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1 Introduction

The purpose of this thesis is to show the significance of classification in two fields: network
science and higher education. In network science, classification helps to understand the struc-
ture and reveal the origin of networks. In higher education, it is crucial for predicting student
success and identifying the contributing factors. By combining these two domains, the thesis
aims to contribute to these fields and demonstrate the scientific and practical applications of
classification.

Data-driven analysis of complex networks has been at the focus of research for decades.
An important area of research is studying how real networks can be described with a few
metrics and how network models capture metric relationships in real networks. The first
chapter studies 500 real-world networks and 2,000 synthetic ones generated by four models. It
explores topics such as graph metric selection, network similarity, model calibration, and graph
classification. Results show correlation profiles of structural measures vary across network
domains and the domains can be determined by a small set of metrics. Furthermore, network
models have robust structural properties but limited ability to generate graphs with high
clustering and large diameter, on the other hand, the models accurately capture degree-
distribution-related metrics.

Student drop-out in higher education is a major concern, leading to significant social
and economic consequences. By utilizing machine learning and statistical techniques, early
identification of students at risk of dropping out becomes possible and the factors influencing
student success can be revealed at both a global and individual level. Another crucial aspect
of higher education is finding the appropriate admission procedure to distinguish between
students with high academic potential and those who may drop out. Admissions typically
depend on pre-enrollment achievement measures, making it crucial for these selection criteria
to have strong predictive validity for academic achievement.

This thesis uses statistical classification methods to analyze the predictive validity of the
Hungarian university entrance score and its components (as single predictors) on final uni-
versity performance, particularly degree completion, and qualification. Results show that the
entrance score is a valid predictor but its power varies across disciplines. We find that among
the components of the UES, high school grades, and general knowledge are the strongest
predictors. The score underpredicts female performance and overpredicts male performance.
We propose an alternative score with higher predictive validity and reduced variation across
disciplines and under/overprediction bias, with changes such as lifting the branching nature
of admission, focusing on general knowledge, and multiplicative rewarding of advanced-level
exams.

We also analyze how combinations of variables in an ML model can improve the accuracy
of identifying at-risk students, and we demonstrate how interpretable machine learning (IML)
tools can support educational stakeholders in dropout prediction. We show that complex ML
models can efficiently identify at-risk students but lack interpretability. By applying IML

tools, we demonstrate how predictions can be explained both globally and locally, providing



opportunities for personalized intervention. By performing a user study, we also show that
the novel IML tools are difficult to understand for the target audience, and we argue that

more research is needed in finding more readable visualizations.

2 Data

The thesis combines two data-driven approaches to study real-world networks and the predic-

tive validity of university admissions criteria.

e The network classification study is based on our own collection of real-world networks
and model-generated graphs. We calculated several graph metrics that are the features

of the networks making data-driven analysis possible.

e The higher education research uses anonymous data from students enrolled at the Bu-

dapest University of Technology and Economics between 2010 and 2017.

3 Methodology

Network Classification

e We propose a Spearman correlation network-based approach for metric selection (di-

mension reduction) and a metric for measuring the similarity between network domains.

e We introduce a novel framework for calibrating network models to generate networks
that mimic real networks based on given target characteristics and using the Canberra

distance of the graph metrics as a measure of graph distance.

e We propose a machine learning-based approach for the evaluation of metric selection,

where the problem to be solved is domain classification.

e We suggest a network classification-based approach to evaluate the applied parameter
calibration method and the goodness-of-fit of the network models. The approach also

sheds light on the properties of real networks that the models struggle to capture.

Classification in Higher Education

e For quantifying the strength of predictive validity of admissions criteria, we suggest a
sophisticated statistical classification-based methodology, the receiver operating charac-

teristic (ROC) curve analysis.

e We suggest a censored linear model, called Tobit regression, to address the issue of

non-observable degree grade point average for non-graduates.

e We place particular emphasis on drawing statistically grounded conclusions, for example,

by investigating if the AUC differences are statistically significant. Moreover, we make
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corrections for range restrictions (Thorndike’s case 2 correction formula for correlation

and a restriction-corrected version of AUC using the doubly robust estimator).

We propose a cost-efficient classification-based approach to improve the predictive va-
lidity of a composite score. The goal of the approach is to assess how existing criteria

can be combined and assigned weights for better results.

We propose a method for evaluating machine learning models that splits data along

enrollment year to avoid data leakage.

We also place a strong emphasis on model interpretability and explainability. For global
interpretation, we use permutation importance, partial dependence plots, and aggre-
gated SHAP values. Finally, we apply LIME and SHAP for the local interpretation of

individual predictions.

We also suggest using calibration methods such as Platt’s calibration and isotonic re-
gression to adjust the output of the model to better reflect the true probabilities of the

classes (dropouts and graduates).

We also present the results of a user study that evaluates whether higher education
stakeholders find IML tools interpretable and useful, which aims to fill the gap in the

literature.

Theses

Network Classification

1. We propose a correlation network-based approach to (1) compare structural

similarities between domains, (2) find domain-independent relationships be-
tween metrics, and (3) select a non-redundant subset of metrics that can still

distinguish network domains. (Related publication: [N4])

Previous studies have focused on finding a non-redundant set of graph measurements,
using data-driven approaches and correlation analysis on real networks and model-
generated graphs. We also propose a similar metric selection procedure, however, in
contrast to the related works, we use Spearman’s correlation since it can measure non-

linear relationships as well and is less sensitive to outliers.

We propose a metric to measure the similarity of network domains. It works by calcu-
lating the adjacency similarities of the correlation networks across equidistant threshold
settings and then taking the median adjacency similarity. Our results align with related

works, despite the different methodologies.

Using the correlation networks, we identified non-trivial relationships between the graph

metrics. For example, that distance and connectivity metrics are strongly negatively



correlated, moreover, we argue that average degree is a better metric for measuring edge
density, than the graph density metric itself, since the latter negatively correlates with

the size.

The goal of our metric selection is to find a subset of metrics that describe networks well
while reducing redundancy, improving model fitting, and avoiding collinearity. We select
the metrics based on correlation and exclude those that have a high correlation with
network size. We evaluate our selection by predicting network domains with all metrics,
random subsets, and the selected attributes and measure its success by classification
accuracy. Our selection achieves high accuracy and random subsampling of attributes
doesn’t improve accuracy much. We excluded max vertex betweenness centrality, which

is often included in good random selections but is computationally expensive.

. We introduce a graph metric-based network model parameter calibration
method. Moreover, using a network classification-based technique, we eval-
uate how well these measurement-calibrated network models can describe

real networks. (Related publication: [N4])

The goal of model calibration is to generate network models that match real-world
networks. We calibrate four network models: the clustering Barabasi—Albert model, the
forest fire model, the 2K model, and the stochastic block model. We measure similarity
using the Canberra distance of the selected graph metrics. We calibrate models using
grid search to minimize distance, using one model realization for efficiency, moreover,

we demonstrate that graph metrics are robust against randomness.

We use machine learning to evaluate network models and their parameter calibration
by solving two network classification problems: (1) real vs. model-generated, and (2)
subcategory of the network. This helps us understand the properties of real networks
that models can’t capture and which models generate the most realistic and similar

networks for each domain.

Our results show that classifiers perform well in distinguishing real vs. model-generated
graphs, except for the food and web domains. The most distinguishing graph metrics are
the normalized average path length, average clustering coefficient, maximum eigenvec-
tor centrality, and assortativity. Real networks have structural properties that network
models cannot capture, such as clustered structure and large average path length simul-
taneously. Although, the models are able to capture degree-distribution-related metrics.
We also show that networks from different domains have varying levels of modelability,
with brain and cheminformatics networks being the most difficult to synthesize and food

and web networks being the easiest.



Classification in Higher Education

3. We present novel approaches to improving the fairness and predictive va-
lidity of university admissions criteria by using statistical classification tools
and utilizing machine learning models for dropout prediction. We also com-
pare tree-based models and deep neural networks and examine the effect of

incorporating first-semester performance in models.

(a) We demonstrate how the tools of statistical classification can be used to
measure the “fairness” and quantify the strength of predictive validity

of admissions criteria. (Related publication: [N2])

An important problem in higher education is identifying the most effective admis-
sion procedure that distinguishes between high academic potential students and fu-
ture dropouts. Admissions are often based on standardized tests and pre-enrollment
achievement measures, with the goal of selecting students who will succeed in uni-

versity studies.

By using a sophisticated statistical methodology to quantify the strength of pre-
dictive validity, we show that the nationally standardized Hungarian UES as a
composite measure is effective for predicting long-term academic success. We also
demonstrate that high school grades are better predictors of final academic perfor-
mance than standardized high-school exit examination scores, but they both have
incremental predictive validity over each other, and performance in humanities has
incremental validity over mathematics and sciences even for STEM students. Addi-
tionally, we find that the UES underpredicts the performance of females, students
from the countryside, state-funded students, and generalists, while overpredicts the

performance of males, students from Budapest, fee-paying students, and specialists.

(b) We suggest a novel approach to improve the predictive validity of a
composite score that requires neither measuring new variables nor con-
structing a new test. We demonstrate our method and its implications

in Hungarian university admissions. (Related publication: [N1])

Using statistical classification techniques, we construct an alternative composite
university entrance score with higher predictive validity by combining the three
main components study points (SP), mature points (MP), and extra points (EP).
The optimized score suggests that SP is the most important component with a

larger weight, while EP should have a smaller weight.

Moreover, the proposed alternative UES not only increases predictive validity but
also reduces under- and overprediction errors for most groups, except for gender.
The largest improvement is seen for location and generalist/specialist/competitor
students. The alternative UES still underpredicts females and overpredicts males,

but accurately predicts the performance of specialist males.

(c) We show that involving first-semester performance in the model yields a



more accurate identification of students at risk, however, pre-enrollment
achievement measures also have incremental validity over first-semester
features. (Related publications: [N6])

We study dropout prediction in four scenarios, using different sets of attributes as
explanatory variables and the binary target (graduated or dropped out) remained
unchanged. The four scenarios are: (1) only high school performance, (2) high
school performance supplemented with first-week attributes, (3) both high school
and first-semester university performance measures, and (4) only first-semester
achievements. Comparing these four scenarios, we conclude that the best pre-
dictive performance is achieved when both the pre-enrollment measures and first-
semester performance indicators are used, and there is a significant improvement
in predictive power when high school performance variables are supplemented with
first-semester-related attributes. However, pre-enrollment achievement measures

have only a slight incremental validity over first-semester features.

(d) We show how machine learning models can be used for dropout pre-
diction. We also compare tree-based models and deep neural networks.
(Related publications: [N5], [N3], [N17])

We demonstrate that CatBoost has the best performance among various machine
learning models tested (XGBoost, Linear Discriminant Analysis, AdaBoost, NG-
Boost, Explainable Boosting Machine, etc.), with an avg. precision of 0.847 and
AUC of 0.774, which is in alignment with related studies.

We also tested deep neural networks (DNN), including TabNet which was specifi-
cally designed for tabular data. We demonstrate that on a randomly sampled test
set DNNs achieve good results in dropout prediction, however, tree-based models

perform better in a realistic scenario, where the data is split along enrollment year.

Note that in our research, we always place great emphasis on appropriately fine-
tuning the hyperparameters of the models using the tree-structured Parzen estima-

tor optimization.

4. We demonstrate how interpretable machine learning (IML) tools can support
educational stakeholders in dropout prediction by making the classifier trans-
parent and explaining its predictions. Moreover, based on a user study, we
show that the state-of-the-art SHAP plots are not so easily readable for the
target audience, and we emphasize that more research is needed in finding an

appropriate visualization of the feature effects. (Related publications: [N5], [N3])

We apply interpretable machine learning (IML) techniques to make our black-box models
transparent and their predictions interpretable, which can aid in providing personalized

guidance and establishing trust with decision-makers.

We interpret both deep learning and tree-based models and we show that they are



consistent in what variables they find most important and how they affect university

success.

The results of the global model interpretation show that high school grade point av-
erage (HSGPA) is the most crucial factor impacting academic performance. However,
program-specific knowledge and starting university studies right after high school also

play an important role.

We also demonstrate how individual predictions can be explained making them use-
ful for decision-making in various domains, such as career guidance, skill improvement
identification, and policy support. It can assist in offering personalized tutoring and
remedial courses by identifying negative factors and recommending the corresponding

remediation.

Results of the survey study showed that the SHAP summary plot is hard to understand
but interaction plots are easy. Both students and decision-makers preferred bar charts
for local explanations, but they highlighted the advantages of force plots. We propose
alternatives including separate feature effects and waterfall plots, but more research is

needed.

5 Contributions and implications of the research

Our network classification-related research contributes to the field of data-driven analysis of

real and model-generated networks by:

e Unifying related branches of network science (e.g., metric selection, network similarity,
model calibration, graph classification) and conducting a thorough survey of the state-

of-the-art approaches in these fields.

e Collecting a large dataset of real-world networks and their model-generated counterparts,
calculating graph metrics to describe their structural properties, and making our collec-

tion and dataset publicly available (https://github.com/marcessz/Complex-Networks).

e Identifying a small uncorrelated subset of graph metrics that efficiently describes real

networks and distinguishes network domains.
e Showing that different network domains have varying levels of modelability.

e Pointing out that network models can accurately capture degree-distribution-related
graph metrics, however, they are unable to capture the highly clustered structure and
large average path length of real-world networks. This highlights the need for further

research to develop models that can generate such networks.
The contribution and implications of our higher education research are as follows:

e The comprehensive evaluation of the Hungarian university entrance score as a predictor

of long-term academic success, namely graduation and degree grade point average.


https://github.com/marcessz/Complex-Networks

e Showing that the UES is an effective predictor, and for STEM programs, it is stronger
than any of its components alone. However, in the case of economics and social sciences,

the component measuring general knowledge is a stronger predictor than the UES itself.

e Finding that high school grades are stronger predictors of academic success than the

scores in high school exit exams, regardless of the field of study.

e The findings and methodology of the predictive validity research can be applied in other
educational settings where the university admission system relies on a merit-based com-
posite entrance score (such as in Israel, Portugal, and the USA). Furthermore, it can also
be applied in other domains, such as in medical settings with composite predicted mor-
tality /severity scores such as APACHE, MPM, and SAPS. Similarly, the interpretable
dropout prediction methodology can also be applied in multiple domains, such as pre-

dicting the severity of medical conditions [N7], [N9].

e We propose a domain-agnostic method to improve the predictive power of a composite
score. The proposed approach is easy to implement and its impact can be estimated

using historical data without waiting for years.

e We demonstrate the power of our method in practice: in the Hungarian admission
system. We construct an alternative university entrance score with higher predictive
validity and lower bias. Based on the alternative score, we suggest changes in the
admission procedure, for example, we recommend phasing out the branching admission
model and placing more emphasis on general knowledge. This way, the score would

better reflect later university performance, thus making it fairer.

e We show that the current Hungarian university entrance score undepredicts the univer-
sity performance of certain student groups, such as females, generalists, and students

from the countryside.

e We demonstrate the application of explainable Al tools for interpretable dropout pre-
diction in higher education. Besides global interpretation, we provide explanations of

individual predictions for decision-making and personal feedback.

e We also compare various interpretable machine learning techniques, such as permutation
importance, partial dependence plots, LIME, and SHAP, and provide feedback on their

use.

e We highlight the importance of starting university right after high school studies, and the
importance of general knowledge, more specifically the high school grade point average

(HSGPA) in predicting academic performance.

e We conduct a user study with the target audience of this research: students and higher
education decision-makers. We assess the readability and usability of IML tools and we

find that alternative visualizations may be needed for local explanations.
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