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Abstract—Data forms the vital asset of many organizations,
as the quality of their decisions depends on the quality of their
data. Trust in data is, therefore, critical. This paper aims to
evaluate different aspects of data quality, examine the existing
data veracity characteristics, and propose a methodology to assess
the impact of fault-tolerant design patterns on data veracity. Data
generated by IoT devices often reveals characteristics such as
noise, incompleteness, and imprecision [1], which make it a prime
example for data quality assessment. This paper investigates
how we can effectively address the attributes and characteristics
associated with data veracity by applying fault-tolerant design
patterns within the data processing workflow.

Index Terms—Data quality, data veracity,CPS , IOT Data,
ISO/IEC 25012, fault tolerance, data processing

I. INTRODUCTION

The swift incorporation of cyber-physical systems (CPS),
such as the Internet of Things (IoT), within today’s technolog-
ical framework in diverse fields highlights the importance of
addressing dimensions and challenges related to data quality.
IoT data often comes with various quality issues during data
generation, collection, transmission, and parsing [2]. It is
essential to address and correct potential quality issues to
benefit from this data. Some applications require a decision
before the actual event occurs. For a long time, the AI industry
has focused on improving models, libraries, and frameworks
to deal with the data. However, improving data quality often
has a more considerable input on the overall trustworthiness of
data-driven applications [3]. In this context, we aim to assess
different aspects of data veracity by exploring taxonomies,
data quality standards, guidelines, and tools. We analyze how
to effectively address specific data quality issues using fault-
tolerant design patterns, such as N-Version Programming and
Recovery Block. We aim to design a more resilient data
processing workflow, focusing on enhancing data quality.

II. DATA VERACITY

This section introduces the definition of data veracity and
discusses data quality standards, dimensions, and taxonomies.

A. Definition

Data scientists have identified a series of characteristics
that represent Big Data, commonly known as the V words.
Veracity, the fourth V of Big Data, is used in data analytics

research to cover data quality, accuracy, and truthfulness. In
the context of IoT applications, veracity refers to the problem
associated with data usability and quality [1]; one of the most
important aspects of data veracity, Data Quality which refers
to the degree to which a set of inherent data characteristics
fulfills requirements [4], how suitable the gathered data are
for providing ubiquitous services for IoT users [5]. Although
there is no standard definition for data veracity in the literature,
this term is used to express the level of trust in the collected
data, its accuracy, and the data source’s reliability.

Dig deeper into studies about the dimension of Veracity
and enrich our understanding. Additionally, exploring the es-
tablished data quality standards provides a structured approach
to assess and improve the reliability and accuracy of data.

B. Data quality standards

In our paper, we will concentrate on the ISO standards
among the multiple standards related to data quality. ISO/IEC
introduced the ISO/IEC 25000:2005 document [6], also known
as the ISO 25000 family, to standardize and unify soft-
ware product quality standards. Within this family, ISO/IEC
25012, titled ”Data Quality Model,” and ISO/IEC 25024,
focused on data quality measurement, are particularly note-
worthy. ISO/IEC 25012 establishes a general quality model for
structured data within computer systems, classifying quality
attributes into fifteen characteristics analyzed from inherent
and system-dependent perspectives. These characteristics are
assigned varying importance and priority based on individual
evaluators’ specific needs.

• Inherent data quality refers to the degree to which
data quality characteristics have the intrinsic potential to
satisfy stated and implied needs when data is used under
specified conditions.

• System-dependent data quality refers to the degree
to which data quality is reached and preserved within
a computer system when data is used under specified
conditions.

Another standard related to data quality is ISO 8000 [4];
the ISO 8000 series provides frameworks for improving data
quality for specific kinds of data. It defines data characteristics
relevant to data quality and provides guidelines for enhancing
it.
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C. Related work

A wide range of problems can affect data quality. As a
result, the outcome derived from these data will be affected.
So, it is essential to fully understand the wide variety of
dirty data that may exist in data sources captured by different
taxonomies. [7] proposed a taxonomy developed from real-
world databases covering thirty-five dirty data types. They
follow a bottom-up approach, from the lowest-level problems
(the ones that occur in a single attribute value of a single tuple)
to the highest-level problems (those that involve multiple data
sources). [8] divides data quality issues into two categories:
single-source and multi-source. However, unlike [7], they do
not differentiate the problems at a single source into those in a
single relation and those in multi relations. On the other hand,
[9] suggested a dirty data taxonomy based on data quality
rules. Thirty-eight distinctive dirty data types were defined,
creating the most comprehensive taxonomy.

III. FAULT TOLERANT DESIGN PATTERNS

In this section, we partially introduce the definition of fault
tolerance and discuss two of its patterns and their implemen-
tation.

As a service represents a series of external states of the sys-
tem, a service failure means that one or more external states of
the system deviate from the correct service state. The deviation
is called an error. An error adjudged or hypothesized cause is
called a fault. Faults can be internal or external to the system;
the fault is active when it causes an error dormant in other
cases [10].

Fault tolerance means the ability to avoid service failures
in the presence of faults [10]. It is the system or compo-
nents’ ability to function normally, even with the existence
of hardware faults or software faults [11]. It aims to avoid
service failures in the presence of active faults, which is crucial
for designing dependable and secure systems. Redundancy
is the foundation of fault tolerance. Over time, numerous
fault-tolerant design patterns have been developed and proven
effective in enhancing dependability and security.

A. Voting design pattern

It is one of the fundamental design patterns where repli-
cated components execute identical operations concurrently.
A majority-voting system (a voter) compares the N results
generated to confirm the correct outcome. The system operates
appropriately as long as most components are free from faults.
They are choosing an odd value for N to facilitate majority
voting. In the typical scenario, N is set to three, enabling the
masking of a fault in one component [12].

N-Version Programming, one of the software implemen-
tations of fault-tolerant design patterns, utilizes the voting
pattern and relies on design diversity. The concept involves
independently developing N functionally identical software
versions based on the exact specification [12] as shown in
Figure 2.

B. Failover design pattern

Another design pattern is known as failover. It involves
activating a spare component when an in-built error detection
unit identifies a fault in an active component. Only one
component operates in this design, while the remaining N -
1 components act as spares. Standby sparing has three types:
hot, warm, and cold. In the hot case, the spare components
are actively involved in computations, prepared to take over
at any moment. For warm standby, the spare components
are initialized and remain idle. In cold standby, the spare
components are powered up only when their usage is needed
[12]. The Recovery Block represents a software application
of the cold failover design pattern that utilizes the checkpoint
and restart technique across multiple software versions to
address faults in software [12]. Initially, the main version is
active, and its results are checked in the acceptance test (AT).
If the AT does not pass, an alternative version takes over, as
shown in Figure 2.

IV. ASSURING DATA VERACITY THROUGH
FAULT-TOLERANT DESIGN PATTERNS

This section explores how IoT data quality characteristics
can be addressed using previously discussed patterns.

The fault originating in a data source can be permanent
or transient. It can be a natural fault caused by natural
phenomena without human participation or a human-made
fault. The human fault could be a malicious or non-malicious
fault introduced without malicious objectives [10].

Fig. 1. Enhancing veracity using Fault tolerance patterns.

The broader version of our proposed approach is illustrated
in Figure 1. After getting the application requirements and the
raw data as input, we evaluate the data veracity requirements
and identify the veracity dimension related to our use case.
In this step, a data profiling tool can be used to identify
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Fig. 2. Data Processing Workflow

the characteristics of the data. Following this, we assess
existing methods known for their efficiency in fulfilling these
veracity requirements. The next step involves the analysis of
various fault tolerance patterns, aligning their characteristics
with our needs to select the most fitting one. Finally, we
apply the chosen pattern to the methods, incorporating it with
specific variables and considerations derived from our detailed
analysis of the application requirements. The output is the data
enhanced to meet the application’s requirements.

A simple IoT architecture adopted consists of three layers:
the physical perception layer, The network layer, and the
Application [13]. Faults could happen in any of the IoT layers.
Sensors in the physical perception layer may be imperfect
and often have a margin of error due to various unexpected
factors, such as electromagnetic interference, packet loss, or
issues during signal processing. This error margin becomes
significant when dealing with many devices. It can lead to an
accumulated chance of error occurrence, effectively reducing
the generated data accuracy and quality [5]. Similarly, the fault
could occur in the network layer due to unstable connectivity
and intermittent loss of connection. The data processing ap-
proaches should be resilient to faults and failures to provide a
reliable service.

Our emphasis is on the application layer, where the execu-
tion of the control and data plane application logic occurs. The
main challenge is the development of efficient data processing
and analytics methods for different levels of complexity, from
simple to rich analytics based on the requirements of use cases
where timely information generation is critical for some IoT

systems, and the data should be processed before the data
becomes outdated [1]. On the other hand, data cleaning ap-
proaches, which generally interact with the physical perception
layer, should be resilient to faults and node failures to provide
a stable service [5].

A Data processing workflow is a model representing
a sequential execution of tasks to accomplish a specified
objective with the data, as defined by, e.g., CRISP-DM [14].
We used a general data workflow, which aligns with the
third stage of CRISP-DM, the Data preparation stage, where
we prepare the data for building the predefined model. The
data workflow tasks involve diverse operations, including data
collection, ingestion, processing, storage, analysis, visualiza-
tion, and monitoring. We evaluate how certain operations
within this workflow may be enhanced using fault-tolerant
design patterns, mainly focusing on improving data quality.
We present a methodology that utilizes N-Version Program-
ming and Recovery Block design patterns for addressing the
processing phase, which involves multiple tasks that enhance
the data accuracy, consistency, and completeness, such as
cleaning, transforming, and enriching. Figure 2 illustrates our
proposed strategy that employs multiple methods for tasks
such as outlier detection and missing value handling.

A. N-Version programming for outliers detection
Outliers are readings that fall outside what is considered

a normal state [15]. An outlier could represent an error, an
event, a point anomaly, a contextual anomaly, or a collec-
tive anomaly [5]. The main objective is to manage outliers
that align with our specific analysis purposes: clustering,

86



classification, forecasting, or monitoring critical systems. In
critical systems, outliers frequently signify important events,
warranting emphasis; conversely, outliers may be irrelevant to
the analysis during classification tasks and could be excluded.
However, these outliers might serve as a basis for further study
in different scenarios.

Various factors can lead to outliers in data, and each outlier
detection algorithm uses a unique approach to identify the
outliers, resulting in its own set of outliers. Some of these
outliers overlap with those detected by other methods. Using
a consensus or voting approach among different methods can
enhance the accuracy of outlier detection compared to relying
on a single method alone.

In our proposed method, we employ the concept of N-
Version Programming in the context of outlier detection
using different variants to detect outliers in a specific data
set. Each variant identifies outliers using a method known
for effectiveness in outlier detection, where every variant
independently detects outliers within the input data using its
specific approach. Subsequently, we propose conducting an
additional invariant check on the output of each variant to
determine its contribution to the voting step. The invariant
check is domain case specific and highly related to the case
of the study. A voting mechanism is then employed to assess
the consensus among the detected outliers. We can choose
between two voting type: majority voting, where the data
point is considered as an outlier if it is detected by the majority
of variant, or consensus of all participating variants, where
the data point is considered as an outlier if all variant detect it.
Only data points consistently labeled as outliers according to
the chosen voting type are considered outliers. Addressing the
specific requirements of a business case presents a challenge,
particularly in determining the invariant check thresholds that
should be done before starting the voting process to ensure
accuracy and consistency in the results. Figure 2 visually
represents the extended N-Version Programming applied to
outlier detection.

The proposed approach is independent of the data process-
ing schedule. It can be applied to each data point or the entire
data set, depending on the schedule and operating mode of the
system.

After the detection process, we should analyze the result,
examining whether there is a spatial or temporal relation
between the detected outlier. At the same time, we should
decide how we will treat these outliers according to our
purpose. For example, we should not remove the outliers in
the critical systems case. On the other hand, in some business
cases, like when we build a prediction model, removing the
outliers will enhance the model prediction.

Various methods could be employed to identify outliers,
such as statistical methodologies, clustering-based approaches,
supervised or unsupervised learning algorithms, and domain-
specific knowledge. Each technique comes with its own set of
advantages and limitations. Consequently, selecting the most
suitable strategies for a particular data set is crucial.

B. Recovery Block for missing values

Missing values indicate the absence of data regarding a spe-
cific entity. Since data-driven knowledge extraction processes
utilize these data, such gaps may result in partial knowledge or
wrong decisions. Consequently, missing values can contribute
to a decline in data quality. Missing values in a data set can
be detected easily. We can use diverse methods to interpolate
the missing value. A Recovery Block can be employed using
different methods to interpolate missing values based on
other values. Each one estimates the missing value using an
approach known for effectiveness in interpolation. It uses an
acceptance test as a threshold to assess whether the estimated
value is acceptable, focusing on the fact that the estimated
value does not change the characteristics of the data. If the
outcome fails to surpass the initial method’s threshold, the
data is transmitted to the subsequent method. Tuning the
threshold of the Recovery Block detector may necessitate
different tuning for optimal performance.

For example, we can start using the Univariate Nearest
Neighbor method, considered the most straightforward method
for filling in missing values [16]. Next, we assess the char-
acteristics of our data distribution. If the acceptance check
finds unacceptable characteristics such as frequent values or
unusual skewness, we switch to the second method, like Linear
Interpolation. After applying this method, we check if the
values meet our acceptance test. If the previous methods do
not produce an acceptable value, we can use a dedicated
simulation, which may need more design time effort and
computational resources runtime.

Implementing the proposed method can help us improve
part of the inherent data quality characteristics. A robust
outlier detection methodology using N-Version programming
enhances the consistency and accuracy of our data. Jointly,
employing a recovery block for interpolation assists in ad-
dressing data completeness and currentness and accuracy
issues.

We built a Jupyter Notebook to analyze the hourly energy
consumption of 22 houses from the HUE dataset [13]. With the
object of discovering trends and patterns within this data. The
presence of outliers could lead to misleading interpretations,
so our requirement in this case is to remove the outlier from
the data set. Our process begins with an assessment of various
outlier detection methods to identify the one most relevant to
our scenario. We detect the outlier using three distinct sta-
tistical methods. Subsequently, we select an appropriate fault
tolerance design pattern, which is the N-version programming
that aligns with our case. Finally, we applied all-participating
voting to detect the outliers. This approach enables us to
accurately identify and eliminate the most precise outliers from
the data, ensuring a more reliable analysis.

V. CONCLUSION AND FUTURE WORK

In conclusion, our paper has dived into utilizing fault
tolerance design patterns to enhance data veracity within a
data workflow. We built two of the data workflow cleaning
steps using the logic of the fault tolerance design pattern.
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We started with addressing the data processing phase due to
its significant impact on data quality. We chose two basic
patterns. Through our exploration, we have identified that the
issues of accuracy, completeness, currentness, and consistency
can be addressed and enhanced by employing N-version
programming and recovery block strategies. These findings
underline the potential of these fault tolerance techniques in
strengthening data integrity and reliability in complex data
workflows.

Creating a model that employs the fault tolerance design
pattern in data processing workflow operations is a future
work after developing a more comprehensive understanding
of how we can improve other data processing workflow tasks
using fault tolerance patterns, how we can employ the other’s
fault tolerance design pattern in the data processing workflow,
evaluating the applicability of the proposed model in data
processing tools.

Regarding detecting outliers, a good area for future work
involves enhancing our semantics understanding of outliers,
including exploring potential spatial or temporal connections
among the identified outliers. Additionally, there is a prospect
to investigate the feasibility of applying a fault correction to
the detected outliers.
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