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1. Motivation and novelty of the research topic 1

1 Motivation and novelty of the research topic

The development of autonomous vehicles represents an extremely complex and
rapidly evolving field of research. Its primary goal is to enhance road safety and
improve efficiency, while addressing numerous emerging technological and societal
challenges. Although the theoretical foundations and partial implementations of
driving automation are already well established, achieving full autonomy (SAE Level
5 [1]) still faces significant technical and legal barriers.

One of the most essential pillars of autonomous systems is the vehicle’s
perception subsystem, which is indispensable for safe operation. Cameras,
radars, and LiDARs possess distinct characteristics and limitations; therefore, the
combined processing of these heterogeneous sensor modalities—known as sensor
fusion—plays a crucial role in achieving robust environmental perception while
increasing system redundancy.

During the development of sensor fusion algorithms, it is crucial to consider the
sensors‘ differing fields of view, placements, and temporal synchronization, as well
as the constraints of real-time operation. Reliable object detection and localization are
particularly important in so-called hybrid or mixed traffic environments [2], where
autonomous and human-driven vehicles coexist.

The motivation of this research is therefore to enhance the reliability of perception
systems and to develop real-time, machine learning–based sensor fusion methods
that facilitate the safe and gradual integration of autonomous vehicles into intelligent
transportation systems.

2 Research objectives

In the context of autonomous driving and advanced driver-assistance systems
(ADAS), original equipment manufacturers (OEMs) and tier-1 automotive suppliers
typically treat the internal details of their perception and decision-making software
as proprietary. In contrast, the research community benefits greatly from open-source
implementations and publicly available evaluation datasets. Several high-impact
benchmarks and challenges — such as the KITTI Vision Benchmark Suite [3, 4], the
nuScenes Detection Challenge [5], and the Omni3D Large-Scale 3D Object Detection
Benchmark [6] — provide platforms for researchers and engineers to propose and
evaluate novel algorithms, covering tasks that range from two-dimensional object
detection to comprehensive three-dimensional scene understanding.

Inspired by these community-driven evaluation platforms and benchmark
initiatives, my doctoral research has focused on developing and advancing new
algorithms that can contribute to the safe and accelerated deployment of autonomous
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vehicles. In the early stages of my studies, our research group focused on developing
a detailed, digital-twin model of the traffic environment. Within this framework,
I designed an efficient real-time pedestrian detection system capable of producing
accurate 3D position estimates, thereby enabling reliable pedestrian recognition and
localization.

Subsequently, it became necessary to extend the system to recognize other types
of traffic participants. Accordingly, in the later phases of my research, I developed
and integrated methods for vehicle detection and 3D object localization, as well as
generalized algorithms for identifying and positioning arbitrary objects within a
3D scene — while maintaining low computational complexity suitable for real-time
operation.

One of the primary objectives of my research was to develop new
machine-learning-based models for jointly processing multimodal sensor data,
primarily aimed at enhancing the reliability of 3D object detection. Another
important goal was to ensure real-time performance, enabling the system to deliver
relevant information to other traffic participants promptly after processing sensor
data originating from either the vehicle or roadside infrastructure.

3 New scientific results

The new scientific results of the research and the theses derived from them are
presented in the following subsections.

3.1 Thesis 1

I developed a novel convolutional neural network architecture that enables the
fusion of camera and LiDAR sensor raw data. Through experimental validation,
I have shown that the use of the intensity matrix extracted from the local
neighborhood of the image pixel corresponding to the LiDAR point projection
resulted in improved performance compared to using the LiDAR point intensity
values alone.

Publications related to Thesis 1

Mihály Csonthó, András Rövid, and Zsolt Szalay. “Significance of Image
Features in Camera-LiDAR Based Object Detection”. In: IEEE ACCESS 10 (2022),
pp. 61034–61045. ISSN: 2169-3536. DOI: 10.1109/ACCESS.2022.3181137

https://doi.org/10.1109/ACCESS.2022.3181137
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During my research, I observed that the spatial distribution patterns of LiDAR
points on the object’s surface and the intensity provided by the sensor can vary
significantly between LiDAR sensors from different manufacturers. To address
this phenomenon, I developed an algorithm that enhances the robustness of
pointcloud-based 3D detectors, enabling them to produce consistent results across
various datasets. Additionally, I examined the degree to which the performance of
the initial pointcloud-based network is influenced by the environment of the objects.

FIGURE 1: The modified PointPillars-based network, which processes
all 3D points supplemented with visual features

I elaborated a new sensor fusion method that supplements the pointcloud with
features extracted from camera images. Among the different features, image intensity
proved to be the most effective. I modified the base network to supplement
the 3D pointcloud input with a multidimensional representation, assigning image
features derived from the local neighborhood of the image pixel corresponding to the
LiDAR point projection. The network is shown in Figure 1. The modified network
demonstrated a significant increase in performance, particularly in the detection of
distant or partially occluded objects.

I trained the modified network on the KITTI dataset and evaluated its
performance, using both the KITTI dataset and our own recorded data. In both cases,
I observed a similar degree of improvement. I tested the algorithm without using
LiDAR intensity values, and the results showed that the added image features can
efficiently replace the intensity information provided by the LiDAR sensor.
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FIGURE 2: Detection results corresponding to the second sequence of the
KITTI raw scene. First row: PointPillars, second row: 1P1P architecture.
LiDAR intensity values are omitted. The red numbers indicate the TPs

The name of the modified network indicates the number of image features
attached to a single 3D point. In the case of the 1P1P network, the fusion module
attaches one image feature to a single 3D point. Figure 2 shows the detections of the
1P1P network and the baseline network.

3.2 Thesis 2

I developed a novel neural network architecture that integrates learned image
features into neural network models operating on LiDAR pointclouds, thereby
significantly improving 3D object detection performance.

• Through experimental evaluation, I have shown that at longer distances,
which are less relevant for planning and decision-making, the rate of true
positive detections decreases; however, the learned image features still
enhance detection reliability within the operationally most relevant range.

• I showed that integrating high-level learned features derived from camera
images can substitute for LiDAR-measured intensity values, achieving lower
false positive rates while maintaining computational complexity suitable for
real-time processing.

Publications related to Thesis 2

Mihály Csonthó and András Rövid. “Pillar-X: Integrating Self-Learned Image
Features to Improve 3D Object Detection”. In: IEEE ACCESS 13 (2025),
pp. 83071–83081. ISSN: 2169-3536. DOI: 10.1109/ACCESS.2025.3567658

https://doi.org/10.1109/ACCESS.2025.3567658
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FIGURE 3: High-level architecture of the Pillar-X network

Building on the results of the first thesis, I proposed an artificial intelligence-based
method in which each LiDAR point is associated not with raw image data but
with pre-processed visual features. When designing the subnetwork responsible for
generating these features, one of the main objectives was to maintain computational
complexity at a low level. The subnetwork consists of several sequential
convolutional layers and extends the dimensionality of the pointcloud with the
generated image-based descriptors. During the end-to-end training, the whole model
simultaneously learns both the operation of the LiDAR-based backbone and the
generation of visual features, thus eliminating the need for pre-training of the image
subnetwork. The architecture of the proposed system is illustrated in Figure 3.

With using the image-feature generation subnetwork, the total inference time
increases by only 1–2 milliseconds when using GPUs that meet the baseline
network’s performance requirements. A limitation of the method is that pointclouds
outside the common field of view of the LiDAR–camera pair cannot be processed,
since no corresponding image features are generated for those regions.

During the evaluation, we observed that the number of false positive detections
decreased substantially, even without applying confidence-based filtering, while the
numbers of false negatives and true positives changed only slightly. This represents
a significant improvement, as in most neural-network-based detectors, selecting an
appropriate confidence threshold is crucial for achieving optimal performance.
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