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Abstract—Dependability analysis of complex infrastructures
necessitates a sophisticated statistical analysis in order to estimate
the causes of failures. The paper presents a combination of
visual analytics and algorithmic methods specialized to rare event
analysis. The main outcomes of the proposed analysis process are
a statistical model of the system and the estimation of the main
factors to be used in supervisory systems for an early detection
of potential failures.

I. INTRODUCTION

By design, failures in high-availability systems are ex-
tremely rare. Resilience of such systems can be analyzed only
empirically, because the diversity of the building components
and the complexity of their interaction jointly exclude efficient
usage of analytic methods. System models typically lack
an exact statistical projection, thus, nonparametric analytics
methods are needed.

Visual exploratory data analysis (EDA) performed by do-
main experts is a promising approach to support empirical
construction of dependability model. However, application
of analysis techniques can be challenging because of rare
occurrence of fault events (outliers, anomalies). Nowadays, a
variety of tools exist for detection of rare events in a multi-
dimensional space. These automated methods without exact
parameter tuning may retrieve spurious relationships instead
of semantically correct results.

Visualization-based and algorithmic methods have the po-
tential to complement each other [2], [3]. Visual analytics is
intuitive, exploits the semantic interpretation skills of an expert
typically without a demand for deep statistical knowledge.
However, visual analytics can only provide rough estimations
of clusters. On the other hand, computation-centric methods
are able to select best-fitting boundaries to data clusters, find
the best configuration, build models and test hypotheses.

Three types of integration are defined in [3]: a) computa-
tionally enhanced visualization techniques (e.g. artificial selec-
tion of ,,interesting” scatterplots); b) visually enhanced mining
(e.g. presentation of hierarchical clustering with dendograms)
and c) fully integrated visualization and mining (e.g. interactive
decision tree building in [2]), where the current approach also
belongs to as well.

The goal of this paper is to present an approach for
computationally enhanced visual detection and characteriza-
tion of rare events. We find the synergistic integration of the

Andrés Pataricza
Department of Measurement and Information Systems
Budapest University of Technology and Economics
Budapest, Hungary
Email: pataric@mit.bme.hu

1. subset J—

selection / ParaIIeI \

2. parameter
estimation

J Automated analytics

L \\ Outllerdetectlon\/
3. visualization

algorithms
(coloring and axis _g
reordering)

Fig. 1. The visual outlier detection approach

semantic interpretation capability of an expert used in visual
analytics with the precise processing of algorithmic methods
very promising.

Parallel coordinates plots (PCPs) [8] were selected for
visualization as the most sufficient means to present multi-
dimensional data sets.

The user can select an initial set of candidate outliers on
the PCP interactively, thereafter a dedicated algorithm refines
the parametrization of the DB [10] detection algorithm. Thus,
the processing of a large data set can be reduced to semi-
supervised learning by this outlier-focused relevance filtering.
Results from the automated detection are back-annotated on
the PCP to allow the user to refine the query.

II. RELATED WORK
A. Outlier detection

Outliers are data points deviating significantly from other
observations. Accordingly, it is deduced that they were gen-
erated potentially by a different mechanism than the bulk of
data [7]. Outliers are categorized into three main groups [4]:
1) point outliers, 2) collective outliers and 3) contextual out-
liers. Point outliers are observations individually differing from
the rest of the data set, e.g. an extreme peak in CPU usage.
Contextual outliers are observations of a context-dependent
deviation, e.g., a large peak in CPU usage may be suspicious
only at night. A collective outlier group includes a subset of
observations, collectively deviating from the bulk of points,
even if the individual observations themselves may not be
outliers, e.g., continuously large CPU usage in a system where
only short peaks are allowed.



The two main groups of outlier detection algorithms are
distance-based and density-based methods. Distance-based
methods assume that outliers are far from the bulk of points
or the center of the entire data set. This family of methods
contains e.g. DB, which marks a node as outlier if it has
only few neighbors around it in a hypersphere. Density-based
approaches mark those data points as outliers whose density
(e.g., average number of neighbors) is highly different of their
local neighborhood (LOF or NNDB [12]).

B. Multi-dimensional visualization techniques

General-purpose multi-dimensional visualization tech-
niques, including PCPs, scatterplot matrices or tableplots [13],
all focus on a specific aspect of the observation set. Other
methods, like MDS (Multi-Dimensional Scaling), PCA (Prin-
cipal Component Analysis) plots or biplots project the multi-
dimensional space into a subspace of a lower dimension and
simultaneously highlight some special characteristics of the
observation set. [9] presents specific transparency functions to
control the visualization of outliers in PCP.

Interestingness measures and labels can be used as guid-
ance of visual analysis by a preference attribute defined by
the user. These metrics and annotations are analyzed simulta-
neously during the analysis as support in the subsequent steps
for search space reduction or result ranking [5] [6].

III. ANALYSIS WORKFLOW IN IT INFRASTRUCTURE
MANAGEMENT

This section summarizes the possible steps of a failure-
triggered analysis workflow (Fig. 2). Its primary goal is root
cause analysis while identification of trends or a fine diagnosis
is only of secondary importance.

Usually the assurance of high availability, especially in
our focus area of cloud computing, is a main engineering
objective. Accordingly, coarse-grained diagnosis is sufficient
to take mitigation actions. A detailed analysis serves only the
fine-tuning and extension of automated monitoring and control
mechanisms of the supervisory system.

Failure-triggered analysis of IT systems consists of two
steps: 1) analysis of phenomenological observations (failure
analysis); 2) analysis of the monitored infrastructure (root
cause analysis).

The goal of failure analysis is to detect any sudden parasitic
degradations in the high-level QoS metrics to avoid permanent
SLA violation, assuming that our system works typically cor-
rectly and errors happen only very rarely. The corresponding
analytics methodology here is outlier detection.

We assume that the number of high-level metrics is around
10 in our domain (e.g. [1]); root cause analysis still has to
deal with a possibly large number of low level infrastructure
metrics. There are several million observations, according to
the typical sampling frequency and error latency, this may
represent a day with time-triggered data acquisition methods
applied in modern large systems.

Root cause analysis serves identification and elimination
of faults in the system causing the observed QoS degradation,
e.g. to find the resource acting as a bottleneck. Thereafter,
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Fig. 2. Analysis workflow of a typical IT environment

new monitoring rules can be added to the supervisory system
to detect, diagnose and mitigate such faults. The analytics
method here is classification, being capable of exploring and
localizing the data set subspaces corresponding to erroneous
system states.

Root cause analysis sometimes fails to identify the fault.
The main reason for this problem is that no complete a
priori fault model can be constructed for such large-scale and
complex systems. If the failure is caused by an unobserved
factor (e.g., some change in the environment), then frequently
no significant difference in resource utilization, operational
domain, etc. can be found prohibiting a proper diagnosis. The
prediction of the QoS degradation based solely on detecting
changes in high-level observations before the rare event is still
possible at the phenomenological level. Dynamic time series
analysis methods are the most promising in this case.

IV. INTERACTIVE OUTLIER DETECTION WITH PCPS

Outlier detection is usually performed in the first phase of
the analysis process. The domain expert faces two challenges
at this point: 1) very efficient multi-dimensional visualization is
needed requiring no exact knowledge about relevant factors in
the operational domain under investigation; 2) parametrization
of automated outlier detection algorithms is a hard problem,
their indirect estimate is sometimes not intuitive.

Our approach supports an efficient offline outlier detection
and characterization along the following workflow (Fig 1):

Step 1 the user selects an initial subset of candidate outliers
on the PCP plot and estimates the number of outliers
in the data set: this number can be influenced by the
domain, the time window, etc.;

the DB algorithm is parameterized based on the pre-
vious user interaction; thereafter the algorithm deter-
mines the entire set of outlier candidates;

the outliers (and simultaneously the dense clusters
as point of reference) are visualized, where colors
reflect the decision parameters of the algorithm and
axes are reordered to highlight the relevant dimensions
separating the outliers from normal points.

Step 2

Step 3

Individual steps are detailed in the following subsections.

A. Parameter estimation

An object x in a dataset T"is a DB(p, D) outlier if at least a
fraction p of the objects in T lies from x greater than distance



D [10]. This is one of the basic, actively used concepts in
the outlier detection community. Despite the simplicity of the
intuitive definition, it is cumbersome to estimate the parameters
p and D in the early exploration phase of the analytics process.
However, the domain expert could have an exact vision about
the proportion of outliers in the entire data set and, after
exploring it, which observations seem most suspicious. Our
approach presents a heuristic of estimation of p and D, based
on the aforementioned two input parameters.

The parameters of the algorithms (Algorithm 1 and Al-
gorithm 2) contain the data set 7', the user-defined candidate
subset O, the estimated proportion of outliers in the data set
€ and the number of maximal allowed iterations n.

Algorithm 1 computes a (p, D) value pair based on the
maximum proportion of neighbors to be considered . First, the
empirical distribution function is computed from the distances
around each outlier candidate o (line 1). Secondly, a minimal
distance D is defined, assuming that an outlier candidate has
at most ¢ neighbors in distance D (line 2). The final estimate
for parameter p is computed from this distance to ensure
that the selected candidate subset satisfies the DB outlier
conditions (line 3). Finally, the size of the final outlier subset
is determined (line 4).

Algorithm 1 Parameter estimation for a specific initial
quantile

Input: 7' entire data set, O: outlier candidate subset, 1: maximum
proportion of neighbors to be considered;
Output: D;: border distance of close neighbors,
pi: border proportion of close neighbors,
nn;: vector containing the number of close neighbors
: hg: distance from other points for Vx € T'
D; := minyco ecdf;:(i)
pi 1= maxoco ecdfy, (D)
nn; = |z : x € T,ecdfy,, (D) < p|
: return p;, D;, nn;

A

Algorithm 2 computes possible (p, D) values in discrete
points in [0,¢], considering the maximal number of itera-
tions n. The estimated values of p and D are calculated
by Algorithm 1 in every iteration, which results in different
outlier sets. No convergence can be assumed without a priori
knowledge about distributions, thus, we calculate different
outlier candidate sets at discrete points. At the end, an ideal
parametrization is chosen to minimize the difference between
the expected and the calculated outlier set size.

B. Visualization of outliers

This phase of analysis aims at visualization of the input
data set; special coloring and axis reordering were chosen
to reflect the DB results and highlight the characteristics of
outliers.

Coloring: Any visual characteristics of a parallel coordi-
nates line could be used to highlight outliers, e.g. transparency,
color, size, texture, etc. Coloring was chosen in our visual-
ization, because this is a non-additive characteristics: dense
clusters do not amplify each others’ value, as transparency,
texture or size do.

The color of each observation is based on its number
of neighbors. The breakpoints on the color scale partitions
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Algorithm 2 Parameter estimation for DB algorithm

Input: T': entire data set, e: estimated proportion of outliers in the
data set, O: outlier candidate subset, n: maximum number of
iterations

Output: p;: border proportion of close neighbors, D;: border dis-
tance of close neighbors

1: for i :=0 to € do
2: D, border distance of close neighbors applying Algorithm 1
3:  p;: border proportion of close neighbors applying Algorithm
1
nn;: vector containing the number of close neighbors applying
Algorithm 1
error; := |nn; — |
i+=c¢/n

end for

1nit 1= arg min,; error;

return  pinit, Dinit

the observations into three main groups: outliers (low values)
are colored with red, normal points (high values) are blue,
intermediate points are yellow. This is another supporting
feature to highlight the separation quality of regions.

Axis order: Relevant dimensions to be monitored can be
selected differently from one operational domain to another
one. Thus, an appropriate order of coordinates axes should be
computed to determine the best dimensions separating outliers
from normal points. For this, the selected detection algorithm
(e.g., DB) is run on every one-dimensional subset. Dimensions
are ranked based on the correlation between their value and
the final outlier score. The strength of the interdependence of
two dimensions is evaluated by metrics, which can be used in
the case of a non-linear relation.

neighbor prop

-

Fig. 3. An initial user interface and results from different initial subsets

Results from two different subset selections are presented
in Fig. 3. The typical cluster visualizations with low trans-
parency (left) and outlier parallel coordinates plot (right) are
present side-by-side, where the former serves as point of
the reference and so supports outlier characterization. The
first panel (top) presents the initial user interface, the other
two (middle and bottom) show results of different subset
selections. Although the set of outliers are different, identical
axis reordering was performed.



neighbor prop.
0.75

0.50

0.25

I I I I I I I I I
a.ex.lata.pr.lat a.cap g.ex.latg.pr.lat g.cap s.ex.lats.pr.lat s.cap

I I I I I I I
a.cap g.capg.pr.las.ex.las.pr.lab.ex.lad.pr.lag.ex.lats.cap

neighbor prop.

0.75
0.50

B 0.25

) ) ) ) ) I )
a.cap g.cap g.pr.lats.ex.lats.pr.lata.ex.lata.pr.latg.ex.lat s.cap

Fig. 4. Outlier detection in QoS metrics of a stream processing environment

V. CASE STUDY: OUTLIER DETECTION IN A STREAM
PROCESSING ENVIRONMENT

Our outlier detection approach is demonstrated on a data
set collected in the Storm [1] stream processing environment,
while running an application computing the average delay of
US flights. Data tuples in the experimental environment are
being transferred between three types of nodes: aggregator, the
gatherer and the sweeper, being responsible for aggregation
by date, the computation on the aggregated data and the time
handling.

Three metrics are stored about every component: process
latency, execution latency and capacity. The first two reflect
the time spent between start and end of processing of the
incoming tuple, the time spent between start of processing and
the formal verification of it, while the capacity is a derived
metric in the range of [0, 1], reflecting how strongly the actual
component can be considered as a bottleneck in the system.
The environment was monitored by a 10 sec sampling time; the
data set contained around 1800 observations in 9 dimensions
in this small-scale pilot.

The initial user interface and the final result after selection
of a tight subset is presented on Fig. 4. Examining the
clustering and outlier plots simultaneously, we can notice
that a large subset of outliers and intermediate observations
show a typical behavior in every dimension but the capacity
dimensions of the aggregator and gatherer node (a.cap and
g.cap). These were chosen as two first axes: their high values
show indeed a strange behavior. Thus, we can conclude that
the most relevant factors to be observed in the future are the
capacity of aggregator and the gatherer.

VI. CONCLUSION AND FUTURE WORK

The paper presented an interactive outlier detection and
characterization approach for computing enhanced exploration
of outliers.

Although PCP is an ideal visualization technique in terms
of scalability and information compression, the method is
unable to efficiently give to the users an idea about distances
between points (contrary, e.g. to the scatterplot matrices).
Coloring can partly eliminate this problem. Initial visual
analysis approaches in our domain (e.g., [11]) suggest that

) ) ) ) ) ) ) ) )
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operational domains are frequently analyzed separately. Thus,
use of distance based algorithms seems very promising in our
domain.

Extensions of current user interface is planned to support
visualization of object relationships typical in our domain:
absolute and relative amount of resource metrics on different
levels, possible interference between virtual machines, etc.
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