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Abstract

Robust Sensor Fusion Algorithms for Supporting the Perception of
Autonomous Vehicles

This dissertation focuses on the development of robust sensor fusion algorithms
that support the environmental perception of self-driving vehicles, enabling the
vehicle to make quick and accurate decisions in changing traffic situations. I
present a novel convolutional neural network architecture that enables the efficient
fusion of camera and LiDAR data during the learning process, greatly improving
the accuracy and reliability of object position, size, and orientation estimates in
the point cloud. The proposed algorithms are capable of operating in real time
at framerate around 20 Hz, making them suitable for the needs of self driving
vehicles. I have also developed a semi-automatic camera-LiDAR calibration
procedure that improves calibration accuracy and simplifies the process with
minimal human intervention, using robust geometric methods and optimization
procedures. The algorithms were tested on real-world data and the KITTI
benchmark dataset, which confirmed their reliability, accuracy, and real-time
applicability.
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Chapter 1

Introduction

1.1 Autonomous Vehicles

The concept of autonomous vehicles offers the promise of increased safety or
even the possibility of faster travel. In addition, there are still many obstacles to
reach fully self-driving cars, which countless companies, universities, and research
groups are working to overcome daily. The development and legalization of
self-driving vehicles is not a quick process. Full self-driving is a very complex
and multifaceted problem that involves not only technical but also legal obstacles.
Self-driving vehicles are usually classi ed and grouped on a standard scale. The
Society of Automotive Engineers (SAE) de nes six levels of driving automation,
ranging from Level O (fully manual) to Level 5 (fully autonomous), as shown in
Figure 1.1.

Level 0 is complete human control, where the vehicle can only warn the driver
but can not do any driving tasks. Level 1 helps drivers with a single task (e.qg.,
adaptive cruise control or lane keeping assist). Level 2 systems take over steering
and cruise control, but the driver is responsible for every act (e.g., Tesla Autopilot).
Level 3 vehicles perform all driving tasks within a de ned Operational Design
Domain (ODD). However, the driver has to be ready to take over the controls
(e.g., the 2019 Audi A8BL Traf c Jam Pilot). Level 4 is fully autonomous operation
in restricted environments without human intervention (e.g., NAVYA's Level 4
shuttles or WAYMO's Level 4 self-driving taxi service in Arizona). Level 5is a
universal, all-conditions self-driving car with no steering wheel or pedals.

Several companies already have Level 4 vehicles [2, 3, 4, 5], but they are capable
of autonomous driving only in geo-fenced areas. The legal environment is a
signi cant barrier to their deployment: European regulations are generally stricter
than in the US. China is also at the forefront of the eld, with several major cities,
including Beijing, Shanghai, Shenzhen, Guangzhou, and Wuhan, approving the
testing and operation of L4 vehicles. Chinese companies also provide Level 4
robotic taxis, such as Baidu Apollo, WeRide, and DeepRoute.ai. [6, 7, 8, 9]
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FIGURE 1.1: SAE automation levels, ranging from Level 0 (no
automation) to Level 6 (full automation) [1]

1.2 Perception

Self-driving vehicles are equipped with various driver assistance systems, some
of which include environmental perception as an essential component. The main
sensor for perception systems are cameras, radars, LIDARSs, and ultrasonic sensors.
Each sensor has advantages and disadvantages. By processing the raw data
from the sensor, the perception system estimates the position and orientation
of spatial objects relative to EGO vehicle. Driver assistance systems, stand for
providing safety-critical input; thus, their reliability must be in accordance with
the respective safety requirements.

In the case of self-driving vehicles, for example, the parking assistant function
is based on the perception layer, as it uses data from ultrasonic sensors or camera
images to determine the distance of objects around the vehicle. Manufacturers
of driver assistance systems or self-driving vehicles use various sensor data to
implement these functions [10, 11, 12, 13]. Systems that have gone into series
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production are generally not open source, so in most cases, we can only infer their

operating modes from the sensors used. Modern vehicles process and analyse
multiple camera images in real time to detect lanes, signals, and pedestrians,

which is vital for safe driving.

However, it should also be taken into account that the cost of some types
of sensors is a signi cant factor in the cost of manufacturing vehicles, which
also delays their widespread adoption. The price of a LIDAR sensor can
double the price of a vehicle. For these reasons, a different approach could be
developed, which would not equip vehicles with sensors but would develop
so-called infrastructure stations [14, 15, 16, 17, 18, 19, 20]. These infrastructure
stations may already be available in many places, e.g., at intersections. With
installing the sensors at an intersection, the whole intersection can be covered with
fewer sensors and with less overall energy, processing resources and procurement
costs. This is the idea behind the concept of the smart road, whereby the road
segments are equipped with perception capabilities rather than the vehicles. It
is also important to note that self-driving vehicles will not become widespread
overnight. First, they will be able to operate in hybrid mode, where they
will slowly gain a more dominant role alongside conventional (non-self-driving)
vehicles. A challenging task is also the cooperation with non-self-driving vehicles
[21, 22]. While many vehicles lack self-driving capabilities, some of these are
equipped with wireless communication technologies like Vehicle-to-Everything
(V2X). These systems enable vehicles to exchange information with other road
users and infrastructure. However, most human-driven vehicles still lack V2X
communication, necessitating autonomous vehicles to recognize and predict their
positions, movements, and actions, which will undoubtedly cause dif culties as
self-driving vehicles become more widespread.

1.3 Robust Sensor Fusion Algorithms

Robustness and reliability are key criteria for perception systems in self-driving
vehicles. It is important that algorithms can reliably recognize the environment
regardless of weather conditions and time of day and partial occlusions. However,
this does not necessarily require using a single type of sensor. Each sensor has
advantages and disadvantages. Cameras provide a detailed representation of the
environment, from which modern image processing algorithms can extract highly
relevant data. Radar can operate regardless of lighting conditions, but provides
a less detailed picture of the environment. LIiDAR sensors are transitional, as
they can operate independently of light conditions, are also partially independent
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of weather conditions, and provide a moderately detailed representation of the
environment. However, processing their raw data is more resource-intensive.

Processing several sensor data together, so-called sensor fusion, could be a
solution to increase robustness. There are also several variants of sensor fusion,
depending on the processing level of the sensor data. No operations are performed
on the sensor data individually in low-level fusion, while in high-level fusion,
object lists generated from the sensor data are combined.

The input of sensor fusion can be similar to or different from other types of
sensors. A standard fusion method is to process and combine data from one or
more cameras and LIDAR devices. In the case of sensor fusion algorithms, it is
essential to use accurate transformation matrices between sensor frames. These
can be determined using an extrinsic sensor calibration procedure.

1.4 Objectives of my doctoral studies

In the context of autonomous driving and advanced driver-assistance systems,
OEMs and tier-1 suppliers tend to keep the internal details of their perception and
decision-making software proprietary. The research community, though, bene ts
from a large stack of open-source implementations and regular standardized
evaluation campaigns. For example, several high-prole benchmarks and
challenges - the KITTI Vision Benchmark Suite [23, 24], the nuScenes Detection
Challenge [25], and the Omni3D Large-Scale 3D Object Detection Benchmark [26]
- invite researchers and engineers to submit novel algorithms for tasks ranging
from 2D object detection to complete 3D scene understanding.

Motivated by such community-level competitions, | have devoted my doctoral
research to discovering and enhancing algorithms that have the potential to
accelerate the safe deployment of autonomous vehicles. In the early stage of my
studies, our research group was focused on creating a detailed "digital twin" of
the traf c environment. Encouraged by this, | developed an ef cient real-time
pedestrian detection pipeline that could produce accurate 3D position estimates. It
could reliably detect and localize pedestrians. After that, we needed to extend our
system to cover other traf ¢ participants. Accordingly, during the later phases of
my project, | developed and integrated methods for vehicle detection and spatial
localization - and, more generally, for generic object detection and localization
in a 3D scene - while meeting the strict performance requirements of on-vehicle
operation. My goal was to develop a new method for the joint processing of
multimodal sensor data using machine learning-based models, focusing primarily
on improving the reliability of 3D object detection. Another goal was to make the
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algorithms run in real time to provide relevant data to traf ¢ participants in time
after processing sensor data from a vehicle or infrastructure station.

1.5 Structure of the thesis

The thesis is divided into ve additional sections. In Chapter 2, | present a
neural network structure that fuses abstract image features with point clouds.
The network presented in Chapter 3 learns to generate the fusion image features
and detect objects in a single step. In Chapter 4, | describe a fusion structure
where the algorithm uses an object list generated from the camera image from an
image processing network and the raw LIiDAR point cloud. Chapter 5 describes
a semi-automated camera-LIiDAR extrinsic calibration method. In Chapter 6, |
present some applications and challenges related to the networks discussed in the
previous chapters.

| created a Convolutional Neural Network model that maps image features
from a pixel environment to LIDAR points (Chapter 2.2). | preliminarily
tested the dependence of the neural network used as a baseline on the point
cloud environment (Chapter 2.3). Using the fusion method, | tested the
real-time integration of information from the HSV image space into a LIiDAR
point-cloud-based network (Chapter 2.4).

| have improved the fusion method so that a Convolutional Neural Network
generates the fused features implemented into the input processing part of the
point-cloud-based object detector. The model also learns the features to be
produced during the one-shot training procedure. This is discussed in Chapter
3.

In Chapter 4 of the thesis, | present a raw-fusion method for fusing camera
and LIDAR sensor data (Chapter 4.2). This fusion logic was used with several
different image detectors. In the initial version, we used Bounding Box output
and ltering logic to detect pedestrians (Chapter 4.3) and vehicles (Chapter 4.4).
Later, the algorithm was further improved using an instance segmentation mask
as described in Chapter 4.5. In a version semantic keypoints are used to localize
traf ¢ participants precisely and estimate the orientation of vehicles. Such an
algorithm is presented in Chapter 4.6.

Accurate camera internal and camera-LiDAR extrinsic calibration is necessary
for most fusion algorithms. | have developed a semi-automated procedure
for faster and more accurate calibration. This method is presented in Chapter
5. | describe the steps for camera internal calibration (Chapter 5.2) and
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the camera-LIDAR extrinsic calibration (Chapter 5.3). | will then discuss the
automation solution of the algorithm in Chapter 5.3.2.

During my doctoral studies, | had to solve several relevant problems that were
not published in journals or conferences of a similar level to the previous ones.
These methods, issues, and applications related to the fusion networks presented
are discussed in Chapter 6.
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Chapter 2

LIDAR and camera-based 3D object
detection method

2.1 Background

Precise detection of moving vehicles is a challenging task, especially on
motorways or high-speed roads. Therefore, | started to elaborate a robust and
reliable point-cloud-based object detector. As baseline model, the PointPillars [27]
3D object detector was chosen. One of the major advantages of this neural network
is that its processing speed is extremely fast due to the structure of the 2D CNN
networks. The network is one of the fastest point-cloud-based detectors to date
based on the KITTI 3D Object Detection Benchmark's runtime column [23].

2.2 Signi cance of Image Features

This chapter explains the content of Thesis 7.1. In this section, | present a novel
fusion algorithm, which is published in a paper with the title "Signi cance of
Image Features in Camera-LIiDAR Based Object Detection". It presents a method
for the fusion of image features to achieve better performance of the neural model
than the original network. | generated the image features used after converting
the camera image to the HSV color space using the V component. | explain the
generation of features and their attachment to point clouds in Section 2.2.2.

2.2.1 Problem description

There have many object detectors been proposed during the last few years
operating on various types of sensory data (LIDAR point cloud, camera image,
radar data, etc.) [28, 29, 30, 31, 32, 33, 34, 35]. My main goal was to show
how the performance of an object detector operating on point clouds only might
further be improved by low-level fusion with camera images. | pointed out how
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a network trained on data acquired by a speci ¢ sensor performs on point cloud
data acquired by comparable sensors of other vendors and what improvement in
detection performance might be expected when fusion is applied.

Sensor-speci ¢ data patterns produced by different LIDAR sensors impact
detector performance (due to beam angles, resolution, and sensitivity varying
from sensor to sensor). Obviously, some performance degradation of detectors
might be expected due to sensor-specic point cloud patterns and intensity
pro les representing the objects [36, 37, 38]. Integrating camera and LIiDAR data
at a lower level of abstraction - speci cally, prior to generating high-level object
features from camera images - allows the fusion process to directly exploit raw or
minimally processed image features, such as pixel intensities, depth estimates, and
intensity values. This early-stage fusion can preserve complementary geometric
and appearance information that might otherwise be lost during independent
modality-speci ¢ object detection stages. Consequently, such low-level fusion
has the potential to mitigate performance degradation that arises when using
heterogeneous LIDAR sensors with varying beam con gurations, resolutions, and
sensitivity pro les. Since there are many types of LIDAR sensors and many setups
exist (each causing different point cloud patterns to appear on surfaces of objects),
collecting training data for each speci ¢ setup and sensor type individually is
energy and time-consuming. Instead of retraining the network on sensor or
setup-speci ¢ training datasets, the aim is to improve its robustness by applying
lower-level fusion of point clouds with image pixel data.

As a baseline model, the PointPillars [27] object detector was chosen (operating
on LiDAR point clouds), which has remarkable performance considering its
speed and precision of detections (according to the KITTI 3D object detection
benchmark). Although some newer detectors managed to get higher precision,
they still have a much lower frame rate. Real-time object detection is critical for
autonomous vehicles because driving environments change rapidly, and delayed
perception can lead to unsafe or even catastrophic decisions. The ability to
process sensor data with minimal latency ensures that braking, steering, and
collision-avoidance maneuvers are based on the most up-to-date situational
awareness. In this context, maintaining real-time operation is often more
important than achieving a small percentage increase in detection precision, since
a late but slightly more accurate prediction may still fail to prevent an accident.
Timely decisions, even if made with marginally less accuracy, directly support the
primary safety requirement of autonomous driving systems.
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Difference in point cloud Patterns

The point cloud patterns formed on object surfaces differ from manufacturer to
manufacturer of LIDAR sensors (by considering the same scenario and sensor
placement), which may strongly in uence the performance of networks trained
for a speci ¢ LIDAR sensor but applied on data acquired by a different one. The
following gure shows two point cloud patterns corresponding to two different
LiDAR sensors (both sensors were modeled in accordance with their speci cation
sheets by the dSpace SensorSim [39, 40] sensor simulator)(see Fig. 2.1).

FIGURE 2.1: Point clouds from two 64-channel LIiDAR sensors -
Sensor-A and Sensor-B - at 25 m (a—b) and 15 m (c—d), showing clear
density and pattern differences

Let us call these sensors as sensor-A and sensor-B. In Figs. 2.1-a and 2.1-b
vehicles being 25m apart from the sensor origin can be followed while in gs.
2.1-c and 2.1-d the vehicles were set to be 15m away from the sensor origin. The
height of the LIDAR sensor for both scenarios was set to be 1.73m (according to the
test vehicle of the Karlsruhe Institute of Technology [23, 24]). The orientation of
vehicles was 45° wrt. longitudinal axes of the LIDAR. The aim of this simulation
is to point out the differences between point cloud patterns. One may observe
that the density of points as well as the formed point cloud patterns differ in
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both cases. Another factor to be considered is the difference in intensity pro le
of LIDAR sensors. The performance of the trained detector obviously degrades
when running on data acquired by a different LIDAR sensor. Another important
aspect here is the intensity pro le of LIDARs, which may also differ from vendor
to vendor and therefore it stands for an additional limiting factor for the usability
of pretrained neural networks (trained on speci c LIDAR data) in case of different
LiDARs. Each manufacturer handles the re ection of the laser beam differently,
from which the intensity value is calculated by the sensor.

In the upcoming sections, | will show how the LIiDAR intensity information
in uences the performance of the baseline model and how image pixel
information may contribute to the performance improvement of detectors
compared to LIDAR intensity values.

2.2.2 Proposed Point cloud Augmentation

In order to combine data from different sensors to generate higher-level features
to enhance the performance of detectors, | proposed a data-driven sensor fusion
approach where the fusion itself is done by neural network architectures, as well
as in the IMF-DNN architecture [41]. The data acquired by the LIDAR is combined
with image features (see later in this section), which are applied during training
as well as inference. The other class of fusion algorithms, where mathematical
models are used to generate detections, is called model-based fusion [42].

The Selected Baseline Model

The PointPillars convolutional neural network was proposed as the baseline
model in order to apply and evaluate the impact of our proposed augmentation
techniques on detection performance. The main components of the PointPillars are
the so-called Pillar Feature Network, the Backbone, and the Single Shot Detector
(SSD) head [43]. It converts the raw point cloud to a stacked pillar tensor and a
pillar index tensor. Then, a feature encoder uses the stacked pillars to learn a set
of features to form a so-called 2D pseudo-image serving as input for the Backbone
convolutional neural network. Based on the generated features, the detection head
predicts 3D bounding boxes of objects present in the scene. Starting from this
baseline model, our aim was to include image pixel information into the process of
pseudo image creation in order to force the network to learn higher-level features
from point cloud and image data jointly. For transforming the augmented input
into a higher level feature vector (see Fig.2.2), a fully connected layer has been
applied similarly as in [44, 45]. The next section (2.2.2) gives a deeper insight into
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the extended architecture as well as the alternatives used for image-point cloud
fusion.

FIGURE 2.2: Baseline PointPillars and extended network projecting
3D points onto the image plane for intensity-based augmentation. K ;
and K, denote augmented and aggregated feature sizes

Extended Pillar Feature Net

The idea of using image features comes from the fact that when using different
brands of LiDARs, we cannot fully align the intensity values. Another
problem that arises is that pretrained models may be sensitive to internal sensor
parameters, such as the angle or pitch of the beams. As extensions to the original
baseline model, three different architectures have been proposed to increase the
robustness against the in uence of varying sensor parameters.

Letp, = [u i,v;]" stand for the pixel coordinates of the projection of a 3D point
P, = [Xi,Y:, Z;]" from the LIDAR point cloud onto the camera image plane using
the pinhole camera model as follows:

P, = K[Rjt] P, (2.1)

where p; and P, stand for the homogeneous coordinates of p; and Pj,
respectively, K denotes the camera matrix (which contains the focal length f
and fy expressed in terms of pixel width and height, respectively; principal point
coordinates Xg, Yy and the axis skew s), R the rotation matrix and t the translation
vector corresponding to the transformation from the LIiDAR frame to the camera
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frame. Let I and 1°@™stand for the re ected laser beam intensity and the image
pixel intensity of P ; and its projection p ;, respectively.

In the baseline model, each LIDAR point P; was augmented in the pillar it is
contained in, as follows:

Xi CxYi Cil
where M1 = [M {< Mi,, sz] and C! = [Ci, C{, Cjz] denote the mean of points falling
in the jth pillar and the center of the pillar, respectively. Considering this, the
original augmentation incorporated image pixel information into P ; as follows:

Let P, denote the reduced version of the augmented point P, , where r; is not
included. The following cases have been considered:

1. Each R is augmented by v; (1P1P)

2. Each R is augmented by the intensity vector formed from a N N
neighborhood of p ; (1P25P)

3. Each P is augmented by the normalized intensity vector formed from a
N N neighborhood of p ; (1P25PN)

4. Each R is augmented by r; and v; (1P1P)

5. Each R is augmented by r; and the intensity vector formed from the
intensities of a N N neighborhood of p ; (1P25P)

6. Each R is augmented by r; and the intensity vector formed from the
normalized intensities of a N N neighborhood of p ; (1P25PN)

During the experiments, N = 5 was setted. Together with the original baseline
models (with and without considering r ), eight networks corresponding to the
above cases were trained, evaluated, and tested. Each of these networks was
trained and tested on the same splits of the KITTI [23] dataset. The original
training data (7481 snapshots) was split by random selection into 3212 training,
3269 validation, and 1000 test samples. After evaluating the networks on the
test set, we tested their performance on KITTI RAW [24] data as well as on data
collected by us using a LIiDAR different from the one used in KITTI. Unfortunately,
there is no ground truth for raw and custom datasets, so we cannot determine the
accuracy of the detections for those cases, but we can draw useful conclusions
from the number of true/false detections.

The modi ed architectures extend the PFN (Pillar Feature Network) network
of the baseline model. The modi ed network is of size (9 + K, 64), where the 9
features in the original input are augmented by K = 1 or K = 25 image features,
while the output size is 64. The augmentation is performed as follows:
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The 1P1P Network

First, the original network was modi ed by attaching to each point P ; in the
point cloud the intensity value (taken from the HSV color space) of the pixel
corresponding to the projection of P ; in the camera image (see Fig.2.3). In order
to project a 3D point onto the camera image plane, the camera and the LIDAR
must be calibrated rst; the intrinsics and extrinsics must be estimated. For this
purpose, the calibration approaches in [46, 47] have been used.

FIGURE 2.3: 1P1P architecture, where each 3D point Ris augmented
with the intensity of the image pixel corresponding to the projection
of P;

1P25P(N) Network

In the second approach, a vector of 25 pixel intensities is attached to each LIDAR
point P;. Let us denote this vector by v;, which contains the intensity values of the
5 5 sized neighborhood of the projection p ;. Let us denote this neighborhood by
Uj. vj can be expressed as v = Vec(U;). In order to ensure accurate comparison
across U the elements of U; was normalized to have zero-mean and unit-variance
(see Fig.2.4). However, the use of non-normalized neighborhood intensities was
also tested for augmentation (see Fig. 2.5). By including neighborhood-related
information in the features of each 3D point, the network during training may

"utilize" spatial image information, as well.

2.2.3 Results

Evaluation of results on a separated test set

| trained and compared the baseline model as well as the fusion-capable network
on the KITTI training dataset [23, 24]. The performance of the detectors was
tested on a separate test set containing 1000 training images from the KITTI 3D
Benchmark. The metrics used for comparison here are the precision, recall, and
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FIGURE 2.4: The 1P25PN network where each 3D point R is
augmented by the normalized intensities of the 5 5 neighborhood
of p,

FIGURE 2.5: The 1P25P network where each 3D point Ris augmented
by the intensities of the 5 5 neighborhood of p

i
the mean Average Precision (mAP). The latter is calculated by averaging AP values
over multiple Intersection over Union (loU) thresholds used by COCO [48].

Two groups of detectors (each using the same baseline model but different
augmentation) were compared. The rst group uses all data from the LIiDAR
sensor, i.e., the point cloud as well as the intensity value for each LiDAR point.
In the second group of networks, the intensity was omitted in order to eliminate
the in uence of different intensity encoding schemes being used across LIDAR
manufacturers. Obviously, in this case, the network is forced to learn from reduced
data; however, our goal here is to substitute the intensity value with image pixel
intensities and show their impact on the performance of trained detectors.

During training, the weights for all considered networks were saved every 5000
steps, for which the mAP metric was calculated on the test set (with available
groundtruth) for each category (easy, moderate, and hard) according to the KITTI
benchmark site (see Fig. 2.6). One can see that in the case when the intensity is
included, the image-based augmentation has no remarkable effect on the mAP
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(less than 1% difference). On the other hand, when the intensity is omitted,
the image augmentation caused an observable increase in the mAP. The largest
contribution of image pixel intensities to mMAP improvement can be observed in
the case of hard objects, i.e., when the number of rays re ected from the surface of

objects is small.

FIGURE 2.6: mAP for saved checkpoints with/without LIiDAR
intensity across KITTI dif culty levels (Easy, Moderate, Hard)

The training of detectors was stopped after a certain number of steps, which
in the case of the original and 1P1P detectors was roughly 300000 steps, while
in the case of the 1P25P(N) networks, it was roughly 600000 steps. We expected
that more steps would be required to train a more complex network, but none
of the networks considered produced a remarkable improvement after 300,000
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TABLE 2.1: PointPillars parameters used for training

Parameter Value
voxel_generator / point_cloud_range [0, -39.68, -3, 69.12, 39.68, 1]
voxel_generator / voxel_size [0.16, 0.16, 4]
voxel_feature_extractor / num_features [64]
train_input_reader / batch_size 4
train_input_reader / prefetch_size 25
train_input_reader / max_number_of_voxels 12000
initial_learning_rate 0.0002
decay_steps 27840
decay_factor 0.8

steps. Each network was trained on the same splits of the KITTI dataset. The
hyperparameters used by the baseline model have been considered for training
the models. The values of the most relevant hyperparameters are given in Table
2.1.

Test results on KITTI raw data scenario

FIGURE 2.7: Number of detected objects on the same KITTI raw data
scenario, with (left) and without LIDAR intensity values (right)

The trained detector versions that performed best in the evaluation process
were tested on KITTI Raw datasets. Depending on whether the intensity was
included or omitted, the 1P1P and 1P25P networks showed the best performance
(see Figs.2.12 and 2.6). The selected weights were used to run through the network
the "0104" drive data from the KITTI RAW dataset recorded on 26.09.2011 [24].
Although due to the absence of ground truth data, the previously applied metrics
were not calculated here, Figs. 2.8-2.11 re ect a remarkable improvement in the
detector's performance. Figure 2.7 shows the number of detected objects by each
neural network model.

In Fig. 2.8 a sequence of 5 frames can be seen. The top row shows the detections
resulting from the original architecture, while the bottom row shows the detections
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