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Introduction

Classification is a fundamental problem in machine learning, data science, and statistics,

and it involves assigning a class label to an instance based on its features. Classification

is widely used in a variety of applications, including document classification [3], spam

filtering [69], anomaly detection [134], fault classification [46], image classification [151],

and diagnosis [89], [150].

In network science, classification has multiple practical and scientific applications be-

cause it enables us to understand the structure and dynamics of networks. For example,

by assigning features to networks, such as their diameter, clustering coefficient, and aver-

age degree, and a label variable that denotes whether the network is model-generated or

comes from real-world data, we can use classification algorithms to distinguish between

the two types of networks [MN7]. This can be useful for evaluating the accuracy of net-

work models and understanding the structure of real-world networks. In other settings,

classification could also be used to understand the role of nodes in the network [194], or

shed light on the origin of the network [32].

In higher education, classification is a crucial task because it can be used to predict

student success and identify factors that contribute to academic achievement. To this end,

the classification problem might be formulated as follows: using the historical dataset,

let the dropout students and the graduates be two groups [41], [MN17], [143]. Then

the classification objective naturally arises: using the features of the students (grades,

exam results, socioeconomic status) build a mathematical model (classifier) that can

distinguish dropouts and graduates as accurately as possible. Then this classifier can

be used to model and understand the factors that increase the risk of dropout. Hence,

by using classification, we can also develop personalized learning systems [153], improve

student retention [179], and optimize the allocation of resources [132].

In Chapter 1 we apply a classification-based approach to study complex networks.

The main objective of this chapter is to study how well real networks can be described

with a small selection of metrics, furthermore how well network models can capture the

relations between graph metrics observed in real networks. In this research, we apply

machine learning techniques to investigate the aforementioned problems. We study 500

real-world networks along with 2,000 synthetic networks generated by four frequently used

network models with previously calibrated parameters to make the generated graphs as

4



similar to the real networks as possible. The work presented in Chapter 1 unifies several

branches of data-driven complex network analysis, such as the study of graph metrics and

their pair-wise relationships, network similarity estimation, model calibration, and graph

classification. We show that the correlation profiles of the structural measures signifi-

cantly differ across network domains and the domain can be efficiently determined using

a small selection of graph metrics. The structural properties of the network models with

fixed parameters are robust enough to perform parameter calibration. The goodness-of-fit

of the network models highly depends on the network domain. By solving classification

problems, we also show that the models lack the capability of generating a graph with a

high clustering coefficient and a relatively large diameter simultaneously. On the other

hand, models are able to capture exactly the degree-distribution-related metrics. This

chapter is built on a joint publication with my Ph.D. consultant Roland Molontay [MN7].

In Chapter 2, using the data from the Budapest University of Technology and Eco-

nomics, we focus on one of the most crucial classification problems in higher education:

dropout prediction. Higher education starts with an admission procedure, hence, in the

first section of Chapter 2, we investigate the fairness and predictive validity of Hungarian

college admissions. In particular, we study how well the nationally standardized uni-

versity entrance score (and its main components) can distinguish between students with

high academic potential and future dropouts. In other words, we examine how well the

pre-enrollment achievement measures (e.g., grades and scores in high school exit exams)

– as sole predictors – can classify students into graduated or at-risk groups. Then we

analyze how the predictive validity of the composite university entrance score could be

improved without redesigning the tests and introducing new measures. To measure the

predictive validity, we use sophisticated statistical learning methods such as receiver op-

erating characteristic curve analysis, logistic, and Tobit (censored) regression. Moreover,

we place particular emphasis on drawing statistically grounded conclusions and we also

handle the problem of range restriction. We show that the current Hungarian central-

ized entrance score is a valid predictor, however, its predictive validity varies significantly

across disciplines, furthermore, its predictive validity can be improved by a few changes.

We demonstrate that high school grades have strong predictive validity, and general

knowledge is more important than program-specific knowledge. We also show that the

academic performance of females is underpredicted and that of males is overpredicted

by the university entrance score. This section is based on two journal papers that were

written in collaboration with my consultant Roland Molontay [MN4], [MN5].

In the second section of Chapter 2, instead of separately investigating the predictive

validity of the pre-enrollment achievement measures, we study how the combinations of

variables in a machine learning model improve the accuracy of the identification of at-risk

students. Using machine learning tools for the early identification of students at risk of

dropping out has gained a lot of interest recently. However, there has been little discus-
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sion on dropout prediction using interpretable machine learning (IML) and explainable

artificial intelligence (XAI) tools. In the second part of Chapter 2 we demonstrate how

IML and XAI tools can support educational stakeholders in dropout prediction. We show

that complex machine learning models – such as the CatBoost classifier – can efficiently

identify at-risk students relying solely on pre-enrollment achievement measures, however,

they lack interpretability. Applying IML tools, such as permutation importance (PI),

partial dependence plot (PDP), LIME, and SHAP values, we demonstrate how the pre-

dictions can be explained both globally and locally. Explaining individual predictions

opens up great opportunities for personalized intervention, for example by offering the

right remedial courses or tutoring sessions. Finally, we present the results of a user study

that evaluates whether higher education stakeholders find these tools interpretable and

useful. This research is mostly based on our recent work [MN6], however, we also present

some results from conference papers [MN13], [MN14] that were written together with

Máté Baranyi, Bálint Csabay, Botond Kiss, and Roland Molontay.

This work gives a good overview of my research but it is important to note that this

thesis does not include all my publications. Here we detail some results from two main

research directions of mine, namely from data-driven network science and educational

data science. Besides these two topics, I am also involved in research projects focusing on

the applications of AI medicine, and machine learning research and development projects

with industrial partners.

As was mentioned before, the first part of this thesis concentrates on network science,

which has been the first research area that I have been involved in, and it has remained

one of my core research focuses throughout my academic career. My bachelor and mas-

ter theses [MN21], supervised by Károly Simon and Roland Molontay, both focused on

network science, with a specific emphasis on fractal networks. During my Ph.D., we

continued this research and we investigated how well network models can mimic real

networks [MN7], [MN16], evaluated different box-covering algorithms that are needed

to estimate the fractality of a network [MN2]. We also introduced new fractal network

models [MN19] that we used to study the origins of fractality, in addition to analyzing

real-world networks [MN8]. Furthermore, we explored the co-authorship network of net-

work scientists to gain insights into the collaborations and patterns of publications within

this field [MN9], [MN15].

The other main half of my research focuses on educational data science, an area that

I began to explore during my master’s studies under the supervision of Roland Molon-

tay and the then-director of the Central Academic Office of the BME, Mihály Szabó.

During my Ph.D., the Cooperative Doctoral Program provided me the opportunity to

conduct applied educational data science research in collaboration with EDU DEV (for-

merly eKRÉTA Informatika), a company that – among many other educational products

– develops the KRÉTA educational administrative system, and the goal of our R&D
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project is to develop an application that shows the skills that need to be improved to

make the transition from secondary school to higher education smoother and to increase

university success. The app is aimed at high school students, but it can also be useful

for first-year university students, high school teachers, and university instructors. The

app heavily builds on the results presented in Chapter 2 of this thesis. Furthermore,

the second chapter showcases the main results from this research area [MN13], [MN14],

[MN9], [MN12], [MN5], [MN6], however, it should be noted that not all of our results are

detailed in the thesis, such as the web applications that were developed [MN17], [MN18]

and the impact of COVID on education [MN10], [MN11].

Besides my research in network science and educational data science, I also conduct

research on the applications of AI in medicine [MN1], [MN3]. Together with the Center of

Translational Medicine, we have been using the tools of Explainable Artificial Intelligence

(XAI) and interpretable machine learning to study factors affecting the development of

acute pancreatitis, similar to dropout prediction. Furthermore, we have developed a

web application for the early prediction of the severity of the disease [MN3] and for

the risk of developing necrotizing pancreatitis [MN1]. These applications aim to assist

healthcare professionals in making accurate and timely decisions related to the diagnosis

and treatment of acute pancreatitis.

Finally, my fourth research area is applied machine learning research and development

in collaboration with industrial partners. One of the focus points of our research is on

high dimensional time series analysis, specifically, unsupervised anomaly detection. We

also study the correlation and causal analysis of categorical time series. Additionally, I

have been working on anomaly detection and clustering of unstructured, textual data,

which is a challenging task due to the complexity of natural language and the need for

sophisticated techniques to extract meaningful insights from it. Since this research are

with industrial partners, there are no publicly available documents or publications yet,

but our goal is to publish our works in the near future in order to share the knowledge

and discoveries we have made with the wider research community.

As a researcher, I am proud to have contributed to the body of knowledge in my field

through my publications. I am a co-author of 18 publications, of which 6 were published

and one is going to be published in highly ranked journals such as Network Science (Q1)

[MN7], Applied Network Science (Q1) [MN2], [MN8], Assessment & Evaluation in Higher

Education (D1, IF: 4.44) [MN4], [MN5], International Journal of Artificial Intelligence

in Education (D1) [MN6], Scientific Reports (D1, IF: 4.996) [MN1], and Clinical and

Translational Medicine (IF: 8.554) [MN3]. In addition, I have published a chapter in

Springer’s Lecture Notes in Social Networks book series [MN9]. Furthermore, I have three

more papers published in Hungarian journals [MN10]–[MN12], two of which contribute

to the dissemination of knowledge in Hungarian [MN10], [MN12]. Conferences are an

important platform for disseminating research in the network science and data science
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communities. I have published 7 papers in the proceedings of several highly ranked

international conferences [MN13]–[MN19], most of which were supervised by IEEE and

ACM organizations. These publications are a testament to the hard work and dedication

that I have invested in my research and it is my goal to continue to make significant

contributions to my field.

The main scientific contributions of this thesis can be summarized as follows:

• Chapter 1 (Network Classification)

– Unifying and thoroughly reviewing several branches of data-driven complex

network analysis, such as the study of graph metrics and their pair-wise rela-

tionships, network similarity estimation, model calibration, and graph classi-

fication.

– Showing that the structural properties of network models are robust and stable

enough to perform data-driven calibration.

– Introducing a new framework for calibrating network models to generate net-

works that mimic real networks based on given target characteristics.

– Introducing an improved selection of graph metrics, which is based on Spear-

man’s rank correlation network and evaluated through network classification.

– Showing that the correlation profiles of graph metrics and the goodness-of-fit

of network models heavily depend on the network domain.

– Demonstrating via network classification that network domains can be effi-

ciently identified using a small selection of metrics.

– Showing that network models lack the capability of generating a graph with a

high clustering coefficient and relatively large diameter simultaneously. On the

other hand, models are able to exactly capture the degree-distribution-related

metrics

• Chapter 2 (Classification in Higher Education)

– Predictive validity of the university entrance score

∗ First study investigating the predictive validity of admissions criteria in

the Central and Eastern European region.

∗ Using sophisticated statistical classification-based methodology for quan-

tifying the strength of predictive validity of admissions criteria.

∗ Placing particular emphasis on drawing statistically grounded conclusions

and making corrections for range restriction (e.g., doubly robust bias-

corrected AUC, Thorndike’s correlation).
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∗ Suggesting a censored linear model, called Tobit regression, which can

handle the problem that degree grade point average (DGPA) is not ob-

servable for non-graduates.

∗ Showing that the nationally standardized Hungarian university entrance

score (UES) as a composite measure is effective for predicting long-term

academic success.

∗ Showing that general knowledge is a better predictor of final academic

performance than program-specific knowledge.

∗ Pointing out that the predictive validity of high school grades is larger

than that of standardized high-school exit examination scores, but they

both have incremental predictive validity over each other.

∗ Demonstrating that performance in humanities has incremental validity

over mathematics and sciences even for STEM students.

∗ Showing that the final academic performance of female students is under-

predicted compared to male students.

∗ Introducing a method to improve the predictive validity of a composite

admission score without redesigning the tests.

∗ Showing that the predictive validity of the Hungarian UES could be im-

proved by a few changes: lifting the branching nature of the admission,

focusing on general rather than program-specific knowledge, and introduc-

ing a multiplicative rewarding scheme for advanced level examinations.

– Interpretable dropout prediction

∗ Showing that complex machine learning models – such as the CatBoost

classifier – can efficiently identify at-risk students relying solely on pre-

enrollment achievement measures.

∗ Comparing decision tree-based algorithms to deep learning models (in-

cluding TabNet which is designed for tabular data), and demonstrating

that the latter ones slightly underperform in dropout prediction.

∗ Demonstrating how the application of interpretable machine learning (IML)

and explainable artificial intelligence tools on complex models (such as

CatBoost and deep neural networks) can support educational stakehold-

ers in dropout prediction.

∗ Applying IML tools, such as permutation importance (PI), partial de-

pendence plot (PDP), LIME, and SHAP values, we demonstrate how the

predictions can be explained both globally and locally.

∗ Pointing out that explaining individual predictions opens up great oppor-

tunities for personalized intervention, for example by offering the right

remedial courses or tutoring sessions.
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∗ Presenting the results of a user study that evaluates whether higher edu-

cation stakeholders find these tools interpretable and useful, which aims

to fill the gap in the literature.

Glossary

Here we detail the most important algorithms and concepts of network theory and ma-

chine learning that we use throughout this work. For more details and a great overview

of network science and machine learning, we refer to the books [16] and [57] respectively.

Statistical Learning

Definition 1 (Supervised learning). Supervised learning is a machine learning paradigm

for problems where the available data consists of labeled examples, meaning that each

data point contains features and an associated label. The goal of supervised learning

algorithms is learning a function that maps feature vectors (inputs) to labels (output),

based on example input-output pairs [174].

Definition 2 (Classification Problem). Classification is a supervised learning task, where

based on a labeled training dataset we attempt to predict the categorical target variable

(label/class) of a new observation. In other words, the goal of classification is to assign

a class label to a new observation based on its features and rules learned on the training

dataset.

Formally it can be formulated as follows: Given a set of N training examples of the

form {(x1, y1), ..., (xN , yN)} such that xi ∈ X is the feature vector of the i-th example

and yi ∈ C = {c1, c2, . . . , ck} is its label (i.e., class), a learning algorithm seeks a function

g : X → C, where X is the input space and C is the output space. The function g is an

element of some space of possible functions G usually called the hypothesis space. It is

sometimes convenient to represent g using a scoring function f : X × C → R such that

g is defined as returning the y value that gives the highest score: g(x) = argmax
y

f(x, y).

Let F denote the space of scoring functions.

Although G and F can be any space of functions, many learning algorithms are

probabilistic models where g takes the form of a conditional probability model g(x) =

P (y|x), or f takes the form of a joint probability model f(x, y) = P (x, y). For example,

naive Bayes and linear discriminant analysis are joint probability models, whereas logistic

regression is a conditional probability model.

There are two basic approaches to choosing f or g: empirical risk minimization and

structural risk minimization [181]. Empirical risk minimization seeks the function that

best fits the training data. Structural risk minimization includes a penalty function

(regularization) that controls the bias-variance trade-off.
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In both cases, it is assumed that the training set consists of a sample of independent

and identically distributed pairs, (xi, yi). In order to measure how well a function fits

the training data, a loss function L : C × C → R≥0 is defined. For training example

(xi, yi), the loss of predicting the value ŷ is L(yi, ŷ).

The risk R(g) of function g is defined as the expected loss of g. This can be estimated

from the training data as

Remp(g) =
1

N

∑
i

L(yi, g(xi)).

In practice, the usual way to estimate the performance of a function f is as follows:

First the observations (X, y) are divided into training and test datasets (Xtrain, ytrain) and

(Xtest, ytest), respectively. Then the f function is learned based on the training dataset,

i.e. f(Xtrain) ≈ ytrain and then the performance of f is estimated by comparing the

differences between the actual labels ytest and the predicted labels ŷtest := f(Xtest).

Several algorithms (models) have been introduced to solve classification problems, i.e.

to construct such f functions. The most frequently used ones are the following: Nearest

Neighbor, Naive Bayes, Decision Tree, Random Forest, Gradient Boosted Trees, Support

Vector Machine, and Neural Networks, which are described in [57].

Definition 3 (Stratified k-fold cross validation). In stratified k-fold cross-validation, the

original (X, y) sample is randomly partitioned into k equal-sized subsamples such that

the class distribution (i.e. the distribution of y) in the subsets is the same as in the whole

dataset, i.e. stratified sampling ensures that each fold is a good representative of the

whole dataset.

Then one of the k subsamples is retained for testing the model (validation) and the

remaining k − 1 subsamples are used as training data. The cross-validation process is

repeated k times with each subsample used once as the validation data. Finally, to

produce a single estimation, the k results can be averaged.

Definition 4 (Confusion matrix). The performance of a classifier is calculated associated

with the confusion matrix. The confusion matrix itself is not a performance metric,

however, almost every performance metric is based on the values of the matrix. Let us

say that we have k different classes (i.e. yi ∈ C = {c1, c2, . . . , ck}), then the confusion

matrix M = (mij) is a k × k matrix, where the rows correspond to the predicted values

and the columns correspond to the real category of the observations, i.e. mij denotes the

number of cases when the actual class is the jth category and the classifier predicted the

ith category.

Definition 5 (Binary confusion matrix). In the case of a binary classification problem,

we usually refer to the classes as positive and negative. The binary confusion matrix

shows the possible outcomes of the predictions in a two-by-two contingency table:
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Table 1: Binary confusion matrix.
True condition

Total population
Positive Negative

Positive
True positive

(TP)
False positive

(FP)
Predicted
condition Negative

False negative
(FN)

True negative
(TN)∑

P N

Definition 6 (Accuracy). Let M = (mij) denote the k× k confusion matrix of a k-class

problem. Then the accuracy of the classifier is defined as

Accuracy =

∑k
i=1mii∑k
j,l=1 mjl

,

i.e. the accuracy is the total number of hits (total of the diagonal) divided by the size

of the test set. In the case of a binary classification problem, the accuracy is simply
TP+NP

TP+FP+FN+TN
.

Definition 7 (True and false positive rate). True positive rate (TPR) and false positive

rate (FPR) also measure the accuracy/performance of a binary classifier. TPR (also

known as sensitivity or recall) is the probability of a positive test, conditioned on truly

being positive.

The false positive rate (FPR) is the probability of a positive test, conditioned on truly

being negative. FPR is also known as fall-out or type I error rate.

Formally, using the notations of Definition 5:

TPR =
TP

P
=

TP

TP + FN

FPR =
FP

N
=

FP

FP + TN

Definition 8 (Precision). Precision (also known as positive predictive value) is another

measure of the accuracy of a binary classifier. It is calculated as the number of true

positives divided by the total number of cases that the classifier identified as positive

(including both true and false positives). Formally,

Precision =
TP

TP + FP

Together with FPR and TPR, these three metrics can provide a comprehensive eval-

uation of the classifier’s accuracy and reliability.

Definition 9 (ROC curve and AUC score). A ROC curve is an easily interpretable

visual representation of the diagnostic ability of a binary classifier, and most frequently
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it is used to compare the performance of different models. For a binary classifier, the

output is usually not binary, but a probabilistic score between zero and one. The ROC

curve is based on the TPR and FPR of the classifier, however, those are defined on

binary predictions. Hence, the classifier’s output is transformed into binary predictions

by setting a threshold t, and the positive class (labeled by number 1) is returned if the

model output is above t, otherwise, the negative class (labeled by zero) is returned. The

ROC curve is created by plotting the true positive rate against the false positive rate at

various threshold settings.

The area under the ROC curve (AUC) quantifies the curve and the greater the AUC

is the more accurate the model is.

Definition 10 (Average precision). Average precision (AP) is a measure of the overall

performance of a binary classifier. The calculation of average precision is similar to

that of the AUC score. Namely, one needs to compute the precision and recall (TPR)

at multiple classification thresholds and plot them on the precision-recall curve. The

average precision is then calculated as the area under the curve.

Hence, AUC and AP give a comprehensive threshold-free evaluation of the classifier’s

performance.

Definition 11 (Pearson correlation). The r Pearson correlation coefficient between x

and y is defined as the covariance of the two variables divided by the product of their

standard deviations. For a given sample, the correlation is estimated with the sample

covariance and variance as follows:

r = rx,y =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
√∑n

i=1(yi − ȳ)2
,

where n is the sample size, x̄ and ȳ are the sample means of the xi and yi observations,

respectively.

Definition 12 (Point-biserial correlation coefficient). The point-biserial correlation coef-

ficient (rPB) is a correlation coefficient used when one variable (e.g. y) is dichotomous/bi-

nary.

The point-biserial correlation is mathematically equivalent to the Pearson correlation;

that is if we have one continuously measured variable x and a dichotomous variable y,

then rx,y = rPB(x, y).

Definition 13 (Thorndike’s case 2: corrected correlation for direct range restriction).

Range restriction means that the observed correlation between x and y is lower than the

true correlation due to the fact that the variance of variable x is reduced compared to

the true population variance.
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There are several ways to correct for range restriction [139], [191], the usual formula

used for direct range restriction is:

R =
Sxrx,y√

S2
xr

2
x,y + s2x − s2xr

2
x,y

,

where Sx is the standard deviation of the unrestricted sample corresponding to x, rx,y

is the observed correlation of x and y, and sx is the standard deviation of the restricted

sample of x.

Definition 14 (Spearman’s rank correlation coefficient). The Spearman correlation co-

efficient is the Pearson correlation coefficient between ranked variables. The rS Spearman

coefficient is given by:

rS =
cov(rgX , rgY )

σrgXσrgY

, (1)

where X, Y are sample vectors, that are converted to vectors of ranks rgX , rgY .

Definition 15 (Consistent estimator). In statistics, an estimator is a statistical function

that is used to estimate the value of a population parameter based on a sample of data.

An estimator is said to be consistent if it converges in probability to the true value of the

population parameter as the sample size increases.

Formally speaking, an estimator Tn of parameter θ is said to be consistent, if it

converges in probability to the true value of the parameter, i.e., for all ε > 0:

lim
n→∞

Pr
(
|Tn − θ| > ε

)
= 0.

Definition 16 (Canberra distance). Let p and q be two n-dimensional vectors. The

Canberra distance dCan between the vectors p and q is defined as follows:

dCan(p, q) =
n∑
i

|pi − qi|
|pi|+ |qi|

(2)

Definition 17 (t-SNE). t-SNE (t-Distributed Stochastic Neighbor Embedding) algo-

rithm is a nonlinear dimensionality reduction technique that is based on the idea of

modeling the similarities between high-dimensional data points using a Gaussian prob-

ability distribution [111]. The algorithm works by first computing pairwise similarities

between the data points in the high-dimensional space using a Gaussian kernel func-

tion. It then constructs a low-dimensional embedding of the data points, typically two or

three dimensions, by minimizing the divergence between the pairwise similarities in the

high-dimensional space and those in the low-dimensional space.

Specifically, t-SNE minimizes the Kullback–Leibler (KL) divergence between two

probability distributions: the high-dimensional distribution that reflects the pairwise
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similarities between the data points, and the low-dimensional distribution that repre-

sents the pairwise similarities between their embeddings (where a heavy-tailed Student-t

distribution is used, hence the name). The algorithm iteratively adjusts the locations

of the data points in the low-dimensional space until the KL divergence is minimized.

The minimization of the KL divergence is performed using stochastic gradient descent.

The result of the optimization is an embedding that preserves the local structure of the

data and reveals patterns or clusters that might not be easily visible in the original

high-dimensional space.

Note that by default the original algorithm uses the Euclidean distance between ob-

jects as a similarity metric, however, it is heavily affected by the curse of dimensionality.

Hence, in higher dimensions, we suggest using a more recent modification of the algo-

rithm, called UMAP (uniform manifold approximation and projection), which uses the

Riemannian metric instead of the Euclidean distance [117].

Machine learning algorithms for classification

Here we provide an overview of the machine learning algorithms that we use in this work,

without delving into excessive technical detail.

Definition 18 (Linear model). Linear models are a class of supervised machine learning

algorithms that are used to model the relationship between a dependent variable (output)

and one or more independent variables (inputs). The general simple linear model is

represented by an equation of the form::

y = β0 +
k∑

i=1

βi · hi(xi),

where y is the outcome variable, β0 is the bias term (intercept), β1, . . . , βk are the re-

gression coefficients of the model that are learned from the data, x1, . . . , xk are the input

variables, h1, . . . , hk may be a suitable set of transformations of the input variables [57].

Definition 19 (Logistic regression). Logistic regression is a popular linear model that

is used to predict the probability of an event occurring based on a set of independent

variables [57]. In other words, logistic regression is used for binary classification problems

and its goal is to find the best linear relationship between the input variables and the

probability of the output variable being one of the two possible classes.

Formally, given a set of input features X = {x0 = 1, x1, x2, ..., xn} (with a constant

term x0) and an outcome y ∈ {0, 1}, logistic regression estimates the probability of the

outcome y = 1 given the input features X. This probability is modeled by a logistic
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function (also known as a sigmoid function) which is defined as:

P (y = 1 |X) =
1

1 + e−β·X ,

where β is a vector of weights, moreover, the dot product between the weight vector and

the input features is represented by β ·X = β0 + β1x1 + . . . βnxn.

The logistic regression algorithm estimates the weight vector by maximizing the likeli-

hood function of the observed data. Once the weight vector is estimated, the probability

of an outcome can be predicted for a new input feature vector.

The linearity of the model comes from the fact that the logit of the probability (also

called log-odds) is modeled as a linear function of the input variables, even though the

final probability is modeled by a non-linear function.

Definition 20 (k-nearest neighbor). The k-nearest neighbor (k-NN) classifier works by

making predictions based on the class labels of the k nearest data points to a given query

point [57]. To make a prediction, the k-NN classifier first calculates the distance between

the query point and each of the data points in the training set. It then selects the k data

points that are closest to the query point and determines the most common class label

among those points. The class label that is most common among the k nearest neighbors

is then assigned to the query point.

Definition 21 (Decision tree). Decision tree algorithms construct a tree-like model of de-

cisions based on the data provided. The algorithm begins by selecting the most important

feature in the dataset, which is typically the feature that provides the most information

about the target variable [57]. The algorithm then splits the data into two subsets based

on the selected feature. The algorithm then repeats this process for each subset, selecting

the most important feature and dividing the data into two more subsets based on that

feature. This process is repeated until the subsets are pure, meaning that they contain

data points that all belong to the same class. At each node in the tree, the algorithm

makes a prediction based on the data in the subset.

There are multiple versions and implementations of the decision tree, and it has several

hyperparameters as well. For example, the measure for the purity of the subsets can be

the Gini index, entropy (information gain), misclassification error, and classification error.

Definition 22 (Random forest). Random forest is an ensemble model, meaning that it

works by constructing a large number of decision trees and combining their predictions

to make a final prediction [57]. Each decision tree is constructed using a process known

as bootstrapping, in which a random subset of the data and a random subset of features

are selected together and a decision tree is constructed using that subset. This sampling

process, which involves both the features and the data, is one of the key features of
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Random Forest that allows it to improve the accuracy and reduce the overfitting that

can occur in a single decision tree model.

To make a prediction, the Random Forest classifier takes the majority vote of the

decision trees in the forest. The class label that is most common among the predictions

of the decision trees is selected as the final prediction. This combination of many decision

trees trained on different subsets of the data and features is what makes Random Forest

such a robust and powerful model.

Definition 23 (Boosting algorithms). Boosting algorithms are a type of ensemble learn-

ing method that combine multiple weak models to form a stronger model. The main idea

behind boosting is to train weak models incrementally, where each new model attempts

to correct the mistakes of the previous model. This is done by assigning higher weights to

the misclassified examples by the previous models and training the next model to focus

on those examples.

The algorithm of boosting models typically involves the following steps:

1. Initialize the observation weights to a uniform value, typically 1/N where N is the

number of observations.

2. For each iteration, do the following:

• Train a weak model on the current observation weights.

• Compute the error of the weak model on the weighted observations.

• Compute the model weight based on the error.

• Update the observation weights by giving more weight to the misclassified

observations.

• Combine the weak model with a weight into the ensemble model

3. Repeat step 2 for a specified number of iterations or until the error rate reaches a

minimum.

4. The final ensemble model is a weighted sum of the weak models, where the weight

of each weak model is determined by its contribution to reducing the error rate.

The specifics of the algorithm may vary depending on the specific boosting algorithm

being used. For example, in AdaBoost (Adaptive Boosting), which is the earliest and one

of the most popular boosting algorithms, the model weight is computed as log
(
1−error
error

)
,

where error is the weighted error of the weak model.

Definition 24 (Decision tree-based gradient boosting algorithms). Gradient boosting is

a specific type of boosting algorithm that uses decision trees as base learners. It builds

an ensemble of decision trees in a forward stage-wise fashion, where each tree tries to
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correct the mistakes of the previous tree. The objective is to minimize the loss function

by adding decision trees [57].

The process of training a decision tree-based gradient boosting model (GBM) typically

involves the following steps:

1. Initialize the ensemble with a single tree, typically a decision tree of depth 1 (a tree

with a single root node and two leaf nodes)

2. For each iteration, do the following:

(a) Compute the residuals of the current ensemble by subtracting the predicted

values from the actual values.

(b) Train a new decision tree on the modified dataset, where the weights of the

observations are adjusted based on the residuals of the current ensemble.

(c) Add the new decision tree to the ensemble.

(d) Update the predicted values of the ensemble by adding the predictions of the

new decision tree.

3. Repeat step 2 for a specified number of iterations or until the loss function reaches

a minimum.

4. The final ensemble is a weighted sum of the decision trees, where the weight of each

tree is determined by its contribution to reducing the loss function.

There are multiple gradient boosting algorithms, such as XGBoost [36] (eXtreme

Gradient Boosting) which has been specifically designed to be efficient and flexible, and

it has become one of the most popular gradient boosting algorithms in data science

and machine learning communities. XGBoost has many advanced features such as the

ability to handle missing values and large datasets, moreover, the flexibility to optimize

the model using various techniques. LightGBM [91] is more efficient when dealing with

large datasets since it has been designed to train decision trees faster by using a special

sampling algorithm and built-in support for parallel and GPU learning. Alongside with

XGBoost and LightBGM, CatBoost [144] (Category Boosting) is also widely used in

Kaggle competition and industry. It is similar to XGBoost and LightGBM, however, it

was designed to work well with categorical features and it can handle missing values in

categorical features automatically, which makes it well-suited for dropout prediction.

Definition 25 (Artificial neural networks and deep learning). Neural networks and deep

learning are machine learning techniques that are inspired by the structure and function of

the brain [57], [101]. They are composed of layers of interconnected nodes, or “neurons”,

that are able to learn and adapt to new data over time.
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Neurons are functions that take in one or more input values (features), take their

linear combination using a set of weights and biases (inner product of the weights and

the features including the bias), and produce an output by transforming the linear model

with an activation function that introduces non-linearity into the network, allowing it to

model complex relationships in the data.

Neural networks are trained by presenting them with a large amount of labeled data

and adjusting the weights and biases of the connections between the neurons in order

to minimize the error between the predicted output and the true output. The process

of adjusting the weights and biases is known as “learning”, and it typically involves an

optimization algorithm, such as stochastic gradient descent, that iteratively updates the

weights and biases in an attempt to minimize the error. The process of training a neural

network is usually done by the backpropagation algorithm, which involves the following

steps:

1. Initialize the weights and biases of the connections between the neurons in the

network.

2. Feed the input data through the network and calculate the output.

3. Calculate the error between the predicted output and the true output.

4. Backpropagate the error through the network by calculating the gradients of the

loss function with respect to the weights and biases of the network.

5. Update the weights and biases of the network using an optimization algorithm, such

as stochastic gradient descent, that adjusts the weights and biases in the direction

of the gradients in order to minimize the error.

6. Repeat steps 2-5 for a large number of input data points.

Deep learning refers to neural networks with a large number of layers, typically more

than three. These networks are able to learn and model complex relationships in the data

and have been successful at a wide range of tasks, such as image and speech recognition,

natural language processing, and predictive modeling [101].

Interpretable machine learning

Definition 26 (Permutation importance). Permutation importance (PI) is a simple

method to measure the impact of the features on the prediction [53]. It is computed

after the model has been fitted as follows: we shuffle (permute) the values of the feature

of interest leaving all other features and the target variable unchanged and measure how

much the performance of the model decreases on the shuffled data. The more the perfor-

mance decreases due to shuffling, the more important the feature is. To “cancel out” the

randomness of the method, we average the importance measures over 100 repetitions.
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Definition 27 (Feature importance). The built-in feature importance of decision tree-

based algorithms is a measure of the importance of the input features in the predictive

model. It is typically calculated based on the reduction in the error of the model when a

particular feature is used to make a split in the tree. There are several ways in which the

feature importance of decision tree-based algorithms can be calculated, including Mean

Decrease Impurity (usually measured using entropy), Mean Decrease Accuracy, and Mean

Decrease Gini.

CatBoost has alternative ways of calculating the importance of the features, however,

the default way (that we also use in this work) is based on the change in the loss function.

The feature importance of each variable is calculated by comparing the loss of the model

with and without that variable. The model without the variable is equivalent to one that

was trained on a dataset that excluded that variable. The feature importance value is

the difference between these two loss values.

Definition 28 (Partial dependence plot). A two-dimensional partial dependence plot

(PDP) shows the marginal effect that two features have on the model’s prediction. The

calculation is done by altering the value of the selected features and investigating how

the prediction outcome of the fitted model changes [65].

Definition 29 (Local Interpretable Model-agnostic Explanations (LIME)). Local In-

terpretable Model-agnostic Explanations (LIME) also can be used to explain individual

predictions [152]. LIME’s explanation is a local linear approximation of the model’s be-

havior, namely, it perturbs the instance of interest and trains an interpretable sparse

linear model (Lasso regression) around the instance that we want to explain. After this

local model is trained, it can be used for the explanation. This trained local linear model

does not have to be a good global approximation of the underlying machine learning

model, but locally it should approximate the predictions well [124].

Definition 30 (SHAP (SHapley Additive exPlanations)). The SHAP value is a state-of-

the-art machine learning model explainability tool, that is based on the Shapley value, a

cooperative game theoretical concept that quantifies the contribution of each player in a

coalition [165].

In machine learning, SHAP values are a type of feature importance measure and are

used to quantify the impact of each feature on the prediction of a model. They are

calculated by considering the marginal contribution of each feature to the prediction and

accounting for the interactions between features.

In machine learning settings, the players are the explanatory variables, and the v

value function of a coalition corresponding to the given subset of variables is defined as

follows [173]. Let f denote the machine learning model that predicts the target variable for

an instance x (in our case an instance is a d-dimensional vector containing the attributes

of a student). Let D be the index set of features, i.e. D = {1, 2, . . . , d} and S be a subset
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of D. Then we define fS(x) as the conditional expectation of f(x) given the values of the

Xi attributes belonging to the set S, formally:

fS(x) = E(f(x) |Xi = xi, ∀i ∈ S)

Note that if S is an empty set, then fS(x) is the expectation of f(x), i.e. f{}(x) = E(f(x)).
The expected values are estimated from the data. Using these notations, the value of a

contribution of a subset of features is defined as:

v(S) = fS(x)− f{}(x),

which is the change in prediction caused by observing the values of the S subset of

attributes for a given instance x. The contribution of the ith feature is defined as its

Shapley value with respect to the vS(x) value function, i.e.:

φi(x) =
1

|D|
∑

S⊆D\{i}

v(S ∪ {i})− v(S)(|D|−1
|S|

)
=

∑
S⊆D\{i}

|S|!(d− |S| − 1)!

d!
(v(S ∪ {i})− v(S))

SHAP values have a number of properties that make them attractive as a feature

importance measure, including:

1. They are model-agnostic, meaning that they can be applied to any model, regardless

of the underlying algorithm.

2. They are additive, meaning that the contribution of each feature can be summed

to explain the overall prediction of the model.

3. They are consistent, meaning that they are guaranteed to satisfy certain axioms

that ensure that they are a valid measure of feature importance.

Network Theory

Definition 31 (Network). A network, also called a graph, can be mathematically repre-

sented as a pair G = (V,E) where V is a set of vertices (or nodes) and E is a set of edges

(or links) connecting these vertices. In a complete graph, every pair of distinct vertices is

connected by exactly one edge. Moreover, an empty graph is a graph that has no edges.

Definition 32 (Correlation network). A correlation network is an undirected graph that

is constructed by computing a pairwise correlation metric (e.g. Spearmann’s rank correla-

tion) between all pairs of variables in a dataset, and then using these correlations to create

a network where nodes represent variables and edges represent significant correlations.

21



Note that there are two ways to construct a correlation graph: unweighted and

weighted. The unweighted correlation network contains only those edges that correspond

to those correlations that are stronger then a predefined threshold. On the other hand,

the weighted correlation network allows for the representation of a continuous range of

correlation values between variables, and it is based on the so-called soft-thresholding of

the correlation coefficients.

Definition 33 (Graph density). Graph density D is the ratio of the number of edges of

the graph divided by the number of edges of a complete graph with the same number of

vertices, i.e:

D =
|E|

1
2
|V |(|V | − 1)

.

Definition 34 (Path and distance). A path is a sequence of edges that connect a sequence

of vertices i.e. the target of the previous edge is the source of the next edge. The distance

d(u, v) between the vertices u and v is the length (number of edges) of the shortest path

connecting them.

Definition 35 ((Pseudo) diameter). The diameter of a graph is the longest possible

length of all shortest paths. The pseudo diameter is an approximate graph diameter. For

more information, see the documentation of [136].

Definition 36 (Average path length). The lG average path length of a graph G of size

n is defined as:

lG =
1

n(n− 1)

∑
i ̸=j

d(vi, vj)

Remark (Small-world property). A network is said to be small-world if the l average

shortest path length grows proportionally to the logarithm of the size of the network i.e.

l ∝ log |V |.

Definition 37 (Degree distribution). The degree deg(v) of a vertex v in a simple, undi-

rected graph is its number of incident edges. The degree distribution P is the probability

distribution of the degrees over the whole network, i.e. P (k) is the probability that the

degree of a randomly chosen vertex is equal to k.

Remark (Scale-free network). In a scale-free network the P (k) degree distribution scales

as a power law i.e. P (k) ∝ k−γ, where γ > 1.

Definition 38 (Interval degree probabilities). The interval degree probabilities are in-

troduced in [5]. For a given graph G, let µ and σ be the average and the standard

deviation of the degree distribution of G. Then we define the following four intervals
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R(i), i = 1, . . . , 4:

R(i) =



[ minv deg(v), µ− σ ), if i = 1

[µ− σ, µ ), if i = 2

[µ, µ+ σ ), if i = 3

[µ+ σ, maxv deg(v) ], if i = 4

(3)

The interval degree probabilities IDP (i), i = 1, . . . , 4 are defined as follows:

IDP (i) = P (deg(v) ∈ R(i)), v ∈ V (G)

Definition 39 (Assortativity coefficient). The assortativity coefficient is the Pearson

correlation coefficient of the degree between pairs of linked nodes. The assortativity

coefficient is given by

r =

∑
j,k j · k(ej,k − qjqk)

σ2
q

,

where the term qk is the mass function of the distribution of the remaining degrees (degree

of the nodes minus one) and j and k indicates the remaining degrees. Furthermore, ej,k

refers to the mass function of the joint probability distribution of the remaining degrees

of the two vertices. Finally, σ2
q denotes the variance of the remaining degree distribution

with the mass function qk i.e. σ2
q =

∑
k k

2qk − (
∑

k kqk)
2

Definition 40 (Local clustering coefficient). The local clustering coefficient of vertex v

is the fraction of pairs of neighbors of v that are connected over all pairs of neighbors of

v. Formally:

Cloc(v) =
|{(s, t) edges : s, t ∈ Nv and (s, t) ∈ E|}

deg(v)(deg(v)− 1)
,

where Nv is the neighbourhood of the node v i.e. the vertices adjacent to v.

The average (local) clustering coefficient of a G graph is defined as:

C̄(G) =
1

n

∑
v∈V (G)

Cloc(v),

where n is the size of the graph.

Definition 41 (Global clustering coefficient). The global clustering coefficient C of graph

G is the fraction of closed triplets (paths of length two in G that are closed) over all triplets

(paths of length two) in G.

Definition 42 (dK-distribution). The dK-distributions of a graph G can be interpreted

as generalizations of the degree distribution. Namely, the dK-distribution is the distri-

bution of dK-graphs (subgraphs of size d) in G. The 0K-distribution corresponds to the

average degree, the 1K-distribution is the degree distribution, the 2K-distribution is the
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joint degree distribution and the 3K-distribution considers the triplets of nodes, and so

forth. The larger the value of d is the more complex properties of the original graph are

captured. For example, the 2K-distribution contains all information about the average

degree, the properties of the degree distribution, and even about assortativity, but it

cannot capture the graph’s clustering coefficient.

Definition 43 (Adjacency Matrix). For a simple graph with vertex set V , the adjacency

matrix A = (aij) is a square |V | × |V | matrix, such that its element aij is one if there is

an edge between node i and node j, and zero otherwise.

Definition 44 (Eigenvector centrality). For a graph, the vector of eigenvector centralities

c satisfies the eigenvector equation A · c = λ1c, where λ1 is the largest eigenvalue of the

graph’s adjacency matrix A. In other words, for a connected undirected graph, the vector

of eigenvector centralities is given by the (suitably normalized) eigenvector corresponding

to the largest eigenvalue of the adjacency matrix.

Definition 45 (Betweenness centrality). The betweenness centrality of a node v is given

by the expression:

g(v) =
∑
s̸=v ̸=t

σst(v)

σst

,

where σst is the total number of shortest paths from node s to node t and σst(v) is the

number of those paths that pass through v.

Definition 46 (Edge betweenness centrality). The edge betweenness centrality of an

edge is the number of shortest paths between pairs of vertices that run along it. In

other words, this is analogous to the previously defined σst, but here we consider an edge

instead of a node.

Definition 47 (Adjacency similarity). Adjacency similarities between graphs can be

defined in numerous ways [45]. Throughout this work, we use the adjacency similarity

defined in [136], with p = 1 parameter setting, which is equivalent to Sørensen–Dice

coefficient of the edge sets:

Let E1 and E2 be the edge sets of the graphs G1 and G2 (with the same vertex set)

respectively. Then the adjacency similarity S between G1 and G2 is defined as follows:

S(G1, G2) =
2 · |E1 ∩ E2|
|E1|+ |E2|

Network models

In this section, we describe the network models that we used to model real-world networks.

Definition 48 (Clustering Barabási–Albert model). The original Barabási–Albert (BA)

model [17] lacks a high clustering coefficient so a modification was proposed by Holme
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and Kim [78], that can better capture the high clustering of real networks. Recall the

growth of the original1 BA model:

0. Inputs: n number of nodes, m number of new edges of a newcomer vertex, and

the clustering version of the model has an additional parameter: the p probability

of triad formation at each iteration.

1. Initial condition: The model starts with a small network of m0 nodes.

2. Growth: At each iteration step, a newcomer node v is connected to u1, . . . , um,

m ≤ m0 existing nodes, with a probability that is proportional to the degree of the

ui nodes, i.e., according to the “preferential attachment” mechanism, which means

that the probability pi, that v is connected to the node ui is

pi =
deg(ui)∑
j deg(vj)

,

where the sum is made over all already existing vj nodes, which is eventually twice

the current number of edges of the network.

The difference between the original and the Clustering BA model is that each newly

connected edge is completed to a triad with a given probability, i.e., as an extra step:

after drawing a (v, ui) edge in the preferential attachment step, with a given probability

p a new edge is drawn between v and one of the neighbors of ui to form a new triangle.

Formally, the steps 1 and 2 are supplemented with the following “triad formation” step:

4. Triad formation: If the set W = {w : ∃i (w, ui) ∈ E and w ̸= v and (v, w) /∈ E}
is non-empty, then with probability p we connect v with a randomly chosen w ∈
W , else we connect v to a random node according to the preferential attachment

mechanism. Note that p is a previously defined parameter, and in the definition of

the set W , the vertices ui are from the previous (Growth) step.

Notation: GCBA(n,m,p) denotes a random graph generated by the Clustering BA model

with n,m, p parameters.

Definition 49 (Fores-fire model). The Forest-Fire model (FF), introduced by Leskovec

et al. [105], was motivated by a few observed properties of growing real networks, namely

that the number of edges grows super-linearly with the number of nodes (densification)

and in many cases, the diameter decreases as the network grows. Furthermore, this

model is claimed to have heavy-tailed degree distribution, community structure, densify-

ing mechanism, and shrinking diameter [105]. The growth of the model is as follows:

1Note that this definition of the Barabási–Albert model is mathematically non-rigorous, but Bollobás
et al. [24] introduced a precise version of the model.
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0. Inputs: n number of nodes, pfw forward burning, probability, and rbw backward

burning ratio (backward burning probability is calculated as rbw · pfw). The model

creates directed graphs by default, however, it can create undirected as well, in

which case the backward burning ratio is usually set to be one [42].

1. Initial condition: The model starts with graph (G1) consisting of one single node

2. Growth: At each iteration step t a new vertex v is added to the graph Gt−1.

(i) First v is connected (cited) to an ambassador node w that is already present

in Gt−1 and is chosen uniformly at random

(ii) Now two random numbers x and y are generated that are geometrically dis-

tributed with means pfw/(1 − pfw) and rbw · pfw/(1 − rbw · pfw) respectively.

Then v connects to x outgoing neighbors and y incoming neighbors of w from

those which are not yet linked to v, and if there are less than x or y such

vertices available, then v connects as many as it can. Let w1, w2, . . . , wx+y be

the newly connected (cited) neighbors of v

(iii) Finally step (ii) is applied recursively to each of w1, w2, . . . , wx+y nodes. As

the process continues, vertices cannot be visited multiple times, preventing the

construction of cycles.

From a citation point of view it can be interpreted as v is an author of a new paper and

initially reads and cites a paper of w, then also search for the papers that cited w and

the papers that are cited by w and then recursively continues accumulating references by

reading these papers [105].

Definition 50 (Stochastic block model). The stochastic block model (SBM) is a random

graph model with a community structure. While SBM has many variants and modifica-

tions, here we omit a comprehensive treatment, and we only define the general SBM [1].

The general SBM can be defined as follows:

Let n and k be positive integers (number of nodes and number of communities, respec-

tively), and p = (p1, . . . , pk) be a probability vector on [k] := {1, 2, . . . , k} (the prior

on the k communities) and W be a k × k symmetric matrix containing the connectiv-

ity probabilities between and within the communities. The pair (X,G) is drawn under

SBM(n, p,W ) if X is an n-dimensional random vector with i.i.d. components distributed

under p (containing the ID of communities to which the nodes belong), and G is a simple

graph of n nodes, where vertices i and j are connected with probability WXi,Xj
, indepen-

dently of other pairs of vertices. The community sets Vi of vertices can be defined by

Vi = Vi(X) := {v ∈ [n] : Xv = i}, i ∈ [k].
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Definition 51 (2K-Simple model). The 2K-Simple algorithm is a general modeling

framework introduced in [62] that can capture the degree correlation profile of an ar-

bitrary network. The reason why we applied this model is that we aspired to compare

the performance of the property-specific models to a universal one, furthermore, this

model is more computationally efficient than the Stochastic Kronecker graph model that

can also capture several well-known properties of real-world networks [103].

The 2K-Simple algorithm constructs a simple graph with a target joint degree matrix

(JDM), i.e., its input is a JDM and the output is a simple graph with the given JDM.

The JDM’s entry in the kth row and lth column is the number of edges between nodes

of degree k and nodes of degree l. Note that the joint degree distribution contains

significant information about the network for example density, degree distribution, and

degree correlation, but it cannot capture information about the clustering of the network

since in that case, the distribution of the triplets would be also necessary. However,

in [62] there is an extension of the 2K-Simple algorithm which can approximate the

average clustering coefficient, without knowing the distribution of the triplets.

There are several methods to generate a graph with a given joint degree distribu-

tion [112] and this algorithm builds on a prior attempt: the joint configuration model

(also known as pseudograph) [112], but it is more sophisticated since it is always possible

to connect two disconnected v and w nodes without exceeding their desired degree, even

if they do not have free stubs and still maintain the simplicity of the generated graph,

which is where the configuration model fails. The operation that allows us to ensure

the simplicity of the graph is referred to as “Neighbor Switch”. The algorithm can be

summed up as follows:

0. Input: A valid (graphical) joint degree matrix

1. Initialization: Create n = |V | nodes, each v ∈ V has deg(v) free stubs.

2. Wire edges: Pick two disconnected nodes v and w, of degree k and l respectively.

i If the current degree of v and w has not reached its target yet, i.e. they have

free stubs, then connect v and w

ii Otherwise apply the Neighbor Switch operation to v or w to get free stubs.

The goal of the Neighbor Switch (NS) operation is to free a stub such that the joint

degree distribution remains unchanged. The algorithm of NS is as follows:

0. Input: node v

1. Find v′ node such that deg(v′) = deg(v)

2. Find t node such that t is neighbor of v but not connected to v′

3. Replace the edge (v, t) with (v′, t)
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Chapter 1

Network Classification

Networks describe the relationship or connections (represented by links/edges) between

entities (represented by nodes/vertices) and they are modeled/represented by the math-

ematical graph objects. The study of networks pervades the majority of disciplines, such

as Biology (e.g., neuroscience networks), Chemistry (e.g., protein interaction networks),

Physics, Information Technology (e.g., WWW, Internet), Economics (e.g. interbank

payments) and Social Sciences (e.g. collaboration and acquaintance networks) [16]. The

prompt evolution of information technology around the Millennium made the comprehen-

sive exploration of real networks possible, and it drew the attention of many researchers

to data-based network analysis. The earliest data-driven observation about real-world

networks is that despite the fact that networks can originate from different domains,

most of them share a few common characteristics such as scale-free and small-world

properties [17], [187], highly clustered nature [129] and sparseness [43].

Modeling real networks is of great interest, since it may help to understand the un-

derlying mechanisms and principles governing the evolution of networks. Moreover, such

models are mathematically tractable and allow for rigorous analysis. Furthermore, an

appropriate model preserves the key characteristics, yet ensures the anonymity of the

original real network [55].

Throughout the years, several network models have been proposed to gain a better

understanding of real-world networks, for an extensive overview see the paper of Golden-

berg et al. [63]. However, without attempting to be comprehensive, the most influential

models include the scale-free preferential attachment model introduced by Barabási &

Albert [17], the small-world model proposed by Watts & Strogatz [187], and the highly

clustered community structure model of Newman [129], each of them was motivated by

some of the aforementioned common characteristics of real networks.

In order to further characterize the structure of networks, numerous graph metrics

have been introduced in the past two decades such as degree-distribution-related mea-

sures [5] and other node-level centrality measures, local and global clustering coefficients,

assortativity coefficient, density [16], moreover motif related attributes [122], [145]. Nat-
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Figure 1.1: The workflow of the proposed methodology.

urally, there is significant redundancy among these measures and there is a great deal of

effort in studying the correlation between the metrics and identifying a non-redundant

selection of measurements that describes every aspect of networks [29], [61], [80], [MN21].

The research presented in this chapter was published in the Network Science journal

and it was co-authored with my Ph.D. consultant Roland Molontay [MN7]. Moreover, the

preliminary results have been published in the proceedings of an ASONAM conference

[MN16]. This study is driven by the following two main objectives (see Figure 1.1):

O1 Studying the pair-wise correlations and descriptive power of structural graph met-

rics of real networks to find a minimal set of metrics that describes networks as

accurately as possible.

O2 Understanding how well measurement-calibrated network models can describe real

networks from different domains and investigating what structural properties the

models can and cannot capture.

The outline of this chapter is as follows: in Section 1.1 we give a thorough overview of

related literature categorized by topics. The diverse scope of the literature review is due

to the unifying nature of this chapter that joins different branches and building blocks of

data-driven analysis of complex networks. In Section 1.2 we describe our selection of real

networks, the investigated graph metrics, and the proposed network model calibration

procedures. Furthermore, we show that despite the randomness of these models, their

structural properties are stable enough to perform grid optimization based parameter

calibration. In Section 1.3 we investigate the structural properties of real networks by

studying the correlation profiles of graph measurements across network domains and

compose a minimal set of metrics that has high descriptive power and low redundancy

that we use later in this work (objective O1). In Section 1.4, we propose a machine-

learning-based framework for calibration and evaluation of the network models using a
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given set of graph features (objective O2). Particularly, we examine how realistic graphs

a network model can generate, which domains are easy to model, and what structural

characteristics of real networks are difficult to capture with network models. Section 1.6

concludes the chapter.

1.1 Related work

Our research relates to recent studies that reflect the growing interest in the identification

of the most distinguishing structural network features and assessing structural similarity

between networks. Our literature review is organized according to the following questions:

1. What structural properties should be considered in model calibration, i.e., what are

the most distinguishing features of networks?

2. How to measure the similarity between networks, in particular between model-

generated graphs and real networks?

3. What machine learning techniques should be used to distinguish between various

classes of networks, in particular between model-generated graphs and real net-

works?

4. What time-efficient optimization or statistical approximation method should be

used for model parameter calibration?

There are no canonical methods to answer the above questions, several approaches

have been proposed in the literature throughout the years, which we summarize in the

following subsections. Furthermore, at the end of each subsection, we also highlight how

this work contributes to the literature.

1.1.1 Graph metric selection

There is a great deal of effort related to finding a non-redundant size-independent set

of graph measurements. For example, Garcia-Robledo et al. [61] followed a data-driven

approach to study the Pearson correlation of different properties of evolving Internet

networks and applied clustering techniques to find a non-redundant set of metrics.

Bounova & de Weck [29] gave a great overview of network topology metrics and their

normalization, they also carried out correlation and principal component analysis on a

relatively large dataset that consists of both model-generated graphs and real networks.

Similarly, Filkov et al. [52] investigated both network models and a collection of 113 real

networks to find a set of metrics, which enables comprehensive comparison between any

two networks. Furthermore, Jamakovic & Uhlig [80] studied the correlation of metrics

and visual comparison of distribution node-level features using 13 real networks.
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Sun & Wandelt [176] used a dataset of air navigation route systems and investigate

functional dependencies among graph metrics through regression analysis to select a less

redundant set of metrics. Their metric selection relies on a graph, where the nodes

correspond to the metrics and an edge is drawn between two nodes if the predictive

power (measured in R2) of the corresponding metrics have on each other is above a cer-

tain threshold. A metric is selected from each connected component of this auxiliary

graph. Harrison [74] gave an in-depth study of the behavior of network metrics of model-

generated graphs. Moreover using statistical learning techniques (Fisher’s method and

ROC curve analysis) the author also investigated graph similarities through the distin-

guishing power of different selections of metrics.

Relying on the reviewed literature, we also propose a similar metric selection pro-

cedure. However, in contrast to the majority of the aforecited papers, in this work we

use Spearman’s rank correlation coefficient instead of the Pearson correlation since rank

correlation can measure non-linear relationships as well, moreover, it is less sensitive to

outliers [40], hence it provides us more useful information about the relationship of the

metrics.

1.1.2 Graph similarity

Another related area of research is concerned with estimating the similarity between

graphs with unknown node correspondences. Similarities can be defined in numerous

ways, for instance, based on variations of graph isomorphism, which involves subgraph and

degree isomorphism [92], [193] and edit distances [60]. Another approach utilizes graph

kernels, which are kernel functions that compute inner products on graphs measuring

their similarity [71], [84], [88], [148], [183]. Motif counting is an alternative frequently

used technique [27], [49], [79], [81], [122], [145], which refers to the investigation of the

distribution of small “graphlets” (e.g., all graphs of size 3 or 4). NetEmd, a network

comparison method introduced by Wegner et al. [188] is also based on the distribution of

motifs. Network Portraits provide an additional method to compare complex networks

as well as to visualize their structural characteristics [13].

A significantly different technique applied by Leskovec et al. [103] and Sukrit et

al. [175], which works by first fitting the Kronecker Graph model to the networks, and

then comparing the fitted parameter matrices. Furthermore, a similarity metric can also

be defined with the help of dK-distributions [112], [160]. A drawback of the latter two

methods is that they are computationally highly expensive.

As an alternative approach, Mheich et al. [119] proposed an algorithm called SimiNet

for measuring similarity between graphs, which takes into account the physical location

of the nodes, i.e. SimiNet requires prior knowledge of the coordinates of the nodes lying

in a 3D coordinate system. Schieber et al. [162] introduced a novel measure for network
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comparison, which is based on the Jensen–Shannon differences between the sets of node-

distance probability distributions defined for each node. Chen et al. [35] proposed another

method based on the Jensen–Shannon divergence, referred to as communicability sequence

entropy that considers the communicability between nodes which is related to the path

lengths.

In this work, we apply another possible calculation of network similarity, which is

based on a feature vector representation of graphs. These feature vectors can contain

global information of the graphs (e.g., average degree, diameter, and z-score of a mo-

tif) or can be obtained by graph embedding methods [128], [154]. The derived vectors

from the graphs are usually compared with the traditional distance functions, such as

Canberra [25], weighted versions of Manhattan and Euclidean distances [7], [176] or a

suitable distance function can be constructed with “Distance Metric Learning” [6], [95],

[189], [195].

By the supervised nature of distance (or similarity) metric learning, it requires pairs

of graphs with known distances (or similarities), which are usually unknown in reality.

The usual approach to overcome this problem is to consider two graphs similar if they

both originate from the same domain or class and dissimilar otherwise. For example, this

method is well-suited if one aims to distinguish between certain types of networks, e.g.,

normal vs. cancer cell networks, and connectome networks of patients with and without

autism spectrum disorder [95]. On the other hand, this technique is not applicable in our

case, since it is one of our research goals to reveal how similar the network domains are

without any prior assumptions about their similarity.

Bai et al. [15] proposed an alternative method to calculate graph similarity with effi-

cient time complexity. Their machine-learning-based approach combines two strategies,

namely, it performs both graph-level and node-level embedding to obtain fine-grained in-

formation about the graphs. The final similarity score is calculated through a deep neural

network whose inputs are the results of the embeddings. In order to train the deep neu-

ral network, the authors used a ground-truth similarity score based on the Graph Edit

Distance (GED) of the training graphs [60]. This also can be seen as a disadvantage,

since the method actually approximates the GED of two networks. However, as Schieber

et al [162] showed with a simple example, GED is not a perfect graph distance metric,

since graphs that are close to each other according to GED can have totally different

structural properties.

Mart́ınez & Chavez [114] showed that Euclidean distance (defined by the Frobenius

norm of the difference of adjacency matrices) of equal-sized graphs can be more effective

(or at least provide a better trade-off between accurate and fast performance) than other

more complicated methods introduced by Hammond et al. [71] and Schieber et al. [162].

Finally, Soundarajan et al. [170] gave a great overview, categorization, and guidance

for network similarity methods reflecting the state-of-the-art techniques in 2014. More-
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over, recently Ma et al. [110] surveyed the deep learning model-based graph similarity

learning methods.

In this work, we investigate the similarity of networks stemming from different do-

mains and models based on the Canberra distance, because according to Bonner et al. [25],

it is the most suitable distance metric to compare graphs through their feature vectors.

1.1.3 Network classification

Using classification techniques to distinguish between real and model-generated graphs

has attracted a lot of research interest recently. However, the perspective of these studies

differs from ours. The vast majority of related papers do not calibrate the parameters of

the models, but rather focus on the spanning graph space of the models, i.e. they consider

a network model as a special domain of networks. Naturally, with certain parameter

settings, every model can generate graphs that are not similar to real graphs at all, which

can bias (increase) the distinguishing power of graph metrics. Hence, that is why in this

work we are focusing on the parameters of the models that induce as realistic graphs as

the given model is capable of.

Janssen et al. [81] proposed a method to choose a network model that best fits a given

real network. Their model selection consists of three steps: first, they generated 6,000

graphs with six well-known models and extract graph metrics and graphlet distributions

from these graphs. The parameters of the models are randomly sampled such that the

size and the density of the generated graphs are similar to those of the target networks.

Second, they trained an Alternating Decision Tree classifier on the previously obtained

dataset, where the target variable is the type of the model. Finally, they computed the

same feature vectors for Facebook networks and then feed these vectors to the trained

classifier to see how well the models fit the given networks.

Ikehara & Clauset [79] applied machine learning tools to investigate the clustering

coefficient, the distribution of motifs and degrees in 986 real and 575 model-generated

graphs in order to find the most distinguishing features of real and synthetic networks.

In this work, we do not consider the distribution of motifs because these attributes are

rather difficult to interpret, furthermore, their calculation is computationally expensive.

Canning et al. [32] used Random Forest to predict the origin (network domains and

type of the models) of 402 real and 383 generated graphs, however, a drawback of their

work is that they used metrics such as the total number of triangles and density, which

are strongly correlated with the size of the network, which is a very strong distinguishing

feature in network classification as Figure 1.2 also illustrates.

Bonner et al. [26] proposed a Deep Learning-based approach, called Deep Topology

Classification, to classify graphs by both global and local features. They evaluated their

methodology on a large dataset consisting of synthetic graphs generated by five well-
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known network models with heuristically chosen parameters.

Barnett et al. [19] recommended using the Random Forest algorithm to solve network

classification tasks based on manually selected network features. We will follow a similar

procedure in this work.

While most of the related works that are focusing on graph classification investi-

gate a particular network domain such as protein interaction networks [120], chemical

compounds and cell-graphs (brain, breast, and bone) [95], [106], [148] or Facebook net-

works [81], [160], [180], in this chapter, we study six different network domains and their

model-generated counterparts.

1.1.4 Model calibration

A closely related work is by Sala et al. [160] who fitted six network models to four large

Facebook networks by grid search parameter calibration. For the parameter fitting, they

used a dK-series-based similarity metric [112] and evaluated the “fidelity” of the fitted

models by calculating the Euclidean distance between graph measurements derived from

the target and the model-generated graphs.

Another similar work is by Bläsius et al. [23] who fitted four random graph models to

219 real-world networks (mostly from Facebook) and evaluated their goodness-of-fit with

respect to different selections of graphs measurements by investigating the failure rates

of a Support Vector Machine classifier that predicts whether the corresponding vector of

graph metrics belongs to real or model-generated networks.

Aliakbary et al. [7] followed a two-step approach to first find the most suitable model

for a given real network and secondly to fine-tune its parameters. In their work, first,

they generated graphs with different models using randomly chosen parameters to obtain

the spanning graph space of each model. Then using a distance learning method, a

distance metric function is defined that distinguishes well networks that were generated

by different models. They used a Nearest Neighbour (kNN) classifier with the previously

defined distance function to assign a model to each target real network. The parameters

of the previously assigned model are fine-tuned by Artificial Neural Networks (ANN).

In a follow-up paper, Attar & Aliakbary [12] extended the previous network calibration

framework as follows: instead of generating graphs with random parameter settings as

an input for the distance learning method, the authors first fitted each network model to

the target networks (using ANN). To train the distance learning, they generated a few

graph instances for each target network with the fitted parameters of each model, and

finally, the best-performing model was selected with the former kNN classifier.

A limitation is that neural networks usually require large datasets to perform well,

furthermore as Bläsius et al. [23] also pointed out, this method in its original form is not

able to identify the structural characteristics of real networks that models can or cannot
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capture (cf. objective O2).

While the aforecited papers apply search optimization techniques, in some cases sta-

tistical parameter estimating is also possible. In the following works, a network model

is considered as a probability distribution over graphs. Bezáková et al. [21] proposed

a Maximum-Likelihood-based parameter estimation (and comparison) method for four

graph models. Recently, Arnold et al. [11] introduced a likelihood-based approach to find

which growing model is more likely responsible for the generation of a network. Their

work also involves multiple related tasks such as parameter calibration, graph similarity,

and network classification. Fay et al. [50] studied Approximate Bayes Computation as

a technique for estimating the parameters of network models relatively to an observed

graph. An additional brief survey of generating realistic synthetic graphs was given by

Lim et al. [107].

In this work, we also apply a sophisticated model calibration technique (see Section

1.2.4) on 500 networks from six different domains.

1.2 Data and Methodology

The study presented in this chapter relies on our large dataset: we calculated 17 metrics

of 500 real-world networks and a subset consisting of 8 reasonably chosen (see Section

1.3.3) metrics for 4× 500 synthetic graphs by generating four counterparts for each real

network with well-known network models. The dataset of measurements is available

online [MN22]. In this section, we detail the composition of our dataset and describe the

main challenges and our model calibration method.

1.2.1 Data of real networks

Networks from six different domains are studied in this work, namely food, social, chem-

informatics, brain, web, and infrastructural networks. The collected networks and the

datasets analyzed in this study are available online [MN22]. Table 1.1 briefly describes

the composition of network domains.

Table 1.1: Composition of the collected set of real networks.
Domain Description Range of network sizes Number of networks
Brain Human and animal connectomes 50-2,995 (avg: 946) 100
Cheminformatics Protein-protein (enzyme) interaction networks 44-125 (avg: 55) 100
Food What-eats-what, consumer-resource networks 19-1,500 (avg: 117) 100

Infrastructural
Transportation (metro, bus, road, airline)
and distribution networks (power and water)

39-40K (avg: 4,562) 68

Social Facebook, Twitter and collaboration networks 86-34K (avg: 6,183) 118
Web Samples of the World Wide Web 146-16K (avg: 4,488) 14

The graphs were gathered one by one from online databases, namely Network Repos-

itory [155], Index of Complex Networks [37], NeuroData’s Graph Database [90], The
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Koblenz Network Collection [98], Interaction Web Database [44], Transportation Net-

works for Research [171] and Centre for Water Systems [30]. After importing the graphs,

we removed self-loops and treated them as undirected, unweighted graphs.

The left side of Figure 1.2 shows the range of the number of nodes and edges of the

collected networks. In Figure 1.2, the slope (gradient) of the left scatter plot illustrates

the sparseness of real networks, i.e., the number of edges grows rather linearly than

quadratically. Furthermore, in the center scatter plot the slope is roughly minus one which

means that the density decays hyperbolically with the number of nodes, i.e., density ∼
1/size. Comparing the center and the right figure of Figure 1.2, we can clearly observe

that the average degree is less size-dependent than the graph density.
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Figure 1.2: The scatter plot of the real networks. The points are colored according to the
network domain. On the left: log-log plot of the number of edges against the number of
nodes. The center figure shows the log-log plot of the graph density versus the number
of nodes. On the right: log-log plot of the average degree against the number of nodes.

1.2.2 Metrics and notations

First, we calculate the following rich set of metrics for the real networks: assortativity, av-

erage clustering coefficient, average degree, average path length, density, global clustering

coefficient, four interval degree probabilities [5], largest eigenvector centrality, maximum

degree, maximum edge and vertex betweenness centralities, number of edges, number of

nodes (also referred to as the size of the network), and pseudo diameter. If one aims to

investigate these measurements for significantly different-sized networks, some normal-

ization is required, in particular in the case of the average path length, diameter, and

maximum degree. Relying on Bounova & de Weck [29], we normalized the maximum

degree with the number of nodes minus one, however, as opposed to Bounova & de Weck,

instead of the longest possible path length, we normalized the average path length and

the diameter with the logarithm of the size of the graph to obtain less correlated variables

with the network size. The reason why the average degree does not require normalization

is that its normalized version (with the size minus one) is the graph density [29]. The
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graph density D is defined as the ratio of the number of edges |E| with respect to the

maximum possible edges, i.e., D = |E|/
(|V |

2

)
= |E|

|V |(|V |−1)
.

In order to quantify the degree distribution of the networks, we apply the interval

degree probability method introduced by Aliakbary et al. [5], which is the computation

of histogram values with special different sized bins that are defined using the mean and

the standard deviation of the degrees. In contrast to the work of Aliakbary et al. [5]

we defined four bins instead of eight because we found that otherwise many of the bin

intervals end up empty. Hence, we quantify the degree distribution of the graphs with

four values of interval degree probabilities. For the formal definition of the interval degree

probabilities (IDP) see Definition 38.

1.2.3 Correlation network

Throughout this chapter, we often refer to the correlation network (see Definition 32),

which is frequently used object in the literature [23], [61], [80], [176]. In this chapter, the

correlation network of the graph metrics is constructed using Spearman’s rank correlation.

Here, the application of the correlation network is three-folded: we use it to visualize

the strong universal correlations of graph metrics, secondly, it is also a key component of

the metric selection, furthermore, we propose a novel technique for quantifying a similarity

score between different groups of networks: this group similarity metric is based on the

adjacency matrices of the correlation networks corresponding to different groups (e.g.,

network domains and types of network models).

1.2.4 Model calibration

For each real network, we generate additional four graphs by four different models with

previously calibrated parameters to mimic real networks as accurately as possible. We

study how easy it is to calibrate the network models and what descriptive ability they

have with respect to real-world networks. The four chosen models are the clustering

version of the Barabási–Albert model [78] (see Definition 48), the forest-fire model [105]

(see Definition 49), which was motivated by citation patterns of scientists, the (degree-

corrected microcanonical) stochastic block model [135] (see Definition 50) that creates

graphs with community structure, and the 2K-Simple model [62] (see Definition 51),

which captures the joint-degree distribution of a graph. The 2K and the stochastic block

models are more complex models than the other two and can be considered state-of-

the-art models for synthesizing real-world networks while preserving their key structural

properties.

With a given target network GT (real network), a network modelM(θ) with parameter

vector θ and a similarity s (or distance d) function defined on graphs pairs, the goal of

model calibration is to find a parameter vector θ∗ of the model, such that the generated
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graph GM(θ∗) (realization of M(θ∗)) is as similar (or as close) to the target network as

possible. Formally it can be expressed as:

θ∗ = argmax
θ

s(GM(θ), GT ) = argmin
θ

d(GM(θ), GT ). (1.1)

Note that alternatively, one can maximize the average similarity (or minimize the

distance) between the target network and a few realizations of the model with the same

parameters. That is:

θ∗ = argmax
θ

1

n

n∑
i=1

s
(
G

(i)
M(θ), GT

)
= argmin

θ

1

n

n∑
i=1

d
(
G

(i)
M(θ), GT

)
, (1.2)

where n is the sample size of the independent identically generated (i.e. generated with

the same θ parameter vector) graphs G
(1)
M(θ), . . . , G

(n)
M(θ).

However, in this work we only consider one realization of the models for two reasons,

first, we show in the following subsection that the models are stable enough to perform

parameter calibration as defined in (1.1), furthermore, the calculation of average similarity

(or distance) would be more computationally expensive.

In this work, the d distance function is defined as the Canberra distance (see Def-

inition 16) of a reasonably chosen non-redundant selection of graph metrics, formally:

d(G1, G2) = dCan(f(G1), f(G2)), where f = (f1, f2, . . . , fk), and fi’s are real-valued func-

tions defined on graphs (i.e., graph metrics) and k is the number of selected metrics. The

process of metric selection is detailed later in Section 1.3.

The distance minimization in this work is carried out with grid search, particularly

for a given M(θ) model, where θ = (θ1, θ2, . . . , θp), we perform a grid search on the

p dimensional state space of the parameters. In what follows we briefly outline the

parameter calibration of each network model that we investigate in this work.

Clustering Barabási–Albert model

The Clustering Barabási–Albert (CBA) model, introduced by Holme & Kim [78], has

three input parameters: n number of nodes, m new edges of a newcomer vertex, and p

probability of triad formation. This p parameter influences the clustering characteristic

of the generated network (for more details see Definition 48). Holme & Kim [78] showed

that for fixed n and m, there is a linear relationship between p and the average clustering

coefficient. The parameter calibration of the CBA model is as follows: Let GT denote the

target network, furthermore d̄ denotes the average degree of GT . Then the parameter n

of CBA is simply the size of GT , and m and p are chosen by:

(m, p) = argmin
(k,q)∈M×P

d
(
GCBA(n,k,q), GT

)
,
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where M =
{[

d̄/2− 1
]
,
[
d̄/2

]
,
[
d̄/2 + 1

]}
, P = {0, 0.05, 0.1, . . . , 1}, M ×P is the Carte-

sian product of M and P and
[
.
]
denotes the rounding (nearest integer) function. The

reason behind the choice of set M is that the CBA model with m =
[
d̄/2

]
parameter

setting produces graphs with e = n ·
[
d̄/2

]
edges, i.e. the average degree in the generated

graphs is 2e/n which is around d̄ as one would desire. We also allow for a small deviation

from this value in the minimization that may lead to a better fit overall. For example, it

may happen, that if the value of the parameter m is slightly smaller (or larger) than half

of the average degree of the target graph, then it leads to a better fit regarding the other

graph measurements of the generated graphs. For generating clustering CBA graphs we

applied the powerlaw cluster graph function of NetworkX [70].

Forest-fire model

The forest-fire model (FF) introduced by Leskovec et al. [105] has two parameters: n

number of nodes and p burning probability (see Definition 49). Using the previous no-

tations, n is set to be the size of GT target graph and we minimize in parameter p as

follows:

p = argmin
q∈Q

d
(
GFF(n,q), GT

)
,

where Q = {0.05, 0.1, 0.15, . . . , 0.90, 0.95}. The reason why q is between 0.05 and 0.95 in

the minimization is that q must be positive and less than 1, moreover, the structure of

the generated graph is not sensitive to q if its value is smaller than 0.05 or greater than

0.95. In our analyses, we used the Forest Fire function of python-igraph [42].

2K model

To fit the 2K model [62], only the joint degree distribution of the target network is

needed. We used the joint degree graph function of the NetworkX [70] module to

generate simple random graphs with the given joint degree distribution. Let kj,l denote

the number of edges in the target graph whose endpoints’ degree is j and l. Then the

2K model builds the graph, such that it copies the nodes of the target graph, and then

in each iteration, the algorithm picks two disconnected nodes v and w of degree j and

l correspondingly, for which the kj,l in the random graph has not reached its target yet,

and it adds the edge (v, w) to the synthetic graph (for more details see Definition 51).

Stochastic block model

The stochastic block model (SBM) is a probabilistic generative model for networks that

partitions the nodes of the network into groups, or blocks. The SBM is defined by a set

of parameters that specify the probability of an edge between any two nodes, given the

block membership of the nodes [77], for more details see 50.
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The degree-corrected stochastic block model can be fitted by the minimize blockmodel dl,

and random graphs can be generated using the generate sbm functions of the graph-tool

package [136]. We applied the microcanonical version of the model [135]. The stochas-

tic block model is fitted by minimizing its description length using an agglomerative

heuristic.

1.2.5 Stability of the models

Since the network models generate random graphs, the question naturally comes up:

How robust are the graph metrics of the fitted models with fixed parameters? We have

analyzed the sensitivity of the models on six different-sized graphs from different domains,

the chosen networks are detailed in Table 1.2. For each of these six real networks, we

fitted each network model and then generated 30 graph instances with each model using

the previously fitted parameter settings. For the sensitivity analysis, we studied the

distribution of the graph measurements of the graph instances.

Table 1.2: Description of chosen graphs for stability analysis. The names of the graphs
are also hyperlinks to their sources, moreover, these graphs are also analyzed in the cited
papers.

Domain Name Size
Number of

edges
Social ca-AstroPh [104] 17,903 196,972
Web Darkweb [66] 7,178 24,879
Brain Jung2015 [93] 2,989 31,548
Infrastructure ABN [34] 1,113 2,150
Food Srep [47] 235 1,743
Cheminformatics Enzymes-g292 [32] 60 100

Figure 1.3 shows the distribution of the metrics of the measurement-calibrated mod-

els for the social network that has 17,903 nodes. Since the 2K model captures all the

information about the joint degree distribution, when it generates a connected graph, it

is capable of exactly capturing the assortativity, the interval degree probabilities, and the

degree centrality. Overall, the models could not estimate the average clustering coefficient

well, not even the clustering Barabási–Albert model. Besides the clustering coefficient,

the models also have difficulties capturing the average path length and the eigenvector

centrality. Generally, the SBM and 2K models are more robust and “stable”, than the

CBA and FF models.

The boxplots for the other domains can be found in the supplementary material

[MN22]. The results suggest that as the size of the networks increases the variance of the

graph measurements of the fitted models decreases, however, the variance of the metrics

is relatively small even on the smaller graphs as well.
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We can conclude, that the characteristics of the calibrated models are stable enough

to take a single generated graph as a representative, and it makes it reasonable to analyze

the goodness-of-fit of the network models and perform machine learning tasks.

Note that reason why the number of nodes is not fixed for the 2K and the SBM

models is that these models do not always generate connected graphs, and in this study,

we took the largest connected components of both the real-world and the model-generated

networks. Furthermore, the reason why IDP1 and IDP2 are not shown in Figure 1.3, is

that first, it is enough to study three of these metrics, since the sum of them gives

one. Moreover, in this work, we selected IDP1, IDP3, and IDP4 (the selection process

is detailed later in Section 1.3.2). The reason why IDP1 is not shown in Figure 1.3, is

that for this specific network (and its model-generated counterparts), the value of IDP1

is zero in all cases (due to the heavy-tailed degree distribution).
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Figure 1.3: Boxplots of the metrics of the measurement-calibrated models on a social
network, namely on the Astro Physics collaboration network.
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1.3 Analysis of network domains

In this section, we analyze the correlation profiles of the structural measures across dif-

ferent network domains bearing in mind the following three objectives:

1. Study the structural similarities between domains

2. Identify domain-independent relationships between metrics

3. Choose a less redundant subset of metrics, that can still distinguish the network

domains

For analyzing correlation profiles, we investigated the pairwise correlations of the

metrics on correlation heatmaps and correlation networks based on the Spearman’s rank

correlation that can also measure non-linear relationships, moreover, it is less sensitive

to outliers [40].
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Figure 1.4: The similarity of the network domains based on their correlation networks.
The similarities are calculated as the median adjacency similarities of correlation networks
over different threshold settings.

1.3.1 Domain similarity

Figure 1.4 shows the similarity of the network domains, where the similarity is captured

by the pairwise Spearman’s correlations of graph metrics across domains. The similarity

scores are calculated through the correlation networks of the domains (using all vari-

ables detailed in Section 1.2.2), namely first we created 17 correlation networks over 17

threshold settings (0.1, 0.15, 0.2, . . . , 0.85, 0.9) for each domain separately. Then for all

thresholds, we calculated the pairwise adjacency similarities (see Definition 47) of the

correlation networks of different domains. The cells of the heatmap correspond to the

median of these 17 adjacency similarities.
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Note that the adjacency similarity only takes into account the mutual edges, i.e., two

correlation graphs of isolated nodes are totally dissimilar. It is interesting to note that

even though Ikehara & Clauset [79] applied a totally different approach, the domains

that they found to be similar are consistent with our results except for the behavior of

the food webs.

1.3.2 Correlations of graph metrics

Next, we aim to identify the strong domain-agnostic correlations among graph metrics.

Here we consider the relationship of a pair of metrics strong if their absolute Spearman’s

rank correlation is at least 0.65.

Figure 1.5 shows the correlation network of the graph metrics, where the links are

drawn if the domain-averaged absolute Spearman’s rank correlation is above 0.65. Some

of the identified strong domain-agnostic relationships are not so surprising, such as the

high positive correlation between the average path length and diameter, between the

average clustering coefficient and global clustering coefficient, and between the maximum

vertex betweenness centrality and maximum edge betweenness centrality.
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Figure 1.5: The correlation network of structural metrics. Two metrics are connected if
the domain-averaged absolute Spearman’s rank correlation is above 0.65. The actual val-
ues of the correlations are written on the edges. The selected metrics are colored orange.
Note that the max degree, average path length, and pseudo diameter are normalized.

There are also other strong, less trivial relationships among the metrics as well e.g.,

the strong negative correlation between density and the number of nodes, which implies

that the density depends on the size of the graphs. This may be because real networks

are usually sparse, i.e., the number of edges grows rather linearly than quadratically with

the number of nodes, as the slope of the points in the left scatterplot of Figure 1.2 also

illustrates. On the other hand, by the definition of density (see Definition 33), the number

of edges is normalized by the square of the number of nodes. That is why considering
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real networks, density decays hyperbolically with the size of the graphs, as it can be seen

in the middle plot of Figure 1.2 since the slope of the log-log plot of density against size

is roughly minus one. This implies that the average degree is a less size-dependent metric

than graph density (see Figure 1.2) which makes it a better measurement for quantifying

the extent of relative connectivity of the nodes.

The average degree and the average clustering coefficient are also positively correlated

with each other regardless of the origin of the network. The reason behind this connection

is that both of them measure how dense the network is, however, these are not always

correlated with the graph density metric e.g., in the case of infrastructural networks. On

the other hand, given the size of the network, the partial correlation of these metrics

with the density is significantly larger than their Spearman’s rank correlation. For a

similar reason, there is a strong inverse connection between the average degree (and

maximum degree) and the average path length, since the higher the number of edges

is and the more hubs are present in the network, the shorter the average distances are.

This is consistent with the finding of Bounova & de Weck [29], which supports that

distance-related metrics (e.g., diameter and betweenness centrality) and connectivity-

related metrics (e.g., average degree and clustering coefficient) are two highly connected

clusters that are strongly negatively correlated, even though Bounova & de Weck [29]

investigate model-generated graphs.

Furthermore, the maximum edge betweenness centrality is always strongly positively

correlated with the average path length, which can be easily seen from the definition of the

two metrics. Moreover, this is again consistent with the work of Bounova & de Weck [29]

who argued that it can be analytically shown that the average betweenness centrality

is linearly proportional to the normalized average path length. Similar observations are

made by Jamakovic & Uhlig [80] and Garcia-Robledo et al. [61] despite the fact that they

investigated a different set of networks.

Finally, there are universal connections between the interval degree probabilities as

well, namely strong negative correlations between IDP1 and IDP2 (−0.61 on average),

moreover between IDP2 and IDP3 (−0.8 on average). This implies that IDP2 alone

reasonably explains the other two variables. These relations follow from the fact that

the sum of these probabilities is one, hence if one of them is relatively large, the oth-

ers are necessarily low. The reason why IDP4 is usually less correlated with the other

probabilities is that only 10-15% of the degrees fall into this interval, and this percentage

seems to be stable over all networks, i.e., this interval degree probability has the smallest

variance. Thus, the mass of the degree distribution falls into the first three intervals,

especially into the second and the third one. Due to the fact that the degree distribution

of real-world networks is often heavy-tailed and asymmetric [16], the first interval often

ends up empty [5]. The standard deviation of the degrees is so large, that often there

are no degrees that are smaller than the difference between the average degree and the
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standard deviation of the degrees, formally: µdeg − σdeg < minv deg(v). Hence if IDP1 is

not zero, it can only “steal” degrees from IDP2, which is why these two probabilities are

strongly negatively correlated. On the other hand, the degrees corresponding to IDP3 are

“closer” to the degrees of IDP2 than the degrees of IDP4, due to the heavy-tailed degree

distributions again. Thus in general if IDP3 is high, IDP2 is necessarily low, which is

why IDP4 is less influenced by the value of IDP3. Further study of these relationships

requires a deeper understanding of the underlying domains and is beyond the scope of

this work.

Overall, the maximum eigenvector centrality, the assortativity, and the IDP4 have the

smallest correlation with the other variables. On the other hand, the average degree, av-

erage clustering coefficient, and normalized average path length metrics have the highest

correlation with the other variables.

1.3.3 Metric selection

In this section, we aim to select a smaller subset of metrics that describes the networks

well but has smaller redundancy. Using a smaller non-redundant set of metrics, the

model fitting is less computationally expensive, moreover, we can also avoid collinearity

and overfitting. We evaluate our selection via machine learning tools, namely by inves-

tigating the predictive power of the chosen metrics with respect to the domains of the

networks. In this work, we assume that the reader is familiar with the basic concepts of

machine learning, however, the most important methods and definitions are given in the

introduction of this thesis, moreover, for a detailed description of the related concepts,

we refer to the book by Friedman et al. [57].

Based on the average absolute correlation network (Figure 1.5), we select metrics from

each connected component of the graph. The metrics from the component containing the

size of the network are excluded from the analysis (namely the size, number of edges,

and density) since the high correlation with the size implies significant trivial predictive

power with respect to network domains due to the size difference of typical networks from

different domains (see Figure 1.2). Moreover, we are more interested in finding distinctive

size-independent topological properties. The selected attributes are listed in Table 1.3.

Our selection is slightly different from other works’ selection [61], [176] since we found that

skewness and kurtosis of distributions of node features are highly constrained by the size

of the networks. However, assortativity, maximum degree, average path length, average

clustering coefficient, and eigenvector centrality are also selected in other works [23], [61],

[74], [160], [176].

In order to evaluate our metric selection, we predict the domains of the networks,

first using all of the metrics, then using only the selected (numerical) attributes from

Table 1.3. Our selection is considered “optimal” if the accuracy of the predictions does
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Name Description
Assortativity The assortativity coefficient
Avg. clust. The average local clustering coefficient
Avg. path log The average path length divided by the logarithm of the size.
IDPs (1,3,4) The first three interval degree probabilities
Max. deg. n. The normalized maximum degree (max. degree centrality)
Max. eigen. Maximum eigenvector centrality
Domain The domain of the real networks: social, food, brain,

cheminformatics (chems), infrastructural, and web
Category Indicates whether the graph is real or generated: real or model
Subcategory In case of generated graphs, indicates the type

of the model as well: real (original), 2K,
CBA (clustering Barabási–Albert),
FF (forest-fire),
SBM (stochastic block model).

Table 1.3: The selected graph metrics and the other variables of the narrowed dataset.

not decrease significantly after we drop the redundant attributes. Table 1.4 contains

the average cross-validated accuracy (see Definition 3 and 6) of a few machine learning

models.

Table 1.4: Domain prediction performance of the machine learning models using different
feature sets. The performance is calculated as the 5-fold cross-validated average accuracy.
The standard deviation of the accuracy is shown in brackets. We calculated the accuracy
of the models with all possible combinations of 8 features (since the number of selected
attributes is also 8). The third and fourth columns show the maximum and median
accuracy over all of the possible selections of 8 attributes. We excluded the size, number
of edges, and density from each attribute set.

Classifier model All attributes
Selected
attributes

Maximum of
8 features

Median of
8 features

kNN
76.8%

(±3.9%)
84.4%

(±1.0%)
86.0%

(±2.0%)
75.2%

(±2.7%)

Decision Tree
82.8%

(±1.6%)
82.6%

(±2.6%)
85.4%

(±3.4%)
79.4%

(±4.2%)

Random Forest
87.6%

(±2.2%)
89.0%

(±1.1%)
89.8%

(±1.6%)
85.6%

(±4.6%)

Three important observations can be drawn from Table 1.4. First, our metric selection

achieves very high accuracy. Second, the kNN classifier achieved higher accuracy when it

was trained on a smaller set of features. The reason behind this is that kNN is sensitive

to irrelevant features [99], and these features bias the results. Finally, we cannot achieve

significantly higher accuracy with any other combination of the attributes, than the

accuracy of our selection. Note that the best-performing selection is quite similar to our

selection, however, this set often contains the maximum vertex betweenness centrality, but
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we would rather not include it in our selection, because the calculation of the betweenness

centrality of the nodes is computationally expensive.
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Figure 1.6: The 5-fold cross-validated ac-
curacy of the Random Forest model using
various feature sets. The x-axis shows the
size of the feature set. The blue shaded area
shows the range of the performance between
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Figure 1.7: The t-distributed stochastic em-
bedding (t-SNE) of the 8 selected graph
metrics (detailed in Table 1.3) of the real
networks. Apparently, one can distinguish
between the domains reasonably well using
the selected metrics.

Based on Table 1.4, we can conclude that our selection contains sufficient information

about the networks to distinguish the network domains. However, the results do not

reveal, whether eight features are indeed necessary or fewer features would be enough.

Figure 1.6 shows the accuracy of the Random Forest classifier in domain prediction against

the size of the feature set where all the possible combinations of the features were tested.

From the figure, it is apparent that our feature selection is in the top-performing fea-

ture sets. While it seems to be possible to achieve similar accuracy with 7 or even 6

attributes, we decided not to decrease the size of our selection because of the following

reason; to achieve the same performance with a smaller subset, we need to include the

maximum vertex betweenness centrality is needed, which we wanted to avoid due to the

high computational complexity.

Finally, Figure 1.7 shows the t-distributed stochastic embedding (t-SNE) [111] (see

Definition 17) of real networks represented by the selected 8 metrics. The message of

the figure is that the network domains can be relatively clearly distinguished from each

other (even in the 2-dimensional projection of the 8 selected metrics), i.e. this figure also

supports the validity of our metric selection.
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1.4 Analysis of network models

In this section, we use machine learning tools to analyze and evaluate the goodness-of-fit

of the network models and the applied parameter calibration method. In particular, we

solve the following two classification problems:

1. Using the selected graph metrics (Table 1.3), we aim to solve a binary classification

problem, where the target variable indicates whether the given network is real or

model-generated.

2. Based on the selected graph metrics, we aim to identify the subcategory of the

networks. The values of the subcategory attribute can be real or the types of the

models (see Table 1.3). Thus, we aim to solve a multiclass classification problem

that predicts whether a network is real or model-generated, and if it is the latter

one then which model generated the network.

Solving these classification problems allows us to answer the research objective O2 of

this chapter. Identifying the reasons why a (well-performing) machine learning model

decides that a given graph is rather real than model-generated (or vice versa) helps

us find and understand the structural properties of real networks that the models are

unable to capture. These decision rules are easy to retrieve for example by looking at the

feature importances of the variables. Moreover, the second classification problem helps

us understand which models generate the most realistic networks and also which models

generate similar graphs to each other. By carrying out the above analyses separately for

each domain, we can also study which network domains are easy or difficult to synthesize.

Table 1.5: Performance of the machine learning models in the binary and multiclass
classification problems.

ML Model Brain Chem. Food Inf. Social Web
Binary
classification

kNN 0.950 0.968 0.726 0.856 0.879 0.376

(AUC score) Decision Tree 0.860 0.856 0.647 0.754 0.821 0.354
Random Forest 0.926 0.970 0.663 0.885 0.902 0.164

Multiclass
classification

kNN 89.6% 83.4% 74.8% 68.5% 77.6% 38.6%

(Accuracy) Decision Tree 89.0% 79.2% 71.2% 74.7% 83.4% 48.6%
Random Forest 91.4% 85.8% 74.0% 82.1% 83.7% 55.7%

Table 1.5 shows the performance of the machine learning models in the binary (Prob-

lem 1) and multiclass (Problem 2) classification problems. From the table, it is apparent,

that the models can relatively easily distinguish whether the graphs are real or model-

generated, except for the food and especially the web domain, where both the AUC and

accuracy scores are low.
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Figure 1.8: The normalized confusion matrix of the Random Forest on the cheminfor-
matics network domain (left) and the t-SNE embedding of the cheminformatics networks
(right).
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Figure 1.9: The normalized confusion matrix of the Random Forest on the food network
domain (left) and the t-SNE embedding of the food webs (right).

Thus, the performance of the network models depends on the network domain. Fig-

ure 1.9 shows an example of when the network models perform relatively well, and Fig-

ure 1.8 illustrates a counterexample, i.e. when the network models cannot really syn-

thesize the target networks. Hence, as Figure 1.8 shows, in the cheminformatics domain

the network models are not able to capture exactly the structural properties of the real

networks since in the confusion matrix the accuracy for the real networks is relatively

high and the real networks are rather separated in the t-SNE embedding. On the other

hand, in the food domain, the stochastic block model can almost perfectly mimic the

networks as the confusion matrix and the t-SNE embedding in Figure 1.9 illustrate.
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According to the Random Forest classifier, when the goal is to predict whether the

network is real or model-generated, the most distinguishing graph metrics are the nor-

malized average path length, the average clustering coefficient, the maximum eigenvector

centrality, and the assortativity.
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Figure 1.10: Distribution of the most distinguishing graph metrics of the real networks
and the model-generated graphs.

Figure 1.10 and Figure 1.11 illustrate the structural properties of the real networks

that the network models cannot capture. For example, in the brain and especially in the

cheminformatics domain, the real graphs typically have a relatively large average path

length and a large clustering coefficient at the same time. However, most of the models

– except for the forest-fire – can either generate a graph with a high clustering coefficient

with a small average path length or the other way around.

Furthermore, most of the infrastructural networks have so large average path lengths
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that none of the models can recreate (Figure 1.10). The network models usually generate

small-world or ultra-small-world networks, while the diameter of a grid-like infrastructure

network, for example, a road network, does not scale logarithmically.

In the food domain, the two most distinguishing graph metrics are the maximum

eigenvector centrality and the normalized average path length. The bottom-right scatter

plot of Figure 1.10 shows that compared to the real food networks, the models either

generate graphs with a smaller average clustering coefficient or with larger eigenvector

centrality.
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Figure 1.11: Distribution of the most distinguishing graph metrics of the real networks
and the model-generated graphs.

In the case of social networks, the average clustering coefficient and assortativity were

the most important distinguishing metrics. As the left scatterplot of Figure 1.11 shows,

the stochastic block model and the 2K model can capture the assortativity of the real

networks but cannot mimic the high average clustering coefficient. On the other hand, the

clustering Barabási–Albert model and the forest-fire model can generate highly clustered

networks, but the assortativity of these model-generated graphs is usually very close to

zero. Hence, a subgroup of the social networks with a rather assortative and highly

clustered structure cannot be synthesized with these network models.

Finally, in the case of the web domain, the two most important graph metrics are

average path length and the average clustering coefficient. However, the networks from

this domain can be relatively easily modeled, as the right plot of Figure 1.11 shows.

The models, especially the 2K and the stochastic block model, can rather efficiently

capture the other metrics, namely the normalized maximum degree and the three in-

terval degree probabilities. Figure 1.12 shows that in the majority of the cases, not so

surprisingly the 2K and stochastic block model can exactly capture the aforementioned
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Figure 1.12: Distribution of the degree-distribution-related metrics of the real and the
model-generated graphs. The size of the point markers varies only to be able to better
see the overlapping points.

degree-distribution-related metrics, which is why the corresponding points on the scatter

plots completely overlap each other. However, a less sophisticated model, the forest-fire

model can also achieve relatively high accuracy regarding these graph metrics, as the

bottom-left scatter plot of Figure 1.12 depicts.

Figure 1.13 shows the mean Canberra distance between the (selected) metrics of the

real target graphs and the fitted model-generated graphs. From the figure, it is apparent

that the 2K and the stochastic block models are the most accurate network models in all

domains. Moreover, the graphs generated by the forest-fire are usually closer to the graphs

of the clustering Barabási–Albert model than to the real networks. This may be due to

the fact that these two models have a similar growing mechanism. Finally, Figure 1.13
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also indicates that the food and the web domains are the easiest to mimic with these

network models, which is also in alignment with Table 1.5 since the distinguishing ability

of the machine learning models was the lowest on these domains.
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Figure 1.13: The mean Canberra distance between the real and the corresponding model-
generated graphs.

1.5 Further research directions

As we have mentioned earlier, another possible way to represent networks is to use embed-

ding algorithms, such as graph2vec [128] and DeepWalk [137]. These graph embedding

methods have the advantage of being able to capture complex, non-linear relationships

within a graph, which may not be captured by traditional interpretable graph metrics

such as the diameter and clustering coefficient. These embedding methods can be used

to represent nodes or graphs in a continuous, low-dimensional space, which may be more

practicable for downstream machine-learning tasks, such as graph classification. How-

ever, one disadvantage of graph embedding methods is that they can be computationally

intensive, especially for very large graphs. Additionally, the learned embeddings may

not be easily interpretable, as they are represented as dense vectors rather than explicit,

human-readable features.

In related research [MN20], we compared manually selected features and graph em-

bedding algorithms in terms of model calibration and graph classification. We found that

the network models and the graph embedding techniques are indeed “continuous” since
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the distance between the model-generated graphs in the embedded space varies continu-

ously with the model parameters. Moreover, we found that graph embeddings are also

suitable for model calibration, however, we achieved more accurate results with the graph

metric-based calibration.

In another line of data-driven network science research, we studied fractal networks.

The fractal nature of complex networks has received a great deal of research interest in

the last two decades since the fractality of networks has been associated with various net-

work properties such as robustness and disassortativity. Similarly to geometric fractals,

the fractality of networks can also be defined with the so-called box-covering method.

Since the problem of box-covering is NP-hard, multiple approximating algorithms have

been proposed throughout the years, that we have systematically reviewed and compared

[MN2]. In a recent study, we studied another graph classification problem: we aimed to

classify fractal and non-fractal networks to get a better understanding of the origins of

fractality, i.e., to find what graph characteristics make networks fractal [MN8].

1.6 Conclusion

In this chapter, we applied and unified related but so far rather separated branches of

data-driven analysis of real and model-generated networks, such as the study of graph

metrics, network similarity, network model calibration, and graph classification. First,

after a thorough and critical survey of the related modern approaches of the literature,

we constructed a large dataset to investigate the characteristics and structural properties

of real-world networks from six domains and the model-generated counterparts.

By studying the correlation profile of the graph metrics of the real networks, we iden-

tified a small, uncorrelated subset of metrics that efficiently describe the real networks.

Using the selected non-redundant graph metrics, we fitted each network model to each

real network, i.e., we calibrated the models’ parameters such that they (the generated

graphs) are as close to the real networks as possible. Note that, we also showed that the

distribution of the graph metrics of the random network models is concentrated enough

to be able to use them as a base to perform parameter calibration. To be able to measure

the similarity of the graphs we used the Canberra distance of the vectors of the selected

metrics.

With the help of machine learning techniques, we found that the network models

are unable to capture the highly clustered structure and relatively large average path

length of the real-world networks. On the other hand, the models are able to capture

the degree-distribution-related metrics such as the degree centrality, and interval degree

probabilities. We also found that the networks from different domains are not equally

modelable, for example, the brain and cheminformatics networks are the most difficult

and the food and web networks are the easiest to synthesize.
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Chapter 2

Classification in Higher Education

Innovative and efficiently operating higher education is the basis of successful and thriv-

ing knowledge and technology-based economy, where services and production rely on

knowledge-intensive and intellectual activities [142]. However, student drop-out and de-

layed completion are serious issues in higher education all over the world, especially in

STEM (Science, Technology, Engineering, and Mathematics) programs, inducing both

personal and social costs [100].

In the last decade, statistical and artificial intelligence-based approaches have been

extensively used in educational environments. The big data stored in educational ad-

ministrative systems hold great potential for data-driven educational research. Artificial

intelligence (AI) in educational settings can have several roles, for example, the recent

developments in natural language processing make it possible to automatize grading of

free text answers [163] and even essays [97]. Additionally, AI can customize learning

paths [196], or notify the instructors about which students are likely to drop out of a

MOOC [75].

One of the most studied classification problems in higher education is dropout predic-

tion, namely when the goal is to predict/classify which student is likely to drop out and

which student is more likely to graduate. Applying the tools of AI and machine learning

to solve the classification problem, i.e., to identify students at risk of dropping out and

the factors affecting university success has attracted a lot of research interest recently

[10], [76], [113], [158], [182].

In this chapter, using the data from the Budapest University of Technology and

Economics (BME), we study the predictive validity of the pre-enrollment achievement

measures (such as the university entrance score). Moreover, using advanced machine

learning tools, we aim to identify the students at risk of dropping out and find the most

influential factors and their effects.

This study is driven by the following three main research objectives:

R1 To investigate the predictive validity of the Hungarian university entrance score
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(UES) and its components on the final university performance. Moreover, we at-

tempt to improve the predictive validity of the UES by optimizing the weights of

its components.

R2 To study the collective predictive validity of the pre-enrollment achievement mea-

sures using advanced predictive analytical models that can estimate students’ final

status (graduated or dropped out). Moreover, to study the incremental predictive

power of the first-semester performance metrics.

R3 To explain the prediction of the machine learning model using the modern tools of

explainable artificial intelligence, and demonstrate how personalized feedback could

be given.

The research presented in this chapter is based on the results of several publications

that were all co-authored with my Ph.D. consultant Roland Molontay, and some of them

were joint works with the colleagues of the Central Academic Office and fellow Ph.D.

and Master students. After giving a brief overview of the educational system of Hungary

(Section 2.1) and describing our dataset (Section 2.2), in Section 2.3, we focus on the first

research objective (R1), namely, we use sophisticated statistical learning methods, such as

receiver operating characteristic curve analysis, logistic and Tobit regression to analyze

the predictive validity of the Hungarian university entrance score on final university

performance, in particular on degree completion and qualification. The research presented

in this section has been published in the Assessment & Evaluation in Higher Education

journal [MN4], [MN5]. In [MN5] we studied the predictive validity of the UES on the

final university performance (degree completion and qualification). Then in a follow-up

paper [MN4], we investigated how the predictive validity could be improved.

In Section 2.4, we turn to objectives R2 and R3. First, we study the predictive validity

of the variables when they are combined in a machine-learning model. Particularly, we

employ and evaluate several machine learning algorithms to identify at-risk students and

predict student dropout of university programs based on the data available at the time of

enrollment (secondary school performance, personal details). Then, we demonstrate how

interpretable machine learning (IML) and explainable artificial intelligence (XAI) tools

can support educational stakeholders in dropout prediction. The research that Section

2.4 is based on has been published in the International Journal of Artificial Intelligence in

Education [MN6] and on invitation in a Hungarian journal [MN12] as part of the KDP1

deliverables. Moreover, in this section, we also mention some results that were published

in the proceedings of IEEE and ACM conferences [MN13], [MN14], [MN17], [MN18].

1Cooperative Doctoral Programme for Doctoral Scholarships
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2.1 The education system of Hungary

Similar education systems are used in several other countries in Central and Eastern

Europe, where high school students take nationally centralized exit examinations, called

matura. However, our methodology is applicable in any other countries where the univer-

sity admissions procedure involves a score-based ranking of students such as SAT/ACT

scores in the US context.

Hungarian higher education consists of three cycles: bachelor’s (undergraduate), mas-

ter’s, and doctoral (Ph.D.) studies. This chapter focuses on admission to the first cycle,

which involves 6, 7, or eight semester-long training, depending on the field of study. Un-

dergraduate studies are preceded by 4 (or sometimes 5) years of secondary education.

Grading is carried out on a five-point scale, where (1) corresponds to a failing grade and

(5) means excellent.

Secondary education is concluded by a nationally centralized exit examination, called

matura (érettségi), which consists of four mandatory subjects – mathematics, Hungarian

language and literature, history, and a foreign language – and at least one elective subject.

The matura is a matriculation examination, meaning that it serves both as a secondary

school leaving certificate and as a university entrance examination. All matura subjects

can be taken at a normal or advanced level. Every undergraduate program requires

two specific matura subjects; thus, the elective subject usually depends on the desired

program; for example, an engineering bachelor program usually requires mathematics and

a natural science subject, but a medical school requires biology and chemistry or physics.

The Hungarian higher education admission procedure is nationally standardized, and

universities cannot use additional criteria for a further selection of applicants2, moreover,

secondary schooling does not necessarily end up with a direct route to higher education.

The current Hungarian university admission system has been in operation since 2006 with

only minor changes in the investigated period [94]. Students applying for undergraduate

programs gain a nationally determined university entrance score (UES), which mostly

relies on the score of the matura exit examination and high school grades. Each student

applying to universities has a preference ranking of the desired undergraduate programs.

University programs also rank applicants according to their UES. The admission proce-

dure in Hungary is based on the student-optimal matching algorithm of Gale and Shapley

[59], which also considers the lower and upper quotas of the programs, declared by the

higher education institutions [22]. According to the procedure, a minimum university en-

trance score (MUES) is defined for each program and universities accept those students

whose UES is greater than the MUES of the desired program.

The computation of the UES is based on three main factors: study points, matura

2In the studied period the procedure was nationally standardized, however, from 2024, universities
can use additional criteria.
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points, and extra points. Study points measure general knowledge, while matura points

aim to quantify the program-specific knowledge of the students. Students can earn some

extra points based on their socioeconomic status and other achievements. This policy

allows that moderate study-related pre-enrollment achievement may be compensated by

unprivileged status, disability, or prestigious place in sports/arts/academic competition.

However, such practice is debated owing to the questionable criterion validity of such

accommodations [203]. The three main factors of the UES are calculated as follows:

1. Study points (SP)

The study points are the sum of the two following scores:

• Twice the sum of the grades obtained in the last two terms from the four

mandatory subjects and a chosen natural science subject. At most 2 ·2 ·5 ·5 =

100 points.

• The average score of the subjects of the matura examination. At most 100

points.

Hence, at most 200 study points can be gained.

2. Matura points (MP)

• Sum of the scores of two matura examination subjects specified by the bach-

elor’s program. At most 200 points.

3. Extra points (EP)

• Advanced level matura examination (50 points per subject, only if the subject

is relevant, i.e. required by the undergraduate program)

• Certificate of foreign language (an upper-intermediate level (B2) certificate is

worth 28 points, and an advanced level (C1) certificate is worth 40 points)

• Equal opportunities: (disadvantaged background, disability, being on child-

care) 40 points

• Higher-level vocational training: depending on the results, it may be worth

32, 20, or 10 points

• A prestigious place in sports, art, or academic competitions may be worth

10–100 points.

At most 100 extra points can be gained.

An important feature of the Hungarian admission system is that weak general knowl-

edge (measured by SP) can be compensated by strong program-specific knowledge (mea-

sured by MP) because the UES is calculated as follows:
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UES = max
(
GKS, SKS

)
, where GKS = SP+MP+EP is the general knowledge score

(GKS) and SKS = 2×MP+EP is the specialist knowledge score (SKS). Applicants whose

GKS is greater than their SKS are called generalists, while those who have a greater SKS

are called specialists.

This branching admission model (in the Swedish context a similar model is called

disjunctive by [38]) enables students to concentrate only on two matura examinations

required by the desired undergraduate program and disregard the other subjects.

2.2 Data description

Our educational data science studies are all based on the dataset of the Budapest Univer-

sity of Technology and Economics (BME), a large public university in Hungary. However,

throughout the years the dataset has been changing and expanding, mostly due to the

increased amount of data that was available. Hence, the analyses in these studies are

carried out on a very similar but not exactly the same dataset.

We were provided anonymous data from the official educational register of undergrad-

uate students who enrolled between 2010 and 2017. However, while the main components

of the UES are available for the whole investigated period, some pre-enrollment achieve-

ment measures (such as matura exam results and high school grades) are only available

from 2013. Thus, the predictive validity studies, which only use the components of the

UES, are based on data of 21,547 [MN5] and 24,675 [MN4] students, while in our most

recent work where we involved multiple features, the machine learning models were built

only on 8,508 records, due to a large amount of missing data [MN6]. Note that in our

studies, we only considered first-time entering students, i.e. we excluded those rows of

the dataset that correspond to re-enrolling students. We also excluded those students

whose reason for dropout is changing majors.

The dataset has three types of variables: university-related, high school-related, and

personal data. University-related variables include the type of tuition funding, the field of

study, and the final academic performance: graduation status (graduate or dropout) and

degree grade point average (DGPA). Moreover, in a side study [MN14], we also studied

first-semester variables, such as math assessment test scores and GPA. High school-related

variables show the performance and achievements in high school studies, such as the

grades and the scores of the matura examinations. One of the most important high school

performance metrics is the high school grade point average (HSGPA), which is the mean

grade received in the following subjects: history, mathematics, Hungarian language and

literature, a foreign language, and a science subject of the student’s choice. The matura

consists of four core subjects and at least one elected subject. The core subjects are

history, Hungarian language and literature, a foreign language, and mathematics. The

dataset contains a variable called Lang. cert., which measures the quantity and level

59



of the foreign language certificates that the student has. In addition to pre-enrollment

achievement measures, the dataset also contains some personal data, such as gender (male

or female) and the high school’s location (capital city, urban county, or town). Moreover,

We also generated a feature called Years between, which measures how many years elapsed

between high school graduation and enrollment in the university.

The undergraduate programs are divided into three different fields of study: engineer-

ing & technology (84%), economics & social sciences (13%), and natural sciences (3%).

Table 2.1 shows the most important statistics of the most recent dataset [MN4]. We can

observe that in STEM programs, female students have lower UES on average than males;

on the other hand, females are more successful at the university since the dropout rate

is higher for males.

Table 2.1: The number of students, % of graduates, the mean UES, and the mean DGPA
for the three fields of studies broken down by gender. The standard deviations are shown
in brackets.

Field of study Gender No. of students % of graduates Mean UES Mean DGPA
Econ. & Soc. Sci. Female 1,716 76.40% 411 (40) 3.94 (0.58)

Male 1,548 57.17% 405 (41) 3.71 (0.63)
Total 3,264 67.28% 408 (41) 3.85 (0.61)

Eng. & Tech. Female 4,281 74.12% 415 (39) 4.06 (0.49)
Male 16,407 61.27% 420 (37) 3.98 (0.52)
Total 20,688 63.93% 419 (38) 4.00 (0.52)

Natural Sciences Female 209 61.24% 433 (32) 4.04 (0.68)
Male 514 55.25% 437 (37) 4.19 (0.55)
Total 723 56.98% 436 (36) 4.14 (0.60)

Total 24,675 64.17% 418 (38) 3.98 (0.54)

2.3 Predictive validity of the university entrance score

An important problem in higher education is finding the most suitable admission pro-

cedure that can distinguish between students with high academic potential and future

dropouts. Although the admission procedure varies across countries, at many univer-

sities, the selection of applicants is based on nationally standardized tests (e.g. SAT

and ACT) and other pre-enrollment achievement measures (e.g. high school grade point

average). An advantage of such admission procedures is that neither interviews nor re-

view of detailed documents of the candidates is needed, which are time-consuming and

associated with considerable cost. Furthermore, interviews with the applicants may lead

to subjective decision-making, while a university entrance score (UES) that is based on

a standardized test and prior achievements simplifies and clarifies the admission process

and results in more objective scores for the students.

However, such admission procedures depend on the chosen pre-enrollment achieve-

ment measures and the composition of the assessment tests. The goal is to construct
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an admission procedure that efficiently selects the students who will succeed in their

university studies. A well-constructed UES has strong predictive validity on college suc-

cess, mostly measured by various academic performance outcomes. On the other hand,

a misconstructed admissions policy is associated with considerable social and economic

costs [100], since universities may deny the admission of students who could graduate

and offer admission to those who could not. Thus, the study of the predictive validity of

various achievement measures has been the focus of research for decades [31], [51], [192].

The present section investigates the predictive validity of pre-enrollment achievement

measures in the Hungarian context.

Provided that university admission is based on test scores and pre-enrollment achieve-

ment measures, it is important to investigate whether these performance indicators are

valid predictors of future college success. However, it is not obvious how to measure

college success. In related works [38], [51], [121], [184], [199], the outcome variable fre-

quently relates to the first-year academic performance, e.g. first-year grade point average

(FGPA). However, as was pointed out by Zwick and Sklar [206], first-year measures

provide limited information regarding students’ final academic success, while ultimate

academic success is more crucial from a higher education management point of view.

Therefore, several papers have focused on predicting long-term academic achievements

such as cumulative GPA [14], [115], [166], progress towards the degree [147], and degree

completion [8], [206]. On the other hand, student success is not necessarily measured

in academic achievement; some articles investigate other domains of success including

critical thinking skills and social-emotional well-being [199]. In this work, we focus on

final academic achievement-related outcome variables.

A great deal of research has been conducted on the comparison of the predictive valid-

ity of admission tests and high school performance measures. An argument against using

high school GPA (HSGPA) as a selection instrument is the large variance in high schools’

grading standards and subjectivity, while standardized test scores are more comparable

[8], [38], [48]. Despite these limitations, several studies claim that the high school GPA

is a stronger predictor of undergraduate academic performance than any other selection

instrument [198]. Most of the research, which has been done in the USA, suggests that

achievement-based standardized tests (e.g. SAT II and ACT) are generally valid pre-

dictors of university success, but high school GPA slightly outperforms these measures

[115], [190]. Camara and Echternacht [31] suggested that the combination of SAT scores

and high school grades is the best predictor of freshman GPA. Cliffordson [38] analyzed

the data of 164,106 students collected from 49 higher education institutions in Sweden

and found that grades from the previous educational level are the most valid selection

criteria for further education. Vulperhorst et al. [185] compared the predictive validity

of high school grades received for core subjects and HSGPA on the data of two Dutch

universities with mixed findings, yielding no definitive conclusions.
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Assessing the incremental predictive validity of standardized test scores and high

school GPA over each other is also well-studied. For example, Zahner et al. [198] found

that HSGPA is the best single predictor of college GPA, yet university entrance examina-

tion scores (such as SAT or ACT) and performance-based assessments of critical thinking

and writing skills provide incremental validity, implying that the latter measures differ-

ent skills than other assessment tests. Westrick et al. [190] posited that both HSGPA

and admission test scores separately are valid predictors of college performance; however,

combining them yields a more accurate prediction of future academic performance, which

is in alignment with the findings of Camara and Echternacht [31]. Mattern et al. [116]

showed that both SAT scores and HSGPA provide incremental validity on college success.

The incremental validity of other assessment tests was analyzed as well; for instance, cur-

riculum sampling tests, which mimic representative parts of an undergraduate program,

have incremental validity over HSGPA [131], and the Israeli Psychometric Entrance Test

and the Bagrut matriculation examination have incremental validity over each other [133].

All the previous studies showed that combining these achievement measures provides a

more accurate predictor of college success. Furthermore, Shaw et al. [166] showed that,

while the incremental validity of SAT over HSGPA was larger for female students, the

incremental validity of high school GPA over SAT was larger for male students.

Several other related questions have been studied extensively throughout the years.

For example, there is a long-standing debate about whether aptitude or achievement

tests are better predictors, or whether college entrance test only measures socioeconomic

status. Similarly, a large body of literature studies whether certain demographic groups

are disadvantaged in the selection process. Moreover, several studies showed that UES

only explains around 25-30% of the total variance of university GPA [51], [58], hence

researchers have long engaged in identifying what additional factors affect academic per-

formance [14], [146], [156], [200], [205]. For a detailed literature review on these topics,

see our paper published in Assessment & Evaluation in Higher Education [MN5].

To sum up, predictive validity studies seem to agree that measures of standardized

achievement and high school performance indicators are the most valid factors to assess

college readiness. On the other hand, the appropriate mix of selection criteria for higher

education performance is still ambiguous. The present section aims to contribute to this

discussion by examining the predictive validity of the Hungarian UES and its possible

modifications.

2.3.1 The purpose of this section

The main objective of this section is to investigate the predictive validity of the Hungarian

UES. The study is built on the data of 21,547 undergraduate students from Budapest

University of Technology and Economics (BME), enrolled between 2010 and 2016, who
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finished their studies either by degree completion or dropping out. The key contributions

of the present study can be summarized as follows:

1. For quantifying the strength of predictive validity of admissions criteria, we suggest

a sophisticated statistical classification-based methodology, the receiver operating

characteristic (ROC) curve analysis. We place particular emphasis on drawing

statistically grounded conclusions and making corrections for range restriction (e.g.,

doubly robust bias-corrected AUC, Thorndike’s correlation).

2. We suggest a censored linear model, called Tobit regression, which can handle the

problem that DGPA is not observable for non-graduates.

3. We show that the nationally standardized Hungarian UES as a composite measure

is effective for predicting long-term academic success.

4. We propose an alternative university entrance score using the components of the

one in effect (e.g., grades in high school, exit examination scores) that not only

has higher predictive validity with lower cross-discipline variation but is also more

robust against over- and underprediction bias in various student subgroups (e.g.,

grouped by gender, and location of high school).

5. We find that general knowledge is a better predictor of final academic performance

than program-specific knowledge. Moreover, the branching nature of the admission

model (maximum of two types of scores) decreases its potential predictive validity.

6. The results suggest that the predictive validity of high school grades is larger than

that of standardized high-school exit examination scores, but they both have incre-

mental predictive validity over each other.

7. We find that performance in humanities has incremental validity over mathematics

and sciences even for STEM students.

8. We show that the final academic performance of female students is underpredicted

compared to male students.

2.3.2 Methods

The predictive validity of the admission scores on the graduation status as a dichoto-

mous outcome variable is measured using the point-biserial correlation together with its

range-restriction-corrected version (Thorndike’s case 2) and the AUC (area under the

receiver operating characteristic (ROC) curve) score together with its bias-corrected (or

doubly robust) version. Measuring the predictive validity on a continuous but censored
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outcome variable, the degree grade point average, we use the Pearson correlation coeffi-

cient together with its correction for direct range restriction (Thorndike’s case 2) and the

coefficients estimated by a censored regression model, the Tobit model (see Table 2.2).

Table 2.2: An overview of the used methods
Measure of academic success

Graduation status Degree grade point average
Uncorrected
metrics

AUC,
point-biserial correlation

Pearson correlation

Range-restriction
corrected metrics

Doubly robust AUC,
Thorndike’s point-biserial
correlation

Thorndike’s correlation,
Tobit regression

2.3.3 Range restriction

A common limitation of predictive validity studies in educational research is that the

population of interest is usually the applicants to higher education institutions, but the

performance indicators of university studies are only available for a restricted pool of stu-

dents who have been selected during the admission procedure. This phenomenon makes

the assessment of the selection procedure problematic because, while selection occurs in

the entire pool of applicants, validation of the selection criteria can only take place in

those who have enrolled in higher education. Predictor scores of admitted students are

necessarily higher and less varied than scores in the entire population since students have

been selected partly based on the variable in question: this phenomenon is referred to

as range restriction. The restricted variance of the predictor inevitably results in a lower

predictor-outcome correlation than it would be on the entire applicant population [64],

[159]. However, from a selector’s point of view, the validity of a selection measure is

indicated by how well it distinguishes between candidates with low and high potential

and not by how it differentiates between already admitted students [118].

As is pointed out by Zimmermann et al. [202], many studies report uncorrected

predictor-outcome correlations as validity coefficients; however, in those cases, the va-

lidity of the selection measure is underestimated owing to the range restriction. There-

fore, it is essential to make corrections for range restriction. Various methods have been

proposed for direct and indirect range restriction scenarios for both continuous and di-

chotomous criterion variables. In a direct range restriction scenario, the selection is based

directly on the predictor variable X, while in an indirect scenario, the selection is based

on another variable Z, the selector, that is usually correlated with the predictor X, or

with the outcome Y , or both [140]. The traditional approach to making corrections for

range restriction is to apply the correction formulas presented by Thorndike [191], [202];

however, missing data imputation techniques are also quite widespread [138], [139], [191],
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[202].

For correcting range restriction we use Thorndike’s case 2 correction formula for corre-

lation. Although AUC was found to be a robust effect size metric if the range restriction

is not so severe [177], we also apply a restriction-corrected version. In educational pre-

dictive validity studies typically no range restriction correction formula is used for AUC

[177], [184]; however, in medical research adjusting ROC curves is quite common3 [9],

[54]. In this work, we will use the doubly robust estimator introduced by Rotnitzky et

al. [157].

Note that we also have access to some information about all the applicants of the

BME, such as their UES and its components (study, matura, and extra points), which

we used to calculate the range-restriction-corrected correlation and AUC.

2.3.4 Correlation analysis

As the most common effect size metric for measuring predictive validity, we investigate

the correlations of the pre-enrollment achievement measures with the final university

performances, using the r sample Pearson correlation coefficient (see Definition 11) and

its range-restriction-corrected version (see Definition 13).

In this chapter, the correlation analysis is carried out in two ways: firstly, the y variable

is chosen as the degree grade point average (DGPA) of the graduates, and secondly, the y

is set to be the indicator of the graduation status (0 for dropouts, 1 for graduates). The

latter one is also known as point-biserial correlation, denoted by rPB (see Definition 12).

The x predictor variable is set to be a composite score of the pre-enrollment achievement

measures.

2.3.5 Regression models

The outcome variable in our linear regression analysis (see Definition 18) is the DGPA.

Since DGPA is only available for graduates, this analysis is restricted to those students

who graduate, thus it does not tell us anything about how well the admission criteria can

distinguish between graduates and dropouts.

To accommodate the problem, we suggest using the Tobit model, which is a censored

regression model that assumes that the outcome variable cannot always be observed,

while the independent variable is observable [178]. The advantage of the Tobit model is

that we can take into consideration dropout students whose DGPA is unknown, but we

have data on their pre-enrollment achievement measures. Thus, it is reasonable to define

the outcome variable as follows:

3In medical research, range restriction is referred to as verification bias.
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y =

DGPA if Status = Graduate

2 if Status = Dropout

The Tobit model supposes that there is a latent (unobservable) variable y∗, which deter-

mines the target variable as follows:

y =

y∗ if y∗ > 2

2 if y∗ ≤ 2

2.3.6 ROC curve analysis

To calculate the predictive power of a given X pre-enrollment achievement variable on

graduation status, a prediction is made based on X. For the prediction, we set a t

threshold and if X > t, we predict that the student is going to graduate, and if X ≤ t,

then the student will drop out. The prediction performance is usually summarized in a

two-by-two contingency table, which is also known as a confusion matrix (see Table 1).

In our case, the positive class is graduation and the negative class is dropping out.

For a given variable X and a certain threshold value t, the true positive rate (TPR)

and false positive rate (FPR), introduced in Definition 7, can be calculated as follows:

TPR(t) =

∑n
i=1 1Xi≥t Gi∑n

i=1Gi

FPR(t) =

∑n
i=1 1Xi≥t(1−Gi)∑n

i=1(1−Gi)
,

where n is the sample size, Gi is 1 if the ith student graduated and 0 if dropped out,

and 1 denotes the indicator function, which is 1 if the expression in its argument holds

and 0 otherwise.

Then the distinguishing ability of X is measured in its AUC score (see Definition 9),

which is a widely used indicator of predictive validity with a probabilistic meaning: in

our case, it shows the probability that a randomly chosen graduate has a higher criterion

score (X) than a randomly chosen dropout. Formally, if X1 is the score for a positive

instance (graduate student) and X0 is the score for a negative instance (dropout), then

the AUC gives the probability of P(X1 > X0).

Bias corrected AUC for range restriction

There are several approaches to correct AUC estimates for range restriction [9]. In this

study, we apply the doubly robust (DR) estimator which is recommended to use in

practice. The DR estimation of TPR and FPR for a given t threshold is defined as

follows:

TPRDR(t) =

∑n
i=1 1Xi≥t [AiGi/π̂i − (Ai − π̂i) p̂i/π̂i]∑n

i=1 [AiGi/π̂i − (Ai − π̂i) p̂i/π̂i]
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FPRDR(t) =

∑n
i=1 1Xi≥t [Ai (1−Gi) /π̂i − (Ai − π̂i) (1− p̂i) /π̂i]∑n

i=1 [Ai (1−Gi) /π̂i − (Ai − π̂i) (1− p̂i) /π̂i]
,

where Ai denotes whether the ith student has been admitted to the university, i.e., its

value is 1 in case of selection and 0 otherwise. Moreover, p̂i is the estimated probability of

graduation of the ith student given the student’s performance Xi, i.e., p̂i is the estimate

of pi = P (Gi = 1|Xi). Furthermore, π̂i is the estimated probability of admission of the

ith student given the characteristics of the student, i.e., π̂i is the estimate of πi = P (Ai =

1|Xi). Both p̂i and π̂i are obtained using logistic regression. Note that this estimation is

referred to as doubly robust because it is consistent (see Definition 15) if either pi or πi is

estimated consistently. The area under the ROC curve of TPRDR and FPRDR is denoted

by AUCDR and referred to as doubly robust or bias-corrected AUC.

Comparing AUC scores

To investigate the statistical significance of the difference in AUC scores corresponding to

different pre-enrollment performance metrics on the same sample of students, we follow

the approach of Vivo and Franco [184], who investigated and compared the predictive

validity of university entrance factors on success in first-year mathematics courses.

The AUC1 and AUC2 scores corresponding to different variables can be compared by

the following hypothesis test [72]:

H0 : AUC1 − AUC2 = 0

H1 : AUC1 − AUC2 ̸= 0

that relies on the test statistic z, that is standard normally distributed under the null

hypothesis H0:

z =
AUC1 − AUC2√

SE2
1 + SE2

2 − 2r · SE1 · SE2

H0∼ N (0, 1)

where r is the correlation coefficient between AUC1 and AUC2, which is induced by the

paired nature of the data and is calculated by the corresponding table of Hanley and

McNeil [72]. Moreover, SEi is the standard error of AUCi for i=1,2, which is defined as

follows [73]:

SEi =

√√√√AUCi(1− AUCi) + ng

(
AUCi

2−AUCi
− AUC2

i

)
+ (nd − 1)

(
2AUC2

i

1+AUCi
− AUC2

i

)
ngnd

,

where ng and nd are the numbers of graduates and dropouts, respectively, i.e., using the

previous notations: ng =
∑n

i=1Gi and nd =
∑n

i=1(1−Gi).
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Underprediction and overprediction analysis

The goal of underprediction and overprediction analysis is to investigate whether certain

groups are disadvantaged using the selection criteria, i.e. whether there are any groups

whose final academic performance is better (or worse) than their predicted performance

based on the pre-enrollment achievement measures.

The underprediction and overprediction analyses are carried out by applying linear

regression to predict DGPA [31], [146], [166], [205]. We propose an alternative method,

where the outcome variable is the binary final academic status (graduate or dropout),

and for the predictions, we use logistic regression. First, we select a predictor variable

(e.g. university entrance score) and estimate the probability of graduation using logistic

regression. Then, we choose a certain group (e.g. women) and compare their expected

probability of graduation (i.e. the mean predicted probability) to the real graduation

rate within this group (i.e. the proportion of graduates in the group).

2.3.7 Results

First, to give some insight into our data, we present the histogram of the UES in Figure

2.1, which is colored by the final academic status.

The figure suggests that in the case of STEM programs, the UES has relatively high

predictive validity. The right side of Figure 2.1 shows that the UES of economics and

social sciences students has much poorer predictive power. For nearly all values of UES,

the ratio of graduated students is between 60% and 75%, i.e. in this case, the proba-

bility of graduation is little affected by UES. In contrast with the STEM programs, the

applicants must earn a very high UES to gain a state-funded place, which is why the

distribution of the entrance score is bimodal in this field of study.

The UES is not only a great predictor of the binary final graduation status but it also

correlates significantly with the DGPA, especially for STEM students. The correlation

(r) and the corrected correlation for range restriction (R) between DGPA and UES are

strongest in natural science majors (r = 0.56, R = 0.71) and engineering majors (r = 0.45,

R = 0.57), while it is relatively lower in economics and social sciences (r=0.34, R=0.38).

Predictive and incremental predictive validity

Figure 2.2 shows the ROC curves of the UES and its three main components for the three

fields of study. The three main components are the study points (SP), matura points

(MP), and extra points (EP), which were introduced in Section 2.2. The figure shows

that study points have the largest predictive power among the three main components; in

the case of economics and social sciences, SP even outperforms the UES. The figure also

suggests that matura points and extra points have little incremental predictive validity
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Figure 2.1: Histogram of the UES of 18,669 and 2,806 students, enrolled in STEM (left)
and economics & social sciences (right) programs, respectively. The histograms are col-
ored by the final status: blue for dropouts and orange for graduates. The percentages
show the ratio of graduates and dropouts, whose UESs are in the same bin. The his-
togram on the right is also colored by the source of tuition funding which explains the
bimodality of the distribution.

over study points since the UES, i.e. the combination of SP, MP, and EP only slightly

increases the AUC of the study points in STEM programs and decreases the validity in

economics and social sciences.
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Figure 2.2: The ROC curves and the corresponding AUC scores of the university entrance
score and its main components for the three fields of study.

Table 2.3 shows the results of four Tobit models, where independent variables are

chosen from the components of the UES. The table suggests that all the components

have incremental predictive validity over each other since in the fourth model all the

coefficients are significant and the pseudo-R2 is the largest in this case. By comparing

the coefficients of SP and MP in the third model, and comparing the pseudo-R2 scores

of the first three models, we can conclude that study points better reflect later university

performance, moreover, it has larger incremental predictive validity over matura points

than the other way around.
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Table 2.3: The coefficients of the components of the university entrance score in four
Tobit models where the target variable is the censored DGPA.

Variables (1) (2) (3) (4)
Study points 0.037∗∗∗ 0.032∗∗∗ 0.026∗∗∗

(0.001) (0.001) (0.001)
Matura points 0.021∗∗∗ 0.008∗∗∗ 0.012∗∗∗

(0.001) (0.001) (0.001)
Extra points 0.009∗∗∗

(0.0004)
Constant −3.349∗∗∗ −0.503∗∗∗ −3.899∗∗∗ −4.144∗∗∗

(0.121) (0.099) (0.128) (0.126)
Observations 20,360 20,360 20,360 20,360
McFadden’s pseudo-R2 0.045 0.021 0.048 0.056

Note: ∗p < 0.1; ∗∗p < 0.05; ∗∗∗p < 0.01

Figure 2.3 shows the ROC curves and AUC scores of the specialist and general knowl-

edge scores. It is apparent that the general knowledge score (GKS) has higher predictive

validity than the specialist knowledge score (SKS) for all fields of study. It means that if

the university entrance score was defined as the GKS, it would better reflect the final uni-

versity performance. Moreover, it would urge specialist students to achieve higher scores

in non-program-specific subjects, which would possibly decrease the dropout rate, since

specialist students are more likely to drop out than generalist students. The graduation

rate is 57.4% among specialist students, while 68.0% among generalist students.

We have also investigated the predictive validity of the university entrance score across

different student groups. As Figure 2.2 shows, the UES has the largest predictive power

in natural sciences and the lowest in economics & social sciences. Figure 2.4 suggests

that the predictive validity is higher for males, except for the econ. & soc. sci. discipline,

however, the difference is not statistically significant (p-value=0.863).

Alternative university entrance scores

In this section, we study how one can construct an alternative composite university

entrance score with higher predictive validity relying on the existing instruments.

The previously investigated GKS and SKS can also be considered alternative scores;

they are both linear combinations of the three main components: SP, MP, and EP. We

have seen that GKS has a higher AUC than UES. The question naturally comes up: can

we find a linear combination of these three components such that the resulting score has

an even higher predictive validity?

Formally, we can introduce the following notion:

Score(α, β, γ) = α · SP + β ·MP+ γ · EP.
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Figure 2.3: The ROC curves and AUC of
the specialist and general knowledge scores.
The corresponding AUC scores are listed in
the legend. The figure is based on data from
20,887 students. The AUC of specialist and
general knowledge scores differ significantly
for all fields of study.
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Figure 2.4: The ROC curves and AUC of
the university entrance score broken down
by gender. The corresponding AUC scores
are listed in the legend. The figure is based
on data from 16,153 male and 5,393 female
students. In Econ. & Soc. Sci. the AUC
scores do not differ significantly.

Using this notation the GKS can be written as Score(1, 1, 1), moreover, the SKS is

Score(0, 2, 1). As a next step, we examine how to tune the α, β, and γ parameters

to achieve the highest predictive power.

To be able to compare the value of Score(α, β, γ) to the UES, it should range between

0 and 500. Since 0 ≤ SP,MP ≤ 200, and 0 ≤ EP ≤ 100, we have that α · 200 + β · 200 +
γ · 100 = 500, from which γ can be expressed by α and β as follows γ = 5 − 2(α + β).

Moreover, to avoid negative scores, we have α, β, γ ≥ 0, i.e., γ = 5− 2(α+ β) ≥ 0, thus,

we have that α + β ≤ 2.5. Hence, the system has two free parameters, it is enough to

optimize α and β. To sum up, we tune the parameters of the following score:

Score(α, β) = α · SP + β ·MP+ (5− 2 (α + β)) · EP,

where 0 ≤ α, β ≤ 2.5 and α + β ≤ 2.5.

Figure 2.5 suggests that an optimal alternative university entrance score should con-

sider the EP with a smaller weight since the dark orange shades (the highest AUC scores

and correlations) are close to the diagonal line in all three fields of study. By comparing

the average color of the three triangles, it is apparent that the predictive validity depends

on the field of study: it is the highest for the natural sciences and lowest in economics

& social sciences, which is also in alignment with Figure 2.1, 2.2, 2.3, and 2.4. In the
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Figure 2.5: The predictive validity of the Score(α, β) variable, where the x-axis is the
value of α, the y-axis is the value of β. On the top figure, the pixels are colored by the
AUC score, the bottom figure is colored by the range restriction corrected correlation
(Thorndike’s case 2).

case of the economics & social sciences, study points have the highest predictive validity

among the three main components of the UES, which explains why there is an orange

spot in the bottom right corner of the triangle.

Table 2.4: The AUC-optimal parameters of Score(α, β) for the three disciplines.
Optimal score AUC AUCDR

Eng. & Tech. 1.45 · SP + 0.75 ·MP+ 0.6 · EP 0.705 0.722
Econ. & Soc. Sci. 2.25 · SP + 0.00 ·MP+ 0.5 · EP 0.631 0.639
Natural Sciences 1.35 · SP + 0.90 ·MP+ 0.5 · EP 0.759 0.771
All disciplines combined 1.55 · SP + 0.65 ·MP+ 0.6 · EP 0.687 0.692

The AUC-optimal parameters of Score(α, β) separately for each of the three disciplines

together with their corresponding AUC and bias-corrected AUC scores are shown in Table

2.4. The results suggest that SP is the most important component of the UES by far,

therefore, we argue that its weight should be larger.

However, since the definition of the Hungarian UES is nationally standardized, its

calculation cannot depend on the field of study, we also calculate the optimal parameters

for the whole student population. In this case, the AUC-optimized university entrance
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score is 1.55 · SP + 0.65 · MP + 0.6 · EP with an AUC of 0.687 (AUCDR=0.692). The

AUC of the current university entrance score is 0.671 (AUCDR=0.683). The difference is

statistically significant at all significance levels.

Table 2.5: Summary of the Tobit regression, where the explanatory variables are the
three main components of the UES and the dependent variable is the censored DGPA.

Dependent variable:

DGPA

Eng. & Tech. Econ. & Soc. Sci. Nat. Sci.

Study points 0.028∗∗∗ 0.029∗∗∗ 0.039∗∗∗

(0.001) (0.002) (0.006)

Matura points 0.014∗∗∗ −0.011∗∗∗ 0.025∗∗∗

(0.001) (0.002) (0.005)

Extra points 0.010∗∗∗ 0.001 0.015∗∗∗

(0.0004) (0.001) (0.003)

logSigma 0.294∗∗∗ 0.221∗∗∗ 0.400∗∗∗

(0.007) (0.017) (0.040)

Constant −5.013∗∗∗ 0.008 −9.591∗∗∗

(0.133) (0.259) (0.902)

Observations 19,680 2,994 667
McFadden’s pseudo-R2 0.065 0.039 0.101
Log Likelihood -28,049.590 -4,302.156 -923.281

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

The previous findings are in alignment with the result of the Tobit regression, shown

in Table 2.5, where the explanatory variables are SP, MP, and EP, and the target variable

is the censored DGPA. The ratio of the coefficients is similar to the ratio of α, β, and

γ, especially in the case of the STEM field of study, where the estimated coefficients

of SP, MP, and EP are 0.028, 0.014, and 0.010, respectively, while the corresponding

AUC-optimized parameters are α = 1.45, β = 0.75, and γ = 0.6, thus 0.028/0.014 = 2 ≈
1.933 = 1.45/0.75 and 0.014/0.010 = 1.4 ≈ 1.25 = 0.75/0.6.

Table 2.6 summarizes the effect sizes – measured as the observed and range-restriction-

corrected versions of AUC, Pearson, and point-biserial correlations – for the UES together

with its components and alternative counterparts. The two highest scores in the following

four categories are highlighted: economics & social sciences (red), engineering & technol-

ogy (blue), natural sciences (orange), and the whole population (green). The results are

consistent, meaning that all the effect sizes show a similar ranking of the variables, i.e.,

MP and EP have the lowest, while the optimized UES and the GKS have the highest

predictive validity. Typically, the third-best score is the currently used UES. Since the
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GKS has higher predictive validity than the UES for all fields of study, it is also possi-

ble to increase the predictive validity of the UES without any weight optimization just

by using the GKS as the entrance score instead of using a branching model as we have

discussed previously.

The fact that the point-biserial correlation of MP is negative for economics & social

sciences is congruent with the results of the Tobit regression, shown in Table 2.5, where

the coefficient of MP is negative, moreover, the AUC of MP is slightly below 0.5, which

means that it is slightly more probable that a randomly selected dropout student has

more MP than a randomly selected graduate.

Table 2.6: The predictive validity of the UES, its components, and the alternative opti-
mized university entrance scores. The top three highest scores are highlighted in the four
categories: Econ&SocSci (red), Eng&Tech (blue), NatSci (orange), and all fields (green).
The highest score is also shown in boldface.

Predictive validity
Variables

Field of
study r R rPB RPB AUC AUCDR

Study point Eng&Tech 0.433 0.514 0.300 0.365 0.683 0.695
Econ&SocSci 0.399 0.414 0.213 0.222 0.627 0.636
NatSci 0.467 0.569 0.402 0.499 0.734 0.741
All fields 0.438 0.506 0.279 0.330 0.670 0.680

Matura points Eng&Tech 0.355 0.424 0.211 0.257 0.628 0.653
Econ&SocSci 0.214 0.233 -0.013 -0.014 0.491 0.519
NatSci 0.449 0.556 0.321 0.411 0.693 0.684
All fields 0.345 0.402 0.185 0.219 0.612 0.635

Extra points Eng&Tech 0.227 0.244 0.158 0.170 0.593 0.604
Econ&SocSci 0.214 0.233 0.107 0.110 0.566 0.567
NatSci 0.449 0.556 0.168 0.207 0.586 0.530
All fields 0.234 0.274 0.153 0.181 0.588 0.591

GKS Eng&Tech 0.472 0.580 0.322 0.411 0.698 0.719
Econ&SocSci 0.364 0.403 0.155 0.174 0.596 0.612
NatSci 0.558 0.713 0.420 0.574 0.748 0.762
All fields 0.466 0.561 0.293 0.367 0.681 0.690

SKS Eng&Tech 0.434 0.536 0.282 0.361 0.675 0.688
Econ&SocSci 0.300 0.343 0.064 0.074 0.541 0.567
NatSci 0.536 0.691 0.382 0.529 0.727 0.727
All fields 0.425 0.515 0.253 0.317 0.656 0.668

UES Eng&Tech 0.461 0.573 0.307 0.399 0.690 0.711
Econ&SocSci 0.346 0.393 0.109 0.126 0.572 0.595
NatSci 0.564 0.729 0.406 0.570 0.739 0.753
All fields 0.454 0.555 0.276 0.352 0.671 0.683

UES optimized for Eng&Tech 0.492 0.599 0.335 0.426 0.705 0.722
UES optimized for Econ&SocSci 0.400 0.421 0.219 0.232 0.631 0.639
UES optimized for NatSci 0.560 0.701 0.438 0.578 0.759 0.771
Optimized UES Eng&Tech 0.490 0.596 0.335 0.424 0.704 0.721

Econ&SocSci 0.394 0.422 0.183 0.198 0.612 0.624
NatSci 0.554 0.696 0.434 0.574 0.756 0.769
All fields 0.485 0.575 0.306 0.377 0.687 0.692
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Under- and overprediction

Here, we investigate whether the UES significantly under or overpredicts the final aca-

demic performance of specific groups of students (e.g., females and males). Moreover,

we examine whether the proposed alternative UES (optimized on the whole student co-

hort), described in Table 2.4 is less biased than the UES. The results of our analysis are

summarized in Table 2.7.

For different student cohorts and disciplines, Table 2.7 shows the actual graduation

rate (probability of graduation). To compare the bias of the UES and the optimized

UES, the difference between the mean predicted probability of graduation and the actual

probability of graduation is shown. Overprediction is indicated by a positive number,

while negative numbers refer to underprediction. In Table 2.7, we underlined those cases,

when the optimized UES is better, i.e., more accurate than the current UES. Moreover,

boldface numbers indicate that the difference between the prediction of the UES and the

optimized UES is statistically significant (p < 0.05).

Table 2.7: The actual probability of graduation with the under/over-prediction of the
graduation rate of the UES and the optimized UES. The underline denotes that the
prediction of graduation probability based on the optimized UES is more accurate than
the actual UES. Boldface text indicates that the difference between the predicted prob-
abilities is statistically significant (p < 0.05). The asterisks show whether the under- or
overprediction can be considered statistically significant: *: p < 0.1, **: p < 0.05, ***:
p < 0.001.
Discipline Eng. & Tech Econ & Soc. Sci. Natural Sciences

Prob. of
grad.

Under/over pred. Prob. of
grad.

Under/over pred. Prob. of
grad.

Under/over pred.
UES Opt. UES UES Opt. UES UES Opt. UES

Capital city 0.629 0.015** 0.003 0.676 0.010 0.000 0.569 0.022 0.011
Urban county 0.665 -0.004 -0.001 0.731 -0.019 -0.007 0.635 -0.022 -0.018
Town 0.653 -0.012* -0.004 0.696 0.005 0.014 0.570 0.015 0.027

State-funded 0.656 -0.006** -0.006** 0.817 -0.057*** -0.023 0.594 0.002 0.002
Fee-paying 0.314 0.314*** 0.322*** 0.665 0.014 0.006 0.577 -0.041 -0.031

Non-competitor 0.664 -0.003 -0.001 0.735 0.000 0.003 0.657 -0.011 -0.008
Competitor 0.674 0.041*** 0.008 0.667 0.079 0.076 0.738 0.088 0.068

Female 0.743 -0.109*** -0.079*** 0.776 -0.077*** -0.066*** 0.626 -0.05 -0.013
Male 0.624 0.029*** 0.021*** 0.599 0.093*** 0.079*** 0.580 0.021 0.005

Generalist 0.670 -0.022*** 0.003 0.779 -0.078*** -0.058*** 0.609 -0.011 0.021
Specialist 0.603 0.049*** -0.008 0.585 0.103*** 0.077*** 0.559 0.026 -0.047

Female
Generalist 0.751 -0.113*** -0.076*** 0.817 -0.115*** -0.092*** 0.634 -0.052 -0.005
Specialist 0.688 -0.079*** -0.101*** 0.685 0.006 -0.007 0.577 -0.041 -0.065

Male
Generalist 0.640 0.012** 0.033*** 0.706 -0.007 0.008 0.595 0.012 0.035
Specialist 0.594 0.063*** 0.001 0.520 0.166*** 0.131*** 0.556 0.036 -0.044

Table 2.7 shows that students who graduated from a countryside high school are typ-

ically more likely to graduate than students from the capital city; the performance of

students from cities is slightly underpredicted and that of the students from Budapest

is overpredicted. Similarly, the performance of state-funded students is slightly under-

predicted, while that of the fee-paying students is significantly overpredicted, except for

the students of the natural sciences. It is also apparent that the reward (extra points in
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the UES) for participating in academic and professional competitions is overvalued since

based on the UES, the performance of “competitor” students is overpredicted.

For all three disciplines, the academic performance of female students is underpre-

dicted and that of males is overpredicted. Moreover, the performance of generalists is

underpredicted, while that of the specialists is overpredicted, meaning that the specialist

knowledge score overestimates the students’ later university performance. While female

students are typically generalists (80%) and 41% of male students are specialists, the

underprediction of females is not an artifact of the underprediction of generalists. The

last four rows of Table 2.7 show that in engineering & technology, the performance of

specialist females is statistically significantly underpredicted and that of the general-

ist males is slightly overpredicted. In the case of the other two disciplines, generalists

are underpredicted and specialists are overpredicted regardless of gender; however, the

largest differences in the actual and predicted performances are for generalist females and

specialist males.

We can conclude that our suggested alternative score not only increases the predictive

validity but also results in significantly smaller under- and overprediction errors in most

cases. The largest improvement can be seen when the group variable is the type of

location (capital city, town), and in the case of generalists, specialists, and competitor

students. While our alternative UES produces significantly less biased predictions, it still

statistically significantly underpredicts the females’ and overpredicts the males’ academic

performance. However, in contrast to the current UES, the optimized alternative entrance

score accurately predicts the specialist males’ performance.

Note that in [MN4], we also investigated whether is it possible to improve the re-

ward system for taking matura exams at an advanced level so that the additional extra

points better reflect the academic performance. In the current system, advanced-level

examinations are rewarded with additional 50 points, however, we have found that the

multiplicative reward system (i.e., when the reward depends on the score) has higher

predictive validity than the current additive system. For more details see [MN4].

2.3.8 Discussion and conclusion

In this section, we assessed the predictive validity of admission criteria on longer-term

academic performance and did not focus on the prediction of first-year GPA, since it

provides little information about whether the student eventually achieved final academic

success [206]. We examined the ability of the Hungarian UES to predict DGPA and to

distinguish between future graduates and dropouts. We found that the entrance score

as a composite measure is effective for predicting long-term academic success, and for

STEM majors it is a stronger predictor than any of its components alone. The great

predictive validity of composite measures is also congruent with previous research from
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the USA [31], [116], [147], Israel [133], and Portugal [51].

Our results show that both matura scores and HSGPA provide incremental validity on

the prediction of academic success; however, the predictive validity of high school grades

is larger than that of standardized matura examination scores, and in economics and

social sciences the predictive validity of HSGPA is larger than that of the UES. The high

predictive validity of HSGPA is also in accordance with what was found in Sweden [38]

and in Saudi Arabia [8]. In alignment with previous research, our results also indicate

that the predictive validity of pre-enrollment achievement measures varies across different

majors, having greater validity in STEM fields [38], [51], [85], [121], [166]. Surprisingly,

prior performance in humanities has high incremental validity even for STEM majors.

Our results suggest that pre-enrollment achievement measures are stronger predictors

for female compared to male students in social sciences and economics, which is congru-

ent with the findings of Camara and Echternacht [31] and Shaw et al. [166]. However,

we found the opposite in STEM fields, namely, prior achievement has higher predictive

validity for male students.

We also identified which student cohorts are underpredicted and overpredicted by

the UES. The results showed that the performance of female students is underpredicted,

while males are overpredicted, which is also in accordance with the findings of Shaw et

al. [166]. The overprediction of male performance occurs, at least in part, because male

students are more likely to be specialists, and specialist students are overpredicted while

generalists are underpredicted. On the other hand, the gender difference is still apparent

if we adjust for the score calculation method. Students from the capital city are slightly

overpredicted, while those who are from the countryside are slightly underpredicted. A

possible explanation might be that students from Budapest are less likely to live on

campus, however, living on campus was shown to have a positive effect on university

performance [200].

We also demonstrated how the predictive validity of a composite admission score

can be improved without redesigning the admission tests and introducing new measures.

Using the proposed approach one can efficiently improve the predictive validity of a com-

posite score, moreover, one can also assess the improvement on historical data before the

reform is introduced. Our proposed methodology and presented findings are applicable

everywhere, where the university admission system relies on a merit-based composite

entrance score (such as in Israel, Portugal, and the USA). This approach can not only

be used in higher education admissions but also in medical settings when a composite

predicted mortality/severity score is used, such as APACHE, MPM, and SAPS [172].

Our results suggest that, while the nationally standardized Hungarian UES is a valid

predictor of academic performance, a few changes in the admission procedure might be

desirable in terms of predictive validity. Currently, a branching admission model is used,

meaning that low study points can be compensated by high matura points. Namely, the
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entrance score is defined as UES = max(GKS, SKS)

We pointed out that the branching model systematically overpredicts the performance

of specialist students and underpredicts the performance of generalist applicants. More-

over, the general knowledge score is a better predictor of future academic success than

the specialist knowledge score or the currently used branching model of the UES. The

AUC score of the GKS is 0.681 while that of the UES is only 0.671 and the difference

is statistically significant. Using the GKS as the main admission criterion would urge

specialist students to achieve higher scores in non-program-specific subjects, which would

possibly decrease the dropout rate. This hypothesis is supported by specialist students

being more likely to drop out than generalist students since the graduation rate is 57.4%

among specialists and 68.0% among generalists. We argue that the branching admission

model should be phased out and more emphasis should be placed on general knowledge

instead of program-specific knowledge.

The proposed alternative UES not only has a higher predictive validity on university

performance than the currently used nationally standardized score, but it also has a lower

cross-discipline variation and produces less biased predictions. Its over- and underpre-

diction bias is significantly smaller in various student cohorts (e.g. grouped by gender,

location of high school, generalist/specialist). Although the alternative score has a signif-

icantly smaller underprediction bias in gender than the current one, it still significantly

underpredicts the performance of females, while that of male students is significantly

overpredicted. We believe that this phenomenon cannot be eliminated using the existing

instruments of the admission system.

Here we also acknowledge the limitations of this study. First, we investigated a

single-institution sample that is not nationally representative. However, as the data

come from a large public university offering training in a wide variety of STEM fields,

economics, and social sciences, we believe that our findings can be used effectively at the

national level. Another limitation comes from only considering merit-based admission

criteria, while some decision-makers and researchers question whether pre-enrollment

achievement should be the only factor on to base university admission decisions [83].

Student success was measured by final academic status and DGPA, and no other factors

(such as employability, and social-emotional well-being) were considered. Lastly, we

focused solely on predictive validity; however, as Zwick [204] points out it is not the only

determinant of a fair admission procedure.

2.4 Interpretable dropout prediction

In the previous section, we mainly focused on the predictive validity of the pre-enrollment

variables as sole predictors of final academic performance (objective R1). Here, first, we

investigate the effectiveness/performance of using a combination of a set of variables
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rather than a single variable to identify students at risk of dropping out (objective R2.

For this purpose, we train machine learning algorithms for binary classification: dropout

prediction. Finally, in the second half of this chapter, we use the tools of interpretable

machine learning to make our machine learning models transparent and their predictions

interpretable (objective R3).

While the vast majority of dropout prediction studies use machine learning algorithms

to classify future university dropouts and graduates as accurately as possible, the inter-

pretation of the trained models and the explanations of their predictions are usually

neglected. However, besides having a machine learning model with a high classification

performance, a well-functioning decision support system also helps in explaining why a

certain prediction was output and what intervention should be performed to help the in-

dividual. The latter makes it possible to provide personalized guidance, remedial courses,

and tutoring sessions for the students. Moreover, explaining the predictions and inter-

preting the results also help in making the model more transparent and establishing the

trust of decision-makers which are key steps towards deploying these solutions in real

education environments. These goals can be achieved by using the tools of a recently

emerged field of machine learning, called interpretable machine learning (IML) or also

referred to as explainable artificial intelligence (XAI), which involves methods that make

black-box models transparent. For a comprehensive overview of the tools of IML, we

refer to the book of Molnar [124].

According to the taxonomy of Molnar [124], interpretability methods can be classified

as (1) intrinsic/post hoc, (2) model-specific/model-agnostic, and (3) local/global. In-

trinsic methods involve low-complexity white-box models that are interpretable without

using any IML tool, such as linear regression and decision rules. On the other hand, post

hoc methods analyze the model after it has been trained. Model-specific interpretation

means that one has to know the mechanism of the model to be able to interpret its pre-

diction: the interpretation of intrinsically interpretable models is always model-specific.

Model-agnostic tools can be used on any model after they have been trained, i.e., model-

agnostic tools are post hoc. Finally, we say that the interpretation is local if it explains

an individual prediction and global if it describes the behavior of the whole model.

Several papers use intrinsic methods in educational data science, such as Márquez-

Vera et al. [113] proposed a modification of the so-called Interpretable Classification Rule

Mining (ICRM) algorithm to identify students at risk of failing a course as early as pos-

sible. Similarly, Zhang et al. [201] also emphasize the importance of interpretability and

they apply the ICRM algorithm to predict the performance of online learners. Cano and

Leonad [33] focus on underrepresented and underperforming students and they introduce

an interpretable early warning system relying on multi-view genetic programming, which

generates similar rules to the rule mining algorithm. To predict the risk of dropping

out of online learning systems, Coussement et al. [39] use the logit leaf model (LLM),
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which combines a decision tree and logistic regression, and they argue that LLM has a

good balance between predictive performance and interpretability. Moreover, the authors

also propose a multilevel informative visualization for the LLM that not only shows the

dropout probability but also helps understand the local prediction of the model.

There are only a few studies that apply post hoc model-agnostic interpretable machine

learning tools (e.g., LIME and SHAP) in an educational setting. LIME provides inter-

pretable explanations of individual predictions by locally approximating the black-box

model’s predictions with an intrinsically interpretable model such as linear regression

[152] (see Definition 29). SHAP is based on a game-theoretical concept, called Shap-

ley value, and it can be used to explain both individual predictions and the effects of

the features on the model output [109] (see Definition 30). Nagrecha [127] predicted

MOOC dropout and used LIME to make the individual predictions of black-box machine

learning models (Random Forest and Gradient Boosting Trees) interpretable, moreover,

they compared it to intrinsically interpretable models (Logistic regression and Decision

Tree). Recently, Vultureanu-Albişi and Bădică [186] used tree-based ensemble classifiers

to predict students’ performance in courses based on publicly available small datasets,

moreover, similarly to Nagrecha [127], they applied LIME to interpret the local predic-

tions of the model. Sargsyan et al. [161] performed a cluster analysis to find groups of

students with similar characteristics, by first predicting the students’ GPA scores and

then clustering the students using the weights from the local prediction explanations

given by LIME. The authors argue that their proposed approach finds groups of students

that have similar academic attainment indicators.

Most of the related works use LIME to explain local predictions, however, there are

a few recent works that utilize the game theory-based approach: the Shapley Additive

explanation (SHAP) that was introduced by Lundberg and Lee [109]. Mingyu et al. [123]

predicted the weighted grade point average of university students using a CatBoost re-

gressor, moreover, they applied SHAP to globally interpret the model and estimate the

importance of the features. Similarly, Karlos et al. [87] predicted the final grades of

undergraduate students in an online course and used SHAP values to study the global

contribution of the features. Moreover, in a closely related work, Smith et al. [169] did

not only investigate the global importance and general effect of features, but they used

both SHAP and LIME to locally explain the predictions of a model that was designed

to identify students at risk of course failing. While LIME seems to be more frequently

used in related works, Smith et al. [169] and Molnar [124] suggest using SHAP for local

prediction explanations instead of LIME because SHAP is found to be more stable than

LIME. In this work, we mainly focus on SHAP’s explanations of the individual predic-

tions, but to provide a comparison, we also demonstrate how LIME can be used for local

explanations.

While the related works predict students’ grade point average and performance in
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specific courses, in this study, the output variable is the final academic performance of an

undergraduate student, i.e., we aim to distinguish between students expected to graduate

and students at risk of dropping out. The main contributions of the present work are

that we test several machine learning algorithms, including comparing the performance of

tabular deep learning models to that of gradient boosting tree models, and we optimize

the hyperparameters using the Tree-structured Parzen Estimator algorithm. Further-

more, we also study the impact of including first-semester variables on the accuracy of

identifying at-risk students. The main focus and contribution of this work is that we

thoroughly demonstrate how explainable artificial intelligence tools can be used for in-

terpretable dropout prediction, and more importantly to provide personalized feedback

for the students by highlighting which skills are needed to be improved to increase the

chances of graduation. Furthermore, we compare the output and readability of different

XAI tools, and finally, we present a user study where we surveyed students and higher

education decision-makers about the applied tools. We assessed the participants’ data

visualization literacy, moreover asked their opinion about the interpretability, utility, and

design of the charts.

We interpret our black-box machine learning model both globally and locally. First,

we identify the most influential features and study their impact on the model’s output,

moreover, we compare it to the intrinsically interpretable logistic regression. In contrast

to the majority of the aforecited related works, this work also concentrates on the local

explanations of predictions besides the global interpretation of the model. Namely, using

the power of SHAP values and LIME, we study the reasons behind individual predic-

tions and compare these two methods. Moreover, in the last section, we also compare

the output of these two methods in terms of interpretability based on the feedback of

stakeholders. Note that in contrast to related works, we also adjust the predictions of

our machine learning model so that the outputs can be interpreted as the probability of

graduation.

2.4.1 Methodology

One of the hottest topics in machine learning is model interpretability and explainability,

especially if the model is deployed in a high-risk environment where there are implications

associated with the model’s prediction [2], [68], [124]. Interpreting the results of a dropout

prediction highly assists students, policy-makers, and other stakeholders since it sheds

light on factors affecting academic performance and being an at-risk student, moreover,

it also makes it possible to implement a personalized intervention.

While there are many intrinsically explainable models, such as logistic regression and

shallow decision trees, they usually have low performance compared to the complex,

hardly interpretable machine learning models (e.g., gradient-boosted trees and neural
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networks). However, owing to the model-agnostic IML tools, the trade-off between per-

formance and interpretability no longer poses a problem. The post hoc IML tools enable

us to make black-box models interpretable and transparent.

To avoid data leakage – in contrast to the vast majority of related works – we do

not evaluate our machine learning models by using a random train-test split or cross-

validation, but we split the data along the enrollment year. Namely, we train the model

on students who enrolled between 2013 and 2016 (6,398 observations) and evaluate the

model’s performance on the student cohort enrolled in 2017 (2,110 observations). On the

first hand, this procedure makes the model’s utility more informative when it is run in a

real environment because during deployment the model is trained on historical data and

applied to current students. On the second hand, the correlation of the variables within

the same student cohort (year) might be higher than across cohorts, hence if there were

students from the last cohort (the year 2017) in the training set, it would yield a higher

model performance but it would only be an artifact of the within-cohort correlations. For

the same reasons, Yu et al. [197] also suggest using a cohort-based train-test split. The

proportion of graduates in the training and test sets is 65% and 63%, respectively.

We test several machine learning algorithms (their performance is detailed in Table 2.8

and Table 2.9) and to make predictions, we use the best-performing model, the CatBoost

algorithm, which achieves state-of-the-art results on several tabular benchmark datasets

[144], where the most recent deep learning models are under-performing compared to

tree-based models [67], [167]. As a baseline intrinsically interpretable model, we use

logistic regression. For model interpretation, we use modern techniques such as loss-

based (see Definition 27)and permutation feature importance [53] (see Definition 26), two-

dimensional partial dependence plots [65] (see Definition 28), Local Interpretable Model-

agnostic Explanations (LIME) [152] (see Definition 29), and SHAP (SHapley Additive

exPlanations) values [109], that is based on the game-theoretical concept of Shapley value

(for more details see Definition 30).

While PI and PDP help to interpret the underlying black-box machine learning model

globally, SHAP values can be also used to break down how the model works for an

individual prediction. The SHAP value is based on a game-theoretical concept, called

the Shapley value, and it shows the impact (contribution) of features on the prediction.

In particular, the contribution of the features is compared to the average prediction of

the model, which is called the base value. Hence, it explains an individual prediction by

showing how and to what extent the features are moving the model’s prediction from the

base value [109]. Moreover, SHAP values can be aggregated, making it possible to give

global interpretations as well (see Definition 30).

Note that one has to be careful with using the tools of explainable artificial intelligence.

For example, both PI and PDP assume that the features are statistically independent,

hence in the case of correlated features they can lead to misleading interpretations [125].
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Moreover, Slack et al. [168] showed that it is possible to create intentionally misleading

interpretations with LIME and SHAP, which can hide the biases of the model. Finally,

Kumar et al. [96] highlighted the problems of using Shapley-value-based feature impor-

tance measures and they showed that the solution would induce further complexity.

Finally, to optimize the hyperparameters of the ML models, we use a Bayesian opti-

mization algorithm called the Tree-structured Parzen Estimator (TPE) algorithm imple-

mented in Optuna [4]. TPE works by building a probabilistic model of the search space

and using the model to guide the optimization process. The tree-structured Parzen esti-

mator is a type of non-parametric density estimator that uses a tree structure to partition

the search space into regions with different densities [4].

2.4.2 Results

First, after testing the classifiers’ performance, we focus on the global interpretation of

our model by identifying the importance of the features. Using SHAP values, we analyze

how the features generally affect the probability of graduation, moreover, we also study

the interaction of the features using 2D partial dependence plots. Then in the subsequent

subsection, we demonstrate how individual feedback can be provided using SHAP and

LIME techniques. Finally, we address the problem of the interpretation of the model

output, i.e., whether it indeed has a probabilistic meaning.

Model selection

We have tested several machine learning models, including XGBoost, Linear Discrimi-

nant Analysis, CatBoost, AdaBoost, NGBoost, Explainable Boosting Machine, etc (see

Definition 24), and we have found that CatBoost has the best performance on our dataset

(see Table 2.8). On the test dataset, the CatBoost, optimized with Optuna [4], achieved

an average precision of 0.847 and an AUC of 0.774. The achieved performance is in align-

ment with the related works that perform dropout prediction on a large heterogeneous

dataset, e.g., Behr et al. [20] achieved an AUC of 0.77, moreover, the average precision

of the best-performing model of Lee and Chung [102] is 0.898. In this work, we also

apply logistic regression to compare both the predictive performance of the model and to

demonstrate interpretable dropout prediction using an intrinsically interpretable model.

The average precision and AUC scores of the logistic regression are 0.799 and 0.734,

respectively.

Over the past three years, there has been a significant amount of research conducted

on tabular deep learning [28], as the chronological collection of Sebastian Raschka also

illustrates [149]. While deep learning models have shown exceptional performance in a

variety of real-world tasks, such as computer vision, natural language processing, and

machine translation, they still tend to be outperformed by tree-based machine learning
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Table 2.8: Performance (AUC and average precision) of the machine learning models on
the test dataset. The models are ordered by their AUC score, and their rank according
to AP is written in parenthesis.

Model AUC AP
CatBoost 0.774 0.847 (1)
Natural Gradient Boosting Classifier (NGBoost) 0.767 0.838 (2)
Explainable Boosting Classifier 0.760 0.833 (3)
Logistic Regression 0.734 0.799 (5)
Extreme Gradient Boosting (XGBoost) 0.732 0.813 (4)
Gradient Boosting Classifier 0.728 0.714 (7)
Linear Discriminant Analysis 0.722 0.710 (10)
Ada Boost Classifier 0.717 0.710 (9)
Light Gradient Boosting Machine 0.708 0.714 (6)
Quadratic Discriminant Analysis 0.707 0.711 (8)

models on structured tabular data [67], [167].

Table 2.9: Performance of the deep learning models on a randomly sampled test set.
Model Accuracy Precision Recall AUC
FCNN 0.724 0.747 0.667 0.771
TabNet 0.715 0.742 0.650 0.766
XGBoost 0.707 0.740 0.629 0.771
RandForest 0.673 0.723 0.551 0.763
BaggingFCNN 0.719 0.743 0.660 0.770

With Roland Molontay and Máté Baranyi [MN13], at the outset of the surge in

research on tabular deep learning, we also examined the effectiveness of deep neural

networks (DNN) in dropout prediction. Namely, we tested a simple fully connected deep

neural network (FCNN), and TabNet which was one of the first deep learning architectures

designed for tabular data. Our third neural network model is called BaggingFCNN, which

is a bagging ensemble meta-model that aggregates 10 (individually trained) copies of the

first FCNN model. We have compared the performance of the DNNs to Random Forest

and XGBoost, and the results are shown in Table 2.9. It is important to note that the

models listed in Table 2.9 are trained and tested on a slightly different dataset, and more

importantly, the test set was randomly sampled. This means that the models may perform

better than they would in a realistic scenario, as described in Section 2.4.1. That is why

the XGBoost model has a higher AUC score in Table 2.9 than in Table 2.8. The tables

suggest that while the fully connected neural network achieved a remarkable performance,

the CatBoost still outperforms it, even though it was evaluated on cohort-based test data

(as opposed to the neural networks).
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Predictive power of first-semester variables

Before delving into interpreting and explaining the best-performing CatBoost model, it

is important to note that the above-detailed performances are all based on the features

that are available at the time of enrollment. However, in a side study [MN14], we also

examined how the performance could be improved by incorporating additional features.

Namely, we found that involving first-semester features in the dataset can yield more

accurate identification of students at risk, moreover, we investigated the incremental

predictive validity of these additional features on dropout prediction. We studied dropout

predictability in four scenarios. These scenarios differ only in the set of attributes that

are used for prediction (explanatory variables), and the binary target variable remains

unchanged, which is the final academic status (graduated or dropped out):

(S1) The explanatory variables are the features that are available at the time of enroll-

ment (pre-enrollment achievement measures).

(S2) The union of the explanatory variables of (S1) and the first-week attributes such as

the number of credits taken, the result of the math assessment test, and whether

they live on campus.

(S3) The explanatory variables include both high school and first-semester university

performance measures (such as first-semester GPA, credits earned, and credit in-

dex).

(S4) The explanatory variables are only the first university semester-related attributes,

i.e., without high school performance metrics.

Figure 2.6 shows the ROC curves (using 10-fold cross-validation) of XGBoost models:

one that is trained solely on pre-enrollment features (S1), another that is supplemented

with features available in the first week of the university studies (S2), a third one that

uses only the first-semester features for prediction (S4), and a fourth one which is built

on all variables (S3).

We can conclude that the best predictive performance is achieved when both the

pre-enrollment measures and first-semester performance indicators are used, which is in

alignment with the study or Vulperhost et al. [185]. By comparing the orange (S1) and

the blue (S3) ROC curves, one can observe that there is a significant improvement in

predictive power when high school performance variables are supplemented with first-

semester-related attributes. On the other hand, by comparing the green (S4) and blue

(S3) ROC curves, we can conclude that pre-enrollment achievement measures have only

a slight incremental validity over first-semester features.
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Figure 2.6: ROC curves of 10-fold cross-validation of an XGBoost classifier corresponding
to four modeling scenarios. The average ROC curves of the cross-validations are shown
in darker shades.

Global interpretation

Now we move back to the last main research goal of this section (R3), namely to interpret

the chosen best-performing machine learning model (CatBoost) and explain its local

predictions, demonstrating how personalized feedback could be given using the tools of

explainable artificial intelligence.

First, before interpreting the trained CatBoost machine learning model, we present the

correlation of the variables, including the target variable. Figure 2.7 shows the correlation

heatmap of the features of our dataset. We can observe that the matura exam score in

mathematics and HSGPA variables correlate most strongly with the final status (point-

biserial correlation).

Table 2.10 shows the results of the intrinsically interpretable logistic regression, namely

the coefficients of the features and the corresponding standard error and significance (p-

value). The coefficients show, for example, that the higher the value of the Years between

variable is, the less likely the graduation is. On the other hand, a better HSGPA or

higher scores in the matura exam in mathematics and in the chosen subject significantly

increase the probability of graduation.

According to the logistic regression, the coefficient of the matura exam scores in

Hungarian and history are not statistically significant, however, that is due to their high

correlation with the HSGPA variable (multicollinearity), see Figure 2.7. If we remove

any two of these three highly-correlated variables, then the remainder feature will have a

statistically significant positive coefficient. The coefficients and standard errors of these
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Figure 2.7: The correlation heatmap of the variables of our dataset.

variables after the removal of the others are as follows: HSGPA: 0.277 (0.052), History :

0.005 (0.002), Hungarian: 0.006 (0.002).

We also calculated the CatBoost’s built-in feature importance (see Definition 27) and

permutation importance (Definition 26) of the features, the results are shown in Table

2.11. According to both importance metrics, the most important features are HSGPA,

mathematics, and the chosen subject. Note that the high correlation between the features

can also confuse the feature and permutation importance metrics [125], probably that is

why the importance of humanities (foreign language, history, Hungarian language &

literature) is low especially according to the PI.

To understand the joint impact of features on the prediction, we turn to two-dimensional

partial dependence plots. The top left plot of Figure 2.8 shows predictions for any com-

bination of mathematics and history matura exam scores. The CatBoost model’s output

increases with higher scores in mathematics, which is in alignment with the correlation

analysis (Figure 2.7) and the results of the logistic regression (Table 2.10). Moreover, the

highest probability of graduation can be achieved if the score in history is also relatively

high. On the other hand, if one has an outstanding score in mathematics and the score

in history is too high, the predicted probability of graduation slightly decreases.

Similarly, the top right contour plot of Figure 2.8 shows the interaction between the

Hungarian language & literature and mathematics matura exam scores. Since the data

of a technical university is being investigated, mathematical skills strongly influence the
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Table 2.10: Results of the logistic regression on the training dataset. The variables are
ordered by their p-value. Pseudo R-squared: 0.091.

Variable Coefficient Std err p-value
Years between -0.164 0.014 0.000
Eng. and Tech. -1.124 0.103 0.000
Math 0.018 0.002 0.000
Male -0.680 0.072 0.000
Foreign lang. -0.018 0.002 0.000
Nat. Sci. -1.489 0.198 0.000
Chosen subject 0.011 0.002 0.000
HSGPA 0.335 0.073 0.000
Lang. Cert. 0.155 0.040 0.000
History -0.002 0.003 0.362
Hungarian -0.001 0.003 0.644

model’s prediction, however, the model returns the highest probability of graduation

when the score in the Hungarian exam is also high.

The bottom left plot of Figure 2.8 shows the interaction of the HSGPA and the

score in the mathematics exam. The figure clearly illustrates that these features are

equally important and students are more likely to graduate if they achieve high scores in

mathematics and have excellent grades in high school.

The bottom right figure suggests that if senior high school students do not start their

university studies right after graduation, then their chances of obtaining a degree are

decreasing over the years. Moreover, the diagonal contour lines indicate that HSGPA

and Years between both have a high influence on the model output.

Figure 2.9 shows the SHAP summary plot, which helps to understand how features

affect the probability of graduation in general. It gives an overview of the overall effect of

all features, their importance, and also the distribution of the students along the features.

Figure 2.9 illustrates the impact of the features on the model’s output according to

the SHAP technique. Recall that the SHAP values quantify the marginal contribution of

the features to the model’s local prediction. The plot indicates, that the most important

variable is the HSGPA, which is in alignment with the results of permutation importance

(Table 2.11). Moreover, in the results of Section 2.3 we have also shown that among the

components of the university entrance score, study points (that involve the high school

grades) have the highest predictive power on the final academic success. The figure

clearly shows that the higher the HSGPA is, the more likely the graduation is, since a

high feature value pushes the prediction higher, and a low feature value pulls the model

prediction lower.

Since the examined university is a technical university, it is not so surprising that math

skill is a great predictor of final academic success. It is a well-known global problem that

mathematics is the main reason for dropout and delayed completion in STEM education
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Table 2.11: The importance of the features according to CatBoost and PI. The permu-
tation importance is calculated on the test dataset with respect to the AUC score. The
permutations were repeated 100 times and the mean importance is shown. The features
are ordered by the CatBoost importance, however, their rank according to the PI is writ-
ten in parenthesis.

Variable
CatBoost

feature importance
Permutation
importance

HSGPA 18.321 0.055 (1)
Math 18.185 0.044 (2)

Years between 17.766 0.018 (6)
Chosen subject 11.618 0.026 (3)

Male 8.859 0.019 (5)
Eng. and Tech. 7.323 0.023 (4)

Foreign lang. 5.462 0.003 (8)
History 4.301 0.003 (9)

Hungarian 3.353 0.001 (11)
Lang. Cert. 2.893 0.003 (10)

Nat. Sci. 1.920 0.004 (7)

[18]. There is a similar relationship between the chosen subject and the probability

of graduation. That is probably due to the fact that by the design of the admission

procedure, the chosen subject of the matura exam in most cases has to be related to the

field of study (the set of acceptable subjects is defined by the undergraduate programs).

We can observe, that according to Figure 2.9 being male has a negative effect on the

model output. That is in alignment with the results of Section 2.3, where we have shown

that female students are more likely to graduate at BME than males (see Table 2.1 and

Table 2.7)

Quite surprisingly both logistic regression (see Table 2.10) and the SHAP values (see

Figure 2.9) suggest that foreign language matura exam score has a significant negative

effect on the probability of graduation.

In the case of Hungarian and history matura exams, a higher score typically implies

a higher probability of graduation, however, the impact of these features on the model

output is smaller compared to the exam scores of mathematics and the chosen subject.

If the field of study is engineering & technology or natural sciences, then it negatively

affects the probability of graduation. However, when both of these indicators are zero –

meaning that the field of study is economics & social sciences – has a positive effect on

the model output. That is because the graduation rate varies across disciplines, and it is

the highest in the case of economics & social sciences at BME.

Figure 2.10 shows how the model depends on the given feature, which can be con-

sidered as a SHAP value-based alternative to the one-dimensional partial dependence

plot. The left side of Figure 2.10 shows the effect of the score in mathematics and its

interaction with the binary Eng. and Tech. variable. From the figure, it is clear that
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Figure 2.8: Two-dimensional partial dependence plot of mathematics with Hungarian
and History (top figures) and the interaction of the HSGPA with Mathematics and Years
between (bottom figures).

the higher the score in mathematics is the higher the predicted probability of graduation

is. Moreover, the figure also suggests, that mathematics has a slightly higher impact on

university success in the case of engineering students (red points) because the range of

the SHAP values is larger in the case of the red points, which means that the absolute

impact is larger.

The right side of the figure shows a very interesting phenomenon, namely, that the

relationship between the score in history and the probability of graduation is quadratic.

In the lower half of the range, the higher the score in history is, the higher the probability

of graduation is, but if the score is above 100, an increase in the score decreases the model

output. Overall, when the score is between 80 and 100, then it pushes the output higher,

while outside of this region, the score contributes negatively to the prediction. To find

out the reason for this quadratic effect of the history matura exam score requires further

investigation. However, we argue that this is presumably because students have a finite

amount of time to prepare for the high school exit exams, and if they focus more on
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Figure 2.9: SHAP summary plot. Each student is represented with one point in each row.
The points are colored by the value of the corresponding feature and the x-axis shows the
impact on the model’s prediction. The features are ordered by their importance (average
absolute impact on the model output).

a subject to achieve a high score, then they can allocate less time for other subjects

necessarily. Potentially, they might have less time for subjects that are more important

at this technical university. Furthermore, when the score is above 100, it indicates that

the exam level is advanced, and typically students only take one advanced-level exam,

hence their mathematical or program-specific knowledge might not be strong enough.

This explanation is supported by Figure 2.11, where the left side of the figure shows

that those students who achieve more than 100 points in history have a lower score in

mathematics. On the other hand, those having less than 100 points in history, are more

likely to take an advanced-level math exam (since the blue line is way above the red line

for high math exam scores).

The right side of Figure 2.11 is related to the left side of Figure 2.10 and it shows

that not so surprisingly, economics & social sciences students typically take mathematics

matura exam at a normal level and on average their mathematics skill is lower compared

to STEM students. The fact that math score has a slightly smaller impact on the model

output in the case of economics & social sciences is in alignment with the results of Section

2.3, namely that in economics & social sciences pre-enrollment achievement measures have

smaller predictive validity on university success than in STEM fields.

91



Figure 2.10: Scatterplot of the value of the mathematics (left) and history (right) matura
exam scores on the x-axis and the SHAP value of these features on the y-axis. The
density of the data is shown with the gray histogram along the x-axis.

Figure 2.11: The mean and the kernel density estimate (KDE) plot of the scores in
mathematics matura exam in different student groups.

Explanation of individual predictions

In this section, we show how the local interpretation of black-box models can help provide

personalized feedback for university students regarding their strengths and weaknesses.

In other words, we demonstrate how SHAP and LIME can be used to explain individual

predictions.

Figure 2.12 shows the so-called force plots of four examples for the individual expla-

nations of predictions using SHAP values. Factors that negatively affect the prediction

are shown in blue and those increasing the probability of graduation are in red. The

output of the machine learning model (denoted by f(x)) is written in boldface.

In the case of the first student, the model output (the estimated probability of grad-

uation) is 0.27, which means that this student is at high risk of dropout. However, the

SHAP values also tell us why this student is at risk of dropout. There is nothing that

would push the prediction higher, but the fact that 4 years have elapsed between high

school and university, and that the mathematics score and the HSGPA are relatively low
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Figure 2.12: Force plots of explanations of the individual predictions for four students
using the SHAP values. The base value – the average prediction – is 0.67. The features
pushing higher the model output from the base value are shown in red, and the features
decreasing the prediction are in blue. The length of the bars corresponds to the amount
of contribution of the feature.

significantly decreases the model’s prediction. The low HSGPA and the low exam scores

in mathematics and in the chosen subject indicate that the student should improve both

in general and program-specific knowledge, moreover, the fact that he started the uni-

versity after a 4-year gap period suggests that both remedial courses and student success

courses would be highly beneficial for this student at high risk of dropping out.

In the second example of Figure 2.12 the estimated probability of graduation is some-

what higher, due to the fact that this student started their university studies right after

high school and he achieved a good score on the foreign language exam. However, a

similar action plan would be desirable for this student as well.

The third example shows a borderline student, whose prediction is the same as the

base value (average prediction). The student’s score in the chosen subject is high, more-

over, he also started university after high school, which has a large positive impact on

the prediction. On the other hand, relatively low math and history scores push the pre-

diction lower and they “cancel out” the effect of positive factors. Moreover, since male

students are less likely to graduate at BME than females, gender also negatively affects

the prediction. Since the mathematics score has the most significant negative effect on the

prediction of this student, as a personalized intervention plan, mathematical remediation

should be offered for him.

Finally, the last example in Figure 2.12 shows a smart student whose perfect HSGPA

and excellent matura scores in mathematics and the chosen subject contribute the most

to the positive prediction. In addition, the aforementioned fact that females are more
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likely to graduate pushes the probability of graduation higher.
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Figure 2.13: LIME explanations for the four instances that are shown in Figure 2.12.
The x-axis shows the feature effect and the explanations are created with six features.

LIME is one of the most frequently used tools in related works to explain individual

predictions. In what follows, we demonstrate the output of LIME and compare it to

the SHAP explanations. LIME approximates the prediction of the model locally around

the student of interest using an interpretable linear model, in particular, LIME returns

weights (coefficients) of the binned versions of the features. Similarly to SHAP, the out-

put of LIME can also be used for planning a personalized intervention. Figure 2.13 shows

the explanations of the predictions for the same four students who are displayed in Figure

2.12. Similarly, the negative features are colored blue and the positive features are shown

in red. The two methods agree, i.e., both SHAP and LIME find the same factors influen-

tial and more importantly, they also agree on how these features affect the probability of

graduation. On the other hand, in all these four cases the Years between seems to have

the highest impact on the prediction, yet the scores in mathematics and chosen subject

seem to have a slightly smaller impact, compared to the SHAP explanations.

The reason why SHAP and LIME use different representations for the explanations of

the local predictions is that LIME simply shows the coefficients of the local linear model,

while SHAP shows “forces”, i.e., SHAP shows the relative impact of the features with

respect to the base value. However, it is also possible to visualize SHAP values on bar

charts, which can be interpreted as signed feature importance (see Figure 2.15).

It is important to note, that based on the local explanations of SHAP and LIME

presented in Figure 2.12 and 2.13, it is not clear how the change of the value of a feature
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would affect the prediction of the model. For example in the third example, both SHAP

and LIME show that 87 points in mathematics have a negative effect on the model

output, but it does not tell us if it is because this value is too low or too high. Of

course, we know that the higher the mathematics score is, the higher the probability of

graduation is, as Figure 2.9 and 2.10 show, but this information is not present in the

local explanations. In general, these explanations only tell the contribution of a factor

but do not reveal whether the value of a feature should be increased or decreased to push

the model prediction higher. However, it is also possible to extract this information from

LIME as follows. By default, LIME discretizes the continuous variables – as can be seen

in Figure 2.13 – and performs a Lasso regression with dummy variables, but it is also

possible to use the continuous variables without discretization. Unfortunately, as Molnar

[124] also points out, if the continuous features are not categorized, then the output of

LIME is less interpretable, and that is why the implementation discretizes these features

by default.

While the results given by SHAP and LIME are consistent, we suggest using the SHAP

values for local explanations because it also shows the model output (the probability of

graduation), the discretization of the features by LIME can be confusing, and finally,

because it has proven to be more stable than LIME [124], [169].

To be able to use SHAP or LIME as an efficient decision-support tool, we believe

that not only the contributions of the factors should be communicated, but also the

relationship of the features with the model prediction. In other words, not only the

explanation of a prediction is important, but also the identification of how the model

prediction could be improved. One simple solution could be the communication of the

interaction of the feature and the model prediction, which are shown in Figure 2.10. There

might be another solution, called counterfactual explanation, which is a recent research

area of interpretable machine learning [86], [108], [126]. The goal of a counterfactual

explanation is to find how to change the feature values to modify the prediction of the

model to a predefined output [124]. For example, what a student should improve to

change the model’s prediction from “dropped out” to “graduated”. However, the problem

with counterfactual explanations is that for one instance one can usually find several

counterfactual explanations, and then it is not clear which explanation is the “best” [124].

Interpretation of the model output

Although the output of the underlying black-box model is said to be the “probability”

of graduation, usually the scores of binary classifiers cannot be directly interpreted as

actual probabilities, which is also illustrated on the right side of Figure 2.14. The used

machine learning model, CatBoost, usually overpredicts the students’ performance, i.e.,

it predicts a higher “probability” of graduation than what the actual fraction of grad-
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Figure 2.14: Left: the distribution of the model’s predictions on the test dataset. The
blue vertical lines indicate the positions of the four individual predictions that are shown
in Figure 2.12. Moreover, the red and green lines correspond to the sigmoid and isotonic
regression corrected predictions, respectively. Right: the probability calibration curve of
CatBoost and its calibrated versions.

uated students is. Hence, the direct usage of the model’s output might be misleading.

Another important step towards interpretability is to adjust for this bias. A possible

correction can be done by applying Platt’s calibration (which is based on logistic/sig-

moid regression) [141] or the isotonic regression method [130]. The left side of Figure

2.14 shows the distribution of the model’s output values in blue and the corresponding

blue lines show the predictions for the four students investigated in Figure 2.12. The

red lines and red density function correspond to the corrected predictions using the sig-

moid method, and the green lines and green density function correspond to the isotonic

method. The solid line corresponds to the first, the dashed to the second, the dotted

to the third, and the dash-dotted to the fourth student. The bimodal distribution of

the predictions made by the isotonic calibration significantly differs from the other two

distributions. However, the isotonic calibrated distribution seems to be the most natural,

since the adjusted prediction distinguishes the graduates and dropouts better because the

two distinct peaks correspond to the graduate and dropout student groups. Moreover,

according to Niculescu-Mizil and Caruana [130], the isotonic-regression-based calibration

outperforms the logistic regression method when the size of the dataset is large enough.

2.4.3 User experience research

One of the goals of IML/XAI tools is to produce outputs that are easily interpretable

by the end user and to establish the trust of decision-makers and potential stakeholders.

While several IML methods have been introduced recently, there is less research on the

usability and clarity of these tools, or whether they are indeed interpretable on the
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application level. A short while ago Jin et al. [82] argued that XAI research ignores non-

technical users, and they conducted a user study, where they assessed the XAI literacy

of 32 adult laypersons. While the authors involved multiple XAI tools (e.g., feature

importance, partial dependence plots, counterfactual examples), they did not assess the

interpretability of the visualizations of SHAP and LIME explanations.

Figure 2.15: Alternative visualizations of a local SHAP explanation. The left chart is
called a (horizontal) bar plot, and the chart on the right is referred to as a waterfall plot.
Both of the charts correspond to the same student (3rd student in Figure 2.12 and 2.13).

To fill this gap, we have conducted two surveys, one with 10 higher education decision-

makers, and another one with 42 students (involving both college and high school stu-

dents). The questionnaire for the students collects information about the clarity, inter-

pretability, utility, and aesthetics of the local explanations provided by SHAP (Figure

2.12) and whether the force plots (Figure 2.12) or the bar plots (left chart of Figure

2.15) are easier to interpret. The form for the decision-makers had the same figures and

questions, plus some additional questions about the features’ global effect (Figure 2.9)

and about the interaction plots (Figure 2.8). To assess whether the participants can re-

ally understand the visualizations, we asked a few test questions about the figures (e.g.,

which student is at the highest risk of dropping out, and which feature has the highest

importance). Furthermore, using a 5-point Likert scale we asked the participants’ opin-

ions about how easily interpretable the visualizations are, whether they find them useful

and if they find them appealing. Finally, the respondents could leave free-text comments

about the visualizations.

Table 2.12 shows the results of the survey about the interpretability of the individ-

ual explanations (Figure 2.12). Overall, both students and decision-makers performed

relatively well on the test questions about the individual visualizations, since the mean

percentage of correct answers is relatively high (89% for students and 95% for decision-

makers). On average, students find the visualizations more easily interpretable than the

decision-makers, but both groups find these local explanations only moderately inter-

97



Table 2.12: The results of the survey about individual explanations generated by SHAP.
A five-point Likert scale was used and the table shows the mean responses.

Students (n=42) Decision-makers (n=10)
Avg. % of correct answers 89% 95%
Easily interpretable 3.67 3.30
Useful 4.02 3.60
Appealing/stunning 4.21 4.30
Bar plot is easier to interpret
than the force plot

3.95 4.30

pretable. Students also find these plots more useful, however, this might be because

decision-makers find them harder to interpret. On the other hand, both students and

decision-makers find the visualizations undoubtedly appealing.

On average both students and decision makers agree that the bar plots (Figure 2.13

and left side of Figure 2.15) are easier to interpret than the force plots (Figure 2.12),

however, decision-makers find the force plots significantly more complicated than the

students do. On the other hand, the participants noted that a drawback of the bar plots

is that the final result (predicted probability of graduation) is not shown, moreover in the

case of multiple features the force plots are less transparent. One of the decision-makers

said that “The two types of plots (force and bar) have different advantages, the force plot

shows the effect and its magnitude and the model output, and a bar chart may be more

transparent about how much each factor affects the outcome if more (10-20) features are

used”. Similarly, some students also remarked that “With many variables, sometimes the

name of a column doesn’t fit in the figure and it was confusing for me because I couldn’t

understand what was there without a name.”, moreover, “The bar chart is better, but I

couldn’t read the probability of graduation from it.”. Some others said that “Although I

found the bar chart a little easier to understand, it is definitely a plus for the force plots

that the ‘final result’ is clearly visible.”, likewise, another student said that “Although

the bar chart is easier to interpret, it is not enough to get the full picture, for which the

force plot is much better. However, there should be some proactive explanatory part at

the beginning, because at first glance it was not very clear to me.”.

Another student remarked that an advantage of the bar charts is that they could see

the exact magnitude of the effects: “On the bar chart, I think it’s very good to see specific

numbers of which variables have what effect, it can be less obvious on the force plot,

so it’s definitely good supplementary information on the bar chart.”. Finally, according

to a student which visualization is better depends on what the goal is: “I can’t choose

between the two visualizations, as I’m not sure which one is better, as I’m not clear about

the purpose. If the point is to see how at risk someone is of dropping out, the force plot

is a better visualization. And if the goal is to see what the student needs to improve in

order to be less likely to drop out, the bar chart is the purposeful visualization.”.
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A solution for the problem mentioned by the respondents could be the usage of a bar

plot together with a separate visualization showing the model output, or a mixture of the

force and bar charts that shows the effects (forces) on a horizontal bar chart. This type

of chart is referred to as a waterfall plot, which is illustrated on the right side of Figure

2.15.

According to the decision-makers, the SHAP summary plot (Figure 2.9) is the most

difficult to understand. The average score of the interpretability on a five-point Likert

scale is only 2.4 (that of the utility is 3.6, and for the aesthetics is 4.1). A decision-

maker said that “In the SHAP summary plot, I found it difficult to make sense of all

the information, such as the hue, the distribution, the order, and the side scale. But

maybe it’s just a matter of getting used to it, and after an example, interpretation will be

easy for everyone.”, moreover, another decision-maker said that “Neither a teacher nor

a decision-maker will have time to figure out the complicated diagrams (SHAP summary

and force plots). It is very important to keep the representations as simple as possible.”.

Overall, it seems that the SHAP summary plot compresses so much information in a

chart that it makes it hard to understand at the first sight. It might be better to show the

scatterplots for the features that are shown in Figure 2.10, which also shows the density of

the data on histograms. The partial dependence plots (interaction plots shown in Figure

2.8) are definitely the easiest to understand according to the decision-makers. The average

scores for interpretability, utility, and aesthetics are 4.2, 4.4, and 4.8 respectively. One

of the stakeholders remarked that “The interaction diagram can be interpreted without

further explanation. The others were not clear to me. An example description of how

to interpret a specific figure would have helped”. One student also remarked that an

example “walk-through” of the interpretation would have been necessary: “The force plot

would also be easier to understand if the description were more precise. It wasn’t clearly

explained, it would be nice to have an example situation with a detailed explanation.”.

2.4.4 Discussion and conclusion

The second section of this chapter provides a comprehensive demonstration of applying

explainable artificial intelligence tools for interpretable dropout prediction. Since in this

study, we collected the applicable XAI tools, highlighted their pitfalls, and compared

them, this work can serve as a tutorial. Using the modern tools of interpretable machine

learning, we showed how the predictions of a black-box model can be interpreted both

locally and globally. Besides interpretation, we also showed how the performance of

the model can be increased by including the first-semester features. Moreover, we also

demonstrated that deep learning techniques are less suitable for dropout prediction.

Global interpretations can shed light on the factors that have the highest impact

on academic performance. The results are in alignment with the predictive validity
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analysis (Section 2.3), since correlation analysis (Figure 2.7), permutation importance

(Table 2.11), and SHAP importance (Figure 2.9) all showed that the feature with the

highest predictive power on the final academic status is the high school grade point

average (HSGPA), which measures general knowledge since it takes into account the

grades in history, mathematics, Hungarian language & literature, a foreign language, and

a natural science subject. However, the fact that mathematics and the chosen subject are

also among the top important variables suggests that program-specific knowledge is not

negligible and it complements general knowledge. We have also found that students are

more likely to drop out if they do not start their university studies right after graduation

from high school. Using a partial dependence plot, we showed that scores in humanities

have incremental predictive power even though this analysis is built on the data of a

technical university.

The novelty of our approach is that we not only estimate the probability of graduation

and provide global interpretation, but we also explain the individual predictions. That

makes this approach applicable in various domains, in other words, it can serve as a useful

decision-support tool for all stakeholders. For example, the predictions may assist high

school students to choose the appropriate major in university and provide career guidance

by predicting in which field they can be the most successful based on their high school

performance indicators. Moreover, the local explanation of the output can also help both

high school and university students in identifying the skills that need to be improved to

succeed in their university studies. The presented tools may support secondary school

policy-makers as well to make the transition from high school to university smoother.

Furthermore, it is also helpful for higher education decision-makers to choose the right

action plan in terms of offering personalized tutoring and remedial courses for at-risk

students. For example, if a student is identified as someone who is at risk of dropping

out, the tutor can also take a look at the local interpretations provided by SHAP. After

identifying the factors that contribute negatively to the prediction (e.g. lack of math

skills), the tutor (or an automatized software) can act accordingly by recommending

mathematical remediation.

Finally, an important contribution of our work, is that we conveyed a survey with high

school students, university students, and higher education decision-makers and managers

to assess and evaluate whether they indeed find the applied XAI tools interpretable

and useful. The results of the survey show that the SHAP summary plot (Figure 2.9)

compresses so much information in one single chart that it makes it difficult to understand

it at first glance, and it loses its purpose. On the other hand, the interaction plots were

the easiest to understand, and they do not require further explanations. In the case of

the local explanation, both the students and the decision-makers agree that while the bar

charts (left side of Figure 2.15 and similarly the LIME plots in Figure 2.13) are easier

to interpret, the force plots have their advantages as well, namely, that they show the
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final result, i.e., how the effects of the features accumulate and what is the predicted

probability of graduation. We propose alternative visualizations to these problems, such

as separate feature effects instead of the summary plot, and the usage of waterfall plots

instead of the force plots, however, we believe that finding the best solutions requires

further research and more user studies.

Note that while an AI-based decision support system can be an effective tool to

increase the graduation rate in higher education, it is essential to note that applying

predictive analytics to human beings can cause ethical dilemmas. In our educational

setting, considering final academic success prediction, the ethical issue lies in the usage

and communication of the output of the algorithm, i.e., the “probability” of graduation.

Clearly, we cannot inform the freshman students about their predicted final academic

performance, since telling someone that they are going to drop out with a probability

of 0.6 at the beginning of their studies would be incredibly harsh and could backfire by

leading to self-fulfilling prophecies and hence increase the dropout rate. Moreover, we

also drew attention to the fact that the output of the machine learning models usually

cannot be interpreted as probabilities, and while there are some ways to calibrate the

outputs, it is still an open question that how to communicate the predicted university

success. Therefore, we rather suggest focusing on the outputs of the local explanations

as feedback which indicates what skills have to be improved.

Similarly to the predictive validity analysis, a limitation of the interpretable dropout

prediction study is that it solely builds upon the data of the Budapest University of

Technology and Economics, where most of the students are enrolled in STEM programs,

hence our future research plan is to carry out our analyses on the data of other higher

education institutes. Moreover, it is important to note that while student drop-out is

a thousand-factor problem, we only have a few, mostly high school performance-related

measurements. Other variables have also been associated with student success such as

socioeconomic status [56], [205], on-campus living [200] and various psychological factors

[164].

Although we present the interpretable dropout prediction in the Hungarian context,

all of the approaches and methodologies proposed in this paper can be applied in any

other educational environment all over the world if pre-enrollment achievement measures

and other features are available for dropout prediction. Moreover, similarly to predictive

validity research, these tools can be used in any binary classification task, which is com-

mon in medical settings. For example, in collaboration with doctors and practitioners of

the Translational Medicine Center, we used interpretable machine learning to predict the

severity of acute pancreatitis [MN3] and the development of pancreatic necrosis [MN1].
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[182] E. B. Varga and Á. Sátán, “Detecting at-risk students on computer science

bachelor programs based on pre-enrollment characteristics,” Hungarian Educa-

tional Research Journal, 2021.

121

https://doi.org/10.1137/1.9781611973440.118
https://doi.org/10.1137/1.9781611973440.118
https://github.com/bstabler/TransportationNetworks
https://doi.org/10.1007/978-3-319-30569-1_28
https://doi.org/10.1016/j.tre.2014.08.005
https://doi.org/10.1145/2488388.2488502


[183] S. V. N. Vishwanathan, N. N. Schraudolph, R. Kondor, and K. M. Borgwardt,

“Graph kernels,” Journal of Machine Learning Research, vol. 11, no. Apr,

pp. 1201–1242, 2010.

[184] J.-M. Vivo and M. Franco, “How does one assess the accuracy of academic

success predictors? ROC analysis applied to university entrance factors,” Inter-

national Journal of Mathematical Education in Science and Technology, vol. 39,

no. 3, pp. 325–340, 2008.

[185] J. Vulperhorst, C. Lutz, R. de Kleijn, and J. van Tartwijk, “Disentangling the

predictive validity of high school grades for academic success in university,”

Assessment & Evaluation in Higher Education, vol. 43, no. 3, pp. 399–414,

2018.
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