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Abstract—Hyperledger Fabric (HLF) is an adaptable
blockchain platform that enables the requirement-driven con-
struction of cross-organizational distributed ledger networks.
While this flexibility offers many advantages, it also introduces
challenges in ensuring Fabric networks’ fit-for-purpose nature
and extra-functional requirement adherence, e.g., with respect to
fault tolerance. This challenge calls for the use of mathematically
precise formal analysis techniques, tooling and models. In this
paper, we propose a combination of model-driven engineering
principles and diverse graph generation to validate Fabric
network designs and to facilitate their design for dependability.
Specifically, we present a Fabric network meta-model and a
set of well-formedness requirements in the Graph-solver-as-a-
Service tool Refinery. Uniquely, Refinery can check conformance
on partial models, enabling analysis already during early design.

Index Terms—blockchain, DLT, Hyperledger Fabric, Refinery,
graph queries, architecture Analysis

I. INTRODUCTION

Hyperledger Fabric (HLF) [1] is a versatile blockchain
platform widely adopted by enterprises for building secure
and scalable distributed applications. Its adaptability allows
the creation of diverse network architectures, offering flexibil-
ity in meeting specific requirements and adhering to extra-
functional criteria. However, this flexibility simultaneously
poses challenges in ensuring that Fabric networks align with
desired parameters and meet the required functional and non-
functional requirements.

Adapting HLF networks to the specific requirements of
cross-organizational cooperation introduces complexities in
assessing the alignment of the initial architecture with expec-
tations. In this paper, we propose using HLF network meta-
modeling and subsequent diverse graph generation to facilitate
a) design space exploration [2], b) hidden formal analysis of
architecture options [3], and c¢) choosing an architecture in
a requirement-driven manner. As an initial contribution, we
describe the HLF meta-model in diverse graph generation,
utilizing the Graph-Solver-as-a-Service tool Refinery [4]. We
demonstrate how simple dependability requirements can be
already enforced in graph generation [5], adhering to resource
constraints without involving external tools. Additionally, we
outline a workflow model to perform dependability analysis
in external tooling.
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II. OVERVIEW OF HYPERLEDGER FABRIC NETWORK
ARCHITECTURE

Hyperledger Fabric is well-suited for developing
blockchain-distributed  ledgers for cross-organizational
use cases. The framework allows adaptation of its architecture
to meet specific trust models, diverse use case scenarios, and
performance requirements. It has been shown in the practice
and literature that Fabric networks can be created to meet
specific performance and capacity criteria [6]. Fabric supports
various ordering services, including a Byzantine fault tolerant
(BFT) ordering service [7].

Moreover, Hyperledger Fabric is a modular blockchain
framework that provides a flexible and scalable architecture
for developing distributed ledger applications. The architec-
ture supports standard programming languages and industry-
standard identity management [1]. The design flexibility of
HLF enables tailoring blockchain networks to specific use
cases and trust models.

HLF network architecture comprises various components,
including network nodes known as peers. Peers are categorized
as endorsing (simulating and endorsing transactions) and com-
mitting (validating and updating the ledger). The network is
organized into entities called organizations, each owning one
or more peers and governed by its own Certificate Authority
(CA) for participant authentication. Channels enable private
communication and transactions among specific participants,
ensuring confidentiality. Consortiums are critical in connecting
organizations, establishing network rules, and defining param-
eters. An ordering service orchestrates transaction sequenc-
ing and maintains consistency across peers. Smart contracts,
known in Fabric as chaincode, encapsulate business logic,
executed during transaction simulation, while the ledger serves
as the repository for transaction history.

ITI. PROPOSED APPROACH

The increasing adoption of Hyperledger Fabric within enter-
prises to develop secure and scalable distributed applications
reflects a contemporary trend. At the same time, designing and
analyzing Hyperledger Fabric networks that meet the specific
requirements of a given application can be challenging —- for
instance, requirements on fault tolerance.

To address these challenges, we propose in Figure 1 a work-
flow for specifying network architecture, conducting a formal
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analysis to validate these architectures against dependability
requirements, and using the Refinery tool to facilitate the trans-
lation between generated models and formal analysis. This
workflow is intended to support an Answer Set Programming
(ASP)-based Error Propagation Analysis (EPA) approach for
Hyperledger Fabric in the future.

- Partial model and extra-functional requirements iden-
tification: Starting with the definition of the partial model
and extra-functional requirements of an HLF network
(e.g., specifying which organization should participate
in which channel), this first phase sets up a framework
that guides the next steps and provides the information
needed for the Refinery tool. The workflow input includes
requirements and a partial model, which already reflects
some design choices made by the engineer.

- Formal Specification for Architecture Requirements:
Based on the requirements, we construct a formal specifi-
cation of the architecture candidates. For this task, we are
using the partial modeling language [8] of the Refinery
framework [4]. This consists of a meta-model describing
the main concepts and relations of HLF networks, as well
as constraints about the networks.

- Instantiate: for this step we are using the graph solver
algorithm [5] in the Refinery framework to automatically
generate valid architecture candidates.

- Architecture options: After graph generation, we in-
terpret the generated graphs as architecture candidates,
forming the basis for subsequent analysis. Since Refinery
provides a consistent graph generator, all generated candi-
dates will satisfy the constraints provided in the previous
step.

- Architecture Analysis: Following the generation of ar-
chitectural options, we use Refinery to complement the
architectural model with model elements, facilitating the
translation of the model to the input languages of analysis
tools. Subsequently, analysis tools will be employed to
test and analyze the system to ensure alignment with
specified requirements and adherence to quality con-
straints. In instances of identified errors, the workflow
accommodates iterative refinement, allowing a return to
the initial stages to modify the partial model or require-
ments.

- Rank-Ordered candidates: At the end of the process, we
will obtain a set of rank-ordered architectural candidate
options. Through analysis, we can identify requirement-
compliant architectural candidates, and these candidates
undergo evaluation and ranking based on criteria such
as scalability and performance. This systematic approach
facilitates the identification and prioritization of configu-
rations that best align with the requirements of the HLF
network.

IV. GRAPH-BASED MODELING

Our research builds on previous work of researchers rec-
ognizing the need for specialized tools to manage and de-
ploy complex network structures in Hyperledger Fabric as

Fig. 1: Workflow of the proposed approach

highlighted by [9]. Fowler [10] proposed domain-specific
languages (DSLs) to provide a more intuitive description of
network structures. Nguyen [11] implemented DSLs on a
general-purpose infrastructure to enhance performance and
flexibility. In recent years, researchers have focused on enhanc-
ing the scalability and efficiency of graph solver algorithms.
Zhang [12] introduces GraphRex, optimizing declarative graph
queries.

Several works are trying to improve Refinery, Ahmad [13]
enhances graph solver scalability. Semerath [14] proposes
a method for detecting issues in DSL specifications using
EMF-IncQuery framework meta-models and first-order logic
analyzed by a Satisfiability Modulo Theories solver (SMT-
solver). Griiner [15] demonstrated the practical applicability
of rule-based systems using declarative graph database queries
in engineering use cases. Semerath [5] presents a graph solver
framework for automatically generating consistent domain-
specific instance models. Our approach facilitates the intro-
duction of an analysis framework to address the challenges of
designing and validating Hyperledger Fabric networks while
leveraging the strengths of previous research in this area.

Graph-based models are crucial in software engineering,
representing compositions used in test environments and sys-
tem designs for model-based engineering. Our research applies
the direct and automated generation of consistent graph models
to support design space exploration. We use Refinery to gener-
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ate well-formed, consistent, varied, and realistic Hyperledger
Fabric network models. The concept of Refinery as a tool for
producing consistent models has been thoroughly examined in
the literature.

Our approach uses Refinery’s specification language based
on partial models, first presented by Marussy [8] and fur-
ther expanded by [16] to incorporate multiplicity reasoning.
Consistently generated graph models are created using these
languages. Semerath [17] and Varro [18] share a common
interest in automating the generation of realistic and diversified
graph models, with Semerath [17] focusing on the requirement
for structurally realistic models.

Refinery provides a simple yet powerful specification lan-
guage for generating graphs. We use this language to define
Hyperledger Fabric network models inside Refinery to ac-
curately reflect the component types and connections in the
network architecture. The language was designed to be concise
and intuitive, enabling designers to express complex network
configurations without delving into complex formal notation.

V. MODELING HYPERLEDGER FABRIC NETWORKS

The meta-modeling language of Refinery offers full support
for a concise and expressive representation for describing a
wide range of network components, including peers, orga-
nizations, channels, and more. The meta-modeling language
facilitates the creation of diverse Hyperledger Fabric networks,
allowing for the easy construction of complex network archi-
tectures through linking elements. We have created a meta-
model in Refinery for HLF network architecture. The example
model presented here, and other artifacts are available at the
GitHub repository: https://github.com/noorsabr/Refinery-HLF.
To demonstrate the modeling style of Refinery in the code
example below, we present a snippet from our meta-model,
introducing classes such as EndorsingNode, OrderingNode,
and OrdererOrganization.

class Host{
contains Node[l..*] deployedComponents
}

abstract class Node { }
class EndorsingNode extends Node { }
class OrderingNode extends Node { }

abstract class AbstractOrganization { }
class ParticipantOrganization extends
AbstractOrganization {
contains Host[1..*] hosts

class OrdererOrganization extends
AbstractOrganization {
contains OrderingNode[l..*] orderingNodes

}
Listing 1: Snippet from the meta-model

A. Modeling Approach

In this research, we employed a systematic approach to
design HLF networks, modeling communication dependencies,
organizational structures, and hierarchies. The design process

involves identifying specification statement requirements us-
ing natural language. Subsequently, these specifications are
transposed into a meta-model within Refinery tool, effectively
capturing the fundamental concepts and relationships inherent
in Hyperledger Fabric networks. This modeling approach
delivers representation by bridging the gap between the com-
plexities of controlled natural language and the descriptive
model. The intermediate stage of using a clear, controlled
natural language, such as intermediary specification, helps
to understand concepts and relationships within the Fabric
network before formally defining them in the meta-model. The
complete textual intermediary meta-model specification is in
the GitHub repository.

Our modeling approach is tailored to represent operational
Hyperledger Fabric networks [19]. We prioritize capturing the
current state and ongoing operations of deployed networks
rather than focusing on transient configurations or the initial
setup phase. We currently simplify our model by not allowing
for peerless organizations, which may be lifted in future
iterations.

Examples of statements utilized in the meta-model include:

- ”A Fabric network consists of organizations and chan-
nels,” defining the fundamental building blocks of a
Fabric network: organizations and channels.

- ”A peer is either an endorsing peer or an ordering peer,”
identifying two types of peers in a Fabric network:
endorsing peers and ordering peers.

- ”An organization owns at least one peer,” ensuring that
organizations have at least one peer to participate in the
network.

- “For Kafka-based ordering, there’s exactly one orderer
organization,” specifying that there should be only one
orderer organization per Kafka-based network.

- ”For Raft-based ordering, there’s no orderer organiza-
tion,” differentiating between Kafka-based and Raft-based
ordering services. Raft-based ordering uses a different
consensus mechanism that does not require dedicated
orderer organizations.

B. Meta-model Description

Nodes, hosts, organizations, channels, and ledgers are the
fundamental entities defined by the meta-model, each with
specific associations and relationships. The meta-model cap-
tures the organizational hierarchy and distinguishes between
orderer and participant organizations. Two general network
types, RaftFabricNetwork and KafkaFabricNetwork, are mod-
eled along with different channel types, such as SystemChan-
nel and ApplicationChannel. Optionally, specifications can
include attributes and errors/predicates to capture communica-
tion relationships, making identifying configuration errors or
violations possible. Additionally, we can formulate complex
logic predicates and constraints to control the range of valid
graphs precisely. The predicate language of Refinery allows us
to develop more complex predicates using node equivalence,
negation, conjunction and disjunction, transitive closure, or
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Fig. 2: HLF network partial model (without accompanying
predicates)

reference to another predicate. Figure 2 shows the initial model
of HLF based on the meta-model description.
The description of the meta-model for Hyperledger
Fabric network from our approach is outlined as follows:
1) Key Classes:

- FabricNetwork: HLF network that contains different
types of organizations (Participant and Orderer)

— ParticipantOrganizations: actively participate by
running the endorsing nodes and committing peers.
They contribute to transaction processing and con-
sensus.

— OrdererOrganizations: ensuring transaction order
and contributing to consensus in some capacity.
While focusing on ordering

- DeployedComponents: software applications operating
on HLF network hosts. Endorsing and ordering nodes
are typical types of deployed components.

- Host: physical machines that host software components
(DeployedComponent). Connected to DeployedCompo-
nent to illustrate where software components operate.

- Channel: a virtualized environment facilitating secure
communication and transaction processing between par-
ticipating organizations. This class is further specialized
into SystemChannel and ApplicationChannel.

— SystemChannel: a type of Channel specifically de-
signed for system-level operations and communica-
tion. It contains one or more ApplicationChannels.

— ApplicationChannel: a type of Channel tailored
for application-level transactions and interactions. It
contains exactly one Ledger.

- EndorsingNode: a node responsible for validating trans-
actions before submitting them to the ordering service.

- OrderingNode: a node responsible for ordering and
persisting transactions to the ledger.

- Ledger: the distributed database that stores the history
of transactions within a channel. Connected to Node to
depict its relationship within the channel.
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KafkaFabricNetwork an HLF network that utilizes the
Kafka-based ordering service.

RaftFabricNetwork an HLF network that utilizes the
Raft-based ordering service.

2) Relationships:

Organization contains Node: Organizations play a cru-
cial role in managing and owning nodes within the
network. This relationship helps establish the hierarchical
structure where organizations are responsible for specific
nodes.

Organization contains Host: Organizations are directly
associated with the physical infrastructure (hosts) neces-
sary to deploy and operate their network nodes.
Channel has Organization: Channels serve as isolated
communication environments, and this relationship de-
fines the set of organizations involved in a particular
channel.

Channel has Node: This relationship establishes the
connectivity between nodes and channels, illustrating
which nodes are engaged in the transaction processes of
a given channel.

Channel has Ledger: Each channel has its ledger, and
this relationship signifies the ledger’s role in recording
and maintaining the transaction history specific to that
channel.

3) Predicate Definitions:

ledgerInNodes: a Ledger is associated with a particular
Node within a Channel.
organizationCommunicatingWithChannel: OrdererOr-
ganization should have an OrderingNode deployed in the
channel. ParticipantOrganization should have a Host, and
the Host should have a Node deployed in the channel
deployedComponents(h, n).

4) Error Definitions:

ordererInOtherChannel: specifies an error condition
where an OrdererOrganization is associated with nodes
in an ApplicationChannel.
ordererNodeInNotKafkaNetwork: identifies a specific
condition where an OrderingNode, typically associated
with a ParticipantOrganization in a context that is not a
Kafka-based network.
participantInSystemChannelForKafka: checks
whether a  ParticipantOrganization =~ communicates
with a SystemChannel within a KafkaFabricNetwork.
orgCommunicatingWithChannel (o, s): The
organization should communicates with the specified
SystemChannel.

participantInSystemChannelForRaft: checks whether
a ParticipantOrganization is not communicating with a
SystemChannel within a RaftFabricNetwork.
TorgCommunicatingWithChannel (0, s): The
organization should not communicates with the specified
SystemChannel.

lonelyOrganization: checks if an AbstractOrganization
is not communicating with any channel.
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Fig. 3: Generated models examples for HLF network

C. Model Generation

Given a meta-model and possibly a partial model, Refinery
will generate instances of the meta-model or complement
partial models to full ones. The transition from the meta-model
to concrete models is governed by specifications, ensuring
the generated models adhere to predefined constraints and
logic predicates. The models presented in Figure 3 were
generated using specific settings within the Refinery tool. We
utilized a scope definition, with parameters such as node count,
organization count, and node types to constrain the size and
characteristics of the generated models. For example, in the
code below, we set the scope as "node = 20..25” and specify
that each generated model should include a network with 20
to 25 nodes. These settings were chosen to reflect realistic
scenarios and constraints within HLF networks.

scope node = 20..25,
Node = 3 10,
AbstractOrganization =
FabricNetwork = 1.

2,

Listing 2: Snippet shows a scoping example of the meta-model
of HLF

These generated models showcase various models gener-
ated for Hyperledger Fabric networks. This model represents
elements and connections within an HLF network, including
various ordering services such as Raft-based and Kafka-based
ordering. Notably, Kafka-based ordering requires a specialized
orderer organization, distinct from Raft-based ordering. The
generation time for the models varied based on the complexity
of the specified settings. On average, the Refinery tool took
approximately [0.02 ms] to produce a single instance of the
HLF network meta-model. This duration may vary depending
on the computational resources and the specific characteristics
defined in the scope.

EXAMPLE: Regarding dependability requirements, Fig-
ure 4 is a generated example model that complies with the
requirements. These requirements state that every Organization
participating in a channel must have at least two nodes
in each channel they belong to, and that no organization
should have only one host in any channel in which it par-
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deploys participagesinChannel
deploys

® Channel

® Host
® SystemChannel
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deployedComgonents’
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Fig. 4: Generated model of the example

ticipates. These requirement specifications aim to enhance
the overall dependability of the network by preventing a
single organization from being the cause of a channel go-
ing down if one of its nodes fails. Using key classes such
as Node, Host, Organization, and Channel, along with the
notEnoughPeersInChannel predicate, our modeling in
Refinery captures essential requirements for Hyperledger Fab-
ric networks. The notEnoughPeersInChannel predicate
indicates whether two distinct nodes (nodeA and nodeB)
owned by the same ParticipantOrganization (org) are present
in a given SystemChannel (ch). This predicate enforces that
the organization deploys these nodes on different hosts (hostA
and hostB) within the channel. The deployment specifics
include nodeA on hostA and nodeB on hostB. Furthermore, the
predicate ensures the distinctiveness of both nodes (nodeA !=
nodeB) and both hosts (hostA != hostB). Additionally, an error
predicate, notEnough(org, ch), is defined to check the
negation of the notEnoughPeerslInChannel condition.
If notEnoughPeersInChannel (org, ch) is false, in-
dicating that there are enough peers in the channel, then
notEnough(org, ch) becomes true, signalling a violation
of the dependability requirement. This comprehensive model-
ing approach in Refinery ensures the explicit representation
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of network structures and dependencies while facilitating the
identification of potential issues related to the number of peers
in a given channel.

VI. SUMMARY

Our paper introduces an innovative approach to design and
evaluate Hyperledger Fabric (HLF) network architectures, em-
ploying formal analysis and graph generation techniques. The
method ensures clear network descriptions, well-formedness,
and dependability. Leveraging Refinery, the proposed approach
addresses challenges in creating fit-for-purpose HLF networks
with diverse architectures. The approach specifies depend-
ability requirements, generates architecture candidates, and
enables the representation of complex network structures. The
Refinery engine automates the creation of fully specified HLF
network instances, offering a comprehensive framework for
requirement-driven design and evaluation.
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