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Abstract— In the field of medical image processing, object 

detection techniques play a key role for Computer Assisted 

Diagnosis (CAD), as well as for feature extraction tasks for 

other algorithms. One such practical problem is the 

detection of lung nodules on PA chest X-ray images which 

can, for example, help to increase the detection of lung 

cancer at an early stage. In this paper our aim is to compare 

the performance of different Convolutional Neural Network 

architectures, such as simple feed-forward networks and 

their combination with YOLO V1’s head and UNET-s 

combined with Densely Convolutional (DENSE) blocks on 

this problem. Furthermore, we provide insight into 

techniques used for fitting these networks on smaller 

datasets, by training and testing our solutions on the JSRT 

dataset, which only consists of 247 images. While we don’t 
always manage to achieve a good fit, by utilizing the 

proposed augmentation and preprocessing techniques, we 

manage to substantially decrease the loss on the validation 

dataset, as well as get qualitatively better results. Finally, X-

ray images are often only provided in an unnormalized 

DICOM format, where the choice of the utilized 

normalization method of the input images often becomes 

crucial in regard of the performance of neural networks. For 

this task we also analyze multiple methods, such as min-max 

normalization with the possibility of detecting outlier 

intensities, histogram equalization, and normalization by 

creating a simple, rough segmentation of the lung through 

traditional image processing methods and observing 

intensities in that area. 
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I. INTRODUCTION 

In the field of medical image processing, one of the major 
research areas today is the automated generation of diagnoses 
and the facilitation of medics’ work by providing various 
auxiliary information. Although with the advent of neural 
networks advancements have been made in this area, the 
problem remains unsolved. The difficulty lies in the slow and 
costly process of creating large datasets with detailed and 
consistent annotation. The latter is often a near impossible 
task, as even human experts in the field will have different 
ideas about the nature and margin of lesions in the image, 
while precise validation of diagnoses (biopsy) is only possible 
in a small minority of cases. The practicality of the problem 
lies in not so much in fully automating the diagnosis process, 
but in helping different experts to make better decisions. In the 
course of this paper, our aim is to find models that are able to 
generalize on the available smaller size and often inconsistent 
datasets as well as test various traditional image processing 
techniques to help these models fit. The scope of our research 
is to find lung nodules on PA chest X-ray images using various 
neural network models. According to our talks with expert 
radiologists the exact localization of these lesions is just as 
important as classifying these images; furthermore, it 

improves the explainability aspect of diagnoses generated by 
the models. However, most datasets available only have 
partial information about the locality of the lesions, as often 
their exact shapes (such as masks) are not provided, only the 
central (pixel) coordinates on the images and a bounding box 
are usually given. This was also the case with the JSRT dataset 
used in our study, which consists of 247 PA chest X-ray 
images. We experimented with various models and techniques 
to see which ones could best fit and generalize on such a small 
number of samples, such as CNN-s, trying out YOLO V1’s 
head, and UNET’s DenseUNET variation. In this study, as 
well as in previous projects, we found that proper 
normalization of the inputs is key to achieve a good 
performance with neural networks. In case of X-ray inputs this 
often proves to be a challenge as they are often only available 
in unnormalized DICOM formats, where metadata about the 
normalization window is missing, but low contrast is often a 
problem in the case of analogue X-ray scans too. For this 
problem we try out various approaches such as min-max, and 
outlier filtered min-max normalization, as well as a method 
based on segmenting the lung first using the apparatus of 
traditional image processing and observing intensities in that 
area. 

II. RELATED WORKS 

A. Neural Network Architectures 

The family of Convolutional Neural Network (CNN) 
architectures is the most popular choice for image processing 
tasks since, with the help of convolutional layers, one can train 
neural networks where the number of parameters is 
independent of the input resolution, helping greatly to avoid 
overfitting. For our fully convolutional feed-forward baseline 
we used an architecture similar to the feature extraction part 
of the VGGNet [1], which has already proven its capabilities 
on various image processing tasks. A more complex, but also 
successful, fully convolutional architecture is DenseNet [2], 
which is able to look back at the output of all of the previous 
layers through skip connections greatly helping the 
propagation of gradients in deeper architectures. For coarse 
object localization (localization without finding the exact 
boundaries or shape of the object), bounding box regression is 
a common solution, where the YOLONet [3] family provides 
an accurate and computationally efficient solution. When 
accurate segmentation of the regions is desired, most 
architectures rely on a structure similar to encoder-decoder 
networks. In the field of medical image processing one such 
proven architecture is UNET [4], which we also used. A 
combination of this network with the aforementioned 
DenseNet is the DenseUnet [5] model, where the basic 
convolutional blocks of the UNET have been replaced with 
DenseBlocks. 
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B. Normalization 

During our research, we tested different normalization 
methods, one of them being adaptive histogram equalization 
[6], a method which enhances contrast while also taking 
account localities of the image. One of our proposed 
normalization methods requires a coarse segmentation of the 
lung area. For this task we use a Total Variation based 
procedure proposed in [7], which relies on total variation 
filtering to extract the contours of the lung, and then utilises 
an active contour model [8] to fit an initial segmentation to the 
contours found.  

III. DATASETS 

A. JSRT 

To train our models for nodule detection we used a dataset 
produced by the Japanese Society of Radiological Technology 
[9], which has annotations for this task, but has also been the 
basis for a broad spectrum of projects in the field of medical 
image processing. The dataset consists of 247 analogue PA 
chest x-ray images, of which 154 contain tumours and 93 have 
no such lesions. The images are provided in already intensity 
normalized 2048x2048 png files, where one pixel corresponds 
to a length of 0.175 mm. The annotation for the images is 
available in csv format, containing the following information: 
tumour detectability graded from 1 to 5, tumour diameter in 
mm, patient gender and age, the position of the lesion in pixel 
coordinates, the doctor’s diagnosis, and whether the tumour is 
benign or malignant. The quality of the annotation is 
outstanding in the sense that all positive samples were 
subsequently confirmed using 3D modality, but difficulties 
can arise as no more than one tumour is marked per image. 
Another problem in implementing learning algorithms is the 
low sample size, which makes generalisation difficult, and 
increases the risk of overfitting. Selecting a representative 
validation and test set might also prove to be a problem due to 
the number of samples. For our purposes splitting 1/8th of the 
dataset for validation and using the rest for training was 
sufficient. 

B. Vindr-CXR  

Since our training dataset consisted of already normalized 
images, for the exploration of the different normalization 
techniques, we used a dataset consisting of 15,000 PA images 
provided in DICOM format  [10]. These were recorded in 
Vietnamese hospitals, including labels of 28 different 
diseases, 22 of which were also localized at a bounding box 
level. Since all images were assessed by 3 radiologists, we 
consider a given lesion positive if it is marked by at least one 
of the radiologists. The dataset is diverse in pathologies, 
nodules being one of them, but pixel-level segmentation 
cannot be inferred from the available information, as we found 
the given bounding box annotations inconsistent in size, as 
well as multiple nodules in a group are often classified as a 
single lesion. 

IV. OUR WORK 

As segmentation masks for the nodules to be detected were 
not available, we experimented with localization on a coarse 
resolution. Each nodule was approximated with a circle, the 
center of which was aligned with the nodule’s center, and also 
had the same diameter. We normalized our inputs to a 
resolution of 512x512. To calculate the outputs, we first 
divided the input image to non-overlapping blocks of 16x16 
pixels and measured the amount of intersection with the 

previously approximated circles relative to the area of these 
blocks. This way we get 32x32 images to train on. To train 
and evaluate our models binary cross entropy was used with 
additional weighting between the classes. The motivation of 
the weighting in the loss function is that mostly only a few 
percent of the image area contains a nodule, while there are 
many more negative regions, which could cause the models to 
converge to a near 0 output during training (i.e. the model 
learns only the average of the labels instead of generalization). 

 𝐿(𝑦, 𝑑) =  − ∑ 𝑤𝑖,1𝑑𝑖𝑙𝑜𝑔(𝑦𝑖) +𝑖 𝑤𝑖,2(1 − 𝑑𝑖)𝑙𝑜𝑔(1 − 𝑦𝑖)  (1) 

Here, 𝑦𝑖 is the output of the network for input i, 𝑑𝑖 is the 

expected output, 𝑤𝑖,1 is the weight for observation i being a 

false negative, and 𝑤𝑖,2 is the penalty for false positives. The 

weighing step is also justified by the fact that during the 
annotation process, at most one nodule was flagged for an 
image, so we can expect that there are also untagged lesions. 
Furthermore, if we think of the models as region of interest 
filtering that detects nodules, then outputs with false positives 
are more informative for physicians, or for other algorithms, 
than outputting the zero mean. Not to mention that, for 
medical diagnostic applications, false positives are typically a 
better outcome than the failure to detect a nodule. 

A. Simple CNN architecture 

For our first, baseline attempt we tried a fairly simple feed-
forward fully convolutional architecture inspired by the 
feature extraction part of the VGGNet (Fig. 1.). The network 
was trained with a batch size of 20 and a learning rate of 10-6, 
using the Adam optimizer. A weight of 50 was chosen for 
false negatives, while the weight for false positives remained 
one.  

B. DenseNet 

To improve upon the previously introduced solution, we 
first tried making the architecture deeper as well as using skip 
connections between layers. The methods used here were 
motivated by DenseNet, a popular model in the field of 
medical image processing. The idea is that in the forward step, 
the outputs of all previous blocks are concatenated to a 
common feature map, and subsequent blocks can select from 
these outputs (of course, as the resolutions of the processing 
blocks are reduced through subsequent layers, these feature 
maps are also downscaled). Since the number of channels 
increases linearly with the depth of the network, to avoid an 
explosion in the number of trainable parameters, a 1x1 
convolution is applied at the beginning of each Dense block 
reducing the number of channels. The peculiarity of the 
architecture is that the skip connections implemented this way 
allow the creation of even deeper networks by supporting the 
propagation of gradients to previous layers, effectively 
reducing the gradient vanishing problem. Another advantage 
of the solution is the reusability of features, i.e., the activations 
on the output of one block can be used by several subsequent 
blocks. This allows for using processing blocks with less 
channels, thus using fewer parameters as well as memory. The 
exact architecture of the processing blocks used and the 
overall network is illustrated in Fig. 2. 

While training the network, the higher number of feature 
maps lead to an increased VRAM usage. Consequently, had 

 
Fig. 1. The initial baseline model 
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to reduce the batch size to 10. Additionally, the static learning 
rate has been replaced with a learning rate scheduler that starts 
at 10-5 and gradually decreases with the number of iterations 
until it reaches 10-7. 

 

C. Knowledge fusion with fully connected layers 

So far the effective sensitivity area of a given output region 
is not much larger than the 16x16 block it represents on the 
original image (in practice, the area is larger than that due to 
the overlapping convolutional kernels, however, pixels far 
from a given region on the output have only a marginal effect 
on the output activations of that region). This means that our 
models would have to determine whether there is a nodule in 
a given region based only on this very local information, 
making them much more difficult fit and generalize. If we 
interpret the task not as generating classifications for specific 
regions, but as segmentation of the nodules on a much lower 
resolution, techniques used for this purpose can be applied. 
One possibility was to use fully connected layers – which were 
also utilized in YOLO V1 networks – to produce the output. 
This way, the sensitivity area of the output neurons is extended 
to the whole image, allowing them to calculate the output for 
a region while also taking the predictions for other regions into 
account. The usage of fully connected layers greatly increases 
the number of trainable parameters, making the network prone 
for overfitting and also causing other stability issues due to the 
potential redundancy. To combat these, we have decreased the 
number of input channels before the fully connected layers, 
added dropout with a probability of 0.5 for more robust 
operation in parallel with a strong L2 regularization. 
Unfortunately, the number of trainable parameters are still in 
the range of millions, which greatly increases the memory 
consumption of the model, thus slowing down the training 
significantly. The new network head can be seen in Fig. 3., 
which is applied after the DenseNet described in the previous 
chapter.

 

D. DenseUNET 

Another option is motivated by the following: suppose that 
the architecture presented as DenseNet only produces a lower 
resolution image on which we want to perform the 
segmentation. We can process this output with UNET, a 
multi-level encoder-decoder network where the levels of the 
same resolution are connected by skip connections. We also 
used Dense blocks as the processing blocks for the UNET part 
of the network, allowing any given block to use the outputs of 
any of the previous blocks. The resulting new head can be seen 
on Fig. 4., which we apply after the network explained in the 
DenseNet chapter. 

 

E. Augmentation Techniques 

During training, due to the low number of samples we 
observed significant overfitting for most models. To remedy 
this, we relied on the virtual increase of the number of samples 
– augmentation. The technique consists of performing 
transformations on the input data which should result in an 
invariant behavior of the network response. In practice it is 
important, that the transformed versions of the same image are 
different enough so that the network cannot overfit on them, 
but the resulting variations sample the same background 
distribution as the original samples (because of the expected 
invariant behavior). To achieve this, we applied the following 
transformations on the samples and their corresponding 
expected outputs: 

• Normally distributed noise is added to the input 
intensities to make overfitting on high frequency 
components more difficult. 

• A small amount of random rotation on both inputs and 
outputs, as convolutional filters are not rotation 
invariant. This also makes overfitting more difficult 
as well as the prediction more robust for inputs which 
are not well aligned. 

• Random shifting on both inputs and expected outputs. 
Although convolutional filters are invariant for 
shifted inputs, it is theoretically possible to learn the 
distance of a region from the edge of the image due to 
padding, and the invariant property is also spoiled by 
pooling layers, making room for overfitting. By using 
shifts, the possibility of this kind of overfitting is ruled 
out. This step again also helps making the models 
more robust when having to predict on poorly aligned 
images. 

• Random rescaling of the input and output, since the 
convolutional operation is not scale invariant, this 
transformation should also help against overfitting. 

F. Normalization Techniques 

While for training, the input images are in an already 
normalized png format, if we want to reliably predict for new 
images, the preprocessing of DICOM files becomes 
necessary. Since normalization windows are often not 

 

 
Fig. 2. The architecture of a simple Dense block (top), and the 

proposed network used for localization (bottom) 

 

 
Fig. 3. The proposed architecture of the new head with fully connected 

layers 

 

 
Fig. 4. The proposed architecture of the new head using DenseUNET 

as the base idea 

 

21



annotated, an automatized way is necessary. In most cases 
ordinary min-max normalization is not enough since 
radiographs often contain outlier values.  

1) Histogram-based methods 
Histogram equalization works by trying to match the 

distribution of the image intensities to a predefined 
distribution by applying a monotone increasing function on 
the intensities pixel-wise. This can either be the histogram of 
another image’s intensities, or uniform distribution if we want 
to maximize contrast. A drawback of using these methods is 
that the value set of the target distribution is usually much 
smaller to facilitate the matching of the two histograms, which 
results in a loss of information. Another disadvantage is that 
this method is also prone to amplify noise on otherwise 
homogenous areas. An improved version of the algorithm is 
adaptive histogram equalization [6], which consists of 
dividing the input into regions, performing the smoothing on 
each of these regions separately, and then producing the 
output from these regions. The advantage of this method is 
that it is suitable for enhancing contours in local regions with 
small intensity differences, furthermore, contrast limitation 
can also be used to lessen the noise amplification. 

2) Filtering outliers 
Another possibility is to normalize by trying to bring areas 

of the same radiodensity to a common intensity. If we live 
with the assumption that any two lungs consist of the same 
materials, min-max normalization would be a feasible 
solution. However, this assumption does not hold in most 
cases, due to scanning issues, as well as artificial objects such 
as pacemakers. A more robust solution would be to assume 
that a portion of the most and least dense substance of the 
images approximately have the same densities. This way we 
can create a normalization method more resilient to outliers by 
sorting the points by intensity and taking the intensity 
measured at the 10th and 90th percentiles as the new minimum 
and maximum. This is based on the observation that both the 
darkest and lightest areas typically occupy more than 10% of 
the image surface area, while areas where anomalies occur 
typically occupy less than that, thus there is a high probability 
that we will approximate the real 10th and 90th percent of the 
distribution accurately. 

3) Normalization based on lung segmentation 
The efficiency of the previous method could be greatly 

improved if we could only take pixel intensities in the lung 
area into account and perform the normalization based only on 
these pixels, since this way we can ensure that the selected 
intensities represent the same material. Although both 
conventional and neural solutions for segmentation exist, 
since robustness is key for a preprocessing step, we chose a 
conventional image processing method based on [7] that uses 
the following steps: 

i.  The input DICOM image intensities are first 
normalized by adaptive histogram equalization. 

ii.  The resulting images are blurred using the total 
variation denoising (TV) algorithm.  

iii.  Blurred images are binarized by thresholding and 
then divided into connected components. The components 
are filtered to remove smaller areas treating them as noise. 
Two elements of the remaining set which are the most 
likely to represent the lung halves are selected as 
candidates. 

iv.  Candidates are compared along several well-
formedness constraints to check whether the segmentation 
is accurate. If not, the thresholding is performed at a higher 
level, and we jump back to step iii. In case no components 
remain after thresholding we return with an error.  

v.  If candidates are found to be accurate, their convex 
envelope is constructed and refined with an active contour 
model aligning its contour to the pleura on the original 
image. 

The idea of the total variation denoising step is to create 
an image where the energy of the gradients is minimal (i.e. the 
edges are blurred as much as possible). A trivial solution to 
the problem would be to create an image using only a single 
intensity, thus an extra regularization term is also necessary 
that penalizes the difference between the original and the new 
image. 

 arg 𝑚𝑖𝑛𝑢 {𝜆 ∫|∇u| +  1
2

∫(𝑓 − 𝑢)2} (2) 

 
Here the integration is performed on the pixels of the 

images, f is the original, u is the resulting image, λ represents 
the regularization hyperparameter of the algorithm (in our 
case λ=2 proved to be optimal).  

Lung candidates are selected by taking the two connected 
components that are closest to the points in the first and third 
quarters of the image horizontally and the top third of the 
image vertically. For these candidates, the following metrics 
are examined for each candidate separately: eccentricity, 
equivalent diameter, area relative to the image, and whether 
the components are adjacent to the image boundary. If more 
than one constraint is violated for any component, candidates 
are classified invalid. (One constraint might be violated to 
allow possibilities like the edge of the lung hanging out of the 
image boundary.) Once candidates passed these constraints, 
we also examine them relative to each other to make sure that 
their diameters do not differ too much, or that they do not 
occupy too large an area of the original image. If all tests are 
successful, we accept the candidates. After creating an initial 
convex envelope for the lungs, a series of shrinking and 
expansion steps follow using the active contour model. 
However, we found that using a single expansion step is 
computationally more efficient and stable without 
compromising accuracy significantly.  

During our initial experiments with the algorithm, we 
found that in some cases it is prone to falsely classify the 
background as one of the lung components, as well as some 
light stripes on the side of images might occur due to the way 
images were scanned, which can make it difficult to segment 
the background. To combat these issues, we used 
morphological opening and closing to eliminate the stripes 
created during the scanning process. The next step is finding 
and filtering out the background of the image by first 
binarizing the image at the 30th percentile, finding connected 
components, and classifying them as background if the length 
of their boundary adjacent to the boundary of the image is 
longer than a portion of the circumference of the image. (in 
our case that portion is 10%) 

After creating the segmentation of the lung this way, we 
can use the previously mentioned outlier filtered min-max 
normalization on the segmented area for an even more robust 
operation. 
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V. RESULTS 

A. Simple CNNs 

Neither the proposed architecture similar to VGGNet nor 
DenseNet could achieve a good fit. The first network was not 
able to generalize even on the training set, while the second 
architecture was not much more successful either, only being 
able to localize the lung area with its predictions. Results 
suggest that the representational ability of the network is 
below what the task would require, as it cannot even overfit 
on the small number of training samples. We identify the small 
sensitivity area of the output regions as the cause of the 
phenomenon, as latter models showed better performance. 

B. Fully connected and DenseUNET heads 

In this case both networks were able to overfit on the 
training set successfully, as expected, however due to the 
small number of samples, they could not generalize on the 
validation set. To overcome this issue, we used augmentation 
in subsequent trainings. 

C. Augmentation 

Using augmentation, the network using a head with fully 
connected layers, although no longer overfit, was not able to 
generalize on the validation set. In contrast, the DenseUnet 
architecture converged to a lower loss, and the effect of 
regularization is clearly visible on the loss functions as 
training and validation losses have similar values. While 
qualitatively assessed, the output of the model is still 
unsatisfactory, it is able to find nodules in general, although 
oversegmenting them as well as giving many false positives. 
However, by observing the location of such incorrect outputs, 
they mostly occur at points where there is some irregularity or 
where such lesions are often formed. Furthermore, by 
observing the segmentation results qualitatively, we noticed 
that if there was a nodule in a given image, higher activations 
in the output could be observed, thus to some extent the output 
energy correlates with the binary classification of the images, 
even if the localization is incorrect. The resulting training 
losses and examples of the segmentation results can be seen 
on Fig. 5. 

D. Normalization techniques 

1) Histogram equalization 
It was also noted in our study that histogram equalization 

can produce higher contrast images than those created through 
basic min-max normalization. It is essential to note, though, 
that while histogram-based methods offer more easily 
interpreted outcomes for humans, the coarse intensity levels 
and the introduction of high frequency noise can negatively 
affect the results of neural networks or conventional image 
processing algorithms. A comparison of the results with min-
max filtering can be seen on Fig. 7. 

2) Outlier filtering and lung segmentation 
We evaluated the performance of the segmentation 

algorithm in IV.F.3) by running it on the Vindr-CXR dataset 
and for each sample we calculated the proportion of the image 
area that was declared as lung and observed the resulting 
histogram. based on this metric, in around 2% of the cases the 
algorithm was not able to find the lungs. By further examining 
the segmentations manually, we found that in addition to the 
clearly erroneous results mentioned above, a further 10-20% 
of the results showed significant under-segmentation or wrong 
selection for lung candidates. Some examples of the 
segmentation can be seen in Fig. 6. 

VI. DISCUSSION 

A. Nodule segmentation architectures 

 The quality of the predictions did not justify quantitative 
analysis, hence, our evaluation of the performance of the 
networks was primarily qualitative. Based on the experiments, 
we derived the following conclusions about the task: 

1) The problem requires neural networks with more 
representational power than we first expected as most 
architectures struggled to overfit even on a small number of 
samples.  

 
Fig. 5. Training results using augmentation. The left column shows the 
results using fully connected layers in the head of the network, while 

the right column shows the results obtained with DenseUnet. The first 

row shows the evolution of the loss functions, the second row shows 
the prediction of the models on the train dataset, and the third row shows 

prediction for a sample in the validation part of the dataset. The red 

colour channel indicates the prediction of the network while green 

represents the expected output. Lesions found are shown in yellow. 

 

  
Fig. 7. A comparison between different normalization methods. Min-
max (left), outlier filtered min-max (center), histogram equalization 

(right), note the different anomalies introduced using the last method. 

 

 
Fig. 6. An unsatisfactory (left), and a usable (right) segmentation of the 

lung area using the proposed algorithm. 
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2) For an accurate evaluation of a region, it is not sufficient 
to observe only the pixels within that region, instead, an 
architecture must be considered that has a much wider 
sensitivity area than the region examined. 

3) A larger dataset is necessary, because although 
augmentation has been able to make current architectures 
generalize, a network with a larger representational capability 
would require stronger transformations, which might lead to 
the augmented images describing a completely different 
background distribution than the original samples. (This might 
have already been observed during the DenseUnet training, 
where the validation loss runs slightly lower than the training 
loss, which may suggest an over-regularisation effect of the 
augmentation or a necessary increase to the number of 
trainable parameters.) 

B. Normalization techniques 

Because of the different anomalies histogram equalization 
is prone to produce, we do not recommend using inputs 
normalized this way for training or for prediction without 
further processing. While the proposed segmentation 
algorithm works well on most samples, it is not robust enough 
to be used for normalization. Furthermore, it is difficult to 
avoid some commonly observed fault modes of the 
segmentation model, such as misaligned patients on some 
radiographs, or where one or more of the lobes are filled with 
fluid. In the end we find that the best method for normalizing 
DICOM images is the outlier filtered min-max normalization 
as it is able to work robustly in various scenarios without 
producing major anomalies. 
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