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Abstract

Reinforcement Learning is living its renaissance thanks to its astonishing
achievements in various applications that influenced Artificial Intelligence
and science. At first, Reinforcement Learning appeared in many Intelligent
Transportation Systems application domains. After a short period, it be-
came dominant. However, training an agent to perform sufficiently is often
challenging or takes a lot of iterations, especially in areas where multiple
objectives must be considered. Unfortunately, this is the case for most appli-
cations in Intelligent Transportation Systems since there are always metrics
to consider regarding sustainability, along with the metrics of the control
problem
In my thesis, I focus on the efficiency of Reinforcement Learning in Intelligent
Transportation Systems by following a hierarchical approach to tackle the
efficiency on multiple levels.
The first level starts with problem formulation, where every consideration is
problem-specific. This is followed by proposing tools that accelerate the con-
ceptualization process of any given Reinforcement Learning problem regard-
ing reward functions. Finally, I developed a problem-independent training
sample prioritization technique that is capable of enabling better performance
and decreasing the required training iterations.



Kivonat

A Megerősítéses Tanulás napjainkban reneszánszát éli köszönhetően az elmúlt
néhány évben elért sikereknek, amelyek nem csupán a Mesterséges Intelli-
genciát, hanem a természettudományokat is jelentős mértékben formálták.
Kezdetben sok különböző alkalmazásban jelentek meg a megerősítéses tan-
ulás alapú megoldások az Intelligens Közlekedési Rendszerek területén, majd
rövid idő után ezek a módszerek kezdték el dominálni a különböző alkalmazá-
sokat az elért teljesítményüknek köszönhetően. Több tudományos munkán
is látszik, hogy ha a tanítás sikeres, akkor a legjobb eredmények is túl-
szárnyalhatók az adott területen, azonban ez gyakran jelent komoly kihívást
vagy rengeteg iterációt, leginkább azokon a területeken, ahol a célfüggvény
több önálló komponensből áll. Sajnos az Intelligens Közlekedési Rendsz-
erekhez kapcsolódó alkalmazási területek legtöbbje ilyen, hiszen a közlekedési
metrikákon túl, az optimalizációnak mindig figyelembe kell vennie a fen-
ntarthatósági kritériumokat is.
A disszertációm célja, olyan módszerek fejlesztése, amelyek képesek növelni a
Megerősítéses Tanulás alapú megoldások teljesítményét és csökkenteni azok
erőforrás igényét közlekedésirányítási alkalmazásokban. Ehhez egy hierar-
chikus megközelítésit fogok bemutatni.
Az első szint bemutatja az irányítási feladat Markov Döntési Folyamat-
ban való felírásának fontosságát és befolyását a végeredményre. Ezen a
szinten még minden megfontolás probléma specifikus. A második szinten
olyan eszközök kifejlesztésére törekszem, amelyek segítségével egzakt mó-
don kiválasztható, a legjobb teljesítménnyel kecsegtető célfüggvény egy adott
irányítási feladathoz. Végül a pedig egy olyan tanítóminta „priorizálási” tech-
nika kifejlesztése a cél, amely probléma független és lehetővé teszi az elérhető
teljesítmény növelését, illetve a tanításhoz szükséges erőforrások csökken-
tését.
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Chapter 1

Introduction

The new renaissance of Deep Reinforcement Learning (DRL) started in 2015 when re-
searchers at Google DeepMind achieved superhuman performance in Atari (Mnih et al.
[2015]). The results in the Atari games showed the world that DRL can achieve spectacu-
lar performance in several sequential decision-making tasks. This achievement instantly
triggered the scienti�c community, and many experiments have started in various do-
mains. These experiments further demonstrated that DRL can solve tasks that can
signi�cantly impact not just domains but science itself. DRL started with defeating Lee
Sedol in GO (Silver et al. [2017]), which is a great success story around DRL, such as
AlphaTensor that can speed up matrix multiplication compared to analytical solutions
(Fawzi et al. [2022]). Along with these results that greatly articulate DRL's potential,
other domains with tremendous practical use started to thrive.

Along with DRL's renaissance, the domain of smart cities emerged, and DRL-based
solutions started to appear in many smart city-related application areas. Autonomous
driving is one of the most researched realms in this domain since it can impact many
aspects of smart cities and ITS, such as safety and e�ciency in terms of environmental
sustainability. Chae et al. [2017] developed a system that improves pedestrian detection
with the DQN algorithm, and the results evaluated their performance in the PreScen
simulator. Wang et al. [2019b] introduces a hierarchical DQN approach for safety gap
adjustment in lane-changing scenarios that can signi�cantly in�uence the frequency of
accidents.

Energy management is also an essential aspect of smart cities, and Wu et al. [2019]
showed that DRL can handle the energy management of electric buses adaptive to road
conditions. Energy management also plays a crucial role in route planning, and Li et al.
[2024] developed a DRL-based approach that can outperform classic optimization for
large city networks.

DRL is also in�uential among tra�c management applications. One of which is
ramp metering. Ramp metering can signi�cantly decrease congestion and accidents,
as Jang et al. [2019] and Chalaki et al. [2020] presented. Dynamic Lane Management
(DLM) is another tra�c management application that can enable the adaptive allocation
of lane capacities based on tra�c �ow, which results in more e�cient transportation
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(Gunarathna et al. [2019]).
DRL can also be important in tra�c model calibration tasks. Tra�c models are

fundamental since they enable precise predictions about the trends in tra�c �ow, which
can be crucial for many more transportation management systems. Bacchiani et al.
[2019] showed the basic framework for applying DRL for transportation modeling and
reached considerable solutions compared to baseline methods.

The choice of the application domain for DRL in my thesis is motivated by the fact
that Intelligent Transportation Systems (ITS) have a crucial in�uence on many people's
lives. The main aspects are the following:

ˆ Several studies have stated that as the means of transportation are accelerating,
people's need for mobility increases. This phenomenon suggests that transporta-
tion management has to become more e�cient in the foreseeable future since, in
most cases, it is impossible to build additional infrastructure to satisfy the demand
for mobility.

ˆ Another critical aspect of making transportation management methods more ef-
�cient is sustainability since transportation has a severe share of greenhouse gas
emissions, which crucially in�uences global warming.

ˆ The last central aspect concerns the economic burden tra�c jams cause. If an
accident occurs on a highway and the throughput drops or a signalized intersec-
tion's program is not tailored to the given tra�c load, the travel time and fuel
consumption increase, which has serious economic consequences.

These aspects of ITS combined show how important this domain is and how signi�-
cant impact can be achieved with greater e�ciency on many aspects of our lives. The
domain of ITS is an intensively researched area. After the great success of DRL, the
results achieved with DRL in this area started to multiply. The control problems in ITS
are mainly solved with control theory-based approaches. However, as the complexity
level of the control problems rises, classic control can not provide real-time solutions.
Consequently, there is a tremendous need for methodologies that can handle complexity
and support real-time applicability simultaneously. Thanks to that, DRL-based solu-
tions started to dominate domains such as Tra�c Signal Control (TSC), Variable Speed
Limit Control (VSLC), and even control tasks in autonomous vehicle control like Lane
Keeping (LK), among other levels of motion planning problem (Aradi [2020]). Analyz-
ing most of the papers from these domains shows that �nding the right abstractions
(state, action, reward) for a control problem is almost always part of the contribution.
The reason for this is that in DRL, the researchers are responsible for formalizing the
control problem for the agent. Compared to other realms of Machine Learning (ML), it
is much more challenging since in Supervised Learning (SL), the problem formalization
is already done, and the researcher does not have to shape objective function; in Unsu-
pervised Learning (UL), the researchers do not even need labeled data. Consequently,
solving a problem with RL requires a tremendous understanding of the control task to
formalize the abstractions. Of course, there are problems where it is simple, like chess
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or GO, because the problem formulation (state, action, reward) is in the rules of the
game, but in ITS applications, there can be several concepts.

DRL is strikingly unstable and sample ine�cient compared to other realms of Ma-
chine Learning. Consequently, creating the best heuristics for control problems that
yield the best performance can be of great value. Unfortunately, these heuristics have
no guarantees and can not be interpreted for other control problems. This resonates
with the fact that there were challenging Atari games for DRL to solve on a superhu-
man level because of the stochasticity and the sparse rewards of the environment. These
two factors combined severely impact DRL's sample e�ciency and stability, which are
interconnected with the credit assignment problem. These issues are a concern in every
DRL-based application from the beginning. The credit assignment problem means it can
not be clearly de�ned how the di�erent actions over the episodes in�uence the outcome.
This is the reason for sample ine�ciency and instability; of course, it is deeply rooted
in how one de�nes an agent's control task. This aspect of DRL is more in�uential in
ITS since an agent requires strong cohesion between the created abstractions to solve
the given control problem.

1.1 Overview of the Thesis

My research focused on solving sample ine�ciency on di�erent levels in DRL. The �rst
level is focused on how in�uential the problem formulation of a given control task is in
terms of the �nal performance, generalization capabilities. The second level is developing
tools to help the problem formulation process, which can tremendously mitigate the
iterative process of �nding the right abstraction for a given problem. The third level
shows that suitable abstractions enable performance gain across domains. The fourth
level solves the sample ine�ciency on a di�erent abstraction level entirely independent
of the given problem. The structure of the thesis is the following:

ˆ In Chapter 1, I provide an extensive introduction to Reinforcement Learning (RL),
where RL's core idea and mathematical framework are detailed. Furthermore,
I introduce RL's two prominent model-free algorithm families: the policy-based
and value-based approaches. Finally, I also detail the Monte-Carlo Tree Search
(MCTS) algorithm. These algorithms are introduced at the beginning since every
subsequent Chapter is built upon these algorithms; in that way, only additional
methodologies are introduced in the speci�c chapters.

ˆ Chapter 2 presents my �rst major �nding. This Chapter introduces the Tra�c
Signal Control problem, one of the most researched areas of ITS. Then, it details a
problem formulation for the single intersection use cases, which results in superior
performance compared to the abstractions in the literature that are used as a
baseline for reliable performance evaluation.

ˆ Chapter 3 details a novel method for reward function comparison. The reward
functions have a central role in the success and stability of the training process,
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not to mention the �nal performance. However, for a particular problem, it can
not be determined undisputably which reward function is the best since they are
heuristics and come with no guarantees. Despite that, I developed a method that
can avoid the iterative search for the best reward function, and instead of that, it
can be determined in advance without even training the agent.

ˆ In Chapter 4, the knowledge gathered through the development of Chapter 2 prob-
lem formalization is applied to the more complex control task, which is Variable
Speed Limit Control. This control problem requires a new algorithmic approach
to create a solution, notably Multi-Agent Reinforcement Learning. This Chap-
ter details how to formulate a problem for such a task to achieve scalability and
generalization.

ˆ Chapter 5 tackles the sample ine�ciency of Reinforcement Learning from another
level. In the previous chapters, the training e�ciency of RL is tackled at the level
of problem formulation and with tools that can accelerate the process of creating
new problem formulations. This Chapter proposes a novel experience prioritization
method that can enable performance and more stable convergence for any control
problem.

ˆ In the �nal Chapter, I summarize the thesis and provide a detailed assessment
of the possible research directions that can follow the presented endeavor of my
thesis.

After introducing the chapters, I would like to provide an overview of the key results
in my thesis to articulate the cohesion between the individual �ndings. Figure 1.1
displays the logical order between the consecutive results.

Figure 1.1: The overview of the key results

My main goal in the �rst �nding is to show that making the problem formulation of an
application more intuitive and straightforward can be highly bene�cial to the agent, since
it makes it easy to learn and excel in that particular task. During this experimentation,
I spent an enormous amount of time training the baseline agents with the di�erent
concepts from the literature, and my thinking was that it should be so much simpler to
compare reward functions and it should not involve every one of them to know for sure
which one is the best one for the given problem. This experience motivated my second
research, which focused on reward function comparison. After this research project, I
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would like to further investigate the potential of problem formulations, but in a di�erent
aspect: scalability. This motivated examining Multi-Agent Reinforcement Learning in
Variable Speed Limit Control. Particularly in training one agent to manage the same
control problem in various sizes.

However, all the research I introduced above is somewhat domain-speci�c or does not
make Reinforcement Learning more e�cient, and mitigates the training overhead during
research. Consequently, my goal was to investigate sample prioritization and contribute
to that �eld in a way that makes Reinforcement Learning more sample e�cient than the
existing methods.

1.2 Deep Reinforcement Learning

As a result of the rapid increase in available computing capacity, Reinforcement Learning
has attracted signi�cant attention (Wang et al. [2022]) from many researchers interested
in Machine Learning due to its promising properties and satisfactory results in various
sequential decision-making problems.

Reinforcement Learning stands as a special branch within the �eld of Machine Learn-
ing. Unlike Supervised Learning, RL does not necessitate an immense, labeled dataset,
the acquisition of which is often limited or not even feasible in speci�c scenarios. Instead,
interactions between the agent and an environment object generate the required training
data.

A key di�erentiating factor of RL compared to other Machine Learning methods orig-
inates from the above-mentioned interactions. From each iteration, a state transition
tuple needs to be composed, in which a so-called reward function is applied to quantify
the value of actions subsequently utilized during network updates. This characteris-
tic provides the advantage of not being restricted by constraints imposed by an initial
dataset but somewhat in�uenced by the designer's choices in de�ning crucial elements,
such as state and action spaces, and the mentioned reward function. Thoughtful selec-
tion of abstractions in a given task plays a vital role in the credit assignment process,
ultimately shaping the attainable performance of agents.

Since the online prediction time of a trained neural network is in the order of millisec-
onds, one of several advantages of RL is its limitless real-time applicability, which enables
agents to quickly react and adapt to changing conditions or events, being a helpful prop-
erty in dynamic environments such as robotics (Koh et al. [2020], or tra�c control tasks
Yan et al. [2020]). Furthermore, an additional bene�t of applying neural networks as non-
linear function approximators is the attribute of scalability, which proves particularly
advantageous in complex structures composed of multiple interconnected components.
This characteristic empowers RL agents to expand their capabilities to handle large-scale
systems, e�ectively coordinating actions and making decisions across multiple levels of
abstraction. This is especially relevant in domains such as network management (Leibo
et al. [2021]), supply chain optimization (Zhou et al. [2020]), and smart grids Chu et al.
[2019]. Lastly, a virtue of RL, long-studied by many, is generalization capability, which
facilitates handling variations, uncertainties, unforeseen circumstances, and edge cases
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emerging within the environment. It ensures that decisions remain reliable and robust,
even in situations that deviate from the training distribution. Moreover, this prop-
erty forms the foundation of transfer learning techniques (Zhu et al. [2023]), enabling
RL agents to transfer their acquired policies from one task or environment to another.
Hence, it minimizes the need for extensive retraining, reducing time and computational
resources costs while expediting learning in additional scenarios.

The mathematical framework of Reinforcement Learning is determined by the Markov
Decision Processes (MDP), often referred to as< S; A; R; P > , where the object respon-
sible for the actions is called an agent. A Markov Decision Process is clearly de�ned by
four elements, which are the following:

ˆ st 2 S is the state at time step t, where S is the state space

ˆ at 2 A is the action chosen at time stept from state st , whereA is the action space

ˆ r t+1 2 R is the reward quantifying the quality of state transition from state st due
to the selection of action at

ˆ P(st+1 jst ; at ) is the probability that choosing action at from state st at time step
t will lead to state st+1 at time step t + 1

As described above, the training involves interactions between the agent and the
environment, generating state transition tuples and forming the required training sam-
ples. In this context, the environment serves a dual purpose in this process. On the one
hand, it provides essential information about the state of the environment, enabling the
agent to make decisions based on the observed data. On the other hand, it quanti�es
the e�ectiveness of chosen actions by returning a scalar feedback value, known as the
reward. An iteration of the training loop depicting the aforementioned methodology is
as follows:

1. The agent uses the observation from the environment at the previous time step to
decide.

2. This decision is then conveyed to the environment as an action, leading to a change
in the environment's current state.

3. The change in the environment's state causes a state transition, encompassing
two important outcomes: the subsequent state representation and a corresponding
reward value.

4. These metrics are then relayed back to the agent.

5. The agent utilizes the new state representation for subsequent decision-making.
At the same time, the reward value serves as a feedback signal, based on which a
neural network can be updated.
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The detailed training loop is shown in Fig. 1.2. Throughout the training, the weight
and bias parameters of the neural network are iteratively updated using two additional
vital components: the loss function and the backpropagation method. From a mathe-
matical perspective, the agent's objective during training is to maximize the cumulative
reward, a weighted sum of rewards obtained over an episode. This mathematical goal is
formally represented in 1.1 as:

Gt =
TX

k= t+1


 k� t � 1 � Rt (1.1)

where t is the time step, T is the time step at which termination of the current episode
occurs,Rt is the value of reward received at time stept, and 
 is the so-called discount
factor used to balance the importance of immediate rewards over future rewards.

Figure 1.2: The original RL training loop.

1.2.1 Policy-based methods

Policy-based RL has become a fascinating realm of model-free algorithms, thanks to
the results in several challenging domains (Lillicrap et al. [2015]). In this concept, the
policy is approximated directly. Hence, the function approximators � parameters are
tuned to predict a probability distribution over the executable actions in every state.
Therefore, it operates as a dynamic heuristic because the meaning of the predicted values
(the probability of particular actions in a given state) can not be compared among
states. Hence, the choice probabilities' information is always relative to the state. The
advantages of this method over the value-based ones are guaranteed convergence toward
a local optimum and improved stability, which can be further enhanced by using di�erent
parameter update frequencies. The parameter update rule is formalized as follows based
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on Sutton et al. [2000]:

�  � + � r log � � (st ; at )
TX

t=1


 t r t (1.2)

where � � (st ; at ) is the choice probability of action a in state s at time step t predicted
with the neural network's � parameters, and � is the learning rate. Accordingly, the
Policy Gradient (PG) agent operates as follows:

1. Initialize the neural network's � parameters according to the Xavier-normal kernel
initializer scheme, along with the initial state s0.

2. Carry out interactions with the environment until a terminal state is encountered,
then store the history of the episode.

3. If the update frequency � is reached, the rewards gathered into the history must
be discounted.

4. Finally, the gradients are calculated based on the collected experiences, and the
neural network's � parameters are updated accordingly.

Algorithm 1.1 and 1.2 show the pseudo-code for the policy gradient method.

Algorithm 1.1 Vanilla Policy Gradient

1: procedure vanillaPolicy(epoch)
2: Initialize ( � 0), the weights of the initial policy
3: for episode in range of epochdo
4: while not terminated do
5: Sample action based on current policy
6: Step one in the environment
7: Save new state, reward, and actual policy
8: end while
9: updatePolicy()

10: end for
11: Return Policy
12: end procedure

In the case of PG, the loss is calculated with the following equation:

loss =
tX

i =0

r i � log2(P(ai j� i )) ; where (1.3)

ai 2 A ; i 2 f 0; 1; 2; :::; tg

Here the r i is the given reward at i th time step achieved by actionai applied in the
state input s, the log2(P(ai j� i )) means the probability of choosing actiona in a given
� i and s.
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Algorithm 1.2 UpdatePolicy

procedure updatePolicy()
2: Calculate loss = �

P e_ length
i =0 r i � log2(P(ai j� i ))

Compute gradients
4: if update then

Step with optimizer ! (� t )
6: Zero out gradients

else
8: Continue

end if
10: end procedure

1.2.2 Value-based methods

Value-based methods represent a category of algorithms in Reinforcement Learning to
accurately estimate the so-called value function associated with states, action advan-
tages, and state-action pairs. The value function characterizes the expected return or
cumulative reward achievable by the agent while following a speci�c policy throughout
the episode. Hence, the agent's primary objective is to acquire an optimal value function
that maximizes the expected cumulative reward. By approximating the values of states
or state-action pairs, the agent can make well-informed decisions regarding which ac-
tions to execute to maximize its long-term reward. The value of a state can be calculated
according to 1.4 as:

V� (s) = E � [Gt jSt = s] (1.4)

where E is the expected value operator,Gt is the cumulative reward, s is the state for
which the value estimation is carried out, and � is the policy the agent needs to follow
after time step t to realize the estimated value.

It is essential to acknowledge that value-based methods primarily focus on estimating
the value function rather than directly acquiring a policy. However, a policy can be
derived from the estimated values by selecting the action with the highest value within
each state.

1.2.2.1 Q-learning algorithms

Among various approaches within the value-based algorithm family, an outstanding ex-
ample is provided by Q-learning methods (Watkins and Dayan [1992]). Q-learning,
being an o�-policy and model-free algorithm class, meaning that it does not require
prior knowledge of the environment's inner dynamics or transition probabilities. Dur-
ing the training process, the estimation of the action-value function, commonly called
the Q function, is continuously updated. Similarly to general value-based solutions, the
Q-value can be acquired according to 1.5 as:

Q� (s; a) = E � [Gt jSt = s; At = a] (1.5)
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where an additional a parameter is included in comparison with 1.4, which is the action
chosen from states.

The iterative update of Q-values is based on the observed rewards and state tran-
sitions experienced during the interaction sequence, starting from an initialQ-table or
Q-function, and choosing actions based on an exploration-exploitation strategy, such as
� -greedy. Using these observations,Q-values are updated according to the Bellman equa-
tion, which expresses the relationship betweenQ-values of successive states according to
1.6 as:

Q(s; a)  Q(s; a) + � � [r + 
 � max
a0

Q(s0; a0) � Q(s; a)] (1.6)

where � is the learning rate, r is the reward value, 
 is the discount factor and
max

a0
Q(s0; a0) is the highest Q-value obtainable from subsequent states0.

1.2.2.2 Deep Q-Network

Deep Q-Network, often abbreviated as DQN, is a Reinforcement Learning algorithm
that combines principles ofQ-learning with powerful capabilities of deep neural networks.
Mnih et al. [2015] introduced this method initially and demonstrated the method on Atari
games. DQN has garnered signi�cant attention from researchers due to its impressive
performance not only in the gaming domain but also in a diverse set of �elds, including
robotics, recommendation systems, and autonomous driving.

The key idea behind DQN is to use a deep neural network to estimate theQ-function.
Hence, the handling of high-dimensional, complex input spaces is easily feasible. Ap-
proximation of the optimal Q-function is resolved by minimizing the mean squared error
loss between predicted and targetQ-values, as can be seen formally described in 1.7:

LMSE =
1
N

�
NX

i =1

(yi � ŷi )
2 (1.7)

where N is the number of training samples,yi is the target value and ŷi is the predicted
value for samplei .

The introduction of the DQN algorithm incorporates two main novelties, one of which
involves the application of two identically structured neural networks. The primary
network, known as the action network, is responsible for decision-making, while the
secondary network, referred to as the target network, is used to compute targetQ-
values. An update of the neural network is performed on the action network, while
parameters are periodically copied to the target network at a �xed rate of time steps.
This approach helps stabilize the learning process by providing more reliable target
values during training achieved by reducing the correlation between consecutive state
transitions. Target Q-values are calculated using the Bellman equation, similarly to
traditional Q-learning, according to 1.8:

Q (st ; at ; � t ) = r t+1 + 
 � max
a

Q (st+1 ; at+1 ; � �
t ) (1.8)
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where � t is the parameter set of the action network, while� �
t is the parameter set of the

target network.
Furthermore, DQN uses a technique known as experience replay, which enhances

learning e�ciency. This involves storing the agent's experiences in a tuple, encompass-
ing the corresponding state, action, reward, and next state, in a designated bu�er called
the experience replay memory. During training, a batch of experiences is stochastically
sampled from the replay bu�er according to a uniform distribution, aiding in the decor-
relation of successive training samples and reducing bias in the parameter updates. In
other words, experience replay enables the utilization of training samples for training
more than once, which is crucial considering the training samples that contain edge cases
or simply by considering environments with sparse rewards. Furthermore, experience re-
play liberates the agents from using the training samples in the exact order they occur
and mitigates the bad e�ect on the policy of unwanted feedback loops. Algorithm 1.3
shows the pseudo-code for the Deep Q-Network algorithm.

Algorithm 1.3 Deep Q-network

procedure Train
Initialize parameters, weights �; � target

for each episodedo
st  reset environment state . t = 0
while not done do

if Bernoulli( � ) = 1 then
at  Uniform (A )

else
at  argmax

b2 A
(Q� (st ; b); 8b 2 A

end if
st+1 ; r t , done  Env (at ) . step with at

memory  st , at , st+1 , r t , done
st  st+1

end while
update_weight ()

end for
end procedure

1.3 Tree search

The operation principle of the di�erent tree search-based planning algorithms is that
the tree representation of the problem is constructed from the current state, which is
interpreted as the root node incrementally. The possible actions determine the branching
factor of the tree and, hence, the complexity of the search problem. After a �xed
iteration, the gathered knowledge is distilled into an action choice in the root node. Then,
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the process continues recursively. The problem with such methods is that uninformed
search methods can provide the optimal solution if the required amount of planning is
provided. However, the necessary computational resources can not be provided in many
cases. In the meantime, methods that utilize heuristics that can determine the direction
of the search can provide excellent results in many domains, but they come with no
guarantees.

1.3.1 Monte Carlo Tree Search

Monte Carlo Tree Search (MCTS) is a heuristic tree-search algorithm that merges the
accuracy of tree search with the generalization capability of Monte-Carlo sampling. It
attracted the interest of a large group of researchers when it achieved outstanding success
in a mathematically extremely complex game called Go and is, therefore, often associated
with similar problems, like board games. However, combining MCTS with RL has a
signi�cant history and impact on state-of-the-art RL solutions. The main concept for
combination is proposed by DeepMind, which introduced the modern planning agent
architecture. The core idea of this algorithm is to tackle the credit assignment problem by
utilizing MCTS to determine the value of an action in a given scenario on a predetermined
horizon. Thanks to that, the agent can learn more e�ciently the consequences of its
actions in the environment. Moreover, MCTS can also be used during inference to
improve the trained agent's performance. Furthermore the utilization of MCTS in AI
dinamically grows. Starting from RL, MCTS now enhances LLM's capebilities in general
through Chain of Thought reasoning (Pan et al. [2025]) which is a central technique for
In Context Learning. These results articulate the importance of MCTS in RL and AI
in general.

One positive feature that di�erentiates it from other tree search algorithms is that
MCTS can mitigate the above-described problem of the algorithm family. The algorithm
aims to �nd the optimal action at a given state, which is achieved through random
simulations and tree search. Following the general tree structure, the algorithm builds
a search tree that utilizes random simulations to move from node to node.

The whole planning process of MCTS is shown in Fig. 1.3, in which the steps are as
follows:

ˆ Selection: This stage starts from the current root node. The branch belonging to
the highest exploitation value which is calculated with the Upper Con�dence Bound
for Trees (UCT) algorithm. The highest exploitation value is selected recursively.
This operation is performed until a node with no more branches is reached, which
is called the leaf node. The leaf nodes have two types: the �rst one is when the
node embodies a terminal state of the given environment, and the second is when
the leaf node is just a branch of the tree that is not yet expanded.

ˆ Expansion: If the node is not terminal, the child nodes of the leaf node are gener-
ated with the possible actions given in the leaf node.

ˆ Simulation: In this stage, random actions are chosen until the environment reaches
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Figure 1.3: Steps of a Monte Carlo Tree Search iteration (Kocsis and Szepesvári [2006])

a terminal state, which initiates a value assignment to the leaf node based on the
terminal state's value.

ˆ Backpropagation: The reward value determined in the previous step is backprop-
agated along the path from the leaf node to the tree's root.

However, the most important element of the MCTS is the so-called UCT algorithm
(Kocsis and Szepesvári [2006]) used to create a trade-o� between exploration and ex-
ploitation. The structure of the search tree formed this way is asymmetric, thus sig-
ni�cantly reducing the computational cost, time, and memory requirements compared
to other search algorithms. The formula used to select the best, promising child node,
thereby enabling the asymmetric growth of the tree, is shown in 1.9:

UCT = �x i + 2 � c �

s
2 � lnN

ni
(1.9)

where �x i is the average reward of the examined node,ni is the number of visits to the
node. N is the number of visits to the parent node, andc is a constant that regulates the
discovery rate, thus balancing between exploration and exploitation, making it possible
to reduce the required resources mentioned above. It is also important to mention that
if su�cient planning is provided, the algorithm �nds the global optimum (Kocsis and
Szepesvári [2006]).
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Chapter 2

Single-Agent Reinforcement
Learning in Tra�c Signal Control

2.1 Chapter Outline

The Tra�c Signal Control problem is an intensively studied domain, and most research
contributions partly depend on the problem formulation itself. However, most of these
studies use new transportation management metrics and do not try to use insights to
formulate a new paradigm regarding state representation, action space, and reward. In
this chapter, I aim to develop a novel problem formulation that can outperform the ones
in the literature. I started this development with the reward function since, regardless of
the control technique, the objective function has a crucial role in the �nal performance of
the method. Reinforcement Learning algorithms are even more exposed to that through
the rewarding concept since this is an agent's only guidance in understanding the en-
vironment dynamics. Moreover, one can observe that the utilized algorithms in the
TSC problem have evolved along with RL, and after a short delay, every innovation has
occurred in this �eld. However, the same cannot be said about rewarding concepts, im-
proving much slower than representations and algorithms. Due to that, the main focus
of the contribution is not to demonstrate that RL can reach better performance in classic
or sustainability measures, whose problems have already been explored thoroughly by
Haydari et al. [2021],Xu et al. [2020]. However, to show that the proposed problem for-
mulation is superior to other approaches from the literature. I conducted an exhausting
evaluation of both classic and sustainability performance indicators. After these evalu-
ations, it can be said that the most important part of the problem formulation is the
connection between the state representation and the reward function because it simpli-
�es the TSC problem for the agent and enables better performance and generalization.
Consequently, the contributions of this chapter are the following:

ˆ I propose a novel rewarding concept that uses the standard deviation of di�er-
ent metrics that characterize the individual lane's tra�c load. The �rst metric
is the occupancy of the lane. However, after further experiments, I found that
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using the queue length to calculate standard deviation yields better performance.
Nevertheless, the occupancy-based concept can also outperform the most popular
reward functions. The bene�t of the standard deviation-based approach is that it
directly shows how well the signal control plan is adjusted to the current tra�c
load, enabling a better understanding of the nature of TSC.

ˆ The Policy Gradient algorithm is trained with four di�erent reward strategies. One
is the proposed approach, and the other three are the most popular concepts from
the literature.

ˆ The trained agents are evaluated strictly under the same circumstances to seek
representativity in classical and sustainability measures. In these cases, the results
demonstrate that the proposed approach has superior performance.

ˆ The trained agents are also compared with the simple rule-based approach where
the phase lengths are �xed and a more advanced actuated Time-delay-based
method, a built-in controller of the utilized SUMO software. The results show
that the proposed method outperforms these control techniques in every measure.

2.2 Introduction to Tra�c Signal Control

Global warming is the most signi�cant challenge society faces in the 21st century. This
concept means a long-term change in the Earth's climate system due to human activities.
The primary factor is the burning of fossil fuels, which increases the level of greenhouse
gases in the atmosphere. The distribution of the gases with relatively high Global Warm-
ing Potential (GWP) emitted in the U.S. in 2019 is shown in Fig 2.1. It shows the ratio
of methane in light brown, nitrogen oxides in yellow, carbon dioxide originating from
fossil fuels in blue, other carbon dioxide emitted in dark brown, and other greenhouse
gases in red color. One notable fact to highlight is that about 80% of the total amount
is covered by only one component: carbon dioxide, making it one of the most in�uential
contributors to climate change.

According to a 2020 survey by the International Energy Agency, about 24% of the
CO2 comes directly from the transport sector, from which road transport is responsible
for over three quarters (Al-Ghussain [2019]). Another crucial problem, although closely
linked, is air pollution, in which road transport contribution has a similar share. Air pol-
lutants, which are mostly end products of internal combustion engines, have signi�cant
e�ects not only on the environment but also on the human body.

There are already several approaches and solutions to mitigate these problems, such
as the use of alternative energy-driven vehicles (Acar and Dincer [2020]), the appli-
cation of more e�cient engines (Hannappel [2017]), the use of community car-sharing
services, the use of alternative means of transportation and also the use of Intelligent
Transportation Systems (ITS).

As many emission metrics are most a�ected by acceleration and magnitude, it is
advisable to intervene in locations where this parameter has a relatively high �uctuation
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Figure 2.1: Distribution of greenhouse gases

� at the intersections. The �xed-cycle tra�c lights currently in use in several cities
across the globe cannot adapt to tra�c dynamics. Still, progress can be achieved using
di�erent adaptive tra�c control methods based on the current tra�c �ow.

2.2.1 Related work

The control of signalized intersections is well-studied in single and multi-intersection
cases. The researchers utilized several di�erent control approaches for these problems.
Historically, the tra�c signal control problem was �rst solved using rule-based methods.
Dell'Olmo and Mirchandani [1995] proposed a technique that utilizes �ltering and fu-
sion of tra�c data to �nd platoons in the network. Furthermore, the �ltering approach
is used to predict the arrival time, and the signalized intersection can be controlled
through this prediction. Ekeila et al. [2009] introduced a novel approach that can also
handle real-time tra�c and transit conditions. Multi-agent systems (MAS) are also a
well-explored approach for solving the TSC problem in the case of complex networks
with multiple intersections. Jin and Ma [2017] developed an algorithm that constructs
signal groups and represents them as individual agents operating on the intersection
level in decision-making. In their decisions, the agents always consider the given traf-
�c scenario. Game Theory-based solutions are also a common approach in this realm.
Villalobos et al. [2008] formulated the control problem as a noncooperative game where
the individual agents aim to minimize some performance indicators monitored in their
part of the network. Many researchers have recently applied Dynamic Programming
(DP) to the TSC problem, making it a well-explored approach. Most authors utilize
these approaches thanks to their �exibility in the tra�c conditions where they can use
them. Moreover, the tremendous versatility in potential performance indicators makes
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these algorithms tempting for such a control task. Cai et al. [2009] proposed a novel
Approximate Dynamic Programming method that dramatically decreased the delay of
the vehicles. Simulation-based algorithms are also serious contenders for solving the
TSC problem. McKenney and White [2013] developed an algorithm that uses commu-
nication between the tra�c signals and the sensors that monitor the tra�c, and this
method is successfully applied to a complex real-world network in a tra�c-responsive
manner. Most recent approaches in this �eld exploited the potential of V2X technologies
by cooperating with the vehicles and the infrastructure to reduce delay and CO2 emis-
sion. Feng et al. [2018] proposed a method that optimizes the signal phases and vehicle
trajectories, too, and signi�cantly reduces delay and CO2 emission. Xu et al. [2018]
proposes a cooperative method that optimizes the signal phases and the vehicles' speed
and successfully improves transportation e�ciency and fuel economy. Yu et al. [2018]
proposed a Mixed Integer Linear Programming (MILP) approach for the control of Con-
nected Automated Vehicles (CAV) for an isolated urban intersection and showed that it
outperforms modern actuated control techniques. The previously introduced methods
provide impressive results in solving the di�erent forms of the TSC problem. However,
as the complexity and size of the control problem increase, classic approaches lack the
required computational resources to provide a real-time solution. Consequently, rein-
forcement learning-based methods are living their renaissance in this domain. Thanks
to their tremendous performance in this �eld and several transportation-related domains
(Kiran et al. [2021], Fehér et al. [2020]), and also their potential for real-time applica-
bility and solving complex sequential decision-making problems. Genders and Razavi
[2016] developed a novel state-representation. The core of the idea is the utilization of
Convolutional Neural Networks (CNN) for this problem by dividing the lanes into cells
and interpreting the cells as pixel values. The number of channels is determined by
choosing the measures representing a single vehicle in the given cell. This representation
profoundly enhanced the performance of the same algorithms compared to feature-based
value vectors. Wang et al. [2019c] use event-based data in the state representation, and
the evaluations show that it can outperform �xed-time and actuated controllers. Wan
and Hwang [2018] proposes a novel logic that in�uences the discount factor that is used
in the Bellman equation for target value calculation. The results show that it can outper-
form the conventional DQN algorithm and the �xed-time controller. Guo and Harmati
[2020] conducted a comparison for the single intersection TSC problem between Game
Theory, Reinforcement Learning, and rule-based methods. The results show that both
approaches can outperform the rule-based �xed-time controller. All the previously pre-
sented RL methods nearly utilize the same type of rewarding concepts, which trains the
network to develop a behavior that minimizes or maximizes a performance indicator
measured directly from the intersection. On the contrary, in this chapter, I proposed
a reward strategy that exploits the TSC problem's fundamental operation, which fur-
ther reduces delay and emission metrics. For a more comprehensive study on the TSC
problem, see Wei et al. [2021], Eom and Kim [2020].
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Figure 2.2: Reinforcement Learning training loop

2.3 Environment

The environment has an essential role in the RL framework, notably interacting with
the agent to generate training data for the training process. In my case, this task is
performed by an intersection created in a simulation software called Simulation of Urban
MObility (SUMO) Lopez et al. [2018]. SUMO has been a serious contender for such a
role since it supports real and arti�cially created tra�c networks. It can monitor all
meaningful tra�c measures, which helps shape the state representation and the reward
signal. Last but not least, it is possible to randomize the tra�c �ow, which enables the
diverse gathering of training data. As shown in Fig. 2.2, the infrastructure operates
as follows: the RL agent is implemented in Python with the Pytorch Deep Learning
library. In the case of the environment, two separate components can be di�erentiated:
a Python component using the TraCI interface for communication and the transport
network itself.

The geometric design of the network is shown in Fig. 2.3: four road segments meet
at an intersection. Each segment is 500 meters long, bi-directional, and 3.2 meters wide.
At the end of each segment is a designated spawn point for the vehicles entering the
simulation, which are randomly generated at each step. Tra�c lights control the inter-
section, and the agent's task is to provide the optimal phase sequence. For evaluation
purposes, I use the built-in function of the simulator, which monitors the impact of road
tra�c on the environment.

In each episode, I set the probability of spawning a vehicle to that speci�c point for
each entry point. Thus, if I set this value to 1, each step generates one vehicle at the
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Figure 2.3: Geometric design of the transport network

given entry point. The randomization of tra�c situations can be managed to allow the
environment to provide various experiences to form a robust outcome.

2.3.1 State representation

State representation is one of the most crucial components of the RL abstractions since
this is the only information an agent has about the environment. For the agent to
understand its control task e�ciently, it has to be given all the essential information
that describes the dynamics of the environment. Of course, it is not trivial to determine
which measures should be used in the representation. Hence, it is solely the researcher's
responsibility to choose the right ones. Consequently, the reachable performance is
exposed to how well the researcher understands the particular control problem. In the
TSC problem, traditionally, there are two main approaches for state representation.
The �rst is image-like representations such as raw RGB images and Discrete Tra�c
State Encoding (DTSE). The second is feature-based value vectors, where each lane is
represented with several values.

I utilize the second approach mainly because this information can be easily gathered
and does not generate additional barriers between simulation and real-world application.

In this case, a single value per lane has to be assigned:

ˆ The �rst one is the occupancy of the considered lane divided by the maximum
capacity of the lane. The only disadvantage of this concept is that if many vehicles
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start to enter the given lane, then the assigned value quickly increases. However,
it does not mean a single vehicle arrives at the intersection. Hence, it has inertia,
which increases with the given lane's length and can blindside the agent. However,
it can be a simple and e�cient solution for short intersections.

ˆ The second one is the number of vehicles halting along the given road section. A
vehicle is halting when the current speed is less than 0.1 [m

s ]. The number of halting
vehicles is divided by the maximum capacity of the given lane. Consequently,
the state representation is a vector �lled with four percentages of information
describing the number of halting vehicles in a particular lane.

These approaches have another advantage: they can be extended to multi-lane sce-
narios with the following considerations. The moving or halting vehicles in multiple
neighboring lanes controlled by the same tra�c lights can be summarized and divided
by the summarized capacity of the lanes. At the same time, the state representation
is extended with additional information if a tra�c signal with di�erent green phases
controls a neighboring lane. These values are converted to the [0,1] interval to avoid
exploding and vanishing gradients during backpropagation.

2.3.2 Action space

The appropriate choice of action space is also important, along with the state represen-
tation, since it fundamentally determines the level of generalization that can be reached
due to the training process. The core concept is that the actions must have the same
e�ect regardless of the particular environment state. According to the literature related
to the TSC problem, two main approaches to the action space can be encountered. In
the case of the �rst one, the agent can change the upcoming phases in the sequence after
each phase, thus constructing the most promising one at the time. In the second one, the
agent changes phase lengths using continuous action space with a predetermined time
interval. In my research, the agent uses the �rst approach with two phases that can be
chosen:

ˆ Horizontal green is the phase where the horizontal lanes have green signals while
others have red.

ˆ Vertical green is the opposite when the horizontal lanes have red signals.

The length of the phases is �xed; hence, the agent can switch the phase after a limited
time, and it is crucial to state that there is no limit to how many times a phase can be
chosen repetitively. Moreover, it is important to note that phase changes are separated
with yellow and yellow-green signals. As the random tra�c �ow generates di�erent loads
on each road section, the agent must �nd the optimal time for switching the phases to
get the best performance.
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2.3.3 Reward

The rewarding method is considered one of the main parts of the RL framework because
it is the only feedback through which the agent can realize the consequences of its actions.
Thus, the proper choice of reward can determine the success of the training. Since the
rewarding concept's formulation is non-trivial, the problem is notably the same as in the
case of the state representation, in that the researcher's intuition in�uences the reachable
performance. The rewarding concepts in the TSC problem have not signi�cantly evolved
in recent years. The utilized rewards are the direct measures of the given tra�c scenarios,
such as waiting time, queue length, appropriateness of green time, average speed (Araghi
et al. [2013]), and cost of phase transition (Jin and Ma [2015]). The common misdesign,
reward shaping (Knox et al. [2021]), is easily noticeable in these rewards. Since they focus
on how the agent should behave rather than what should be achieved in general, all these
measures are only parts of what should be achieved, and they can not concentrate on a
single objective. Consequently, agents trained with these rewards will always be lacking
in performance. I propose a novel, rewarding concept that exploits the inner dynamics
of the TSC problem along with the proper formulation of the entire optimization task for
the agent. The basis of this novel approach is the utilization of the state representation's
standard deviation. The state representation is interpreted as a mini distribution, and
the agent's goal is to minimize the standard deviation of this distribution. Thanks
to this problem formulation, the agent can directly shape the standard deviation of
the state representation by using the introduced actions. In this case, a very close
relationship is established between the three applied abstractions (state representation,
action, reward) since the agent can manipulate the mean and standard deviation of
the distribution through the actions, and the agent's task is to minimize the standard
deviation. Therefore, I present an optimization task that is easy for the RL agent to
understand, which is expected to result in fast and stable convergence and extensive
generalization capability. More formally:

ˆ The reward signal in the �rst case is the standard deviation of the lanes' occupancy
values. The reward is scaled to[� 1; 1] interval.

ˆ In the second case, the reward signal is the standard deviation of the lanes' queue
length. The reward is scaled to[� 1; 1] interval.

2.3.4 Training

One of the main aspects of the training process is the generation of su�cient tra�c,
but on the other hand, rather diverse tra�c situations. This way, the best possible
performance and generalization capability can be achieved. In my case, it is resolved
using a randomly de�ned load on the incoming lanes. Therefore, the decision-maker can
get a diverse set of experiences that can result in extreme generalization and relatively
quick convergence.

Each training episode begins with a warm-up stage when vehicles enter the network.
It lasts until the global occupancy of the network reaches 10%. During the warm-up
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period, all tra�c lights are given a red signal. Once the warm-up phase is over, the agent
starts to control the tra�c lights at its discretion using the actions described above. One
training episode ends if all the vehicles entering the network cross the intersection. If the
agent cannot coordinate all vehicles participating in the simulation through the network,
the episode will stop at the 1800th time step.

2.3.5 Baseline controllers

In the literature, most papers dealing with the TSC problem through Reinforcement
Learning only evaluate their agents' performance by comparing it to �xed cycle con-
trollers as baselines or actuated controllers and sometimes with other control approaches
such as Game Theory. As the overall performance of the di�erent solutions is improving,
using a �xed cycle controller is only reasonable for simplicity and ease of comparability
due to its limited, relatively low performance.

In my research, the agent using the previously introduced rewarding concept (see
Section 2.3) is compared with a �xed cycle controller and a time-delay-based actuated
controller as baselines. The applied actuated controller is a built-in algorithm of the
SUMO simulation software, which continuously monitors the incoming tra�c, considers
each vehicle's accumulated time delays, and changes the tra�c lights according to the
time delays. For more information, see Lopez et al. [2018]. Along with the baseline
controllers, I compare this method to the most commonly used rewarding concept on
the same problem to evaluate the potential of my approach reliably. I also evaluate
whether the value or policy-based RL algorithm suits the TSC problem. The di�erent
solutions used for comparing the proposed rewarding concept are the following:

ˆ SUMO actuated controller, which serves as a baseline with higher performance

ˆ Fixed cycle controller as another baseline for comparability purposes

ˆ PG agent trained with the newly presented rewarding method (standard deviation
of queue length)

ˆ PG agent trained with the rewarding concept that has been improved (standard
deviation of occupancy)

ˆ PG agent trained with the most frequently used rewarding concept in the literature
(queue length)

ˆ PG agent trained with another regularly used rewarding concept in the literature
(average speed)

ˆ DQN agent trained with the rewarding concept that has been improved (standard
deviation of occupancy)

As explained earlier, the transport sector is a huge contributor to many problems
concerning the planet. Thus, for the sake of sustainability, any infrastructure develop-
ment that can reduce its environmental footprint is worth further investigation. For this
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reason, the comparison of the solutions I present is demonstrated not only through the
commonly used, classic parameters but also with great emphasis on the environmental
impacts of the methods, such as fuel consumption and carbon dioxide emission.

During the comparison phase, the performance of each solution is measured over
1000 consecutive test episodes by generating the same incoming tra�c �ows with pseudo-
randomness. A test episode lasts until the last vehicle leaves the transportation network.

2.4 Results

2.4.1 Classic performance metrics

Firstly, the methods are compared in terms of classic parameters, de�ned as follows.
Average travel time ( �t t ) is the sum of the time spent in the transport network divided

by the number of vehicles entering the simulation. N is the number of vehicles in the
network, i is indexing the individual vehicles. It is formally described by (2.1) as:

�t t =
1
N

NX

i =0

(t i;start � t i;end ) (2.1)

The average waiting time ( �tw) is calculated as the sum of each vehicle's accumulated
waiting time divided by the number of vehicles. A vehicle is halting when its speed is
less than0:1

� m
s

�
. For its mathematical meaning, see (2.2):

�tw =
1
N

NX

i =0

t i;w (2.2)

Queue length (ql ) for each lane is calculated as the number of halting vehicles in the
given lane. The queue length used for statistics is the sum of each lane's length divided
by the number of lanes. This results in a single value representing the total queue length
in the network and is calculated according to (2.3):

ql =
P L

i =0 ql;i

L
(2.3)

The �rst evaluation compares the potential of the policy and value-based RL algo-
rithms with the occupancy-based state representation and rewarding signal for the case
of classical metrics.

The results in Table 2.1 demonstrate that the PG agent performance is superior in
waiting time and queue length over the actuated control and the DQN agent. In travel
time, the actuated control outperforms the DQN agent and reaches nearly the same
performance as the PG agent, but still, the PG algorithm performs slightly better. The
di�erence between the actuated control and the PG algorithm is �rm if the standard
deviation of the results is considered since it shows that the PG agent conducts the
tra�c signal control in a more balanced manner. By monitoring the operation of the
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Table 2.1: Statistical comparison of the Policy and Value-based agents with my proposed
occupancy std reward strategy. The performance measured in 1000 consecutive runs

Agent Travel time[s] Waiting time[s] Queue length[No.
of veh.]

PG-occupancy std 141.3� 42 29.4 � 21 10.8� 8
DQN-occupancy

std
150.7� 37 37.8 � 22 13.2� 8

Loss-Based 141.7� 45 46.8 � 49 16.1� 16

di�erent solutions, I noticed that the main di�erence between the algorithms is that the
actuated control utilizes longer green phases, which trigger the discrepancy in waiting
time, queue length, and the standard deviation of the travel time.

Fig 2.4 shows the characteristics of some key metrics (CO2 emission, Queue length,
Travel time, Waiting time) during the 1000-episode evaluation phase. These �gures
support the previous ascertainment about the behavior and performance of the di�erent
solutions. Note that the presented RL solutions outperform the actuated control in
almost all the episodes except the DQN agent in the case of travel time. Nevertheless,
the DQN and PG agents conduct their control in an environmentally sustainable manner.

Figure 2.4: Performance of the agents in the di�erent sustainability measures along the
1000 random episodes

24



Table 2.2: Statistical comparison of classical metrics in Avg.

Agent Travel Time [s] Waiting Time [s] Queue length [Veh No.]

PG�queue length 153.6 � 23 31.5� 12 4.95� 9
PG�queue length std. 154.7 � 23 21.3� 7 3.61� 5

PG�average speed 161.7� 36 38.4� 23 5.62� 9
PG�occupancy std. 155.1 � 23 27.8� 9 4.34� 6

SUMO actuated 160.0� 25 47.3� 21 7.51� 14
Fixed cycle 384.4� 69 104.3� 22 8.88� 7

Based on the previous results, I continued to evaluate the di�erent rewarding func-
tions with the PG algorithm. Start by comparing the results of the introduced concept's
occupancy-based and queue length-based variants and the baselines and other rewards
from the literature. The results displayed in Table 2.2 show that with the new rewarding,
the performance of the PG agent outperforms SUMO's built-in algorithm, �xed cycle
controller, and all other rewarding concepts I have tested in terms of waiting time, travel
time, and queue length (except for travel time in case of queue-length rewarding, which
achieved a negligible 0.8% better result). I also evaluated when the standard deviation
of the queue lengths is chosen as the basis of the rewarding function. In that case, the
agent's performance seems even better compared to the occupancy-based variant. It is
worth mentioning that the results in Table 2.1 can seem better than those presented in
Table 2.2, because in these results the lower the better. Nevertheless, the results in the
mentioned Tables are created with di�erent random seeds, which means that the tra�c
load was di�erent, hence the reachable performance in these evaluations will be di�erent.

Fig. 2.5 shows the evolution of the values for some key metrics (average waiting
time, average travel time, queue length, and cumulative CO2 emissions) during the 1000-
episode evaluation process. The PG agent that uses my improved rewarding strategy
is shown in red, and the PG agent that determines the reward values based on the
queue length (and is the most commonly used in the literature) is black. The built-in
algorithm of the SUMO simulation software is shown in green, and the simplest, �xed
cycle controller (used in most places in practice) is in blue. These results indicate that
my approach is superior to other rewarding concepts and baseline controllers regarding
waiting time and queue length. Mitigating waiting time and queue length has additional
bene�ts. The positive psychological e�ect on the drivers is that they do not waste their
time in congestion, which reduces road rage and creates a more favorable environment
for all road users.
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Figure 2.5: Performance of the di�erent solutions during the 1000 episode evaluation
process

2.4.2 Sustainability measures

I started the evaluation process in the sustainability aspect by comparing the policy and
value-based RL algorithms.

Table 2.3 show the performance of di�erent solutions for the TSC problem on a
diverse set of emission measures, e.g., carbon-dioxide, carbon-oxid, nitrogen-oxid, and
the fuel consumption. SUMO calculates the di�erent values, and the mean values over
the 1000 episodes are shown in Table 2.3.

Table 2.3: Statistical comparison of the sustainability measures in 1000 consecutive runs

Agent CO2 [kg] CO [kg] NOx [g] PM x [g] HC [g] Fuel [l]

PG 66.7 2.2 29.1 1.4 11.4 28.7
DQN 70.9 2.3 31.1 1.5 12.6 30.5
Loss-
Based

73.8 2.6 32.3 1.6 13.7 31.7

SUMO utilizes The Handbook Emission Factors for Road Transport (HBEFA) model
for emission calculation. This model calculates the vehicles' emissions based on
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Figure 2.6: Distribution of CO2 emission in di�erent amount of random episodes

polynomes derived from the velocity and acceleration of the vehicle.
This approach distinguishes between vehicle type and emission categories also, for

more information Keller et al. [2017]. The lower the value, the better the method per-
forms. It can be seen that the PG agent outperforms the others in all of the emission-
related measures. The second most sustainably controlling solution is the DQN. As
mentioned earlier, one of the essential emission categories of global warming isCO2.
Thanks to the proposed rewarding concept, the PG agent can save 9% of theCO2 emis-
sion compared to the actuated control. Another critical measure is the fuel consumption
along with the test episodes. My solution decreased the average fuel consumption by
approximately 9%, which also has a profound environmental impact in the long run.

To further investigate the performance of the di�erent solutions in the sustainability
metrics, the CO2 emission and fuel consumption are compared on [10, 50, 100, 500,
1000, 5000, 10000] random episodes for every run.

Table 2.4: Statistical comparison of sustainability metrics metrics

Agents CO2 [kg] CO [kg] NOx [g] PM x [g] HC [g] Fuel [l]

PG�queue length 110.1 3.5 48.0 2.4 18.7 47.3
PG�queue len. std. 108.5 3.3 47.2 2.3 17.7 46.6
PG�average speed 118.7 4.1 52.0 2.6 21.3 51.0
PG�occupancy std. 110.2 3.5 48.1 2.4 18.7 47.4

SUMO actuated 123.3 4.4 54.1 2.7 23.0 53.0
Fixed cycle 229.5 10.8 102.5 5.2 54.6 98.7
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In this way, I can test the consistency of the algorithm's ability. Fig. 2.6 shows the
CO2 emission results, and Fig. 2.7 depicts the fuel consumption throughout the di�erent
number of episodes.

Both Figures show the max, min, and average values and the distribution of the
individual episode averages for all three algorithms and every run. In all the runs, the
RL-based solutions have lower max and average emission and fuel consumption values
than the time loss-based actuated control except for the DQN's performance in the �rst
run, where the time loss-based approach has better performance. However, the PG agent
still has superiority in this and every other run.

Figure 2.7: Distribution of Fuel consumption in di�erent amount of random episodes

I continued the evaluation by comparing the performance of PG agents trained with
di�erent reward functions. Table 2.4 shows the performance of di�erent solutions to the
TSC problem by comparing multiple emission parameters. The values are calculated by
the SUMO simulation software per time step. Thus, only the averages of the values are
displayed.

It can be seen that the agent trained with the queue length's standard deviation
outperforms not only the �xed cycle controller and SUMO's built-in algorithm but also
the most commonly used rewarding technique in the literature, along with the reward
that utilizes the occupancy's standard deviation. As mentioned earlier, one of the most
signi�cant emission metrics related to global warming is carbon dioxide. Thanks to
the improved rewarding concept, an additional CO2-emission reduction of 1.8% could
be achieved compared to the original method, 12% compared to the SUMO algorithm,
and 1.2% compared to the most common concept. Fig. 2.6, and Fig. 2.7 prove that the
rewarding concept I proposed can e�ectively control the tra�c lights at the intersection in
terms of sustainability. In addition, it achieves extremely 53% lower emissions compared
to �xed cycle control, the most widely used control technology in the world.

Another critical metric is fuel consumption during the evaluation episodes. With
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my solution, I managed to reduce fuel consumption further. I improved two additional
percent compared to the original occupancy-based rewarding and achieved 1.5% better
results than the most popular rewarding. While this amount may not seem too much,
the U.S. Energy Agency estimated that in 2020, about 14.5 billion liters of fuel per day
was sold globally. This �gure shows that this 1.5% can save up to millions of liters in 24
hours, which can signi�cantly impact the environment in the long run.

2.5 Conclusions

The agent's task in the Tra�c Signal Control Problem is to �nd the phase sequence
combination that optimizes the tra�c lights program in terms of sustainability while
simultaneously reducing waiting- and travel time and the queue lengths for each vehicle
at the intersection.

Advanced adaptive control techniques can certainly reduce emissions in urban areas.
Moreover, they also mitigate the amount of time spent in tra�c jams. In addition,
the infrastructure (loop detectors) required for the state representation of the agent I
introduced is already available in most major cities. Still, the ease of installation and
reliability contribute to this solution's broad applicability.

My research �rst investigates the performance of the most common reward strategies
applied for the TSC problem to compare with the concept proposed in this. Further-
more, I evaluated their performance based on classic measures such as average waiting
time, average travel time, and sustainability measures, e.g., CO2 emission and fuel con-
sumption. A Policy Gradient agent has been trained to apply four rewarding concepts
to solve the presented control task.

The results showed that by applying my novel rewarding concept, the agent could
achieve the best performance in classical parameters and sustainability measures except
for one relatively small deviation compared to the approaches utilized in the litera-
ture. Furthermore, the agent using the newly proposed rewarding method outperformed
SUMO's built-in actuated controller and the �xed cycle controller in terms of sustain-
ability measures and classical parameters.

In my future endeavors, based on the potential of the developed rewarding concept,
I aim to extend the approach to much more complex tra�c networks and real-world
networks to demonstrate how the proposed approach tackles these challenges. I also aim
to reformulate the training as a Multi-Agent Reinforcement Learning (MARL) problem
since it has additional features that may enable superior performance, such as commu-
nication and even negotiations between the agents, hence between the intersections.
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2.6 New results: Thesis I

I developed a new problem formulation for model-free Reinforcement Learning agents
in single intersection tra�c signal control. The new problem formulation introduces a
reward paradigm using the standard deviation of the lanes' queue lengths and a queue
length-based state representation. The Reinforcement Learning agent trained with the
new problem formulation performs better regarding waiting time, travel time, queue
length, fuel consumption, CO2 emission, and NOx emission than other problem formu-
lations from the literature.

Related publications:(K®vári et al. [2022]* , K®vári et al. [2022]* , K®vári et al. [2021]* )
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Chapter 3

Monte-Carlo Tree Search for
reward function evaluation

3.1 Overview of the chapter

In the previous chapter, I demonstrated the in�uence of problem formulation on the
�nal performance and generalization capabilities. However, �nding the proper problem
formulation can be computationally exhausting since the only way to understand a re-
ward function's performance is to train the agent with it, and the same goes for state
representations, action spaces, and their combination. It is the same as tuning hyper-
parameters with grid search for computer vision models. I aim to formulate a method
to mitigate the computational cost of �nding the best reward function by avoiding the
iterative training part. For this endeavor, I propose the Monte Carlo Tree Search algo-
rithm that can serve as a tool that can reliably compare reward functions for a given
problem, and the rank between the reward function created by MCTS is the same as
what one would get by training every reward concept. Thanks to that, the performance
of a reward function can be characterized for a given problem beforehand. I demonstrate
the potential of MCTS for this task on di�erent applications, such as Lane Keeping and
Tra�c Signal Control, and also on di�erent RL algorithms. I chose these applications
because in the literature, most papers propose di�erent rewarding concepts, and there
is no common comparison platform; hence, it can not be decided which one yields the
best performance.

3.2 Introduction

Nowadays, the domain of vehicle control and other �elds of autonomous driving stands
out as one of the most dynamically evolving sectors (Szántó et al. [2023]; Bimbraw
[2015]; Fehér et al. [2020]). The genesis of such advancements can be attributed to
various factors, including the perpetual risk to human safety in transportation scenarios
(Aradi et al. [2018]). Adopting data-driven design not only presents the advantage of
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low latency decision-making but also frequently surpasses the e�ciency of human actions
and conventional solutions.

While the integration of black box models in engineering demands meticulous consid-
eration, encompassing legal and safety perspectives (Guidotti et al. [2018]), it is evident
that delegating tasks that are not directly safety-critical, such as lane keeping assist
or lane departure warning system, to Machine Learning-based (ML) methodologies is
imperative for realizing the vision of safer transportation.

Although the �nal performance of such systems justi�es their utilization, it is crucial
to consider the constraints associated with their design. Preceding their deployment, an
o�ine learning phase, incurring substantial �nancial implications, becomes imperative.
This process plays a vital role in developing a model endowed with the ability to make
optimal decisions within prede�ned parameters or conditions. Illustrated in Figure 3.1,
the training cost of state-of-the-art Machine Learning models tends to escalate mone-
tarily over time. Hence, for industry stakeholders, a decrease in training duration would
not only result in e�ciency gains but also manifest noteworthy enhancements in revenue
maximization.

Figure 3.1: Training cost of Machine Learning systems expressed inUSD on logarithmic
scale (Cottier [2023a])

The training process evolves into an iterative procedure due to the �ne-tuning of
diverse instructional hyperparameters. Monitoring the progress of individual models fa-
cilitates the determination of suitable values for these parameters. While this statement
universally applies to Machine Learning, Reinforcement Learning introduces an addi-
tional challenge, namely the de�nition of a reward function that quanti�es the success
of a speci�c objective, thus indirectly leading the agent's behavior to the optimization
goal. However, on the one hand, the achievable performance highly varies based on the
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selected rewarding criteria, as shown in Figure 3.2. On the other hand, articulating
this function is inherently intricate; often, various physical attributes are interconnected
heuristically, and the adaptability of trained agents to a speci�c environment becomes
discernible through their behavioral manifestations.

Figure 3.2: Training characteristics of di�erent reward functions (Karalakou et al. [2023])

In order to attain the desired reduction in time and �nancial costs involved in model
development, there is a need to measure the quality of the formulated rewards prelimi-
narily. This ensures that only the most suitable concepts are utilized for training. The
formulation of this evaluation metric falls within the scope of Monte Carlo Tree Search
(Chaslot [2010]), an algorithm entirely avoid explicit training that accomplishes the con-
struction of an asymmetric tree through the execution of Monte Carlo simulations. In
real-time applications, the sole reliance on MCTS is not advisable; nonetheless, it can
o�er a viable solution for the preliminary assessment of individual reward schemes.

My research aims to compare various reward strategies by utilizing trained neural
networks and Monte Carlo Tree Search independently, thereby demonstrating that judi-
cious fusion of algorithms can lead to the minimization of surplus Reinforcement Learn-
ing training runs, resulting in a reduction in training costs. Throughout the evaluation
phase, an exhaustive analysis is carried out to examine how distinct agents respond to
modi�cations applied under identical state and action representations and to determine
the most suitable strategy concerning adaptability.

3.3 Related Work

In the latter part of the twentieth century, the widespread adoption of computing tech-
nology spurred the integration of numerical methods and Machine Learning techniques
into engineering practices. This integration aimed to tackle tasks requiring human-like
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intelligence, capable of making decisions based on learned experiences. As computa-
tional power advanced and demand grew, Arti�cial Intelligence emerged as a pivotal
force capable of real-time interventions in vehicular motion. This marks a signi�cant
milestone in AI's application, enriching capabilities across various sectors, notably auto-
motive and transportation systems. The development of AlphaGo by DeepMind (Silver
et al. [2017]), which famously defeated the world champion in the game of Go in 2016,
stands as a landmark achievement. It showcased the potential of Deep Reinforcement
Learning methodologies in executing control tasks with a precision surpassing human
capabilities, particularly when augmented by Monte Carlo Tree Search algorithms.

Beyond applications in board games like Go and chess, the Monte Carlo Tree Search
algorithm has demonstrated remarkable success across various domains. For instance,
in trajectory planning for robotics (Best et al. [2019]), a decentralized variant of MCTS
is introduced, allowing multiple robots to generate a joint distribution over trajectory
plans within a joint action space, periodically updating it with each robot's decision
trees.

In drone control environments, area scanning tasks are explored by Sándor et al.
[2020] using both Reinforcement Learning and Monte Carlo Tree Search methods. In
a grid world environment, the objective is to comprehensively survey a designated geo-
graphic area while minimizing the time required.

Addressing the multi-mode resource-constrained multi-project scheduling problem,
Asta et al. [2016] proposed a solution to optimize large-scale real-world computational
tasks. Their approach aims to minimize the total time requirements of all projects,
considering potential resource sharing.

Rossi et al. [2022] experiment with both plain and hybrid versions of MCTS, with
the latter integrating a classic Genetic Algorithm. This hybrid approach is applied to
a structural engineering design problem, speci�cally optimizing load-bearing elements
within a reference-reinforced concrete structure while adhering to constraints and dy-
namic requirements.

Furthermore, Ma«dziuk [2018] conducted a survey covering the Vehicle Routing
Problem (VRP) domain, including issues such as simultaneous planning and resource
allocation for land vehicle operations in logistics, UAV delivery, and various VRP sub-
�elds like Green VRP, City VRP, and periodic VRP. Solutions employed hyperheuristics,
Monte Carlo simulations, and other established methodologies.

These diverse applications underscore the versatility of Monte Carlo Tree Search
beyond gaming scenarios. However, despite the breadth of research, integration with
Deep Reinforcement Learning methods warrants further exploration. For additional
insights into alternative applications of MCTS, refer to ‘wiechowski et al. [2023].
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3.4 Environments

3.4.1 Lane Keeping

Numerous methodologies exist for the physical representation of vehicles, o�ering di-
verse models grounded in geometric, kinematic, and dynamic constraints (Kong et al.
[2015]). When considering their application, careful consideration must be given to the
velocity of the vehicle's motion. At lower speeds, a kinematic description provides a
su�ciently accurate approximation (Wang et al. [2021a]). Nevertheless, it becomes im-
perative to integrate and compute forces and torques in�uencing the vehicle's dynamics
to evaluate highway conditions or higher velocities. Adopting dynamic vehicle models
in such scenarios becomes indispensable for achieving a more precise representation and
analysis.

After considering the advantages and disadvantages of the di�erent vehicle models,
I chose the kinematic bicycle model. The dynamic bicycle model has several signi�-
cant bene�ts; it simulates the vehicle's motion much more accurately, making dynamic
vehicle models the �rst choice when the goal is to formulate a control algorithm that
will perform well in the real world. However, in this research, my goal is to use lane
keeping as a secondary task and tra�c signal control to show a unique capability of
the MCTS algorithm. Consequently, I chose a kinematic bicycle model, since the most
relevant aspect of a bicycle model in this research is computational cost, which makes
the kinematic bicycle model the better choice over dynamic models, since they are much
more expensive.

Throughout both the training and evaluation phases, delivering steering interventions
at a consistent velocity may impact the vehicle's yaw motion. Given that both phases
are conducted at low speeds, Smith and Johnson [2020] employed a kinematic bicycle
model, schematically shown in Fig. 3.3 and mathematically described with the following
equations as:

_x = v cos(� + � )

_y = v sin(� + � )

_ =
v cos(� )

l r
sin(� )

_v = a

� = tan � 1(
l r

l f + l r
� tan(� f ))
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Figure 3.3: Kinematic bicycle model (Schildbach [2016])

Where:

x : Vehicle's x-coordinate

y : Vehicle's y-coordinate

� : Vehicle's heading angle

� : Side slip angle

 : Inertial heading

v : Vehicle's velocity

� f : Steering angle

a : Acceleration

l f ; l r : Distance from the center of gravity

to the front and rear axles

Once the vehicle model is established, the subsequent critical consideration involves
track generation, where ensuring adequacy is a fundamental concern for successful train-
ing. By employing suitably randomized tracks, as shown in Fig. 3.4, the issue of over�t-
ting can be mitigated, facilitating the design of universally applicable trajectories. These
trajectories are not solely tailored to enable the vehicle to navigate speci�c segments but
also aim to ensure broader applicability. The generation of these tracks occurs along dif-
ferent seeds and is represented in the simulator characterized by the vehicle's center of
mass. The simulator speci�es the maximum deviation; failure to maintain lane keeping
within this limit results in track failure for that speci�c step.

Since the objective is to conduct a Reinforcement Learning task, the environment
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Figure 3.4: Randomly generated tracks (K®vári et al. [2020])

must feature an appropriate interface between the simulator and the agents. In this
context, the widely adopted gym structure (Brockman et al. [2016a]) is utilized due
to its simplicity, standardization, and e�ciency in training, necessitating only three
fundamental functions for inter-object communication.

3.4.1.1 State representation

Describing the vehicle's position involves using general kinematic parameters explicitly
de�ning the vehicle's state. In this case, it is a 10-element vector acting as the input
layer of a neural network, as shown in 3.1:

statei =
h
di ' 0 ' �

1 ' �
2 ' �

3 ' �
4 ' �

5 ' �
6 ' �

7 ' �
8

i T
(3.1)

Where di is the in-lane position, calculated from the middle of the lane and' �
i if the

relative-yaw angle calculated in lane points, which are ahead of the vehicle.' 0 is the
relative-yaw angle calculated in the current position of the vehicle. As lane keeping is
being implemented, the state representation includes absolute distance from the cen-
terline, as well as the relative yaw angle of the vehicle to the centerline. Furthermore,
the state representation encompasses a desired number of relative yaw angle information
from lookahead sensors (set to8 elements in our experiments), thereby planning the
trajectory to ensure the vehicle's transition into the subsequent state.
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3.4.1.2 Action space

Actions can be realized using continuous or discrete decision spaces through two modal-
ities. Given deployment of the DeepQ-Network algorithm, decision-making is rendered
by the neural network contingent upon a discrete decision space.

The domain of actions is de�ned as a three-element vector. Each vector component
represents uniform di�erentials of the steering angle, manifested in both lateral direc-
tions � right and left �, including an idling state. Given the speci�cation of steering
angle di�erentials, a network equipped with three output neurons can cover the steering
actuator's entire action space by the given equal distribution. In alignment with the
mentioned factors, the action space is formulated as shown in 3.2:

action =

2

6
4

+0 :1
0

� 0:1

3

7
5 rad; (3.2)

where each of the newly acquired steering angle values is determined at100ms intervals.

3.4.1.3 Rewarding strategies

Determining the reward strategy stands as a core responsibility within Reinforcement
Learning. Ascertaining which physical attributes should be used to form the agent's
behavior. In lane keeping, most approaches rely on the position of the vehicle's center of
gravity and orientation to de�ne an appropriate reward function. Determining the exact
metrics and their respective weighting often necessitates an empirical approach. My
research's objective is not to identify the global optimum concerning reward functions
but to illustrate that the combined application of Monte Carlo Tree Search and RL can
empirically �nd the best reward function from given options. Consequently, �ve distinct
reward strategies are evaluated.

The reward strategy of K®vári et al. [2020] penalizes distance from the center line (d),
in addition to minimizing the degree of the vehicle's relative yaw angle (� 0), by applying
a cosine function, as shown in 3.3. It is conceivable that smaller absolute deviations and
an orientation perfectly aligning with the centerline results in higher reward values.

R1 =

(
cos(� 0) � j dj if R > 0

0; otherwise
(3.3)

The reward function of Wu et al. [2021] is analogous to the aforementioned reward,
except that it does not merely incorporate the orientation but also the decomposition of
velocities into longitudinal and lateral components as formulated in 3.4.

R2 =

(
� 200 leaving the track

vxcos(� ) � vxsin (j� j) � vx jdj otherwise
(3.4)

Although the reward strategy of Wu et al. [2021] has been introduced in a tra�c
junction scenario, where three possible outcomes may occur, collision avoidance is not
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part of the task due to a single vehicle on track. The� and � weighting constants are
signi�cant in the rewarding strategy, as illustrated in 3.5.

R3 =

8
><

>:

pc collision
p0 leaving the track

(vxcos(� ) � � jdj) � � otherwise
(3.5)

The �nal two reward functions share a similar objective: both motivate the agent to
remain within the designated lane. The distinction lies in the implementation, wherein
the second scenario recognizes the absence of reward, such as the one shown in 3.6, and
imposes a penalty value for deviating from the track, as described in 3.7.

R4 =

(
0 leaving the track
1 otherwise

(3.6)

Consequently, the �rst reward is referred to as a stimulating reward, and the second is
the punishing one through the comparisons.

R5 =

(
� 1 leaving the track
1 otherwise

(3.7)

3.4.2 Tra�c Signal Control

I used the same training environment for the TSC problem as introduced in the previous
chapter in detail; hence, only the key components are detailed here again.

The environment is created in SUMO and is controlled from Python through the
TraCI interface. The controlled intersection is introduced earlier in Fig. 2.3 As can be
seen, only one lane enters the intersection from each direction. When a vehicle arrives
at the intersection, it can turn left, right, or straight through the intersection. The
simulation or training is divided into episodes, where the tra�c load for each lane is
randomly generated, and the episode ends if all vehicles drive through the intersection.

3.4.3 State representation

The state representation contains all the necessary information for the reward functions,
and it is the same for every rewarding concept to make the comparison reliable. This
information is the average speed, density, and number of halting vehicles from every lane
concatenated into a single vector.

3.4.3.1 Action space

The environment has two discrete actions. The East-West Green and the North-South
Green.

39



3.4.3.2 Reward strategies

The �rst reward strategy used for the experiment is the density deviation concept (3.8),
where the reward is the standard deviation of the lanes' density scaled to the[� 1; 1]
interval.

R = Rd;max +
(� d � � d;min � (Rd;min � Rd;max ))

(� d;max � � d;min )
(3.8)

The second rewarding concept is the queue deviation, where the reward is the standard
deviation of the lanes' queue length scaled to the[� 1; 1] interval (3.9).

R = Rq;max +
(� q � � q;min � (Rq;min � Rq;max ))

(� q;max � � q;min )
(3.9)

The third one is simply maximizing the average speed in the network 3.11. 3.10 details
the calculation of the network-average velocity.

Vnetwork � avg =
P L

i =0 Vavg;i

L
(3.10)

Where L is the number of lanes. It also uses the scaling of the previous reward.

R = Rmax +
(Vnetwork � avg � Vmin � (Rmin � Rmax ))

(Vmax � Vmin )
(3.11)

The Vmax parameter is the speed limit in the network. However, in a broader sense, it
determines the average speed of the maximal reward. TheVmin has the same meaning;
thus, the average speed of the minimal reward.

The �nal reward strategy aims to minimize the queue length in the intersection;
hence, the average queue length is used to represent the intersection from this point of
view. As earlier, the reward is scaled to the[� 1; 1] interval (3.12).

R = Rmax +
(Qnetwork � avg � Qmin � (Rmin � Rmax ))

(Qmax � Qmin )
(3.12)

The Qmax is the half of the lane, and theQmin is zero
After introducing the environment and its most important components, I will detail

the methodology in the following section.

3.5 Methodology

3.5.1 MCTS for reward function evaluation

While the Monte Carlo Tree Search algorithm is typically unsuitable for immediate real-
time decision-making due to its computational complexity, the possibility of its indirect
utility via reward function evaluation lies in its ability to converge to the global optimum.

The rewarding mechanism is a pivotal component within the framework of Rein-
forcement Learning, as it constitutes an exclusive channel through which the agent un-
derstands the outcomes of its actions. Consequently, the judicious selection of rewards
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holds the key to the e�cacy of the training process. Given the non-trivial nature of
formulating the rewarding concept, the researcher's intuition has a profound impact on
the attainable performance outcomes.

However, with the help of Monte Carlo sampling, MCTS can predict the quality of a
rewarding strategy, thus comparing them in terms of performance and selecting the most
suitable one, without having to train a Reinforcement Learning model for each reward
function through a trial-and-error strategy, as shown in Fig. 3.5. The core of this idea
is that the di�erent reward functions are integrated into the MCTS, which means that
these reward functions choose the direction inside the tree. As the tree grows, these
choices are stacked upon each other, and speci�c behaviors emerge that can yield better
or worse performances in a given control task. Hence, with the help of the MCTS, not
just the performance of a speci�c reward function is exposed, but the behavior hidden
behind it. This can also be advantageous, since it can be examined whether the given
reward can cause dangerous scenarios. In other words, MCTS can show the convergence
point of a speci�c reward in a given context. The core of this idea is that the di�erent
reward functions are integrated into the MCTS, which means that these reward functions
choose the direction inside the tree. As the tree grows, these choices are stacked upon
each other, and speci�c behaviors emerge that can yield better or worse performances in
a given control task. Hence, with the help of the MCTS, not just the performance of a
speci�c reward function is exposed, but the behavior hidden behind it. This can also be
advantageous since it can be examined whether the given reward can cause dangerous
scenarios. In other words, MCTS can show the convergence point of a speci�c reward
in a given context. From a practical point of view, the process is the following:

ˆ Collect a set of competitive reward functions in the chosen domain based on the
literature.

ˆ De�ne the relevant performance measures for the control problem.

ˆ Investigate how many MCTS iterations are required for each reward function to
saturate their performance based on the de�ned measures.

Figure 3.5: Schematic design of Monte Carlo Tree Search for reward function evaluation
in Reinforcement Learning
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ˆ Compare the reward functions based on their best performance on the given control
task.

ˆ Pick the best reward function.

ˆ Train the RL agent with the chosen reward function.

After detailing the exact methodologies used, I will present the di�erent evaluations
and, most importantly, results that I have achieved with the methodologies and envi-
ronments I introduced earlier.

3.6 Results

3.6.1 Evaluations in TSC

As determined during the initial motivation phase, the research objective is to contrast
various reward structures concerning DeepQ-Network and Monte Carlo Tree Search
agents. The consistency of adaptability across both methods suggests the viability of
backing training with an initial evaluation of reward performance. The lane-keeping
and TSC problems articulate that the proposed method can choose the best rewarding
concept for a given control task concerning the algorithm and the control problem. The
proposed methodology is evaluated in terms of sustainability measures to see whether
the ranking between the introduced reward functions given by the MCTS algorithm is
aligned with the results of the training. The results of the TSC problem are shown in
Fig. 3.6.

Figure 3.6: CO2 emission and fuel consumption of a single tra�c intersection

Based on the results presented in both Figures, it can be said that the MCTS al-
gorithm suggested the same ranking between the rewarding strategies as the results
articulate them after training an agent with them. Consequently, the MCTS can sug-
gest the best reward from a set of options, and the researcher does not have to train
the agent with all of them to be sure that he or she will not miss a better performance.
Thanks to the SUMO simulator, I monitored many more sustainability measures, and
the results hold up for all of them; this can be seen in Table 3.1.
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Table 3.1: Statistical comparison of sustainability measures on the Tra�c Signal Control
problem

Agents CO2[kg] NOx [g] Fuel[l ]

PG � Reward 1 108:5 47:2 46:6
PG � Reward 2 110:1 48:0 47:3
PG � Reward 3 110:4 48:1 47:4
PG � Reward 4 118:7 52:0 51:0

MCTS � Reward 1 108:7 47:3 46:7
MCTS � Reward 2 109:9 47:3 47:3
MCTS � Reward 3 113:2 49:4 48:7
MCTS � Reward 4 131:1 57:7 56:4

3.6.2 Evaluations in Lane Keeping

The experiments are also conducted in lane keeping to ensure that the usage of MCTS as
a reward function ranker is not limited to a speci�c application domain but is indepen-
dent of applications and even RL algorithms. Consequently, as in the previous subsec-
tion, I used the DQN algorithm instead of the PG algorithm for these experiments. The
experiments cover two aspects of lane keeping; the �rst one is statistical comparison.
Statistical comparison means that both methods compared for all the above-mentioned
reward functions on 10 various seeds, and then the average number of steps taken is
measured. The 10 various seeds mean that all the solutions created with the di�erent
algorithms and reward functions are evaluated on the same 10 tracks generated ran-
domly by the environment. It is ensured that the agents that are trained can not see
these tracks during the training phase. The results are shown in Table 3.2. The result
shows in Table 3.2 that the rank between the reward functions by the MCTS and DQN
agents are aligned. Consequently, it can be said that regardless of the environment and
the algorithm, MCTS �nds the reward function that yields the best performance from
a given set of options.

Figure 3.7: Trajectories realized by DQN agents and MCTS with di�erent reward strate-
gies
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Table 3.2: Average steps per episode along10 seeded evaluation runs on the task of lane
keeping

Agents DeepQ-Network Monte Carlo Tree Search

Wu et al. [2021]
919:9 460:9

Wu et al. [2021]
822:1 415:0

K®vári et al. [2020]
735:5 236:7

Stimulating reward 677:1 126:6
Punishing reward 593:3 71:6

The second aspect of the comparison is about the style of driving that the individual
solutions realize. The results are shown in Fig. 3.7. The colors represent the same reward
functions, and it can be seen that regardless of the algorithm, the driving style is the same
for one reward function. Hence, as the �nal performance, the style is also transferable
between algorithms. I also created a Figure about the operation of the MCTS to provide
a deeper understanding of how it operates in lane keeping. The Figure is shown in Fig.
3.8 where the color intensity of the transitions over nodes are depicted as a function of
visit counts ni ; thus, darker colors indicate more frequently visited edges.

Figure 3.8: Assimetric search tree built by MCTS for tacking double turns

3.7 Conclusion

This chapter provides solutions for lane-keeping within a kinematic bicycle model and
adaptive tra�c signal control. The objective for the agents is to determine the optimal
steering action sequence that simultaneously optimizes the track by leveraging a given
reward strategy and �nding the best tra�c light program for the intersection. Two
distinct methods are employed to tackle the problem: RL agents are trained to apply
�ve di�erent rewarding concepts to address the control task, and the Monte Carlo Tree
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Search algorithm utilizes the same reward functions. The employed reward functions,
detailed above, are based on the most commonly used strategies in the literature.

As de�ned in the motivation, the objective of this chapter was to apply MCTS to
rank the possible reward functions for a given control task regardless of the control
problem and RL algorithms. During the evaluation, the results showed that it is a
generalizable methodology, avoiding the traditional trial-and-error approach to �nding
the appropriate reward functions. Thanks to this methodology, the bulk of the iterative
search can be omitted, saving considerable time and computation.

In summary, the �ndings reveal an intriguing and novel virtue of the MCTS algo-
rithm. Notably, the MCTS algorithm is pro�cient in comparing and ranking di�erent
rewarding strategies, signi�cantly reducing the time required to identify the optimal re-
ward for training Reinforcement Learning (RL) agents. This e�ciency contributes to a
considerable reduction in resource intensity throughout the process. In future endeav-
ors, I intend to evaluate the robustness of this aspect of the Monte Carlo Tree Search
algorithm across a range of sequential decision-making problems to ascertain its relia-
bility and potential power in leveraging. Moreover, when employing MCTS as a tool for
reward function evaluation, it appears reasonable to consider establishing a threshold
for the number of tree search iteration steps necessary for accurate outcomes. Addition-
ally, My investigation will extend to address the Tra�c Signal Control problem within
a more intricate setup, involving multiple interconnected intersections as a formulation
of Multi-Agent Reinforcement Learning.
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3.8 New results: Thesis II

I demonstrated that the Monte-Carlo Tree Search algorithm can evaluate the di�erent
reward functions of a Markov Decision Process. This virtue of the Monte-Carlo Tree
Search algorithm can replace the iterative reward design or comparison of an MDP that
requires retraining of an agent, since the MCTS can yield the ranking between the agents'
performance trained with the di�erent reward functions in advance. I utilized a single-
intersection tra�c signal control and a lateral-control task of an autonomous vehicle to
show the reward function evaluation capability of the MCTS algorithm. In both cases,
the ranking between the performances reached with di�erent reward functions was the
same with training the agent and evaluating with MCTS.

Related publications: (K®vári et al. [2024b]* , Kövári et al. [2022]* )
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Chapter 4

Multi-Agent Reinforcement
Learning in Variable Speed Limit
Control

4.1 Overview of the Chapter

In this chapter, I aim to create a problem formulation in the multi-agent realm for the
Variable Speed Limit Control problem that enables scalability, generalization, and better
performance than what can be found in the literature. RL has already been applied to
the VSLC problem. However, the RL framework proposed in this chapter has several
key di�erences and novelties compared to the existing solutions. These innovations are
the following:

ˆ The chapter proposes a novel state representation of the VSLC problem that en-
ables scalability in terms of the size of the controlled highway section. In the
literature, the papers use two main approaches; the �rst is describing the state
of the currently controlled highway zone only (Zheng et al. [2023], Fang et al.
[2023], Wang et al. [2019a]), or showing the state of all the controlled zones at
once (Ku²i¢ et al. [2020]). Compared to that, I propose a sliding windows-based
approach where an agent state representation is composed of the agent's highway
zone and its neighboring zones; this concept makes the agent invariant to the con-
trol highway length and supports better performance since an agent can see beyond
its highway zones.

ˆ The proposed action space is also novel compared to the literature since all the
papers use �xed discrete speed limits (Zheng et al. [2023],Zhang et al. [2023],Ku²i¢
et al. [2020],Fang et al. [2023]) or continuous speed limits (Wang et al. [2019a]).
The proposed action space represents the change amount to the currently used
speed limit. Thanks to that, the agent can not change the speed limit drastically
in one step, while it can completely cover any speed limit interval without re-
training the model. Furthermore, the change can be altered without re-training
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since it can be rede�ned in the con�guration, making the proposed concept more
�exible than existing solutions.

ˆ The reward functions in the literature use mostly TTS (Total Time Spent) (Ku²i¢
et al. [2018]), mean speed (Zhang et al. [2023]), tra�c density distribution (Li et al.
[2017b]), and gas emission (Wu et al. [2020]). Compared to that, the proposed
reward function uses a novel concept that gives maximum reward to the agent
when the waiting time is minimal, and the average speed is maximal in the entire
network

ˆ The sliding windows-based approach that ensures the network-size invariance can
be applied for other control problems such as TSC. Hence, it can be seen as a
general approach to tackle problem sizes on di�erent scales.

With these three key considerations, this chapter formulates a new RL abstraction for
the VSLC problem. The potential of the proposed method is demonstrated by comparing
the performance to algorithms that are deployed on highways in Europe. The results
show that the presented approach outperforms the baseline algorithms in every emission
metric and classic metrics such as waiting time and queue length.

The chapter is organized as follows: First, the environment is detailed with its es-
sential components to de�ne the utilized state representation, action space, and reward
function, and also the SUMO simulator is introduced. Secondly, the utilized algorithms
are presented to detail the core concept of RL and MARL. After the methodology, the
results are presented to comprehensively evaluate the agent's performance compared
to the baseline methods. Finally, the possible future developments and directions are
discussed in the conclusion.

4.2 Introduction to Variable Speed Limit Control

A key guiding principle in the design of today's cities, including high-speed suburban
areas, is to reduce noise and greenhouse gas emissions to create a more liveable environ-
ment. According to the report from International Energy Agency (IEA) [2020], 23% of
greenhouse emissions come from the transport sector. In terms of transportation, the
aim is to make the tra�c �ow as smooth as possible to reduce the time vehicles spend
idling. When tra�c on the network exceeds the limits of the physical infrastructure,
further improvements can be achieved by using tra�c control solutions without physi-
cal expansion (Hegyi [2004]). Static tra�c controllers with adjustable values are most
commonly used in urban environments (Bouktif et al. [2023]), such as tra�c lights and
adaptive systems (Kolat et al. [2023]), but the need is similar in highly congested time
windows to set up dynamically controllable systems on high-speed motorways (Degrande
et al. [2023]). Both Tra�c Signal Control (Bouktif et al. [2023]) and the Variable Speed
Limit Control that appears on highways fall under Intelligent Transportation Systems,
thereby implementing event-driven control.
On highways, other anomalies are responsible for the loss of capacity due to the potential
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for quicker change from higher speed ranges. This can generate the shock wave e�ect
shown in Figure 4.1, a moving jam due to the cumulative reaction times along the vehi-
cle column. To avoid these, it is advisable to minimize sudden changes in tra�c �ows,
thus aiming for a steady and constant �ow. This is the purpose of vehicle platoons in
microscopic tra�c management, focusing on the acceleration and deceleration of vehicles
in speci�c tra�c situations (Pi et al. [2023]). In the macroscopic case, this can be done
with Variable Speed Limit Control (VSLC), which provides several algorithms to solve
the problem (Grumert et al. [2018]).

Figure 4.1: Moving jam

For tra�c �ows where the objective is not to plan the trajectory of individual vehicles
(Fang and Tettamanti [2022]) but to achieve �ow stability, it is entirely appropriate to
use a macroscopic model that takes into account tra�c characteristics such as tra�c
density (� ), average speeds (v), and �ow magnitude (Fritzsche and Ag [1994]). These
measures are the same as those used in �uid mechanics to characterize each medium's
state, so the tra�c network's behavior can be described in physical terms as an analogy.
The most important of these laws is the continuity theorem, which de�nes the �ow rate
at a given cross-section regarding velocity and density. In tra�c situations, The cross-
section is represented by the number of lanes that vehicles can use. The aforementioned
relationship, which establishes a connection between the various cross-sections and the
main �ow indicators, can be formulated as follows:

� 1v1A1 = � 2v2A2; (4.1)

Where vi denotes the average speed of the vehicles in the considered zone. Additionally,
as previously mentioned, the density, denoted as� i , is also an important indicator since
Figure 4.3 demonstrates that after a certain point, the increase in density negatively
impacts the �ow rate. As can be seen, the successive cross-sections(A i ) are in a linear
relationship with the other two variables, so the constrictions of that value lead to
a performance drop, which motorway entrances and urban network connections can
cause, as well as lane closures due to construction or accidents. Since the cross-sections
only change rapidly in the event of accidents, the formulated control task focuses on
in�uencing the other two variables.
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Due to continuity, the total demand can be given as the sum of the tra�c �ows
interpreted on the lanes, both at entry and exit, as shown in Figure 4.2 following the
equation:

nX

i =1

Qin i =
mX

j =1

Qout j ; (4.2)

indexed by the current incoming lanes with i and the out�ow of the previous sector j.
As stated above, the cross-section is a static indicator of the infrastructure, so the ma-
nipulation of the velocity and density values can be used to determine the control as
speci�ed in Equation 4.1, where, due to the macroscopic approach, velocities are not
understood as individual interventions, but as the de�nition of speed limits.

Figure 4.2: Continuity in tra�c �ow application (Treiber and Kesting [2013])

In the next section, using the fundamental diagram Figure 4.3), by looking at the re-
lationship between �ow and density on the two axes, the aim is to target the top of
the increasing branch with density, where the �ow rate is still in�uenced in a positive
direction for small �uctuations by the increase in this indicator. Still considering the
constraint of satisfying Equation 4.1, the objective function is the ideal choice of density
interventions through speed limits as a driver-interpretable action.

4.2.1 Related Work

Given the static nature of the cross-sections and the inability of the infrastructure to
expand spatially, an event-driven tra�c control solution must be implemented to ensure
tra�c stability. As discussed in the previous section, assuming that density is not mean-
ingful for drivers in a tra�c situation due to human sensory limitations, the remaining
variable in Equation 4.1 is the average speed, which can be approximated by introducing
ideal constraints in allowed speed, divided by sector. The speed limits introduced in this
way can be important for a network's safety and �ow aspects (Bouktif et al. [2023]).

VSLC is a widely used macroscopic tra�c management approach for which several
algorithms have been implemented so far (Khondaker and Kattan [2015]; Hadiuzzaman
et al. [2013]). This method is based on the spatial distribution of the �ow, which is
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Figure 4.3: Fundamental diagram to represent the relationship between density and �ow
magnitude. (Hegyi [2004])

achieved by dividing the road network into segments and setting individual speed limits
for each segment, thus varying the temporal �ow of tra�c.

The advantage of this system lies in its dynamic nature, which intervenes on an event-
driven basis by monitoring tra�c in speci�c congestion situations since the dynamics
of a column of vehicles are di�erent during peak tra�c than operating at a fraction
of its capacity (Tettamanti and Varga [2010]). Among the conventional approaches,
the SPECIALIST (Hegyi et al. [2008], Hegyi and Hoogendoorn [2010]) and Motorway
Control System (MCS) algorithms play an important role, the latter already in use on
Swedish and Dutch motorways (Grumert et al. [2018]), so this is taken as a basis for
evaluating the e�ectiveness of the algorithm.

MCS operates by measuring the speed of a given cross-section, adjusting the speed
limit to a slightly higher value, and also adjusting two previous limits to a ramping speed
value to achieve smoother deceleration and resolve established shockwaves.

SPECIALIST operates via shock wave identi�cation by coupling time-location and
�ow-density diagrams. It describes a more extensive set of current situations due to
its four phases and six states, thus providing a more e�ective control due to better
segmentation of states. In both cases, the algorithms help to resolve emerging congestion.
However, reducing existing congestion is still to be achieved, and although they increase
tra�c e�ciency, they are not an optimal solution.
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In order to fully assess these shock waves, some look-forward response is needed. In
the case of pre-estimated interventions, model-based solutions such as Model Predictive
Control (MPC) can also be applied by de�ning physical equations and state-space-based
control. However, today's research directions are increasingly dominated by data-based
solutions using Machine Learning (ML). Among such solutions, the most dynamically
developing are the algorithms based on Neural Networks (NN) (Abdullah et al. [2023]).
Their applicability is diverse, ranging from machine vision to sequential decision-making
processes. For this problem, Reinforcement Learning (RL) algorithms are primarily given
in the context of freeway onramps (Ku²i¢ et al. [2020, 2021]; Fang et al. [2023]). However,
in an earlier research phase, before the implementation discussed in this chapter, an
emission reduction model is developed to demonstrate that a signi�cant improvement
over uncontrolled systems can be achieved using a Deep Learning-based(DL) approach.

Building on this research, the need arose to test suitability in environments with
arbitrary sensor density. Roadside units require signi�cant investments (Degrande et al.
[2023]), so their applicability to already existing diverse equipment represents a signif-
icant advancement. Broader applicability implies that a trained model can be applied
to multiple lengths, so achieving controllability of motorway sections with the same
character could lead to further improvements. If a model could do this across multiple
environments, the o�ine training process could be signi�cantly shortened, making the
solution more �nancially successful. This demonstrates that it is not just an over�tted
model but a more generalized and workable solution.

4.3 Environment

By analyzing Figure 4.3, it can be seen that the permeability of a highway cross-section
decreases as the density increases. Several factors, such as cross-section shrinkage from
road accidents, lane disappearance, or road construction, can cause this phenomenon. In
such scenarios, shock wave formation is inevitable if the environment is not controlled.

A highway section is built in the SUMO simulator for simulation purposes, shown
in Figure 4.4. In Figure 4.4, a zone is the100m long lane pair, which is controlled
individually. A cell is a lane of a zone, and the three consecutive zones represent the
state representation information for the agent that controls the speed limit in the middle
zone. In the modeled highway part, one of the zones' lanes is closed to simulate the cross-
section shrinkage that can trigger shock waves.

The highlighted zones in Figure 4.4 are the ones that are encoded in the state repre-
sentation and provide the only information to an agent for decision-making. At the same
time, the chosen action is only applied to the middle highway zone. The neighboring
zones in the highway section provide a horizon for the agent to understand the scenario
around its controlled zone. This concept allows the state representation to operate as a
sliding window over the controlled highway section.

As mentioned above, the SUMO simulator is used to create the highway part mainly
because it can measure all the necessary tra�c metrics that can characterize the quality
of the control methods, such as emissions and waiting time. SUMO also has an excellent
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Figure 4.4: The highway environment and agent separation used in the simulation

Python interface that allows any method to control the built tra�c network. In the
created tra�c network, the sections' speed limit can be set individually between the
130km=h and 10km=h interval. The agents can change the speed limit for every10s,
which can only be increased or decreased by10km=h at once. It is important to mention
that the generated tra�c load always saturates the network but still allows all vehicles
to enter. This tra�c �ow generation scheme is essential to make the evaluations reliable
because all control methods must push the same number of vehicles through the network.
This is also the terminal criteria of each training episode.

4.3.1 State representation

The agent's goal is to produce an appropriate decision based on the sensor data that
maximizes the cumulated reward during the episode. Typically, state representation
involves organizing relevant sensor data, thereby providing input for decision-making at
a given step. The proposed state representation consists of macroscopic tra�c indicators,
such as density and the average vehicle speed in a given section. The reason for this
can be seen in Equation 4.1; these metrics can characterize the magnitude of the tra�c
�ow. For clari�cation, the state representation of an agent that controls a highway zone
consists of its zone and the cells of the neighboring zones, as depicted in Figure 4.4.

A primary consideration in this formulation is to ensure generalizability. The length
of the controlled highway section can be increased, and the agents' performance lasts
since an agent is provided with information from the neighboring zones along with the
controlled one, thanks to the state representation. The implementation is based on an
analogy of a sliding window, wherein, at each time step, all agents within the VSLC zone
can make decisions. Although the agents do not know about the decisions of other agents,
they can indirectly understand the decisions of others through the sliding window-based
state representation, thanks to the horizon.

From a di�erentiation standpoint, it is advantageous to incorporate the attributes of
the focal segment and those of its immediate surroundings into the state representation.
This enables the algorithm to discern di�erences between the active cell and its neigh-
boring cells, thereby facilitating decision-making regarding the load of the respective
cell. Taking into account the neighboring cells to ensure continuous monitoring of those
in front, behind, and beside, the state vector for zonei is presented as follows:
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statei = f vx;y ; � x;y j x 2 (i � 1; i; i + 1) ; y 2 (0; 1)g (4.3)

Where vx;y and � x;y are the velocity and density values of the cells for laney of zonex,
as indexed in Figure 4.4, andi 2 (1::n), where n is the number of controlled zones. The
reason for the state vector consisting of 5 cells is that the neighboring cell alternates
between being in front and behind at di�erent time steps.

With this description, the cells before the bottleneck are provided with intervention
opportunities, as there is no need for further speed reduction after the cross-section
decrease in continuity. Moreover, the �rst cells do not receive intervention opportunities
since their state representation cannot be generated. However, in real-world scenarios,
this does not pose an issue; it merely signi�es the simulated environment's boundary at
the �rst cell.

In summary, the main advantage of this custom-designed state representation is its
independence from the position of the segment, describing the relevant environment, and
its scalability.

4.3.2 Action space

Due to the nature of the problem, discrete actions are implemented, as only speci�c
values can be taken by the individual speed-limiting signs. The aspirations are similar
to those in creating the state representation, seeking a universal solution that covers
as much ground as possible to provide the agent with opportunities to help maintain
tra�c continuity. In addition to the discrete action space, another factor is the density
of interventions, as discussed during examining environmental constraints. For this, a
10-second value is speci�ed, both during the testing of the proposed algorithm and as
a reference for the MCS serving as a comparative baseline. The action space contains
three discrete choices: the �rst is increasing the speed limit in the given highway zone
by 10km=h, the second is not changing the speed limit in the given zone, and the last
one is decreasing the speed limit by10km=h. The actions can be seen in Equation 4.4
for clarity.

action =

2

6
4

+10 km=h
0

� 10 km=h

3

7
5 (4.4)

The main advantage of this concept is that the agent can create any real speed
limit over time, enabling faster convergence because the output dimensionality of the
neural network is small. The incremental implementation has an additional bene�t.
Notably, by only allowing slow changes in the system, the likelihood of developing moving
tra�c waves is further reduced, as this speed adjustment better accommodates drivers'
capabilities.
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4.3.3 Reward design

The central concept utilized in subsequent methodologies is to evaluate the quality of
decisions made by an agent through feedback in the form of a scalar value provided by
the environment. Indeed, the reward signal serves this purpose perfectly. It is derived
from the state of the tra�c, generating a value that indicates how well the agent makes
a decision.

Several approaches have been considered in the development of this. Initially, simply
using the average speed of the network is proposed. However, a problem arose as the
network could achieve higher values by sacri�cing speci�c road segments. To address this
issue, waiting time is incorporated into the system to decrease it and align it with the
desired behavior expected from the agent. Since its increase is particularly detrimental
to the environment, it is represented not as a linear but as a quadratic term in the reward
function, thereby penalizing its growth more heavily. The �nal reward function for the
training process looks as follows:

R =
vavg

(1 + w)2 ; (4.5)

ˆ vavg represents the average speed across the entire network.

ˆ w denotes the sum of waiting times across the entire network.

Consequently, the formulated objective function serves the advancement of two tasks.
On one hand, increasing the average speed enhances the throughput capacity. On the
other hand, reducing waiting times aims to ensure that greenhouse gases are emitted
into the air only when progress is made.

4.4 Methodology

4.4.1 Multi Agent Reinforcement Learning

Single-Agent Reinforcement Learning can provide solutions only to a fraction of the con-
trol problems since, in real life, multiple entities can interact through cooperation (Nowé
et al. [2012]) or competition (Nowé et al. [2012]) to achieve some goal (Bu³oniu et al.
[2010]). The interaction means every agent can change the environment's state, in�uenc-
ing individual agents' state representations. In such cases, Multi-Agent Reinforcement
Learning is used to tackle the control problem. MARL can be distinguished from RL in
many ways, such as the mathematical framework, which is Markov Games (Nowé et al.
[2012]) instead of a simple MDP. The utilized MARL approach in this chapter is the
independent learner concept (Abed-Alguni et al. [2014]). This concept means that a
single neural network is used during training, and this model is trained to understand
every agent's situation and make decisions from their perspective. The approach has
several bene�ts:
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ˆ The �rst one is that employing one neural network and training from the data
of every agent perspective can gather more diverse training data that extensively
supports the success of the training.

ˆ The second one is about agent communication. Thanks to the novel problem for-
mulation, the agents that have to share information have a shared part in their state
representation, and all of them have a shared reward as well. This attribute allows
them to understand each other's decisions without dedicated communication. The
avoidance of dedicated communication signi�cantly mitigates the complexity of the
training, which has a positive e�ect on convergence and performance.

4.4.2 Interpretation of MARL to VSLC

MARL is utilized in the formalized VSLC problem since every highway zone requires
individual simultaneous decision-making regarding the applied speed limits. The time
steps in the environment are discretized, and in every time step, all agents decide the
speed limit of their highway zone. Consequently, every controlled highway zone has an
agent that can control the speed limit of the zone. Thanks to the novel state repre-
sentation, a zone agent can understand the highway's local tra�c load; hence, direct
communication between agents can be avoided, which makes the training process more
stable and faster. Even though an individual agent controls every highway zone, one
neural network is trained: the independent learner MARL concept itself. The state
representation of every agent is created at the end of every time step, and then a single
neural network predicts the created states, which means that it decides the speed limit
in every zone as if it controls the zone. Then, the new speed limits are applied to the
controlled highway section for a �xed amount of time, and the process repeats itself as
displayed in Figure 4.5.
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Figure 4.5: Multi-agent decision making

4.4.3 Training process

The conditions of the training are crucial from the aspect of the �nal performance. The
agents are trained on1km long highway part, where each controlled zone is100m long.
The tra�c load is randomly generated for every episode, and the tra�c �ow always
saturates the network, but every vehicle can enter the network; hence, there is no jam at
the beginning of the highway part. An episode terminates if the last vehicle leaves the
network. During training, the immediate reward concept is utilized. Consequently, after
each step, the agents get a reward from the environment to characterize the consequences
of their actions. It is also important to mention that the episodes are discretized in time,
and the agents can change another speed limit for every10s.

4.5 Results

4.5.1 Data for evaluation

The evaluation of competing methods is crucial to make the process reliable. This
attribute is ensured through seeding the test simulations, where every competing method
has to solve the same scenario. Furthermore, an additional aspect to the evaluation is
added that can strongly demonstrate the scalability of the proposed method. Notably,
the agents trained on a 1km long highway part are evaluated on a3km and a 10km
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Figure 4.6: Number of halting vehicles

long highway part to articulate that the novel problem formulation makes the agents
invariant to the length of the controlled highway section. It is also important to mention
that the same criteria are applied to the test simulations regarding the training phase,
time discretization, terminal events, etc.

As discussed in the introduction, a crucial aspect of the sustainable development of
modern cities and their environments is the implementation of intelligent tra�c man-
agement systems. The main goal of ITS is to make transportation more e�cient, and
sustainability metrics and classic metrics such as waiting time can characterize this en-
deavor. SUMO computes these metrics. The carbon emissions are not realized through
speci�c sensors measuring individual vehicles but rather through various approximate
models available within the discussed simulator. Among these, the default HBEFA v2.1
(Krajzewicz et al. [2014]) model is utilized in SUMO, which is calculated as follows:

E = c0 + c1va + c2va2 + c3v + c4v2 + c5v3; (4.6)

where the ci constants take di�erent values for certain emissions. These values can be
obtained per lane, akin to waiting times, and can be aggregated across all sectors to
accumulate the total waiting times.
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Figure 4.7: NOx Emission in di�erent segment lengths

The reduction of these indicators unequivocally de�nes the energy e�ciency of the
control method. As a result, these are compared across scenarios, including uncontrolled
environments, motorway networks managed by MCS, and scenarios representing the
research topic, namely MARL-based solutions deployment.

4.5.2 Model Evaluation

During the evaluation, every sustainability metric cannot be examined, yet it is also
unnecessary since, in emission models, only the constants vary thus, there is no magni-
tude di�erence in their trends. The same model is used for evaluatingCO, CO2, NOx ,
PM x and HC as well Krajzewicz et al. [2014]. Among these,CO2 emissions, as a ma-
jor contributor to the greenhouse gas e�ect, are one of the signi�cant emissions under
scrutiny, along with NOx . Additionally, illustrating the minimization of idle time spent
in shock waves, the number of vehicles forced to stop, and the resulting accumulated
waiting times are part of the evaluation comparison.

Table 4.1: Results compared in a 1 km long highway section

1 km Control-Free MCS MARL

CO2 Emission [mg] 420:38321 402:28047 260:66972
NOx Emission

[mg]
6:87358 6:77200 5:30981

Waiting Time [s] 5:42857 5:09791 0:25446
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Table 4.2: Results compared in a 3 km long highway section

3 km Control-Free MCS MARL

CO2 Emission [mg] 1458:40422 1431:63130 955:66162
NOx Emission

[mg]
21:99125 21:8748 17:25388

Waiting Time [s] 24:54404 22:85565 0:007142

Figure 4.8: CO2 Emission in di�erent segment lengths

4.5.3 Evaluation based on sustainability metrics

As a baseline, the MCS algorithm and the control-free scenario are used. As Tables 4.1-
4.3 demonstrates, the proposed MARL-based solution signi�cantly outperforms both
baseline methods in terms of all measured sustainability metrics, which meansCOx

and NOx . The tendencies between the di�erent highway lengths in the sustainability
metrics are shown in Figures 4.7 and 4.8. The tendencies suggest a signi�cant necessity
for methods that can adapt to di�erent tra�c volumes since the MCS algorithm only
slightly defeats the control-free scenario. At the same time, the MARL-based approach
holds its 7% reduction in the sustainability measures.
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Figure 4.9: Waiting time on the whole system

4.5.4 Evaluation based on classic metrics

In this evaluation, the same baselines are used as in the sustainability metrics, and
the accumulated waiting time is measured during the simulations for all three highway
lengths. The results are shown in Tables 4.1-4.3. The results suggest that the proposed
MARL-based solution outperformed the control-free scenario and the MCS algorithm.
These results demonstrate that trained agents can jointly decrease greenhouse gas emis-
sions and the accumulated waiting time in the network, which means that with the
liberty of changing the speed limits in individual highway zones, the harmful e�ect of
shock waves can be mitigated.

Table 4.3: Results compared in a 10 km long highway section

10 km Control-Free MCS MARL

CO2 Emission [mg] 5003:25073 4987:89459 4556:32901
NOx Emission

[mg]
75:02422 75:24406 70:85701

Waiting Time 205:43928 173:36738 109:90261
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Another evaluation is conducted, which focuses on the characteristics of a single test
simulation. The results can be seen in 4.6 and 4.9. These Figures articulate that the
MARL agent e�ectively mitigates the e�ect of the shock waves. The number of halting
vehicles can be decreased along with the cumulated waiting time in the tra�c network,
signi�cantly bene�ting road users and the environment.

Based on the results, the MARL-based solution performs better than already de-
ployed solutions in terms of greenhouse gas emissions and classic metrics such as waiting
time and halting vehicles. However, the results of the MCS may seem negligible com-
pared to the control-free scenario. Still, even a few percentile gains mean an enormous
amount of emission and time since, in the real world, MCS controls several hundred km
of Highway.

4.5.5 Investigating the problem size invariance of the sliding-windows
based state representation

As introduced earlier, the proposed solution consistently reaches better performance
regardless of the size of the problem, without any modi�cation to the trained model.
After investigating the state representation in the literature, the solutions employ simple
MLPs with a �xed input size. This unfortunate property of MLP's network architecture
makes the model more rigid, since it can not handle di�erent problem sizes if the entire
highway network is fed into the network as one state, and all the studies in the literature
approach the problem in this way. During conceptualization I relized that it is not
required to see the entire network to decide for one zone, and the neighbouring zones can
be enough context, in that way the simple MLP can handle di�erent problem sizes, since
it only handles a �xed sizes context window that slides through the network rewardless
of its size. Of course, there are other ways to enforce problem size invariance, but
every other way requires changing the network architecture. Possible models can be
1D Convolutional Neural Networks (CNN) or Transformers, since CNN's kernel would
operate as the sliding window for us. At the same time, Transformers would easily
process the entire highway network, regardless of size, as a seq2seq model. However,
with the proposed sliding-window based approach, it is possible to utilize the simplest
and most well-known network architecture, without re-training and regardless of the
highway network size.

4.6 Conclusion

Deep learning solutions in ITS have recently become attractive since they can provide
real-time solutions to complex control problems with excellent performance. The dis-
advantages of black-box-based operations can be neglected since some cases are not
safety-critical.

This chapter presented a novel approach for the VSLC problem through MARL,
which can signi�cantly outperform solutions already deployed on European highways. A
thorough evaluation demonstrated that the proposed method:
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ˆ Invariant to the length of the controlled highway section; hence, it is enough to
train the agents only once.

ˆ Utilizes a control strategy that mitigates greenhouse gas emissions compared to
baseline algorithms.

ˆ Utilizes a control strategy that decreases waiting time and the number of halt-
ing vehicles that tremendously impact driver experience and the e�ciency of the
transportation network.

These results demonstrate the in�uence of problem formulation on the �nal performance
is signi�cant. Through the demonstrations, the results articulated that thanks to my
novel problem formulation for the VSLC problem, the agent can be invariant to the
length of the control Highway segment.

In my future endeavors, some relevant scenarios must be included in the environment
to make the simulation as close to the real world as possible. These modi�cations would
be the following:

ˆ Creating highway sections that have more or varying lane counts.

ˆ Creating a highway section that has a ramping lane.

ˆ Creating highway section, where the cross-section shrinkage position is randomly
chosen from episode to episode.

ˆ Creating highway sections imported from the OpenStreet map to show that real
environments can also be controlled.

With these modi�cations, a real-world environment can be built to fully evaluate the
proposed method's potential. It is also worth mentioning that in such a real-world com-
parison, the portfolio of baseline algorithms should be made more prosperous, which
means using di�erent classic control theory-based methods to see how MARL can out-
perform these solutions.
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4.7 New results: Thesis III

I have designed a novel problem formulation for model-free Multi-Agent Reinforcement
Learning agents in the Highway section's Variable Speed Limit Control. The novel prob-
lem formulation introduces a state representation used as a sliding window. Compared
to other state representations from the literature, the proposed state representation does
not use information from the entire controlled Highway section; this way, the proposed
state representation is invariant to the size of the controlled Highway section. I demon-
strated the Highway section size invariance of the state representation by training an
agent for a 1km long Highway section, then evaluated on 1km, 5km, and 10km long High-
way sections, and the agent consistently outperformed the baseline solutions regarding
waiting time, CO2 emission, and NOx emission.

Related publications: (K®vári et al. [2024a]* , K®vári et al. [2023a]* )
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Chapter 5

Training sample prioritization for
e�cient Reinforcement Learning

5.1 Chapter Outline

In the previous chapters, I articulated that increasing learning e�ciency can be achieved
on several levels. The �rst one is to de�ne the control problem su�ciently for the agent.
The second one is to �nd the best reward function for the given problem to support
credit assignment and not limit the reachable performance to a suboptimal objective
function. This chapter aims to create a concept that increases e�ciency regardless of
the control problem. Regardless of the speci�c training algorithm used, one can not
argue that sampling strategy has a crucial role in training e�ciency. Moreover, recent
developments in experience prioritization have seen a limited number of fundamentally
new ideas, with many existing solutions relying heavily on the well-established concept
of Prioritized Experience Replay. This claim can be attributed to the fact that although
bountiful approaches have been proposed over time, as detailed in 5.2.1, such methods
focusing on increasing sampling e�ciency have been improving at a relatively slow pace
compared to other elements critical in Reinforcement Learning, where breakthroughs
have been accomplished in various sub�elds, including algorithms (Dankwa and Zheng
[2019], Chen et al. [2021]), neural network architectures (Wen et al. [2020], Sinha et al.
[2020]) and also state space representations (Agarwal et al. [2021], Wang et al. [2021b]).
Consequently, the predominant technique for prioritizing experiences in RL has persisted
since the method above gained recognition. This enduring popularity can be attributed
to several factors, including its inherent simplicity, suitability for a diverse set of al-
gorithms and domains, and its potential for integrating various algorithms to improve
their performance and stability. Considering the above justi�cations, it can be concluded
that Prioritized Experience Replay continues to be one of the prevailing state-of-the-art
techniques.

As a result, the primary contribution of my research is to demonstrate the superior-
ity of the proposed experience prioritization approach over the existing state-of-the-art
method documented in the literature. This is achieved through a comprehensive evalua-
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tion that exhaustively analyzes performance indicators of sampling processes. Therefore,
the contributions of this chapter can be summarized as follows:

ˆ I proposes a novel priority value assignment concept incorporating a new approach
for the exploration-exploitation trade-o�. The results show that by leveraging the
limitations of the aforementioned state-of-the-art technique, sampling e�ciency
can be further enhanced using the proposed method.

ˆ The Deep-Q Network algorithm has been trained along with the newly introduced
experience prioritization technique and current state-of-the-art method to com-
pare their performance on four commonly used Reinforcement Learning tasks in
literature.

ˆ Strictly under identical conditions, a meticulous evaluation of these agents has been
conducted, explicitly focusing on assessing the e�ectiveness of experience sampling
strategies applied during the training process.

5.2 Introduction

Recently, numerous researches in �elds, including autonomous vehicle control (K®vári
et al. [2020]), robotics (Kim et al. [2021]), manufacturing (Li et al. [2017a]), forecasting
(Gorzelanczyk [2023]) and resource management (Garg et al. [2022]), have pointed out
several advantages provided by the utilization of Arti�cial Intelligence. Primarily, due to
the complexity of newly arising optimization and control tasks, traditional approaches,
especially in real-time applications, are immensely limited or not even feasible by their
signi�cant computational demand throughout the online decision-making process.

On the other hand, in the case of Deep Learning-based algorithms, the prediction
time of a pre-trained neural network is in the order of milliseconds. Hence, real-time
applicability is ensured. However, these methods also have a crucial disadvantage, as
enormous time and computational capacity requirements emerge during the o�ine train-
ing process.

Firstly, according to the database being analyzed in Sevilla et al. [2022], the average
computational cost of Deep Learning models in Large-Scale Era, for which extended
training data is available, is about 2:44 � 1024 FLOPs. However, even for the most
potent AI supercomputing platform (NVIDIA HGX with 16x NVIDIA A100 GPUs), it
takes nearly a year to train such an average model utilizing a speed of10 petaFLOPS.
It is considered a key limitation since training time hampers the e�ciency of Deep
Learning research and development by making it more challenging to explore di�erent
architectures, hyperparameters, or data augmentation techniques.

Secondly, the actual cost of training Deep Neural Networks extends beyond compu-
tational requirements and into economic considerations. Understanding and quantifying
involved costs is vital for researchers, practitioners, and stakeholders to make informed
decisions and optimize resource allocation in Deep Learning projects. As shown in Fig.

66



5.1, trends of recent years indicate the highly increasing cost of training; thus the ef-
�ciency of training algorithms evolves into a more and more critical objective to deal
with. Herefore, this task to optimize the e�ciency of such algorithms is the primary
goal of my research.

Figure 5.1: In�ation-adjusted training cost of Machine Learning systems published in
recent years showing an increasing trend expressed inUSD (Cottier [2023b])

In summary, I address the ine�ciency inherent in training deep neural networks, a
challenge marked by its considerable computational and time requirements. This bottle-
neck not only hinders the research and development progress in the �eld but also imposes
substantial additional costs in industrial applications, where deep neural networks have
emerged as a preferred tool, given their superior performance in various problem do-
mains. Industries heavily reliant on real-time applications, such as autonomous vehicles
or live-streaming analytics, face potential performance setbacks due to these ine�cien-
cies. Additionally, the economic implications are signi�cant, encompassing increased
computational costs and potential competitiveness reduction. Hence, addressing this
challenge directly responds to the economic viability and success of real-world applica-
tions, particularly in time-sensitive environments, and ensures academic advancement.
Undoubtedly, the ine�ciency of training methods can be derived from the way training
data is treated across the update process of Neural Networks. Early solutions began to
address this phenomenon, on the analogy of neurobiology, by utilizing so-called replay
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methods, facilitating memory formation and retrieval by reactivating neural patterns, as
elucidated in Hayes et al. [2021]. Although experience replay has been adopted for all
three major categories of machine learning, its relevance seems most signi�cant in rein-
forcement learning, where enhancements may substantially boost performance. It can be
achieved by dealing with sampling ine�ciency, a bottleneck that hinders RL algorithms'
scalability and real-world applicability. In contrast to other Machine Learning areas
of concern, such as supervised learning, where sampling ine�ciency is not a prominent
concern, the challenge lies prominently within Reinforcement Learning. Furthermore,
unlike supervised learning, where the average number of epochs for training a model
typically ranges in the order of hundreds, it is well-acknowledged in RL that attaining
the desired behavior often necessitates orders of magnitude more episodes.

Lately, many researchers have strived to proceed with this topic by uncovering more
and more concepts with the same focus to resolve the issue of ine�cient sampling. In
the following section, I brie�y overview advancements in this �eld, particularly attention
paid to experience prioritization techniques.

5.2.1 Related Work

Firstly, a few promising areas are introduced to demonstrate the relevance and impor-
tance of Reinforcement Learning methods in practical applications, especially in real-
time domains. Moradi et al. [2022] utilizes stochastic game theory to model the nature
of attacker-defender roles in a potential smart electrical power grid cyberattack. The
solution providing the best achievable defense strategies, according to their experiments
both on the benchmark W&W 6-bus and a relatively large IEEE 30-bus system, is deep
Q-learning, achieving superior performance compared to 3 other state-of-the-art Rein-
forcement Learning methods being PPO, AC and PG. In the control systems domain,
Razavi et al. [2022] introduced an adaptive approach using the Policy Iteration algorithm
for the optimal regulation problem in discrete-time linear time-invariant systems. No-
tably, this algorithm ensures convergence, leveraging only state measurements without
requiring prior knowledge of the system dynamics. Tompos and Németh [2023] pro-
posed a Reinforcement Learning framework for trajectory planning of an aerial drone,
integrating it into a pre-existent system of moving elements by resolving potential con-
�icts in advance. Despite the fact that RL-based solutions have long been successfully
deployed in such complex practical tasks, the problem of ine�cient training scenarios
has remained unchanged, for which experience prioritization may provide a solution.

Shortly after the emergence of Reinforcement Learning, the need for prioritizing
important state transitions became apparent. Moore and Atkeson [1993] introduced the
prioritized sweeping algorithm, which utilizes the change in absorption probabilities (�
parameters) to determine the importance of a transition. Higher� values are considered
more interesting from the update's point of view, as they indicate a potential change in
absorption probabilities of the state's predecessors. Between two consecutive real-world
observations, transitions are sorted based on their priority until a processing step limit
is reached, resulting in more important states being positioned at the top of the priority
queue.
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The concept of storing state transitions has not been implemented until the idea
was published much later. Mnih et al. [2015] proposed the so-called experience replay
memory. This memory enabled agents to exploit experiences of the past by saving
the elements that clearly de�ne a transition. Afterward, during the network updates,
stochastic sampling is carried out on the memory using a uniform distribution.

However, as mentioned earlier, this method treats all experiences as equal, a limi-
tation that must be addressed to develop an optimal solution. A combination of the
above-mentioned theories has been demonstrated in Schaul et al. [2015], where authors
suggested an approach, namely Prioritized Experience Replay (PER), to handle expe-
riences of varying importance throughout the training. By assigning priority values to
each state transition, thus formulating the probability distribution over the entire re-
play memory, they empirically demonstrated increased training e�ciency, as shown in
Fig. 5.2. As PER quickly gained more and more popularity among researchers, it soon

Figure 5.2: Results of Prioritized Experience Replay (Schaul et al. [2015]) showing an
increase in training e�ciency

became the dominant method in the �eld, serving as the basis for many subsequent
techniques described later. However, these techniques have still been unable to replace
PER, the most commonly used method in literature. Hence, it remains state-of-the-art.
Since this algorithm serves as the basis of comparison in my research, for further details
on methodology, refer to 5.3.1.1.

Hou et al. [2017] adapted Prioritized Experience Replay for Deep Deterministic Policy
Gradient agents, while Horgan et al. [2018] proposed Ape-X, an extension for PER to
a distributed setting. In Ape-X, the agent is split into multiple entities, as shown on
the schematic in Fig. 5.3, including several actors and a single learner. Each actor has
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Figure 5.3: Schematic of the distributed agent concept in Distributed Prioritized Expe-
rience Replay (Horgan et al. [2018])

a separate environment, but their replay memory is shared. The role of the actors in
the training is to generate training data, while the learner is responsible for the network
updates and priority value assignment in the bu�er. Brittain et al. [2019] developed
Prioritized Sequence Experience Replay, which can also be considered an expansion
of the original PER idea. The authors have theoretically proven that by prioritizing
experience sequences, this method is guaranteed to converge faster than PER given
that the learning rate of the asynchronous Q-learning algorithm equals one, and all
possible action sequences are executed exhaustively. Even though the proposed method
demonstrated superior performance compared to the original PER algorithm across a
substantial majority of Atari benchmark tasks, experimental �ndings reveal an increase
in absolute training time and resource utilization in case of expanding the decay window,
thus managing longer experience sequences.

Various other approaches have been proposed to tackle the problem of ine�cient
sampling, such as Su et al. [2017], in which two specialized actor-critic algorithms have
been introduced, TRACER and eNACER. In TRACER, an augmentation of the Ad-
vantage Actor-Critic (A2C) algorithm has been carried out with the adaption of a Trust
Region Policy Optimisation method, utilizing experience replay. eNACER is a modi-
�ed version of the so-called Natural Actor-Critic method, where gradients are estimated
using the least squares procedure instead of being calculated explicitly from the Fisher
Matrix. In the comparison of both methods, sampling e�ciency has been shown to
increase relative to other RL-based solutions. Buckman et al. [2018] presented another
method, STochastic Ensemble Value Expansion (STEVE), that combines the superior
performance of model-free approaches with the advantageous sampling complexity of
model-based algorithms. Based on statistical analysis, they showed a massive increase
in sampling e�ciency compared to model-free solutions on various complex tasks. For
a comprehensive overview of other potential solutions to ine�cient sampling, see Yu
[2018].

In addition to the methods described so far, a handful of entirely di�erent experience
prioritization techniques, including the one developed in Zhao and Tresp [2018], where
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a so-called Energy-Based Prioritization(EBP) framework has been utilized in a robotic
arm manipulation environment. The core idea is to determine the total energy of a
trajectory by computing cumulative transition energy based on principles of physics
according to 5.1 as:

E traj (� ) = E traj (s0; s1; :::sT ) =
TX

t=1

E tran (st � 1; st ) (5.1)

where � is the trajectory and si are the states of time stepi . The agent then stores these
energy values for the corresponding state transitions and prioritizes trajectories with
higher energy values, eventually serving as a probability distribution during sampling.
Zhao and Tresp [2019] introduced the Curiosity-Driven Prioritization (CDP) concept,
which mainly focuses on infrequent experiences. By estimating the density� of each
transition via a Variational Gaussian Mixture Model (V-GMM), the agent aims to pri-
oritize experiences with lower densities. In order to avoid noises caused by outliers of
high deviation in density values and ensure robustness, a rank-based prioritization is
used after sorting the replay memory based on complementary densities (�� = 1 � � ).
Hong et al. [2022] proposed Topological Experience Replay (TER), which prioritizes
state transitions by constructing a graph from gathered training data and applying a
reverse sweep algorithm to update aQ function. The graph is structured so that ver-
tices represent environment states, while edges are equivalent to state transitions, aka
experiences. The algorithm constantly keeps track of terminal and root nodes. Hence,
the task is to follow a sampling strategy by determining a sequence of worthwhile transi-
tions. In this case, it is achieved by applying reverse Breadth-First search (BFS) starting
from terminal states, followed by its predecessors. Lastly, Sujit et al. [2022] de�ned the
learnability of a training sample and introduced an algorithm that allows the agent
to leverage information content on outstanding e�ciency by distinguishing unlearnable
and noisy samples. According to their hypothesis, learnability is calculated from the
so-called reducible TD error, which theoretically measures how much the TD error can
be decreased over training. For the sake of formalizing Reducible Loss (ReLo), which
serves as a priority metric throughout the update process, two separate losses need to
be determined: one concerning the action networkL � and the other one concerning the
target network L �̂ , from which ReLo is computed according to 5.2 as:

ReLo = L � � L �̂ (5.2)

In summary, various approaches, including PER, have been proposed to address the
problem of ine�cient sampling in Reinforcement Learning. These methods have demon-
strated improved training e�ciency and sampling performance, leading to advancements
in the �eld. However, the prevailing experience prioritization method has remained the
approach of Prioritized Experience Replay, which, therefore, is still considered state-of-
the-art.
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Figure 5.4: Training loop of Deep-Q Network algorithm emphasising two proposed ad-
ditional features: the separate target network and the experience replay memory

5.3 Methodology

5.3.1 Experience Prioritization

The DQN algorithm introduced the concept of experience replay memory to facilitate
the reuse of training samples gathered in the past, thereby accelerating convergence
and enhancing training e�ciency. However, experiences are handled suboptimally using
uniform stochastic sampling during training, resulting in equal probability for all ex-
periences. Consequently, this raises the question of whether the information density of
experiences is genuinely equivalent. While state transitions occurring more frequently
in the environment may contain redundant information, there may also be occasional
cases in which the constructed experiences are crucial from the agent's perspective.

For this reason, the importance of training samples in a given state of the agent
may di�er. The following sections provide comprehensive insights into the current state-
of-the-art method and the newly proposed solution, which aim to enhance sampling
e�ciency by prioritizing speci�c experiences during the replay of state transitions. The
experience replay concept is shown in Fig.5.4.

5.3.1.1 Prioritized Experience Replay

Prioritized Experience Replay (PER), proposed by Schaul et al. [2015], is still the most
commonly utilized experience prioritization technique in literature, focusing on address-

72



ing the aforementioned issue of the di�erence between the importance of training sam-
ples.

The underlying idea behind experience prioritization is straightforward: set up an
order from available state transitions or assign a metric to each experience, thus con-
structing a list and ranking training samples based on their importance at a given state
of the agent's knowledge. In the case of value assignment-based methods, the task is to
assign a so-called priority value such that the higher the importance of experience is,
the greater its priority value. The challenge lies in determining the appropriate metric
or criterion by which the priority of individual experiences can be computed.

In Prioritized Experience Replay, the prioritization relies on the Temporal Di�erence
(TD) error, which measures the discrepancy between the observed reward during the
state transition and the predicted value for the initial state. A higher TD error indicates
greater expected learning progress, indicating that the speci�c sample contains valuable
information that can contribute signi�cantly to the agent's training. The probability
distribution for stochastic sampling over the entire experience replay memory can be
calculated according to 5.8 as:

P(i ) =
p�

iP
k p�

k
(5.3)

whereP(i ) is the probability of choosing training samplei , � is the exponent determining
the scale of prioritization and pi is the priority value of transition i .

The original paper presents two separate approaches for calculating priority values,
one of which is an indirect, rank-based prioritization method formalizing priorities as
shown in 5.4:

pi =
1

rank (i )
(5.4)

where rank (i ) means the numeric rank of samplei in the ordered list constructed based
on absolute TD-errors of experiencesj� i j.

The other design, utilized more frequently in literature, introduces a direct propor-
tional prioritization, where priority values are calculated according to 5.5 as:

pi = j� i j + � (5.5)

where j� i j is the absolute TD-error of samplei , and � is a small constant preventing edge
cases of having zero TD-error.

In order to address bias caused by the utilization of non-uniform sampling, impor-
tant sampling weights have been proposed to adjust the updates of neural networks,
ensuring a balance in training processes. Mathematically, importance sampling weights
are formulated as shown in 5.6:

wi =
�

1
N

�
1

P(i )

� �

(5.6)

Where � is the exponent determining the scale of bias compensation,N is the number
of samples present in the replay bu�er, andP(i ) is the probability of choosing transition
i .
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Substantial bene�ts of Prioritized Experience Replay in terms of training e�ciency
and �nal performance have been demonstrated by numerous empirical experiments
across diverse domains, ranging from games to more complex continuous control tasks
(Zhai et al. [2022], Fährmann et al. [2022]).

5.3.1.2 Enhanced Reward Prioritization Method

The so-called exploration-exploitation dilemma is a fundamental challenge in reinforce-
ment learning that arises from the need to balance exploring unknown environmental
situations and exploiting existing knowledge to maximize cumulative rewards.

It is considered a trade-o�, in which the term exploration refers to gathering new
training data from the environment that has not been explored extensively. This en-
ables the agent to discover superior actions or states that could lead to higher long-term
rewards. On the other hand, exploitation involves leveraging the already acquired knowl-
edge to choose actions that are known to yield higher immediate rewards based on past
experiences. The optimal balance between the two terms is crucial for training and
sampling e�ciency. Various exploration strategies and algorithms have been developed,
according to McFarlane [2018], in order to address the trade-o�, such as� -greedy, soft-
max exploration, Thompson sampling, and Upper Con�dence Bound (UCB), initially
proposed by Auer [2002], described in detail later on.

Maintaining a balance between exploration and exploitation is crucial in the case
of Prioritized Experience Replay as well. The algorithm of PER may inadvertently
prioritize speci�c transitions excessively due to stochastic sampling heavily relying on
TD-error metrics of experiences, being an exclusive exploit term. Therefore, it can
potentially hinder exploration, as per the above-mentioned theory, for which my research
provides a solution by resolving the dilemma through a novel approach.

Upper Con�dence Bound is a popular algorithm in Reinforcement Learning that
tackles the exploration-exploitation problem. It is based on balancing by so-called con�-
dence bounds to estimate the value of di�erent actions or states. In UCB, each action or
state is associated with an upper con�dence bound value that quanti�es the uncertainty
or con�dence. The UCB value is calculated as shown in 5.7:

UCB = �x j +

s
2 � ln (n)

nj
(5.7)

where �x j realizes the exploitation term, meaning the average observed reward obtained
from state or action j . The idea behind the exploration component is to prioritize
actions or states with higher uncertainty, as they may have the potential for higher
rewards. Thus, nj is the number of times an action or state has been selected, whilen
is the overall number of selections.

As mentioned above, the analogy between incrementally building a search tree and
prioritizing training samples is that both are an exploration-exploitation dilemma. How-
ever, this consideration does not enable the same methodology for prioritization. Con-
sequently, let's analyze the UCB to �nd connections between the two domains. The
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�rst component of the UCB is the exploitation component �x j , which describes the value
of the currently exempted node. The analogy with prioritization can be the calculated
choice probability of an individual training sample:

P(i ) =
p�

iP
k p�

k
(5.8)

Since this score quanti�es the value of the sample compared to other samples, the�x j

does the same in the tree search example. This second component is responsible for
enforcing exploration. In the original UCB algorithm, this is done by using the parent
and child nodes' visit counts. In that particular case, since there is no hierarchical con-
nection between training samples, an alternative interpretation is required to enforce the
exploration concept of the UCB. This interpretation arises from the operation of the ex-
ploration in tree search. In the tree search, the exploration balances on the given branch;
hence, it operates as a breadth-�rst search if there is no exploitation. Consequently, my
only task is to choose the level of balance that I would like to enforce, since it can be
"class-level" -in discrete RL, the action is the same as the class for SL, or "training data"
level. I chose the "training data" level, since "class-level" would require a multi-level
priorization scheme. In interpreting the exploration component for prioritization, the
role of the parent node is performed by the training sample used most often for training.
Since a training sample does not have a visit count, I interpret the visit count as the
number of times using the training sample for testing. Thanks to that, this will use his
exploration component to enforce balance on the entire dataset.

With the above-mentioned considerations, I propose a novel approach for reward pri-
oritization based on an alternative priority value assignment concept, incorporating the
mathematical formalization of Upper Con�dence Bound into the context of experience
replay. My method calculates priority values assigned to training samples according to
5.9 as:

P(i ) =
p�

iP
k p�

k
+ cp �

vu
u
t 2 � ln (max

k
nk )

ni + �
(5.9)

where the exploration component is represented by the relation between theni , which is
the �t count indicating the number of times experience i has been utilized for network
updates, and nk , which is the �t count of the experience that has the highest count
in the memory bu�er. � is a small constant, that prevents zero division andcp is an-
other constant within the interval of [0; 1] regulating balance between exploration and
exploitation.

My method combines the advancement from resolving de�ciencies of the PER algo-
rithm and forming a balance between exploration and exploitation, resulting in higher
sampling e�ciency and an accelerated convergence compared to the current state-of-the-
art method.

Like all algorithms, the method presented herein possesses inherent limitations. Spe-
ci�c RL algorithms, such as TRPO, SARSA, PPO, traditional Q-learning, and Monte
Carlo methods, deviate from the common practice of incorporating experience replay
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methods. Training samples generated during the learning process are immediately uti-
lized to tune the neural network. Consequently, utilizing UCB-based experience priori-
tization, a mechanism employed to enhance performance by addressing the exploration-
exploitation dilemma is unfeasible for such algorithms. It is noteworthy, however, that
these alternative algorithms inherently incorporate distinct solutions to overcome the
same challenges associated with the exploration-exploitation dilemma within Reinforce-
ment Learning.

5.4 Environment

As mentioned above, the environment plays a vital role in the Reinforcement Learning
training loop, as it realizes an external system or simulated world within which state
transitions are carried out based on the agent's decisions. By o�ering essential feedback
values, namely state observations and rewards, the agent can derive information from
the consequences of its actions to generate required training data.

Typically, the environment comprises several components: a state space, an action
space, transition dynamics, and a reward function. The state space encompasses a set
of possible states to which transitions can lead. In contrast, the action space de�nes
available legal actions that the agent can execute from a given initial state. Transition
dynamics elucidate the process of evolving from one state of the environment to an-
other based on chosen actions. Furthermore, the environment incorporates a so-called
reward function, through which a scalar feedback value is determined, which conveys
the immediate e�ciency of the agent's actions.

The form of the environment can manifest in several ways, ranging from straight-
forward grid worlds and board games to sophisticated simulations mirroring real-world
systems, such as robotics, tra�c networks, or �nancial markets. In my study, I utilize
sandbox-like, widely used environments provided by the Gym package to highlight the
impact of di�erent algorithms on sampling strategies.

5.4.1 Gym environments

Gym is a widely used toolkit in literature for developing, evaluating, and comparing
Reinforcement Learning-based methods. Originally proposed by Brockman et al. [2016b],
this framework has since gained signi�cant attention due to its numerous bene�ts, some
of which are the following:

ˆ Standardization: O�ering a standardized interface, Gym environments enable re-
searchers to e�ectively compare and evaluate their Reinforcement Learning algo-
rithms in a fair and reproducible way. This consistent interface allows algorithms
to seamlessly apply to various tasks while ensuring accurate comparisons between
di�erent approaches.

ˆ Accessibility: Being an openly accessible, free resource and having a comprehen-
sively documented API both contribute to the level of Accessibility, allowing re-
searchers of all levels of expertise and experience to utilize the features provided.
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ˆ Flexibility : The structure of the Gym framework is designed to support future
customizations and extensions according to speci�c needs and ideas in a rela-
tively straightforward manner. This adaptability facilitates modifying existing
pre-de�ned environments and the implementation of new ones, hence boosting re-
search and development in emerging domains and exploring innovative problem
formulations.

Apart from the aforementioned advantages, the toolkit o�ers a vast collection of tasks
and problems suitable for experiments to be carried out on di�erent solutions, including
classic control tasks, robotics simulations, and Atari games. Each environment is en-
capsulated in a Gym wrapper with a well-de�ned interface, enabling agents to interact
with the environment through their chosen actions and receive state representations and
rewards. In Fig. 5.5, a schematic illustration of the Gym interface is shown, where the
central component is responsible for both issuing control commands, conveying them to
the actual environment, and realizing data transfer between the communicating parties.

Figure 5.5: Schematic of the Gym interface

For the sake of diversity, four completely di�erent problems have been chosen for
the thorough investigation of my method, thus formulating a varied set of challenges.
As the complexity of each environment can vary signi�cantly, it is crucial to de�ne the
relevant criteria for assessing their relative di�culty via objective metrics. One approach
is to compare the complexity of state and action spaces. Hence, higher-dimensional state
spaces may pose more signi�cant challenges for exploration, while larger action spaces
may increase the complexity of decision-making.

In addition, the resolution to the exploration-exploitation dilemma, namely through
exploration e�ciency, measures the agents' e�ectiveness in navigating the state space.
Moreover, environments featuring sparse rewards, characterized by delayed and infre-
quent feedback, introduce additional challenges to the aforementioned trade-o�.

Post-analysis of training runs is instrumental in assessing task di�culty. Learning
curve analysis, on the one hand, examines convergence rates, where slower rates may
indicate more challenging tasks; on the other hand, it also measures the stability of the
learning process across di�erent runs. Reward distribution analysis, which involves in-
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vestigating reward entropy, o�ers insights into the level of challenge, with higher entropy
suggesting increased uncertainty.

Quantitatively measuring the di�culty of a Reinforcement Learning problem is a
challenging yet essential aspect of comprehending algorithm performance. In order to
facilitate an accessible framework for benchmarking, the environments presented in this
chapter are all categorized as relatively easy on an absolute scale. However, given the di-
versity of problems, a rank based on di�culty can be constructed. Cli� Walking emerges
as the easiest task for the agent to completely learn the desired behavior, followed by
CartPole, Acrobot, and the Taxi environment.

5.4.1.1 Cartpole

The CartPole environment is a classic control task included in the toolkit to simulate a
simpli�ed scenario of an unstable pole balanced on a cart. Initially proposed by Barto
et al. [1983], this problem formulation is based on the inverted pendulum, which serves
as a benchmark in control theory for testing di�erent approaches. The agent's goal in
the training is to learn to maintain the pole upright for as long as possible.

The state vector of the environment consists of four physical parameters: the cart's
position along the track x, the cart's velocity v, the angle of the pole relative to the
vertical � , and the angular velocity of the pole ! . The action space de�nes two distinct
actions f 0; 1g for each state, allowing only the speci�cation of a �xed-magnitude force's
direction applied to the cart.

Episodes are deemed successful if the termination occurs after475 time steps. The
agent receives a reward of+1 for a successful episode while failing beforehand results
in a penalty of � 1. Each time step not leading to immediate termination of the game
yields a reward value of0. The environment is shown in Fig. 5.6.

Figure 5.6: The CartPole OpenAI gym environment
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5.4.1.2 Acrobot

Introduced by Sutton [1995], Acrobot is another physics-based simulation, modeling a
two-link pendulum system with an actuated joint between the links. The objective in
this environment is to swing the free end of the outer link up to a prede�ned target
height as quickly as possible by applying appropriate torque through the actuator in
each time step.

Observations comprise sine and cosine values of the two poles' angles denoted as
sin � 1, cos �1 and sin � 2, cos �2, as well as the angular velocities of the poles! 1 and ! 2

respectively. Actions correspond to the torque being applied by the actuator and are
selected from the setf� 1; 0; 1g Nm.

The agent incurs a negative reward of� 1 for each non-terminal step, thus encourag-
ing agile completion of the task. However, when the free end reaches the target height,
an exceptional reward value of0 is received. The environment is shown in Fig. 5.7.

Figure 5.7: The Acrobot OpenAI gym environment

5.4.1.3 Cli� Walking

Adopted from Sutton and Barto [2018], Cli� Walking is a grid-world setting where an
agent explores a grid map containing a cli�, aiming to navigate from a �xed initial
position to a predetermined goal cell while minimizing the number of movements and
avoiding falling o� the cli�.

The state representation is a vector of length48, where each element represents
the state of the rectangular 4 x 12 grid-world's cells. The agent starts at a designated
starting position in the bottom-left corner, with the goal cell in the bottom right. The
agent can take actions in four directions: up, right, down, and left, within the grid.
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However, a cli� region along the bottom row of the grid immediately assigns a negative
reward to the corresponding state transition as a penalty.

Generally, a reward value of� 1 is collected in each step unless the agent falls into a
cli�, resulting in a reward of � 100. An episode terminates if the agent reaches the goal
cell on the map or a prede�ned limit of time steps. The environment is shown in Fig.
5.8.

Figure 5.8: The Cli�Walking OpenAI gym environment

5.4.1.4 Taxi

The Taxi task, initially presented by Dietterich [2000], features a simpli�ed simulation of
a taxi operation within a grid-world environment. The primary objective for the agent
is to deliver passengers from designated pick-up to drop-o� cells while minimizing travel
time.

The map is a 5 x 5 grid, allowing the agent to occupy any of the25 locations. There
are four passengers and �ve possible allocations for them, including one scenario in the
car. Additionally, there are four desired drop-o� points, thereby constructing a vector
of length 500, from which the scalar observation can be calculated as shown in 5.10:

s = (( t r � 5 + tc) � 5 + p) � 4 + d (5.10)

where s is the scalar representation of the state,t r and tc denote the row and column
of the agent's location, respectively,p indicates the passenger's position andd signi�es
the destination's location. The action space consists of six elements: moving up, down,
left, or right, as well as performing pick-up and drop-o� actions.

The agent is rewarded +20 for successfully delivering a passenger to the correct
location. However, it incurs a penalty of � 10 in case the pick-up or drop-o� actions are
executed at an incorrect location. Throughout the episode, a time penalty is given at
each step with a value of� 1, re�ecting the secondary goal of rapidly completing the
task. The environment is shown in Fig. 5.9.

5.4.2 Training

The training process holds principal importance in deep learning methods because the
agent's performance has evolved throughout this progress. Randomization is a key com-
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Figure 5.9: The Taxi OpenAI gym environment

ponent in generating a diverse set of training data. In each environment, except for Cli�
Walking, the initial state is randomized over legal situations available in a standardized
manner, utilizing the Gym framework. This randomization of commencing conditions
enables the environment to provide a wide range of experiences, facilitating the devel-
opment of a robust agent. Moreover, the precise de�nition of termination conditions is
also essential for the analyzed problems, although the Gym package also provides it.

Experiments have been conducted on both agents, utilizing Prioritized Experience
Replay and a novel Upper Con�dence Bound-based prioritization approach. To validate
my hypothesis and to demonstrate the robustness of my solution, a total of5 training
runs per environment have been carried out for both algorithms under identical condi-
tions since further analysis of the robustness of my approach would require transitioning
to a sim2real scenario for the sake of straightforward comparability, an easily accessible,
yet quite pragmatic method has been adopted, namely diversifying the training schemes
by seeded pseudorandomness.

In the �rst stage, general training has been accomplished with hyperparameter sets
and neural network architectures on the four previously described environments. Final
hyperparameters and neural network structures utilized by both agents. These param-
eters are determined using a grid search to obtain the highest achievable performance.
This segment of the experimentation pointed out that the performance of such can be
attained by the same values for PER and the UCB-based prioritization, meaning that
the sampling strategy does not in�uence the agents' sensitivity to these parameters. The
only value that di�ers from, more speci�cally, is additional to the PER methodology is
cp introduced in Eq. 5.9, a constant regulating balance between exploration and ex-
ploitation. As the extent of exploration, from the training e�ciency's point of view, is
a highly task-dependent property, one has to experiment with its value in the interval
of [0; 1] in order to �ne-tune the exploration-exploitation trade-o�, thus establishing the
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right balance.
The latter analysis primarily aimed to compare performance indicators of the pro-

posed method relative to state-of-the-art algorithms. However, a unique warm-up stage
is implemented in the subsequent phase before updating any of the neural networks'
parameters. During this stage, experience replay memories have been �lled up with
the duplicate state transition tuples regarding each method, which remained unchanged
throughout the training process, to highlight the di�erence in sampling e�ciency be-
tween the two techniques, further supporting my theoretical claims.

5.4.3 Evaluation

The raw data obtained from recorded measurements of the above-mentioned training
methods has been comprehensively evaluated. In contrast, the evolution of various
training and performance metrics has been monitored with a speci�c emphasis on the
e�ciency of applied sampling strategies. These metrics include the number of time
steps in the episode until termination, the mean reward per episode, the cumulative
sum of rewards throughout an episode, and the absolute time of training runs, to which
computational resource requirements are similarly proportional per expectations.

To establish a thorough overview of the prioritization techniques and acquire ex-
tensive insight into disparate solutions, the second training approach has been further
analyzed using multiple �xed-length experience bu�ers. These memories have been con-
�gured with the following capacities of 10000, 30000, 50000, and 100000, respectively.

5.5 Results

5.5.1 First phase � general evaluation

This section demonstrates a detailed analysis of the processed training data with respect
to Prioritized Experience Replay and the novel Upper Con�dence Bound-based prioriti-
zation approach while monitoring and evaluating the evolution of commonly examined
training metrics.

Results of mean reward values collected per episode are displayed in Fig. 5.10 for
each of the four inspected environments during5 seeded training runs using a simple
low-pass smoothing �lter for transparency in the values. The agent using my enhanced
prioritization strategy is shown in orange, while the one utilizing the state-of-the-art
experience prioritization method is shown in blue. These results, as well as the displayed,
converge plots of meantime steps per episode in Fig. 5.11 and cumulative reward values
throughout episodes in Fig. 5.12, equivalently demonstrate the ultimate superiority
of my approach over the other concept in terms of sampling e�ciency, as enhanced
attributes of the convergence curves are visible. Not only do they show oscillations of
lower magnitude and frequency during training, but the number of episodes and absolute
time required for thoroughly learning a task has also been decreased by a decent amount.
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Figure 5.10: Mean reward of the evaluated solutions during �ve training runs

Mitigation of the required network updates, on the one hand, leads to an increase
in the speed of convergence but, on the other hand, results in a signi�cant reduction in
training time with the newly presented method compared to the PER algorithm. This
phenomenon is shown numerically in Table 5.1, where a remarkable10 � 30% rate of
improvement is observable, depending on the problem formulation. The evolution of the
standard deviation values displayed within the brackets also indicates that my proposed
method allows a much more stable learning process, with smaller deviations around the
mean values. Similarly, Table 5.2 demonstrates the average number of episodes required
for the agent to learn to complete a task. In most cases, my proposed algorithm achieves
better performance looking at these values, except for the Cli� Walking environment,
which might be because its straightforward solution can not formulate any contrast
between the two methods. However, regarding absolute time consumption, my method
has also achieved better results in this environment.

Consequently, since the absolute elapsed time for training is closely related to the
need for computational resources, these �ndings point out an expected cutback of similar
proportionality on computing capacity requirements. As detailed in the Introduction,
the overall cost of training can be expressed as the sum of indirect costs arising from

83


	Contents
	1 Introduction
	1.1 Overview of the Thesis
	1.2 Deep Reinforcement Learning
	1.2.1 Policy-based methods
	1.2.2 Value-based methods

	1.3 Tree search
	1.3.1 Monte Carlo Tree Search


	2 Single-Agent Reinforcement Learning in Traffic Signal Control
	2.1 Chapter Outline
	2.2 Introduction to Traffic Signal Control
	2.2.1 Related work

	2.3 Environment
	2.3.1 State representation
	2.3.2 Action space
	2.3.3 Reward
	2.3.4 Training
	2.3.5 Baseline controllers

	2.4 Results
	2.4.1 Classic performance metrics
	2.4.2 Sustainability measures

	2.5 Conclusions
	2.6 New results: Thesis I

	3 Monte-Carlo Tree Search for reward function evaluation
	3.1 Overview of the chapter
	3.2 Introduction
	3.3 Related Work
	3.4 Environments
	3.4.1 Lane Keeping
	3.4.2 Traffic Signal Control
	3.4.3 State representation

	3.5 Methodology
	3.5.1 MCTS for reward function evaluation

	3.6 Results
	3.6.1 Evaluations in TSC
	3.6.2 Evaluations in Lane Keeping

	3.7 Conclusion
	3.8 New results: Thesis II

	4 Multi-Agent Reinforcement Learning in Variable Speed Limit Control
	4.1 Overview of the Chapter
	4.2 Introduction to Variable Speed Limit Control
	4.2.1 Related Work

	4.3 Environment
	4.3.1 State representation
	4.3.2 Action space
	4.3.3 Reward design

	4.4 Methodology
	4.4.1 Multi Agent Reinforcement Learning
	4.4.2 Interpretation of MARL to VSLC
	4.4.3 Training process

	4.5 Results
	4.5.1 Data for evaluation
	4.5.2 Model Evaluation
	4.5.3 Evaluation based on sustainability metrics
	4.5.4 Evaluation based on classic metrics
	4.5.5 Investigating the problem size invariance of the sliding-windows based state representation

	4.6 Conclusion
	4.7 New results: Thesis III

	5 Training sample prioritization for efficient Reinforcement Learning
	5.1 Chapter Outline
	5.2 Introduction
	5.2.1 Related Work

	5.3 Methodology
	5.3.1 Experience Prioritization

	5.4 Environment
	5.4.1 Gym environments
	5.4.2 Training
	5.4.3 Evaluation

	5.5 Results
	5.5.1 First phase — general evaluation
	5.5.2 Second phase — fixed replay memory

	5.6 Conclusion
	5.7 New results: Thesis IV

	6 Conclusions and Future Research
	6.1 Summary of the thesis
	6.2 Future research directions

	List of Figures
	List of Tables
	References

