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Abstract

This thesis work presents e�cient representation and approximation techniques for volumetric signals.

The proposed methods justify that the bene�ts of body-centered cubic (BCC) and face-centered cubic

(FCC) sampling lattices can be exploited not just in theory but also in practice.

Discrete volumetric data generation algorithms are proposed for non-Cartesian cubic lattices, such as

tomographic reconstruction, ideal frequency-domain downsampling, and upsampling.

The linear box spline is transformed into the trilinear B-spline basis. Using this evaluation scheme

the e�cient trilinear texture fetching of the GPU can be expl oited. In addition, a novel resampling �lter

family is proposed that can be easily de�ned for non-Cartesian cubic lattices. As family members can

be de�ned as a convolution of a discrete �lter and a continuous B-spline �lter, they are referred to as

discrete-continuous (DC) splines. The linear members of B-spline, box spline, and DC-spline families are

compared in terms of their performance.

Three di�erent approximation schemes are de�ned for enhancing the capabilities of volumetric resam-

pling �lters. First, quasi-interpolating and interpolati ng discrete pre�lters are derived for the DC-splines.

Then, discrete pre�lters are designed for minimizing the error of the gradient reconstruction. Finally, an

e�cient technique is proposed that enables real-time interpolation between di�erent resampling schemes.

The proposed techniques are evaluated also in terms of signal processing. Volume rendering is applied

for the Fourier-domain analysis of non-separable volumetric approximation schemes. This technique allows

for an evaluation of the oversmoothing and postaliasing e�ects of di�erent BCC resampling schemes.
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Chapter 1

Motivation

1.1 Research Scope and Objectives

In many applications of engineering and computing science,a continuous phenomenon is often represented
by its discrete samples. In order to operate on the underlying continuous function, �rst it has to be
accurately reconstructed from its discrete representation.

The sampling process results in a replication of the continuous signal spectrum around the Fourier
transform of the sampling lattice. Considering a bandlimited model, the perfect reconstruction �lter
preserves the primary spectrum without any distortion and prevents aliasing by removing all the replicas.
According to the Fourier scaling property, the tightest arr angement of the replicas in the frequency domain
yields the sparsest spacing in the spatial domain. Thus, to get an e�cient sampling scheme, these replicas
have to be packed together without any overlapping as densely as possible.

Reconstruction �lters are originally designed for reconstructing one-dimensional signals. Planar and
spatial �lters can be easily derived for higher-dimensional Cartesian lattices as tensor product extensions
of one-dimensional �lters. However, Cartesian layout is not the optimal solution in terms of sampling
e�ciency. If the orthogonality constraint is relaxed, the c ontinuous signal can be represented by fewer
samples.

In two dimensions, when no prior assumptions are made on the shape of the spectrum, a circularly
bounded spectrum is often considered. That is, for planar signals not just the sampling density but also
the arrangement of the circularly bounded replicas is the free parameters of sampling. As the tightest
packing of replicas corresponds to the sparsest sampling, the sampling task can be reformulated as a
circle-packing problem. It is easy to see that the optimal solution is not the de facto standard square
lattice, but the hexagonal lattice.

In image processing, signal reconstruction is required forresizing or rotating raster images. An accurate
reconstruction of a continuous function from its evenly located discrete samples plays a central role also
in three dimensions. In volume rendering, tomographic reconstruction, volumetric segmentation, volume
registration, and volume morphing a three-dimensional scalar �eld is usually reconstructed in a �nite
number of sample locations at arbitrary spatial positions.This operation is calledresampling. For instance,
these new sample positions are taken along projection linesin volume rendering applications or in the
forward projection operator of a volume reconstruction algorithm. For volumetric segmentation the sample
points are de�ned on a closed surface. On the other hand, for avolume registration the sample points
are taken on a transformed point lattice.

The bene�ts of non-Cartesian lattices are even more signi�cant in three dimensions. As it is optimal
for sampling 3D signals with an isotropical bandwidth, the body-centered cubic (BCC)sampling received
an increased attention from the perspective of signal reconstruction. This thesis work presents e�cient
representation and approximation techniques for such volumetric signals.

1.1.1 Volumetric Representation on BCC and FCC Lattices

The Kepler conjecture proved in the end of the nineties justi�es that spatial signals with spherically
bounded spectrum can be most e�ciently sampled on the BCC lattice. Such a BCC representation can
be generated in several ways.

The �rst option is tomographic reconstruction. Medical imaging devices create projection images of
spatially varying physical quantities such as density or contrast agent concentration. Such technologies
are X-ray computed tomography (CT), single-photon emission computed tomography (SPECT), and

1
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positron emission tomography (PET). From the acquired projection images, tomographic reconstruction
algorithms estimate the original spatial distribution of t he captured physical quantity. One of the simplest
tomographic reconstruction algorithms is �ltered back projection (FBP) . FBP can be adapted to the BCC
lattice by evaluating the back-projection formula in the BC C lattice points [1].

In addition to the direct tomographic reconstruction, non-Cartesian data can be generated also from
Cartesian samples.

With ideal downsampling, the spectrum of a high-resolutionsignal is truncated and transformed back
to the spatial domain. The most e�cient way of downsampling a spatial signal is cropping its spectrum
to the presumed spherical band limit as tightly as possible.Without damaging the spherically bounded
spectrum, 30 and 23 percent of the sample points can be discarded by truncating the spectrum to the
pass band of the BCC and FCC lattices, respectively. By �lling the discarded sample points with the
repetition of the primary spectrum, the downsampled BCC/FCC data can be calculated as the inverse
Fourier transform of the discrete spectrum. For this purpose, the discrete Fourier transform is derived for
non-Cartesian cubic lattices. It can be shown that convolution theorem stands also for BCC and FCC
DFTs, thus discrete �ltering can be e�ciently evaluated as a frequency-domain multiplication.

Besides downsampling, BCC or FCC upsampling of Cartesian data is also advantageous in certain
situations. According to the well-known technique, a powerful but expensive resampling �lter can be
replaced by a simpler yet more e�cient one, provided that the discrete data is upsampled in advance. This
strategy combines the complementary advantages of frequency-domain and spatial-domain techniques
and provides the quality of the more advanced resampling �lter at the cost of the increased memory
requirements. It is worthwhile to perform the upsampling in the frequency domain which corresponds
to a spatial-domain reconstruction with the ideal low-pass�lter of the lattice. The most e�cient way of
Fourier-domain upsampling is expanding the discrete spectrum as isotropically as possible. This expansion
corresponds to the BCC and FCC pass bands, thus we get the upsampled representation on a BCC and
an FCC lattice, respectively.

Two equivalent methods are suggested for BCC/FCC upsampling. The �rst method is zero padding
by using the previously derived BCC/FCC DFTs. The second method exploits that a non-Cartesian cubic
lattice can be de�ned as a composition of shifted Cartesian lattices. Consequently, the upsampling can
be easily performed as a frequency-domainphase shifting, too [2, 3, 4].

1.1.2 Volumetric Approximation Filters

In order to be able to e�ciently reconstruct the original con tinuous signal in arbitrary position, spatial-
domain resampling �lters are required. Due to the shift invariance of the sampling lattice, function
reconstruction can be implemented asconvolution-based �ltering. Nevertheless, it is often not obvious
which �lter should be used for a speci�c data or application scenario. Generally, an appropriate �lter is
chosen by making a compromise betweenquality and e�ciency . The e�ciency directly depends on the
support of the �lter and the complexity of the incorporated n umerical operations, whereas the quality
can be analyzed from both signal processing and approximation theoretic viewpoints.

The Shannon{Nyquist theory provides an exact system for sampling and interpolating bandlimited
signals. The ideal resampling �lter can be derived as the inverse Fourier transform of the characteristic
function of the pass band. The behavior of the ideal �lter can be captured in the frequency domain: it
preserves the frequencies in the pass band without any distortion and completely removes the spectrum
aliases in the stop band.

In one dimension, the transfer function of the ideal resampling �lter is a symmetric window function,
and its inverse Fourier transform is the sinc function. The pass band of the hexagonal lattice has a
hexagonal shape around the origin, whereas the pass band of the BCC lattice is a rhombic dodecahedron.
However, practitioners rarely use these hexagonal and BCC sinc �lters because of their in�nite support
and slow decay. Instead, more compact �lters are preferred,particularly polynomial splines, which are
more e�cient to evaluate in the spatial domain.

Spline �lters can be analyzed from both signal processing and approximation theoretic viewpoints.
The distortion of the pass band causes the oversmoothing of the reconstructed signal whereas insu�cient
suppression of spectrum replicas results in postaliasing artifacts. On the other hand, the approximation
theoretic approach classi�es the �lters based on the order of the asymptotic reconstruction error.

For the BCC lattice, multiple e�cient spline �lters can be de �ned which realize di�erent compromises
between the numerical accuracy of the approximated signal,the directional distribution of the recon-
struction errors, and the computational complexity of the resampling. One of such spline families are
box splines, that can be constructed as shadows of unit hypercube characteristic functions projected to
lower-dimensional subspaces. For example the tent �lter isa one-dimensional box spline, the antipodal
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projection of the cube de�nes a box spline �lter with a hexagonal support, whereas the projection of
the hypercube coincidences the linear element of the BCC lattice. Box splines o�er a mathematically
elegant toolbox for constructing multidimensional basis functions. Nevertheless, their implementation on
graphics processors (GPUs) is often cumbersome. Thus, an evaluation scheme is designed in order to
exploit the e�cient trilinear texture fetching of the GPU. I n this algorithm, the linear box spline resam-
pling is reformulated as a tetrahedral interpolation where the four vertices are fetched by two trilinear
lookups [5].

In addition, a novel �lter family is proposed that can be easily de�ned for BCC and FCC lattices
and has properties similar to that of the box splines. The idea behind this spline family is based on
the BCC trilinear interpolation. The BCC lattice can be obta ined from a dense Cartesian lattice such
that only those CC lattice points are kept which have coordinates of identical parity. The BCC trilinear
interpolation �rst performs a linear interpolation of thes e missing points from their neighbors using a
three-way cross �lter. Then a conventional trilinear inter polation is evaluated on this dense Cartesian
lattice. The �ltering is implemented on the GPU by taking thr ee trilinear fetches for each sublattice of the
BCC lattice. The BCC trilinear interpolation kernel can be u sed as a generator element for higher-order
�lters. Due to the associative property of the convolution operation, all of these �lters can be de�ned
as a convolution of a discrete �lter and a continuous B-spline �lter. Thus, these �lters are denominated
as discrete-continuous (DC) splines. With an appropriate discrete component, DC-splines can be easily
adapted to the FCC lattice, as well [6].

1.1.3 Volumetric Approximation Schemes

The approximation power of the DC-spline that is the error term of the highest order cannot be ex-
ploited by regular sampling. However, this asymptotic error behavior can be signi�cantly improved by
a discrete pre�ltering. This resampling scheme is calledquasi-interpolation that enables the linear and
higher-order �lters representing trilinear and tricubic p olynomials, respectively. Discrete pre�lters are
designed to exploit the approximation power of the DC-splines. On the other hand, the cubic DC-spline
is not interpolating. Nevertheless, it can be applied forgeneralized interpolation if the discrete samples
are previously deconvolved by the sampled reconstruction �lter. Quasi-interpolating and interpolating
pre�lters should be executed prior to the continuous resampling as in this way the computational cost
of the resampling does not increase. For an e�cient pre�ltering the previously derived BCC DFTs are
used [7].

Pre�ltering can improve not just the function value reconst ruction but also the accuracy of thegradient
reconstruction. Discrete pre�lters are derived to improve the accuracy of the tricubic B-spline gradient
reconstruction de�ned for the Cartesian lattice. Interestingly, the prevalent central di�erences method
combined with the tricubic B-spline yields just a second-order derivative �ltering. Surprisingly, the error
term of the analytical derivative of the cubic B-spline is also of second order. However, if the analytical
derivative is combined with the discrete pre�lter that opti mizes the function reconstruction, the resultant
scheme is of third order. The forth-order approximation power of the B-spline can be exploited by a
discrete pre�lter especially tailored to the gradient reconstruction [8].

In practical applications, a reconstruction �lter is hard t o be optimized unless the characteristics of
the underlying signal are known. This is especially true, when the data contains valuable high-frequency
details along with non-negligible noise. In order to support practitioners, a method is proposed that inter-
polates between di�erent resampling schemes. The naive method would combine schemes after resampling.
However, this would signi�cantly increase the cost of the �l tering. Instead, combining di�erent discrete
pre�lters with a common continuous reconstruction �lter re sults in a 
exible approximation scheme. This
scheme can provide di�erent levels of smoothing and postaliasing. By exploiting the associative prop-
erty of the operations, the interpolation between the di�er ent approximation schemes can be e�ciently
implemented as a weighted average of the pre�ltered coe�cient sets. The method can be illustrated for
the non-pre�ltered and the interpolating tricubic B-splin e schemes. In this case, the trade-o� between
smoothing and postaliasing can be set on the 
y using a singlescalar parameter. The user of a volume-
rendering system, that implements this 
exible resampling scheme, does not have to pay attention to
the frequency-domain behavior of di�erent resampling schemes, since the interactive parameter control
provides an immediate and intuitive visual feedback [9].

1.1.4 3D Frequency-Domain Analysis

In order to study the oversmoothing and postaliasing e�ects of the proposed volumetric resampling
schemes, the analysis of their frequency responses is required. For a Cartesian lattice, reconstruction
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�lters are usually designed in 1D and extended to the multivariate setting by a tensor-product exten-
sion. Therefore, it is su�cient to analyze the frequency-domain behavior only in 1D. However, this
approach is not feasible for the BCC lattice, since it cannotbe de�ned as a separable extension of any
lower-dimensional lattice. Instead, the frequency-domain behavior has to be analyzed directly in three
dimensions. As a natural tool, direct volume rendering is applied for such a 3D analysis.

As the frequency responses of the reconstruction �lters areanalytically known, their characteristic
isosurfaces can be rendered separately in the pass band and in the stop band. Moreover, the visualization
of the frequency responses conveys information not only on the absolute postaliasing and oversmoothing
e�ects, but also on their direction dependence. The power spectrum of the resampling schemes is visu-
alized inside the rhombic-dodecahedral pass band of the BCClattice. This reveals the high-frequency
components that are suppressed by the �ltering. On the otherhand, rendering of the stop band identi�es
the directions in which severe post-aliasing occurs [10].

1.2 Applications

The motivation of the research was to study and improve the visual quality, the numerical accuracy,
and the e�ciency of the resampling of volumetric signals from their discrete representation. This thesis
work introduces di�erent techniques for analyzing volumetric signal approximation and it also proposes
e�cient implementations of spline �lters optimized for mod ern graphics processing units (GPUs). We
emphasize, that the vast majority of the results are designed and optimized especially for the speci�c
domain of volume processing and volume visualization. Nevertheless, the general aspects can be exploited
in image processing or for resampling of signals of higher dimensions.

The obtained results can be applied forpure numerical analysis: for e�cient local approximation of
the function value and its derivatives. Since tensor-product formulae are unsatisfactory in the sense of
using the minimum number of function evaluations for a givenorder, the achievements of the thesis can
be utilized for three-dimensional numerical integration.

Nevertheless, the major application domain isvolume visualization where the e�cient local approxi-
mation of the function, gradient, and curvature is of crucial importance. For providing naturally looking
images with high visual quality, and for avoiding direction-dependent artifacts, an isotropic error behavior
is very important. Since visualization is almost always an interactive task, e�cient implementation on
modern GPUs also has a high importance.

Tomographic reconstruction is closely related to volume rendering. The forward projection operation
of an iterative algebraic reconstruction technique (ART) or expectation maximization (EM) scheme is
actually a volume visualization task where the \transfer function" of the rendering is set according to the
physical e�ects describing the particle transfer in the participating media. The volumetric approximation
framework can be applied for designing high-quality mapping between the image space and the projection
space. By applying the ideal sampling lattice, the number ofunknown variables can be reduced in iterative
schemes. This results in a smaller search domain and provides a better convergence. On the other hand,
the spatial resolution and the contrast resolution are the most signi�cant metrics of a tomographic
reconstruction system. These metrics are highly in
uencedby the approximation power of the image
model of the reconstruction.

Volumetric segmentation is also based on the reconstruction of a continuous signal orits derivatives
from a discrete model. Edge-based methods work on contours detected by reconstructing the derivatives of
the original continuous signal. Hybrid edge{region approaches, such as the watershed region algorithm,
often operate on gradient magnitude volumes, too. Connectivity-preserving relaxation-based methods,
usually referred to as active contour models, start with an initial boundary shape usually described by
spline surfaces, which are iteratively modi�ed by applying shrink and expansion operations minimizing
an energy function. The energy function incorporates volume features such as the function value, the
gradient, or the curvature that is resampled from the discrete representation.

In volume registration a transformation is determined that maps a target volume to a source vol-
ume. Registration can be formalized as a generic operation that uses a metric to determine the �tness
of the current registration iteration, an optimizer that ad justs the transform to improve the metric, and
a volumetric resampler that calculates the approximation of the target volume at the transformed sam-
ple points. The complete contribution of this thesis work can be applied for the volumetric resampler
component of the volume registration.
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1.3 Thesis Outline

This thesis work presents e�cient representation and approximation techniques for volumetric signals.The
proposed methods justify that the bene�ts of non-Cartesian sampling lattices can be exploited not just
in theory, but also in practice. Di�erent methods are recommended for generating and �ltering BCC
and FCC discrete data, applying them for e�cient spatial-do main �ltering on the GPU, utilizing the
approximation power of the resampling �lters, and analyzing the resampling schemes in the Fourier
domain.

The thesis points are discussed in four groups. The thesis parts stand for the thesis groups whereas
chapters re
ect the proposed theses. The �rst thesis group addresses discrete volumetric data generation
on BCC and FCC lattices. The second thesis group discusses the e�cient evaluation of resampling �lters
on the optimal BCC lattice. The third thesis group introduce s discrete pre�lters for exploiting the ap-
proximation power of the resampling �lters. In the �nal thes is group, a comprehensive frequency-domain
analysis of the previously proposed schemes is presented and the correspondence between the directional
resampling artifacts and the imperfect Fourier-domain behavior of resampling schemes is emphasized.

In the body text, the thesis numbers are marked on the page margin. The theses are also summarized
in the last part of the dissertation.
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Volumetric Representation
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Chapter 2

Representation and Approximation
of Volumetric Data

This chapter introduces the de�nition and elementary properties of the representation and approximation
framework for real-valued, trivariate signals. While sampling is undoubtedly well-known, we review a more
general class of linear approximation operators compared to the classical signal processing acquisition
paradigm, and a slightly more general foundation is presented than it is usual in the sampling theory.
The reason is that this framework will be later extended to characterize the volumetric approximation
error in Part III. We also review the three-dimensional point lattices for regular sampling of trivariate
continuous signals, as well as the sphere packing and the sphere covering capabilities of the face-centered
and body-centered cubic lattices which are applied for an ideal sampling scheme. Finally, we present the
frequency domain interpretation of sampling and the corresponding phenomenon of the replication of the
spectrum which is responsible for aliasing.

2.1 Discrete-Continuous Framework

In signal theory, a function f (�) : R3 7! R is called continuous, real-valued, trivariate signal, whereas a
function f [�] : Z3 7! R is referred to asdiscrete, real-valued, trivariate signal (or sequence) [OS10]. We use
the term continuous signal for continuous, real-valued, trivariate (or volumetric), spatial-domain signals,
and the term discrete signal for discrete, real-valued, trivariate, spatial-domain signals. In the formulae,
empty brackets (�) and [�] are omitted unless ambiguity would result.

The set of stable continuous signals (orabsolutely integrablefunctions), the Hilbert-space of �nite-
energy continuous signals (orsquare-integrablefunctions), the set of absolutely summablediscrete signals,
and the Hilbert-space ofsquare summablediscrete signals are denoted by

L 1
R(R3) = L 1 = f f : kf kL 1 < 1g ; (2.1)

L 2
R(R3) = L 2 = f f : kf kL 2 < 1g ; (2.2)

`1
R(Z3) = `1 = f f : kf k1 < 1g ; and (2.3)

`2
R(Z3) = `2 = f f : kf k2 < 1g ; (2.4)

respectively [Br�e02]. A continuous signal is calledX -periodic with the period characterized by the 3� 3
matrix X if

8x 2 P � R3; 8j 2 Z3; f (x + Xj ) = f (x); (2.5)

where the domainP is called thefundamental period of the X -periodic signal [OS10]. Similarly, a discrete
signal is periodic with period N and fundamental period P if

8n 2 P � Z3; 8j 2 Z3; f [n + Nj ] = f [n]: (2.6)

2.1.1 Representation and Approximation

Discrete signals can arise in many ways, but they occur most commonly as representations of sampled
continuous signals [Uns09, OS10]. According to the approximation theoretic nomenclature, representation
R is interpreted as a mapping fromL 2 to `2 as

Rf = c; R : L 2 7! `2; f 2 L 2; c 2 `2

7
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L 2

`2
V

R

A

(a) Discrete and continuous signal spaces.

R A

(b) Representation and linear approximation of the Marschner-Lobb test signal.

Figure 2.1: The discrete-continuous framework (a).Representation R, that can be interpreted as a map-
ping from L 2 to `2, generates a discrete set of measurementsc. Approximation A is de�ned as a mapping
from `2 to the approximation subspaceV � L 2. Representation and linear approximation of a sample
signal (b).

that generates a discrete set of measurementsc[�] for the continuous input signal f (�) [Uns95] (see Fig. 2.1
of [Uns09]). In general, this representation is not invertible. This inherent ambiguity is a fundamental
question in both signal processing and approximation theory. However, it is possible to remove this
uncertainty by restricting the approximation scheme to a subspaceV � L 2 of signals that can be perfectly
reconstructed from their discrete representationc 2 `2 [BU99, OS10]. In this sense,approximation A is
a mapping from `2 to V as

Ac = ~f ; A : `2 7! V � L 2; c 2 `2; ~f 2 V

where V is called the approximation signal subspace[Uns95]. The resultant approximation schemeQ is
characterized by the linear operator

Qf = ~f ; Q = AR : L 2 7! V; f 2 L 2; ~f 2 V: (2.7)

In the signal-processing literature, approximation is referred to as reconstruction of a continuous signal
from its discrete samples by interpolating between samples, where the interpolation �lter is often char-
acterized in the frequency domain [OS10]. In most image processing and volume processing algorithms,
calculation of the approximating signal ~f is not required for the whole spatial domain R3. Instead, the
values of ~f are requested only at a �nite but random set of spatial points, which is called resampling of
the approximating signal directly from the corresponding discrete signalc of the coe�cients.

In one dimension, a discrete representation is usually generated in equidistant points. The equally-
spaced representation is advantageous as it enables applying a shift-invariant model for the approximation.
The multidimensional generalizations of the shift-invariant sampling pattern are point lattices. In the next
section, we review the three-dimensional point lattices before applying them for representing continuous
volumetric signals.

2.2 Point Lattices

In geometry, group theory, and crystallography, apoint lattice � in R3 (or a Bravais lattice named after
Auguste Bravais) is a discrete subgroup ofR3: it contains the origin and it is closed under addition and
negation. Each Bravais lattice can be generated from thebasis f v1 ; v2 ; v3g of the lattice [CS98]. The
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non-singular matrix
M =

�
v1 v2 v3

�
(2.8)

that contains the basis as columns vectors is called thegenerator matrix of the lattice [CS98]. When
more than one lattice come to topic at the same time, we refer the lattice in the lower right index of the
generator matrix as M � . The points of � can be generated by integer linear combination of the basis
vectors

� =
�

Mj : j 2 Z3	
� R3:

Point lattices show spatial periodicity, and the fundamental regionof a lattice is the minimum building
block that gives a regular tiling of R3 with exactly one lattice point in each copy. Both the fundamental
region and the basis can be selected in many di�erent ways fora given lattice. All these di�erent bases
span the same set of lattice points, but the integer coordinates of the points are di�erent for each choice of
the basis. However, the volume of the fundamental region is uniquely determined for a particular lattice
regardless of the choice of the basis. The square of this volume is called thedeterminant of the lattice

det � = det( MM T ); (2.9)

where MM T is a Gramian for the basis [CS98].
The fundamental region, consisting of the points ofR3 that are at least as close to the origin as to

any other point x i in the lattice is called the Voronoi cell V� of � named after Georgy Voronoy

V(�) =
�

x 2 R3 : 8x i ; kxkR3 � k x � x i kR3

	
:

As the Voronoi cell is a fundamental region of lattice �, its v olume equals
p

det �. The Voronoi cells are
convex space-�lling polyhedra. Each face of them lies in a plane midway between two neighboring lattice
points. Due to the discrete translational symmetry of the lattice, a Voronoi cell can be de�ned around each
lattice point. These polyhedra constitute a regular tiling of R3 which is called Voronoi diagram [CS98].

The reciprocal lattice (or dual lattice, or polar lattice) �̂ of a Bravais lattice is de�ned as

�̂ =
�

y j 2 R3 : 8x i 2 � ; x i � y j 2 Z
	

; (2.10)

which results in the following conditions for the lattice basis

v i � w j = � [i � j ];

where v i are the basis vectors of �, w j are the basis vectors of�̂, and � is the Kronecker delta. This
implies that the generator matrix of �̂ is M � T with det �̂ = 1 =det �. The Voronoi cell V (�̂) of the
reciprocal lattice �̂ is called Brillouin zone after L�eon Brillouin [CS98].

2.2.1 Cartesian Cubic Lattice

In the Euclidean spaceRn , the n-dimensional Cartesian cubic (CC) lattice � CC n has a basis that forms
an orthonormal system, that is

8v i ; v j 2 M ; v i � v j = � [i � j ]:

Unless otherwise stated, in this paper �CC 3 with

M CC 3 = I 3; det � CC n = 1

is abbreviated as CC lattice (or alternatively integer latt ice Z3, see Fig. 2.4(a)). Another important
lattice is the three-dimensional cubic lattice with M 2CC = 2 I 3 is referred assparse CC lattice. Due to
the separable construction of the CC lattices, their Voronoi cell is an n-dimensional hypercube, which is
the window function, the square, and the cube in one to three dimensions, respectively (see Fig. 2.5(a)).
The CC lattices are self-duals, that is their reciprocal lattice is also a CC lattice. As a consequence, the
Brillouin zone is also a hypercube.

When considering the generator matrix as a transformation matrix, an arbitrary lattice can be de�ned
as a linear transformation of Cartesian lattice points:

� = f Mv : v 2 � CC n g: (2.11)

Although, the CC lattice exists in any dimension as a tensor product extension of the one-dimensional
lattice, CC lattices are not the optimal lattices for several problems of discrete geometry, except for the
trivial; one-dimensional case. Thus we review the problem of sphere packing and sphere covering which
will be later utilized for sampling volumetric signals.
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(a) Square lattice � CC 2 , � = 1
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(b) Hexagonal lattice � HEX , � = 1
2 .
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(c) Square lattice � CC 2 , R =
p

2
2 .
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bbb
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R

(d) Hexagonal lattice
p

6
2 � � HEX , R =

p
2

2 .

Figure 2.2: Two-dimensional circle packing (�rst row) and circle covering (second row) lattices. In (a) and
(c) the centers belong to thesquare lattice � CC 2 = Z2 with packing radius � = 1=2 and covering radius
R =

p
2=2 which are the inscribed and circumradii or the square-shaped Voronoi cell of the square lattice,

respectively. In (b) and (d) the centers belong to equivalent hexagonal lattices. In (b) the inscribed radius
� of the hexagonal lattice � HEX equals the inscribed radius of the square lattice �CC 2 , while in (d) the
circumradius R of the hexagonal lattice

p
6

2 � � HEX matches the circumradius of the square lattice �CC 2 .
The basis vectors of the lattices are depicted as thick vectors, whereas the corresponding Voronoi cells are
illustrated by using dashed lines. It is clearly apparent that both the circle-packing and the circle-covering
capabilities of the hexagonal lattice are better than the corresponding square lattice.

2.2.2 Sphere Packing and the Face-Centered Cubic Lattice

In mathematics sphere packing problemsdeal with non-overlapping arrangements of identicaln-dimen-
sional spheres

f x 2 Rn : kxk2 � � g

that �ll some portion of Rn , and the problem is to �nd an arrangement in which the spheres�ll as large
proportion of the space as possible [Slo98]. In two and higher dimensional Euclidean spaces, spheres do
not �t together so perfectly as n-dimensional cubes do, thus there is always some wasted space between
them (see Fig. 2.5).

In a lattice sphere packing(or regular sphere packing) the set of sphere centers forms apoint lattice,
and the packing radius � is the inscribed radius of the Voronoi cell of the lattice, which radius is to be
maximized [Slo98]. Irregular arrangements in which the spheres do not form a lattice can still be periodic,
non-periodic, or random.

The fraction of space �lled by the spheres is called thedensity of the packing [Slo98]. For lattice
packings, this fraction is the ratio of the volume of a spherewith packing radius � and the volume of the
Voronoi cell

� � =
Vn � n

p
det �

;

whereV1 = 2, V2 = � , and V3 = 4 �= 3 are the volume of the unit spheres in one, two, and three dimensions,
respectively. A lattice is referred as anoptimal sphere packing latticeif the corresponding sphere packing
has maximal density among the lattices of the same dimensional Euclidean space [Slo98]. Consequently,
the Voronoi cell of the optimal sphere packing lattice has a maximal inscribed radius of the unit Voronoi
cells corresponding to all lattices in the given dimensional space.
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bbb
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(a) Hexagonal lattice � HEX .

b

bb

b

b

b

b

(b) Reciprocal lattice �̂ HEX .

Figure 2.3: Hexagonal lattice � HEX and its reciprocal lattice �̂ HEX . The basis vectors of the lattices are
depicted as thick vectors, whereas the corresponding Voronoi cell and Brillouin zone are illustrated by
using dashed lines.

One-Dimensional Sphere Packing

The one-dimensional spheref t 2 R : jt j � 1=2g is a line segment. One can obtain a density �1 = 1 by
centering these line segments at integer points on a line. These points form the one-dimensional integer
lattice Z.

Two-Dimensional Sphere Packing and the Hexagonal Lattice

The two-dimensional problem asks for the densest packing ofcircles in the plane (see Fig. 2.2). Thue's
theorem [Thu92], announced by Axel Thue in 1890, states thathighest density can be attained by
hexagonal lattice packing. The points of the hexagonal latticecan be generated by

M HEX =
�

1 � 1
2

0
p

3
2

�
; det � HEX =

3
4

: (2.12)

Inscribing a circle with radius � = 1=2 in each hexagon in the regular hexagonal tiling of the plane(see
Fig. 2.2(b)), the density of the packing is

� HEX =
1
4 �

p
det � HEX

=
�

p
3

6
� 90:67%:

As illustrated in Fig. 2.2(a), the two-dimensional CC latti ce M CC 2 = I 2 (or square lattice) with packing
radius � = 1=2 can attain only the packing density of

� CC 2 =
�
4

� 78:54%:

The hexagonal lattice is also self-dual, as its reciprocal lattice is a transformed hexagonal lattice (see
Fig. 2.3)

M � T
HEX =

�
1 0

p
3

3
2

p
3

3

�
; (2.13)

which implies that the Brillouin zone is also a hexagon.

Three-Dimensional Sphere Packing and the Face-Centered Cubi c Lattice

The three-dimensional sphere packing problem (see Fig. 2.4) originates from the end of the sixteenth
century from Thomas Harriot, Sir Walter Releigh, and Johannes Kepler. In 1611, Kepler suggested a
class of periodic arrangements in which sheets of two-dimensional hexagonally packed spheres laid on
the top of each other. In 1831, Carl Friedrich Gauss proved that all the arrangements proposed by
Kepler have the maximum density among periodic packings. In1881, William Barlow highlighted one of
these hexagonal sheet packings: theface-centered cubic (FCC) lattice packing. The FCC lattice packing
is unique, since in this packing the centers of the spheres form a point lattice which is not the case
for any other periodic hexagonal sheet packing. In 1953, L�aszl�o Fejes T�oth proved that an exhaustive
proof of the Kepler conjecture regarding the irregular packings was possible through an optimization in
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�nite number of variables. In 1964, Fejes T�oth proposed that computers might be used to determine the
minimum. In 1998, Thomas C. Hales, following an approach suggested by Fejes T�oth, announced that he
has completed the computer-aided proof [Hal98]. Twelve reviewers have said that they are \99% certain"
of the correctness of Hales' proof, thus the Kepler conjecture is currently very close to being accepted as
a theorem.

Overall, the Kepler conjecture implies that no packing of equally sized spheres has a density greater
than the FCC packing has [Hal98]. The origin of the name of thelattice is that the FCC lattice can be
de�ned as a cubic lattice with additional points in the centers of each face of the cube [CS98], as it is
illustrated in Fig. 2.4(b). In this paper, the FCC lattice is assumed to have generator matrix

M FCC =

2

4
0 1 1
1 0 1
1 1 0

3

5 ; det � FCC = 4 :

Since the lattice points at the face centers form four additional CC lattices, the FCC lattice can be
considered as four interleaving sparse CC lattices where the vertices of the secondary, tertiary, and
quaternary CC lattices are shifted by [0 1 1]T , [1 0 1]T , and [1 1 0]T , respectively [CS98]:

� FCC =
[

l 2 L FCC

�
2j + l : j 2 Z3	

(2.14)

where the set of o�set vectors is organized into the set

L FCC =

8
<

:

2

4
0
0
0

3

5 ;

2

4
0
1
1

3

5 ;

2

4
1
0
1

3

5 ;

2

4
1
1
0

3

5

9
=

;
: (2.15)

According to Eq. 2.11, the FCC lattice can also be consideredas the linear transformation of a CC
lattice, where the transformation is characterized byM FCC :

� FCC = f M FCC v : v 2 � CC g; (2.16)

thus an FCC-sampled volume can be considered as a parallelepiped-shaped region, which periodically tiles
the three-dimensional space. On the other hand, the FCC lattice belongs to the family of the checkerboard
lattices. The checkerboard propertyimplies that the sum of the coordinates of the FCC lattice is always
even [CS98]. Thus the FCC lattice is a sublattice of a sparse CC lattice retaining only the points whose
sum of coordinates are even.

The Voronoi cell for the FCC lattice is a rhombic dodecahedron(see Fig. 2.5(b)), one of the semiregular
polyhedra [CS98]. ForM FCC the inscribed radius and the circumradius of the Voronoi cell are � =

p
2=2

and R = 1, respectively. Thus the density of the FCC packing is

� FCC =
4
3 �

p
2

4p
det � FCC

=
�

3
p

2
� 74:05%:

As a comparison, the packing density of the CC latticeM CC 3 = I 3 with packing radius � = 1=2 can
attain the packing density of

� CC 3 =
4
3

�
1
8

=
�
6

� 52:36%:

2.2.3 Sphere Covering and the Body-Centered Cubic Lattice

The problem of covering Rn with equally sized overlapping n-dimensional spheres is the dual of the
sphere packing problem. The goal here is to �nd an arrangement of the spheres in which the overlapping
between the spheres is minimal [CS98]. For alattice sphere covering, the set of sphere centers forms a
point lattice, and the covering radius R is the circumradius of the Voronoi cell of the lattice, which is to
be minimized [CS98].

The average number of spheres that contain a spatial point iscalled the thickness of the cover-
ing [CS98]. For lattice coverings, this equals the ratio of the volume of one sphere with radiusR and the
volume of the fundamental region

� � =
Vn Rn

p
det �

:

A lattice is called optimal sphere covering latticeif the corresponding sphere covering has minimal thick-
ness among the lattices de�ned in the same dimensional Euclidean space. The Voronoi cell of the optimal
sphere covering lattice has minimal circumradius of the Voronoi cells corresponding to all lattices in the
given dimensional space.
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(a) CC lattice � CC 3 , � = 1
2 . (b) FCC lattice � FCC , � =
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2 . (c) BCC lattice � BCC , � =
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(d) FCC lattice as four interleaving CC lattices.
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(e) BCC lattice as two interleaving CC lattices.

Figure 2.4: Three-dimensional sphere packing lattices. The lattice points are illustrated by spheres with
the inscribed radius set according to the given lattice. In (a), the centers of the spheres belong to the
Cartesian cubic lattice � CC 3 = Z3 with packing radius � = 1=2 which is the inscribed radius of the
cubic-shaped Voronoi cell of the CC lattice. In (b), the centers belong to the face-centered cubic lattice
� FCC with packing radius � =

p
2=2 which is the inscribed radius of the rhombic-dodecahedralVoronoi

cell of the FCC lattice. In (c), the centers belong to the body-centered cubic lattice � BCC with packing
radius � =

p
3=2 which is the inscribed radius of the Voronoi cell of the BCC lattice, that is a truncated

octahedron. In (d) and (e), the vertices of � FCC and � BCC are illustrated as a composition of Cartesian
cubic sublattices. In (b) to (e), the spheres are colored according to the Cartesian sublattices of the FCC
and BCC lattices, respectively.
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(a) Voronoi cell of the
CC lattice: the cube.

(b) Voronoi cell of the
FCC lattice: the rhombic
dodecahedron.

(c) Voronoi cell of the
BCC lattice: the trun-
cated octahedron.

(d) Inscribed sphere of
the cube.

(e) Inscribed sphere of
the rhombic dodecahe-
dron.

(f) Inscribed sphere of the
truncated octahedron.

Figure 2.5: Voronoi cells of the Cartesian cubic (a), face-centered cubic (b), and body-centered cubic (c)
lattices. In these �gures, the displayed Voronoi cells correspond to lattices with equal determinant, which
implies that the radius of the inscribed radii are equal (d-f). This enables us to compare the amount of
space \wasted" in the sphere packing.

One- and Two-Dimensional Sphere Coverings

In one and two dimensions, the optimal sphere covering lattices coincidence the optimal sphere packing
lattices, that is the one-dimensional integer latticeZ and the hexagonal lattice, respectively. The thickness
of the hexagonal covering with covering radiusR =

p
3=3 is

� HEX =
1
3 �

p
det � HEX

=
2�

p
3

9
� 1:21:

As a comparison (see Fig. 2.2(c) and 2.2(d)), the thickness of the square lattice M CC = I 2 with covering
radius R =

p
2=2 is

� CC 2 =
�
2

� 1:57:

Three-Dimensional Sphere Covering and Body-Centered Cubic L attice

In three dimensions, the optimal sphere packing lattice andthe optimal sphere covering lattice mismatch.
The optimal lattice covering, shown by Ram Prakash Bambah in1954, is the body-centered cubic (BCC)
lattice. The BCC lattice points coincidence the lattice point of a CC lattice with an additional sample
point in the center of each cube [CS98]. In this paper, theBCC lattice is assumed to have generator
matrix

M BCC =

2

4
1 � 1 � 1

� 1 1 � 1
� 1 � 1 1

3

5 ; det � BCC = 16: (2.17)

According to Eq. 2.11, the BCC lattice can be interpreted as asheared CC lattice

� BCC = f M BCC v : v 2 � CC g; (2.18)

thus a BCC-sampled volume can be considered as a parallelepiped-shaped region, which periodically
tiles the three-dimensional space. The BCC lattice can alsobe considered as two interleaving sparse CC
lattices where the points of the secondary CC lattice are moved to the center of the primary Cartesian
cubic cells, as it is illustrated in Fig. 2.4(c):

� BCC =
[

l 2 L BCC

�
2j + l : j 2 Z3	

(2.19)
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Voronoi inscribed packing circum- covering
Lattice (�) cell det � radius ( � ) density (� � ) radius (R) thickness (� � )

square square 1 1
2

�
4

p
2

2
�
2

hexagonal hexagon 3
4

1
2

�
p

3
6

p
3

3
2�

p
3

9

Cartesian cubic cube 1 1
2

�
6

p
3

2
�

p
3

2

face-centered rhombic
4

p
2

2
�

3
p

2 1 2�
3cubic dodecahedron

body-centered truncated
16

p
3

2
�

p
3

8

p
5

2
2�
3cubic octahedron

Table 2.1: Two-dimensional and three-dimensional point lattices, the corresponding Voronoi cells, the
inscribed and the circumradii of the Voronoi cell of the lattices with the speci�ed determinant, and the
corresponding sphere packing density and sphere covering thickness.

where L BCC is the set of o�set vectors

L BCC =

8
<

:

2

4
0
0
0

3

5 ;

2

4
1
1
1

3

5

9
=

;
: (2.20)

Since the BCC lattice is a compound of two shifted CC lattices, the BCC lattice point always have
identical parity. Thus the BCC lattice is a sublattice of a CC lattice keeping only the points whose
coordinates have the same parity. The Voronoi cell for the BCC lattice is a truncated octahedron (see
Fig. 2.5(c)), one of the Archimedean polyhedra. ForM BCC the inscribed radius and the circumradius of
the Voronoi cell are � =

p
3=2 and R =

p
5=2. Thus the density of the BCC packing and the thickness of

the BCC covering are

� BCC =
4
3 � 3

p
3

8p
det � BCC

=
�

p
3

8
� 68:02%;

� BCC =
4
3 � 5

p
5

8p
det � BCC

=
5�

p
5

24
� 1:46:

The thickness of the FCC covering with R = 1 and the thickness of the CC covering with R =
p

3=2 are

� FCC =
4
3 �

p
det � FCC

=
2�
3

� 2:09;

� CC 3 =
4
3

�
3
p

3
8

=
�

p
3

2
� 2:72:

Hence the hexagonal, the FCC, and the BCC lattices outperform the corresponding CC lattices in both
packing density and covering thickness.

The two-dimensional and three-dimensional point latticeswith the Voronoi cells and their inscribed
and the circumradii as well as the corresponding sphere packing density and sphere covering thickness are
summarized in Table 2.1 whereas illustrations of the spherepackings and the Voronoi cells are presented
in Fig. 2.4 and 2.5. The FCC lattice is the optimal sphere packing lattice and the BCC lattice is the
optimal sphere covering lattice in R3. In this sense, the FCC and BCC lattices are the three-dimensional
counterparts of the hexagonal lattice in two dimensions which is the same solution for both problems.
In fact, while the hexagonal lattice is self-dual, with appropriate rotation and scaling, the BCC lattice is
the dual of the FCC lattice, since

M � T
FCC = �

1
2

M BCC : (2.21)

The �rst-neighbor cell of a Bravais lattice is a polyhedron the vertices of which arethe �rst neighbors
of a lattice point. Regarding the Voronoi cells of the BCC and FCC lattices, it is interesting to notice
that the �rst-neighbor cell of the BCC lattice is a rhombic do decahedron which is the Voronoi cell of the
FCC lattice, whereas the �rst-neighbor cell of the FCC latti ce is a truncated octahedron which is the
Voronoi cell of the BCC lattice.

In the next section, we return to the representation and approximation problem of continuous volu-
metric signals, and we apply these point lattices for regular sampling.
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f (�) ~f (�)

X M (�)

~' (� M � 1�)

analysis �lter sampling

' (M � 1�)

synthesis �lter

f ~' (�) c[�]

representation R ~'; M approximation A '; M

Figure 2.6: Block diagram of the representation operatorR ~'; M and the approximation operator A '; M

according to the standard three-step acquisition paradigm. The blocks represent continuous �lters char-
acterized by their impulse response. Sampling is modeled bya multiplication with the M -periodic comb
function X M that spikes at the lattice points in lattice � M .

2.3 3D Signal Processing Acquisition Paradigm

According to the most commonly used sampling scheme in practice, volumetric data is often acquired on
a lattice � by regular sampling, and reconstruction is performed by convolution �ltering [Br�e02, OS10].
Regular sampling means that the samples are taken on the points of a lattice. The concept of the standard
three-step paradigmfor regular acquisition is illustrated in Fig. 2.6 [BU99]. We use the term acquisition
instead of sampling to imply that the elements of the discrete signal are not necessarily the samples of
the continuous input signal f . Instead, f is pre�ltered with the reversed analysis �lter ~' (�� ) : R3 7! R
(or pre�lter ) as

f ~' (x) =
�
f � ~' (� M � 1�)

�
(x) =

ZZZ

R3

f (� ) ~'
�
M � 1(� � x)

�
d� ;

where M is the generator matrix of lattice � [Uns00, Ent07]. The sampling process yields the discrete
signal of coe�cients c which are often expressed by using the Dirac formalism as

c[n] = hf ~' ; � (� � Mn )i =
ZZZ

R3

f ~' (� ) � (� � Mn ) d� ;

where� is the Dirac generalized function. The applied symbolic rule here is referred to as thesifting prop-
erty (or sampling property) of the Dirac delta function [OS10]. Actually, Dirac formalism is not essential
here, since the analysis �lter ~' and the sampling function � (� � Mn ) together give the representation
operator introduced in Section 2.1.1

Rf = ( R ~'; M )( f ) = c[n] =

�

f � ~' (� M � 1�)
�

; � (� � Mn )
�

=


f; ~' (M � 1 � � n)

�
;

which does not require the application of distributions [BU99]. Moreover, sampling can be described in
the frequency domain through the Poisson sum formula in a more rigorous way [Br�e02]. Nevertheless,
since the Dirac generalized function and the correspondingsymbolic rules provide an expressive and
prevailing toolbox for modeling sampling, Dirac formalism is applied also in this work.

As the �nal block of the three-step scheme, the continuous approximating signal ~f is obtained by �lter-
ing the discrete signalc with the synthesis �lter (or post�lter ) ' : R3 7! R which gives the approximation
operator [Uns00, Br�e02, OS10]

~f (x) = Ac = ( A '; M )(c) = ( c � ' )(M � 1x) =
X

n 2 Z3

c[n] ' (M � 1x � n); (2.22)

which spans the approximation space as

V = V'; M =
�

(A '; M )c : c 2 `2	
� L 2 (2.23)

The words \analysis" and \synthesis" are originally philosophical terms that come from Greek and
mean literally \to break up" and \to put together", respecti vely. In most scienti�c disciplines, analysis
is de�ned as the investigative procedure in which one breaksdown a whole into constituent parts or
components: if the pieces are studied independently, one might have a better chance of understanding
the whole. Synthesis refers to the complementary procedure: combining separate components in order to
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construct a coherent whole. In signal processing, analysis�lter refers to the explorative procedure of the
acquisition where a measured signalf is acquired by a sensor that is characterized by ~' (�� ). Contrarily,
synthesis �lter denotes the constructive procedure in which the continuous signal is synthesized from
the previously acquired discrete elements. The aim of the analysis and synthesis is the construction of a
digital representation of the real-world signal for further studies.

On the other hand, pre�lter refers to the �ltering prior to sa mpling, whereas post�lter denotes the
�lter that is applied on the sampled signal.

2.3.1 Discrete Pre�ltered Approximation Scheme

In the most general form of the representation operatorR, continuous pre�ltering is required prior to
the sampling. When the original continuous function is not available at arbitrary spatial position, we
often need to assume that the sampling is ideal [BU99]. This assumption implies that the only feasible
pre�ltering functions linear combinations of Dirac masses

(p � � )(x) =
X

n 2 Z3

p[n] � (x � n);

which is the continuous-domain representation of the discrete �lter p [BU99, Cs�e08, OS10]. This results
an approximation scheme withdiscrete pre�ltering which can be implemented in two equivalent ways by
incorporating the discrete pre�lter either into the analys is �lter ~' or into the synthesis �lter ' :

~' (x) = ( p � � )(x) =
X

n 2 Z3

p[n] � (x � n) ' = ' c; (2.24)

~' = � ' (x) = ( p � ' c) =
X

n

p[n] ' c(x � n); (2.25)

where ' c is the continuous part of the synthesis �lter. In a practical implementation, Eq. 2.24 is more
e�cient, since the discrete pre�ltering can be performed in a preprocessing step and does not increase
the support of the resampling �lter ' .

2.4 Frequency-Domain Interpretation of Sampling

As introduced in Section 2.3, in signal processing it is a common practice to represent the sampling of a
continuous signal as a multiplication with the Dirac comb function X [OS10]. In the univariate setting,
the input signal is modulated by the T-periodic comb function

X T (t) =
X

n 2 Z

� (t � T n);

where T is the sampling period and 1=T is the sampling frequency[Br�e02, OS10]. Sampling period T
is the only parameter for controlling the denseness of the one-dimensional uniform sampling. In higher
dimensions, there are more choices for uniform distribution of sample points and it becomes not only the
question of the distance between them but also the matter of their spatial arrangement. For volumetric
signals, theM -periodic lattice comb function

X M (x) =
X

n 2 Z3

� (x � Mn )

spikes at the lattice points corresponding to the generatormatrix M [DM84]. Since the comb function is
de�ned as a distribution, its product with f ~' is [BU99]

hX M ; f ~' i =
ZZZ

R3

X M (� ) f ~' (� ) d� =
X

k 2 Z3

f ~' (Mk ):

In order to derive the Fourier-domain relation between the input and the output of an ideal sampler
X M , we consider the Fourier transform ofhX M ; f ~' i [OS10]. Considering themultidimensional scaling
(or Doppler) property of the Fourier transform

f (T �)  !
f̂ (T � T �)
j det T j

; (2.26)
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the distributional Fourier transform of the comb function X M is another comb function de�ned on the
2� -scaled reciprocal lattice [DM84]

Ff X M g = jdet M j � 1 X 2� M � T :

In the frequency domain, the product of the comb functionX M and the pre�ltered signal f ~' corresponds
to a convolution

f̂ X (! ) = ( f̂ ~' � Ff X M g)( ! ) = jdet M j � 1
X

k 2 Z3

f̂ ~' (! + 2 � M � T k)

Consequently, the sampling process results in a replication of f̂ ~' [BU99, OS10]. The centers of the replicas
also form a point lattice � P̂ . This point lattice, which is called the periodization lattice � P̂ , is the Fourier
transform of the sampling lattice � X , that is the 2� -scaled version of the reciprocal lattice of �X

� X  ! � P̂ : (2.27)

According to Eq. 2.10, the generator matrix of � P̂ is

M P̂ = 2 � M � T
X : (2.28)

The fundamental period of f̂ ~' , which is called the primary spectrum, lies in the Brillouin zone V(� P̂ )
[DM84]. The approximating signal ~f is obtained by �ltering the sampled signal with the synthesis �lter
' [Uns00]. In the frequency-domain, this results

~̂f (! ) =
'̂ (! )

j det M X j

X

k 2 Z3

f̂ ~' (! + M P̂ k):

2.4.1 Prealiasing for Band-Limited Signals

According to the multidimensional Shannon-Nyquist sampling theorem, perfect reconstruction ~f = f is
possible only when the primary spectrum is bandlimited to the Brillouin zone [DM84], the boundary of
which is the three-dimensional extension of the Nyquist frequency, that is

8x 2 R3 n V�̂ ; f̂ ~' (x) = 0 :

However, when thef̂ ~' is not bandlimited, the replication of the primary spectrum results in an overlap of
the replicas. Since the replicas of the pre�ltered signal \fold" into the Brillouin zone due to the sampling,
suppressing of them is not possible by any post�lter. The phenomenon of the appearing of aliasing
frequencies in the Brillouin zone due to the imperfect pre�ltering is called prealiasing [DM84, ST85].
Prealiasing can be quantitatively characterized by the normalized L 2 metric [MN88, ML94]

P ~' =
1

p
det � P̂

ZZZ

R3 nV (� P̂ )

j ~̂' (! )j2 d! ; (2.29)

where
p

det � P̂ is the volume of the Brillouin zone V(� P̂ ). The prealiasing metric P also measures the
di�erence between the ideal anti-aliasing pre�lter a parti cular pre�lter ~' in terms of energy.

2.4.2 Optimal 3D Sampling Lattice

The frequency domain replication of the primary spectrum (see Eq. 2.27) results in a problem of packing
these in�nite number of replicas in the Fourier space. In general, the exact shape of the primary spectrum
is not known only where the Fourier transform of the pre�lter ~̂' vanishes, since

f̂ ~' = f̂ � ~̂':

In one dimension, the transfer function of the ideal anti-aliasing scheme is a symmetricwindow function
of a 2� width illustrated in Fig. 2.7(b)

~̂' (! ) = rect( ! ) = � ( � �;� ) (! ) =

8
><

>:

1 if ! 2 (� �; � )
1
2 if j! j = �
0 otherwise.



2.4. Frequency-Domain Interpretation of Sampling 19

(a) The sinc( t ) function. (b) The rect( ! ) function.

Figure 2.7: The normalized sinc(t) = sin( �t )=(�t ) (sinus cardinalis) function (a) and its Fourier transform
the symmetrical window function rect( ! ) = � ( � �;� ) (! ) (b).

that enables all frequencies in the primary spectrum and blocks any frequency outside the primary
spectrum. The inverse Fourier transform of rect is the normalized sinc (sinus cardinalis, see Fig. 2.7(a))
function introduced by Phillip Mayne Woordward in 1953 [Woo53]

F � 1 f rect(! )g =
1

2�

Z �

� �
ei!t d! =

ei�t � e� i�t

i 2�t
=

sin(�t )
�t

= sinc( t) (2.30)

In zero sinc has a removable singularity

lim
t ! 0

sin(�t )
�t

= 1 :

In the multidimensional Shannon-Nyquist framework [PM62], the pre�lter is the ideal multi-dimensional
anti-aliasing �lter sincX which is the inverse Fourier transform of the indicator function of the Brillouin
zone

~' = sincX  ! � V (� P̂ ) (! ) =

(
1 if ! 2 V (� P̂ )
0 otherwise.

(2.31)

Here the pre�ltering is completely designed for the sampling lattice in order to entirely eliminate the
aliasing artifacts. Other approximation schemes might consider analysis functions ~' tuned to the approx-
imation space spanned by the synthesis function' [BU99, Uns00]. There the pre�lter is selected from a
broader class of functions and it is designed to optimize theaverage or asymptotic error of the overall
approximation scheme.

Without any further prior knowledge about the shape of the spectrum of a signal, it is favorable if
a sampling scheme itself tries to preserve the high frequencies as isotropically as possible [ST85]. In this
sense, a roughly low-pass spectrum off ~' with radially symmetric bounds is considered. On the other
hand, according to the scaling property of the Fourier transform

f (� �)  !
1

j� j
f̂

� �
�

�
; (2.32)

the tightest arrangement of the replicas in frequency domain yields the sparsest spacing in the spatial
domain [Br�e02]. Thus to get an e�cient sampling scheme, these replicas have to be packed together as
densely as possible without any signi�cant overlapping. Daniel P. Petersen and David Middleton pointed
out [PM62] that this leads exactly to the problem of sphere packing with the spectrum replicas considered
to have spherical bandwidth or at least a rapid fallo�. In ter ms of packing the replicas, the e�ciency of a
sampling lattice can be measured by the packing density or the covering thickness of the corresponding
periodization lattice in the frequency domain.

Optimal Sampling Lattice in Two Dimensions

In two dimensions the circularly bounded spectrum replicascan be packed along a hexagonal lattice
about 13 percent denser than on a CC2 lattice

� CC 2

� HEX
=

p
3

2
� 86:60%:
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According to Eq. 2.27 and 2.32, the better utilization of the frequency domain implies the sparser sampling
of the spatial domain. When considering circularly bandlimited signals or signals with a fast decay, about
13 percent less sample points are enough to represent a signal when they are arranged in a hexagonal
pattern instead on a square lattice. The hexagonal lattice is self-dual, that means the Fourier transform
of a hexagonal lattice is a transformed hexagonal lattice. If the same number of samples is assumed, then
the hexagonal lattice can oversample the underlying continuous signal compared to the square lattice that
means the hexagonal lattice can capture higher frequencieswith the same number of discrete coe�cients.

When the sampled signal has a slow decay or it is heavily undersampled, the overlapping between the
spectrum replicas dominates the quality of the sampling procedure. Considering an isotropic spectrum
this leads to the lattice sphere covering problem, where thehexagonal lattice provides about 62 percent
less aliasing compared to the CC2 lattice due to its thinner sphere covering property

� HEX

� CC 2

=
2
p

3
9

� 38:49%:

Optimal Sampling Lattice in Three Dimensions

Similarly, in three dimensions the spherically bounded spectrum replicas can be packed on an FCC lattice
about 30 percent denser and on a BCC lattice about 23 percent denser than on a CC lattice

� CC 3

� FCC
=

p
2

2
� 70:71%; (2.33)

� CC 3

� BCC
=

4
p

3
9

� 76:98%: (2.34)

Therefore, to perfectly reconstruct an appropriately sampled spherically bandlimited signal from its
discrete representation, about 30 percent less samples perunit volume have to be taken on a BCC lattice,
than on an equivalent CC lattice [TMG01]. The FCC lattice is n ot self-dual, but its reciprocal lattice is
the BCC lattice [CS98]. If the same number of samples is assumed, a BCC-sampled volume representation
captures much higher frequencies than a CC-sampled representation does [PM62, TMG01].

Although the FCC lattice is not optimal for sampling, it is st ill more e�cient than the CC lattice
and not much worse than the BCC lattice [KEP08]. Moreover, considering a slow decay of the spectrum
or a signi�cantly undersampled scenario, the FCC lattice yields the minimum amount of Fourier-domain
aliasing since it has about 46 percent better covering thickness [CS98] than the CC lattice

� FCC

� CC 3

=
4
p

3
9

� 76:98%;

� BCC

� CC 3

=
5
p

15
36

� 53:79%:

In the following sub-section, we further analyze the relationship between the spatial and the frequency
domain based on the duality of periodization and the sampling e�ect.

2.4.3 Continuity and Periodicity of Signals and their Spect rum

Four important cases of the Fourier transform can be de�ned based on the continuity and the periodicity
of the spatial domain signal. These special cases of the Fourier transform are illustrated in Fig. 2.8

� the continuous domain Fourier transform, which connects the continuous and non-periodic signals
of spatial-domain to the continuous and non-periodic functions in the frequency domain,

� the Fourier series expansionof continuous and periodic spatial-domain signals correspond to dis-
crete and non-periodic functions in the frequency domain,

� the discrete-time Fourier transform (DTFT) of a discrete, non-periodic signal results in a continuous
and periodic function in the frequency domain, and

� the discrete Fourier transform (DFT) of a discrete and periodic signal results in a discrete and
periodic function in the frequency-domain.
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f

discrete

continuous

periodic f [�]

periodic f (�)

non-periodic f [�]

non-periodic f (�)

discrete F [�]

discrete F [�]

continuous F (�)

continuous f̂ (�)

periodic

non-periodic

f̂

DFT

DTFT

Fourier series
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spatial domain frequency domain

Figure 2.8: Fourier duality relation between continuity and periodicity of a spatial-domain signal f and
its Fourier transform f̂ and the corresponding Fourier transforms. The frequency-domain representations
of discrete signals are periodic, whereas the Fourier transform of continuous signals is non-periodic. On
the other hand, the Fourier-domain representations of periodic signals are discrete, whereas the Fourier
transform of a non-periodic signal is continuous.

All of these transforms and series of various types of signals (continuous and discrete, non-periodic and
periodic) are di�erent inner product forms of the same Fourier transform, and share the same properties
although these properties may take di�erent forms for each of the four cases [Br�e02]. In the following
these four forms are brie
y reviewed for the trivariate setting along with point lattices for periodic signals
and frequency-domain functions.

Continuous and Non-Periodic Signal { Continuous and Non-Peri odic Spectrum

The Fourier transform of a continuous, non-periodic signal f is described by the continuous-domain
Fourier integral transform f̂ written in terms of angular frequency ! as a non-unitary transformation on
L 2

f̂ (! ) =


f; e � i ! � � (! ) =

ZZZ

R3

f (x) e� i ! �x dx (2.35)

in its popular form in electrical engineering [Br�e02]. The Fourier transform f̂ is also a continuous, non-
periodic function and the corresponding inverse transformis

f (x) =
1

(2� )3



f; e i x � � (x) =

1
(2� )3

ZZZ

R3

f̂ (! ) ei x � ! d! : (2.36)

Continuous and Periodic Signal { Discrete and Non-Periodic S pectrum

The Fourier series expansion of a continuous, X -periodic signal f with fundamental period P � R3

results in a discrete and non-periodic function

F [k] =
1

X x X y X z

D
f; e 2�i k T X � 1 �

E

L 2 (P )
[k ] =

1
X x X y X z

ZZZ

P

f (x) e� 2�i k T X � 1 x dx;

where the periodicity is characterized by the diagonal matrix X = diag( X x ; X y ; X z ), and the inverse
transform is de�ned as

f (x) =
D

F; e2�i x T X � 1 �
E

` 2
(x) =

X

k 2 Z3

F [k] e2�i x T X � 1 k :

Fourier series can be considered as the sampled version of the continuous-domain Fourier transform, where
the sampling is performed in the frequency domain. Alternatively, the Fourier series is the specialization
of the continuous-domain Fourier transform with the assumption that the signal is periodic [Br�e02].



22 Chapter 2. Representation and Approximation of Volumetric Data

Discrete and Non-Periodic Signal { Continuous and Periodic S pectrum

The DTFT of a discrete, non-periodic signalf results a continuous and periodic function [OS10]

F (! ) =


f; e � i ! � �

` 2 (! ) =
X

n 2 Z3

f [n] e� i ! �n ;

and the inverse DTFT is

f [n] =
1

(2� )3



f; e i n � �

L 2 ([ � �;� ]3 ) [n] =
1

(2� )3

� 3ZZZ

� � 3

F (! ) ei n �! d! :

The discrete signalf [n] can be considered as a sequence of discrete samples of a continuous signal f
taken on a lattice with generator matrix M [DM84, OS10]. The discrete signalf [�] can be expressed as
a continuous sampled signal

f (x) =
X

n 2 Z3

f [n] � (x � Mn ):

The corresponding Fourier transform is

f̂ (! ) =
X

n 2 Z3

f [n] e� i ! �Mn ;

and the inverse transform is

f [n] =
1

(2� )3

� 3ZZZ

� � 3

f̂ (! ) ei ! �Mn d! :

Discrete and Periodic Signal { Discrete and Periodic Spectr um

The DFT of a discrete,N -periodic signal f results in a discrete andN -periodic function [Br�e02, OS10]

F [k] =
D

f; e � 2�i k T N � 1 �
E

` 2 (N )
[k ] =

N � 1X

n = 0

f [n] e� 2�i k T N � 1 n : (2.37)

For a simple notation, we denote both the diagonal matrix diag(Nx ; Ny ; Nz ) and the vector [Nx ; Ny ; Nz ]T

by N , where the ambiguity is lifted by the context. The inverse DFT is

f [n] =
1

Nx Ny Nz

D
F; e2�i n T N � 1 �

E

` 2 (N )
[n] =

1
Nx Ny Nz

N � 1X

k = 0

F [k] e2�i n T N � 1 k : (2.38)

DFT can be considered as the frequency-domain sampled version or the spatial-domain periodized variant
of the DTFT transform. Alternatively, one can describe the DFT of the specialization of the Fourier series
when the signal is sampled in the spatial domain or its spectrum is periodized [OS10].

2.4.4 Duality of Continuity and Periodicity

From the viewpoint of lattices, it is interesting to notice t he duality of the continuity and the periodicity
between the spatial-domain signals and their frequency-domain representation [Br�e02, OS10]. Sampling
of one domain results in a periodization of the other domain along the Fourier transform of the sampling
lattice (see Eq. 2.27). This means that a spatial-domain sampling results in the periodization of its Fourier
transform, whereas the sampling of the spectrum of a signal causes the periodic extension of the spatial-
domain signal. And vice versa, a periodic extension of a �nite-support function de�ned in one domain
implies that the other domain gets discretized. That is, the periodic extension of a spatial-domain signal
results in the discretization of its Fourier transform, whereas periodic extension of a spectrum with a
�nite-support makes the spatial domain signal have nonzerovalues only in discrete spatial points.
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This can be nicely described by the distributional-sense Fourier transform of the sampling and pe-
riodization lattices along with the duality of the multipli cation and convolution operations. Due to the
duality property of the Fourier transform, the frequency-domain lattice of periodicity � P̂ is the Fourier
transform of the sampling lattice � X along which a continuous signal is sampled in the spatial domain

� X  ! � P̂

that is

M P̂ = 2 � M � T
X :

In reverse, the sampling lattice � X̂ of a frequency-domain function is the Fourier transform of the lattice
� P along which the spatial-domain signal, which corresponds to the frequency-domain function gets
replicated

� P  ! � X̂

that is

M X̂ = 2 � M � T
P :

The spatial-domain sampling lattice � X can di�er from the periodization lattice � P of the spatial do-
main. Similary, the frequency-domain sampling lattice � X̂ does not necessarily coincidences with the
periodization lattice � P̂ of the Fourier space.

Another meaningful interpretation of periodicity is that \ there is information about the function
values only for a �nite domain" where the �nite domain of observation is interpreted as the fundamental
period of the periodic extension of the function. In this sense, a function with a �nite support along with
additional zeros demanded outside the domain of observation is not the case of \information on a �nite
domain", but in fact a function is implicitly de�ned on an in� nite domain.

When sampling a volume, practitioners usually consider real-world signals observed on a �nite spatial
domain. In addition, the spectra of these signals are usually taken also only on a �nite frequency domain
into account. The �nite frequency domain can be considered as the requirement of the Shannon-Nyquist
sampling theorem [Sha49] which captures the relevant frequencies of practical signals in fact very well
since they have the most of their energy around the origin in the frequency domain, although it is often
di�cult to ensure an exact bandwidth. Another justi�cation for a �nite-domain spectrum of practical
signals is that signals with unbounded spectrum are hard to acquire. In the frequency domain it is
unfeasible to sample an arbitrary wide spectrum, whereas spatial domain sampling would require an
in�nitely small sampling distance.

Consequently, an appropriate �nite-domain observation (or in other words: a periodic extension on an
in�nite domain) in the spatial domain enables the spectrum of the signal to be represented by discrete
samples. On the other hand, bounded spectrum implies that the signal can be sampled by a �nite number
of spatial samples. This is required in order to represent, store, and approximate these signals by digital
systems.

2.5 Summary

In this chapter a discrete-continuous framework has been introduced for representing real-valued trivariate
signals as discrete sequences of coe�cients as well as approximating them from this discrete representation.
In particular, within this framework we have formulated the classical three-step acquisition paradigm of
signal processing for the trivariate setting, including the pre�ltering, the sampling, and the post�ltering
operations. Then, we have evaluated the three-dimensionalpoint lattices for sphere packing and sphere
covering before applying them for sampling trivariate signals. We have presented the frequency-domain
interpretation of sampling, as well as the replication of the primary spectrum, and the fundamental
phenomenon of prealiasing. We have demonstrated that the BCC and FCC lattices are signi�cantly more
appropriate patterns for sampling three-dimensional signals with an isotropic spectral behavior than the
CC lattice. Finally, we have highlighted the duality of peri odization and discretization of a signal and its
spectrum.

Based on these results, in the following chapters we proposepractical methods to generate discrete
data on non-Cartesian cubic lattices.



Chapter 3

Filtered Back Projection on
Non-Cartesian Cubic Lattices

Thesis

1.1

A signi�cant source of volumetric data is tomographic imaging. In medicine, geology, industrial quality
control, or airport security, 3D tomographic devices are applied such as X-ray computed tomography
(CT), single-photon emission computed tomography (SPECT), positron emission tomography (PET),
and magnetic resonance imaging (MRI). These imaging methods usually apply a Cartesian image model.
However, this is not an obligate option. Several reconstruction techniques can be adapted to an arbitrary
lattice, which allows their generalization to non-Cartesian lattices, as well. In order to demonstrate this
potential, this chapter presents the adaptation of the popular �ltered back projection algorithm to the
BCC lattice.

3.1 Tomographic Imaging

Medical imaging devices create projection images of spatially varying physical quantities such as density or
contrast agent concentration. Such technologies are CT, SPECT, and PET. From the acquired projection
images, tomographic reconstruction algorithms estimate the original spatial distribution of the captured
physical quantity.

The scalar �eld is de�ned in the image space, which describesthe volumetric density function f (�)
of gamma absorption (CT) or emission (SPECT and PET). The mapping between the image spaceR3

and the projection spaceR2 is de�ned by the X-ray transform (or John transform) [KS01]. The X-ray
transform of compactly supported continuous function f is given by the integral transform

P� f (x) =
Z 1

�1
f

�
� ? x + t�

�
dt:

which represents the line integral off at the detector point x , along the line � ? x + t� . The direction of
the line is de�ned by the unit vector � 2 R3 and the initial point of the line is speci�ed by � ? x, where
� ? is a matrix that groups the basis vectors of the projection plane as column vectors.

The X-ray transform is very closely related to theRadon transform [KS01], and coincides with it in two
dimensions. In three and higher dimensions, the X-ray transform of a function is de�ned by integrating
over lines rather than over n � 1-dimensional hyperplanes as in the Radon transform. Notice that P�

de�nes a parallel projection of f . Later, we will generalize the parallel projection to perspective projection
which is a typical geometry for the current CT scanners. The function P� f (x) is often called sinogram
because the X-ray transform of a a Dirac delta function traces a sinusoidal path through the projection
space as the� varies.

Considering a planar detector taking parallel projections when the � vector rotates within the X-Y
plane, we get

� =

2

4
cos�
sin �

0

3

5 ; � ? =

2

4
� sin � 0
cos� 0

0 1

3

5 :

An important property of the X-ray transform gives the corre spondence between the spatial-domain
function f and its projection P� f to their Fourier transforms f̂ and F fP � f g. This property is described

24
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by the Fourier slice theorem [KS01] that states that the 2D Fourier transform of a projection P� f equals
a radial cross-section slice of the 3D Fourier transform off , where the slice �ts the origin and it is
perpendicular to � :

F2D P� f = S� F3D f;

where F2D and F3D are the Fourier transforms in two and three dimensions, respectively, and S� is a
slice operator which extracts a 2D radial cross-section from a function

S� f (x) = f (� ? x):

3.2 Filtered Back Projection Algorithm

According to the Fourier slice theorem, it is possible to recover f by a 3D Fourier inversion of a function
computed from the data provided by the X-ray transform of f . Thus given the Fourier transform of
projections for enough� vectors, the original signal can be estimated.

Alternatively, the 3D inverse Fourier transform can be rewritten by moving from a Cartesian coordi-
nate systemf ! x ; ! y ; ! zg in the Fourier domain to a cylindrical coordinate system f ! r ; �; ! zg

! x = ! r cos� ! y = ! r sin � ! z = ! z d! x d! y d! z = ! r d! r d� d! z :

Thus the inverse Fourier transform is

f (x) =
Z 1

�1

Z 2�

0

Z 1

0
f̂ (! r ; �; ! z )e2�i [! r (

tz }| {
xx cos� + xy sin � )+ ! z x z ] ! r d! r d� d! z

=
Z �

0

Z 1

�1

Z 1

0
F fP � f g(! r ; ! z )e2�i ( ! r t + ! z x z ) j! r j d! r d! z d�

=
Z �

0
F � 1 fF fP � f g(! r ; ! z )j! r jg
| {z }

p� ( � ? x )

d�:

Consequently, p� can be obtained by high-pass �ltering the measured projection P� f . Other �lters to
reduce artifacts resulting from reconstruction might be applied [KS01]. The �ltering is performed in a
preprocessing step, whereas the integral over� is approximated by a discrete sum ofP number of �ltered
projections [CCF94, KS01]

f (x) �
�
P

PX

p=1

p� (� ? x)

Hence the volumetric density function f can be reconstructed by back projecting the �ltered projections,
which is called �ltered back-projection (FBP) .

3.2.1 Cone Beam Reconstruction

Parallel-ray projections can be generalized to thecone-beam geometrywhere there is a point source of the
gamma rays which go through the object and get detected by a rectangular grid of detector pixels [KS01].
This enables a data acquisition with a much higher data rate and sensitivity.

In the cone-beam geometry the projection data is measured as[CCF94, KS01]

P� f (x) =
Z p

D 2 + x 2
x + x 2

y

0
f (t � + � ? x) dt;

at the detector point x in the detector plane D from the source. Before the back projections, the pro-
jections need to be normalized for the detector distanceD, relocating the detector array to the origin
by scaling xx and xy by d=D, where d is the distance between the source position and the rotationaxis.

The cone-beam projection data also have to be multiplied by apath length ratio term d=
q

d2 + x2
x + x2

y .

After these adjustments, the weighted projection data can be high-pass �ltered as before yielding ~p� .
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The back projection formula can be derived similarly to the parallel-projection case. In the perspective-
projection case, the 3D inverse Fourier transform is rewritten by moving from a Cartesian coordinate
system f ! x ; ! y ; ! zg to a perspective coordinate systemf ! s; ! t ; ! r g

! x = ! r ! s ! y = ! r ! t ! z = ! r d! x d! y d! z = ! 2
r d! s d! t d! r ;

where! s and ! t indexes the weighted and �ltered projection datap� , whereas! r is de�ned in the direction
from the source to the detector array. This results in a similar discrete-sum approximation [CCF94, KS01]

f (x) �
2�
P

PX

p=1

1
r 2 ~p� (s; t):

Since there is an explicit formula for reconstructing the measured volumetric density function f at an
arbitrary point, it is possible to generate data directly on BCC or FCC lattices.

3.3 Experimental Results

In order to naturally generate volumetric data on a BCC latti ce, we adapted the cone-beam weighted
FBP algorithm and applied for the projection data acquired by the cone beam CT subsystem of the
NanoPETTM /CT preclinical camera of Mediso Medical Imaging Systems.

First, we generated theoretically equivalent CC-sampled and BCC-sampled volume representations.
According to Eq. 2.33, approximately 30 percent less samplepoints are de�ned for the BCC lattice.
Then the obtained data sets are resampled by using the trilinear and tricubic B-spline �lters, which will
be later introduced in Section 6.1.2. The renderings are performed by using �rst-hit ray casting with
intersection point re�nement. The extracted surfaces are shaded by the Blinn-Phong local illumination
model [Pho75, Bli77], where the corresponding gradients are calculated by central di�erences (see Section 9
for more details on gradient reconstruction).

Fig. 3.1 shows the reconstruction of a mouse skeleton from the discrete samples. Although about 30
percent fewer samples are reconstructed for the BCC lattice, we got similarly detailed images on both
lattices. This is the direct consequence of the optimality of the BCC sampling lattice. Moreover, the
isosurfaces are slightly smoother on the BCC lattice and less su�er from direction-dependent artifacts.
This can be explained by the fact that lattice points are located more isotropically in the BCC lattice.

3.4 Summary

In this chapter, the cone-beam weighted FBP algorithm has been adapted to the non-Cartesian cubic
lattices. This enabled us to directly acquire BCC and FCC data which exploits the optimality of these
lattices over the conventional Cartesian lattice in terms of sampling.

However, projection data are not always available for a non-Cartesian reconstruction. Often the pri-
mary volumetric data is de�ned on a conventional cubic latti ce. Nevertheless, it is also possible to resample
this cubic representation on BCC or FCC lattices which has several advantageous properties. In the next
chapter, we show particular algorithms and examples for optimal frequency domain-resampling.
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(a) Trilinear B-spline with 424 2 � 509 CC samples. (b) Trilinear B-spline with 300 2 � 360 � 2 BCC samples.

(c) Tricubic B-spline with 424 2 � 509 CC samples. (d) Tricubic B-spline with 300 2 � 360 � 2 BCC samples.

Figure 3.1: Tomographic reconstruction result of the BCC lattice. In the upper row trilinear B-spline
reconstructions of a mouse skeleton are visualized, whereas in the lower row the tricubic counterparts are
illustrated. In the left column the data were sampled on a Cartesian grid of 4242 � 509 sampling. In the
right column 3002 � 360� 2 BCC samples were applied. The ratio of the number of the BCC and the CC
samples is approximately

p
2=2. According to Eq. 2.33, in order to perfectly reconstruct an appropriately

sampled bandlimited signal from its discrete representation, about 30 percent less samples per unit volume
have to be taken on a BCC lattice, than on an equivalent Cartesian lattice. The renderings was performed
by using �rst-hit ray casting with intersection point re�ne ment. The extracted surface was shaded by
the Blinn-Phong local illumination model, where the corresponding gradients were calculated by central
di�erences.



Chapter 4

Frequency-Domain Resampling on
Non-Cartesian Lattices

In this chapter di�erent methods are presented for resampling discrete data on non-Cartesian cubic
lattices. According to Section 2.4.4, periodicity { or alternatively \�nite-domain observation" { along
with a bounded spectrum enables the signal to be sampled in a �nite number of discrete spatial points,
which is required to represent and approximate the originally continuous signals by digital systems. From
this point of view, DFT plays a very important role in practic al algorithms. Thus �rst, this essential
elementary tool is extended to the non-Cartesian cubic lattices. This non-Cartesian discrete Fourier
transform is then applied for resampling Cartesian cubic data on non-Cartesian lattices.

Since the idea of BCC sampling for 3D data acquisition is relatively new, recent 3D tomographic
devices, such as CT, SPECT, PET, or MRI usually still producedata on a traditional CC lattice. Even
so in this chapter, we demonstrate that it is worthwhile to either downsample or upsample the CC-sampled
data on a non-Cartesian representation [2] or to reconstruct the measured projection data directly on non-
Cartesian lattices. In Section 4.2 a Fourier-domain discrete resampling technique is introduced in order
to reduce the storage requirements of appropriately sampled spherically bandlimited signals without loss
of information or degradation of the quality of the approximation. Contrarily, in Section 4.3 a frequency-
domain discrete resampling method is presented in order to decrease the computational complexity of
the resampling. This discrete upsampling allows for a reconstruction of the underlying continuous signal
with a similar quality by using a resampling �lter of a smalle r support.

4.1 DFT for Non-Cartesian Cubic Lattices

Three-dimensional discrete Fourier transform (Eq. 2.37 and 2.38) is an important elementary tool for
spectral analysis, discrete convolution �ltering, data compression, and high-quality resampling of volu-
metric data [Br�e02, OS10, LME04, AMVG05]. While the one-dimensional DFT expresses the discrete
input signal as a linear combination of sinusoids, the three-dimensional DFT represents the discrete in-
put signal as a superposition of three-dimensional sinusoids. This generalization often relies on a tensor
product extension of a one-dimensional DFT where a discreterepresentation on a CC lattice is implicitly
assumed (Eq. 2.38) [DM84, OS10]. A notable advantage of thisextension is that the multidimensional
DFT can be computed e�ciently in practice using a fast Fourie r transform (FFT) algorithm [FJ98].
However, an e�cient DFT of signals sampled on non-Cartesianlattices needs some consideration.

The generalization of the DFT for arbitrary sampling geometries is not new. Early methods exploited
that an arbitrary lattice can be de�ned as a linear transformation of Cartesian lattice points taking
the generator matrix of the lattice as a transformation matrix (see Eq. 2.11). A DFT for a hexagonal
lattice is provided by Russell M. Mersereau [Mer79] by discretizing the continuous Fourier transform
pair (Eq. 2.35 and 2.36) on a sheared square lattice. This is extended for higher dimensional point
lattices [MS83, DM84, Vai90] including the BCC lattice [Dor03] with the same computational complexity
as the CC DFT has [GM86].

However, when a sheared CC lattice is assumed, the periodization lattice is determined by the trans-
formation matrix M (see Eq. 2.6 and 2.11). For example, the BCC and FCC lattices can be interpreted as
sheared CC lattices, thus a BCC-sampled or FCC-sampled volume can be considered as a parallelepiped-
shaped region, which periodically tiles the three-dimensional space along the spatial-domain periodization
lattice � P (see Eq. 2.18 and 2.16). The assumed periodicity in the spatial domain implies that the Fourier

28
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transform is discrete on the reciprocal lattice of � P , which is also a sheared CC lattice �X̂ . As a conse-
quence, the previous generalized DFT for the BCC and FCC lattices anisotropically samples the frequency
domain, depending on the choice of the generator matricesM BCC and M FCC .

In contrast, in the DFT scheme proposed by Cs�ebfalvi and Domonkos [3] an axis-aligned three-
dimensional window is applied to truncate and periodize thecontinuous signal sampled along a non-
Cartesian lattice. Since the BCC-sampled volume data is considered to be a box-shaped period, the
discrete frequency coe�cients represent the CC samples of the frequency domain which leads to the
separable sampling of the Fourier transforms. This is reminiscent of the hexagonal FFT proposed by
James C. Ehrhardt [Ehr93], which also produces a rectangular output, but from hexagonally sampled
two-dimensional signals. However, the DFT proposed in [3] does not require any specialized FFT imple-
mentation, but it allows for the discrete frequency coe�cients to be written in a separable form that can
be evaluated by traditional and e�cient FFT libraries [FJ98 , Br�e02].

4.1.1 Discrete Fourier Transform for the BCC Lattice

Exploiting that the BCC lattice can be de�ned as a composition of two sparse CC lattices (see Eq. 2.19),
the pre�ltered continuous signal f ~' sampled on a BCC lattice yields the sampled continuous signal

f X BCC (x) =
X

l 2 L BCC

X

n 2 Z3

f ~' (2n + l) � (2n + l � x);

where L BCC is de�ned as in Eq. 2.20. It can be noted that f X BCC (xx ; xy ; xz ) can be non-zero only ifxx ,
xy , and xz are either all even or all odd integers. The DTFT of f X BCC is obtained as

FX BCC (! ) =
X

l 2 L BCC

X

n 2 Z3

f ~' (2n + l) e� i (2n + l )T � ! :

Sparse Discrete Fourier Representation

Now let us assume thatf X BCC is N -periodic, that is for 8n 2 Z3; f X BCC (x) = f X BCC (x + nN ). Addition-
ally we restrict Nx , Ny , and Nz to be even integers. In this case, it is easy to see thatFX BCC (! ) = CBCC [k ]
is discrete taking potentially non-zero values at frequencies! = 2 � N � 1k , wherek 2 Z3 [3]. Furthermore,
we �nd FX BCC (! ) to be 2� -periodic and CBCC [k ] to be N -periodic, that is

8n; k 2 Z3; FX BCC (2� N � 1k) = FX BCC (2� N � 1k + 2 � n)

8n; k 2 Z3; CBCC [k ] = CBCC [k + n � N ]

Thus analogously to the derivation of the traditional DFT, t he Fourier transform FX BCC is completely
determined by the discrete samples in the fundamental period. More precisely, we de�ne thesparse DFT
DFT f cBCC g for the BCC lattice as follows [3]

CBCC [k ] = DFT
sparse

f cBCC g[k] =
X

l 2 L BCC

1
2 N � 1X

n = 0

cBCC [2n + l] e� 2�i k T N � 1 (2n + l ) ; (4.1)

where the transformed discrete signalc is de�ned by the BCC samples of the continuous signalf ~'

cBCC [n] =

(
f ~' (n) if n = 2k + l : k 2 Z3 and l 2 L BCC

0 otherwise,

and the corresponding DTFT is

FX BCC (! ) =
X

l 2 L BCC

X

i 2 Z3

1
2 N � 1X

n = 0

f ~' (2n + l) e� i (2n + l + Ni ) � !

=

2

4
X

l 2 L BCC

1
2 N � 1X

n = 0

f ~' (2n + l) e� i (2n + l ) � !

3

5 �
X

i 2 Z3

e� i i T N !

=
X

k 2 Z3

CBCC [k ] �
�

N � 1k �
!
2�

�
:
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(a) Sparse BCC DFT Representation. (b) Compact BCC DFT Representation.

Figure 4.1: BCC DFT representation. The origin of the discrete frequency space is in the center of
the volume. The sparse BCC DFT transform (a) contains each coe�cients four times. In sub�gure (a)
only those coe�cients are displayed that correspond to the rhombic dodecahedral fundamental period,
whereas those coe�cient replicas are not illustrated which are outside of the fundamental period. The
fundamental period tiles the discrete space as it is repeated in all directions. As the fundamental period is
the Voronoi cell of the FCC lattice, the replicas follow a 3D chessboard-like \FCC pattern". The compact
representation (b) stores only one copy of each coe�cient byselecting a rectangular frequency domainP0

that contains a quarter of the sparse domainP. The rectangular frequency domain is built up from two
blocks: P0

0 and P0
1 which are colored blue and red, respectively. Within these blocks the DFT coe�cients

can be calculated as di�erent linear combinations of the phase shifted conventional DFTs of the two CC
sublattice of the BCC lattice.

If Nx , Ny , and Nz are even integers,c can be reproduced from its DFT CBCC by the following sparse
inverse transform [3]

cBCC [n] = IDFT
sparse

f CBCC g[n] =
1

Nx Ny Nz

N � 1X

k =0

CBCC [k ] e2�i k T N � 1 n : (4.2)

Compact Discrete Fourier Representation

Practically, CBCC is the same as the traditional DFT of the discrete signalcBCC [3]

CBCC [k ] = DFT f cBCC g[k] =
N � 1X

n =0

cBCC [n] e� 2�i k T N � 1 n :

However, the rectangular BCC DFT CBCC is periodic not just on a Cartesian pattern but on an FCC
pattern as well

8n; k 2 Z3 where nx + ny + nz is even; CBCC [k ] = CBCC

�
k +

1
2

n � N
�

;

whereNx , Ny , and Nz are assumed to be even integers. We call this pattern of periodicity \FCC pattern"
as it is analogous to the chessboard-like property of the FCClattice [3]. As a consequence, when a
Cartesian fundamental period

P = f 0; : : : ; Nx � 1g � f 0; : : : ; Ny � 1g � f 0; : : : ; Nz � 1g

is assumed,CBCC contains each coe�cient four times, thus it is e�ectively de �ned by Nx Ny Nz=4 samples
just as the discrete functionc [3]. Due to the periodicity on an FCC pattern, the shape of thefundamental
period of CBCC is a rhombic dodecahedron, just like the Voronoi cell of the FCC lattice (see Fig. 4.1(a)).
HenceCBCC is a redundant representation of the original discrete function, it contains four replicas of
the fundamental rhombic dodecahedron [3],[AM09].
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However, it is easy to recognize that due to the symmetries ofthe rhombic dodecahedral fundamen-
tal period, any rectangular frequency domain that contains a quarter of P, contains all the discrete
components ofCBCC [AM09]. For instance, a non-redundant region is illustrated in Fig. 4.1(b)

P0 =
�

0; : : : ;
Nx

2
� 1

�
�

�
0; : : : ;

Ny

2
� 1

�
� f 0; : : : ; Nz � 1g:

This can be further subdivided into two congruent sub-regions

P0 = P0
0 [ P 0

1

P0
0 =

�
0; : : : ;

Nx

2
� 1

�
�

�
0; : : : ;

Ny

2
� 1

�
�

�
0; : : : ;

Nz

2
� 1

�

P0
1 =

�
0; : : : ;

Nx

2
� 1

�
�

�
0; : : : ;

Ny

2
� 1

�
�

�
Nz

2
; : : : ; Nz � 1

�
:

Accordingly, the forward DFT transform (Eq. 4.1) can be split up and evaluated in P0
0 as CCC 0 and P0

1
as CCC 1 , separately [AM09]

CCC i [k ] = DFT
compact,i

f cCC 0 ; cCC 1 g[k]

=
1X

l =0

H i;l e� �i k T 1
2 N � 1 l l

1
2 N � 1X

n = 0

cCC l [n] e� 2�i k T 1
2 N � 1 n

| {z }
DFT f cCC l g[k ]

; i 2 f 0; 1g; k 2 P 0
i ;

where H i;l is an element of the 2� 2 Hadamard matrix

H 2 =
�

1 1
1 � 1

�

and the Cartesian sublattices are indexed as

cCC l [n] = cBCC [2n + l l ]; l 2 f 0; 1g; L BCC = f l0; l1g:

With this compact BCC DFT transform, each BCC DFT coe�cient is calculated only once by com-
bining the Cartesian DFTs DFT f cCC l g of the sublattices � CC l appropriately. Likewise, the inverse
transform (Eq. 4.2) can be calculated for the Cartesian sublattices as the compact BCC DFT inverse
transform [AM09]

cCC l [n] = IDFT
compact,l

f CCC 0 ; CCC 1 g[n]

=
8

Nx Ny Nz

1
2 N � 1X

k = 0

1X

i =0

H i;l e�i k T 1
2 N � 1 l l CCC i [k ] e2�i k T 1

2 N � 1 n

= IDFT

(
1X

i =0

H i;l e�i k T 1
2 N � 1 l l CCC i [k ]

)

[n]; l 2 f 0; 1g; n 2 P 0
l :

(4.3)

Either the simple, four-fold redundant sparse [3] or the non-redundant compact [AM09] evaluation
scheme is applied, from the practical point of view, no additional implementation e�ort is required,
since the well-optimized traditional FFT libraries can be used to calculate the forward or the inverse
BCC DFT [FJ98].

4.1.2 Discrete Fourier Transform for the FCC Lattice

The CC-periodic DFT can be adapted to the FCC lattice as well [3]. When the pre�ltered continuous
signal f ~' is sampled on an FCC lattice, the sampled signal can be de�nedas the union of signals sampled
on four sparse CC lattices

f X FCC (x) =
X

l 2 L FCC

X

n 2 Z3

f ~' (2n + l) � (2n + l � x);

where L FCC is de�ned according to Eq. 2.15.
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Sparse Discrete Fourier Representation

Similarly to the derivation of CBCC , we again assume thatf X FCC is N -periodic, that is

8n 2 Z3; f X FCC (x) = f X FCC (x + nN )

and Nx , Ny , and Nz are even integers. In this case, the DTFTf̂ X FCC (� ) is discrete and periodic, thus
the DTFT CFCC can be de�ned analogously toCBCC [3]

CFCC [k ] = DFT
sparse

f cFCC g[k] =
X

l 2 L FCC

1
2 N � 1X

n = 0

cFCC [2n + l]e� 2�i k T N � 1 (2k � l ) (4.4)

where the transformed discrete signalcFCC is de�ned by the FCC samples of the continuous signalf ~'

cFCC [n] =

(
f ~' (n) if n = 2k + l : k 2 Z3 and l 2 L FCC

0 otherwise.

and the corresponding DTFT is

FX FCC (� ) =
X

k 2 Z3

CFCC [k ] �
�

N � 1k �
!
2�

�
;

If Nx , Ny , and Nz are even integers,c can be reproduced from its DFT CFCC by the following inverse
transform [3]

cFCC [n] = IDFT
sparse

f CFCC g[n] =
1

Nx Ny Nz

N � 1X

k =0

CFCC [k ] e2�i k T N � 1 n : (4.5)

Compact Discrete Fourier Representation

Practically, CFCC can be evaluated by a traditional DFT of the discrete signalcFCC [3]

CFCC [k ] = DFT f cFCC g[k] =
N � 1X

n =0

cFCC [n] e� 2�i k T N � 1 n :

It can be noted that CFCC is two-fold redundant as Nx Ny Nz coe�cients have to be taken into account to
reproducecFCC , which is e�ectively de�ned by Nx Ny Nz=2 FCC samples. The FCC DFT CFCC is periodic
also on a BCC pattern, thus it contains each coe�cient twice:

8n 2 Z3 where nx ; ny ; and nz are all even or all odd; CFCC [k ] = CFCC

�
k +

1
2

n � N
�

where Nx , Ny , and Nz are either all odd or all even integers. We call this pattern of periodicity \BCC
pattern" as it is analogous to the indexing of the BCC lattice points. As a consequence, the shape of the
fundamental period of CFCC is a truncated octahedron, just like the Voronoi cell of the BCC lattice (see
Fig. 4.2(a)).

Similarly to the BCC DFT, due to the symmetries of truncated o ctahedral Voronoi cell, any rectan-
gular frequency domain that contains the half of the Cartesian fundamental period

P = f 0; : : : ; Nx � 1g � f 0; : : : ; Ny � 1g � f 0; : : : ; Nz � 1g;

consist a copy of any discrete components ofCFCC [AM09]. For instance, a non-redundant region is
illustrated in Fig. 4.2(b)

P0 = f 0; : : : ; Nx � 1g � f 0; : : : ; Ny � 1g �
�

0; : : : ;
Nz

2
� 1

�
:
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(a) Sparse FCC DFT Representation. (b) Compact FCC DFT Representation.

Figure 4.2: FCC DFT representation. The origin of the discrete frequency space is in the center of
the volume. The sparse FCC DFT transform (a) contains each coe�cients twice. In sub�gure (a) only
those coe�cients are displayed that correspond to the truncated octahedral fundamental period. The
fundamental period tiles the discrete space as it is repeated in all directions. As the fundamental period
is the Voronoi cell of the BCC lattice, the replicas follow a \BCC pattern". The compact representation
(b) stores only one copy of each coe�cient by selecting a rectangular frequency domainP0 that contains
a half of the sparse domainP. The rectangular frequency domain is built up from four blocks: P0

0, P0
1,

P0
2, and P0

3 which are colored blue, red, green, and purple, respectively. Within these blocks the DFT
coe�cients can be calculated as di�erent linear combinations of the phase shifted conventional DFTs of
the two CC sublattice of the FCC lattice.

This can be further subdivided into four congruent sub-regions
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and the forward transform (Eq. 4.4) can be split up and evaluated in these sub-regions, separately [AM09]

CFCC i [k ] = DFT
compact,i

f cCC 0 ; cCC 1 ; cCC 2 ; cCC 3 g[k]

=
3X

l =0

H i;l e� �i k T 1
2 N � 1 l l

1
2 N � 1X

n = 0

cCC l [n] e� 2�i k T 1
2 N � 1 n

| {z }
DFT f cCC l g[k ]

; i 2 f 0; 1; 2; 3g; k 2 P 0
i ;

where H i;l is an element of the 4� 4 Hadamard matrix

H 4 =

2

6
6
4

1 1 1 1
1 � 1 1 � 1
1 1 � 1 � 1
1 � 1 � 1 1

3

7
7
5 ;

and the Cartesian sublattices are indexed as

cCC l [n] = cFCC [2n + l l ]; l 2 f 0; 1; 2; 3g; L FCC = f l0; l1; l2; l3g:
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Similarly, the inverse transform (Eq. 4.5) can be calculated for the Cartesian sublattices [AM09]

cCC l [n] = IDFT
compact,l

f CCC 0 ; CCC 1 ; CCC 2 ; CCC 3 g[n]

=
8

Nx Ny Nz

1
2 N � 1X

k = 0

3X

i =0

H i;l e�i k T 1
2 N � 1 l l CFCC i [k ] e2�i k T 1

2 N � 1 n

= IDFT

(
1X

i =0

H i;l e�i k T 1
2 N � 1 l l CFCC i [k ]

)

[n]; l 2 f 0; 1; 2; 3g; n 2 P 0
l :

(4.6)

4.1.3 Discrete Convolution

Both the sparse and the compact BCC and FCC DFTs inherit all the advantageous properties of the
traditional Cartesian DFT. For example, it can be exploited that the cyclic convolution of two discrete
functions obtained by BCC and FCC sampling can be e�ciently evaluated as a multiplication in the
frequency domain:

hBCC [n] = ( f BCC � gBCC )[n] =
N � 1X

m =0

f BCC [m ]gBCC [n � m]  ! DFT f f BCC g � DFT f gBCC g

hFCC [n] = ( f FCC � gFCC )[n] =
N � 1X

m =0

f FCC [m ]gFCC [n � m]  ! DFT f f FCC g � DFT f gFCC g

It is easy to see that the result of the convolution hBCC can be non-zero only if the indicesnx , ny , nz

are either all even or all odd whereashFCC can be non-zero only if the sum of the indicesnx + ny + nz

is even. ThushBCC and hFCC can also be interpreted as a discrete signal constructed from the BCC and
FCC samples of a continuous signal, respectively [3].

4.1.4 Discrete Filtering

Based on the discrete convolution, discrete �ltering can bee�ciently performed as a frequency-domain
multiplication. By using the sparse transform, the Fourier-domain �lter kernel needs to be evaluated
only inside the discrete fundamental period� corresponding to the lattice, which is a discrete rhombic
dodecahedron inscribed into� = N 3 in case of the BCC lattice (Fig. 4.1(a)) and a discrete truncated
octahedron inscribed into� in case of the FCC lattice (Fig. 4.2(a)), respectively. Thenthe �ltered discrete
components needs to be repetitively copied to �ll the bounding box � . Finally, we get the �ltered signal
by transforming back the tiled discrete components by usingthe sparse inverse DFT:

f � ' = IDFT
sparse

�
tile

� ! �

�
f̂ � � '̂ �

� �

The computational cost of the discrete �ltering can be reduced by using the compact transform pair. In
this case, the Fourier-domain �lter kernel is to be evaluated only inside the discrete fundamental period
� but it needs to be mapped to the non-redundant rectangular-shaped domain � , which is (Nx =2) �
(Ny =2) � Nz in case of the BCC lattice (Fig. 4.1(b)) and Nx � Ny � (Nz=2) in case of the FCC lattice
(Fig. 4.2(b)). After multiplying the compact DFT of the disc rete signal with the compact DFT of the
�lter kernel inside � , we get the �ltered signal by using the compact inverse DFT:

f � ' = IDFT
compact

�
f̂ � � map

� ! �
('̂ � )

�
:

4.2 Downsampling Cartesian Cubic Data on Non-Cartesian Cu-
bic Lattices

The proposed DFTs can be applied for the reduction of the requiredThesis

1.2

discrete samples. By reducing
the number of sample points, the storage requirement can be decreased. With ideal downsampling, the
spectrum of a high-resolution signal is truncated and transformed back to the spatial domain. The
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most e�cient way of downsampling a spatial signal is cropping its spectrum to the presumed spherical
band limit as tightly as possible. The spherical shape of theband limit is an important criterion here,
since equivalent sampling scheme implies that the inscribed spheres of the corresponding Brillouin zones
coincidence, that is, all of these equivalent lattices are capable to represent the spectrum inside the
inscribed sphere (see Fig. 2.5(d), 2.5(e), and 2.5(f)). According to Eq. 2.33 and 2.34, approximately
29:29% and 23:02% less samples need to be taken by using BCC and FCC sampling, respectively in order
to get an equivalent sampling of a spherically bandlimited signal.

4.2.1 Downsampling on a Body-Centered Cubic Lattice

Subsampling from CC to BCC by a factor of four is trivial, it do es not require any frequency-domain
calculation or spatial-domain convolution: one has to keepthose coe�cients the coordinates of which
have identical parity. However, if one tries to �nd an equivalent BCC lattice for a given N 3

CC CC lattice,
the inscribed radii of the cubic and the rhombic dodecahedral Brillouin zones need to be matched. In this
case, theN 3

BCC dense CC lattice the BCC sublattice of which is equivalent tothe original CC lattice has

NBCC =
3

s

N 3
CC

p
2

2
4 = round(

p
2NCC )

voxels along each axis. This actually means, that the original CC lattice �rst needs to be slightly over-
sampled by a factor of

p
2, and then the BCC sublattice of this oversampled lattice isto be taken. This

can also be performed in reverse order by using the compact Fourier representation: �rst the discrete
spectrum is cropped on
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:

Finally, the BCC samples can be calculated by using the compact BCC DFT inverse transform.

4.2.2 Downsampling on a Face-Centered Cubic Lattice

Similarly, subsampling from CC to FCC by a factor of two is tri vial: one has to keep those coe�cients
the sum of the coordinates of which is even. On the other hand,if one tries to �nd an equivalent FCC
lattice for a N 3

CC CC lattice, the inscribed radii of the cubic and the truncated octahedral Brillouin zones
are to be matched. In this case, theN 3

FCC dense CC lattice the FCC sublattice of which is equivalent to
the original CC lattice has

NFCC =
3

s

N 3
CC

4
p

3
9

2 = round

 

2

p
3

3
NCC

!

voxels along each axis. This means, that the original CC lattice �rst needs to be oversampled by a factor of
2
p

3=3, and then the FCC sublattice of this oversampled lattice isto be taken. This can also be performed
in reverse order by using the compact Fourier representation: �rst the discrete spectrum is cropped on

�
0; : : : ;

NFCC

2
� 1

�
� f 0; : : : ; NCC � 1g � f 0; : : : ; NCC � 1g
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and then it is padded by zeros to
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Finally, the FCC samples can be calculated by using the compact FCC DFT inverse transform.
In the next section discrete resampling is applied in the adverse direction in order to gain similar

reconstruction quality with a simpler resampling �lter tha t a higher-order resampling �lter has at the
cost of a storage overhead.

4.3 Upsampling Cartesian Cubic Data on Non-Cartesian Cubic
Lattices

For fast resampling of CC-sampled volume data, such as real-time volumeThesis

1.3

rendering or time critical
tomographic reconstruction, usually the trilinear �lter i s applied (see Section 6.1.2 for further details on
trilinear �ltering). An additional advantage of linear �lt ering is that its evaluation is directly supported
by the recent graphics processing units (GPUs). Nevertheless, the trilinear �lter provides poor quality
if the data is not sampled at an appropriate rate. In order to increase the reconstruction quality, two
fundamentally di�erent strategies can be followed.

1. The �rst strategy is to apply higher-order �lters [MN88, C ar93, ML94, MMK + 98], such as the
cubic B-spline [Sch46, CS47, CS66, dB72] or the Catmull-Romspline [CR74]. These �lters, however,
are much more expensive computationally than the popular trilinear �lter. A trilinear sample is
calculated from the eight nearest voxels, whereas the cubic�lters take the nearest 64 voxels into
account. In practice, a �lter of a larger support can drastically decrease the rendering performance
because of the costly cache misses (see Section 5.3.3). Although it has been shown that a cubic
�ltering can be e�ciently implemented on the recent GPUs by c alculating a weighted average of
eight trilinear texture samples [SH05], the trilinear �lte ring is still signi�cantly faster.

2. The second strategy for improving the quality of local resampling is to combine the complementary
advantages of spatial-domain and frequency-domain techniques. In a preprocessing step, the initial
volume is upsampled in the frequency-domain implementing the sinc interpolation corresponding
to the sampling lattice (see Section 5.1.1) [OS10]. After the preprocessing, the obtained higher-
resolution volume is resampled in the spatial domain by using a �lter of a smaller support.

Generally, the smaller the support of a �lter, the higher is its postaliasing e�ect (see Section 5.1.2)
[ML94]. However, the upsampling can potentially compensate the higher postaliasing e�ect of a cheap
reconstruction �lter at the cost of the increased memory requirements. Since FCC and BCC lattices have
lower sphere covering thickness than the CC lattice (see Table 2.1) it is more worthwhile to upsample
the original CC data on these non-Cartesian lattices.

4.3.1 Upsampling Techniques

Considering the Shannon-Nyquist framework, upsampling ofdiscrete data can be performed in the spatial
domain by the corresponding sinc �lter (see Section 5.1.1) or it can be done in the frequency domain.
Spatial domain upsampling is anO(N 6) operation when the number of voxels isN 3. In contrast, discrete
resampling can be performed in the frequency domain by zero padding or phase shifting, and the overall
cost of the resampling isO(N 3).
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Zero Padding

One of the most popular frequency-domain upsampling methods is zero padding [OS10]. Using this
technique, the DFT of a sampled signal is extended by additional zero coe�cients, and the extended
DFT is transformed back into the spatial domain. The obtained discrete signal is equivalent to the
upsampling of the initial signal by the sinc �lter [OS10]. Fr equency-domain volume-rendering techniques
usually exploit such an ideal resampling [AMVG05, LME04]. For example, to increase the sampling
frequency along the viewing rays, additional slices are interpolated by zero padding [AMVG05].

As stated in Section 2.4.4, due to the applied DFT techniquesassume a periodicity in the spatial
domain, which leads to unexpected boundary e�ects. If the volume is resampled on a transformed lattice,
samples of the spatial-domain replicas are introduced. Therefore, the replicas appear in the rendered
images. To remedy this problem, zero padding is used in the spatial domain for reducing the boundary
e�ects. This approach is applied also in Fourier volume rendering [Mal93, TL93], which provides simulated
X-ray images. Using this method, the 3D DFT of the volume datais resampled along a slice perpendicular
to the viewing direction. According to the Fourier projecti on-slice theorem, the inverse DFT of the
resampled slice is equivalent to the projection of the volume. Since the practical resampling �lters are
imperfect in the stop-band [ML94], the spatial-domain replicas also contribute to the image. By an
appropriate zero padding, these replicas get far from the origin, so even a cheap �lter can su�ciently
suppress them. The better the stop-band behavior of the resampling �lter, the narrower zero-padding
is necessary. This concept can be applied the other way around. If a cheap �lter is used for resampling
in the spatial-domain, its imperfect stop-band behavior can be compensated if the initial volume data
is upsampled in the frequency domain. In the Fourier transform of the upsampled volume, the aliasing
spectra get far from the primary spectrum, so they can be su�ciently suppressed even if the Fourier
transform of the resampling �lter has a longer decay.

Frequency-Domain Phase Shifting

If the initial volume data has to be upsampled along each axisby an integer factor k, the sinc inter-
polation can be alternatively implemented by frequency-domain phase shifting utilizing the DFT shift
theorem [Yar97]

c[n � l ]  ! C[k] e� 2�i k T N � 1 l (4.7)

The intermediate samples are produced by shifting the original onesk3 � 1 times. Such sinc interpolation
has to be carefully used if the volume contains drastically di�erent data values at the opposite sides of
the boundary. In this case, false frequency components are arti�cially introduced because of the assumed
periodicity, which might lead to ringing artifacts. This pr oblem is usually avoided by using either a mirror
extension or an appropriate windowing in the spatial domain[AMVG05].

4.3.2 Upsampling on a Body-Centered Cubic Lattice

For zero padding, we exploit that the BCC lattice is a sub-lattice of a sparse CC lattice. On the other
hand, phase shifting can be applied, too as the BCC lattice isa composition of two shifted CC lattices.
Of the two methods, zero padding is more robust since it allows upsampling with �ner increments.

Upsampling by Zero Padding

The general scheme of zero padding is \�lling the gap" by zeros between the boundary fundamental
period of the resampled data and the boundary fundamental period of the data that is upsampled.
The fundamental period of a lattice is the corresponding Brillouin zone which is a cube and a rhombic
dodecahedron for the CC and the BCC lattice, respectively. The rhombic dodecahedron can be de�ned
as a composition of a cube and six pyramids attached to each face of the cube, where the volume of the
rhombic dodecahedron is twice the volume of the inscribed cube (see Fig. 4.3(a)). Thus for an upsampling
by a factor of two, these attached pyramids have to be �lled by zeros. This can be performed by using
the sparse Fourier representation, and the upsampled spatial domain values can be calculated using the
sparse inverse Fourier transform

c0
BCC = IDFT

sparse

�
zeropadding

�
DFT
sparse

f cCC g
��

:
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On the other hand, due to the checkerboard symmetries of the BCC DFT these zero-�lled pyramids
can be rearranged into a second cubeCCC 1 = 0. According to the compact inverse Fourier transform
Eq. 4.3, the zero-padded BCC representation is

c0
CC 0

= IDFT
compact,0

f CCC 0 ; 0g = IDFT f CCC 0 g = cCC 0

c0
CC 1

= IDFT
compact,1

f CCC 0 ; 0g = IDFT
n

CCC 0 ei� k T 1
2 N � 1 1

o
= IDFT

�
CCC 0 [k ] e� 1

2 i�
�

k x
N x

+ k x
N y

+ k x
N z

� �
:

Upsampling by Phase Shifting

According to Eq. 2.19, the BCC lattice consists of two interleaved CC sublattices. Assume that the
volume is originally sampled on the �rst sublattice with 1

2 N voxels. If this lattice su�ciently samples
the underlying signal, the samples on the second sublatticecan be obtained by a sinc interpolation
implemented as a frequency-domain phase shift. Based on theDFT shift theorem (Eq. 4.7), the DFT
CCC 0 [k ] of the samplescCC 0 [n] on the �rst sublattice is modulated by e� i� (k x + k y + k z ) . The samplescCC 1 [n]
in the second sublattice are obtained by transforming the result back into the spatial domain
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:

It can be noted that this is the same result that is obtained by zero padding. In fact these methods are
di�erent interpretations of the same procedure. In either way, a BCC-sampled volume data is produced,
which oversamples the original Cartesian signalcCC 0

cBCC [n] =

(
cCC l

� n � l l
2

�
if n = 2k + l : k 2 Z3 and l l 2 L BCC

0 otherwise.

To avoid ringing artifacts during the upsampling, we use a mirror extension along those axes, where the
data values are drastically di�erent at the opposite sides of the boundary. Usually, most of the boundary
voxels represent the air for tomographic data. However, in axial direction the data is often cropped, which
leads to discontinuities in a periodic extension. Therefore, a mirror extension is usually necessary along
the z-axis. The mirror extension does not increase the storage requirements, since after the inverse DFT
the same number of voxels is extracted as in case of a periodicextension.

4.3.3 Upsampling on a Face-Centered Cubic Lattice

Similarly, FCC upsampling can be carried out by both zero padding and phase shifting.

Upsampling by Zero Padding

To perform zero frequency-domain upsampling of CC data on anFCC lattice, the fundamental period
of the CC lattice has to be padded to the truncated octahedralfundamental period of the FCC lattice
according to Fig. 4.3(b). For an upsampling by a factor of four, the gap between the truncated octahedron
and the inscribed cube is to be �lled by zeros. As in the body-centered case, this can be performed by
using the sparse Fourier transform pair

c0
FCC = IDFT
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:

On the other hand, the truncated octahedron can be dissectedinto a N � N � 1
2 N box, where the

�rst 1
2 N � 1

2 N � 1
2 N quarter box CCC 0 is the Fourier transform of the low resolution CC data and the

other three-quarter boxes are to be �lled by zeros. According to the compact inverse Fourier transform
Eq. 4.6, the zero-padded FCC representation is
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(a) Upsampling on a BCC lattice. (b) Upsampling on a FCC lattice.

Figure 4.3: Frequency-domain upsampling of a CC data on non-Cartesian cubic lattices by zero padding.
The exploded �gures illustrate the cubic fundamental period of the CC lattice in blue padded by the red
zero coe�cients. The resultant frequency domain representation is a rhombic dodecahedron (a), and a
truncated octahedron (b) in case of BCC and FCC upsampling, respectively. These are the sparse BCC
and FCC DFT representations, cf. Fig 4.1(a) and Fig 4.2(a).

Upsampling by Phase Shifting

Similarly to the body-centered case, a CC lattice can be upsampled on a FCC lattice by using frequency-
domain phase shifting. According to Eq. 2.14, the FCC lattice can be de�ned as a composition of four
CC lattices. Let us assume that the volume is originally sampled on the �rst of these CC sublattices. If
this lattice su�ciently samples the underlying signal, the samples on the other three CC sublattice can
be obtained by a sinc interpolation implemented as a frequency-domain phase shift.

The samplescCC l [n] on the other three sublattices l 2 f 1; 2; 3g can be calculated by modulating
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Just like for the BCC lattice, the zero padding and the phase shifting give the same results. Here, an
FCC-sampled volume data is produced, which oversamples theoriginal Cartesian signal cCC 0 by a factor
of four

cFCC [n] =

(
cCC l

� n � l l
2

�
if n = 2k + l : k 2 Z3 and l l 2 L FCC

0 otherwise.

In general, whenever there is unused memory for additional discrete samples, it is worth upsampling since
it enhances the quality of the resampling. As zero padding allows for an upsampling with �ner increments,
it is the more generally applicable technique.

4.4 Experimental Results

In the frequency-domain upsampling approach, the obtainedBCC representation is rendered by using
a simple GPU-accelerated trilinear B-spline reconstruction. Although this technique doubles the stor-
age requirements, it provides similar quality as the most popular cubic �lters, but for a signi�cantly
lower computational overhead. The upsampling makes sense if the obtained BCC-sampled volume can
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(a) Two-dimensional cross-section. (b) Isosurface rendering.

Figure 4.4: Two-dimensional cross-section and isosurfacerendering of the Marschner-Lobb benchmark
signal for ML(x) = 1 =2.

be resampled by a computationally cheap �lter more e�cientl y than the original CC-sampled volume
using a higher-order �lter. Additionally, the reconstruct ion quality is required to be at least competitive.
Therefore, the choice of the continuous reconstruction �lter is of crucial importance in our method.

In an implementation based on the central processing unit (CPU), the quintic box-spline �ltering
on a BCC lattice is twice as fast as an equivalent tricubic B-spline �ltering on a CC lattice [EVM08].
Nevertheless, in a GPU implementation, the tricubic B-spline �lter is still faster to evaluate since it
can utilize the direct hardware support for trilinear textu re fetching more e�ciently than other �lters
do [SH05, FEVM10]. Practitioners usually focus on GPU-based real-time volume rendering and volume
processing, thus the quintic box spline is rejected as an alternative. A GPU-accelerated tricubic B-spline
reconstruction is still slower on a BCC lattice than on a CC lattice [CH06], therefore this alternative is
also rejected. At the time of writing [2] there were only two linear �lters in the state of the art that could
be considered for e�ciently rendering BCC-sampled data.

In order to analyze these �lters in terms of their quality and e�ciency and to evaluate the e�ciency
of the di�erent reconstruction schemes, we implemented a texture-based isosurface rendering application
by using the Open Graphics Library (OpenGL) application programming interface (API) along with
optimized shader codes implemented in C for Graphics (Cg), and tested it on an NVIDIA GeForce 6800
GT graphics card [2]. We applied the classical texture-slicing approach [CCF94] exploiting the alpha-
test and z-bu�ering capability of the GPU [WE98] in order to a void unnecessary resampling in the
hidden regions. For the shading computations, we estimatedthe gradients at the visible surface points by
calculating central di�erences on the 
y. The skeleton of the application was the same for CC-sampled and
BCC-sampled data, only the shader codes and the storage schemes were altered. For the linear box-spline
�ltering we used a Cg code that is line by line equivalent to an optimized OpenGL Shading Language
(GLSL) code recently published by Finkbeiner et al. [FEVM10]. For trilinear B-spline reconstruction
on the BCC lattice [CH06] and tricubic B-spline reconstruction on the CC lattice [SH05] we used fast
GPU-implementations that exploit the direct hardware support for trilinear texture fetching.

Using 16-bit 
oating-point 3D textures, the trilinear inte rpolation is supported by even the older
graphics cards, like the GeForce 6800. If it is assumed that our BCC upsampling provides data in this
format and the initial data contains 16-bit integers, the storage requirements are doubled. The assumption
of the 16-bit voxel format is reasonable, considering the Digital Imaging and Communications in Medicine
(DICOM) standard in medical imaging. However, we do think that this storage overhead is a reasonable
price for the increased image quality that is competitive to the result of a tricubic B-spline �ltering.
Furthermore, our method provides this quality for a signi�c antly lower computational overhead than the
tricubic �ltering on the initial CC-sampled data.

4.4.1 Rendering

First we started with the classical Marschner-Lobb (ML) benchmark signal illustrated in Fig. 4.4 [ML94]

ML( x) =
� ML r

� q
x2

x + x2
y

�
+ ML z (xz )

2(1 + � )
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Filter Brain Engine Carp

Trilinear B-spline 15 FPS 19 FPS 37 FPS
Tricubic B-spline 1.1 FPS 1.6 FPS 3.6 FPS

Table 4.1: Frame rates of texture-based isosur-
face rendering of CC-sampled volume data us-
ing trilinear interpolation (trilinear B-spline �l-
tering) and tricubic B-spline �ltering.

Filter Brain Engine Carp

Trilinear B-spline 8.3 FPS 12 FPS 25 FPS
Linear box spline 1.5 FPS 2.4 FPS 2.2 FPS

Table 4.2: Frame rates of texture-based isosur-
face rendering of BCC-sampled volume data
using the trilinear B-spline and the linear box
spline for resampling.

which is a composition of radial MLr and MLz vertical waves

ML r (r ) = 1 + cos
�

2�f cos
�r
2

�
; ML z (z) = 1 � sin

z�
2

:

We sampled this test signal near the Nyquist limit on a 403 CC lattice in the range [� 1� 1� 1]T � x �
[1 1 1]T with � = 1=4 and f = 6. Then, using our upsampling strategy, we produced 403 � 2 BCC samples
from an initial volume data of resolution. In order to avoid r inging artifacts, we applied a mirror extension
along the z-axis. Fig. 4.5 shows the isosurfaces of the obtained BCC-sampled volume reconstructed by the
linear box spline and the trilinear B-spline at isolevel 0:5. The linear box spline introduces severe artifacts,
while the postaliasing e�ect of the trilinear B-spline is much less apparent. The trilinear B-spline provides
still higher visual quality if 80 3 � 2 BCC samples are produced from 803 CC samples. We also rendered
higher-resolution CC-sampled representations, which contain approximately the same number of voxels
that our BCC upsampling provides. Therefore, we sampled thetest signal at resolutions 503 and 1003,
respectively. The obtained data sets were rendered by usinga simple trilinear interpolation. Note that, in
this case, the data values are accurate samples of the test signal and not calculated by a frequency-domain
upsampling. Fig. 4.5 well demonstrates that a higher-resolution CC-sampled representation provides still
lower quality than a precalculated BCC-sampled representation for the same storage overhead, if in both
cases the trilinear B-spline �lter is used for the reconstruction.

We rendered the initial CC-sampled volume representationsby using also higher-order �lters, such as
the tricubic B-spline and the Catmull-Rom spline [CR74]. The Catmull-Rom spline is an interpolating
C1 3-EF �lter, whereas the tricubic B-spline is an approximati ng C2 2-EF �lter, where k-EF denotes
a kth degree Error Filter (see Section 7.2) [MMMY96, MMK+ 98]. Applying the principle of general-
ized interpolation (see Section 7.4.1) [BTU99a], the tricubic B-spline can be made interpolating and its
approximation power can be fully exploited by an appropriate discrete pre�ltering [Cs�e08]. The inter-
polating pre�ltered tricubic B-spline reconstruction is a C2 4-EF �ltering scheme, which additionally
does not blur the high-frequency details as much as the non-pre�ltered tricubic B-spline reconstruction.
Because of these advantageous properties, we also tested the tricubic B-spline reconstruction combined
with pre�ltering. Fig. 4.6 shows that this scheme is superior over the Catmull-Rom spline interpolation
but it still leads to severe postaliasing. In contrast, the C1 2-EF trilinear B-spline reconstruction on our
upsampled BCC representation clearly provides higher visual quality than the cubic �lters applied on
the initial CC-sampled representation (compare Fig. 4.5 (c) to the images (b), (c), and (d) in Fig. 4.6).
Increasing the resolution of the initial data, the di�erenc e disappears (compare Fig. 4.5 (f) to the images
(f), (g), and (h) in Fig. 4.6), but it is still worthwhile to us e a fast trilinear B-spline reconstruction on a
denser BCC lattice rather than computationally expensive cubic �lters on the initial CC lattice.

We tested our method also on real-world measured data. Firstwe tried to reconstruct the skeleton of
a carp from 1282 � 256 CC samples of an initial CT scan. Fig. 4.7 shows that a simple trilinear inter-
polation causes severe staircase aliasing. Using a tricubic B-spline reconstruction, the staircase artifacts
are avoided, but the �ne details are removed. In contrast, the interpolating pre�ltered tricubic B-spline
reconstruction gives an excellent result. It can be noted that the linear reconstruction schemes combined
with our BCC upsampling guarantee similar visual quality as a cubic �ltering on the initial CC-sampled
data. On the BCC lattice, the linear box-spline �lter can rec onstruct the �ne details better than the
trilinear B-spline �lter. On the other hand, the trilinear B -spline can reduce the postaliasing e�ect more
e�ciently. We tested our technique on noisy data sets as well (see Fig. 4.8). The BCC representations
of the brain and the engine block were produced by upsamplingthe initial CC-sampled MRI and CT
scans. Note that, our frequency-domain upsampling has to becarefully used on noisy data, as it enhances
not just the �ne details but the measurement or quantization noise as well. However, due to its stronger
smoothing e�ect, the trilinear B-spline can compensate this e�ect better than the linear box spline.

We rendered images of resolution 512� 512 by evaluating 1024 texture slices. The frame rates of
rendering CC-sampled and BCC-sampled data are shown in Tables 4.1 and 4.2, respectively. Notice
that a tricubic B-spline �ltering on a CC lattice is an order o f magnitude slower than a trilinear B-
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(a) Trilinear B-spline, 50 3 CC. (b) Linear box spline, 40 3 � 2 BCC. (c) Trilinear B-spline, 40 3 � 2 BCC.

(d) Trilinear B-spline, 100 3 CC. (e) Linear box spline, 80 3 � 2 BCC. (f) Trilinear B-spline, 80 3 � 2 BCC.

Figure 4.5: Reconstruction of the ML signal from 503 (a) and 1003 (d) CC samples, and from upsampled
403 � 2 (b, c) and 803 � 2 (e, f) BCC samples. (a, d): Trilinear interpolation. (b, e) : Linear box-spline
reconstruction. (c, f): Trilinear B-spline reconstruction.

(a) 403 CC, trilinear. (b) 40 3 CC, tricubic. (c) 403 CC, int. tricubic. (d) 40 3 CC, Catmull-Rom.

(e) 803 CC, trilinear. (f) 80 3 CC, tricubic. (g) 803 CC, int. tricubic. (h) 80 3 CC, Catmull-Rom.

Figure 4.6: Reconstruction of the ML signal from 403 (a){(d) and 80 3 (e){(h) CC samples. (a) and (e):
trilinear interpolation. (b) and (f): tricubic B-spline re construction. (c) and (g): interpolating pre�ltered
tricubic B-spline reconstruction. (d) and (h): Catmull-Ro m spline reconstruction.
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Trilinear B-spline reconstruction from 1282 � 256 CC samples.

Tricubic B-spline reconstruction from 1282 � 256 CC samples.

Pre�ltered tricubic B-spline reconstruction from 128 2 � 256 CC samples.

Trilinear B-spline reconstruction from 1282 � 256� 2 BCC samples.

Linear box-spline reconstruction from 1282 � 256� 2 BCC samples.

Figure 4.7: Reconstructing the skeleton of a carp from 1282 � 256 CC samples and from 1282 �
256 � 2 BCC samples obtained by a frequency-domain upsampling. The data set is courtesy of
http://www9.informatik.uni-erlangen.de/External/vol lib .
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(a) Linear box spline reconstruction. (b) Trilinear B-spline reconstruction.

(c) Linear box spline reconstruction. (d) Trilinear B-spline reconstruction.

Figure 4.8: Comparison of the linear box-spline reconstruction (a) and (c) to the trilinear B-spline recon-
struction (b) and (d). (a) and (b): \Human brain" data set rep resented by 2562 � 166� 2 BCC samples.
(c) and (d): \Engine block" data set represented by 2562 � 110� 2 BCC samples.
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spline �ltering on both the CC and BCC lattices. Additionall y, on the BCC lattice, the trilinear B-spline
reconstruction is much faster to evaluate than the linear box-spline reconstruction. Although the support
of the linear box-spline �lter is more compact than that of th e trilinear B-spline �lter [FEVM10], at the
time of our paper [2] it could not exploit the fast trilinear t exture fetching capability of the recent GPUs.
In our later work [5] we found that a trilinear evaluation scheme is able to slightly increase the resampling
speed of the linear box-spline on recent GPUs (see Section 6.4.1).

Thus in our application the best compromise between image quality and rendering speed seems to be
guaranteed by the trilinear B-spline reconstruction on the BCC lattice.

4.5 Summary

In this chapter e�cient schemes have been presented for the discrete Fourier transform of signals sam-
pled on BCC and FCC sampling lattices. These schemes have been applied for both downsampling and
upsampling Cartesian data on non-Cartesian lattices. With downsampling, the storage requirements of
an appropriately sampled spherically bandlimited signal can be decreased without the degradation of the
quality of the approximation. By using upsampling, an e�cie nt combination of ideal frequency-domain
upsampling and e�cient regular volume sampling has been proposed. The proposed combined method
represents a good compromise between image quality, rendering speed, and storage requirements. It has
been demonstrated that, after a frequency-domain upsampling on a BCC lattice, a trilinear B-spline
reconstruction provides similar quality as a tricubic B-spline reconstruction on the initial CC-sampled
data, but for an order of magnitude lower computational cost.

This part of the dissertation has focused on the volumetric representation block of the discrete con-
tinuous framework illustrated in Fig. 2.6. In the next part, we give a comprehensive overview on the
resampling �lters, considering their visual quality, accuracy, and computational cost, and then introduce
e�cient resampling �lters of high quality for the optimal BC C lattice.
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Chapter 5

Trivariate Filter Design

Resampling �lter design is an extensive domain of signal processing and approximation theory. The cor-
responding crucial question is the way of reconstructing anapproximation ~f of the original continuous
signal f from the discrete coe�cients c. Resampling of the approximating signal plays an important role
in signal processing, image processing, and volume processing, such as volume rendering, tomographic
reconstruction, and volume registration. Resampling is required for performing sampling rate conver-
sions; resizing or rotating images; evaluating a three-dimensional scalar function in arbitrary position for
rendering, registration, morphing, or in the forward projection of an iterative reconstruction algorithm.

Due to the shift-invariant (SI) property of the acquisition lattice � X , reconstruction can be performed
by convolving the discrete signal of coe�cients c with a continuous synthesis �lter ' as it is stated in
Eq. 2.22:

~f (x) = ( c � ' )(M � 1
X x);

where the discrete signal of coe�cients is

c[n] =


f; ~' (M � 1

X � � n)
�

:

Nevertheless, the choice of the sampling lattice �X , the analysis �lter ~' , and synthesis �lter ' together
have a direct impact on the smoothness of the reconstructed signal, the directional distribution of the
reconstruction errors, the numerical accuracy of the approximated signal, and computational complexity
of the reconstruction scheme.

Generally, an appropriate �lter is chosen by making a compromise between the e�ciency and di�erent
aspects of the quality of the reconstructed signal. The e�ciency directly depends on the support of
the given �lter and the computational costs of the required numerical operations implemented on the
target hardware architecture. On the other hand, the quality of the approximation can be analyzed
regarding the smoothness, the isotropy [ST85], and the frequency-domain behavior of the synthesis �lter
' [MN88, ML94, Cs�e08], as well as based on the asymptotic error behavior of the approximation scheme
as a function of the denseness of the sampling lattice [SF71,MMMY97b, BU99]. The formerly two
distinct paradigms of approximation theory and signal processing was linked by Gilbert Strang and
George J. Fix [SF73]. Their work was followed by Michael Unser who extended the standard, bandlimited
sampling paradigm [Sha49] to a more general class of SI function spaces [Uns95]. His modern, Hilbert-
space formulation allows for simpler and more realistic approximation operators which not necessarily
assume an ideal low-pass behavior.

In the subsequent two sections we review the major design criteria for constructing resampling �lters
based on the classical point of views of signal processing and approximation theory, respectively. In the
last section of this chapter the other important aspects of �lter design are enumerated.

5.1 Signal Processing Approach

In the classical signal processing approach [Sha49], Whittaker's bandlimited model [Whi35] is assumed
for the input signal. In this bandlimited model the primary s pectrum and the spectrum aliases are strictly
separated in the frequency domain. The location of the primary spectrum is the corresponding Brillouin
zone, whereas outside the Brillouin zone there are only spectrum aliases. Band-limiting is either assumed
for the input signal f or it is ensured by an appropriate pre�lter ~' . The perfect anti-aliasing pre�lter
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prevents the e�ect of aliasing by removing the frequency components of the input signal above the Nyquist
limit as it was introduced for the one-dimensional case in Eq. 2.30 and extended to higher dimensions
in Eq. 2.31. Either the input signal has originally a bounded spectrum or it is bandlimited by the anti-
aliasing pre�lter, after the pre�ltering and the sampling p rocedure, the representation of the input signal
strictly assumes a spectrum bounded by the Brillouin zone.

5.1.1 Ideal Resampling of Bandlimited Signals

Assuming Shannon's framework, the sampling lattice completely determines both the correspondingideal
anti-aliasing �lter ~' and the ideal resampling �lter ' . Moreover, these �lters coincidence for a given lattice
as

~' = ' = sincX  ! � V (� P̂ ) (! ) =

(
1 if ! 2 V (� P̂ )
0 otherwise.

These �lters are ideal low-pass �lters. Their purpose is the same but they operate on di�erent signals.
The anti-aliasing �lter ~' operates on the input signal f , whereas' operates on the discrete signalc.
More precisely, ^' eliminates the replicas of the primary spectrum caused by the sampling of the spatial
domain, while ' passes only the primary spectrum previously windowed by ~' (see Section 2.4) [MN88].

According to the Shannon-Nyquist sampling theorem, any bandlimited continuous signals sampled
above the corresponding Nyquist limit can be perfectly reconstructed by convolving the discrete samples
with the sinc �lter associated to the lattice [OS10]. This model paved the way for designing continuous
signal processing operators by deriving the correspondingdiscrete operators accordingly. On the other
hand, by the means of the multi-dimensional extension of theShannon-Nyquist sampling theorem [PM62],
the ideal anti-aliasing �lter sinc X for a given lattice can be derived analytically as the inverse Fourier
transform of the indicator function of the Brillouin zone. I n the following, we review the derivation of the
ideal interpolators for the Cartesian, the hexagonal, the BCC, and the FCC lattices.

Ideal Resampling of Bandlimited Signals on Cartesian Latti ces

According to Eq. 2.30, the sinc �lter corresponds to the rectangular pass band of the one-dimensional
sampling lattice

sinc(t)  ! rect(! ):

Since the Brillouin zone of CC lattices are hypercubes, the indicator function of the Brillouin zone can be
de�ned as a tensor-product extension of the one-dimensional rect function. Due to the separable nature
of the multidimensional Fourier transform this corresponds to the separable extension of the sinc function
in the spatial-domain

sinc(x) =
nY

i =1

sinc(x i )  ! rect(! ) =
nY

i =1

rect(! i );

where n = dim x = dim ! (see Fig. 5.1(a) for the two-dimensional case).

Ideal Resampling of Bandlimited Signals on the Hexagonal La ttice

The hexagonal lattice, however, is not separable thus its Brillouin zone V(�̂ HEX ) cannot be de�ned as a
tensor-product extension of the one-dimensional rect function. Instead, it can be de�ned as a composition
of three parallelograms as illustrated in Fig. 5.2. These three vectors that span the three parallelograms as
well as the hexagonal Brillouin zone, can be calculated exploiting the fact that the Brillouin zone is a scaled
version of the �rst-neighbor cell of the lattice spanned by the basis vectorsM HEX = [ vHEX ;1; vHEX ;2]
introduced in Eq. 2.12, where the scaling factor� can be computed by making the areas equal

3j(� vHEX ;1) � (� vHEX ;2)j = 4 � 2
q

det �̂ HEX

3� 2

�
�
�
�

�
1
0

�
�

�
� 1

2p
3

2

� �
�
�
� = 4 � 2 2

p
3

3

� =
4�
3

;
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(a) The sinc CC 2 interpolator.
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(b) The sinc HEX interpolator.

Figure 5.1: Point spread functions of ideal interpolation � lters for the two-dimensional lattices. The
sincCC 2 �lter is the inverse Fourier transform of the Brillouin zone of the CC2 lattice, whereas the sincHEX

interpolator is the inverse Fourier transform of the Brillo uin zone corresponding to the hexagonal lattice.

thus the �rst two vectors are the scaled versions of the basisvectors

[� 1; � 2] = � M HEX ;

and the third vector is selected to make their sum zero

� 3 = 0 � � 1 � � 2

� =
�

� 1 � 2 � 3
�

=
4�
3

�
1 � 1

2 � 1
2

0
p

3
2 �

p
3

2

�
:

In the next step, we begin with the derivation of the inverse Fourier transform of the square signal
� [0;1) 2 as the scaled and modulated version of rect

s(t) = F � 1 f rect(2�! � � )g = F � 1 �
� [0;1) (! )

	
=

1
2�

Z
ei!t d! =

eit � 1
2�it

;

and we apply the tensor product extension

s(x) = s(xx ) � s(xy )  ! � [0;1) 2 (! ):

According to Eq. 2.26, the inverse Fourier transform of the parallelogram spanned by� 2 and � 3 with area

j det(� n � 1)j = j� 2 � � 3j =
4� 2

p
det �̂ HEX

3
=

8
p

3
9

� 2

is

8
p

3
9

� 2 s
�
(� n � 1)T x

�
 ! � [0;1) 2

�
(� n � 1) � 1!

�
:

The inverse transform of the other two parallelograms can bederived similarly, and the inverse Fourier
transform of the Brillouin zone can be calculated as the sum of the three inverse transforms as

sincHEX (x) =
8
p

3
9

� 2
3X

i =1

s
�
(� n � i )T x

�
 ! � V ( �̂ HEX ) (! ):

The resultant impulse response is illustrated in Fig. 5.1(b).
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Figure 5.3: The Brillouin zone of the BCC lattice. The Voronoi
cell of the reciprocal FCC lattice can be decomposed into four
parallelepipeds spanned by the vectors� 1, � 2, � 3, and � 4.

Ideal Resampling of Bandlimited Signals on the Body-Centere d Cubic Lattice

Similarly, the rhombic dodecahedral Brillouin zone of the BCC lattice can be decomposed into four paral-
lelepipeds as illustrated in Fig. 5.3. The four vectors thatspan the Brillouin zone and the parallelepipeds
can be calculated in a similar fashion

4� 3jvBCC ;1 � (vBCC ;2 � vBCC ;3)j = 8 � 3
q

det �̂ BCC

� =
p

2�;

� =
�

� 1 � 2 � 3 � 4
�

=
p

2�

2

4
1 � 1 � 1 1

� 1 1 � 1 1
� 1 � 1 1 1

3

5 :

The inverse Fourier transform of the parallelepiped spanned by � 1, � 2, and � 3 (Fig. 5.3(b)) with
volume

j det(� n � 1)j = j� 2 � (� 3 � � 4)j =
8� 3

p
det �̂ BCC

4
= 8 � 3

is

8� 3 s
�
(� n � 1)T x

�
 ! � [0;1) 2

�
(� n � 1) � 1!

�
:

The inverse transform of the other three parallelepipeds can be derived similarly, and the inverse Fourier
transform of the Brillouin zone can be calculated as the sum of the four inverse transforms as [Ent07]

sincBCC (x) = 8 � 3
4X

i =1

s
�
(� n � i )T x

�
 ! � V ( �̂ BCC ) (! ):

5.1.2 Imperfect Frequency Response

However, the previously introduced ideal resampling �lters are rarely used in practice. Due to their in�nite
support and slow decay theoretically each coe�cient is required for resampling at any spatial position.
This makes it di�cult to apply them for local resampling. For an e�cient local resampling it is favorable
when only the coe�cients in a small spatial neighborhood are required to resample the approximating
signal. For this purpose, resampling �lters with a compact support are required.

On one hand, a �lter with a compact support can be produced by windowing the sinc �lters proposed
in the preceding subsection. On the other hand, sinc �lters can be approximated by even shorter support
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on a spline or wavelet basis that are more e�cient to evaluate. In general, with any approximation we
lose the ideal frequency-domain behavior that is provided by the sinc �lters. The price that is paid for
the trade-o� can be quantitatively characterized in the fre quency domain by the deviation of the Fourier
transform of the resampling �lter '̂ from the ideal behavior of the sinc functions.

Oversmoothing

The imperfect frequency-domain behavior is usually examined from two view points. First, we calculate
the error in the pass bandof the ideal low-pass �lter. The Fourier transforms of the perfect sinc �lters
take a constant one inside the Brillouin zone, which is also called the Nyquist region. The \imperfection"
of the frequency-domain behavior in the pass band distorts the �ne details of the approximated signal,
thus this e�ect is often called blurring. Blurring can be quantitatively characterized by the oversmoothing
L 2 metric

S' =
1

p
det � P̂

ZZZ

V (� P̂ )

j1 � '̂ (! )j2 d! ; (5.1)

where
p

det � P̂ is the volume of the Brillouin zone V(� P̂ ). Consequently, oversmoothingS' should be
minimal to preserve the high-frequency details [MN88, ML94]. It is important to notice that we de�ne
our smoothing metric as anL 2 error which slightly di�ers from the one that is de�ned by Ste phen R.
Marschner and Richard J. Lobb as a di�erence measured in terms of energy [ML94] that might take also
negative values

Senergy ' = 1 �
1

p
det � P̂

ZZZ

V (� P̂ )

j '̂ (! )j2 d! :

Postaliasing

On the other hand, an inappropriate behavior of ^' in the stop band causespostaliasing [MN88, ML94,
BLM96] of the reconstructed signal. When the stop band does not \insulate" well and \leaks", frequencies
from the replicas can interfere in the primary spectrum as alias frequencies distorting the reconstructed
signal. Notice that postaliasing di�ers from the phenomenon of prealiasing that was introduced in Sec-
tion 2.4.1 (Eq. 2.29). Prealiasing is the imperfection of the pre�lter, that is, in Shannon's framework
the insu�ciency of the band-limiting procedure, whereas postaliasing is the de�ciency of the post�lter.
The common feature in these two forms of aliasing is that the spectrum replicas interfere in the primary
spectrum. However, they introduce errors in two distinct positions in the sampling and reconstruction
pipeline: prealiasing a�ects prior to the sampling, whereas postaliasing befalls after the sampling, during
the resampling procedure (see Fig. 2.6). Postaliasing can be characterized by anL 2 metric similarly to
oversampling

P' =
1

p
det � P̂

ZZZ

R3 nV (� P̂ )

j '̂ (! )j2 d! ; (5.2)

which also coincidences the energy-based metric [ML94]. Here, the integration is performed in the stop
band R3 n V(� P̂ ).

In general, the energy of the �lter in the stop band needs to beas low as possible to e�ciently reduce
postaliasing e�ects. However, two particularly important forms of postaliasing are often mentioned in the
signal-processing literature.

� Sample-frequency rippleoccurs when ^' is signi�cantly non-zero at the vertices of the periodization
lattice � P̂ . Considering \real-world" signals, the zero-frequency component of the signal is usually
very signi�cant. As an aliasing frequency, this strong \DC" component causes a pulsation in the
approximating signal ~f at the frequency of the sampling [MN88, ML94].

� The other notable form of postaliasing is callednear-sample-frequency ripple, and it is caused by
a resampling �lter that has signi�cantly non-zero energy in the close neighborhood of the vertices
of � P̂ . Since practical signals have high energy around the origin, this form of aliasing is also
signi�cant [MN88, ML94].

Ringing

It is easy to see that according to the unambiguously de�ned inverse Fourier transform only the ideal
resampling �lters have zero oversmoothing along with zero postaliasing. Nevertheless, approximations
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can be designed with arbitrary precision. In general, the wider the support of the �lter is, the better it
can approximate the ideal frequency-domain behavior [OS10]. But the other side of the coin is that a
�lter with a wider support is more expensive to evaluate.

Furthermore, a better approximation of the ideal low-pass �lter does not always pay o� and does not
necessarily improve the overall reconstruction quality in any cases. For instance, when the data is not
bandlimited, or it is not su�ciently sampled, or it is relati vely noisy, then even the ideal low-pass �lter
producesovershoot and ringing artifacts due to the e�ect called Gibbs phenomenonnamed after Josiah
Willard Gibbs [ST85]. This prealiasing e�ect is caused by a drastic cuto� of the spectrum which still has
signi�cant energy around the cuto� frequency [MN88]. From a mathematical point of view, the Gibbs
phenomenon includes the fact that the Fourier series of a piecewise continuously di�erentiable function
overshoot at a jump discontinuity, and the fact that the magnitude of the overshoot does not decrease as
the frequency increases, but it converges to a �nite limit [Car21].

From the signal-processing point of view, the Gibbs phenomenon can be seen as the step response of
a low-pass �lter, and the oscillations in the sinc function cause the ripples in the output signal [OS10].
The overshoot can be quantitatively characterized in the spatial domain as the maximal value of the step
response of the �lter [ML94]

O' = max( H � ' ) � 1;

where the three-dimensional Heaviside step function is de�ned as

H (! ) =

(
1 if min( ! x ; ! y ; ! z ) > 0
0 otherwise.

The ringing artifact can be avoided by using resampling �lters that ensure a smooth transition between
the passband and the stopband even at the price of a stronger smoothing e�ect.

5.2 Approximation Theoretic Approach

A resampling �lter can be analyzed based on approximation theory too. In a shift-invariant (SI) approx-
imation spaceV('; M X ) the input signal f is approximated as a linear combination of the shifts of the
synthesis �lter ' along the sampling lattice characterized byM X , where the discrete signal of coe�cients
c in the linear combination is the representation of the approximated signal Eq. 2.22 [BU99]

~f (x) = ( A ';h M X )(c) = ( c � ' )
�

1
h

M � 1
X x

�

The SI model allows for an approximation of the input signal with minimum error norms (usually L 2)
within the signal spaceV('; M X ) spanned by the synthesis �lter ' according to Eq. 2.23

Vh = V('; h M X ) =

(
X

n 2 Z3

ck '
�

1
h

M � T
X x � n

� )

;

where the sampling densityh appears in the approximation scheme

Qh = Q'; ~';h M X = ( R ~';h M X )(A ';h M X )

as a scaling factor of the sampling lattice with generator matrix hM X . Within this framework approx-
imation theory focuses on the numerical accuracy of the approximation scheme in terms of how fast
the approximate signal ~f converges to the underlying continuous-domain signalf as a function of the
decreasing scaling parameterh

kf � ~f kL 2 = kf � Q h f kL 2 = O(hL );

where the approximation error converges to zero in orderL in a least squares sense, thus this is called an
L th -order approximation scheme.

This asymptotic error behavior mainly depends on theapproximation power of the resampling �lter
' . Strang and Fix settled a set of criteria for the convenienceof ' for a given order of error decay [SF71].
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They considered the minimumL 2 error approximation of the input function f by its orthogonal projec-
tion [BU99, Uns00] onto Vh as

c = R ' d ;h M X = hf; ' d i ;

where ' d is the bi-orthonormal dual of ' satisfying the condition

h' (� � M X m); ' d(� � M X n)i = � [m � n]:

By considering the dual basis as an analysis �lter ~' = ' d, the approximation power of the resampling
�lter ' as well as the approximation order of the resampling schemeQh is characterized in terms of
the minimum order of zeros at the lattice points of the periodization lattice [SF71]. It is interesting to
mention, that ensuring zeros with a high order implies the 
atness of ^' around the reciprocal lattice
points, which coincidences the postaliasing metric Eq. 5.2stated in the signal-processing approach.

The approximation potential of resampling can be exploitedalso for suboptimal schemes. When the
biorthonormality of the analysis and resampling �lters are ensured for orderL (and not necessarily for
any higher order, which is calledquasi-biorthonormality), then the approximation order L of the scheme
will not be truncated. According to Taylor's theorem, approximating a signal by a Taylor polynomial
of degreeL yields an L th -order approximation that implies, polynomials of degree up to L � 1 can be
perfectly reconstructed. If this condition is satis�ed, th e reconstruction scheme isquasi-interpolating of
order L [CBU05].

The detailed characterization of the approximation error of the overall resampling schemes according
to di�erent error norms is the subject of Chapter 7.

5.2.1 Unambiguity and L2-stability

The approximating signal ~f 2 L 2 is usually expected to be unambiguously de�ned andL 2-stable with
respect to its representationc 2 `2. This implies that the approximate space V = V('; M X ) is a well-
de�ned subspace ofL 2 and that each of its signals ~f 2 V has a unique representationc, as well as a small
perturbation of the coe�cients c results in a small variation of the approximate signal ~f .

Mathematically, the L 2-stability and the unambiguity is satis�ed when the shifts of the synthesis
function

�
' k = ' (� � M X k) : k 2 Z3	

constitute a Riesz basisof V . That is

9 0 < A � B < 1 ; 8c 2 `2 : Akck2
2 �

| {z }
unambiguity












X

k 2 Z3

ck ' k












2

� B kck2
2| {z }

L 2 -stability

; (5.3)

or equivalently in the frequency domain [BU99]

9 0 < A � B < 1 ; 8c 2 `2 : A �
X

k 2 Z3

j '̂ (! + M P̂ k)j2 � B; (5.4)

whereM P̂ is the generator matrix of the periodization lattice � P̂ according to Eq. 2.28. The unique rep-
resentation is the consequence of lower inequality, that isthe basis functions ' k are linearly independent

~f =
X

k 2 Z3

ck ' k = 0 ) c = 0

which further implies that each signal ~f 2 V are uniquely speci�ed by the corresponding coe�cients
c 2 `2. In contrast, the L 2-stability is ensured by the upper bound of the energy of the approximate
signal ~f . That is the L 2-norm of ~f is �nite, and V is a valid subspace ofL 2. In fact, orthonormality is
a special case of the Riesz basis property if and only ifA = B = 1, when there is a norm equivalence
between the continuous and the discrete domainsk ~f k = kck2.

5.3 Other Aspects

Beyond the signal-processing and approximation-theoretic viewpoints, a few other aspects are also high-
lighted for resampling �lter design. These are the smoothness, the directional dependence, the support,
and the computational complexity of the resampling �lters.
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5.3.1 Smoothness

A common requirement against the approximating signal ~f is a certain order of di�erentiability de�ned
through the existence of the continuous derivatives of ~f up to the desired order. The approximating
signal ~f is said to be of classCk if the derivatives ~f 0; ~f 00; : : : ; ~f (k ) exist and are continuous. Through the
di�erentiability, the continuity is automatically satis� ed for all derivatives except for ~f (k ) . That means,
the classC0 consists of all continuous signals, whereas the classC1 contains all continuously di�erentiable
signals. In general, higher order classes for anyk 2 Z+ are de�ned recursively by declaringCk to be the
set of all di�erentiable functions whose derivative is in Ck � 1.

Signals that have derivatives of all orders are of classC1 , or they are alternatively called smooth
functions. A smooth signal is calledanalytic if it equals its Taylor series expansion around any point in
its domain. The multivariate di�erentiability classes are de�ned accordingly. The trivariate approximate
signal ~f is of C k if

8 0 � l = lx + ly + lz � k; 9
@l ~f

@xl x @yl y @zl z
and continuous;

whereas the classC1 and the multivariate analyticity are de�ned as the univaria te case [War83].
Since the approximating signal ~f is a linear combination of the shifts of the synthesis �lter ' along the

sampling lattice, the di�erentiability class of ~f is completely determined by the di�erentiability class of
' . As a consequence, smooth synthesis �lters are advantageous, since they do not bound the smoothness
of ~f . Popular examples of smooth resampling �lters are polynomials, exponential and Gaussian functions,
and the sinc function.

5.3.2 Isotropy

For a general representation and approximation framework,it is also advantageous if the approximate
signal depends on the orientation of the sampling lattice and the attached resampling �lter as slightly as
possible (cf. Section 2.4.2). That means it is preferable when the postaliasing artifacts and the directional
distribution of the asymptotic error have a small oscillation in the function of the orientation of the
sampling lattice.

The isotropy of a reconstruction scheme can be examined as the directional dependence of the com-
position of the sampling lattice and the resampling �lter. For instance, the near-sample-frequency ripple
e�ect e�ect of a resampling �lter ' can be analyzed via the frequency plot of ^' around the lattice points
of � P̂ in the frequency domain [BLM96, 10]. Similarly, the directional distribution of the approximation
error can be predicted through the Fourier-domain error kernel E (! ) which is based on the Fourier trans-
form of the auto-correlation function that incorporates both '̂ and � P̂ [BU99]. Chapters 7 and 11 present
the details on the direction dependence of the spline resampling schemes in terms of approximation theory
and signal processing, respectively.

In addition, the isotropy of the reconstruction scheme is often analyzed from an empirical viewpoint
too. The direction-dependent artifacts can be visualized by specifying an appropriate radially-symmetric
signal f as the input of the resampling pipeline such as the ML test signal. The orientation dependence
of the reconstruction is then qualitatively evaluated by rendering images of the reconstructed benchmark
signal.

5.3.3 Computational Complexity

The last but a very important practical expectation against a resampling �lter is its computational
complexity. An e�cient evaluation scheme can be a strict requirement in certain applications due to the
restricted execution time of real-time systems or the limited computational resources. Interactive volume
graphics and volume-processing are the typical examples ofreal-time systems, in particularly, volume
rendering applications as well as clinical applications such as tomographic reconstruction, registration,
and segmentation that all have a strict time limitation on th eir execution in the clinical protocol.

On the hardware side, a characteristic example of an e�cient computational workhorse is the highly
parallel GPU that acquired hegemony in interactive graphics and volume processing in the last �fteen
years. By viewing the \Moore's Law" of CPU cores and the massively parallel GPUs, it has become
obvious that the many-core design outpaces the evolution ofthe single-core layout in performance, or
roughly speaking: \the computers can no longer get faster, the only option is to get wider". However, due
to the throughput-optimized layout of modern GPUs, very careful design is required for writing e�cient
programs that can exploit this highly parallel architectur e [OLG+ 07, OHL+ 08]. The most important
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aspect is that stream computers have a large number of simpleprocessors that can operate most e�ciently
in a single instruction multiple data (SIMD) manner. This me ans that it is highly recommended to avoid
di�erent execution paths within the same group of threads. On the other hand, the memory of the GPU
is organized for coalesced memory access instead of scattered operations. Another important detail is that
multiple processors share the same 
oating-point unit that is responsible for approximating mathematical
functions like exponential and trigonometric functions. As a consequence, polynomial resampling kernels
are more e�cient than �lters de�ned on exponential or trigon ometric basis [NVI11].

Generally, there are two main factors that a�ect the computational cost of a resampling �lter.

� On one hand, the order of the resampling �lter is more or less proportional to the number of
operations that is required to evaluate a continuous �lter.

� On the other hand, the support of the �lter determines the number of lattice points, i.e. the number
of coe�cients that are concerned in the reconstruction of the approximating signal at a certain
spatial point. Hence, resampling �lters with a compact support are highly preferred.

Fourier Uncertainty Principle

According to Eq. 2.35, through the Fourier transform there is a direct correspondence between the
frequency response of a �lter and itsimpulse response, or alternatively point spread function (PSF) as
it is often called in image processing and volume processing. This implies that any requirement made
on the frequency response of a �lter inherently generates a reciprocal prerequisite on the PSF, and vice
versa. Thus it is not possible to obtain a �lter that has both a n arbitrary PSF and arbitrary frequency
response at the same time. Instead, the frequency-domain and spatial-domain requirements need to be
reconciled during the �lter design process.

Moreover, the multidimensional scaling property of the Fourier transform (Eq. 2.26) states that the
compaction of a signal and its spectrum are inversely proportional. This implies that it is not possible
to arbitrarily concentrate both the PSF and the corresponding frequency response simultaneously. The
intrinsic limitation between the \width" of the impulse res ponse and the width of the frequency response
is formalized by the Fourier uncertainty principle [Br�e02]. We de�ne the root mean-square (RMS) width
of the absolutely continuous PSF' and the frequency response ^' of the resampling �lter as

� ' = kt' k =
Z

t2j' (t)j2 dt and � ^' = k! '̂ k =
Z

! 2j '̂ (! )j2 d!;

respectively, by assuming without loss of generality that [Br�e02]

k' k2 = 1 and
Z

tjf (t)j2 dt =
Z

! jf (! )j2 d! = 0 ;

which means that the �lter has a unit energy, and both its PSF and its frequency response is centralized.
The uncertainty principle states that the product of the RMS width of the PSF � ' and the RMS width
of the frequency response� ^' has the lower bound of

� ' � ^' �
1

4�
; (5.5)

which is also known as the Heisenberg's inequality [Br�e02]. This implies that if a frequency response is
requested with a speci�c RMS width � ^' , the minimum RMS width � ' of the PSF is bounded.

5.4 Summary

In this chapter, the major �lter-design criteria were intro duced for reconstructing an approximation of
a continuous, trivariate signal from the corresponding discrete coe�cients. We started with the classi-
cal viewpoint of signal processing followed by the approximation-theoretic point of view. Finally, other
important aspects were enumerated, such as the di�erentiability, the direction dependency, and the com-
putational cost. We have demonstrated that the choice of theacquisition lattice, the analysis �lter, and
synthesis �lter together have a direct impact on the smoothness and the numerical accuracy of the approx-
imated signal, the directional distribution of the reconstruction errors, and computational complexity of
the reconstruction scheme. We concluded that resampling �lter design is an optimization procedure to �nd
a spatial-domain realization of the �lter that makes an acceptable compromise between the contradictory
requirements. In the next chapter, we introduce e�cient spl ine �lters that make di�erent compromises
between the �lter design criteria proposed in this chapter.



Chapter 6

Spline Reconstruction for the
Body-Centered Cubic Lattice

In this chapter, e�cient spline �lters are introduced for re sampling discrete volumetric data de�ned on a
BCC lattice that is ideal for sampling trivariate signals wi th a spherically bounded spectrum. Splines can
generate SI spaces for approximation, whereas applying them for convolution-based �ltering and their
Fourier analysis make them suitable for a signal processingframework [SF71].

One of the most important aspects of resampling discrete data is how a proper and e�cient recon-
struction is performed on a speci�c sampling lattice. For the CC lattice, reconstruction �lters are usually
designed in 1D, and then extended to the trivariate setting by a separable tensor-product extension. How-
ever, the BCC lattice is not separable itself, therefore theadvantageous properties of 1D �lters are not
necessarily inherited in 3D by using a separable extension [TMG01, TMMG02, Mat03]. Currently, three
promising spline �lters exist for the BCC lattice that provi de high visual quality, numerical accuracy,
and e�ciency at the same time: the BCC box splines [Ent07], the BCC B-splines [CH06, Cs�e10], and the
BCC DC-splines [6].

In Section 6.1 odd-order B-spline �ltering is summarized for the BCC lattice proposed by Bal�azs
Cs�ebfalvi and Markus Hadwiger [CH06]. They also applied a discrete frequency-domain pre�ltering to
make this �lter family \nearly interpolating" on the BCC lat tice. Although their approach leads to an
approximation, the proposed pre�ltered B-spline reconstruction of BCC-sampled data provides high image
quality compared to the other BCC spline-based resampling schemes. Furthermore, their method can
e�ciently exploit the hardware-accelerated trilinear tex ture-fetching capability of the GPU and provides
the highest frame rates among all BCC spline �lters [5].

Alireza Entezari et al. [Ent07] proposed a box-spline toolbox for the BCC lattice which was later
applied by Bernhard Finkbeiner et al. [FEVM10] for GPU-based volume rendering. The BCC box splines
were tailored especially to the geometry of the BCC lattice.However, the preference for applying B-spline
�ltering rather than non-separable box spline �ltering on t he BCC lattice is that separable �ltering can
be performed more e�ciently on current GPUs due to the utiliz ation of the hardware-accelerated trilinear
texture fetching. In order to make a fair comparison, a similar, e�cient evaluation scheme is required that
uses trilinear texture fetches instead of nearest-neighbor ones also for the box splines. Hence in Section 6.2
we propose an evaluation scheme for the linear BCC box splinebuilt upon a trilinear B-spline basis. We
also compare our trilinearly evaluated linear box spline scheme to the previous method, that uses twice
as many nearest neighbor fetches.

In Section 6.3, we thoroughly study a trilinear interpolati on scheme for the BCC lattice originally
proposed by Oliver Mattausch et al. [TMMG02, Mat03]. We present an e�cient GPU implementation,
which requires six trilinear texture fetches per sample. Overall, we demonstrate that the trilinear interpo-
lation on the BCC lattice is competitive to the linear box-spline interpolation in terms of both e�ciency
and image quality. As a generalization to higher-order reconstruction, we introduce DC-splines that are
constructed by convolving a discrete �lter with a continuou s �lter, and easy to adapt to the FCC lattice
as well.

Finally, we give a comparison to the major competitive linear spline �lters: the BCC box spline
�ltering, the BCC B-spline �ltering, and the BCC DC-spline � ltering in terms of their performance on
the GPU.

56



6.1. B-Splines for the Body-Centered Cubic Lattice 57

6.1 B-Splines for the Body-Centered Cubic Lattice

First we introduce the one-dimensional splines in general.Then we follow with B-splines and extend them
to the trivariate case and apply them for resampling discrete data on CC, BCC, and FCC lattices.

6.1.1 One-Dimensional Splines

The term spline originates in shipbuilding: drafters often needed to make life-size drawings of smooth
shapes, where the size of the curves made any hand drawing impossible. Instead, loftsmen employed
long and 
exible strips made of wood or metal, called splineswhich were held in place by lead weights
positioned at the control points. The elasticity of the selected material combined with the constraint of
the control points, or knots, drove the strip to take the smoothest possible shape that minimized the
energy required for bending it between the knots.

In mathematics this concept has been generalized: a 1Dspline is de�ned as a su�ciently smooth
piecewise polynomial function that o�ers a local control. Due to these advantageous properties, spline
approximation is often preferred to global polynomial approximation methods, such as Lagrange polyno-
mials or B�ezier curves, because it yields similar results whereas it avoidsRunge's phenomenonfor higher
degrees. In numerical analysis, Runge's phenomenon discovered by Carl David Tolm�e Runge is a problem
of oscillation of a high-order polynomial approximation around the margins of an interval [Run01]. This
phenomenon which is similar to the Gibbs phenomenon in Fourier series approximations, pointed out that
going to higher degrees does not necessarily improve the accuracy. Consequently, the lack of oscillation,
the easy construction, and evaluation of the splines are thereasons for their extensive use especially in
numerical mathematics and computer graphics.

In general, a 1D spline is a real-valued piecewise polynomial parametric function s : [a; b] 7! R de�ned
on an interval [a; b] composed ofk disjoint subintervals [t i ; t i +1 ) with the non-decreasing sequence ofknots

a = t0 � t1 � � � � � tk � 1 � tk = b:

The spline function s is de�ned by polynomial basis functionsfor each subinterval

s(t) =

8
>>>><

>>>>:

B1(t) if t0 � t < t 1

B2(t) if t1 � t < t 2
...

Bk (t) if tk � 1 � t < t k

B i : [t i � 1; t i ) 7! R

When all subintervals have equal length, the spline is called uniform. The highest order of the polynomials
B i is referred to as theorder of the spline. Basis functions are constructed to guaranteea su�cient level
of smoothness over the whole domain of [a; b]. Thus a spline s of order n is required to be continuously
di�erentiable to order n � 1 at the interior points t i

8i = 1 ; : : : ; k � 1; 8j = 0 ; : : : ; n � 1 : B ( j )
i (t i ) = B ( j )

i +1 (t i ):

6.1.2 B-Splines

A B-spline is a 1D spline with a minimal support with respect to a given degree and smoothness. B-spline
methods for curves and surfaces were �rst proposed in the 1940s. The designation \B" was coined by
Isaac Jacob Schoenberg as an abbreviation for \basis spline". The reason of the appellation is that every
1D spline of a given degree and smoothness can be representedas a linear combination of B-splines of
the same degree and smoothness [Sch46, CS47, dB78]. B-splines have been studied comprehensively since
the 1970s when the �eld of spline approximation grew extensively [CS66, dB72].

The B-spline can be considered as an enhancement of theB�ezier curve overcoming its main disadvan-
tages. That is, the order of the B-spline does not depend on the number of control points. On the other
hand, B-splines feature local control, that is, each curve segment is a�ected by only a limited number of
control points.
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Zero-order B-spline

The B-spline of order zero is de�ned as a symmetric box �lter:

� 0(t) =

8
><

>:

1 if jt j < 1
2

1
2 if jt j = 1

2

0 otherwise.

In fact, the non-symmetric NN interpolation �lter of the GPU

NN(t) =

(
1 if t 2 [� 1

2 ; 1
2 )

0 otherwise

and the zero-order B-spline� 0 are almost identical, they di�er only at the transition valu es.

Generating Higher-order B-splines

Generally, the n-th order B-spline �lter � n is derived by the n-fold convolution of � 0

� n = � 0 � � 0 � � � � � � 0

| {z }
n +1

:

Hence B-splines and their derivatives can be expressed in terms of lower-degree B-splines [UAE93]

� n (t) =
1
n

��
n + 1

2
+ t

�
� n � 1

�
t +

1
2

�
+

�
n + 1

2
� t

�
� n � 1

�
t �

1
2

��

@�n (t)
@t

= � n � 1
�

t +
1
2

�
� � n � 1

�
t �

1
2

�
:

Alternatively, the 1D B-spline of degree n can be de�ned by the explicit formula [UAE93]

� n (t) =
n +1X

j =0

(� 1)j

n!

�
n + 1

j

� �
t +

n + 1
2

� j
� n

+
;

where (x)n
+ = max(0 ; x)n is the one-sided power function [HAM10].

Linear and Cubic B-splines

By using either the recursive or the explicit formula, the �r st-order B-spline � 1(t) is de�ned as

� 1(t) = � 0(t) � � 0(t) =

(
1 � j t j if jt j � 1
0 otherwise,

(6.1)

which is actually the linear interpolation �lter (or tent �lter) that is also supported by the GPUs by
dedicated circuits. The cubic B-spline �lter is de�ned as

� 3(t) = � 1(t) � � 1(t) =

8
><

>:

1
2 jt j3 � j t j2 + 2

3 if jt j � 1
� 1

6 jt j3 + jtj2 � 2jt j + 4
3 if 1 < jt j � 2

0 otherwise.

(6.2)

The cubic B-spline can be considered as a special case of the BC-splines [MN88]. The cubic B-spline �lter
and higher-order �lters are not interpolating, just approx imating as � 3(� 1) 6= 0 (cf. Eq. 7.16).
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6.1.3 Trivariate B-Spline Filtering

The 1D B-splines can be extended to the 3D CC lattice by a tensor product extension

� n (x) = � n (xx ) � � n (xy ) � � n (xy )

and they can be applied for resampling as

~f CC (x) = ( c � � n )(M � 1x) =
X

n 2 sup � n ( �� M � 1
X x ) \ Z3

c[n]� n (M � 1x � n) (6.3)

Thereafter, the B-spline �ltering can be adapted to the non-Cartesian lattices by exploiting their decom-
position properties (Eq. 2.14 and 2.19) as

~f BCC (x) =
X

l l 2 L BCC

~f CC l (x � l l ) (6.4)

~f FCC (x) =
X

l l 2 L FCC

~f CC l (x � l l ): (6.5)

The reconstruction is performed separately for the two CC sublattices in the given sample position by
using a standard separable CC B-spline resampling, and thenthe contributions are simply summed [CH06,
Cs�e10]. This evaluation is equivalent to the convolution of the BCC samples with a B-spline kernel.

6.1.4 GPU Implementation

The GPU is a specialized hardware unit designed to accelerate image rendering in personal computers,
embedded systems, game consoles, and mobile phones. Their highly parallel design makes GPUs more
e�ective than general-purpose CPUs for computer graphics.

The structure of GPUs is organized into pipelines. Thegraphics hardware pipelineis a sequence of
stages operating in parallel and in a �xed order, where each stage receives its input from the prior
stage and sends its output to the subsequent stage. The entryof the pipeline is fed by the CPU with a
sequence of vertices batched into polygons. Each vertex hasa position, a normal vector, a color, and a
set of texture coordinates. In the �rst stage of the pipeline, a sequence of math operations is executed
on each vertex. These operations include transforming the vertex into the view coordinate system for use
by the rasterizer and lighting the vertex to determine its �n al color. In the next step, the transformed
vertices are assembled into triangles. These triangles areclipped to the visible region of the 3D space,
which is called the frustum of the camera. The triangles may be discarded based on whether they are
face forward or backward. This process is known as culling. Triangles that survive clipping and culling
are rasterized. Rasterization is the process of determining the set of pixels covered by a triangle. In the
�nal stage, the pixel parameters are interpolated and the �nal color of each pixel is calculated. Surface
or volumetric details can be assigned to the rasterized triangles via 2D or 3Dtexture images. Texturing
operations enable the pixel processor to access a texture image addressed by a set of texture coordinates
and to return a �ltered sample of the texture image.

Prior to the millennium, vertex and pixel processing algorithms were hard-wired in most GPUs.
Although the numerical parameters of these built-in graphics algorithms could be con�gured by graphics
applications in several ways, the applications could not fundamentally reprogram the vertex and pixel
processing. In the next years, a new generation of GPUs emerged that enabled the modi�cation of their
rendering pipelines using vertex and pixel programs. By using advanced graphics hardware, one could
write a small program executed on a per-vertex or per-pixel basis, calledvertex shaderand pixel shader,
respectively.

In the beginning, vertex and pixel shaders were programmed at a very low level with only the assembly
language of the GPU. Although assembly language gave the programmer a complete control and 
exibility,
it was rather cumbersome to use. Thus, a higher level and portable language for programming the GPU
was needed. To overcome these limitations, higher level shader languages have appeared that are portable
to a wide range of hardware and platforms, can optimize the performance automatically, and are easier to
program and understand. Cg is one of the most popular high-level shading languages, designed especially
for GPUs. As its name implies, its syntax and semantics are very similar to those of the C programming
language. In addition, new data types have been added to makeCg more suitable for programming GPUs.

Fundamentally, there are two approaches to visualize volumetric data on modern GPUs. In the texture-
mapping method, the volume is sliced perpendicularly to the view direction which results in a stack
of polygons. These polygons are then textured and rendered.In contrast, vertex processing is rather
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uniform f loat3 S i z e ;
uniform sampler3D Volume ;

f l oa t l i n e a r B S p l i n e ( f loa t3 texCoords ) f
return tex3D ( Volume , texCoords ) . r

+ tex3D ( Volume , texCoords � 0 .5 / S i z e ) . a ;
g

Listing 6.1: Cg pixel shader code for the evaluation of the trilinear B-spline resampling by using trilinear
texture fetches.

simpli�ed in the ray casting method: only a full-screen rectangle is rendered and the pixel processors
are programmed. In the pixel shader, a ray is cast for each pixel taking equidistant steps. For each
step the volume texture is resampled. From the resampling view-point, both approaches have common
characteristics. The discrete signalc is stored as one or more 3D textures which are sampled by the pixel
shader. As the BCC lattice can be considered as two interleaving sparse CC lattices (Eq. 2.19), it is
straightforward to store the BCC discrete signal cBCC as two 3D textures.

The trilinear B-spline �lter (Eq. 6.1) coincidences the tri linear interpolation, which is inherently
supported by the GPU for the CC lattices. Thus according to Eq. 6.4, the implementation of the trilinear
B-spline �ltering for the non-Cartesian lattices is straig htforward. In Listing 6.1, the Cg source of the
trilinear B-spline resampling is presented. The vector variable Size stores the voxel count of the sublattices
that are represented by the sampler objectVolume. Volumeis a two-channel texture: the �rst CC sublattice
is stored in the \red" channel while the second sublattice isstored in the \alpha" channel. Function
linearBSpline is the entry point of the pixel shader as well as themain function for conventional
C programs. We take only the three-dimensional texture coordinates from the rasterizer as an input
argument. These texture coordinates directly address the �rst sublattice. To address the second sublattice,
a shifting is necessary with the half of the lattice step.

According to Eq. 6.3, the tricubic B-spline �lter kernel wou ld cover 43 voxels, so the calculation of a
sample at an arbitrary position would require 64 NN texture fetches. Nevertheless, using the acceleration
technique proposed by Christian Sigg and Markus Hadwiger [SH05], a tricubic B-spline �ltering can be
evaluated also from eight trilinear texture samples. Sincerecent GPUs can perform NN and trilinear
texture fetches approximately in the same time, this methodis about eight times faster than the brute-
force implementation, and can be used for interactive high-quality volume rendering [CH06].

6.1.5 Frequency Response

The frequency response of the zero-order B-spline �lter canbe calculated as

�̂ 0(! ) =
Z 1

2

� 1
2

e� i!t dt =
ei !

2 � e� i !
2

2i !
2

=
sin

�
!
2

�

!
2

= sinc
� !

2�

�
: (6.6)

As � 1(t) = � 0(t) � � 0(t) and the trivariate �lter is derived as a separable extension, the Fourier transform
of the trilinear B-spline � 1 can be calculated as

�̂ 1(! ) = sinc 2
� ! x

2�

�
� sinc2

� ! y

2�

�
� sinc2

� ! z

2�

�
: (6.7)

Since the tricubic B-spline � 3 is the convolution of the trilinear B-spline with itself, it s Fourier transform
is

�̂ 3(! ) = �̂ 1(! ) � �̂ 1(! ): (6.8)

6.2 Box Splines for the Body-Centered Cubic Lattice

Box splines are sometimes considered as a generalization ofB-splines toThesis

2.1

multivariate setting. They o�er
a mathematically elegant toolbox for constructing multidi mensional basis functions with 
exible shape
and support. However, while it is possible to design a B-spline for any arbitrary lattice with a given
smoothness and approximation order, this is not true for thebox spline family of �lters. In their book,
Carl de Boor et al. give a comprehensive discussion of the theory of the box splines [dBHR93].

According to its analytic de�nition, a box spline M � can be constructed as the shadow of a unit-
hypercube in Rn projected to Rs; s � n where the projection is characterized by� = [ � 1; � 2; : : : ; � n ] 2
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Rs� n , � i 2 Rsn0 [dBHR93]. The shape, the continuity order, and the approximation power of a given box
spline M � is determined by its direction vectors � . The simplest box spline is constructed whens = n
as a normalized characteristic function of its support

M � (x) =
�

1
det � if � � 1x 2 [0; 1)n

0 otherwise.

When adding a further direction vector � 2 Rs to � , s < n , the box spline M [� ;� ] is given by the
convolution:

M [� ;� ](x) =
Z 1

0
M � (x � t � ) dt:

6.2.1 BCC Box splines

For the BCC lattice box splines can be constructed with odd approximation order where the �rst two
members of the BCC box spline family are of linear and quinticpolynomials, respectively. The linear box
spline M � 1

BCC
2 C0 for the BCC lattice is constructed as a 3D shadow of a tesseract projected along its

antipodal axis, resulting a function with a rhombic dodecahedral support, which is the �rst neighbors
cell of the BCC lattice (see Fig. 2.5(b) and 6.1) [EVM08]

� 1
BCC =

1
2

2

4 M BCC

1
1
1

3

5 ;

where M BCC is the generator matrix of the BCC lattice (Eq. 2.17). Notice that a scaling factor 1=2
is applied on the generator matrix in order to write the BCC lattice as a composition of two shifted
CC lattices (Eq. 2.19), but each with unit determinant. This property will be exploited in the trilinear
evaluation scheme of the linear BCC box spline.M � 1

BCC
has its maximum value at the center, and has a

linear fallo� towards the 14 �rst-neighbor vertices:

M � 1
BCC

(x) = max (1 � x � y; 0) ; (6.9)

where x = max( jxx j; jxy j; jxz j) is the largest and y = mid( jxx j; jxy j; jxz j) is the second largest component
of the absolute coordinates ofx [EVM08]. That is, the linear BCC box spline �ltering is equiv alent to
a linear interpolation inside the tetrahedral cells of the BCC lattice. Consequently, among the linear
�lters BCC box spline has the most compact support by covering only four lattice points. Moreover, the
theoretical computational complexity of a box spline is lower than that of an equivalent B-spline, since
in addition to its compact support, its total polynomial deg ree is also lower.

Several attempts were made to investigate this potential also in practice. Although de Boor's recur-
rence relation [dBHR93] is the most commonly used techniquefor evaluating box splines at an arbitrary
position, it is computationally ine�cient and has numerica l instabilities [Kob96]. Addressing this issue,
Entezari et al. derived a piecewise polynomial representation of the linear and quintic box splines for
the BCC lattice [EVM08]. In their CPU-based implementation , due to the smaller support of the box
spline kernels, the data access cost of the discrete BCC samples turned out to be twice as low as for
the equivalent B-spline �lters on the CC lattice [EVM08]. Fo llowing their work, Finkbeiner et al. pro-
posed an algorithm to convolve the BCC samples with these boxspline kernels [FEVM10]. Though they
applied early selection of segments of the piecewise polynomial form that enabled them to avoid a full
kernel evaluation for each a�ected sample point, the theoretical advantages of box splines could not be
exploited on the GPUs, which are rather optimized for separable �ltering.

In order to make a fair comparison to other spline families in terms of performance, an e�cient
evaluation scheme is required that uses trilinear texture fetches. In the following, we propose an algorithm
for evaluation of the linear BCC box spline built upon a trili near B-spline basis.

6.2.2 Trilinear Evaluation Scheme

According to Eq. 6.9, the support of M � 1
BCC

covers four BCC samples that form a tetrahedron, thus the
B-form of resampling is [Ent07]:

f (r ) =
4X

i =1

s(r i )M � 1
BCC

(r � r i ); (6.10)



62 Chapter 6. Spline Reconstruction for the Body-Centered Cubic Lattice

x

y

z

b
b

b

b

b

b

b

b
b

b
b

b
b

b
b

Figure 6.1: Linear BCC box spline kernel
M � 1

BCC
. The �lter has a rhombic dodecahedral

support, which is the �rst neighbors cell of the
BCC lattice. M � 1

BCC
has its maximum value at

the origin, and has a linear fallo� towards the
six red and the eight blue �rst-neighbor ver-
tices. The vertices of the two CC sublattices
are illustrated by red and blue colors, respec-
tively.
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Figure 6.2: Trilinear evaluation scheme for the
linear BCC box spline. For an arbitrary point
r , interpolation is performed within the pur-
ple tetrahedron formed by the nearest points
r 1 ; r 2 2 � CC A of the red CC lattice and the
nearest points r 3 ; r 4 2 � CC B of the blue CC
lattice. When r is an internal point, that is,
r =2 r 1;2 and r =2 r 3;4 , there is exactly one line
l that intersects r , and edgesr 1;2 and r 3;4 .

where r is an arbitrary resampling point and s is a 3D array of the discrete BCC samples. Direct
implementation of this B-form is rather ine�cient, since a f ull kernel evaluation is performed for eachr i

sample point [FEVM10].
A more e�cient piecewise polynomial evaluation scheme can be set up, since it is possible to evaluate

the ordering of the absolute coordinates ofr i � r in advance for eachr i lattice points [FEVM10]. The
key point of the derivation lies in the fact that the linear box spline constitutes a linear interpolator on
the BCC lattice [Ent07]. This enables us to evaluate the linear interpolation within the tetrahedron more
e�ciently than a direct evaluation of Eq. 6.10.

The �rst observation we make is that the tetrahedron is bounded by four congruent isosceles triangles
(see Fig. 6.2):

1. r 1;2;3 2. r 1;2;4 3. r 3;4;1 4. r 3;4;2

Four edges of the tetrahedron are formed by the equal sides ofthese triangles with the length of
p

3
2 while

the remaining two edges of the tetrahedron are formed by the sides r 1;2 and r 3;4 of the triangles with
the length of 1:

p
3

2
= jr 1;3 j = jr 2;3 j = jr 1;4 j = jr 2;4 j 1 = jr 1;2 j = jr 3;4 j:

The edgesr 1;2 and r 3;4 overlap the edges of the BCC lattice. Moreover, when the BCC lattice is considered
as two interleaved CC lattices (Eq. 2.19), edger 1;2 is contained by the �rst CC lattice � CC A , while edge
r 3;4 is contained by the second CC lattice �CC B .

This enables us to rewrite the tetrahedral interpolation asthe compound of three linear interpolations
using the following scheme:

1. First, we de�ne line l that contains r and intersects bothr 1;2 2 � CC A and r 3;4 2 � CC B (see Fig. 6.2).
The intersection points with edgesr 1;2 and r 3;4 are r A and r B , respectively. This decouples the
BCC resampling problem into resamplings of two separate CC lattices, to � CC A and � CC B .

2. Next, the discrete data is resampled inr A for � CC A and r B for � CC B using a simple linear kernel:

f A = sA (r 1 + jr 1;A jr 1;2 ) (6.11)

f B = sB (r 3 + jr 3;B jr 3;4 );
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Figure 6.3: Six orientation cases for ordering the coordinates of a 2 [0; 1
2 )3. The required resampling

points r 1 ; r 2 2 � CC A and r 3 ; r 4 2 � CC B are determined by these six cases. These resampling points are
illustrated as red and blue dots for each orientation case.

where sA and sB are linearly addressable 3D arrays of the discrete CC samples corresponding to
� CC A and � CC B , respectively.

3. Finally, the linear combination of the two CC samples is calculated:

f (r ) = f A +
jr � r A j
jr A ;B j

(f B � f A ) :

The clear advantage of this evaluation scheme is that Step 2 can be performed by only two trilinear
fetches on the GPU instead of four NN ones. Actually, these trilinear fetches involve in fact only 1D linear
interpolations since r A and r B lie on a lattice edge. Regarding the storage scheme, the consequence is
that the BCC samples need to be stored in two separate CC lattices, i.e. conventional 3D textures, to be
able to exploit the trilinear fetching capability of the GPU just like in case of the BCC B-spline and the
BCC DC-spline (which will be introduced in Section 6.3).

6.2.3 Orientation Cases

Addressing r 1 , r 2 , r 3 , and r 4 for an arbitrary r is required in Step 1 which needs some further ex-
planation. Let r base = round( r ) be the nearest lattice point in � CC A and let d = r � r base be the
relative resampling coordinateswith their absolute values a = [ jdx j; jdy j; jdz j]T 2 [0; 1

2 )3 and their signs
s = [sgn(dx ); sgn(dy ); sgn(dz )]T . Considering the symmetries of the rhombic dodecahedral support of
M � 1

BCC
, six di�erent orientations of the resampling tetrahedron can be distinguished (see Fig. 6.3).

These six cases are the 3! possible orderings of the absolutecoordinates a in Eq. 6.9 as it was reported
in [FEVM10].

Since using any control 
ow statement in the resampling implementation dramatically cuts the per-
formance of the GPUs which have a SIMD architecture, it is advisable to avoid this six-fold branching.
Descending order of three scalars can be calculated in a SIMD-aware manner as

x = max( ax ; ay ; az ) z = min( ax ; ay ; az ) y = ax + ay + az � x � z: (6.12)

On the other hand, based on the sort order ofax , ay , and az all the six orientations of the resampling
tetrahedron can be transformed back to the �rst one (the purple tetrahedron with ax � ay � az in
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Fig. 6.3). Thus the resampling formula needs to be written only for the purple orientation case, and
the other cases can be retrieved by using this transformation. The transformation can be de�ned by a
rotation matrix � as

� i;j = si � e� ( j ) ;i ;

where e� (1) , e� (2) , and e� (3) are the unit vectors corresponding tox, y, and z, respectively (Eq. 6.12).
As a compact notation, � represents the descending order ofax , ay , and az as a permutation. By using
� , the lattice points can be addressed as

r 1 = r base + �
�

0 0 0
� T

r 2 = r base + �
�

1 0 0
� T

r 3 = r base + �
�

1
2

1
2 � 1

2

� T
r 4 = r base + �

�
1
2

1
2

1
2

� T
:

6.2.4 Barycentric Derivation

In the following, we also give a formal derivation of the proposed algorithm. The derivation is based on
the rewriting of the tetrahedral interpolation in barycent ric coordinates which provide a convenient way
for interpolation on a tetrahedral mesh:

f (r ) =
4X

i =1

� i s(r i );

where scalars� 1::: 4 are barycentric coordinates ofr with respect to the vertices of the tetrahedron r 1::: 4

under the constraint
P 4

i =1 � i = 1. The barycentric expansion of r is set up in terms of the vertices of the
tetrahedron as:

T � = r � r 4 (6.13)

T = [ r 1 � r 4 j r 2 � r 4 j r 3 � r 4 ]

� =
�

� 1 � 2 � 3
� T

:

The solution of this linear equation system is

T =

2

4
� 1

2
1
2 0

� 1
2 � 1

2 0
� 1

2 � 1
2 � 1

3

5 T � 1 =

2

4
� 1 � 1 0

1 � 1 0
0 1 � 1

3

5

� 1 = 1 � x � y � 2 = x � y � 3 = y � z � 4 = y + z:

This enables us to write Eq. 6.10 as

f (r ) =
2X

i =1

� i sA (r i ) +
4X

i =3

� i sB (r i ): (6.14)

Using the separable trilinear technique of Christian Sigg and Markus Hadwiger [SH05], evaluation of
Eq. 6.14 can be derived by two linear fetches instead of four NN ones. In general, two NN fetches can be
replaced by a linear fetch as:

(1 � t) f i + t f i +1 ) f (i + t) (6.15)

a f i + b f i +1 ) (a + b) f
�

i +
b

a + b

�
;

as long ast 2 [0; 1] and b
a+ b 2 [0; 1]. By combining both � 1 with � 2 and � 3 with � 4, the linear box spline

can be evaluated by two linear texture fetches

2X

i =1

� i sA (r i ) ) (1 � 2y) sA

0

@r 1 +
x � y
1 � 2y

�

2

4
1
0
0

3

5

1

A

4X

i =3

� i sB (r i ) ) 2y sB

0

@r 3 +
y + z

2y
�

2

4
0
0
1

3

5

1

A
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Summing these terms up, we get the �nal form of the linear BCC box spline resampling algorithm

f (r ) = (1 � 2y) f A + 2y f B

f A = sA

�
r base +

x � y
1 � 2y

s � e� (1)

�
(6.16)

f B = sB

0

@r base + s �

0

@

2

4
1=2
1=2
1=2

3

5 +
z � y

2y
e� (3)

1

A

1

A ;

where � represents the element-wise product. This is exactly what was claimed in Step 2 and Step 3 of
the proposed evaluation scheme.

6.2.5 GPU Implementation

To get a numerically stable formulation when the resamplingpoint lies within a triangular face, on an
edge, or coincides a vertex, the divisions in Eq. 6.16 are evaluated as lim� ! 0 � � si ( constant

� ) = 0. This
numerical safeguard was incorporated into the GPU implementation as well.

In our GPU implementation, the lattice samples are stored astextures. Function sA (r ) fetches the
sample setsA at r + [ 1

2 ; 1
2 ; 1

2 ]T , while function sB (r ) fetches the shifted sample setsB at r . Sample setssA

and sB can be implemented as two separate textures or as one texturewith two channels. We have not
found any appreciable di�erence between these two methods.The complete Cg source of the proposed
linear box spline resampling algorithm is presented in Listing 6.2.

uniform f loat3 S i z e ;
uniform sampler3D Volume ;

// Handle removable s i n g u l a r i t y
#define DIV( A, B ) ( abs (B) ? ( A ) / ( B ) : 0 . 0 )

// I th coo rd ina te o f un i t v e c t o r e� ( 1 )
#define E PI 1 ( I ) ( a . I == x )

// I th coo rd ina te o f un i t v e c t o r e� ( 3 )
#define E PI 3 ( I ) ( a . I == z && a . I != x && a . I != y )

// Unit v e c t o r e� ( J )
#define E PI ( J ) f loa t3 ( E PI ## J ( x ) , E PI ## J ( y ) , E PI ## J ( z ) )

// Fe tch ing a t r i l i n e a r sample from � CC A at R
#define S A ( R ) tex3D ( Volume , ( r b a s e + (R) + 0 . 5 ) / S i z e ) . r

// Fe tch ing a t r i l i n e a r sample from � CC B at R
#define S B ( R ) tex3D ( Volume , ( r b a s e + (R) ) / S i z e ) . a

f l oa t l i n e a r B o x S p l i n e ( f loa t3 texCoords ) f
// Resampling po in t r
f loa t3 r = texCoords � S i z e � 0 . 5 ;

// Nearest l a t t i c e po in t o f � CC A
f loa t3 r b a s e = round ( r ) ;

// R e l a t i v e coo rd i na tes d ,
// t h e i r a b s o l u t e v a l u e s a , and s i g n s s
f loa t3 d = r � r b a s e ;
f loa t3 a = abs ( d ) ;
f loa t3 s = s i g n ( d ) ;

// So r t i ng a by i t s components
f l oa t x = max( a . x , max( a . y , a . z ) ) ;
f l oa t z = min ( a . x , min ( a . y , a . z ) ) ;
f l oa t y = a . x + a . y + a . z � x � z ;

// Fe tch ing from sample s e t s � CC A and � CC B
f l oa t two y = 2 .0 � y ;
f l oa t tA = DIV( x � y , 1 . 0 � two y ) ;
f l oa t tB = DIV( z � y , two y ) ;
f l oa t fA = S A ( tA � s � E PI ( 1 ) ) ;
f l oa t fB = S B ( s � ( 0 . 5 + tB � E PI ( 3 ) ) ) ;
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// L inear i n t e r p o l a t i o n o f the two samples
return l e r p ( fA , fB , two y ) ;

g

Listing 6.2: Cg pixel shader code for the evaluation of the linear box spline resampling by using trilinear
texture fetches.

6.2.6 Frequency Response

Since the Fourier transform of a 1D box �lter is a scaled sinc function (Eq. 6.6), and consecutive con-
volutions in the spatial domain correspond to consecutive multiplications in the frequency domain, the
Fourier transform M̂ � BCC of the four-directional linear box spline is expressed as a product of four sinc
terms [EVM08]:

M̂ � BCC (! ) =
Y

� 2 � BCC

sinc
�

� T !
2�

�
; (6.17)

where sinc(t) = sin( t= 2)
t= 2 . The quintic box spline M � 2 is obtained by convolving the linear box spline with

itself; therefore, its Fourier transform is the square ofM̂ � BCC (! )

M̂ � 2
BCC

(! ) = M̂ 2
� BCC

(! ): (6.18)

6.3 DC-Splines for the Body-Centered Cubic Lattice

In this section, we thoroughly study a trilinear interpolat ion scheme previouslyThesis

2.2

proposed for the BCC
lattice [TMMG02, Mat03]. We present an e�cient GPU implemen tation, which requires six trilinear
texture fetches per sample. Overall, we demonstrate that the trilinear interpolation on the BCC lattice
is competitive to the linear box-spline interpolation in terms of both e�ciency and image quality. As a
generalization to higher-order reconstruction, we introduce DC-splines that are constructed by convolving
a discrete �lter with a continuous �lter, and easy to adapt to the FCC lattice as well.

6.3.1 Trilinear Interpolation on the Body-Centered Cubic L attice

The BCC lattice can be obtained from a CC lattice such that all CC lattice points are removed where the
discrete coordinatesi , j , and k are neither all even nor all odd numbers. The BCC trilinear interpolation
reproduces these \missing CC samples" by interpolating between the available BCC samples. The BCC
lattice can also be interpreted as two interleaved CC lattices (Eq. 2.19). Fig. 6.4 shows two cubic cells
of these interleaved CC lattices that intersect each other in a smaller cubic cell depicted in green. The
green cubic cell has only two corners that are BCC lattice points, the others (the green dots) need to
be interpolated from two BCC samples along either red or blueedges. Afterwards, a simple trilinear
interpolation is performed inside the green cell.

The green samples are, in fact, reconstructed using a discrete �lter on the BCC lattice. This �lter is
shown in Fig. 6.5. The resultant impulse response� 1

BCC of the BCC trilinear interpolation is obtained
by convolving this discrete �lter with a scaled trilinear ke rnel � 1(2x):

� 1
BCC (x) = � 1(2x) +

1
2

6X

k=1

� 1(2(x � v k )) ;

where

[v1; v2; v3; v4; v5; v6] =
1
2

2

4
1 -1 0 0 0 0
0 0 1 -1 0 0
0 0 0 0 1 -1

3

5 :

It can be noted that � 1
BCC is isotropic, and it is easy to see that� 1

BCC is interpolating and also quasi-
interpolating of order two on the BCC lattice. Moreover, it s atis�es the Riesz conditions (Eq. 5.3) [Uns00].
In this sense, the BCC trilinear interpolation is equivalent to the linear box-spline reconstruction, which
provides the same polynomial approximation order.
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Figure 6.4: Trilinear interpolation on the BCC
lattice. The BCC lattice points are located on
the interleaved red and blue CC lattices. The
green samples are interpolated from two BCC
samples of the same color. Inside the green cu-
bic cell a standard trilinear interpolation is ap-
plied.
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Figure 6.5: The discrete components of the tri-
linear �lters for the BCC and FCC lattices.
These discrete �lters are responsible for pro-
ducing the missing CC samples in an upsam-
pled CC representation.
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operation implementation
~f (p1;0;0) = L (f (p0;0;0); f (p2;0;0); 1=2) trilinear fetch
~f (p1;1;0) = L (f (p1;1; � 1); f (p1;1;1); 1=2) trilinear fetch

~f (q1;0) = L ( ~f (p1;0;0); ~f (p1;1;0); 2t) lerp instruction
~f (p0;0;1) = L (f (p0;0;0); f (p0;0;2); 1=2) trilinear fetch
~f (p0;1;1) = L (f (p � 1;1;1); f (p1;1;1); 1=2) trilinear fetch

~f (q0;1) = L ( ~f (p0;0;1); ~f (p0;1;1); 2t) lerp instruction
~f (q0;0) = L (f (p0;0;0); f (p0;2;0); t ) trilinear fetch
~f (q1;1) = L (f (p1; � 1;1); f (p1;1;1); t + 1 =2) trilinear fetch

Figure 6.6: Optimized trilinear interpolation on the BCC la ttice. The missing CC samples (green dots)
are calculated by a GPU-accelerated trilinear sampling on either the red or the blue CC lattice.

6.3.2 GPU Implementation

To e�ciently implement the trilinear interpolation on the B CC lattice, we store the BCC-sampled volume
in an interleaved manner such that a 3D texture map contains two data values per texel. The �rst and
second data values represent the blue and red CC lattice points, respectively (see Fig. 6.4). The key idea
is to exploit the hardware-accelerated trilinear texture fetching for calculating the missing CC samples.
Fig. 6.6 illustrates our GPU implementation. Assume that the given sample to be interpolated is located
inside the black square de�ned by cornersq0;0, q1;0, q0;1, and q1;1. After having the density values at these
corner points determined, a simple bilinear interpolation needs to be applied. For the sake of clarity, we
introduce a linear interpolation operator L (a; b; t) = (1 � t)a+ tb. The resampling algorithm performs six
trilinear fetches and two explicit linear interpolations t o calculate the corner pointsq (see Fig. 6.6).

The intermediate samples atq0;0 q1;1 can be calculated by a single trilinear texture fetch instead of
two; therefore, the total number of the trilinear texture fe tches is six. The bilinear interpolation between
the corner points q is implemented usinglerp instructions. Although the linear box-spline interpolati on
requires only four NN or two linear texture fetches, its indexing overhead is much higher. Furthermore, due
to the hardware-accelerated trilinear interpolation, the cost of a trilinear texture fetch is approximately
the same as that of a NN texture fetch [SH05]. To compare the BCC trilinear interpolation to the trilinear
B-spline and to the linear box-spline �ltering on the BCC lat tice in terms of e�ciency, we implemented
the trilinear interpolation scheme illustrated in Fig. 6.6 as a Cg shader. The complete source code is
depicted in Listing 6.3.

6.3.3 DC-Splines

Similarly to the B-spline and box-spline families of �lters , the impulse response� 1
BCC of the BCC trilinear

interpolation can also be used for generating higher-order�lters by consecutively convolving � 1
BCC with

itself. As � 1
BCC can be factorized to a discrete �lter and a continuous �lter, the obtained higher-order
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uniform f loat3 S i z e ;
uniform sampler3D Volume ;

f l oa t l i nearDCSp l ine ( f loa t3 texCoords ) f
f loa t3 a = texCoords � S i z e � 0 . 5 ;
f loa t3 a0 = round ( a ) ;
f loa t3 b0 = f l o o r ( a ) + 0 . 5 ;
f loa t3 t = 2 .0 � abs ( a � a0 ) ;
f loa t3 ad = 0 .5 � s i g n ( a � a0 ) ;

a0 += 0 . 5 ;

f loa t3 a1 = f loa t3 ( a . x + 0 . 5 , a0 . y , a0 . z ) ;
f loa t3 a2 = f loa t3 ( a0 . x , a0 . y + ad . y , a0 . z ) ;
f loa t3 a3 = f loa t3 ( a0 . x , a0 . y , a0 . z + ad . z ) ;

f loa t3 b1 = f loa t3 ( a . x , b0 . y , b0 . z ) ;
f loa t3 b2 = f loa t3 ( b0 . x , b0 . y � ad . y , b0 . z ) ;
f loa t3 b3 = f loa t3 ( b0 . x , b0 . y , b0 . z � ad . z ) ;

f l oa t a0a1 = tex3D ( Volume , a1 / S i z e ) . r ;
f l oa t b1b0 = tex3D ( Volume , b1 / S i z e ) . a ;

f l oa t a2b3 = l e r p ( tex3D ( Volume , a2 / S i z e ) . r , tex3D ( Volume , b3 / S i z e ) . a , t . x ) ;
f l oa t a3b2 = l e r p ( tex3D ( Volume , a3 / S i z e ) . r , tex3D ( Volume , b2 / S i z e ) . a , t . x ) ;

f l oa t a0a1 a2b3 = l e r p ( a0a1 , a2b3 , t . y ) ;
f l oa t a3b2 b1b0 = l e r p ( a3b2 , b1b0 , t . y ) ;

return l e r p ( a0a1 a2b3 , a3b2 b1b0 , t . z ) ;
g

Listing 6.3: Cg pixel shader code for the evaluation of the linear DC-spline resampling by using trilinear
texture fetches.

�lters can also be factorized in this way due to the associative property of the convolution operator.
Therefore, we call the �lter family generated by � 1

BCC as Discrete/Continuous splines (DC-splines). A
BCC DC-spline of odd order n is de�ned by a recursive formula

� n
BCC = � n � 2

BCC � � 1
BCC :

From an approximation theory point of view, the cubic DC-spline � 3
BCC is equivalent to the quintic box

spline as it ensures the same approximation power. Both �lters are non-interpolating; therefore, a discrete
pre�ltering is necessary to use them for interpolation, which will be derived in Section 8.2. Additionally,
the pre�ltering fully exploits the approximation power of t he reconstruction �lters, so the pre�ltered cubic
DC-spline and quintic box-spline reconstructions lead to quasi-interpolation [CBU05, CV07, 3, Cs�e10] of
order four, that is, they can perfectly reproduce polynomials of at most third degree.

6.3.4 Frequency Response

Since� 1
BCC is constructed as a convolution of a discrete �lter and a continuous �lter, its Fourier transform

�̂ 1
BCC can be derived by multiplying the Fourier transforms of these two components

�̂ 1
BCC (! ) =

h
1 + cos

� ! x

2

�
+ cos

� ! y

2

�
+ cos

� ! z

2

�i
�̂ 1

� !
2

�
: (6.19)

As � 1
BCC can be factorized to a discrete �lter and a continuous �lter, the obtained higher-order �lters

can also be factorized in this way due to the associative property of the convolution operator. Thus the
frequency response of the cubic DC-spline� 3

BCC is de�ned as

�̂ 3
BCC (! ) = �̂ 1

BCC (! ) � �̂ 1
BCC (! ): (6.20)

6.3.5 Generalization to the Face-Centered Cubic Lattice

The DC-splines can be easily adapted to the FCC lattice as well. The discrete component of the FCC
linear DC-spline shown in Fig. 6.5 is responsible for reproducing the missing CC samples. The resultant
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Filter Lookups Instructions

Lin. box spline (nearest) 4 61
Lin. box spline (linear) 2 49
Trilinear B-spline 2 8
Linear DC-spline 6 50

Table 6.1: Number of texture lookups and the
arithmetic cost of di�erent reconstruction �l-
ters. These properties determine the rendering
performance.

Data set � 1;NN
BCC � 1;LI

BCC � 1 � 1
BCC

ML 21:03 22:90 53:64 21:75
Engine 16:28 17:18 41:82 16:42
Carp 9:22 10:00 25:07 9:19
Xmas Tree 5:77 6:19 6:57 4:61

Table 6.2: Frame rates in FPS for di�erent
spline reconstruction �lters and popular data
sets.

impulse response of the FCC linear DC-spline is

� 1
FCC (x) = � 1(2x) +

1
6

6X

k=1

� 1(2(x � v k )) :

The higher-order DC-splines for the FCC lattice are generated similarly as for the BCC lattice.

6.4 Experimental Results

We employed the proposed trilinear B-spline, linear box spline, and linear DC-spline resampling schemes
in a GPU-based �rst-hit ray casting application by using ray marching with equidistant steps. At each
sample position, a �lter kernel was used to reconstruct the volume from the discrete BCC samples. In
our evaluation we compare the rendering speed of our trilinearly evaluated linear box spline scheme to
the previous method, that uses twice as many NN fetches [FEVM10]. We also give a comparison to the
major competitive methods: to the BCC B-spline [CH06] and to the BCC DC-spline [6].

The number of texture lookups and the arithmetic costs di�er for each �lter which is summarized
in Table 6.1. The shader programs are compiled ascgc -profile fp30 -O3 . Concerning the number
of texture fetches, the trilinear B-spline and the trilinearly evaluated linear box spline are in the best
position: they need only two lookups, while the linear box spline �ltering needs four fetches, and the
DC-spline �ltering needs six lookups.

The skeleton of the ray caster application was the same for each �ltering technique, only the �lter
kernels and the storage scheme of the BCC samples were altered. For the NN box spline evaluation, the
BCC samples are stored in a one-channel texture by shifting the samples of the second lattice by half a
grid spacing in every dimension [FEVM10]. For the trilinear box spline scheme, for the BCC B-splines,
and for the BCC DC-splines, the BCC samples were stored as twoseparate set of CC samples as a
two-channel texture.

6.4.1 Rendering Speed

We rendered four data sets of di�erent voxel counts at an image resolution of 512� 512. The analytically
de�ned ML test signal was sampled at 643 � 2 BCC resolution. The other three data sets are CT scans
reconstructed originally on a CC lattice. To get a BCC representation of them, we employed a frequency-
domain upsampling (see Section 4.3).

The viewing rays were evaluated in front-to-back order, which enabled us to use early ray termination.
The �rst-hit isosurfaces were shaded by the Blinn-Phong model using gradients calculated from central
di�erences. The ray marching step and the central di�erencing step were adjusted to the voxel size of the
data sets. The renderings of the ML signal are illustrated inFig. 6.7. The ML signal is selected because
it is especially suitable to emphasize the anisotropic reconstruction artifacts (see Section 5.3.2). It can
be noted that the linear box spline introduces postaliasingartifacts along the diagonal directions, while
the artifacts produced by the linear DC-spline or the trilin ear B-spline are less apparent. In Section 11
we will give an explanation for the direction dependence of these artifacts.

To get relevant rendering speeds, we chose the middle-aged NVIDIA GeForce 8700 GPU for our
experiments. The observed frame rates are illustrated in Table 6.2 for popular data sets: the ML signal
sampled at 643 � 2, the \Engine Block" at 2562 � 110� 2, the \Carp" at 256 2 � 512� 2, and the \Christmas
Tree" at 512 � 499� 512� 2 BCC resolution (see Fig. 6.8).

According to our prior expectations explained in Section 5.3.3, the frame rates depended on the
number of samples fetched, the algorithmic complexity of the �lter kernel, the resolution of the volume,
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(a) Analytical. (b) Linear box spline. (c) Trilinear B-spline. (d) Linear DC-spline.

Figure 6.7: Renderings of the analytical ML signal and its sampled representations at 643 � 2 reconstructed
by di�erent resampling �lters.

(a) Linear box spline. (b) Trilinear B-spline. (c) Linear DC-spline.

Figure 6.8: Renderings of the \Engine Block" data set reconstructed from 2562 � 110� 2 BCC sample
points.

and the distance of the isosurface from the image plane. We can also con�rm the observation, that the
frame rates get similar as the number of voxels increases with the appropriately decreasing the sampling
distance. Possibly, the texture fetches become the bottleneck of the rendering pipeline. This can be the
reason why the DC-spline results in the lowest frame rates for the highest voxel counts.

On the other hand, for low and moderate volume resolutions, the arithmetic complexity seems to be
more important than the number of texture fetches. It is interesting to note that the concept of applying
linear fetches instead of NN ones [SH05] does not always pay o�. We think that the texture cache operates
very well for �lters with a narrow support. This might explai n that the linear box spline �ltering and the
linear DC-spline �ltering attain similar frame rates, whil e the trilinear B-spline holds a towering lead in
performance.

6.5 Summary

In this chapter we have discussed odd-order B-spline, box spline, and DC-spline �lters proposed for the
BCC lattice. The most important practical advantage of the B CC B-spline resampling scheme is the
direct support of an e�cient hardware implementation on the GPU. We have proposed a GPU evaluation
scheme for the linear BCC box spline �ltering exploiting the hardwired trilinear texture fetching. We
found that, in general, the proposed linear evaluation scheme operates slightly faster than the evaluation
scheme with NN fetches. We have also demonstrated that the BCC trilinear interpolation has comparable
capabilities that of the linear box-spline interpolation. We proposed an e�cient GPU implementation that
is competitive to the linear box-spline interpolation. As a generalization to higher-order reconstruction,
we introduced DC-splines for both BCC and FCC lattices. These results enabled us to make a fair
comparison of the linear BCC B-spline, the linear box spline, and the BCC DC-spline in terms of their
performance. We can conclude that by using an optimized GPU implementation, the trilinear B-spline
can still achieve the best performance, as it takes the minimum number of texture fetches with the lowest
arithmetic cost. On the other hand, the DC-splines represent a robust framework for constructing spline
�lters for non-Cartesian cubic lattices that has similar pr operties that the box splines have.

In the next part we apply these splines as synthesis �lters togain high-quality volumetric resampling
schemes. First, we introduce di�erent aspects of the volumetric approximation error, and then we propose
resampling schemes to minimize them.
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Chapter 7

Characterization of the Volumetric
Approximation Error

Based on the approximation theory, this chapter summarizesthe characterization of the approximation
error of resampling schemes for volumetric signals. The presented formalism applies to an extended class
of convolution-based signal approximation techniques including orthogonal projection and ideal sampling
with pre�ltering. The characterization of the approximati on error is presented according to di�erent error
metrics in subsequent sections. In Section 7.2, theL 1 approximation scheme is derived in the spatial
domain. Section 7.3 presents the characterization of theL 2 error in the frequency domain by integrating
the spectrum of the function to approximate against a frequency kernel E (! ) corresponding to the the
approximation scheme. Finally, the generalized interpolation scheme is derived in Section 7.4 that results
in a zero `2 error.

7.1 Integer Shift-Invariant Spaces

Shift-invariant (SI) spaces have deep roots in signal processing and approximation theory. The most
famous historical examples of generators are the sinc function that spans the SI space of band-limited
signals [Whi35] and the cardinal B-splines that generate the cardinal B-spline series [Sch46]. The theory
of SI spaces also provides a uniform platform for many applications in numerical and multiresolution
analysis as well as in wavelet theory. In this chapter we focus especially on the approximation theoretic
aspects of the volumetric signal resampling that has been discussed in the preceding chapters.

Consider the Hilbert spaceL 2 of the �nite-energy, continuous, volumetric signals (Eq. 2.2) and the
Hilbert space `2 of the square summable, discrete, trivariate signals (Eq. 2.4). A three-dimensional SI
spaceV � L 2 is de�ned as a subspace ofL 2 that is invariant under lattice translations [DLLP01]

8f 2 V; n 2 Z3 : f (� � M X n) 2 V;

where M X is the generator matrix of the corresponding sampling lattice (Eq. 2.8). Given � a set of
functions de�ned in L 2, the SI spacegeneratedby � is

V� =
X

' 2 �

span ' (� � M X n); n 2 R3:

When #� < 1 , the spaceV� is said to be�nitely generated by � = f ' 1; ' 2; : : : ; ' r g where the functions
' 1; ' 2; : : : ; ' r are called generators. A principal shift-invariant (PSI) space is generated by a single
generator, i.e., � = f ' g. On the other hand, an SI space is calledlocal if it is generated by a compactly
supported �, whereas generators ofband-limited SI spaceshave their Fourier transforms supported in a
given compact domain.

A trivariate generator is called separablewhen it can be written as a tensor product extension of a
1D generator

' (x) = ' (xx ) � ' (xy ) � ' (xz ):

B-splines constitute separable generators. On the other hand, a generator is said to benon-separablewhen
it cannot be factorized into 1D generators. Box splines are inherently non-separable generators whereas
DC-spline are non-separable due to their non-separable discrete component.
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7.1.1 Designing Approximation Spaces

In the approximation theory SI spaces commonly appear as approximation spaces (Eq. 2.23). In trivariate
spline approximation, local principal SI spaces are employed, the most notable examples of which are the
B-splines (Section 6.1.2) and the box splines (Section 6.2). In contrast, the signal processing theory can
be interpreted on band-limited SI spaces (Section 2.4 and 5.1).

In practical applications, it is important to design approx imation spaces with a \good behavior" in
the sense that the generators have su�cient localization in both time and frequency domains, i.e. the
generators and their Fourier transforms both have a fast decay. More speci�cally, we need generators that
are easy to evaluate as a synthesis �lter in the spatial domain (Section 5.3.3) and have rapid decay in the
stop band to minimize their postaliasing e�ect (Section 5.1.2). As a lower bound, the Fourier uncertainty
principle (Eq. 5.5) gives an explicit limitation for the tim e-frequency localization.

The spatial-domain characteristics of di�erent spline �lt ers have been already detailed in Section 6. In
this chapter, the volumetric approximation error behavior is characterized in di�erent error norms. In the
subsequent chapters, the presentedL 1, L 2, and `2 framework will be applied for designing di�erent discrete
pre�lters to exploit the capabilities of the proposed spline �lters. Discrete pre�lters are favorable since they
do not a�ect the computational complexity of the resampling, but they can improve its frequency-domain
and the asymptotic behavior. Finally, a frequency-domain evaluation of these pre�ltered resampling
schemes will be presented in the last part of the dissertation.

7.2 L1 Approximation Error

The L 1 approximation error can be most e�ciently evaluated based on the Taylor series expansion of the
convolution sum [MMMY96, MMMY97b, MMK + 98] which is presented here �rst for the case of point
sampling, that is ~' = � . For the one dimensional case, the approximated signal is

QT f (t) =
X

k

c[k]'
�

t
T

� k
�

;

where T is the sampling distance. Expanding the discrete coe�cients signal c[k] around t into a Taylor
polynomial with Lagrange form of the remainder

c[k] = f (kT ) =
NX

n =0

f (n ) (t)
n!

(kT � t)n +
f (N +1) (� [k])

(N + 1)!
(kT � t)N +1 ;

where j� [k] � t j � j kT � t j. By rearranging the terms, the approximate signal can be de�ned as a linear
combination of the derivatives of the input signal as

QT f (t) =
NX

n =0

f (n ) (t)
1
n!

X

k

(kT � t)n '
�

t
T

� k
�

| {z }
a '

n ( t )

+
X

k

f (N +1) (� [k])
(N + 1)!

(kT � t)N +1 '
�

t
T

� k
�

| {z }
r '

N ( t )

In fact the coe�cients a'
n and the remainder term r '

N do not depend ont only on the o�set from the
leftmost sample point. Hence we can rewrite the upper equations by using the indexi =

�
t
T

�
, the o�set

� =
�

t
T � i

�
2 [0; 1) and the �lter support 2 M , 8jt j > M : ' (t) = 0 as

a'
n (� ) =

1
n!

i + MX

k= i � M

[(k � i )T � �T ]n ' (� � (k � i ))

=
Tn

n!

MX

k= � M

(k � � )n ' (� � k) (7.1)

r '
N;i (� ) =

TN +1

(N + 1)!

MX

k= � M

c(N +1) (� i [k])(k � � )N +1 ' (� � k)

� sup
j �

T � i j � M

c(N +1) (� )ja'
N +1 (� )j:
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Such expansion of the convolution sum results in anN th -order L 1 approximation scheme:

QT f (t) =
NX

n =0

a'
n (� )c(n ) (t) + r '

N;i (� ):

For N th -order L 1 approximation it is required that

a'
n (� ) =

(
1 if n = 0
0 if 1 � n < N

which is sometimes referred to as anN -EF (error function) resampling scheme [MMK + 98]. By setting up
the su�cient set of a'

n constraints such that the required accuracy and smoothnesscriteria are satis�ed,
the parameters of piecewise polynomial �lters are determined by solving a linear equation system.

7.2.1 L1 Approximation Error with Discrete Pre�ltering

When the ideal sampling model is considered that is introduced in Section 2.3.1, the analysis and synthesis
�lters are de�ned as Eq. 2.24 and Eq. 2.25. For a sampled data,it can be exploited that the order of the
error function that belongs to a discrete pre�ltered reconstruction can potentially be of higher order than
that of the non-pre�ltered one.

Using a discrete pre�ltered signal reconstruction, the sampled data is �rst convolved with a discrete
pre�lter p[k] and afterwards with a continuous post�lter ' c(t). The error coe�cients for the pre�ltered
reconstruction can be derived according to Eq. 7.1 as

ap' c
n (� ) =

Tn

n!

1X

k= �1

(k � � )n

 
1X

l = �1

p[l ] � ' c(� � k � l )

!

=
Tn

n!

1X

l = �1

p[l ] �

 
1X

k= �1

(k � � )n ' c(� � k � l )

!

:

Substituting m for k + l in the inner sum, we get

ap' c
n (� ) =

Tn

n!

1X

l = �1

p[l ] �

 
1X

m = �1

(m � � � l )n ' c(� � m)

!

=
Tn

n!

1X

l = �1

p[l ]

"
1X

m = �1

 
nX

i =0

�
n
i

�
(m � � ) i (� l )n � i

!

' c(� � m)

#

;

which resolves to

ap' c
n (� ) =

Tn

n!

nX

i =0

�
n
i

�  
1X

l = �1

(� l )n � i p[l ]

!  
1X

m = �1

(m � � ) i ' c(� � m)

!

=
nX

i =0

ap
n � i (0)a' c

i (� ): (7.2)

Thus an error coe�cient of the pre�ltered reconstruction is simply the convolution of the error coe�cients
that belong to the discrete pre�lter p and the continuous post�lter ' c. This derivation was originally
published by M•oller et al. [MMMY97a] but in a di�erent conte xt, analyzing the numerical accuracy of
the \continuous derivative" normal estimation scheme (DA )f which is referred in Section 9.1. In this
scheme, the discrete pre�lter p and the continuous �lter ' c play the roles of the derivative operator D
and the approximation operator A respectively.

7.3 L2 Approximation Error

The L 2 asymptotic approximation error is de�ned with respect to th e volume of the fundamental region
(Eq. 2.9) of the sampling lattice as a scaling parameterh of the approximating operator Q that maps f
onto V (Eq. 2.7)

Qh = ( Qf h )
� �

h

�
f h (x) = f (hx) 0 < h 2 R:
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For 0 < r 2 R, let W r
2 the Sobolev space, that is a set of signalsf such that

ZZZ
(1 + k! k2)r j f̂ (! )j2 d! < 1 ;

where the Sobolev regularityr of f is the maximum value of f such that f 2 W r
2 . By these terms, the

exact L 2 measure of the approximation error for f 2 W r
2 with regularity constraint r > 1=2 is given by

kf � Q h f kL 2 = � f (h) + o(hr );

where � f (h) captures the dominant error contribution which accurately predicts the L 2 error of the
approximation. This estimate � f (h) can be expressed as [BU99]

� 2
f (h) =

1
(2� )3

ZZZ �
�
� f̂ (! )

�
�
�
2

E(h! ) d! :

For practical signals, jf̂ (! )j2 is unknown. However, since it is multiplied with the scaledFourier error
kernel [BU99]

E(! ) = 1 �
j'̂ (! )j2

â' (! )
| {z }

E min ( ! )

+ â' (! )
�
�
� ~̂' (! ) � '̂ d(! )

�
�
�
2

;
| {z }

E res ( ! )

(7.3)

it is ensured that the � f (h) gets smaller asE(h! ) approaches zero. In the Fourier error kernel,â' is the
DTFT of the autocorrelation (or Gram) signal of the synthesis �lter on the sampling lattice

a' [k ] = h' (�); ' (� � k )i  ! â' (! ) =
X

k

j '̂ (! + M P̂ k)j2:

In this way, an approximation schemeQ = Q ~';'; M X can be characterized by the corresponding Fourier
error kernel E (! ). For a given angular frequency! the value of E(! ) can be interpreted as the average
power of the approximation error [CM11]. In asymptotic terms at ! = 0 this yields

lim
h! 0

E(h! ) = O(k! k2L ) =) lim
h! 0

kf � Q h f kL 2 = O(hL );

where 0< L 2 R is called the L 2 approximation order of the approximation scheme [DLLP01].

7.3.1 Minimal L2 Error

A continuous approximating signal ~f is considered as the best approximating element ofV in the least
squares sense if

~f = Pf = argmin
g2 V

kf � gkL 2 :

For the synthesis �lter ' and the lattice characterized by M X , the corresponding ideal analysis �lter
that minimizes the L 2 error is uniquely speci�ed through the biorthonormality condition

h' (� � M X m); ' d(� � M X n)i = � [m � n]  ! '̂ d(! ) =
'̂ (! )
â' (! )

; (7.4)

where ' d is the dual basisof ' . The dual basis is well-de�ned when' forms a Riesz basis ofV , that is the
autocorrelation signal a' is positive de�nite [Uns00]. This also implies that the approximation operator
P is a projector and the ideal solution in terms of L 2 error is given by the orthogonal projection [Uns00]

Pf =
X

n 2 Z3

hf; ' d(� � M X n)i ' (� � M X n):

Considering the scheme of minimalL 2 error, the approximation power of a synthesis �lter ' is de�ned as
the approximation order of the corresponding orthogonal projection approximation scheme.
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Strang-Fix Conditions

To have the approximation order L for an orthogonal projection scheme,' has to ful�ll the Strang-Fix
conditions [SF71] which also implies that all polynomials up to degree L � 1 can be expressed as a
linear combination of the translates of ' . That is, the Strang-Fix conditions state the equivalence of the
following for Ph

8f 2 W L
2 : kf � P h f kL 2 = O(hL ) (7.5)

'̂ (0) 6= 0 and 8k 2 Z3nf 0g : '̂ (! � M P̂ k) = O(k! kL )
| {z }
^' ( n ) (M P̂ k )=0 ; n 2f 0;:::;L � 1g

(7.6)

8A 2 RL � L � L 9c[�] :
X

i + j + k<L

A i;j;k x i
x x j

y xk
z =



c[�]; ' (M � 1

X x � � )
�

: (7.7)

Eq. 7.5 expresses the order of theL 2 approximation error. Since ' unambiguously de�nes ' d, the rate of
the error can be assured by the necessary and su�cient condition Eq. 7.6. The �nal statement Eq. 7.7
formalizes the reproduction of polynomials.

Minimal L 2 Error Reconstruction of Bandlimited Signals

The standard sampling and interpolation framework equipped with an anti-aliasing �lter can also be
interpreted as an orthogonal projection operator that computes the minimum L 2 error band-limited
approximation of an input signal that is not essentially band limited (cf. Sections 2.4.2 and 5.1.1) [Uns00].

Shannon's sampling and reconstruction framework [Sha49] assumes a bandlimited signal model of
Whittaker [Whi35], that means a synthesis �lter with an idea l frequency-domain behavior [PM62]

'̂ = � V (� P̂ ) (! ) =

(
1 if ! 2 V (� P̂ )
0 otherwise,

is applied (see Eq. 2.31) which forms an orthogonal system [Har41] moreover de�nes a countable [Whi35]
and orthonormal [Uns95] basis inL 2

' (� � i ) = sinc X (� � i )  ! � V (� P̂ ) (! );

h' (� � i ); ' (� � j )i = � i � j :

Consequently, the Shannon-Nyquist sampling theorem can beconsidered as a special case of the
orthogonal projection framework. As the approximation signal subspace is the function space of the ban-
dlimited continuous signals [Uns00], all bandlimited continuous signals sampled above the corresponding
Nyquist limit can be perfectly reconstructed by convolving the discrete samples with the sinc �lter as-
sociated to the lattice [OS10] which was presented for the Cartesian, hexagonal, and BCC lattices in
Section 5.1.1.

7.3.2 Residual L2 Error

When the analysis �lter di�ers from the dual basis ' d, or even the dual basis does not exist because the
synthesis �lter is not a Riesz basis ofV , the residual error term E res comes into play in Eq. 7.3. Although
this is not the ideal case, it is possible to attain the same rate of error decay as in Eq. 7.5 [BU99]. The
rate of the error decay also implies that polynomials up to degreeL � 1 can be perfectly reconstructed as
stated in Eq. 7.7. The Strang-Fix condition Eq. 7.6 is mandatory for the synthesis �lter ' also in this case,
however the biorthonormality constraint Eq. 7.4 can be replaced by the milder quasi-biorthonormality
condition. That is, the synthesis �lter ' and the analysis �lter ~' need to be quasi-biorthonormal of order
L if their moments are equal up to orderL

8n = 0 ; : : : ; L � 1 :
ZZZ

kxkk ~' (x) dx =
ZZZ

kxkk ' d(x) dx:

Quasi-Biorthonormality Conditions

Similarly to the Strang-Fix conditions, the following quasi-biorthonormality conditions are equivalent [BU99]

8f 2 W L
2 : kf � Q f kL 2 = O(hL ) (7.8)

Eq. 7.6 and 8k 2 Z3 : ~̂' (! ) � '̂ (! + M P̂ k) = � [k ] + O(k! kL ) (7.9)

same as Eq. 7.7: (7.10)
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Quasi-Interpolation

The suboptimal discrete pre�ltered resampling scheme is called quasi-interpolation in terms of Eq. 2.24,
i.e. the analysis function is a discrete pre�lter [BU99, CBU05]

~' (x) =
X

n

pqi [n]� (x + M X n):

For this particular setting, the quasi-biorthonormality c onstraint Eq. 7.9 is de�ned as

Eq. 7.6 and 8k 2 Z3 : Pqi (! ) � '̂ (! + M P̂ k) = � [k ] + O(k! kL ): (7.11)

To approach the orthogonal projection as close as possible,E (! ) � Emin (! ) is required around ! = 0.
For such an asymptotically optimal scheme, Eq. 7.11 can be formulated as [CBU05]

Pqi (! ) � '̂ d(! ) � = O(k! kL ) (7.12)

Sinceâ' (! ) = j' (! )j2 + O(k! k2L ) and by using Eq. 7.4, we can rewrite Eq. 7.12 for an asymptotically
optimal Finite Impulse Response (FIR) �lter as [BU99]

Pqi (! ) =
1

'̂ (! )
+ O(k! kL ) (7.13)

and for all-pole IIR �lter as [BU99]

1
Pqi (! )

= '̂ (! ) + O(k! kL ): (7.14)

7.4 `2 Approximation Error

We de�ne the `2 error kf � Q f k2 of the approximation as the RMS error of the approximating function
Qf in the lattice points. In particular, we are usually interested in the case when the`2 error is zero,
which is characterized by theinterpolation constraint

8n 2 Z3 : f (M X n) = Qf (M X n): (7.15)

When the analysis �lter of Q is a Dirac function, the corresponding approximation scheme is called
interpolation . The necessary and su�cient condition of the interpolation is that the synthesis �lter '
vanishes for every lattice point, except the origin, where it takes a unit value

' (0) = 1 and 8n 2 Z3nf 0g : ' (M X n) = 0 : (7.16)

7.4.1 Generalized Interpolation

When the analysis function is not necessarily the Dirac function, a more general class of approximation
scheme can be de�ned that ful�lls Eq. 7.15 which is calledgeneralized interpolation [BTU99a]. This
generalization performs the interpolation in two steps, i.e. as a composition of the analysis and synthesis
operations. With the extended choice of' , functions with better properties can be applied as the synthesis
function (see Section 5.2) than those are available for \traditional interpolation" where c[�] = f [�] [BTU04].

To guarantee the interpolation constraint Eq. 7.15 one can write that

f (M X n) =
X

m

c[m]'
�
M X (n � m)

�

that is

f [n] = c[n] � ' [n]:

Thus to calculate the coe�cients c, the sampled valuesf [�] need to be deconvolved with the sampled
synthesis function ' [�] = hX ; ' i . Consequently, the generalized interpolation can be implemented as a
discrete pre�ltered resampling scheme. While the deconvolution can be e�ciently calculated in the Fourier
domain as

C[k] =
1

DFT f ' [�]g [k ]
� F [k ] = Pgi [k ] � F [k ];
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where pgi is the discrete pre�lter for generalized interpolation. The pre�lter pgi is well-de�ned when
the discrete signal ^' [�] has non-zero values. Although Eq. 2.24 and Eq. 2.25 describe equivalent schemes,
applying Eq. 2.25 for generalized interpolation is impractical, since due to the deconvolution the resultant
impulse responsepgi is of IIR. Instead, on BCC and FCC lattices, the discrete deconvolution can be
e�ciently implemented as frequency-domain �ltering as it i s introduced in Section 4.1.4.

7.5 Summary

In this chapter the approximation error of resampling schemes has been characterized for volumetric sig-
nals. We presented the approximation error in terms ofL 1, L 2, and `2 norms. In particular, we considered
the discrete pre�ltered resampling schemes for all of theseerror metrics, and we have provided discrete
pre�lter design techniques for optimizing a continuous resampling �lter according to these metrics. In the
next chapter we apply these techniques to the �lters that have already been derived for the BCC lattice
in Chapter 6 in order to improve their error behavior.



Chapter 8

Pre�ltered Resampling Schemes for
the Body-Centered Cubic Lattice

In this chapter discrete pre�ltered resampling schemes aredesigned in order to improve theL 2 and `2 error
behavior of the B-spline, box spline, and DC-spline �lters designed for the BCC lattice in Chapter 6.
Pre�lters for the DC-spline �lter family are the contributi on of this thesis, B-spline and box spline
pre�lters are included only for the sake of completeness.

Considering the L 2 error of the approximation, the major aspect is how fast the approximate signal
Qh f converges to the original onef by decreasing the sampling densityh. The convergence mainly de-
pends on the approximation powerL of the synthesis �lter ' . The approximation power of ' corresponds
to the ideal orthogonal projection case where the analysis �lter constitutes a dual basis of' . In order to
fully exploit the approximation power of ' for suboptimal schemes considering ideal sampling, an appro-
priate discrete pre�ltering is necessary. Such pre�ltering can ensure that a polynomial can be perfectly
reconstructed up to degreeL � 1, which is referred to as quasi-interpolation [BU99, Uns00, CBU05].

The pre�ltering can improve the reconstruction from other aspects as well. Considering a contin-
uous resampling �lter that forms a Riesz basis on the BCC lattice, IIR discrete pre�lters can be de-
signed to make a non-interpolating continuous post�lter interpolating referred to as generalized interpo-
lation [BTU99b, TBU00, BTU04].

8.1 Quasi-Interpolation

By the interpolation constraint Eq. 7.16, a perfect reconstruction is ensured in the lattice points. However,
there is no guarantee for the resampling quality between thelattice points which is often more important
than the pointwise error, even at the price of giving up the interpolation condition. As an alternative to
interpolation, quasi-interpolation of order L ensures the perfect resampling of polynomials of degree at
most L � 1.

Quasi-interpolating schemes can be derived on the BCC lattice for the B-splines, box spline, and
DC-splines by using the FIR �lter formula derived in Section 7.3.2. We search the quasi-interpolating
discrete pre�lter in the form illustrated in Fig. 8.1 [Cs�e1 0]

pqi [n] =

8
>>><

>>>:

A if n = 0 (origin)
B if n 2 [� 1=2; � 1=2; � 1=2] (1st neighbors)
C if n 2 perm(0; 0; � 1) (2nd neighbors)
0 otherwise,

where perm yields the set of permutations of the given elements. The DTFT of this pre�lter is

Pqi (! ) = A + 2B
X

� 2 � 1
BCC

cos(� T ! ) + 2 C (cos(! x ) + cos(! y ) + cos(! z )) :

The A,B , and C parameters of the pre�lter can be determined by taking the trivariate Taylor series
expansion of the Fourier transform of FIR pre�lter

Pqi (! ) = ( A + 8B + 6C) � (B + C)
�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4)

and the frequency response of the synthesis �lter around! = 0.
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Figure 8.1: GenericABC pre�lter for quasi-interpolating reconstruction on the BC C lattice.

8.1.1 Quasi-interpolating B-Splines

The Taylor series expansion of the frequency response of thetrilinear B-spline (Eq. 6.7) is

�̂ 1(! ) = sinc 2
� ! x

2�

�
� sinc2

� ! y

2�

�
� sinc2

� ! z

2�

�

1

�̂ 1(! )
= 1 +

1
12

�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4);

whereas the expansion of the tricubic B-spline frequency response (Eq. 6.8) is

�̂ 3(! ) = �̂ 1(! ) � �̂ 1(! )
1

�̂ 3(! )
= 1 +

1
6

�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4):

According to Eq. 7.13, the pre�lter parameters for the quasi-interpolating BCC B-spline schemes are the
following [Cs�e10]

p� 1

qi : A =
3
2

� 2B C = �
1
12

� B

p� 3

qi : A = 2 � 2B C = �
1
6

� B:

8.1.2 Quasi-interpolating Box Splines

The Taylor series expansion of the frequency response of thelinear BCC box spline (Eq. 6.17) is

M̂ � BCC (! ) =
Y

� 2 � BCC

sinc
�

� T !
2�

�

1

M̂ � 1
BCC

(! )
= 1 +

1
24

�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4);

whereas the expansion of the quintic box spline frequency response (Eq. 6.18) is [Cs�e10]

M̂ � 2
BCC

(! ) = M̂ 2
� BCC

(! )

1

M̂ � 2
BCC

(! )
= 1 +

1
12

�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4);

Thus for the BCC box spline �lters the quasi-interpolation p re�lters are parameterized as [Cs�e10, EMK09]

p
M � 1

BCC
qi : A =

5
4

� 2B C = �
1
24

� B

p
M � 2

BCC
qi : A =

3
2

� 2B C = �
1
12

� B:
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8.1.3 Quasi-interpolating DC-Splines

The Taylor series expansion of the frequency response of the Thesis

3.1

linear BCC DC-spline (Eq. 6.19) is

�̂ 1
BCC (! ) =

h
1 + cos

� ! x

2

�
+ cos

� ! y

2

�
+ cos

� ! z

2

�i
�̂ 1

� !
2

�

1
�̂ 1

BCC (! )
= 1 +

5
96

�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4);

whereas the expansion of the cubic BCC DC-spline frequency response (Eq. 6.20) is [7]

�̂ 3
BCC (! ) = �̂ 1

BCC (! ) � �̂ 1
BCC (! )

1
�̂ 3

BCC (! )
= 1 +

5
48

�
! 2

x + ! 2
y + ! 2

z

�
+ O(k! k4);

Consequently, the quasi-interpolating BCC DC-splines hasthe following pre�lter parameters [10]

p� 1
BCC

qi : A =
21
16

� 2B C = �
5
96

� B

p� 3
BCC

qi : A =
13
8

� 2B C = �
5
48

� B:

The minimum of the zero multiplicities in the reciprocal FCC lattice points except for the origin is
two for the trilinear B-spline, the linear box spline and the linear DC-spine. Consequently, the approxi-
mation power of these linear �lters is L = 2 according to Eq. 7.6. That means, trilinear polynomials can
be perfectly represented with the presented quasi-interpolating approximation schemes. Similarly, the
higher-order schemes has the approximation order ofL = 4 which allows them for representing tricubic
polynomials when applying them for quasi-interpolation.

8.2 Generalized Interpolation

The B-spline family is not interpolating on the BCC lattice. Moreover, they cannot be applied for gen-
eralized interpolation either, since they do not constitute a Riesz basis on the BCC lattice. Speci�cally,
the unambiguity condition does not hold, as the Fourier transform of the B-spline �lter is zero at the
corners of the pass band (Eq. 5.4). Nevertheless, the unambiguity can be avoided when the input signal
is considered to be band-limited and oversampled, that is the pre�ltered signal f ~' contains zero energy at
those ! frequencies wherê� n (! ) = 0. On the other hand, a \nearly interpolating" scheme can be de�ned
with arbitrary precision by approximating the discrete pre �lter as [CH06]

Pgi �
1

DTFT
nD

X BCC ; �̂ n
Eo

+ �
:

The linear box spline and the linear DC-spline are inherently interpolating as they ful�ll Eq. 7.16.
However, interpolation does not take the advantage of theirapproximation power, which can be exploited
when they are used along with a dual basis function as an analysis function or with a quasi-interpolating
pre�lter. It is always a question of the application whether L 2 or `2 error is to be minimized.

8.2.1 Interpolating Quintic Box Spline

The quintic box spline is not an interpolating �lter, but it c an be combined with a discrete pre�lter pM � 2

that makes it interpolating [BU99, 3, FEVM10]. The Fourier t ransform of this pre�lter is [Cs�e10]

PM � 2

gi =
1

DTFT
nD

X BCC ; M � 2
BCC

Eo ;

where

DTFT
nD

X BCC ; M � 2
BCC

Eo
(! ) =

2
5

+
1
10

X

� 2 � 1
BCC

cos(� T ! ) +
1
15

(cos(! x ) + cos(! y ) + cos(! z ))

Note that the pre�ltering is, in fact, a deconvolution that i s performed as a division by the DTFT of the
sampled synthesis �lter in the frequency domain.
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8.2.2 Interpolating Cubic DC-Spline

The cubic DC-spline is non interpolating either, thereforea discrete pre�lteringThesis

3.1

for generalized interpo-
lation is necessary to use it for interpolation. The Fourier transform of this pre�lter is [7]

P � 3
BCC

gi =
1

DTFT fhX BCC ; � 3
BCC ig

with

DTFT
�


X BCC ; � 3
BCC

�	
(! ) =

1
54

�
35
2

+ 5c0;0;2 +
157
32

(c1;1;1 + c� 1;1;1)

+
1
4

c0;2;2 +
1
8

c� 2;0;2 +
1
32

(c1;1;3 + c� 1;1;3 + c� 1;� 1;3)
�
;

where the symmetries of the pre�lter can be grouped as permutations of the indices of the reciprocal
lattice points as

ca;b;c =
X

( i;j;k )2 perm( a;b;c )

cos
�

i! x + j! y + k! z

2

�
:

8.3 Experimental Results

To illustrate the e�ect of discrete pre�ltering, we rendere d the isosurfaces of the ML signal [ML94]
reconstructed from its samples by using the derived resampling schemes. Since the linear �lters cause
stronger postaliasing e�ects than the higher-order �lters, it was reasonable to apply them on a relatively
oversampled volume representation. Therefore, we sampledthe ML signal on 643 � 2 BCC lattice points.
Fig. 8.2 shows the results of quasi-interpolating pre�ltered linear box spline, linear DC-spline, and trilinear
B-spline reconstructions.

As the higher-order �lters can better approximate the ideal low-pass �lter than the linear �lters, we
tested them on a volume representation that samples the ML signal closer to the Nyquist limit. Therefore,
we took 323 � 2 BCC samples from the test signal. Fig. 8.3 shows the resultsof an interpolating pre�ltered
quintic box spline reconstruction, an interpolating pre�l tered cubic DC-spline reconstruction, and a quasi-
interpolating pre�ltered tricubic B-spline reconstructi on.

The error of the reconstruction can be illustrated more articulately by the angular errors of the
reconstructed gradients. It is interesting to note, that the three spline �lters produces artifacts of di�erent
intensity in di�erent directions. This phenomenon is analyzed more thoroughly in Section 11.3.

8.4 Summary

In this chapter discrete pre�ltered resampling schemes have been designed for the BCC B-splines, BCC
box splines, and BCC DC-splines in order to improve their error behavior. First, they have been applied
for quasi-interpolation that enabled the linear �lters to r epresent trilinear polynomials on the BCC lattice.
Whereas the higher order �lters equipped with appropriate quasi-interpolating pre�lters can represent
trivariate cubic polynomials. On the other hand, as the box splines and the DC-splines constitute a Riesz
basis on the BCC lattice, we have provided discrete pre�lters to make them interpolating. In the next
chapter, we design discrete pre�lters to improve theL 1 error behavior of gradient estimation schemes.
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Linear box spline. Linear DC-spline. Trilinear B-spline.

Figure 8.2: Quasi-interpolating pre�ltered reconstructi on of the ML signal from 643 � 2 BCC samples
using the linear box spline, the linear DC-spline, and the trilinear B-spline. The lower three images show
the angular errors of the estimated gradients. Angular error of 30 degrees is mapped to black, while
angular error of zero degree is mapped to white.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.

Figure 8.3: Pre�ltered reconstruction of the ML signal from 323 � 2 BCC samples using the interpolating
quintic box spline, the interpolating cubic DC-spline, and the quasi-interpolating tricubic B-spline. The
lower three images show the angular errors of the estimated gradients. Angular error of 30 degrees is
mapped to black, while angular error of zero degree is mappedto white.



Chapter 9

Pre�ltered Gradient Estimation for
the Cartesian Cubic Lattice

The quality of the volume resampling strongly depends on theapplied continuousThesis

3.2

reconstruction method.
In the preceding chapter it has been shown that the reconstruction of the underlying function can be
improved by a discrete pre�ltering. In volume processing, or more speci�cally: volume rendering or volume
segmentation, however, an accurate gradient reconstruction also plays an important role as it provides
the surface normal vectors for shading computations and segmentation algorithms. Therefore, in this
chapter, we propose pre�ltering schemes in order to increase the accuracy of the estimated gradients
yielding higher image quality.

In volume-rendering applications the following gradient-estimation scenarios can be distinguished:

Precalculated gradients for semitransparent volume rende ring: The gradients are precalculated
for each voxel position. At an arbitrary sample location along a viewing ray the gradient is interpo-
lated from the precalculated ones. Although this approach requires additional memory for storing
the gradient components, the SIMD instructions of either the CPU or the GPU can be well exploited
for interpolating the components in one step.

On-the-
y gradient estimation for semitransparent volume re ndering: The gradients are cal-
culated on the 
y for each sample location along a viewing rayby applying a derivative �lter.
Although this approach does not require additional memory, the gradient estimation is more ex-
pensive computationally as the components are calculated separately.

First-hit ray casting: Rays are cast into the volume and the �rst intersection points between the rays
and a prede�ned isosurface are determined. At each intersection point a gradient calculation is
performed. The cost of the gradient calculation, which is proportional to the number of pixels, is
negligible compared to that of the ray casting.

To support not just the �rst, but the second and the third scen arios, we search for discrete FIR
pre�lters. Furthermore, we try to �nd �lters of minimal supp ort which maximize the order of accuracy.
Such �lters can be e�ciently evaluated either in a preprocessing or on the 
y, and unlike the IIR �lters,
do not lead to unexpected boundary e�ects.

9.1 Gradient Estimation Schemes

Torsten M•oller et al. classi�ed the gradient estimation schemes[MMMY97a] as follows, wheref denotes
the sampled function assuming ideal sampling, whereas symbols D and A denote the derivative and
approximation operators, respectively.

Derivative �rst, A (Df ): The derivatives are �rst calculated for the discrete samples, and interpolated
afterwards. This scheme �ts to the �rst gradient-estimatio n scenario.

Resampling �rst, D(A f ): The derivative operator is applied on the reconstructed function. This scheme
�ts to the second and third scenarios.

Continuous derivative, (DA )f : A continuous derivative �lter is constructed by applying th e derivative
operator on the resampling operator. This scheme is rather theoretical and equivalent to the �rst
two schemes.

84



9.2. Discrete Pre�ltered Cubic B-Spline Resampling 85

Analytical derivative, A 0f : The analytical derivative of the resampling operator is used for calculating
the gradient components. This scheme �ts to the second and third scenarios.

In practical volume-rendering applications, usually the trilinear resampling and the central di�erences
are used as the resampling and derivative operators, respectively, since these operators can be e�ciently
evaluated on the GPU. Sigg and Hadwiger [SH05], however, demonstrated that current GPUs can provide
interactive frame rates even if tricubic �ltering is applie d for resampling. They e�ciently implemented
the tricubic B-spline �ltering in the fragment shader using the analytical derivative �lter for the gradient
estimation. Nevertheless, as it is shown in this chapter, neither the central di�erences nor the analytical
derivative �lter can fully utilize the higher approximatio n power of the tricubic B-spline. Therefore, we
propose to use either a slightly more expensive discrete derivative �lter instead of the central di�erences
or to use the analytical derivative �lter on pre�ltered data rather than on the original data.

9.2 Discrete Pre�ltered Cubic B-Spline Resampling

First, we apply the discrete pre�ltered L 1 �lter design approach introduced in Section 7.2.1 with ' c

de�ned as the cubic B-spline (Eq. 6.2). The cubic B-spline has several advantageous properties. For
example, it provides an approximation orderL = 4 with a minimal support, and yields a C2 continuous
reconstruction. Furthermore, its 3D tensor-product extension can be e�ciently evaluated on the GPU
using only eight trilinear texture fetches per sample [SH05]. According to Section 7.1, the L 1 error

coe�cients a� 3

i of the cubic B-spline are:

a� 3

0 (� ) = 1 ; a� 3

1 (� ) = 0 ; a� 3

2 (� ) =
T2

6
; a� 3

3 (� ) = 0 :

Sincea� 3

2 is non-zero, the approximation error is of second order, andthus the cubic B-spline is called as
a 2-EF �lter. Nevertheless, the approximation power of the cubic B-spline is four, which can be exploited
by a discrete pre�ltering.

For this purpose, let us consider a discrete pre�lterp that has only three non-zero weights, which are
p� 1, p0, p1 at grid points � T, 0, and T, respectively. Additionally, we search for a symmetric �lt er, that
is, p� 1 = p1. Consequently this �lter has two free parameters to be determined. The error coe�cients for
the pre�lter p are the following:

ap
0(0) = p0 + 2p1; ap

1(0) = 0 ; ap
2(0) = T2p1; ap

3(0) = 0 :

The error coe�cients for the pre�ltered reconstruction can be evaluated according to Eq. 7.2:

ap� 3

0 (� ) = p0 + 2p1; ap� 3

1 (� ) = 0 ; ap� 3

2 (� ) = T2 p0 + 8p1

6
; ap� 3

3 (� ) = 0 : (9.1)

To guarantee a 4-EF reconstruction,ap� 3

0 has to be equal to one, while coe�cient ap� 3

2 has to be equal
to zero. Solving Eq. 9.1 with these constraints, the following �lter weights are obtained (see Fig. 9.1 (a))

p0 =
8
6

p� 1 = p1 = �
1
6

:

It can be noted that the resultant impulse response' = p� ' c is exactly the same as that of theC2 4-EF
reconstruction �lter designed in [MMK + 98]. However, there is a signi�cant di�erence in the computational
costs. In our case, the discrete pre�ltering with p is performed in a preprocessing, while the continuous
post�ltering with ' c is evaluated on the 
y from the nearest 64 voxels. In contrast, a direct convolution
with ' would take the nearest 216 voxels into account (cf. Eq. 2.24 and 2.25). The discrete pre�lter p
can also be obtained by optimizing theL 2 error proposed by Thierry Blu and Michael Unser [BU99],
therefore we do not consider it as a new result.

9.3 Gradient Reconstruction with Discrete Pre�ltering

By using discrete pre�ltering, not just the accuracy of function reconstruction can be improved, but also
the accuracy of normal estimation. In previous volume-rendering applications, when the cubic B-spline is
used for function reconstruction, the derivatives are computed by either the central di�erences or taking
the analytical derivative of the cubic B-spline as a continuous derivative �lter [MMMY97a, SH05, LM05b,
LM05a]. These techniques, however, do not exploit the approximation power of the cubic B-spline.
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9.3.1 Gradient Reconstruction with Central Di�erences

The calculation of central di�erences on the reconstructed function is equivalent to a �ltering by a
discrete derivative �lter c, where the non-zero weights arec� 1 = 1

2T and c1 = � 1
2T at positions � T and

T, respectively. The error coe�cients for this discrete derivative �lter are the following:

ac
0(0) = 0 ; ac

1(0) = 1 ; ac
2(0) = 0 ; ac

3(0) =
T2

6
:

If the central di�erences are calculated on a function reconstructed by the cubic B-spline, it is equivalent
by a �ltering with a continuous derivative �lter c � � 3. According to Eq. 7.2, the corresponding error
coe�cients are obtained as:

ac� 3

0 (� ) = 0 ; ac� 3

1 (� ) = 1 ; ac� 3

2 (� ) = 0 ; ac� 3

3 (� ) =
T2

3
:

Thus the central di�erences combined with the cubic B-spline yield just a 2-EF derivative �ltering. This
order of accuracy is not improved even if the analytical derivative of the cubic B-spline is used, which
also leads to a 2-EF derivative �ltering [MMK + 98].

9.3.2 Gradient Reconstruction with Analytical Derivative

One option for increasing the accuracy of the derivative �ltering is to apply the analytical derivative of
the cubic B-spline on data pre�ltered by the discrete �lter p. The error coe�cients corresponding to the
analytical derivative �lter � 30 are as follows [MMMY97b]:

a� 30

0 (� ) = 0 ; a� 30

1 (� ) = T; a� 30

2 (� ) = 0 ; a� 30

3 (� ) =
T3

6
; a� 30

4 (� ) =
T4

12
� (1 � � )(2� � 1):

If � 30 is combined with the discrete �lter p, the error coe�cients are obtained from Eq. 7.2:

ap� 30

0 (� ) = 0 ; ap� 30

1 (� ) = T; ap� 30

2 (� ) = 0 ; ap� 30

3 (� ) = 0 ; ap� 30

4 (� ) =
T4

12
� (1 � � )(2� � 1):

Hence after the normalization by T, the combination of � 30 and p results in a 3-EF derivative �ltering.

9.3.3 Gradient Reconstruction with Optimal Discrete Pre�lt er

In order to fully exploit the approximation power of the cubi c B-spline, we search for a discrete pre�lter
d with a support of 2, where the non-zero weights ared� 2 = � d2 and d� 1 = � d1. The error coe�cients
for this discrete derivative �lter are the following:

ad
0(0) = 0 ; ad

1(0) = � 2T(d1 + 2d2); ad
2(0) = 0 ; ad

3(0) = � T3 d1 + 8d2

3
:

If the discrete derivative �lter d is combined with the cubic B-spline then the error coe�cient s of the
equivalent continuous �ltering are obtained as (see Eq. 7.2):

ad� 3

0 (� ) = 0 ; ad� 3

1 (� ) = � 2T(d1 + 2d2); ad� 3

2 (� ) = 0 ; ad� 3

3 (� ) = � 2T3 d1 + 5d2

3
: (9.2)

To reconstruct the �rst derivative instead of some multiple of it, the error coe�cient ad� 3

1 (� ) has to be

equal to one. Additionally, to maximize the order of accuracy, the error coe�cient ad� 3

3 (� ) has to be equal
to zero. By solving Eq. 9.2 for these constraints we obtain:d1 = � 5

6T and d2 = 1
6T (see Fig. 9.1). It is

easy to see that the error coe�cient ad� 3

4 (� ) is also zero for the combined �lter d� � 3. The error coe�cient

ad� 3

5 (� ), however, is clearly non-zero. Therefore the error function contains at least fourth-degree powers
of T due to the normalization. As a consequence, the combined �lter is a 4-EF derivative �lter.

9.4 Frequency Response

The cubic B-spline can be obtained by successively convolving a symmetric box �lter (the B-spline of
order zero) three times with itself. According to Eq. 6.8, the Fourier transform of the cubic B-spline is

�̂ 3(! ) = sinc 4
� !

2�

�
:
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Figure 9.1: Discrete pre�lters for a cubic B-spline reconstruction. (a): Pre�lter p for 4-EF function recon-
struction. (b): Pre�lter d for 4-EF derivative reconstruction.

When the cubic B-spline is combined with the discrete pre�lter p, the frequency response of the equivalent
�lter ' (t) is

'̂ (! ) = P(! ) � sinc4
� !

2�

�
;

where the Fourier transform of the pre�lter p is

p̂(! ) =
4 � cos(! )

3
:

Fig. 9.2 shows that the combined �lter represents a kind of compromise, as its pass-band behavior is better
than that of the non-pre�ltered cubic B-spline but worse tha n that of the Catmull-Rom spline [CR74].
On the other hand, the Catmull-Rom spline improves the pass-band behavior at the cost of a much higher
postaliasing.

The Fourier transform of our discrete derivative �lter d is

d̂(! ) = i
5 sin(! ) � sin(2! )

3

Combining it with the cubic B-spline, the frequency response of the equivalent continuous derivative �lter
is

'̂ (! ) = d̂(! ) � sinc4
� !

2�

�
;

which is shown in Fig. 9.3. The derivative �lter d ensures much better pass-band behavior than the
central di�erences. Although the analytical derivative of the cubic B-spline performs even better in the
pass-band, its postaliasing e�ect is signi�cantly higher. The best pass-band behavior is achieved if the
analytical derivative of the cubic B-spline is applied on data pre�ltered by p. The frequency response of
the equivalent continuous derivative �lter is

'̂ (! ) = P(! ) � i! sinc4
� !

2�

�
;

however, this technique causes also the highest postaliasing.

9.5 Experimental Results

In order to empirically analyze our discrete pre�lters, we implemented a high-quality ray caster and
rendered arti�cial and real-world data sets. We used the classical ML signal to separately evaluate the
e�ects of the pre�lter p and the discrete derivative �lter d. Fig. 9.4 shows the shaded isosurface of the
test signal reconstructed by the cubic B-spline (a), (d), the Catmull-Rom spline (b), (e), and the cubic
B-spline pre�ltered by the discrete �lter p (c), (f). Here the gradients used for the shading computation
are the exact analytical gradients of the reconstructed function. It is apparent that the highest quality is
ensured by the pre�ltered cubic B-spline reconstruction even for the low-resolution volume representation,
but its superiority is much more apparent if the resolution is increased by a factor of 1:5. Theoretically,
the C2 4-EF pre�ltered cubic B-spline is superior over the C1 3-EF Catmull-Rom spline considering the
order of both continuity and accuracy. This is completely con�rmed by our test results.
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Figure 9.2: Comparison of the frequency re-
sponse of the pre�ltered cubic B-spline recon-
struction scheme to that of the non-pre�ltered
Catmull-Rom and cubic B-spline reconstruc-
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Figure 9.3: Comparison of the frequency re-
sponse of our pre�ltered derivative reconstruc-
tion scheme to that of the analytical derivative
of the cubic B-spline and the central di�erences
combined with the cubic B-spline (the hori-
zontal axis represents the ordinary frequency
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(a) Cubic B-spline, 40 3 samples. (b) Catmull-Rom spline, 40 3 samples. (c) Pref. cubic B-spline, 40 3 samples.

(d) Cubic B-spline, 60 3 samples. (e) Catmull-Rom spline, 60 3 samples. (f) Pref. cubic B-spline, 60 3 samples.

Figure 9.4: Reconstruction of the ML signal from 403 (a)-(c) and from 603 samples (d)-(f). (a), (d): Cubic
B-spline. (b), (e): Catmull-Rom spline. (c), (f): Cubic B-s pline pre�ltered by the discrete �lter p. The
isosurface is shaded based on the analytical gradient of thereconstructed function.
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c � � 3, 2-EF d � � 3, 4-EF � 30, 2-EF p � � 30, 3-EF

Gradient reconstruction from 403 samples.

Gradient reconstruction from 603 samples.

Gradient reconstruction from 803 samples.

Figure 9.5: Angular errors of the gradients reconstructed from the ML data sets of di�erent resolutions.
Angular error of zero degree is mapped to black, whereas angular error of 30 degrees is mapped to
white. First column: central di�erences combined with the cubic B-spline. Second column: cubic B-spline
combined with our discrete derivative �lter d. Third column: analytical derivative of the cubic B-spline .
Fourth column: analytical derivative of the cubic B-spline combined with the discrete pre�lter p.

To fairly test our pre�ltered derivative reconstruction sc hemes independently from the e�ect of the
pre�ltered function reconstruction, we calculated the exact intersection points between the rays and the
original test signal, but at these hit points we evaluated the gradients using di�erent derivative �lters.
Fig. 9.5 shows the angular errors of the gradients reconstructed by the cubic B-spline combined with
central di�erences (�rst column) and our discrete derivati ve �lter d (second column). The third and
fourth columns show the angular error for the analytical derivative of the cubic B-spline applied on
non-pre�ltered data, and data pre�ltered by the discrete �l ter p, respectively.

The worst results are obtained by using the central di�erences combined with the cubic B-spline. The
angular error is signi�cantly reduced if our discrete derivative �lter d is applied instead of the central
di�erences. It is interesting to note, that the analytical d erivative �lter performs even better for the lower-
resolution volumes, although it provides slower convergence (2-EF) to the original signal if the resolution
is increased. The best results, however, are achieved by theanalytical derivative �lter applied on data
pre�ltered by the discrete �lter p.

For the low-resolution volume, the analytical derivative � lter clearly provides the lowest error. On
the other hand, our pre�ltered derivative reconstruction scheme ensures much faster convergence to the
original derivatives. Decreasing the sampling distance bya factor of only 1:5, the average angular error is
already lower than that of the analytical derivative �lter. This example also shows that �lters resulting in
a higher-order error function are worthwhile to use if the original signal is relatively oversampled. As the
resolution of modern 3D scanning technologies constantly increases, it seems to be a realistic assumption
in practice.
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Reconstruction and derivative �lters that perform well for synthetic data might not provide good
results for real-world measured data sets, which are usually corrupted by noise due to the measurement
and the quantization. Therefore, we tested the pre�ltered derivative �ltering schemes also on CT and
MRI data. The results are shown in Fig. 9.6. The �ne details are best captured if the underlying signal
is reconstructed from data pre�ltered by the discrete �lter p.

The bene�t of pre�ltering in terms of gradient accuracy, how ever, is not so obvious. The analytical
derivative of the cubic B-spline applied on pre�ltered data even emphasizes the quantization noise, which
leads to severe staircase artifacts. These postaliasing artifacts are not so apparent when using central
di�erences. However, central di�erences also cause oversmoothing of the �ne details. In contrast, our
discrete derivative �lter d represents a good compromise. On one hand, it does not blur the gradients as
much as the central di�erences, thus it preserves the contrast and sharpness of the contours. On the other
hand, it does not introduce so strong staircase aliasing as the analytical derivative of the cubic B-spline
applied on either pre�ltered or non-pre�ltered data.

9.5.1 E�ciency Considerations

The evaluation of our discrete pre�lter d is computationally twice as expensive as that of central di�er-
ences. Therefore we propose using it mainly for the �rst and the third volume-rendering scenarios. In
�rst-hit ray casting the cost of the gradient estimation is n egligible compared to that of the ray cast-
ing, while in case of precalculated gradients the more expensive preprocessing is acceptable as it has to
be performed just once. Nevertheless, using the derivative�lter d for on-the-
y gradient computation
signi�cantly reduces the rendering performance.

Due to its advantageous pass-band behavior, we recommend using the analytical derivative of the
cubic B-spline combined with the discrete pre�lter p especially for rendering synthetic data which is
not corrupted by prealiasing or quantization noise. This gradient computation scheme can be e�ciently
applied also for the second volume-rendering scenario, where only the pre�ltered function values have
to be stored without precalculated gradient components. The drawback of this approach is that the
pre�ltered data still requires at least a 16-bit 
oating-po int number per voxel to store. It can be noted
that the computational cost of the on-the-
y gradient compu tation is exactly the same as if the analytical
derivative of the cubic B-spline was used on non-pre�ltereddata.

9.6 Summary

In this chapter, di�erent pre�ltered gradient reconstruct ion schemes have been evaluated for their quality
and e�ciency both in the spatial domain and in the frequency domain. We have shown that, applying
a tricubic B-spline reconstruction �lter, the accuracy of t he gradients can be signi�cantly increased if
either our discrete derivative �lter d is used instead of the central di�erences or the analytical derivative
of the tricubic B-spline is used on data pre�ltered by the discrete �lter p. According to our experiments,
the former approach is more appropriate for rendering real-world measured data sets, whereas the latter
approach performs better for synthetic data. It is interesting to note that �lters which are theoretically
more accurate do not necessarily provide the expected higher reconstruction quality in practice.

We had intended to extend the gradient optimization approach also for BCC and FCC lattices,
however, following our results Torsten M•oller et al. accomplished it [HAM10, AMC10, CM11].

As it is pointed out in this chapter, di�erent pre�ltering sc hemes need to be de�ned for di�erent noise
levels. Moreover, it is often not obvious either which resampling scheme is the most appropriate for a
certain practical scenario. To tackle this problem, in the next chapter we propose a practical technique
for combining di�erent pre�ltered resampling schemes that e�ciently enables us to perform a smooth
transition between these schemes in an interactive volume-rendering application without any signi�cant
performance drop.
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(a) c � � 3 , 2-EF. (b) d � � 3 , 4-EF. (c) � 30, 2-EF. (d) p � � 30, 3-EF.

Figure 9.6: Real-world test data sets rendered by �rst-hit ray casting. The data is resampled along the
rays by using the cubic B-spline �lter to �nd the �rst interse ction points ((a-c): The data is not pre�ltered.
(d): The data is pre�ltered by p.). The derivatives at these hit points are calculated by di� erent gradient
estimation schemes: (a): Central di�erences. (b): Our discrete derivative �lter d. (c): Analytical derivative
of the cubic B-spline. (d): Analytical derivative of the cub ic B-spline applied on data pre�ltered by p.



Chapter 10

Interpolation Between Di�erent
Resampling Schemes

In volume-processing applications an appropriate resampling �lter is usuallyThesis

3.3

chosen by making a com-
promise between quality and e�ciency. Generally, �ne detai ls can be reconstructed by �lters of wider
support that can better approximate the ideal low-pass �lter. On the other hand, if the data is noisy,
a �lter of a good pass-band behavior might even emphasize thenoise. Therefore, to suppress the noise,
a �lter of a higher smoothing e�ect is more favorable. Thus the choice of the resampling �lter depends
on the quality of the data and the purpose of the visualization as well. In this chapter, an on-the-
y
con�gurable volume-resampling technique is proposed for interactively controlling the frequency-domain
behavior of the signal reconstruction. Applying our method, the trade-o� between the smoothing and
postaliasing e�ects can be set on the 
y by using a single scalar parameter.

10.1 Transition Between Di�erent Resampling Schemes

According to the signal-processing approach, volume resampling can be evaluated by convolving the 3D
discrete representation with a continuous resampling kernel (Eq. 2.22). Theoretically, a band-limited
continuous signal sampled above the Nyquist limit can be perfectly reconstructed by convolving the
discrete samples with the ideal sinc �lter (see Section 5.1.1). The sinc �lter, however, is impractical because
of its in�nite support. Therefore, it is usually approximat ed by �lters of FIR in practice [THG00]. Due to
the deviation from the ideal pass-band and stop-band behavior, practical �lters introduce oversmoothing
(Eq. 5.1) and postaliasing (Eq. 5.2) [ML94]. Generally, thewider the support of the �lter, the better it
can approximate the ideal frequency-domain behavior. On the other hand, a �lter of a wider support is
more expensive to evaluate (see Section 5.3.3). Moreover, abetter approximation of the ideal low-pass
�lter does not necessarily improve the reconstruction quality if the data is noisy or undersampled. In
this case a �lter of a stronger smoothing e�ect might be preferred. As the choice of an appropriate �lter
depends on the data set and on the speci�c visualization taskas well, a universal solution does not exist.

Therefore, in this chapter, a hybrid resampling technique is proposed that o�ers a continuous transition
between di�erent resampling schemes controlled by a singleparameter (see Fig. 10.1). In case of an
interactive volume rendering application, the user can getan immediate visual feedback whenever this
parameter is modi�ed, without any speci�c prior knowledge about the smoothing and aliasing e�ects of
the di�erent �ltering schemes. A brute-force implementati on of such a scalable volume rendering would
use two resampling �lters with signi�cantly di�erent frequ ency-domain behavior and a weighted sum of
the results would be calculated. In this case the bottleneckwould be the more expensive �lter. In contrast,
it is worthwhile to use the same resampling �lter twice but on di�erent data values. The �rst data value
is the original one and the second data value is obtained by a discrete pre�ltering. Exploiting the SIMD
instructions of the GPU, these two data values can be convolved with the resampling kernel at the same
time, and a weighted sum of the results can be e�ciently calculated.

10.1.1 Transition Between Approximation and Interpolatio n

Currently the trilinear resampling �lter � 1 (Eq. 6.1) is considered to be a de facto standard for volume
rendering as it is supported by the recent GPUs. Although thetricubic �lters are more expensive computa-
tionally, they provide signi�cantly higher image quality d ue to their higher continuity and approximation
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(a) Maximal smoothing and minimal
postaliasing ( r = 0).

(b) Trade-o� between smoothing and
postaliasing ( r = 1 =2).

(c) Minimal smoothing and maximal
postaliasing ( r = 1).

Figure 10.1: Reconstruction of the ML signal using our 
exible resampling scheme.

orders [MMK+ 98]. It has been shown that a tricubic B-spline �ltering can also be performed interactively
utilizing the fast trilinear texture-fetching capability of the GPU [SH05]. Additionally, it is well known
that the approximation power of the tricubic B-spline can be fully utilized only if the discrete samples are
pre�ltered before the convolution with the continuous resampling kernel [CBU05]. Such a pre�ltering is
not unique. Di�erent pre�lters lead to di�erent resultant f requency responses [Cs�e08]. Although optimal
pre�lters have been proposed for the trilinear kernel as well [BTU04, CBU05], according to our experi-
ence, they do not change the frequency-domain behavior as much as for the tricubic B-spline �ltering.
Therefore, in our demonstration application we have chosenthe tricubic B-spline as a resampling kernel
and a pre�ltering for generalized interpolation on the CC lattice [BU99]. This pre�ltering scheme en-
sures a quite good pass-band behavior for a slightly increased postaliasing e�ect. In contrast, the tricubic
B-spline without pre�ltering results in signi�cant oversm oothing and relatively low postaliasing.

The characteristic behavior of a resampling scheme can be well demonstrated on the ML signal [ML94,
BLM96]. However, concerning the ranking of the di�erent schemes, the interpretation of the images is
usually rather subjective in the literature. Some researchers prefer the preservation of high-frequency
details, while others prefer a visually pleasing reconstruction with smooth surfaces and minimal aliasing.
To help this decision, our proposed method allows a continuous transition between two rather di�erent
reconstructions. In order to illustrate the possibilities we present a smooth transition between the in-
terpolating and the non-pre�ltered tricubic B-spline reco nstructions. Fig. 10.2 shows the di�erences on
the ML signal. The tricubic B-spline without pre�ltering le ads to severe oversmoothing but it does not
introduce so much postaliasing. The oversmoothing e�ect isapparent especially on the cross-sectional
slice. In contrast, the pre�ltered tricubic B-spline resampling performs much better in reconstructing the
high-frequency details like the depth and height of the outer waves. Nevertheless, the price for that is
a higher postaliasing. Generally, forcing a higher-degreeapproximate function to pass exactly through
the data values causes ringing or overshooting (see Section5.1.2) [ML94] if the data is not sampled at
a su�cient frequency. On the other hand, the pre�ltering ens ures clearly higher numerical accuracy if
the data values are not corrupted by measurement and quantization noise and the data is assumed to be
sampled at least near the Nyquist limit. In practice this is usually not the case.

Our method evaluates the two di�erent reconstructions and calculates their weighted average con-
trolled by a free parameter r . If r = 0, the pre�ltered values are not taken into account, which r esults
in the standard C2 2-EF approximating tricubic B-spline resampling (see Fig. 10.1(a)). If r = 1 then
only the pre�ltered values are considered, which leads to the C2 4-EF interpolating pre�ltered tricubic
B-spline resampling (see Fig. 10.1(c)). If the value ofr is in between, a linear transition between the two
reconstructions is calculated (see Fig. 10.1(b)). Due to the e�cient GPU implementation, parameter r
can be controlled interactively ensuring an immediate visual feedback.

By using such an interactive control of the trade-o� betweenapproximation and interpolation, smooth-
ing and postaliasing, or noise-suppression and detail-enhancement, the characteristic e�ect of the given
resampling scheme can be immediately understood even by a user who is not necessarily an expert in
sampling theory. For example, assume that a physician wantsto detect a stenosis in a CT scan. An
inappropriate resampling can easily lead to a false diagnosis if the applied �lter has a stronger smoothing
e�ect and therefore blood vessels get disconnected. On the other hand, point noise is usual in low-dose
CT scans, which can be suppressed by a smoothing �lter. This is a typical case, when none of the ex-
treme values ofr leads to a satisfactory result and it is worthwhile to play around with parameter r to
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Reconstruction from 403 voxels. Reconstruction from 603 voxels.

Tricubic B-spline . Interpolating . Tricubic B-spline . Interpolating .
tricubic B-spline . tricubic B-spline .

Figure 10.2: Reconstructions of the ML signal from 403 (�rst two columns) and from 60 3 (second two
columns) voxels. Top row: shaded isosurface rendering. Middle row: reconstruction of a 2D slice. Bottom
row: angular error between the original gradient and the gradient of the reconstructed signal. Angular
error of zero degree is mapped to black, whereas angular error of 30 degrees is mapped to white.

clearly separate the information that is contained in the data from the e�ect of the resampling scheme.
The continuous transition rendered in one window is de�nitely more useful than separately rendering
two images by the two resampling schemes and searching for the di�erences. Our method automatically
attracts the eyes of the user to those regions, where the two resampling techniques make a signi�cant
di�erence. For example, a blood vessel, which is disconnected due to the stronger smoothing e�ect of the
pure tricubic B-spline resampling, gets progressively connected if the pass-band behavior is improved by
increasing parameterr . If the rendered image does not change drastically when parameter r is modi�ed
than the user can be sure that the data has been su�ciently sampled and the result does not depend
that much on the applied resampling scheme.

10.2 GPU Implementation

We implemented our method in OpenGL and Cg and tested it on an NVIDIA GeForce 6800 GT graphics
card. Our implementation is based on the e�cient tricubic B- spline �ltering proposed by Christian Sigg
and Markus Hadwiger [SH05]. The main di�erence is that we store not just the original data value for
each voxel but a pre�ltered value for generalized interpolation as well. Therefore we use texture format
GLLUMINANCEALPHA16FARB, which provides 16-bit 
oating-point precision. Assuming that in the original
data each voxel is stored in 16 bits, which is usual in medicalimages [BHPS97], our method doubles the
storage requirements.

The original fast tricubic B-spline �ltering consists of tw o steps. The �rst step is the calculation of the
texture coordinates for the trilinear texture fetches. In the second step a weighted sum of the trilinear
texture samples is calculated. The �rst step is the same in our implementation, whereas in the second
step we exploit the SIMD architecture of the GPU to trilinear ly interpolate the original ( GLLUMINACE)
and the pre�ltered ( GLALPHA) data values at the same time. After having the tricubic samples calculated
from the trilinear samples, the continuous transition between them is obtained as a result of alerp
instruction parametrized by the current value of r .

The 
exible tricubic B-spline �ltering is just slightly slo wer than the traditional one. Table 10.1 shows
the rendering rates for our test data sets. The isosurfaces are rendered applying a simple texture-slicing
approach [WE98, CCF94] without any optimization technique for empty space leaping. In average, the
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Reconstruction scheme Carp Head Angiogram

Classical tricubic B-spline �ltering 3:01 6:22 7:42
Our 
exible tricubic B-spline �ltering 2:74 5:65 6:78

Table 10.1: Frame rates in FPS of texture-based isosurface rendering using the classical tricubic B-spline
�ltering and our 
exible tricubic B-spline �ltering.

price for the scalability is a loss of about 10% in the rendering performance. It can be noted that our
method can be easily adapted to texture-based ray casting [KW03] as well. Furthermore, it can be
combined also with more sophisticated visualization models, like semitransparent volume rendering [12].

10.3 Experimental Results

We rendered di�erent real-world data sets using our 
exible volume-rendering technique. Fig. 10.3 shows
the results for di�erent values of parameter r . The �rst test data set is a CT scan of a carp, which consists
of 2562 � 512 voxels. The images well demonstrate the importance of the discrete pre�ltering even if the
data is sampled at a relatively high frequency. The �ne ribs of the carp can be best reconstructed if
parameter r equals to 1. In this case, a noise suppression by a smoother resampling (r < 1) is not
necessary as the data does not seem to be noisy.

The second data set is a CT scan of a human head, which contains2562 � 159 voxels. The blood
vessels are enhanced due to the injected contrast agent. Using the pure tricubic B-spline �ltering ( r = 0),
the blood vessels get disconnected because of the stronger smoothing e�ect. Although the interpolating
pre�ltered tricubic B-spline reconstruction ( r = 1) nicely connects the blood vessels, it enhances the
point-like noise as well. Here the noise is introduced mainly because of prealiasing, since the sampling
frequency in the data acquisition was not su�cient to represent even the �nest vessel structures. However,
an interactive control of parameter r can help the user in separating the useful content from the noise.

The images of the third test data set, which is an MRI angiography data of resolution 2562 � 124,
also justify the importance of an interactive control between smoothing and detail-enhancement. In this
example, the resolution of the original data is not su�cient either, so even the pre�ltered tricubic B-spline
resampling has di�culties in reconstructing the capillary vessels. The inappropriate reconstruction of the
�ne structures visually overloads the image with too many noisy details, which is more annoying than
useful. Therefore, it is worthwhile to set an appropriate value of parameter r , to clearly see at least the
thicker parts of the blood vessels by removing the noise.

10.4 Summary

In this chapter, a 
exible volume-rendering technique has been presented. By using this approach, the
trade-o� between the smoothing and postaliasing e�ects canbe interactively controlled. This scheme
is useful especially if the data contains high-frequency noise as well as �ne details to be reconstructed.
For instance, the user of a volume-rendering system does nothave to know about the frequency-domain
behavior of the di�erent resampling schemes in advance, since the interactive parameter control provides
an immediate visual feedback.

In the next part of the dissertation a comprehensive frequency-domain analysis of the proposed func-
tion resampling schemes is presented. This analysis connects the approximation-theoretic results to the
global frequency-domain behavior of the approximation schemes. As the presented resampling schemes
are not separable, they are characterized by a 3D frequency plot and their quality is quantitatively eval-
uated as the deviation from the ideal pass-band and stop-band behavior. This enables us to analyze the
direction-dependent resampling artifacts and elucidate them by identifying the correspondence between
the anisotropic artifacts and the direction-dependent postaliasing e�ect.
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Non-pre�ltered tricubic B-spline Transition between non- pre�ltered Pre�ltered tricubic B-spline
reconstruction (r = 0). and pre�ltered tricubic B-spline reconstruction ( r = 1).

reconstructions (r = 1=2).

CT scan of a carp (2562 � 512 voxels).

CT scan of a human head (2562 � 159 voxels).

MRI angiography data (2562 � 124 voxels).

Figure 10.3: Volume rendering of di�erent real-world data sets. First column: Non-pre�ltered tricubic
B-spline resampling (r = 0). Second column: Transition between non-pre�ltered and pre�ltered tricubic
B-spline reconstructions (r = 1=2). Third column: Pre�ltered tricubic B-spline resampling (r = 1).
Generally, by increasing the contribution of the pre�ltere d data values the �ne details can be better
captured but the high-frequency noise contained in the data(see the visualization of the MRI data in
the last row) might be enhanced as well. A preferred trade-o� can be set by interactively controlling
parameter r .
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3D Frequency-Domain Analysis
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Chapter 11

3D Fourier Analysis of BCC
Reconstruction Schemes

The preceding parts of the dissertation have demonstrated the practical advantages of theThesis

4.1

BCC lattice for
regular sampling and the application of di�erent spline �lt ers and resampling schemes for reconstructing
an originally continuous signal from its discrete BCC-sampled representation. In order to study the
frequency-domain behavior of these resampling schemes, a 3D analysis of their frequency responses is
required. In this chapter, direct volume rendering is applied as a natural tool for such a 3D analysis.
As the frequency responses of the reconstruction schemes are analytically known, their characteristic
isosurfaces can be rendered separately in the pass band and in the stop band. The visualization of the
frequency responses conveys information not just on the absolute postaliasing and oversmoothing e�ects,
but also on their direction dependence. In the following sections, the frequency-domain behavior of the
non-separable box splines, the non-separable DC-splines,and the tensor-product B-splines is thoroughly
studied on the BCC lattice. In addition, we also analyze how the frequency responses are in
uenced by
a discrete pre�ltering, which is necessary to fully exploit the approximation power of the higher-order
reconstruction �lters.

11.1 Frequency-Domain Behavior of Approximation Schemes

In volume-processing applications, the input data is usually a discrete representation of a continuous
phenomenon. As we have seen in the preceding parts, in order to faithfully visualize the underlying
continuous function, it has to be accurately reconstructedfrom its discrete samples. If the volumetric
data is acquired by regular sampling on a speci�c lattice, the reconstruction can be easily performed
by a convolution �ltering. An appropriate choice of the �lte r kernel is of crucial importance as it di-
rectly determines the quality of the rendered images. Visual artifacts are often introduced because of the
imperfect frequency-domain behavior of the applied �lter (see Section 5.1.2) [ML94]. Theoretically, an
ideal low-pass �lter can perfectly reconstruct a band-limited signal if it is sampled above the Nyquist
limit [OS10]. The Fourier transform of such an ideal �lter is a characteristic function that takes a value
of one in the pass band, and a value of zero in the stop band. If the original signal is not band-limited
or not su�ciently sampled, which is often the case in practice; the ideal low-pass �lter might result in
ringing artifacts [ML94]. This prealiasing e�ect is caused by the drastic cuto� in the frequency domain.
Ringing can be avoided by using practical �lters that ensurea smooth transition between the pass band
and the stop band. However, the energy of the �lter in the stop band still needs to be as low as possible
to reduce postaliasing e�ects.

For the CC lattice, reconstruction �lters are usually designed in 1D and extended to 3D by using a
separable tensor-product extension [MN88, MMK+ 98]. Therefore, it is su�cient to analyze the frequency-
domain behavior just in 1D based on frequency plots [BLM96, Cs�e08, THG00]. This approach, however,
is not feasible for the ideal BCC lattice, since the advantageous properties of a 1D �lter are not necessarily
inherited in 3D if its separable extension is used on the non-separable BCC lattice. Furthermore, when
a signal is sampled on a BCC lattice, its spectrum is replicated around the points of the reciprocal FCC
lattice [EDM04], which is not separable either (see Section2.4.2). Therefore, a 3D frequency-domain
analysis is really necessary to study how much the aliasing spectra contribute to the reconstructed signal
if a given resampling �lter is applied.

In Section 11.2, the frequency-domain behavior of the box spline (Section 6.2) [EVM08], the DC-
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Figure 11.1: The pass band corresponding to
BCC sampling is the Voronoi cell of the recip-
rocal FCC lattice, which is a rhombic dodec-
ahedron. The red dots depict the �rst nearest
neighbors, whereas the blue dots depict the sec-
ond nearest neighbors.

Vanishing

Filter
Approx. moments

order 1st 2nd

Linear box spline 2 2 4
Quintic box spline 4 4 8
Linear DC-spline 2 2 2
Cubic DC-spline 4 4 4
Trilinear B-spline 2 4 2
Tricubic B-spline 4 8 4

Table 11.1: Approximation orders and the
number of vanishing moments (the order of
zero crossings) of di�erent spline �lters at the
nearest and second nearest lattice points in the
reciprocal FCC lattice points.

spline (Section 6.3) [6], and the B-spline (Section 6.1) [CH06] �lters are thoroughly analyzed. Previously,
the frequency responses usually have been studied based on only 2D cross-sectional slices [Cs�e10]. In
contrast, we render the frequency responses by direct volume rendering [11]. Therefore, we can identify
the preferred directions of a given �lter based on the 3D distribution of its spectrum.

In Section 11.3, the results of our 3D frequency-domain analysis are validated by rendering an appro-
priate BCC-sampled test signal [ML94]. We demonstrate that the postaliasing e�ect is indeed minimal
along the preferred directions identi�ed in the rendered frequency responses. We also con�rm that on
the BCC lattice, the box splines perform better in the pass band, the B-splines ensure better stop-band
behavior, while regarding the direction dependence, DC-splines make a compromise between the box
spline and the B-spline �lters. For the sake of fair comparison, we use recently proposed discrete pre�lters
for quasi-interpolation [EMK09, 6, Cs�e10] that fully expl oit the approximation powers of the proposed
reconstruction �lters.

11.2 3D Frequency-Domain Analysis

Having the analytical frequency response of a reconstruction �lter known, its oversmoothing and postalias-
ing e�ects can be analyzed. We used the error metrics [ML94] for oversmoothing (Eq. 5.1) and postaliasing
(Eq. 5.2) as the squared deviation from the ideal pass-band and stop-band behavior, respectively. How-
ever, in 3D, these error metrics express only the absolute measures of oversmoothing and postaliasing
e�ects, and do not tell anything about their direction dependence or 3D distribution. Therefore, a 3D
analysis is necessary to better understand the frequency-domain behavior of a �lter, especially if it is
non-separable or applied on a non-separable lattice. Since, in case of BCC sampling, the spectrum of
the original signal is replicated in the frequency domain around the reciprocal FCC lattice points, the
shape of the pass band is a rhombic dodecahedron [EDM04], which is the Voronoi cell of the FCC lattice
(see Fig. 11.1). To analyze the oversmoothing e�ect, it has to be visualized how much the frequency
response of the applied reconstruction �lter di�ers from th at of the ideal low-pass �lter in the pass band.
Consequently, the postaliasing e�ect is analyzed by visualizing the frequency response in the stop band.
Here the energy of the �lter should be as low as possible to well approximate the ideal low-pass �lter.
Furthermore, it is worthwhile to emphasize those frequencycomponents that are closer to the centers of
the aliasing spectra, since mostly these components contribute to the postaliasing e�ect. For this purpose,
we will use an appropriate penalty function.

Direct volume rendering is a natural tool for visualizing an analytically known 3D frequency response.
The preferred directions of the spectrum can be identi�ed in 3D more easily than in cross-sectional 2D
slices [Cs�e10]. Nevertheless, the behavior of the �lter inthe pass band and in the stop band cannot be
separated. First, we tried to render the spectrum using di�erent colors inside and outside the pass band.
This approach, however, was not informative when the �lter had high energy in the stop band, since
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Figure 11.2: Opacity transfer functions for visualizing the frequency responses in the pass band and in
the stop band.

in this case the pass band often became almost completely hidden. Therefore, we decided to separately
render the spectrum in the pass band and in the stop band. Thisis favorable regarding also the transfer
function speci�cation, which requires di�erent parameter tuning for analyzing the oversmoothing and
postaliasing e�ects.

11.2.1 Visualizing the Postaliasing E�ect

In order to visualize the stop-band behavior, we used an empirical two-step opacity transfer function
t(r ('̂ )) (see Fig. 11.2). Function r , which maps a frequency response ^' (! ) to r ('̂ (! )) = j'̂ (! )j

1
6 , is

responsible for making even the low-intensity parts of the spectrum visible. Function t, which enhances
a characteristic isosurface of the frequency response, is de�ned as follows

t(r ) =
�

1
2 [1 � (1 � 2r )

1
8 ] if 0 � r � 1

2
1
2 [1 + (2 r � 1)

1
8 ] if 1

2 < r � 1:
(11.1)

Fig. 11.3 shows the frequency responses in the stop band. Since in Section 6, we derived spline �lters on
a BCC lattice that is built up from two shifted CC lattices (Eq . 2.19) with unit determinants, the images
show the interval [� 4�; 4� ]3 in the frequency domain. The pass band is depicted as an opaque rhombic
dodecahedron. The red dots represent the twelve �rst nearest neighbors, whereas the blue dots depict
the six second nearest neighbors. The images are ordered according to the overall postaliasing e�ects of
the corresponding reconstruction �lters. The linear box spline results in the highest total postaliasing,
whereas the tricubic B-spline leads to the lowest total postaliasing. Concerning the direction dependence,
the box splines introduce higher aliasing frequencies along the diagonal directions, while the postaliasing
e�ect of the B-splines is the strongest along the major axes.Representing a compromise between the
box splines and the B-splines, the DC-splines suppress these aliasing frequencies isotropically. Note that,
generally, a discrete pre�ltering increases the total postaliasing e�ect but does not change the preferred
directions that are mostly determined by the reconstruction �lter itself.

The Fourier transform of a BCC-sampled signal contains the replicas of the primary spectrum around
the points of the reciprocal FCC lattice. Therefore, the FCC lattice points except the origin represent
the \DC" components of the aliasing spectra, which mostly contribute to the postaliasing e�ect. If the
frequency response of the �lter is signi�cantly non-zero at these lattice points, a sample-frequency ripple
might occur (see Section 5.1.2) [ML94].

Although the box splines, the DC-splines, and the B-splinesensure vanishing moments at the centers
of the aliasing spectra [EVM08, Cs�e10], they do not suppress the aliasing frequencies in the vicinity of
the centers uniformly along di�erent directions (see Table 11.1). This can lead to direction-dependent
postaliasing called near-sample-frequency ripple [ML94]. In the Strang-Fix condition Eq. 7.6, the order
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Linear box spline. Linear DC-spline. Trilinear B-spline.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.
Frequency responses without pre�ltering.

Linear box spline. Linear DC-spline. Trilinear B-spline.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.
Resultant frequency responses after a discrete pre�ltering.

Figure 11.3: Frequency responses of di�erent reconstruction schemes for the BCC lattice in the stop band.
The images show the interval [� 4�; 4� ]3 in the frequency domain. The pass band is depicted as an opaque
rhombic dodecahedron. The red dots represent the twelve �rst nearest neighbors, whereas the blue dots
depict the six second nearest neighbors.



102 Chapter 11. 3D Fourier Analysis of BCC Reconstruction Schemes

of the zero crossings (in other words, the number ofvanishing moments[EVM08]) expresses how much
the aliasing spectra are suppressed around the reciprocal FCC lattice points. At the nearest twelve
FCC lattice points (see the red dots in Fig. 11.1), which are located along the diagonal directions at
[� 2�; � 2�; 0], [� 2�; 0; � 2� ], and [0; � 2�; � 2� ], the trilinear and tricubic B-splines ensure four and eight
vanishing moments, respectively [Cs�e10]. In contrast, atthese points of the frequency domain, the linear
and quintic box splines guarantee just the minimal number oftheir vanishing moments, which are two
and four, respectively. As a consequence, based on the theory developed in [EM06], the BCC B-splines
can suppress the postaliasing e�ect more e�ciently along the diagonal directions than the non-separable
box splines.

On the other hand, at the six second nearest FCC lattice points (see the blue dots in Fig. 11.1) located
along the major axes at [� 4�; 0; 0], [0; � 4�; 0], and [0; 0; � 4� ], the linear and quintic box splines ensure
zero crossings of order four and eight, while the trilinear and tricubic B-splines guarantee just the minimal
number of their vanishing moments, which are two and four, respectively. Hence the non-separable box
splines suppress the postaliasing e�ect more e�ciently along the major axes than the B-splines.

The linear and cubic DC-spline �lters isotropically suppress the nearest aliasing spectra that contribute
most to the postaliasing e�ect, since the orders of their zero crossings are two and four for both the nearest
and the second nearest FCC lattice points. Thus DC-splines perform similarly to the box splines in the
diagonal directions and they perform like the B-splines along the major axes. In this sense, even if the DC-
splines do not have the postaliasing frequencies of the least average magnitude, considering the direction
dependence, they have the most isotropic postaliasing e�ect.

Penalty Function for Near-Sample Frequency Ripple

To emphasize the aliasing frequencies especially in the vicinity of the reciprocal FCC lattice points, we
used the following penalty function:

w(! ) =

0

@1
2

+
1
8

X

� 2 � 1
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cos(� T ! )

1

A

2

:

It can be noted that w is periodic on the FCC lattice and takes its maximum at the lattice points. Getting
far from the lattice points, w is monotonically decreasing. Fig. 11.4 shows the frequencyresponses in the
stop band weighted byw.

The rendered frequency responses of the stop band in Fig. 11.4 completely con�rm the explanation of
the direction-dependent postaliasing based on the number of vanishing moments. It is clearly apparent
that the box splines introduce aliasing frequencies in the directions of the twelve nearest FCC lattice
points, the B-splines cause aliasing in the directions of the six second nearest FCC lattice points, while
the DC-splines introduce moderate aliasing in both directions. However, as the frequency responses decay
rapidly, it is favorable if the order of zero crossings is increasing by getting closer to the origin and not vice
versa. The B-splines ful�ll this requirement better than th e box splines and the DC-splines of the same
approximation powers with and without pre�ltering, since t he B-splines have twice as many vanishing
moments as the other �lters have at the nearest FCC lattice points. Especially around the pass band,
the B-splines produce the thinnest postaliasing shell.

11.2.2 Visualizing the Oversmoothing E�ect

In order to visualize the pass-band behavior, we use only thetransfer function t (see Eq. 11.1). Hence the
opacity at a frequency ! is set to t(j'̂ (! )j), where ^' is the frequency response. Furthermore, we set the
opacity to zero outside the rhombic dodecahedron that represents the pass band. The border of the pass
band is also depicted as an opaque rhombic dodecahedron cut in a half. Fig. 11.5 shows the frequency
responses rendered by these settings.

It is apparent that the lowest oversmoothing is ensured by the interpolating pre�ltered quintic box
spline reconstruction as its frequency response almost completely �lls the volume of the pass band,
whereas the tricubic B-spline without pre�ltering leads to the highest oversmoothing, since most of its
energy is concentrated inside a sphere of a relatively smallradius. On the other hand, the IIR pre�ltering
signi�cantly improves the pass-band behavior of the tricubic B-spline �lter. Nevertheless, as the B-splines
are not tailored directly to the geometry of the BCC lattice, even with pre�ltering, they approximate
the shape of the pass band with a cubic shape. In contrast, thefrequency response of the interpolating
pre�ltered quintic box spline reconstruction nicely takes the rhombic dodecahedral shape of the pass
band. DC-splines represent a transition between the box splines and the B-splines also in terms of the
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Linear box spline. Linear DC-spline. Trilinear B-spline.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.
Frequency responses without pre�ltering.

Linear box spline. Linear DC-spline. Trilinear B-spline.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.
Resultant frequency responses after a discrete pre�ltering.

Figure 11.4: Frequency responses of di�erent reconstruction schemes for the BCC lattice in the stop band.
The penalty function w emphasizes those frequencies that are closer to the FCC lattice points. These
points represent the \DC" components of the aliasing spectra, which mostly contribute to the postaliasing
e�ect. The images show the interval [� 4�; 4� ]3 in the frequency domain. The pass band is depicted as
an opaque rhombic dodecahedron. The red dots represent the twelve �rst nearest neighbors, whereas the
blue dots depict the six second nearest neighbors.
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Linear box spline. Linear DC-spline. Trilinear B-spline.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.
Frequency responses without pre�ltering.

Linear box spline. Linear DC-spline. Trilinear B-spline.

Quintic box spline. Cubic DC-spline. Tricubic B-spline.
Resultant frequency responses after a discrete pre�ltering.

Figure 11.5: Frequency responses of di�erent reconstruction schemes for the BCC lattice in the pass band.
The images show the interval [� 2�; 2� ]3 in the frequency domain. The opacity is set to zero outside the
pass band. The border of the pass band is also depicted as an opaque rhombic dodecahedron cut in a
half.
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pass-band behavior. With and without pre�ltering, the line ar and cubic DC-splines perform better than
the trilinear and tricubic B-splines, but they have slightl y higher smoothing e�ect than the linear and
quintic box splines. Generally, the pre�ltering improves the pass-band behavior of all the analyzed �lters,
but at the cost of a higher postaliasing (see Fig. 11.4).

11.3 Experimental Results

To validate the results of our frequency-domain analysis, we considered the isosurface renderings of the
ML signal [ML94] in Fig. 8.2 and Fig. 8.3 on page 83. It can be noted that the linear box spline produces
ridge artifacts with low frequencies exactly along the diagonal directions as it has been predicted in our
3D frequency-domain analysis. Similarly, the linear DC-spline introduces moderate aliasing along both
diagonal and axial directions. Furthermore, the trilinear B-spline produces aliasing with high frequencies
mainly along the major axes, which also con�rms our theoretical hypothesis. However, on the reciprocal
FCC lattice, the second nearest aliasing spectra along the major axes are not so closed to the primary
spectrum as the �rst nearest aliasing spectra along the diagonal directions; therefore, the postaliasing
e�ect of the trilinear B-spline is less apparent than that of the linear box spline and the linear DC-spline.

For the higher-order �lters, Fig. 8.3 shows the results of aninterpolating pre�ltered quintic box spline
reconstruction, an interpolating pre�ltered cubic DC-spl ine reconstruction, and a quasi-interpolating
pre�ltered tricubic B-spline reconstruction. The IIR pre� ltering combined with the quintic box spline and
the cubic DC-spline enhances the diagonal postaliasing e�ects even stronger than the FIR pre�ltering
combined with the linear box spline and the linear DC-spline, respectively (see Fig. 8.2). In contrast,
using an IIR pre�lter for a quasi-interpolating tricubic B- spline reconstruction, the circular structure of
the rings can be reproduced almost perfectly without introducing direction-dependent artifacts. Although
the tricubic B-spline is expected to produce high postaliasing along the major axes, the magnitude of
its aliasing e�ect in these directions seems to be much lowerthan that of the quintic box spline and the
cubic DC-spline along the diagonal directions.

11.4 Summary

In this chapter, we have presented a comparative 3D frequency-domain analysis of reconstruction schemes
previously proposed for the ideal BCC lattice. According to our results, both the box splines and the
B-splines cause direction-dependent postaliasing e�ects, but along di�erent directions, while the DC-
splines produce less direction-dependent postaliasing. The box splines maximize the postaliasing along the
diagonal directions, while the B-splines produce the highest postaliasing along the major axes. However,
the average magnitude of the aliasing frequencies is the lowest in the frequency responses of the B-splines
with and without pre�ltering. The B-spline �lters suppress especially the nearest aliasing spectra more
e�ciently than the box spline and the DC-spline �lters. Ther efore, the B-splines were able to reconstruct
the circular structure of the rings in the ML signal much more isotropically with minimal direction-
dependent artifacts.

In contrast, the box splines perform best in the pass band; therefore, they can capture more high-
frequency details. Particularly, the interpolating pre�l tered quintic box spline reconstruction can well
approximate the ideal pass-band behavior, since its frequency response almost completely �lls the rhombic
dodecahedral volume of the pass band. This might explain that the quintic box spline does not blur the
gradients as much as the tricubic B-spline does. Consequently, the interpolating pre�ltered quintic box
spline reconstruction leads to lower angular gradient error. As a compromise, the interpolating pre�ltered
cubic DC-spline performs better in the pass band than the quasi-interpolating tricubic B-spline but
slightly worse than the interpolating pre�ltered quintic b ox spline.

Overall, combined with the known pre�lters, none of the proposed �lters is superior. The advantageous
properties of the box splines and the B-splines are complementary while the DC-splines can represent an
appropriate compromise between them. It depends on the speci�c application whether the preservation
of the high-frequency details or an e�cient suppression of the postaliasing artifacts is considered to be
more important.
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Chapter 12

Summary of the Theses

In the following, the contribution of this dissertation wor k is summarized. The theses groups are presented
as distinct parts of the dissertation. Whereas for each thesis, the corresponding chapter and the page
number is indicated. In the body text, the thesis numbers aremarked on the page margin.

Thesis Group 1. Volumetric Representation

Discrete volumetric data generation algorithms are proposed for non-Cartesian cubic lattices, such as
tomographic reconstruction, ideal frequency-domain downsampling, and upsampling.

Thesis 1.1 Tomographic Reconstruction on Non-Cartesian Cubic Lattices

Discrete representations of practical volumetric signalsare typically generated by tomographic imaging
devices. The Kepler conjecture implies that volumetric signals with a spherically bounded spectrum can be
more e�ciently sampled on BCC and FCC lattices than on the conventional Cartesian lattice. To exploit
this fact also in practice, the �ltered back-projection algorithm (FBP) is adapted to non-Cartesian cubic
lattices (Chapter 3, page 24).

Thesis 1.2 Downsampling Cartesian Data on Non-Cartesian Cubic Lattices

Even though tomographic reconstruction can be evaluated onBCC and FCC lattices, the conventional
Cartesian representation still retains its hegemony for practical applications. Hence, methods are pro-
posed for both downsampling and upsampling the Cartesian representation on BCC and FCC lattices.
Assuming the Shannon-Nyquist framework, a Fourier-domaindownsampling algorithm is designed. Using
this technique, signals with spherically bounded spectra can be downsampled on the BCC lattice without
any distortion by using 30 percent less samples (Section 4.2, page 34).

Thesis 1.3 Upsampling Cartesian Data on Non-Cartesian Cubic Lattices

In addition, a discrete Fourier-domain algorithm is derived for BCC or FCC upsampling of Cartesian data.
Zero padding and phase shifting is applied for upsampling the Cartesian input data on non-Cartesian
cubic lattices. On the upsampled data, a simple linear �lter can provide the resampling quality of a more
advanced resampling �lter at the cost of increased memory requirements (Section 4.3, page 36).

Thesis Group 2. Volumetric Approximation Filters

The linear box spline is transformed into the trilinear B-spline basis. Using this evaluation scheme the
e�cient trilinear texture fetching of the GPU can be exploit ed. In addition, a novel resampling �lter family
is proposed that can be easily de�ned for non-Cartesian cubic lattices. Since spline family members can
be de�ned as a convolution of a discrete �lter and a continuous B-spline �lter, they are referred to as
discrete-continuous (DC) splines. The linear members of B-spline, box spline, and DC-spline families are
compared in terms of their performance.
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Thesis 2.1 Evaluation of the Linear Box Spline from Trilinear Texture Fetche s

Among the BCC resampling �lters, the box splines have the smallest support. Moreover, when only
elementary operations are assumed, the box spline has the lowest computational cost, too. However,
this non-separable �lter cannot exploit the fast trilinear texture fetching of the graphics processing unit
(GPU). Hence, the observed performance of box spline �ltering is lower than that of the separable B-
spline resampling. In order to reduce the �lter evaluation time by exploiting the trilinear texture fetching
of the GPU, the box spline �ltering is transformed into the tr ilinear B-spline basis (Section 6.2, page 60).

Thesis 2.2 DC-splines: A Novel Filter Design Approach for Non-Cartesian
Cubic Lattices

A novel �lter family is proposed as a generalization of the BCC trilinear interpolation. First, it is demon-
strated that the BCC trilinear interpolation has comparabl e capabilities than that of the linear box
spline but with a simpler evaluation scheme that can be e�ciently implemented in the GPU. Taking the
BCC trilinear kernel as a generator element, higher-order �lters are derived as the convolution of a non-
separable discrete �lter and a separable B-spline �lter. The discrete component as well as the DC-spline
can be easily derived for both the FCC lattice and higher-dimensional non-Cartesian lattices.

As a result of thesis 2.1 and 2.2, an evaluation of each linearresampling kernel exists that can
exploit the trilinear texture fetching of the GPU. This allo ws us to compare these �lters in terms of their
performance (Section 6.3, page 66).

Thesis Group 3. Volumetric Approximation Schemes

Three di�erent approximation schemes are de�ned for enhancing the capabilities of volumetric resampling
�lters. First, quasi-interpolating and interpolating dis crete pre�lters are derived for the DC-splines. Then,
discrete pre�lters are designed for minimizing the error ofthe gradient reconstruction. Finally, an e�cient
technique is proposed that enables real-time interpolation between di�erent resampling schemes.

Thesis 3.1 Discrete Pre�lters for the DC-Splines

In order to exploit the approximation power of the DC-spline, appropriate analysis �lters are required. To
improve the asymptotic error behavior, discrete FIR �lters are derived that ensure the same approximation
orders as that of the B-splines and box splines. In addition,a discrete IIR �lter is de�ned that makes
the cubic DC-spline interpolating. For quasi-interpolati on and generalized interpolation, the formerly
introduced BCC DFT is applied (Section 8.1.3 and 8.2.2, pages 81{82).

Thesis 3.2 Pre�ltered Gradient Estimation

An accurate estimation of gradients has a high importance for volume rendering and volumetric segmen-
tation. In the rendering equation, the estimation of the isosurface normal vectors are required, whereas
segmentation relies on accurate localization of rapid changes in a scalar �eld. Di�erent discrete pre�lters
are proposed for enhancing the gradient estimation. The asymptotic error behavior of the tricubic B-
spline can be signi�cantly improved compared to the omnipresent central di�erences. Discrete pre�lters
are designed to minimize the gradient error of the tricubic B-spline and its analytical derivative. These
gradient reconstruction schemes are applied for syntheticand noisy data, and evaluated in both the
spatial and the frequency domain (Chapter 9, page 84).

Thesis 3.3 Interpolation Between Di�erent Reconstruction Schemes

In volume rendering resampling �lters is a challenging task. This is especially true, when the data contains
valuable high-frequency components along with signi�cantnoise. To help practitioners with optimizing
their resampling �lters, a method is suggested that interpolates between di�erent resampling schemes. The
suggested technique can be incorporated into volume rendering applications thus it enables monitoring
the results in real time (Chapter 10, page 92).
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Thesis Group 4. 3D Frequency-Domain Analysis

In the �nal thesis, the previously proposed resampling schemes are evaluated in terms of signal processing.
Volume rendering is applied for the Fourier-domain evaluation of non-separable volumetric approximation
schemes. This technique allows for an analysis of the oversmoothing and postaliasing e�ects of di�erent
BCC resampling schemes.

Thesis 4.1 3D Fourier Analysis of Reconstruction Schemes on the Body-
Centered Cubic Lattice

Oversmoothing and postaliasing e�ects of resampling schemes can be studied by using a frequency-
domain analysis. However, one-dimensional results cannotbe generalized to the multivariate setting
for the BCC lattice, since it cannot be de�ned as a separable extension of any lower-dimensional lattice.
Instead, frequency-domain behavior has to be directly analyzed in three dimensions by using direct volume
rendering. The power spectrum of the previously recommended resampling schemes is visualized inside
the rhombic dodecahedral pass band of the BCC lattice. This revealed the high-frequency components
that are suppressed by the �ltering. On the other hand, rendering of the stop band identi�ed the directions
with severe post-aliasing (Chapter 11, page 98).
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computational complexity, 54
cubic lattice, 9
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shift theorem, 37
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dual lattice, seereciprocal lattice
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Fourier slice theorem, 25
Fourier transform, 21
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Fourier uncertainty principle, 55
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generalized interpolation, 77
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Gibbs phenomenon, 52
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graphics hardware pipeline, 59

hexagonal lattice, 11

interpolation, 77

John transform, seeX-ray transform

linear interpolation, 58
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N -EF resampling scheme,see approximation
scheme,L 1
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