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Abstract

The dissertation deals with the problem of motion planning of highly auto-
mated vehicles using machine learning. Starting from a feasibility study, the
four theses present the path that led to creating a hierarchical agent suitable
for complex dynamic obstacle avoidance.

The first thesis performs feasibility analysis of an "end-to-end" trajectory
tracking task using the reinforcement learning method. I designed a reward
function that calculates the reward for passing through equally spaced gates.
In the second thesis, I formulated the goal of how to implement motion plan-
ning methods longer than one-step control with reinforcement learning in
such a way as to obtain some feasibility indicators. Based on the previous
results, the third thesis implements a more complex motion planning task.
In this case, the goal is to optimize the parameters of a prototype maneuver
to demonstrate which I used the double lane change problem. In order to
achieve this, the parameters of not one but several continuously connected
curves must be determined. Just as the "sim-to-real" problem arose during
the implementation of the previous task — that is, the behavior of the agent
trained on the simulation in reality — it is even more critical in this case. To
solve the problem, I used the domain randomization technique, i.e., I ran-
domly influenced the simulation conditions so that the agent could eventually
adapt to the real environmental conditions. The fourth thesis extends the
static object avoidance problem to a dynamic object. A pedestrian model
randomly crossing the vehicle path was implemented to illustrate the devel-
opment of the algorithm. Avoiding a dynamic obstacle is no longer a one-step
path-planning task. In this case, the agent performs continuous re-planning
in the changing situation.

For each task, I consider the applicability of the trained agent in real con-
ditions to be of prime importance, so - with the exception of the results of
the fourth thesis - I validated them with a test track trial. In the course
of my further research, I plan to focus on integration tasks, the design of
various feasible controls, and the development of systems that can be tested
in reality.



Kivonat

A disszertacié a magasan automatizalt jarmiivek gépi tanuldassal megvaldsi-
tott mozgéastervezési problémajaval foglalkozik. A bemutatott négy tézis egy
alapveto megvalésithatosidgi tanulménybol kiindulva mutatja be azt az utat,
amely egy komplex dinamikus akadalyelkeriilésre alkalmas hierarchikus agens
létrehozasahoz vezetett.

Az elsé tézis egy "end-to-end" palyakovetési feladat megvaldsithatdsagi elem-
zését végzi el megerOsitéses tanulas mddszerével. Egy jutalomfiiggvényt ter-
veztem, amely kiszamitja az egyenld tavolsdgra 1évé kapukon valé athala-
déssal kapott jutalmat. A mésodik tézisben azt a célt fogalmaztam meg,
hogy hogyan lehet az egylépéses iranyitasnal hosszabb mozgastervezési mod-
szereket megerositéses tanuldssal gy megvaldsitani, hogy erre valamilyen
megvalosithatésagi mutatét is kapjunk. Az elézd eredményekre alapozva
a harmadik tézis egy Osszetettebb mozgastervezési feladat megvaldsitdsara
vallalkozik. Ebben az esetben egy prototipus mandver paramétereinek op-
timalizaldsa a cél, melynek demonstralasara a kettds savvaltdsi problémét
hasznaltam fel. Ennek megvalésitasihoz nem egy, hanem tobb, egymas-
sal folyamatosan Osszefiiggd gorbe paramétereit kell meghatarozni. Ahogy
az el6zo feladat megvaldsitdsa soran is felmeriilt a "sim-to-real" probléma
— azaz a szimuldcién betanitott agens viselkedése a valésdgban — ebben az
esetben még fontosabb. A probléma megolddsira a domain-randomizécids
technikat alkalmaztam, azaz a szimulacids koriillményeket véletlenszertien be-
folyasoltam 1gy, hogy az agens végiil képes legyen alkalmazkodni a valds
kornyezeti feltételekhez. A negyedik tézis a statikus objektum-keriilési prob-
lémat dinamikus objektumra terjeszti ki. A jarmi utvonalat véletlenszeriien
keresztez6 gyalogos modell keriilt implementélasra az algoritmus fejlesztésé-
nek illusztralasara. A dinamikus akadaly kikeriilése mar nem egy-lépéses
palyatervezési feladat, ebben az esetben az agens a valtozd szituacidban
folyamatos ujratervezést hajt végre.

Mindegyik feladat esetében kiemelt fontossagunak tartom a betanitott agens
alkalmazhatosagat valés koriilmények kozott, igy — a negyedik tézis eredmé-
nyeit leszdmitva — azokat tesztpalyés teszttel validaltam. Tovabbi kutatasaim
soran az integraciés feladatokra, a kiilonb6z6 megvaldsithaté szabdalyozasok
tervezésére, valamint a valésdgban tesztelhetd rendszerek fejlesztésére terve-
zek koncentralni.
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Chapter 1

Introduction

Self-driving vehicles have the potential to greatly improve safety, increase e ciency and
accessibility, and reduce the environmental impact of transportation. By removing the
need for human drivers, self-driving vehicles can reduce the number of accidents caused
by human error and improve tra ¢ ow by communicating with each other and adapting

to changing road conditions. Additionally, self-driving vehicles can improve accessibility
for individuals who are unable to drive, such as the elderly or disabled. Furthermore,
self-driving cars can reduce dependence on fossil fuels and reduce emissions by optimizing
routes and driving patterns. Overall, the development of self-driving vehicles has the
potential to improve the transportation industry signi cantly and have a positive impact

on society. Research in self-driving vehicles is a rapidly growing eld, with various
approaches being taken by researchers and companies worldwide. Some of the key areas
of research include:

Sensor technology: Self-driving vehicles rely on various sensors to perceive their
environment, including cameras, lidar, radar, and ultrasonic sensors. Researchers
are working to improve the accuracy and reliability of these sensors and reduce
their costs.

Perception and localization: Self-driving vehicles must be able to understand their
environment and determine their location within it. This involves processing sensor
data to identify and track objects such as other vehicles, pedestrians, and tra c
signals. Researchers are also working on methods to improve the ability of self-
driving cars to localize themselves in their environment.

Planning and decision-making: Self-driving vehicles must be able to plan their
trajectory and make decisions based on their perception of the environment. This
includes determining safe and e cient routes, predicting the behavior of other road
users, and responding to unexpected events.

Control: Self-driving vehicles must be able to control their motion, including steer-
ing, acceleration, and braking. Researchers are working on developing controllers



that can handle a wide range of driving scenarios and cope with uncertainties in
the environment.

Safety and validation: Ensuring the safety of self-driving vehicles is a crucial as-
pect of research in this eld. Researchers are working on methods for validating
the safety of self-driving systems, including testing and simulation, as well as on
methods for detecting and handling failures.

Ethics and regulation: Self-driving vehicles raise various ethical and regulatory
challenges. Researchers are studying the social and economic impacts of self-
driving cars and their deployment's legal and policy implications.

The Society of Automotive Engineers (SAE International [2016]) has de ned six
levels of automation for vehicles, ranging from no automation (Level 0) to full automation
(Level 5). Currently, most cars on the road are at Level O or Level 1, with some high-end
vehicles o ering Level 2 features such as automatic emergency braking and lane-keeping
assist. However, a growing number of Level 3 and Level 4 vehicles are being developed
and tested by major automakers and technology companies.

Overall, self-driving car research is a multidisciplinary eld that spans various areas,
including computer vision, robotics, control systems, machine learning, and transporta-
tion engineering. All these components of self-driving cars rely heavily on arti cial
intelligence, particularly machine learning, which allows the car to improve its perfor-
mance over time by learning from data. Al also enables self-driving vehicles to adapt to
a wide range of driving scenarios and to cope with uncertainties in the environment. The
Al system in self-driving cars is designed to work with the car's hardware and sensor
technology to create a safe and e cient driving experience. However, it is essential to
note that self-driving cars are still in the early stages of development, and many tech-
nical, regulatory and ethical challenges need to be addressed before they can be widely
deployed.

As a vehicle mechatronics engineer, | have always been interested in vehicle control
algorithms and software, especially decision-making and motion planning. Motion
planning for vehicles, also known as trajectory planning, is the process of determining a
safe and e cient path for a vehicle to follow through its environment (Paden et al. [2016]).

It is a fundamental task in developing autonomous vehicles, including self-driving cars.
The motion planning process typically includes several key steps:

Map representation: The vehicle's environment, including the positions of obstacles
and other vehicles, is represented as a map. This map can be generated using sensor
data, such as lidar or radar, or it can be pre-built using maps or other data.

Path planning: The vehicle must determine a path through its environment that
avoids obstacles and other vehicles while also taking into account constraints such
as the vehicle's dynamics and the road's layout. There are various path plan-
ning algorithms, such as Rapidly-exploring Random Trees (RRTSs), Probabilistic
Roadmap (PRM), and A-star algorithm.



Trajectory generation: The vehicle must generate a continuous trajectory that
follows the path, considering the vehicle's dynamics and constraints, such as speed
limits.

Control: The vehicle must use the generated trajectory to control its motion,
including steering, acceleration, and braking.

These steps must be done in real-time and consider uncertainty and sensor noise,
as the vehicle's environment constantly changes. There are a variety of motion plan-
ning algorithms that have been developed for vehicles, including geometric algorithms,
sampling-based algorithms, and optimization-based algorithms. Each approach has its
own strengths and weaknesses, and the choice of algorithm depends on the application's
speci ¢ requirements. In another approach, motion planning algorithms can be broadly
divided into two categories: model-based and model-free.

Model-based algorithms use a mathematical model of the vehicle's dynamics and
the environment to plan a trajectory. These algorithms can be further divided into two
categories:

Kinodynamic planning: These algorithms take into account the physical con-
straints of the vehicle, such as its maximum acceleration and turning radius, to
plan a trajectory that is physically feasible.

" Optimal control: These algorithms use optimization techniques to nd the best
trajectory that minimizes a cost function. This can include factors such as time,
energy consumption, or risk.

On the other hand, model-free algorithms do not use a mathematical model of the vehicle
or environment. Instead, these algorithms learn from experience and generate trajec-
tories based on past examples. Some popular model-free motion planning algorithms
include:

Reinforcement Learning (RL): RL algorithms can be used to plan a trajectory by
maximizing a reward signal. The agent learns from experience and improves its
performance over time by adapting to the environment.

Imitation Learning (IL): IL algorithms can learn from human drivers' behaviors
and adapt to the driving scenario.

Even as a graduate student, | found the eld of machine learning very exciting.
During my preliminary research, | found that reinforcement learning can be an e ective
tool for solving optimization problems with high computational demands, even in the
case of autonomous vehicles. RL is a type of machine learning that is particularly well-
suited to problems involving decision-making and control. In RL, an agent learns to take
action in an environment to maximize a reward signal. This makes it a natural t for
problems such as self-driving cars, where the goal is to control the car's motion in order
to safely and e ciently navigate its environment. Reinforcement learning has been used
in self-driving cars in several ways:



Motion planning: RL algorithms can be used to plan the car's trajectory through
its environment. The agent can be trained to take actions that minimize the risk
of collision while maximizing e ciency.

Decision-making: RL can be used to make decisions about how to respond to
unexpected events, such as sudden stops or turns by other vehicles. The agent can
be trained to take actions that minimize the risk of collision while maximizing the
likelihood of a safe outcome.

Control: RL can be used to control the car's actuators, such as its wheels and
brakes, in order to execute the plans and decisions made by the agent.

One of the biggest problems of Reinforcement Learning is the so-called sim2real
problem, also known as the reality gap, the challenge of transferring a model that has
been trained in simulation to work in the real world. The problem arises because there
are often di erences between the simulated environment and the real-world environment,
such as variations in lighting, temperature, and sensor noise. These di erences can cause
the model to perform poorly when deployed in the real world.

The sim2real problem is particularly relevant for reinforcement learning (RL) models,
which are often trained in simulation because it is safe, fast, and cheaper than real-world
training. However, it can also be applied to other areas like computer vision, robaotics,
and control systems.

There are several approaches to addressing the sim2real problem:

Domain adaptation: This involves adapting the model to the real-world environ-
ment by ne-tuning it on real-world data.

Domain randomization: This involves randomizing various aspects of the simula-
tion, such as lighting conditions, to make the simulation more similar to the real
world.

Multi-task learning: This involves training the model to perform multiple tasks in
di erent environments, which can make it more robust to changes in the environ-
ment.

Real-world adaptation: This involves using techniques such as meta-learning, adap-
tive control, and imitation learning to adapt the model to the real world in a safe
and e cient way.

Overall, the sim2real problem is a di cult and active area of research, and addressing
it requires a combination of techniques from machine learning, robotics, and control
systems. The results presented in the thesis seek an answer to this problem as well, so it
was important to test them on a real vehicle to prove the e ectiveness of the developed
algorithms, as will be described later in the document.



1.1 Overview of the thesis

As mentioned, this dissertation deals with the motion planning techniques for highly
automated vehicles using reinforcement learning as a machine learning approach.

Before dealing with a hierarchical approach for feasible path planning, Chapter 2
introduces an end-to-end system for lane keeping, using Q-Network, feature-based state
representation and a simple vehicle model. The chapter also presents a framework,
including a procedural track generator capable of training an agent and transferring
it to a real-world application. The results of this part are mainly used later for the
generation of the training environment and the implementation of the latter algorithms
for test runs on the proving ground.

The motivation behind the utilization of machine learning for motion planning is
that increasing the modeling level and detail of the problem leads to a highly complex
nonlinear optimization task whose real-time solution can not be guaranteed. On the one
end, one can easily implement path planning for a holonomic (omnidirectional) robot
between a few static obstacles or even on a given graph in real time. However, on the
other hand, the solution is not trivial for a dynamic vehicle model, with a nonlinear tire
model and avoidable moving objects. Therefore, the solutions presented in this thesis
take advantage of machine learning, which acts as an optimization solver by using its
enormous experiences from the training phase to give a feasible path for the vehicle in
an instant. This development process is separated into three distinct steps.

Chapter 3 presents an algorithm where a chunk of a path is generated, given by its
initial conditions, which are the position and yaw of the vehicle at the beginning and the
end of the course. In this phase, no avoidable obstacles are considered. The agent's goal is
to generate the parameters of a previously de ned curve that satis es the given conditions
and can be traversed by the vehicle model provided by the environment. Performance
metrics include feasibility and passenger comfort through lateral acceleration and jerk.
The ndings of this algorithm show that by using an algorithm having both value and
policy heads for the ANN, the trained agent not only generates the path but can give a
good prediction about its feasibility. The algorithm was implemented and tested on the
ZalaZONE proving ground.

Based on the previous ndings, Chapter 4 introduces an algorithm where a complex
maneuver is designed by the agent, considering static obstacles. The double lane-change
scheme was chosen for testing this concept, assuming multiple objects to avoid. The
solution uses a chain of curve primitives and a model-predictive controller to control and
generate the reward function. The design was tested according to the parameters of ISO
3888-2:2011 [2011] standard and was compared to the performance of human drivers,
shoving the above human capabilities of the agent.

Finally, Chapter 5 extends the method's capabilities by introducing a pedestrian
avoidance scenario, which adds an extra dynamic behavior to the environment. This
prevents the possibility of planning the entire path and raises the need for a continuous
route redesign. This modi cation needs a new training architecture and environment,
which are described in the chapter. This solution could not be tested on a proving



ground, though its capabilities were compared to human drivers' performance in a sim-
ulator.

1.2 Reinforcement learning

In problems like the one discussed in this study, the training of the ANN lacks training
data, hence the machine learning process needs to generate its own experiences through
trial-and-error forming a reinforcement learning framework. In this area, the learner and
decision maker algorithm is called theagent Everything outside the agent is called the
environment. The environment shall provide the following information to the agent:

~

state (output)
action (input)
reward (output)

The learning process consists of episodes, which is a solution attempt for the original
problem with a given set of initial parameters, and generally an episode consists of
a series of steps. The agent interacts with the environment, and based on the state
information provided, it selects actions, resulting in a new state representing the new
situation in every step. Furthermore, the environment provides information about how
well the agent does its job as a scalar value, called the reward.

To solve reinforcement learning problems, a learning agent is placed in an environ-
ment where its job is to maxi-mize the cumulative reward from its actions (@;). The
training process consists of episodes, which generally consist of a series of steps. After
each step, the agent gets a rewardr{), and the environment returns a new state (),
see Fig. 1.1.

In RL, the simulation environment plays a crucial role in solving real-world control
problems. The following main requirements must be met:

" Fast runtime.

Easy interface with the agent.

It can be controlled step by step.
Restartable processes.

Parametrizable models and close to reality.

The environment can be typically formulated as a nite-state Markov Decision Pro-
cess (MDP). It is described by states; (wheres; 2 S and S represents the system's state
space), actiona; changes the environment state froms; to si+1 with state transition
probability P(s;;ai;si+1). The agent and environment interact at each of a sequence
of discrete time steps,t = 0;1;2;3;:::.. Finally a numerical reward ri+1 2 R indicates



Figure 1.1: Agent-environment interaction in reinforcement learning

how well the agent is doing. The agent's job is to learn how can be the reward max-

imized, i.e. to nd a policy :S! A that maximizes the cumulative future reward
R = to+ r1 + i+ rp, Which is discounted representing the uncertainty of the future
R= "0 ‘'r¢. The discount factor (0 1) represents the uncertainty of the future,

i.e. how much the future rewards depend on the actions in the past. A prediction of
cumulative future reward V (s) = E [R|S; = s] is de ned as the value of the state
which can be used to evaluate the badness or goodness of the state and therefore to
select between actions. There exists an optimal policy for which V  is optimal for
every state. In a nite MDP, the sets of states, actions, and rewards §; A; R) all have a
nite number of elements. The Markov property of MDP requires that the probability
distribution of random variables (transitions and rewards) depends on the current state
and action only, not on the past actions and states.

Depending on the selected method, the RL agent may include policy function, value
function and model. The latter is the agent's representation of the environment, ac-
cording to its presence in the solution one can categorize RL methods as model-free or
model-based solutions.

1.2.1 Value-based Methods

The value function-based reinforcement learning is a heavily researched area thanks to
Deepmind's improvements in deep Q-learning. The main idea is to learn a Q-function
instead of the value function. Q-function is a predictor function which outputs a Q-value
for action in a given state. The prediction can be updated according to the Bellmann
equation:

Q(st;a) = re+  maxQ(si+1 ;@) (1.1)

The predictor function is typically a deep neural network where the training goal is the
more accurate estimate of the Q-function according to the Bellmann equation. It should
be noted that the usage of function approximation in RL algorithms do not guarantee
the convergence, but these methods usually show good results in practice, in particular
with regard to the improved versions, see e.g. van Hasselt et al. [2015] and Wang et al.
[2015].



1.2.1.1 Deep Q-Learning

Q-Learning has been used for the lane keeping function which presented in Chapter 2.
The applied Q-learning algorithm works as follows.

~

At the beginning of learning, the agent tries to get the reward with random actions.
The positive rewards or the penalties of the trials are stored in the array.

An attempt series is called an episode. An element contains the action, the reward,
the pre-action vehicle state, and the state of the vehicle after the action.

At the end of each episodes the agent select 35 random sampled element from the
array.

The Q-learning method (which trains the neural network) was implemented according
to the following steps:

1. Quae = reward + (highest probability from the neural network based on the
state after the action)

2. target_f = actions array from neural network based on the pre-action vehicle state
3. target_f[action] = Q_value

4. train the neural network with the pre-action vehicle state and the modi ed actions
array with Q value

After each training decrease the randomness of agent's actions ( greedy method).

1.2.2 Policy-based Methods

The other approach is based on the approximation of the policy directly. From this
group of RL solutions the policy-gradient methods have gained interest in recent years
to solve control problems (see e.g. Aradi et al. [2018]). These algorithms modify the pa-
rameters of the function approximator (neural network) in the direction that maximizes
the expected reward. Its advantage over the value-based methods is the guaranteed
convergence, but typically to a local rather than global optimum Sutton et al. [2000].
Policy gradient assumes that the actions are given by a stochastic policy (at;St)
with parameters . Policy-base RL is an optimization problem, where the goal is to nd
that maximizes J( )= J( ) where

X
J( )=E re (1.2)
t=0
in episodic environments. The policy gradient algorithms search for a local maximum
in J( ) by continuously re ning a given parametrization vector. It follows the steepest
ascent of the expected reward, which can be formulated by the gradient update rule:

wherer J( ) is the policy gradient vector and is the learning rate.



1.2.2.1 Deep Deterministic Policy Gradient agent

The DDPG Agent (Fig. 1.2) is a powerful model-free Reinforcement Learning algorithm
with continuous action and state-space, based on the Deterministic Policy Gradient
(DPG) algorithm Silver et al. [2014]. It consists of an actor and a critic network. The
actor-critic combines value-based methods such as Deep Q-network (DQN) and policy-
based approaches.

Figure 1.2: Deep Deterministic Policy Gradient.

In the Deterministic Policy Gradient (DDPG) algorithm Ravichandiran et al. [2019],
Lillicrap et al. [2015], the actor and critic work with two di erent neural networks.

a= (s; ) (1.4)

In (1.4), the actor-network output is the action a, s stands for the state, and are
learning weights of the network. Using this, the actor gives a deterministic approximate
of the optimal policy. The actor-network does not learn a probability distribution over ac-
tions, but the best-believed action in all states. The actor is learned theargmax (Q(s; a))
function, which is given the best action.

Qsia; 9) Qs (i ) 9 (1.5)
The critic-network (1.5) returns the Q value, where @ stands for the weights of the
network. The critic-network works with the output of the actor network (the actor's
best-believed action) and learns to evaluate it. The (s; ) and Q(s; a; Q) are the
target actor and critic networks, where Q’ and are the weights. The actor-network

is updated with policy gradients, while the critic-network is updated with gradients
calculated from the Temporal Di erence (TD) error.

(s; )+ (1.6)

Noise applied to the output of the actor provides the exploration. The Ornstein Uhlenbeck
process Uhlenbeck and Ornstein [1930] is the most common method for noise production
to DDPG.
=i+ Qs s i 9 (1.7)
During training, the replay bu er is lled with the parameters of each step. The target
Q value is updated with (1.7) by random sampling.
1 X

L= M | (i Qsi;aj 9)?) (1.8)



The TD error can be calculated by the (1.8) formula, which can be used to update the
weights of critic-networks with gradients calculated from the L loss. In (1.8) the M is

the total number of samples in the dataset. The policy network is updated with the

policy gradient method. DDPG uses a soft update strategy for greater stability, which

is a slow blending between the regular and target network weights.

1.2.2.2 Twin-Delayed Deep Deterministic Policy Gradient (TD3)

Twin-Delayed Deep Deterministic Policy Gradient Fujimoto et al. [2018] is the successor
to DDPG Lillicrap et al. [2015]. DDPG is a robust algorithm for continuous action
and state-space problems, so it can also e ciently solve automated vehicle control tasks
in Fehér et al. [2020] and Feher et al. [2019]. However, for more complex tasks with
large action space, DDPG is very sensitive to hyperparameters (e.g., learning rate, Orn-
stein Uhlenbeck noise process parameters, etc.), which can cause convergence to a local
maximum.

The DDPG algorithm was presented in detail in the previous section. From now on,
the di erences are in focus. The better performance of the TD3 compared to the DDPG
is provided by three enhancements.

The overestimation can cause divergence in actor-critic solutions. TD3 updates
the weights of the actor-network only every second step. It can reduce the error,
resulting in a more stable and e cient training process.

TD3 agent uses two critic networks with a clipped double Q learning method
Hasselt [2010]. The smaller worst of the two critic networks is selected, which
reduces underestimation bias.

The action noise regularization can smooth the target policy and make it more
robust. Saturated noise is added to the selected action, which favors higher values
for the action.

To understand the TD3 algorithm, Figure 1.3 shows the training process. An expe-
rience replay bu er, two actors (target, main), and four critics (main 1, main 2, target
1, and target 2) networks are created to initialize the agent. The algorithm samples
from the replay bu er during the training process, where s is the current state, s' is the
next state after the action, and r is the reward value. At the beginning of the training,
the target network predicts from the s' (next state), a' (next action) to which noise is
applied and clamps it in a range of values supported by the environment. The critic
target networks use the pairs s ', @' to predict Qi1 and Qi values. The minimum of
these two Q-values represents the approximated value of the next state. The Bellman
equation gives the nal target value Q;, where is the discount factor. The two main
critic networks predict a Q value (Q1, Q2) based on (a, s). After that, the loss can be
calculated. The critic loss can be backpropagated and updated the parameters of the
two critic models with an Stochastic Gradient Descent (SGD) optimizer. The actor main
can be updated by performing gradient ascent. In every second iteration, the weights of
the actor and critic targets are updated by Polyak averaging.
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Figure 1.3: TD3 training process

1.3 Vehicle dynamics

1.3.1 Kinematic model of lateral vehicle motion

The model of the agent's vehicle is a rigid kinematic single-track vehicle model, where
tire slip is neglected. Thus, lateral motion is only a ected by the geometric parameters.
More details about the model can be found in Téro et al. [2016]; Kong et al. [2015].
This model seems quite simplied, and as stated in Polack et al. [2017], such model
can behave signi cantly di erent from an actual vehicle, though for the many control
situations, the accuracy is suitable Kong et al. [2015]. The main parameters of the model
are: L-axle length. State parameters arex;y vehicle position, vion longitudinal velocity
and yaw angle. Control parameters are the acceleration demand, and the steering
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angle. By neglecting tire slip, the path radius Rpan can be calculated as:

L
tan = 1.9
Izzpath ( )
Thus, the yaw rate is: v y
lon lon
= —— =tan — 1.10
Rpath L ( )

1.3.2 Dynamic bicycle model

In order to provide an accurate prediction of the vehicle's behavior at fair computational
requirements, a nonlinear planar single track vehicle model containing a dynamic wheel
model as well is applied. This model can deliver feasible results even in case of high-
dynamic driving maneuvers, but is simple enough to keep its run time at a suitable level
Hegedis et al. [2017].

Figure 1.4: Nonlinear single track vehicle model

The multi-body model (Fig. 1.4) consists of the vehicle chassis and two virtual
wheels connected rigidly representing the front and rear axles. The main parameters
are the massm and moment of inertia  of the chassis, the horizontal distances between
the vehicle's center of gravity (CoG) and the front and rear wheel centersly and I,
the center of gravity height of the vehicle h, the moments of inertia 1=, as well as
the radii rys=; of the front and rear wheels. The parameters of the wheel models have
also a vital in uence, the most important ones are the coe cient of friction -, ; and
the parameters of the Magic Formula slip curvesCis= j:ix=y]» Bif=r 1:x=y]» Eff=r J:ix=y] Which
in uence the transmittable amount of force between road and tires Pacejka [2012].

The inputs of the model are the steering angle of front wheel (the rear wheel is
considered unsteered) and the total drivingMy4 and braking My, torques applied at the
wheels (no powertrain is modelled). The driving torque is distributed to the front and
rear axlesM =, 1.4 by time-varying distribution factor v . For the braking torque, ideal
distribution M 1, is considered which maintains equal brake slips.

The chassis can move longitudinallyx and laterally y and rotate about its vertical
axis (yaw movement). The wheels can only rotate -, about their own horizontal
axes, and their longitudinal and lateral slips sj= . x=y; are modelled dynamically. In
the following superscripts are used to distinguish dynamic quantities in ground- xed (no
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superscript), vehicle- xed (V) and wheel- xed (W) coordinate systems and dot notation
(1) is used for time derivatives.

The dynamic equations for the chassis are derived in the ground- xed inertial coor-
dinate system using Newton's second law for translation and rotation as follows:

1
X = E(Ff;x + Frx + Fax); (1.11)
1
y= E(Ff;y + Fry + Fay); (1.12)
° _ } [ \% [ V.
= Z(IkFey LR (1.13)

where F= 1. x=y] are tire forces. The aerodynamic drag forces are calculated as:

1 q —

Fax = SO0 A AxY XY+ yVY; (1.14)
1 q —

Fdy = éCDAf AYY XY+ yY; (1.15)

where ¢p is the drag coe cient and As is the frontal area of the vehicle, and A is the
mass density of air.

The tire forces can be derived considering the motion of the wheels. The front and
rear wheels are modelled equally, so only the equations for the front one are presented.
The dynamic equations of the front wheel using Newton's second law for rotation and
dynamic slip equations from Pacejka [2012] are the following:

. 1
= Mg reFfy  Mep  Mer (1.16)
1 . .
Stx = Tt X' §ox{jsix (1.17)
X
Sty :T v i oxisey (1.18)
y

where x}V and y}" are the longitudinal and lateral velocities of wheel center. The
longitudinal and lateral slip dependent relaxation lengths are:

Bf, x=y1C¥; x=yl .

If; x=y) =MaX g, pe=ypo 1 3 I8t eyl

(1.19)

I, x=ylimin 5

where lt. (x=y};0 is the values at standstill and Iy, y=y;:min are the values at at wheel spin or
wheel lock. The rolling resistance torqueMy.; is calculated according to standard SAE
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J2452. The longitudinal and lateral tire forces are calculated by the Magic Formula:

Filley] = 1 Fry SIinf Cy. (y=y; arctan(B. jx=y;St. (x=y]

(1.20)
E[Bf; x=y1St; x=y)  arctan(By; px=y)Si; (x=y))) 9:

For the force calculation, damped slip values are used to improve the stability of numer-
ical solution:

Ks.
Stx = St (s x); (1.21)
LI P

P
Bf;X Cf;x :

Sty = Sty (1.22)

where ks« is the velocity dependent damping factor calculated as:

8

ixV
= Ikex 0 1+COS

. w
i = o1 X7 Vo (129

©0;if XV > Viow;

with Ks.x. o being the damping value at zero velocity andvq,, being the velocity at which
damping is switched o . The superposition of longitudinal and lateral forces is considered
using the friction ellipse method:

~coe<

Fix Fry )?

Fiv = sign(six) ;
(Fy )2+ (3XFY)2

(1.24)

~cooe<

(P P )2
(F)Z+(

Fey = sign(sry)

sy Fi)?

The presented wheel model enables the usage of explicit ODE (Ordinary Di erential
Equation) solvers (e.g. the 4" order Runge-Kutta method) with a moderate step size of
approximately 1 ms. The model was originally implemented in Python, but even with
this time step the run time was infeasible considering the large amount of iterations
in the learning process. Because of this, the vehicle model as well as the solver was
implemented in C which resulted in a tenfold increase in speed approximately.
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Chapter 2

Reinforcement learning for highly
automated vehicle functions

2.1 Introduction

Reinforcement Learning is a powerful subarea of machine learning, though it needs ac-
curate and fast simulation environments. The e ectiveness of the deep RL methods,
where the underlying agent uses neural networks for action prediction, was rst demon-
strated in Atari and board games by Mnih et al. [2013] Silver et al. [2018]. After this
breakthrough, many other research elds tried to apply these techniques from which
autonomous driving has high importance. Though, contrary to the original nite-state,
nite-action approach of the RL problems, most real-world vehicle problems require con-
tinuous spaces. Mainly due to the spread of e cient algorithms with continuous output
(e.g., Lillicrap et al. [2015]), the RL-based solutions in the eld of vehicle control are
becoming more widespread. Multiple tasks, like car-following Zhu et al. [2018], lane-
keeping Wolf et al. [2017] lane changing decisions Hoel et al. [2018] highway merging
Wang and Chan [2017] or highway maneuvering (Aradi et al. [2018]; Nageshrao et al.
[2019]) has been evaluated by using Reinforcement Learning techniques for automated
driving tasks. A concise survey on the topic can be found in Aradi [2022].

At the beginning of my research work, | wanted to investigate how reinforcement
learning and the associated modeling paradigms t with vehicle control tasks. For this
purpose, | wrote a task that can now be said to be relatively simple, namely an end-to-
end lane keeping task, where the information required for vehicle control is the normal
distance relative to the lane and the yaw angle relative to it. | de ned this task in
such a way that it requires a simulation in which the training can be carried out, but
which is suitable for the trained agent to be gradually transferred to a real vehicle. The
self-developed environment consists of a procedural track generation algorithm, which
is suitable for generating tracks of di erent di culty, and is also capable of providing
information about the vehicle's state based on the control inputs and the movement of the
modeled vehicle. After that, the training uses the classical, discrete action reinforcement
learning paradigm, but with continuous state representation, hence a Q-learning solution
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is presented.

2.2 Training environment

As previously mentioned the agent needs an environment where it can act and learn to
drive. Such environment must consist at least the following subsystems:

Vehicle model, including vehicle kynematics, sensor model and actuation:
Simpli ed major road model, describing topology, lane geometry etc.

Reward function, where a higher value is given for the expected behavior and a
lower is for undesired outcomes.

2.2.1 Procedural track generation

In reinforcement learning-based systems, it is crucial to generate diverse scenarios for the
agent in order to achieve a more universal solution. To achieve this goal, the environment
includes a parametrizable, procedural track generator module, with the fundamental
concepts taken from Maciel [2013].

As an initial step, the algorithm generates 10 to 20 randomly placed points within
a pre-de ned area. This area is then covered with a convex polygon that outlines the
main points of the track, as illustrated in Figure 2.1.

Figure 2.1: Convex polygon

In the subsequent step, new points will be added to the existing ones, provided
there is adequate distance between them. The intermediate points will be altered in a
random direction normal to the existing points, as speci ed by a parametrized di culty
parameter. This parameter will determine the di culty level of the track. See Figure 2.2.

Finally, the algorithm utilizes B-spline interpolation to generate the track from the
resulting points. The resolution of the curve can be adjusted through a parameter,
with higher resolution resulting in greater accuracy, but also increasing computational
requirements. Figure 2.3 illustrates tracks generated by the algorithm, with increasing
di culty level from left to right. Additionally, each track includes a straight section at
the beginning.
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Figure 2.2: Supplemented polygon

Figure 2.3: Generated tracks

2.2.2 State and action-space

The agent's environment sensing model assumes high-level output from automotive sen-
sors such as a camera combined with an Inertial Measurement Unit (IMU) and odometry-
based systems or Real Time Kinematic (RTK) GPS. As a result, the information avail-
able to the agent is its lateral dy and yaw error d relative to the lane center, as
depicted in Figure 2.4. This state-space information ¢ly, d ] serves as the input state
for the agent.

Figure 2.4: Environment state on the track

The action space of the classic Deep Q-learning agent is limited to constant values,
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and a larger number of possible actions leads to increased training complexity. Thus, in
order to simplify the training process, the action-space 2.1 for this task was de ned as a
single element with three constant values. These are the possible steering angle values.
h i
7 07 (2.1)

2.2.3 Reward function and simulation

During the training process, the environment starts by generating easy tracks, and as
the agent improves, the di culty of the tracks is increased. The increase in di culty
occurs after each successful completion. In each training step, the agent receives the
state vector and determines the appropriate steering demand action. These inputs are
then simulated and actuated in the agent's vehicle. The training process continues in the
form of episodes until the vehicle reaches the end of the track or a termination condition
is met.

To de ne the reward function for the agent, the following requirements were consid-
ered, from which terminating conditions are:

The vehicle leaves the track.

The yaw error is too high.

The agent passes by an appointed gate

Besides terminating conditions the yaw and distance error requirements describe the
quality features of the performance of the agent.

When a terminating condition rises, the episode is stopped, and the agent is given a
negative reward (R 10). The reward system was set up as follows: The environment
de nes gates distributed on the track. The agent is rewarded only when passing through
the gates according to the following algorithm:

(max(l & 191.0); ifdy<4mandjd j<5

, (2.2)
0; otherwise

lgate =
The track has ten equally spaced gates placed along it. If the vehicle encounters an
incident, the episode is terminated with a negative reward. The environment includes a
reset function to restore the vehicle to its starting position.

2.3 Results

The development process involved multiple iterations due to the sensitivity of the success
of the training process to the hyperparameters of the agent algorithm. As compared to
supervised learning, reinforcement learning may present a higher degree of complexity.
The most critical hyperparameters in this case were the learning rate (), discount
factor ( ), exploration decay factor ( ), and minimum exploration factor ( ). Addition-
ally, the maximum number of episodes per track and the penalty constant () of the
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reward system were also considered. Throughout the process, the hyperparameters of
the neural network remained constant while the impact of the reward function shape and
parameters on the learning and results became evident. After numerous iterations, the
selected hyperparameters and reward function parameters are summarized in Table 2.1.
The rst layer is a Dense layer with 24 neurons. The state-space size determines the
input dimension. This layer uses the ReLU activation function, a commonly used acti-
vation function in deep learning models. The second layer is also Dense with 24 neurons
and ReLU activation. The third and nal layer is a Dense layer with 3 neurons and a
linear activation function. This layer outputs the Q-values for each action in the given
state.

Table 2.1: Hyperparameters and reward function parameters

Parameter Value
Learning rate ( ) 0.001
Discount factor ( ) 0.95
Exploration decay ( ) 0.995
Maximum episodes in a same track, 500
Penalty constant ( ) -1
Num. of hidden layers 2
Num. of neurons [24 24]
Track width [m] 8
Gate width [m] 4

The results after 3000 episodes of training showed that the vehicle successfully com-
pleted 10 laps on randomly generated tracks. The exploration rate was used to randomly
choose actions in the training phase, while the greedy algorithm was used in the testing
phase. The results showed that the neural network was able to generalize well and per-
form well even on the most di cult tracks. The reward trend showed that the maximum
reward was set to a xed value, as shown in Fig. 2.5. The gure was smoothed by using
a moving average with a window length of 10 episodes.

The result of the training process is a deep reinforcement learning-based end-to-
end path tracking, which utilizes high-level sensor information. The agent was trained
e ciently in a few episodes and demonstrates convergence during the learning process.
Although the performance falls short of the results achieved by classic control techniques,
the agent is capable of controlling a vehicle in a simpli ed environment, as indicated
by its overall behavior and the lateral error values during the evaluation period. The
horizontal axis shows the percentage position of the vehicle on the track. The visual
inspection shows that the agent's behavior meets the requirements. The error diagram
shows that the agent does not try to minimize the error, but nds a reasonable strategy
to move along the path by minimizing errors only at the gates. The lateral errors are
larger in one direction due to non-symmetric tracks and the fact that the vehicle only
traveled in a clockwise direction. The error jumps between two values due to the discrete
action-space, with the steering angle demand being limited to three xed values.
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Figure 2.5: Training rewards

Figure 2.6: Distance error
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2.4 Fast prototype framework

The objective of several research and development (R&D) initiatives is to make these
methods applicable in real-world scenarios. This is particularly crucial in the context
of highly automated vehicle research. The successful training of the lane-keeping DQN
agent has demonstrated that reinforcement learning can be a viable solution for vehicle
control tasks. However, to mitigate the complexities and reduce the training time, the
models were created with some oversimpli cation and as a result, the solution is lim-
ited to a theoretical level in a simulated environment. The ongoing research e ort aims
to utilize increasingly advanced agents in conjunction with the development of more so-
phisticated models. The training environment must accurately re ect reality, taking into
account important factors such as actuator dynamics, communication uncertainties, con-
trollers, and navigation systems. The solutions must be tested using industry-standard
methods in vehicle dynamics simulation software or under real-world conditions. It is
also critical to compare the solutions to traditional control methods.

Al-based systems are commonly developed using Python, despite its slow interpreter.
Python has become a nearly standard tool in the eld, with many reinforcement learning
agents (e.g., Intel Nervana Coach), RL benchmark environments (e.g., OpenAl Gym),
and powerful tools (e.g., Tensor ow, Ca e, Keras, PyTorch) being developed for it in
recent years. Additionally, several open-source automotive simulators support Python,
including TORCS Wymann et al. [2000] for racing, CARLA Dosovitskiy et al. [2017] for
urban environments, and SUMO Krajzewicz et al. [2012] for microscopic simulations.
While the portability of results to real-world scenarios may be limited, the lack of sup-
port for Python development in the best detailed and con gurable commercial vehicle
dynamics simulation software raises new challenges for testing machine learning-based
solutions on industry-standard tools.

It is crucial to devise methods that enable the validation of self-developed models
created in Python with those used in industry standard software. There is a pressing
need for an e cient means of testing the trained RL agents on test vehicles or in standard
simulation software that are not yet equipped to run such agents. The implementation
of classical control methods, such as longitudinal and lateral controls, must also be
incorporated in creating RL environments to build the training environment.

In the following chapter, solutions are presented for training and evaluating the RL
agent using industrial vehicle dynamics simulation software, which facilitates the easy
porting of the simulation setup to a real vehicle. These solutions make a signi cant
contribution to the creation of a fast prototype system for RL vehicle control problems.

2.4.1 Virtual CAN based approach

Reinforcement learning is a resource-intensive method. The training process often
reaches million episodes at a complex problem. In addition to train the agent many
di erential equations must be solved to apply a near-real models at each time step. To
achieve the highest possible accuracy and to exclude the possibility of errors, it would
be advisable to use a vehicle- or sensor model of a industrial standard vehicle simulation
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softwares, e.g. CarSim or CarMaker for this purpose. See in Fig. 2.7. This solution
for training can usually only be used for low-complexity problems, but interfacing raises
many additional problems.

Figure 2.7: Training with external simulator.

Aside from several technical challenges, the use of industry standard software would
result in delays due to the interface between the training environment and the software.
Therefore, it is often recommended to use self-implemented models for training. Al-
though this requires a higher level of development, the accuracy of the model can be
tailored to the speci c task at hand. Such a setup is depicted in Fig. 2.8. An RL agent is
placed within a self-implemented environment, which facilitates a relatively fast training
process that enables the iterative development of RL.

Figure 2.8: Training with full self-developed python environment.

The most e ective method was found to be training the agent with self-developed
models validated by industrial software and using industrial simulation software during
evaluation. Before training, it is necessary to validate that the self-developed models
respond to inputs in the same way as industrial models. Self-developed controllers must
also be compared to industrial solutions. An e ective training environment, independent
of industrial simulation software, can be used to train the agent. During evaluation of
the agent's performance, a locally created virtual Controller Area Network (CAN) bus
can be utilized to connect the agent to the industrial software. Vector Informatik GmbH
o ers a virtual CAN network that is well supported by all industrial software as well as
Python.

The virtual CAN bus solution should be designed in such a way that the industrial
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Figure 2.9: External simulator evaluation with virtual CAN.

simulation software runs the controllers and models so that the solution can be eas-
ily ported to a real vehicle, where CAN communication has been used as an industry
standard solution for decades. The CAN communication, already developed in the sim-

Figure 2.10: Field test with CAN communication.
ulation, establishes a connection between the two devices. Real-world testing can be

performed with minimal additional development. The real-world set-up is shown in Fig.
2.10.
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2.5 New results: Thesis |

| have developed a method suitable for "end-to-end" path tracking of automated road vehi-
cles using reinforcement learning. The method uses tracking error and yaw angle error,
with the discrete set of steering angle values as actions. A Deep Q-network based agent
determines the intervention of steering angle based on these high-level sensor signals.

Related publications: Fehér et al. [2018], Fehér et al. [2020]

Remarks

For training, | developed a simulation environment that includes the vehicle model,
taking into account its kinematic limitations, ideal sensor models of heading an-
gle error and tracking error, and a random track generator with parameterizable
di culty.

| developed the reward function, which determines the reward based on the result
of passing through gates placed equidistantly.

| developed a method for the sim-to-real problem; with which the agent imple-
mented in the python environment can be e ectively tested in industrial simulation
softwares and real vehicles.

| developed an interface using virtual CAN network between python and the sim-
ulation software in the evaluation phase, which can be replaced with real CAN
network during the eld tests.
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Chapter 3

Hybrid DDPG approach for local
motion planning

3.1 Introduction

Path planning and safe maneuvering are essential in designing ADAS and a fundamental
problem for developing automated vehicle functions. These problems have multiple
signi cant requirements. One is the feasibility, i.e., the generated path or trajectory
needs to consider the vehicle's parameters and dynamics to let the actual controller follow
it with as slight deviation as possible. The other aspect is computational performance,
or in other words, the real-time capability of the method. Considering every nonlinearity

in the vehicle model and providing an optimized solution for the planning horizon is a
complex task, leading to the increase of numerical resources used for solution generation.
Considering all holonomic and di erential constraints, the optimal solution for nding

a path is PSPACE-hard, which naturally remains with the inclusion of a speed pro le
and dynamic constraints according to Reif [1979]. The method proposed in this chapter
uses a neural network based agent trained through multiple situations to learn the one-
step generation of the sub-optimal, yet feasible and safe path. Current state-of-the-
art suggests that the combination of machine learning and modern control solutions
in a hierarchical system usually lead to relevant results. There are many areas within
autonomous vehicle control, where a well-functioning machine learning based system has
many bene ts.

Many research deals with the reinforcement learning based behavioral layer. In
Wang et al. [2019a], the authors developed a self-made environment, in which an agent
learns lane change decisions based on a grid action space. In a study of Udacity Wang
et al. [2019b], a three-lane highway tra ¢ simulator is developed, in which lane change
decisions and the operation of low-level controllers are illustrated in real-time. In Hoel
et al. [2018], a Deep Q-Network agent is trained in a simulated environment to handle
speed and lane change decisions for a truck-trailer combination. In Xu et al. [2018],
the sequential decision making for lane changing and overtaking is modeled as a Markov
decision process, including safety, velocity, and smoothness. It is tested by real-time data
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of an autonomous vehicle platform. A Deep Q-Network method described in Ronecker
and Zhu [2019] provides positioning targets, which can be used as an input for the
method.

Some other papers study the local feedback control layer that implements a lane-
keeping function. Wolf et al. [2017] proposes a reinforcement learning approach to show
the steering of a vehicle in a simulation environment. To improve perception accuracy, a
Multi-Task Learning CNN model is proposed to learn the critical track features, which
are essential to locate the vehicle in the track coordinate system. Robust learning meth-
ods and the assessment of the e ciency and safety trade-o for autonomous driving are
well described in Ma et al. [2018]. The previous chapter has also presented a Q-learning
based lane-keeping function, where the agent learns to pass through virtual gates, see
also Fehér et al. [2018].

Motion planning for car-like robots is a classical optimization problem with multiple
solutions based on the optimization criterion (Hegedis et al. [2017]). According to
Gonzalez et al. [2016], the main drawback of classical optimization-based techniques
is the necessity of computationally intensive on-line optimization process. Besides the
classical methods, approaches based on arti cial neural networks gain more and more
interest thanks to their high performance in learning, adaptation and generalization.
Supervised learning techniques were used for motion prediction of road vehicles by Yim
and Oh [2004] as well as motor control for industrial robots in dynamic environments
by Liu et al. [2017]. With the application of reinforcement learning, an arti cial neural
network can be trained to drive a vehicle model with the same level of complexity.
These computationally demanding tasks can be carried out o -line. In Tai et al. [2017]
authors o er a method for path planning of a mobile robot to reach a speci ed target
position without having a-priori map information, while Chen et al. [2017b] deals with
motion planning in pedestrian-rich environments. In Li et al. [2019] authors describe a
framework for vision-based control, using TORCS system. In Paxton et al. [2017] the
authors combine the MTCS method with RL techniques for simple maneuvers. In An and
Jung [2019], a DDPG agent determines the high-level action of the vehicle from the state
information. This solution blends the decision, the trajectory or path design, and low-
level control layers. Li et al. [2015b] presents a Q-learning based decision-making layer
for overtaking maneuvers, while Hegedus et al. [2018] describes a supervised learning
based trajectory planner layer, where the training dataset is created as a result of an
NLP planner. For further information on reinforcement learning based approaches for
motion planning, Aradi [2022] provides a survey.

The main drawback of classical optimization based techniques despite their out-
standing performance is the necessity of computationally intensive on-line optimization
considering complex vehicle dynamics. With the application of reinforcement learning
it is however possible to teach an arti cial neural network how to drive a vehicle model
with same level complexity in an optimal way. With this approach the computationally
demanding tasks can be carried out o -line (see Plessen [2019]).

The motivation of this chapter is to create a path planning and tracking algorithm
especially for road vehicles that can provide dynamically feasible motions under real-time
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constraints. The proposed solution combines a parameterized geometric planner, whose
variables are de ned by a reinforcement learning based agent as described in Section 3.2.
Section 3.4 provides details on the implementation and tests by using a vehicle shown
in Fig. 3.1.

Figure 3.1: Test vehicle

3.2 Training environment

For this study, a DDPG agent described in section 1.2.2.1 was used for training in one-
step mode. This means that an episode consists of one step. The reward is determined
at the end of the episode by driving a dynamic bicycle model (see section 1.3.2) along
the track. Based on this, the training environment contains the following subsystems:

Feasible conditions based path generator module
Nonlinear planar single track vehicle model with dynamic wheel model
Longitudinal and lateral control

Reward function

The phases of training are shown in Fig 3.2. The path planning task works with the
inputs of: the vehicle state at the start and also the desired end state. Based on these
information, the learning agent determines the intermediate points of the path.

As an example case for the training, where the initial state vector (3.1) of position
and yaw angle are xed to the position of the vehicle, and a constant speed dd0km=h
is chosen as a typical speed for main roads. The nal state (3.2) is evenly distributed
random vector drawn from a set of states, that are bit wider than the feasible targets
(3.2). Too many sample from unfeasible target end-states could lengthen the learning
process and hence need to be avoided, though some is bene cial to learn the boundaries.

h it h it
Xs Vs s Vs = 0 0 0O 25n¥s (3.2)
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Figure 3.2: Training architecture
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The feasible nal state can be determined by an empirical formula (3.3) as a rule of a
thumb, which gives the smallest arc radius that an average vehicle can take at x speed
under normal conditions.

Determining the initial and the end state, the learning agent determines y coordinate
of two intermediate points, placed equally between the initial and the end points along
the x coordinate. A spline is inserted based on the four holding points, taking into
account the initial and end gradients, which gives the desired path.

3.2.1 Reward function

As mentioned earlier the planned path is validated by a dynamic vehicle model. In
each training step, the agent receives the state vector (initial conditions of the path)
and determines its actions, the intermediate points. To calculate the reward, the vehicle
goes along the path using the internal lateral and longitudinal controls. Each episode
of the training process lasts as long as the vehicle does not reach the end of the path
unless a terminating condition stops it.

De ning the reward function for the agent, the following requirements were consid-
ered, from which terminating conditions are:

~

The lateral distance error is more than 10 meters
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The longitudinal or lateral slip is higher than 0.1
The maximum number of steps is more than 2500
The (Yaw) angle error is more than 0.2 radians
The vehicle reaches the end of the planned path

Besides terminating conditions the sum slip and the angular and distance error require-
ments describe the quality features of the performance of the agent. The episode reward
consists of three weighted components.

Repisode = Sw  Rsip + dw  Ruaist + @aw  Rangle (3.6)

The environment de nes 10 checkpoints €p) equally distributed on the path. The dis-
tance (Rqist) and the angle (Rangle) rewards were calculated at the checkpoints and the
slip reward (Rsjip) was calculated at all time step. The subreward values are de ned to
be in range[0; 3] and are calculated as follows:

may step
Rsiip =3 abgmax( ff=r x=y1)) =10 (3.7)
step=1
%0
Rangle =3 2 abgqd ) pos (3.8)
cp=1
30
Ryist =3 2 abgdy=3) pos (3.9)
cp=1

Whered is the yaw error at the front axle, dy is the lateral error, and pos= cp=10is the
vehicle position on the path in the range [0 1]. The weighting of the lateral error and the
yaw error increases toward the end of the path. The initial value and the equations are
determined by experience. When a terminating condition rises, the episode is stopped,
and the agent is given a negative reward Repisode 10). The environment includes a
reset method to restore the vehicle to its initial position.

3.3 Longitudinal and lateral control

The beginning of the episode, the vehicle does not start with 0 km/h, therefore in order
to get stabilized states the vehicle model uses a warm up distance to reach the initial
state.

For driving along the vehicle on the path | developed a longitudinal and lateral
control. For longitudinal control tasks a Proportional Integral Derivative (PID) (see in
Fig. 3.3) can e ectively handle the problem. Despite its simplicity, the PID controller is
a powerful tool for controlling a wide range of industrial processes and systems, and it
remains a widely used and important control mechanism. For longitudinal control, the
P and | elements e ectively solved the problem.
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Figure 3.3: The model of a PID controller Olubiwe et al. [2016].

The Stanley method by Thrun et al. [2006] is used for lateral control.

u d +arctan Kk % (3.10)

whered is the yaw error at the front axle, dy is the lateral error at the front axle, v
is the vehicle speed (computed at the front axle, it's direction is parallel to the front
wheel), andk and u are gain factors. The value ofk is set to 5 andu to 3. At the output

of the controller, speed-sensitive saturation was applied. The advantage of the Stanley
controller is that it is straightforward to use and works e ectively for lateral control of
vehicles. There are no sensor delays and no actuator delays in the training simulation
environment. Therefore, the this controller is suitable for lateral control tasks.

The same control algorithms were used for the simulation training and the eld tests.
For the real vehicle tests, the delays were compensated by the speed dependent look-
ahead. In this case, the errors were not taken at the point nearest to the front axle of
the reference track, but in front of the vehicle.

3.4 Field test

The developed planner was tested in real conditions. The following sections describe the
test environment in detail.

3.4.1 \Vehicle

The experiment utilized a modi ed Smart Fortwo vehicle (as depicted in Figure 3.1)
designed for autonomous driving testing and demonstrations. The car was out tted
with a manually operated electromechanical transmission, in which the shift lever was
replaced with a custom-designed Electronic Control Unit (ECU) that facilitated gear
changes via a Controller Area Network (CAN) bus. The acceleration signal was obtained
through an analog voltage value, which was bypassed from the accelerator pedal and
provided by the control unit (as seen in Figure 3.5). Additionally, a linear actuator was
utilized to activate the brake pedal, while a DC servo motor was responsible for steering
actuation. The vehicle was factory-equipped with a CAN bus, which was extended with
three additional networks for the test framework. The test vehicle was also equipped
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with a variety of sensors, including an automotive camera module located under the
windshield capable of providing high-level lane and object information, two di erent
types of high-precision GPS modules for positioning, and automotive radar built into
both the front and back of the vehicle. Furthermore, two high-precision planar lidars
(as referenced in Bécsi et al. [2017]) were mounted at the height of the headlamps. The
tests were supported by a Human-Machine Interface (HMI) that displayed information
from sensors and actuators, as well as an automotive inertial sensor.

3.4.2 Proving ground

For real-world tests, the ZalaZONE automotive proving ground was used (see Szalay
et al. [2018], Szalay et al. [2019]). The rst phase of the facility was opened close to the
town Zalaegerszeg. The 250 ha area incorporates the following test features:

~ standard vehicle dynamics testing and validation,
fully integrated autonomous vehicle testing and validation,

environment preparation (obstacles, trac signs, trac control, other vehicles,
vulnerable road users),

complex driving and tra c situations,
smart city features,
testing and validation,

from prototype testing to mass production.

Figure 3.4: Dynamic Platform
The tests were performed on the dynamic platform. This 300 m diameter ultra- at

asphalt surface has two acceleration lanes with lengths of 760 m and 400 m and is
surrounded by a 20 m wide FIA (International Automobile Federation) emergency area.
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3.4.3 Experimantal setup

A Python-based test environment was developed to validate the reinforcement learning
based algorithm. The purpose is to be able to drive the vehicle along the path generated
by the trained neural network while logging sensor information. The test system has
hierarchical structure (see Fig. 3.5). A dSPACE Autobox device is responsible for the
low-level controls by executing steering angle and speed demands. The Python-based
environment connects to the CAN network using a Vector CAN device. The Autobox,
GPS, and IMU sensors are linked to this network.

Figure 3.5: Test Environment

3.4.4 Testing Methods

At the beginning of the test, | de ned several di erent test cases to cover the planning
range. | also performed avoidance and cornering maneuvers at various speeds. Supervi-
sory software was implemented to run the tests. All test cases are built on the following
steps:

1. Load a neural network which was trained for a speci ¢ speed.
2. Generate the path according to the test case.

3. Send the speed demand to the dSPACE AutoBox via CAN.

4

. Set the actual GPS position when the vehicle has reached the target speed to the
starting point of the path.

5. An internal lane keeping algorithm drives the vehicle along the path based on GPS.

6. At the end of the path, the control is returned to the test driver.

From the beginning of the test, the planned path, the control parameters, and the CAN
tra ¢ were logged. For the real test, | used longitudinal and lateral control, which was
developed for the training environment.
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3.5 Results

Reinforcement learning algorithms usually need a lot of iteration. The success of the
training process depends on many parameters. It is highly a ected by the hyperparame-
ters of the training algorithm, and - in the recent case - the e ciency of the longitudinal
and lateral control, the feasible conditions from the path generator module and the
consistent reward function are also in uential.

In the present case, the most signi cant hyperparameters are the actor and the
critic network learning rates ( a), ( ¢), the action bound factors (asn ), (a3 ) and the
Ornstein-Uhlenbeck noise parameters (), ( ), ( ).

The hyperparameters of the neural network kept constant during the iterations.
During the development process, it became clear, how strongly the reward function
shape and parameters a ect the training and the results. After several iterations the
chosen hyperparameters are summarized in Table 3.1. The following gures show the

Table 3.1: Hyperparameters.

Actor network
Learning rate ( ) 0.0001
Batch size 64
Hidden F.C. layer structure | [128,100,64]
Activation function relu
Output scale factor [2,4]
Critic network
Learning rate ( ) 0.001
Discount factor ( ) 0.99
Hidden F.C. layer structure [128,64]
Activation function relu
Ornstein-Uhlenbeck parameters
() [0,0]
() 0.3
() 0.15

result after 80000 episodes training. After approx. 40000 the agent started to produce
pathes of good quality. Fig. 3.6 shows the trend of the max Q-value, smoothed by moving
average using window length of 21 episodes. The diagram shows that the max g-value
are stabilized. The critic network learned the reward function well. The evaluation of the
learning is almost perfect based on the density plot (Fig. 3.7) which shows the estimated
Q values versus the actual rewards, as sampled from test episodes. The diagram shows
strong positive correlation.

For the performance evaluation of the learned agent one can di erentiate two type
of situations represented by di erent path types. The rst one (Fig. 3.9) is when the
vehicle needs to turn the second one (Fig. 3.8) which is the avoiding situation. In the
rst case, the target angle is a higher value, however in case of the second one, it is close

33



Figure 3.6: Training Q-values

Figure 3.7: Density plot
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to zero. The target angle of the turning maneuver depends on the distance.

Figure 3.8: Avoidance maneuver performance

Considering the previously de ned maximum speed the evaluation of these cases
were carried out at vehicle speed 080km=h with a test set that is slightly broader than
the area which was considered theoretically feasible beforehand. The diagrams show
that the planner solves these situations well. The diagrams also show that, the harder
the situation gets, the error of the realization also increases. Especially in case of the
avoidance maneuver the theoretical bounds tend to be valid (see Fig. 3.8). Additionally
the critic network gives a previous estimate about the physical feasibility of planned
path besides the learned optimal path planner (actor network). It can have pragmatic
meaning in terms of a decision model of control system of autonomous vehicles.

The eld tests required considerable preparation. In addition to implementing the
test environment, it was necessary to design test cases to be run on the proving ground.
For safety reasons, | carried out the tests at a maximum speed c40km=h, since vehicle
operators sit in the car during the tests. Tests were performed at speeds d20, 30
and 40km=h. In a developed training environment, the vehicle is moving at a constant
speed, therefore di erent training processes had to be started for each speed. The DDPG
based learning agents have achieved the results shown in Table 3.2. All trainings were
successfuly converged to a high reward value. In all cases, evenly distributed reward
weights led to satisfying results.

At each speed, lane change, obstacle avoidance, and cornering maneuvers were per-
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Figure 3.9: Turning maneuver performance

Table 3.2: Training performance.

Speed | Max. Q value avg. | Max. episodes| Training time
20 km/h 2.707 26840 8h 31m
30 km/h 2.718 50000 20h 11m
40 km/h 2.732 50000 21h 27m
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formed, storing all available parameters. A video was also recorded for each case to make
the evaluation of the measurements more manageable. Figure 3.10 presents the perfor-
mance of the developed method at the most di cult maneuver at the highest speed. It
shows the path of a 7.5 m avoidance maneuver at 4&m=h. The goal is to drive the
vehicle to a position 47 meters forward and 7.5 meters to the right with the smallest
minimal lateral acceleration. The red line indicates the planned path, and the blue line
shows the route followed, and the dashed line means the distance of the target. It can
clear that the vehicle can perform the maneuver with an acceptable error. During the
execution of the path, the average distance error is 0.3051 m, and the average angle error
is 0.0415 degrees. While sitting in the vehicle, it was comfortable to carry out the path.

Figure 3.10: Planned and traversed path
As seen above, the system rewards keep the slip on a low level and the low distance
and yaw error during training. The slip is proportional to the lateral acceleration shown

in the following diagram (Figure 3.11). Maximum acceleration values are around 0.5
m=s2, which also met the requirements.

Figure 3.11: Lateral acceleration
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3.6 New results: Thesis Il

| have developed a method for a trajectory planning task with initial conditions and a
prede ned target state, as well as for estimating the feasibility of the trajectory. The

planner uses a Deep Deterministic Policy Gradient agent, whose training is based on
a novel one-step training method. During the training of the agent, the designed path
is evaluated with an internal closed-loop controller. The method includes a new reward
function that takes into account the vehicle's side slip in addition to the lateral error and

the angular error.

Related publications: Feher et al. [2019] Fehér et al. [2020]

Remarks

In addition to determining the waypoints of the polynomial trajectory, the trained
agent provides an estimation of the dynamic feasibility.

The algorithm using the previously developed "sim2real" method was tested in a
simulation environment and on a real vehicle.

| illustrated that a combination of machine learning and classical methods could
be suitable for the design of the motion control of autonomous vehicles.
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Chapter 4

Hierarchical evasive path planner

4.1 Introduction

The previous chapter introduced a generic, and feasible path planning method, where
the initial and nal, desired states of the vehicle is given. The method presented does not
consider objects to evade, though its framework can be extended to do so. This chapter
introduces a hierarchical planner, which considers static obstacles. Highly automated
vehicle functions have to ful Il di erent requirements, from which the most important is
safety, though they must ensure passenger comfort and customization capabilities also.
As part of the safety goals, such systems need to solve hazardous situations in avoid-
ing potential accidents, or at least minimize its casualties. Moreover, under dangerous
situations, the autonomous algorithms have to provide a feasible maneuver, i.e., tra-
jectory or path, in an instant, which raises the need for real-time methods. Though
it is not possible to de ne all possible hazardous situations, standardization organiza-
tions have a collection of previously described test cases to validate the vehicles' and
algorithms' performance, which are tested on automotive proving grounds. One is the
double lane-change test (DLC) de ned in ISO 3888-2:2011 [2011]. Originally known as
the "Moose test", it aims to determine how well a specic vehicle evades a suddenly
appearing obstacle.

The ISO double lane-change test formulates as follows. It starts with an entry lane
with a length of 12m and ends with an exit lane with the same size. Between these
two, there is a so-called side lane, with a lateral o set of 1m. The longitudinal distance
between the entry and side lanes is 13.5m, while between the side and exit lanes is
12.5m. The test also de nes that 2 meters after entering the scene, the throttle has to
be released, and the rest of the test is carried out without any throttle or brake actuation,
solely with steering. The tests are usually driven with and without Electronic Stability
Program (ESP). Fig. 4.1 shows the geometric layout of the test.

Several optimization criteria can be speci ed for this problem, from comfort to safety,
see Ciu o et al. [2021]. From all of them, minimizing jerk and lateral acceleration serves
both purposes (Heged{s et al. [2020]). This chapter aims to present an experimental
method to design the optimal route for a double lane change in real-time.
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Figure 4.1: The double lane-change maneuver according to ISO 3888-2:2011 [2011]

The path is generated by an agent, and its following is performed by a Model Predic-
tive Controller (MPC) controller. During experimental tests two key factors are impor-
tant for accurate path tracking: the knowledge of a certain length of the path ahead of
the vehicle and the consideration of the vehicle dynamics in the control law. The MPC
meets both demands. The rst key factor is satis ed by determining the control input
by executing an optimization process based on the reference states and the predicted
vehicle states, while the second constituent is assured by calculating the predicted states
based on a simpli ed vehicle model. Furthermore, the MPC can handle constraints, in
which case the constraints are applied as limits for the steering actuator intervention.
Therefore, the steering system dynamics as actuator dynamics in the plant model has
been identi ed as the third requirement for accurate and reliable path tracking.

Path planning generates a curve or a set of points for a vehicle to follow, while
trajectory planning gives additional speed information along the path. Many di erent
approaches have been evolved over the years for wheeled vehicles, all having advan-
tages and drawbacks as well. These methods can be categorized into four main classes:
geometry-based methods, heuristic solutions, and algorithms based on optimal control
or nonlinear programming. Finally, in recent years, machine learning based solutions
also emerge. Path and trajectory planning for highly automated vehicle functions has
a broad literature with multiple approaches, best summarized in the following review
papers (Paden et al. [2016]; Claussmann et al. [2019]).

Geometric methods use curve tting based on the given start and end states and
avoidable obstacles as inputs and generate the path as a combination of straight lines,
circular arcs, or splines as in Vorobieva et al. [2013]. A popular choice is to de ne
curvature as function of arc length like by Li et al. [2015a]. They are often used in
simple low-dynamic scenarios e.g. automatic parking. While these algorithms are com-
putationally cheap, according to Minh and Pumwa [2014] the ability to consider the
nonholonomic dynamics of the vehicle is limited to the usage of maximal steering angle
and geometric acceleration constraints. The generated path's dynamical feasibility is
not guaranteed; hence, it has to be evaluated afterwards (Li et al. [2015a]).

Several arti cial intelligence based methods can be found among the heuristics-based
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methods that use search or random sampling algorithms. The con guration space (space
of possible states) of the vehicle is discretized or sampled in a random manner to build
a graph of safely reachable and unoccupied states in Palmieri et al. [2016]. The shortest
connection de ned by a suitably chosen metric is then searched along the graph via some
heuristics by Gammell et al. [2015]. Another search based Contrary to the geometric
methods, these can be computationally expensive. The formulation of graph search based
methods makes it easy to deal with collision avoidance, but vehicle dynamics consider-
ations are again hard to incorporate. For search-based methods, di erent extensions of
the A algorithm are applied. To reduce complexity, Ferguson et al. [2008] used sample
time based re ning, while in Likhachev et al. [2005], the authors use adaptive re ning for
the same purpose. As A provides a discrete solution, which is not directly applicable for
path planning of nonholonomic vehicle dynamics, several extensions, such as the Hybrid
A algorithm is used to associate a continuous state to the discrete representation, and
hence, generating a path, that is easier to follow (Montemerlo et al. [2008]). Random
sampling methods on the eld are usually based on the Rapidly-exploring Random Tree
(RRT) algorithm, which is a generic heuristics for searching non-convex spaces with a
tree structure, guided by random samples. Such methods take the vehicle's initial state
and build a tree from feasible branches based on the dynamics constraints. As the tree
reaches the desired end state, the corresponding set of branches de ne the path, like in
Kuwata et al. [2009]; Pepy et al. [2006].

To ensure both dynamical feasibility nonlinear optimization based methods de ne
the problem as a nonlinear optimization problem (NLP), where the technique generates
a path, generally based on some geometric method, and establishes a value function, how
well the vehicle can travel along the path (see Hegedus et al. [2017]; Bian et al. [2018]).
This generates a constrained minimization problem that can be solved through di erent
techniques. Though dynamical feasibility always raises the trade-o for computational
complexity (Lin et al. [2019]). Using linear parameter varying (LPV) models and modern
MPC techniques can provide near-optimal solutions, though this trade-o still remains
in this application domain Alcal& et al. [2020]. These methods are proven to be able
to generate dynamically feasible trajectories even in case of high-dynamic scenarios, but
this comes at a price of high computational requirements which often make real-time
applications impossible, see Hegedus et al. [2017].

Machine learning based solutions can mitigate this trade-o by training an agent to
generate feasible paths. One possible solution is the utilization of supervised learning.
The mentioned NLP solver can generate many feasible paths for di erent constraints and
goals and use these as a training dataset of a neural network, which can generalize the
problem and create trajectories in real-time. Such a solution can be found in Hegedus
et al. [2019]. However, it is not always possible to generate datasets that are large
enough for training. To solve this problem, reinforcement learning-based techniques use
self-play with trial-and-error and trains the agent based on the experiments gained from
performing a large amount of trials (Sutton and Barto [2018]). One subset of RL is the
behavior cloning based methods, or inverse RL, where the agents try to generalize from
demonstrations by learning a mapping between observations and actions. An overview
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of methods based on imitation learning for vehicle motion planning can be found in Ly
and Akhlou [2020]. Reinforcement learning based methods usually use an end-to-end
approach, trying to generate the direct steering, throttle, and brake commands based
on the environmental information available. These researches use a various set of sensor
models, such as grid-based topological (Folkers et al. [2019]), lidar-like beam sensors
(Lee et al. [2017]), camera information (Wolf et al. [2017]) or the high-level ground truth
position information (Xia et al. [2016]). Another group of researches focus on strategic
decisions, where the agent determines high-level actions, such as lane-change, follow,
etc. These researches usually use microscopic simulations for the environment, such as
Vissim Ye et al. [2019], Udacity, Wang et al. [2019b], SUMO Wolf et al. [2018], or several
self-made models Hoel et al. [2018]. Though hybrid solutions exist, where the strategic
and direct control meets Qian et al. [2019], only a few papers deal with de ning a path
by some geometric approach an RL and then drive through it with a controller Ronecker
and Zhu [2019]; Fehér et al. [2020].

In recent years, many research focuses directly on the double lane-change problem.
The DLC problem is solved as an optimal control problem in Zeping and Jianmin [2017]
considering a low degree-of-freedom vehicle model. The authors of Huang et al. [2016]
formulates the problem as a series of convex approximation, and an optimal trajec-
tory that minimizes yaw acceleration is calculated and drives through it with an MPC
controller. In Arefnezhad et al. [2018], the authors use black-box modeling of double
lane-change maneuver based on Adaptive Neuro-Fuzzy System (ANFIS) and presents a
simpli ed test with an actual vehicle at low speed (30 km/h). In Lee and Chang [2018],
the authors present an explicit MPC controller to reduce the enormous computational
complexity of MPC by using an mp-QP technigue and validates it in the CarSim sim-
ulator. To perform this, they assume an (Linear Time Invariant) LTI vehicle model
for the planning phase. Based on the investigation of real drivers' recorded maneuvers,
the authors of Zhou et al. [2017] propose a hyperbolic tangent lane-change trajectory
model and veri ed it using both real data and simulation. A game-theoretic approach is
presented in Ji et al. [2018], for a stochastic game-based steering torque control frame-
work for a driver machine copilot system described by an a ne-LQ method based on
a 6-order stochastic driver vehicle dynamic system. Also, the Stackelberg-game-based
shared control scheme for a path-tracking is presented in Yang et al. [2018]. For path
tracking, Roselli et al. [2017] propose aH1 controller considering look-ahead informa-
tion, and validate it in CarSim. An indirect shared control under double loop framework
is proposed in Tian et al. [2020], dividing the driver and controller into two indepen-
dent closed loops to obtain the weighted steering angle through an authority allocation
system.

The chapter presents a geometric emergency maneuver path planning agents for
the double lane-change problem. Two approaches have been developed. In the rst
case, the agent de nes a path from combined clothoid and straight sections using the
DDPG algorithm. In the second case the path is made up of polynomial segments
whose coe cients are determined by a TD3 learning agent. The path is evaluated by
driving along with an MPC controller. The chapter presents simulation and also eld
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test measurements. The planner was evaluated using a moose-test as de ned by I1SO
3888-2. The results of di erent approaches were compared with each other and with the
performance of human drivers.

4.2 Problem description

At the beginning of the research, the following simpli cations have been introduced to
focus on the primary problem.

~

The maneuver is performed on a straight section of the road.
The vehicle has ideal high-level sensor signals.
Constant asphalt-wheel friction coe cient.

The goal is to plan an optimal path, from the initial state to the desired end state, taking
the given environmental, physical constraints into account.

Figure 4.2: The topological layout of the double lane-change problem, with the varying
parameters used for the training

As mentioned before, The DLC test de nes three lanes that must be passed by the
vehicle, as shown in Fig. 4.2. The optimization condition is to maximize travel comfort
by minimizing lateral acceleration and jerk. The speed of the vehicle in the initial state
Vo, the lane widths wy; wy; w3, the lengths I1;1>; I3 and the positions (X2; y2); (X3;y3) of
the green lanes can vary within the limits of vehicle performance. The vehicle's CoG
and the coordinate system's origin is placed in the middle of the entry lane. In addition
to route planning, the goal is to provide a good estimate of feasibility by nding the
optimum.

4.3 Methodology

The task is solved by the combination of a special reinforcement learning agent and
geometrical path planning. As Fig. 4.3 shows, a learning agent has been placed in a
simulation training environment where it needs to learn to act correctly. The reward
function determines the correct actions. An episode consists of one step, which reduces
the complexity of the task. In each episode, the agent gets the parameters in the state-
space that de ne the double lane changing mission. These parameters are the width,
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length, position of the lanes on which the vehicle must follow without error. The re-

search neglects the sensing part of the problem and starts with the extracted physical
constraints as an input state space for the actor-network of the algorithm. Based on
this, the agent predicts coe cients (action-space) from which a path is generated. The

reward function is responsible for evaluating the goodness of the path.

Figure 4.3: Training architecture

As this motion planning method would not contain feedback, the training loop is
closed by an evaluation phase, where a closed-loop MPC controller (see Section 4.5.2)
drives a dynamic vehicle model along the track while evaluating feasibility. The controller
was implemented in Python using the Pympc package Forgione et al. [2020].

An essential consideration in developing the learning environment is that its result
should be tested in an actual vehicle. Therefore, it also performs a one-step path planning
and follows this path with the closed-loop MPC based on sensor data.

Combining an RL-based path planner with an MPC control comes from di erent
aspects. First, an end-to-end RL agent would provide steering input at every control
step, though it won't have any prediction on the feasibility of the entire path. Training
an RL agent with an actor and a value function can not only be used to de ne a path
with its actor, but it also provides an estimate of the feasibility of the generated path
through its value function, which could be bene cial in safety-related applications, such
as driving. On the other hand, if one would like to solve the problem with a standalone
MPC, it should incorporate the obstacles as hard constraints for the entire horizon,
which would result in a highly complex nonlinear optimization problem, unsolvable in
realtime. Naturally, one can not miss out on the computational requirements of the
entire issue. It is included in the training phase of the agent.

Two methods were developed to solve the problem. In the rst method, clothoid
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curves build the path, while polynomial curves construct the path in the second method,
which is why the action spaces are fundamentally di erent. The polynomial-based de-
signer is an improvement of the clothoid-based one. In addition to replacing the DDPG
agent, a new reward system was also developed. In the following chapters, the two solu-
tions are presented in detail. The state space of the task is the same for both solutions.

4.4 Training environment

In the traditional sense, the reinforcement learning system consists of an environmental
model in which a learning agent must choose from the action-space correctly. Based
on the environment's state-space, which serves as an input for the agent, it performs
actions to receive a reward value based on its performance, called the reward function.
During the training phase, the goal is to maximize future reward value. Visualization
and rendering help to evaluate the results, enabling the human supervisor to determine
the aspects in which the learned system can be further developed.

Most of the in uential frameworks to build machine learning-based solutions are cur-
rently based on the Python programming language. Several state-of-the-art reinforce-
ment learning agents (e.g., Intel Nervana Coach Caspi et al. [2017]), open-source machine
learning platforms (e.g., Tensor ow, Keras), and test environments (e.g., OpenAl Gym)
are available, which will make the development process more e cient. A reinforcement
learning environment should be built to solve the problem outlined in Section 4.2. The
environment is written in Python programming language, and the constituent compo-
nents are presented in the following subsections. All parts of the environmental model
were implemented at the source code level.

441 State-space

Figure 4.4: State representation of the training environment
As the training paradigm is model-free, the agent has no information about the envi-
ronmental model, only receives quanti ed state variables closely related to the actions.
The state-space (4.1) consists of 11 continuous states.

[Vo; 11; W1; X2; y2; 12; Wa; X3; y3; 3, wa) (4.1)
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The rst is the vehicle speed vy at the torque release line. Three lanes are de ned
(Fig. 4.4), for which w; and |; are the width and length of the lanes to stay within,
and x;, y; are the points of the lane center in the coordinate system in which the initial
lane position is the origin. Based on the experience gained with previous reinforcement
learning systems, it is worth normalizing the states to the range of [0, 1]. If one of the
state variables takes orders of magnitude higher or lower, the neural network training
may be more time consuming or even learn in the wrong direction. Normalization is
performed with a min-max scaler.

4.4.2 Clothoid-based approach
4.4.2.1 Network architecture and hyperparameters

DDPG agent was used for this task, in which the actor and the critic are two separate
neural networks. The actor-network task is to provide the optimal parameters for a
given state-space to generate the path. The critic neural network learns to evaluate the
actions of the actor for improvements in the learning process.

The rst element of the actor-network structure is an 11-element input layer. Three
fully connected hidden layers follow this. For hidden layers, batch normalization and
recti ed linear unit (ReLu) activation function is used. The 8-element output layer has
a hyperbolic tangent activation function. Table 4.1 summarizes the architecture of both
networks. The structure of the critic-network is more complex, having input layers. An
11-element input represents the states, and an 8-element describes the actions 4.4.2.2
de ned by the actor. Three hidden layers follow the 11-element input layer with batch
normalization and a ReLu activation function. A fully connected hidden layer follows
the 8-element layer. The topology of the last two layers of both networks are the same,
and their weights and biases are summarized. Finally, a single output ReLu activation
layer closes the network.

4.4.2.2 Action-space

The agent has eight continuous action outputs, which signi cantly increases the com-
plexity of the training task. The action parameters determine the route. The route of
the overtaking maneuver is always composed of pre-de ned segments as described in
section 4.4.2.4. These sections have longitudinal and lateral distances that can be fully
de ned, but the agent's action-space does not directly specify these distances. During
the development, experience shows that training gives much sooner and signi cantly
better results if the action space [0,1] is normalized. Fig. 4.5 shows the length of the
rst straight section s;, the lateral and longitudinal distances of the rst curved section
Xe; Yer» the length of the second straight sections,, the lateral and longitudinal dis-
tances of the second straight sectiorxc,; Yc,, and the length of the third straight section

s3 must be speci ed in order to generate the route. These distances were determined by
ratio values for normalization with knowledge of the path's endpoint, which is de ned
to the center of the last lane.
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Table 4.1: Hyperparameters of the trainig

Actor network

Learning rate () 0.0001
Batch size 64
Hidden F.C. layer structure [128,100,64]
Critic network
Learning rate ( ) 0.001
Discount factor ( ) 0.99
Head 1 hidden F.C. layer structure [128, 64, 128]
Head 2 hidden F.C. layer structure [128]
Ornstein-Uhlenbeck parameters
() zeros(8)
() 0.5
() 0.5

Ratio parametersrsc,; sy, I's;cp; I'sac, are added to the action-space (4.2) to determine
the longer distances of the track.rsc;, sc;, de nes the ratio between the [S;C1] and [C2S3]
sections,rs,¢, determines the ratio betweenS; and C4, and rs,¢, is the ratio between Sg
and C, along the x-axis according to Fig. 4.5.

The s, ye,, Ve, are short distances that can be obtained by multiplying the normal-
ized action by a small number. An additional benet of introducing ratio variables is
reducing the number of dynamically infeasible paths during the training phase.

[S2; I'scirscans Msicas Fsacos Yers Yo P1; P2] (4.2)

The (4.3) can be used to determine the distances required to generate the path from
the ratio variables.

I3
Xsie, = (X3 + 2> [2)r sciqscans

Xszco = (X3 Xspe  12); (4.3)
Xsl = XS;LClrSlCl; XC1 = X81C1 X51;

XS3 = XS3C2rS3C2; XCz = XS3C2 XS3

4.4.2.3 Reward function

The learning process consists of a series of iterations. It consists of a series of steps in
which the success of the attempts can be characterized by reward value. In an emergency
overtaking maneuver, the reward function's task is to quantify the goodness of a route,
in which the agent responds to a given state. The reward function is built according to
the optimization goals.
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The reward procedure is unusual and complex for this problem. An MPC controller
and a near-realistic, e cient runtime vehicle model 1.3.2 is implemented as part of
the rewarding process. For each evaluation step, the vehicle model is driven along the
planned track in a classical control loop with an MPC controller. The reward value is
determined by the control errors and the vehicle model's dynamic parameters as it is
driven along the track.

Negative rewards are given to the agent in the following termination cases:

Longitudinal rear or front slip greater than 0.2
Lateral rear or front slip greater than 0.15 radian

The euclidean distance between vehicle CoG and the nearest point of the path
(distance error) greater than 3 meter

The angle di erence between at closest point of the path and vehicle (angle error)
greater than 40 degree

The vehicle does not cross the green lane (Fig. 4.2) or leaves it sideways

The value of the negative reward is -1.5 in all cases. If the vehicle reaches the end of the
planned course, the agent gets a positive reward (4.5). The optimization condition is to
minimize lateral acceleration. The lateral slip is proportional to the lateral acceleration,
so small front and rear lateral slip values ; | are rewarded. The value of the max-
imum allowable slip depends mostly on the speed. An empirical formula is de ned to
make the reward value speed-independent over the entire range. A formula (4.4) gives a
maximum slip value depending on the vehicle's initial speed. The agent achieves greater
e ciency in higher speed cases with this solution.

max = 0:0037%"0 #0093 (4.4)

The reward function (4.5) subtracts the maximum values that occur during the route's
execution from the experience maximum value.

r=(2 max) If Ir (4.5)

4.4.2.4 Clothoid based path generation

The overtaking maneuver consists of a series of straight and curve segments. As shown
in Fig. 4.5, each maneuver is bulit up of ve segments in a xed order: straightlq, curve
c1, straight |, curve ¢, and straight segmentls.

The curved segments are composed of clothoid curves that minimize the jerk for ride
comfort and safety. The points of the path are evenly distributed along the arc length.
The overtaking maneuver path presented here uses nine parameters. Tisg; S; S3 specify
the length of the straight lines, ¢1; ¢2; e, ; Ve, ; P1; P2 specify the curve parameters. A curve
shown in Fig. 4.6 contains four primitive clothoid segmentscs; Cy; Cc; ¢4. The clothoid
generation solution uses the method from Wilde [2009], which o ers an algorithm to
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Figure 4.5: The double lane-change path

generate a path consisting of symmetric clothoid curves. The sum of the de ection
angles of the clothoids is zero. The method takes as inputs the forward distance, , the
lateral distance y., and an ratio p parameters. Using these values de ned by the action
space, formulas (4.6)-(4.11) can determine the clothoid segments. The total distance
traveled on the curves = L, the curvature , the sharpness of the clothoid . C(s) and
S(s) are the Fresnel cosine and sine integrals.

Figure 4.6: Curve section with four primitive clothoid.

The length of section ka4, Xpd is equal to the length of the hypotenuse of the triangle
with legs x¢, and yc, . The parameter p speci es the ratio of X, and Xpc.

Xg& + Y
Xap=Pp —
q - -
XE * Ve (4.6)
Xpe=(1 p) f;
|
= arctan yi
ch

The formulas (4.7) only show parameters for calculation of sectiorab. The section is
made up of two symmetrical clothoids. Thel g gives the length along the curve, which
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is divided by two to get the length of the c; clothoid.

Loy = Xab | _ Lab,
ap — 1 a — ’
cog( ) 2
4.7
2 . (4.7)
a Lal a~— La
8
E sin  C( )+cos S( )
) >
cos( )= E 1: -0 (4.8)
sing( ); <0
q
= 2j= 4.9

This gives the length of the section along which the Fresnel integrals can be calculated.
The sharpness parameter determines the shape of the curve. By mirroringc,, ¢, can
be obtained. s !

Xc(s) = ﬁC p% ; (4.10)
s !
()= —S po— (4.11)

j j
The ¢ and ¢4 are also calculated with this method. By concatenation of the four sections,
the entire curve can be determined.

A good solution for estimating the Fresnel sine and cosine with a low absolute error is
also provided in Wilde [2009], which signi cantly speeds up the path generation process.

4.4.3 Polynomial-based approach
4.4.3.1 Network architecture and hyperparameters

The structure of the couples is the same. Hyper-parameters were determined empiri-
cally in addition to the parameters tightly de ned by the type of the agent. Table 4.2
summarizes the hyperparamters.

The rst layer of the actor-network is the 11-element state space, followed by two
hidden dense layers with a RelLu activation function. Finally, the last layer has nine
elements according to the action space with a tanh activation function. The input layer
of the critic network consists of concatenating the state and the action space. Two dense
layers follow this with a ReLu activation function. Finally, the output layer consists of
a single neuron with linear output.

4.4.3.2 Action-space

The action space is a ten-element tuple of real numbers normalized tp 1; 1], and serves
as the length and curvature inputs for the polynomial path generator with multiplicative
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Table 4.2: Hyperparameters of the trainig

Soft-update parameter () 0.005
Batch size 64
Batch selection method random choice
Warmup steps 200
Actor main, target networks
Learning rate ( ) 0.001
Hidden F.C. layer structure  [1024,512,9]
Update steps 2
Critic main, target networks
Learning rate ( ¢) 0.002
Discount factor ( ) 0.99

Hidden F.C. layer structure  [512, 512, 1]
Action and Target-action noise

Mean ( ) 0.0
Stddev () 0.3
Target action clip values -0.5, 0.5

constants. The size of the action space signi cantly increases the complexity of the
problem. In the training process, exploration noise is added to the actions. The path
generation inputs are calculated from the action values:

[S1;S2;83;54;S5; 2; 3, 4, s5; 6], Where (4.12)

si values stand for the arc lengths, and values are the curvature parameters.

4.4.3.3 Reward function

The reward function implemented for this training di ers from the commonly used so-
lutions. Usually, an episode consists of several steps, and a reward value is calculated
after each step. In a one-step case, the agent receives a reward value after each episode.
This one-step training reduces the complexity of the learning task, so it is possible to
use a more resource-intensive reward function. The training uses a nonlinear single track
vehicle model containing a dynamic wheel model introduced in section 1.3.2, which gives
a good trade-o between accuracy and computational complexity. The vehicle model
is driven along the track with a lateral MPC controller. The reward is calculated from
the performance of the whole loop. A PI controller is responsible for accelerating the
vehicle to speedvp, and during the execution of the maneuver, there is no longitudinal
control from the torque release point. According to the reward function, the following
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events cause the termination of an episode. In these cases, the agent receives a negative
reward (penalty):

~

Longitudinal rear or front slip greater than 0.1
Lateral rear or front slip greater than 0.2 radian

The euclidean distance between vehicle CoG and the nearest point of the path
(distance error) greater than 1 meter

The angle di erence between at closest point of the path and vehicle (angle error)
greater than 20 degree

The vehicle hit a cone

The vehicle does not cross the lane or leaves it sideways

If one of these cases occurs before the last lane, the reward value is -3. In the last lane
or after, the reward is -2.5. In case the vehicle passes the test, the reward is calculated
as follows:

max = 0 :0037eV0 0:0693 (413)

reward =2 max max( ) max( |); (4.14)

where max IS a speed-dependent term to enable slightly larger lateral slips at higher
speeds, whilemax( ) and max( ) are the maximums of the lateral slips during the
entire maneuver, taken at the front and rear tires, respectively.
reward. = ¢. abgmax(s(s))) abgmin (e (s))) (4.15)
Another reward componentreward. aims to minimize the jerk by reducing the max-
imum of the double derivative of the curvature function. The value of c. was determined
empirically. s is the arc length.
reward = w.reward. + w reward (4.16)

The episode reward value is calculated from the sum of the slip and kappa rewards,
wherew. and w are the weights. At best training, the two weights were equal to 0.5.

4.4.3.4 Polynomial path generation

The path of the evasive maneuver consists of straight lines and polynomial sections. As
shown in Fig. 4.8, three polynomials are de ned between two straight sections, de ned
by length, and curvature:

(s) = ags®+ aps®+ a;s+ ag (4.17)
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As the agent provides curvature values, polynomial coe cients have to be calculated.
The coe cient ag is equal to the curvature value , at the beginning of the polynomial,
while a;, a and az are determined by analytical curve tting accordingto 4, ¢, 4.
According to Fig. 4.7, , ¢ is evenly distributed along the length of the polynomial in
the middle. 4 is the curvature value at the end of the curve.

Figure 4.7: Curvature parameters of a single polynomial

The arc-length integral of the curvature function (s) is (s) and its arc-length
integral is the position xs(s), ys(s). (s) is the angle along the arc length, for which a
numerical integration can provide a good aproximation.

Z S
(s)= +  a3s®+ a,s®+ a1+ agds’ (4.18)
0
Z S
Xs(s) = xo+  coq (s9)ds® (4.19)
0
Z S
ys(s) = yo+  sin( (s9) ds° (4.20)
0

Figure 4.8: The path built of polynomial and straight sections.

In the action space (4.12) the length of the straight section according to the Fig. 4.8,
the value of one curvature of the second polynomial, the value of two curvatures of the
second polynomial, and the value of two curvatures of the third polynomial are included
respectively. The length of the last section is xed.
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45 Field test

4.5.1 Vehicle and instrumentation setup

As a vehicle platform for the functional eld tests, a series production coupé car (BMW
M2) was used after suitable modi cation to enable self-driving.

As shown in Fig.4.9, the architecture uses a dSpace MicroAutoBox Il 1401 for motion
controller implementation, data acquisition, and controlling the actuators. An Nvidia
Jetson AGX Xavier development board calculates the Al algorithms to utilize GPU
performance. The control loop runs with a 1 ms sample time thanks to the rapid
prototyping system.

Figure 4.9: System architecture of the experimantal setup

To enable steering control, a steering robot was installed in the place of the original
steering wheel. It was used in angle control mode and communicated via CAN bus with
the MicroAutoBox.

For the longitudinal motion control of the car, the accelerator pedal was removed,
and the MicroAutoBox emulated its signal. The velocity of the vehicle is controlled
separately from the lateral motion control by a Pl cruise controller to ensure the accurate
and reproducible entering speed of the accident avoidance track.

As also shown in Fig.4.9, for the self-localization of the vehicle, a GNSS system was
used with GSM RTK correction and dual antennas. All states (including sideslip angle,
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