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Abstract

This dissertation explores the potential of applying reinforcement learning (RL) in autonomous ve-
hicle control systems. It focuses on several key areas: environment representation, reward design,
traffic management, and the development of robust, adaptable control policies. The work begins
by investigating how different environment abstractions impact the performance of RL agents in
autonomous driving tasks. Experimenting with various representations, including structural, grid,
image, and graph-based methods, shows that the choice of representation is crucial for achieving
efficient and effective learning.

Reward design is another central theme, emphasizing its importance in guiding RL agents toward
desired behaviors. The dissertation demonstrates the utility of reward decomposition in handling
multi-objective tasks, such as balancing safety, fuel efficiency, and traffic flow in different domains.
Successor features (SFs) are introduced as a powerful tool for adaptive learning, particularly in traf-
fic signal control, where they enable agents to adjust dynamically to changing conditions without
requiring additional training.

A major contribution of the research is the development of novel algorithms to address the is-
sue of imbalanced rewards, which often lead to degenerate policies. The proposed PrefVeC (
Preference-Vector Curriculum) method progressively balances reward components during train-
ing, ensuring that the RL agents do not over-prioritize dominant rewards at the expense of other
critical factors, such as safety. This approach outperforms state-of-the-art RL algorithms, including
SAC, PPO, and SafeRL solutions like P3O and CPO, particularly in safety-critical domains. Addi-
tionally, the work presents new strategies for developing adaptable control policies that can handle
changing environmental conditions and differences in system dynamics, such as those encountered
in simulation-to-reality (Sim2Real) transfers. By incorporating feedback loops and history-based
adaptation modules, the proposed methods enhance the flexibility and transferability of control
policies, ensuring that RL agents can operate robustly in new, out-of-distribution settings.

In conclusion, this dissertation provides a comprehensive framework for applying RL in autonomous
systems, offering insights into environment representation, reward design, multi-objective learning,
and adaptive control. The findings lay a solid foundation for future research aimed at advancing
the safety, efficiency, and adaptability of autonomous vehicles and traffic management systems.



Kivonat

Ez a disszertáció a megerősítéses tanulás (RL) alkalmazási lehetőségeit vizsgálja az autonóm jár-
műirányítási rendszerekben. A kutatás több kulcsfontosságú területre összpontosít: a környezet
reprezentációjára, a jutalmazási rendszer tervezésére, a forgalommenedzsmentre, valamint robusz-
tus és alkalmazkodóképes irányítási stratégiák (policy) kifejlesztésére. A munka első lépésként
azt elemzi, hogy az eltérő környezeti absztrakciók hogyan befolyásolják az RL ágensek teljesít-
ményét az autonóm vezetési feladatok során. A különböző reprezentációs módszerekkel – például
strukturális, rácsalapú, képalapú és gráfalapú megközelítésekkel – végzett kísérletek azt mutatják,
hogy a megfelelő reprezentáció kiválasztása kulcsfontosságú az eredményes és hatékony tanulás
eléréséhez.

A jutalmazási rendszer tervezése szintén központi szerepet kapott, hangsúlyozva annak fontossá-
gát az RL ágensek kívánt viselkedésének irányításában. A disszertáció bemutatja a jutalomde-
kompozíció hasznosságát a többcélú feladatok kezelésében, például a biztonság, az üzemanyag-
hatékonyság és a forgalom folyamatosságának egyensúlyozásában különböző területeken. A succ-
essor features (SF-ek) mint az adaptív tanulás hatékony eszközei kerülnek bemutatásra, különösen
a forgalomirányítás területén, ahol lehetővé teszik az ágensek számára, hogy dinamikusan alkal-
mazkodjanak a változó körülményekhez további tanítás nélkül.

A kutatás egyik jelentős kontribúciója egy új algoritmus kifejlesztése a kiegyensúlyozatlan jutal-
mazási rendszaerek kezelésére, amelyek gyakran vezetnek degenerált viselkedéshez. A javasolt
PrefVeC (Preference-Vector Curriculum) módszer fokozatosan egyensúlyozza a jutalomkompo-
nenseket a tanítás során, biztosítva, hogy az RL ágensek ne helyezzenek túlzott hangsúlyt a domi-
náns jutalmakra más kritikus tényezők, például a biztonság rovására. Ez a megközelítés felülmúlja
a legkorszerűbb RL algoritmusokat, köztük a SAC, PPO és a SafeRL megoldásokat, mint például
a P3O és a CPO, különösen a biztonságkritikus területeken.

Továbbá, a dolgozat új stratégiákat mutat be az alkalmazkodóképes irányítási ágensek fejlesztésé-
re, amelyek képesek kezelni a változó környezeti feltételeket és a rendszerdinamika különbségeit,
mint például a szimulációból a valóságba (Sim2Real) történő átmenetek során. A visszacsatolási
hurkok és a történet-alapú adaptációs modulok integrálásával a javasolt módszerek növelik az irá-
nyítási döntések rugalmasságát és átvihetőségét, biztosítva, hogy az RL ágensek robusztus módon
működjenek új, eddig nem látott környezetekben.

Összefoglalva, ez a disszertáció átfogó képet nyújt az RL autonóm rendszerekben való alkalma-
zásához, betekintést nyújtva a környezet reprezentációjába, a jutalmazási rendszer tervezésébe, a
többcélú tanulásba és az adaptív irányításba. Az eredmények szilárd alapot teremtenek a jövőbe-
ni kutatások számára, amelyek célja az autonóm járművek és forgalommenedzsment rendszerek
biztonságának, hatékonyságának és alkalmazkodóképességének továbbfejlesztése.
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Chapter 1

Introduction

Since ancient times, humanity has continued to evolve its way of living. We have an inner drive to develop,
improve, and invent things that aid in fulfilling this purpose and enrich the living circumstances of the entire
species [1]. In the process, we have uncovered new gadgets, created tools, and generated ideas that promise
enhanced comfort and well-being. If we think about electricity, the Industrial Revolution, or even the inter-
net, they all started from ideas and became enablers of tremendous inventions and innovations. These ideas
eventually became a reality through a vast amount of research, enthusiasm, and dedication [2, 3].

I found the idea of autonomous vehicles (AVs) somewhat similar; they ought to bring safety and comfort
to commuters, enhance the mobility options of human beings, and are set to revolutionize transportation by
addressing and mitigating serious and safety-critical problems [4, 5]. Machines can eliminate driver fatigue;
They perform at full capacity and react significantly faster than humans to any situation. Thanks to the advances
in technology and the development of computer science, today’s hardware design and its utilization enable the
evolution of machine learning methods that could innovate the field. New solutions to existing problems that
aim to move the vehicle industry closer to this ambitious goal are surfacing daily [6].

Although the road is long, the recent research work that I summarize in this dissertation has targeted the
topic of autonomous vehicle motion control using machine learning approaches, and I believe it makes impor-
tant steps towards incentivizing the idea of applying reinforcement learning (RL) in the domain of autonomous
vehicle control.

1.1 Motivation

As mentioned above, the recent advances in technology and machine learning open doors to utilizing such
driver assistant features that can boost the comfort and safety of traditional vehicles [7]. Those features serve
as milestones to the ultimate goal of full automation. For instance, computer vision solutions have already
enabled warning systems (e.g., lane-departure warnings, forward collision warnings), lane-keeping assistance,
adaptive cruise control, turn signal detection, and driver fatigue recognition. They are also stepping stones
toward perception and environmental sensing, a crucial component of AVs [8].

The current work focuses on machine learning (ML) methods, specifically reinforcement learning, and
demonstrates key aspects along which the classically defined vehicle control can be revised and improved. I
identify and address shortcomings in current and past methods that impede progress toward fully autonomous
vehicles. Moreover, I present potential solutions and methodologies to drive advancements in this field.

Generally speaking, it is believed today that new methods empowered by artificial intelligence (AI) could
complement the already well-known and mature classic control solutions [9]. However, as the aim is high
when developing AVs, the driving scenarios can be so diverse and unique that implementing general rule-
based approaches to handle every circumstance is rather ambitious. Classic control methods are particularly
tailored for a specific use case and usually can not deal with complex scenarios that we may encounter during
AV operation [10]. For instance, a highway pilot functionality contains enough complexity that it would
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be challenging to resolve with the classic control domain. The potential cut-ins, adaptive lane changes, and
unpredictable human behavior are factors that cannot be precisely described. Luckily, the new techniques,
vaguely summarized as methods infused with Artificial Intelligence, are non-rule-based approaches, and they
promise generalization and adaptation to diverse situations and are capable of evolving and learning even after
deployment [11]. These considerations form the basis for choosing machine learning methods as the primary
research focus in this study.

My goal and motivation in this work involve examining machine learning techniques, particularly rein-
forcement learning, for their suitability in autonomous applications. I would like to highlight what can and can
not be used and under what conditions for given autonomous functionalities. In this research, I present findings,
insights, and potential solutions, offering improvements and ideas for future practitioners.

1.2 Autonomous Vehicles

Over the past few decades, the term ’autonomous vehicle’ has become widely recognized by the public. In the
industry, there are several companies, start-ups, and investors conducting research or developing algorithms that
lead to the commercialization of AVs [12]. Among others, Tesla, Waymo by Google, Cruise by GM, or Wayve
are pursuing intense development and testing with varying results. Experts in the field know why the challenge
is formidable. Not only do the technical aspects need to be sound and safe for commercial application, but the
legislation should also be designed to support autonomous vehicles on public roads. Although Tesla claims
full self-driving (FSD) [13] in their product, their technical solution and underlying legal aspects result in a
Level 2 functionality (based on the classification system defined by SAE International J3016 regulation [14]).
Waymo deploys cars on public roads in some of the biggest US cities. However, despite their promising reports
and safety statistics, these vehicles operate in limited controllable areas designed by the company [15, 16, 17].
These examples emphasize how hard this task is. An autonomous car must be capable of accurate perception,
complex scene understanding, reasoning, and decision-making, all in a split second. Although with recent
breakthroughs, these might be solvable one by one, as a whole, they require a vast amount of computing power
and algorithm synergies. Not to mention that these solutions have to gain the public’s trust [9, 18].

The road to the autonomous vehicle is still long, with several steps and levels to climb. Meanwhile, some ba-
sic concepts are laid down as the groundstones of the development. An example is the control system structure
of an automated vehicle. It contains the elements of classical control modules, such as controllers (planning),
the controllable system itself, actuation, and some sensors that serve as a feedback loop. When replacing the
driver with sensors and actuators, one needs a coherent system that integrates with other modules. Based on
the classical theory, the main system of the self-driving entity consists of four main modules [19]:

• Perception module: Senses the environment, recognizing the vehicle’s surroundings.

• Decision module: From the information collected and forwarded by perception, it deducts the decisions
based on the current extracted situation.

• Planning module: The main purpose of this module is to execute the decisions that come from the
previous layer, defining a feasible trajectory by giving the appropriate signals to the Actuation module.

• Actuation module: The planning module-based commands are executed here to reach the desired state.

Radars, LiDARs, and cameras can be applied as a perception module. In real-life applications, it is even
better when their output is fused together [20]. Actuation is generally solved by linear motors, rotational servo
motors, and electric or hydraulic parts. The main challenge of solving autonomous vehicles lies in the decision
and planning module. Predicting the behavior of other traffic participants and making decisions based on these
assumptions is the main task at hand: Finding the appropriate information processor capable of understanding
the signals of said sensors, extracting meaningful information, and giving the corresponding actuation signals
in every situational occurrence.
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This requires thousands of planning, design, validation, and testing hours. Several decision-making, object
recognition, pedestrian detection, and situational awareness algorithms must be developed and properly imple-
mented, in addition to ensuring the presence of redundant systems, to proceed to the ultimate goal: Autonomous
Vehicles [12, 19].

However, one also needs to model vehicle dynamics and include physics in the learning system to solve the
task. Depending on the application, the motion control resides in lateral and longitudinal control. The tracking
of predefined goal points can be solved with classical controllers such as Proportional–Integral–Derivative
(PID) or Linear Quadratic Regulator (LQR) [19]. Thus, the difficulty of creating AV capabilities mostly lies in
decision-making and motion planning. To this end, the current work focuses on decision-making and planning
instead of exhausting investigations on complex dynamic relations, and precise vehicle models are omitted in
this work. The reasons are twofold: On the one hand, during experiments and training, simulators are used.
Running these simulators with exact dynamic models could have a severe computational burden and provide
marginal additional value. On the other hand, the motivation of this work is to find suitable algorithms for
the decision-making module. The output of which is later fed into the planning and the actuation module.
Thus, the simulations used here are based on a standard low-precision bicycle model. It is suitable to prove the
effectiveness of said algorithms and approaches since it is adequate to get a rough approximation of vehicle state
changes [21]. It can be assumed that the proposed methods would also apply to a more complex dynamical
model after some fine-tuning or further alignments.

It is nearly impossible to use only classical control methods to provide adequate solutions for the wide
variety of environmental states or generalize these decisions across diverse scenarios.

State-of-the-art decision-making algorithms are categorized into many classes with respect to self-driving
applications. One of them is the rule-based methods, the others are probabilistic approximators or observers,
and there are methods learned by training [9]. While rule-based algorithms are used with efficient results
in most current and previous applications, learning algorithms today conquer more space by solving complex
problems. The most traditional rule-based solutions are hand-crafted and based on a state machine; thus, the
decision is chosen based on the different state changes [18].

In their work, Urmson et al. [22] developed a solution called ’Boss,’ which algorithm manages to choose
the start time of the lane change based on predefined rules and value limits. Similar to this work, the researchers
at Stanford University attached rewards to a finite state machine for a feasible trajectory and better steering
control selection [23]. In spite of the fact that most of the currently operating adaptive cruise control (ACC)
functions and other Advanced Driver Assist Systems (ADAS) use rule-based implementations, the rule-based
decision-making methods are perpetually disadvantaged. They cannot be generalized, meaning all possible or
likely impossible use cases must be covered with rules [18]. E.g., Scenario: A pedestrian suddenly decides
to jaywalk in the middle of the road, changing their speed or direction unpredictably. Failure: Rule-based
control assumes fixed pedestrian behavior models and predefined crossing zones. It cannot react efficiently
to spontaneous and erratic pedestrian movements. Thus, creating a rule-based algorithm capable of solving
all the possible situations is rather ambitious - if feasible at all. Meanwhile, it would be time-consuming and
require thorough testing since hundreds of uncovered use cases can happen during everyday usage, leading to
horrifying accidents.

Here comes the need for an algorithm that has the potential to evolve based on its own experience, such
as humans do. Considering previously gained information, it would converge to optimal behavior in familiar
situations while enhancing generalization and performing well when facing situations that have not yet been
seen [24]. At this point, join artificial intelligence and machine learning in the discussion about the domain of
autonomous driving.

1.3 Artificial Intelligence

The intense use of machine learning and artificial intelligence in contemporary solutions stems from their ver-
satile applicability and effective abstraction capability, facilitating problem-solving beyond existing knowledge
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[25]. This section provides a brief overview of AI fundamentals, acknowledging the vast and dynamic land-
scape of research and development in the field.

As a starting point, one should clear up some definitions and concepts. AI refers to the development of
computer systems that can perform tasks requiring human intelligence, such as problem-solving, decision-
making, and pattern recognition. Although machine learning is used mainly as a synonym for AI, it is actually
a subset of AI that enables machines to learn from data. ML applications can have state-of-the-art performance
on different tasks without explicitly being programmed for each task. The ability comes from the usage of
adequate data [26]. ML uses techniques like supervised learning, unsupervised learning, and reinforcement
learning to allow computers to adapt and make predictions based on patterns in data. Other subsets of AI consist
of Natural Language Processing, Computer Vision, Robotics, Expert Systems, and Deep Learning [26]. This
dissertation touches on the different fields of AI briefly and focuses on deep learning for robotics in detail.

As reflected in daily publications, the extensive body of literature on AI signifies the widespread interest
and ongoing exploration of novel applications across diverse domains. This continuous research contributes to
the constant evolution of leading algorithms and the development of innovative methodologies from robotics,
education, and healthcare to businesses, games, and autonomous vehicles [6].

Notably, YOLO (You Only Look Once), the work of Redmon et al. [27] guided a paradigm shift in seg-
mentation, object detection, and classification, quickly becoming a widely adopted and influential approach in
image processing. In 2016, AlphaGo emerged as a groundbreaking achievement in AI, attaining superhuman
performance in the complex game of Go [28, 29]. Other transformative concepts include AlphaStar [30], a
complex strategic gaming agent that excels in the game StarCraft II. Transformers, introduced by Vaswani et al.
[31] in 2017, represent a groundbreaking architecture in natural language processing (NLP). Departing from
traditional sequential models, Transformers employ an attention mechanism that enables capturing contextual
relationships across words in a sentence. This innovative design has significantly improved the efficiency and
effectiveness of NLP tasks, such as language translation and sentiment analysis. AlphaFold [32], developed
by DeepMind, has revolutionized protein structure prediction by accurately predicting the 3D structures of
proteins using deep learning techniques, a longstanding challenge in bioinformatics. This breakthrough not
only enhances our understanding of protein folding processes but also holds immense potential for accelerating
drug discovery and advancing healthcare by predicting the structures of medically relevant proteins. Recent
advancements of ChatGPT [33], an advanced conversational chatbot developed by OpenAI, boasts multimodal
capabilities, enabling it to process and generate text alongside other forms of media, such as images. This
groundbreaking feature enhances its conversational abilities, allowing it to comprehend and generate responses
that incorporate both textual and visual information. This multimodal capability expands the scope of in-
teractions, making ChatGPT a versatile tool for diverse applications, from natural language conversations to
image-related queries. Although this work provides only a limited overview of the expansive AI domain, it is
specifically tailored to address the current research objectives.

Despite their prowess, ML applications, particularly in safety-critical contexts, pose challenges due to their
inherent black-box nature. The probabilistic operation introduces uncertainties, making guarantees on optimal
performance unattainable [34]. The breakthroughs mentioned above highlight the field’s progress, but the
challenge of deploying ML in safety-critical applications persists [35].

In the context of machine learning, the core process involves the approximation of functions tailored to the
specific objectives at hand. These functions may be equations derived from physics, mechanics, or even those
that resist precise description [36]. An example is the absence of an exact function capturing the intricacies of
human walking. Given the unique variations in each individual’s gait, influenced by a vast amount of variables,
a universally applicable formula remains elusive [37].

Various methodologies exist for function approximation, including the application of linear combinations of
states and the utilization of function series. Another approach involves decision trees, wherein patterns through
edges and nodes characterize the approximation process. At its most basic level, the look-up table method
entails searching for the desired value within pre-saved lists.

However, the focus of my work transcends these conventional methods. I will introduce representations at
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a higher abstraction level, delving into more complex function approximations like Artificial Neural Networks
through the application of advanced machine learning algorithms [38, 6]. Therefore, in this work, classical
machine learning applications without neural networks are out of focus, but for extensive research on classic
control and its application, please refer to [39, 40, 41, 42, 43].

Machine learning categories

Machine Learning algorithms can be systematically categorized across various dimensions [6]. However,
within this study, two types are mentioned. One is based on the agent’s output, while the other is according to
the training methodologies.

Generally, the output generated by these algorithms assumes either a continuous or discrete form, thereby
regression or classification. In the context of regression, the algorithm produces arbitrary numerical values,
whereas classification entails the selection of the correct class from a predefined set of distinct classes. If we
group algorithms regarding their training methods, the following main categories are derived:

Supervised Learning As the name suggests, this method relies on supervision. Solutions can encompass
image classification [44], segmentation [45], speech recognition [46], text generation [47], stock price [48]
or even weather prediction [49]. The common ground of these applications is the data they use. A model is
trained on a labeled dataset, where each input is paired with the correct output. The algorithm learns to map
inputs to corresponding outputs, enabling it to make predictions on new, unseen data. For example, a classifier
can accurately select a desired class even on images excluded from the training dataset. This generalization
power depends on the quality of the dataset and its data points [50]. Supervised Learning is the driving field
of AI. New ideas and tricks come from this domain, which then get picked up by other fields like unsupervised
or reinforcement learning.

Unsupervised Learning Unsupervised learning involves discovering patterns and relationships within an
unlabeled dataset. Clustering is a common task where the algorithm groups similar data points without prior
knowledge of their categories. Thus, we do not have, nor need, labels for desired predictions. The latent
space, a conceptual domain within unsupervised learning, contains information distilled from the input data,
contributing to the discovery of inherent patterns. This property is mostly used for feature extraction, dimen-
sionality reduction, or representation learning, many of which are later used by other training [51]. One general
technique within unsupervised learning is the use of autoencoders. In this method, the input data undergoes
compression within the latent space and is subsequently reconstructed. Autoencoders exemplify the capacity of
unsupervised learning to identify and represent inherent patterns autonomously without explicit guidance [52].

Reinforcement Learning Reinforcement Learning is often considered the most akin to how humans learn.
The agents, considered the learning and acting entities in RL, are continuously interacting with an environment.
During these interactions, agents receive feedback through rewards or penalties [53]. These experiences are
used to guide the agents in learning optimal strategies 1 over time. This so-called trial-and-error mechanism
supports the exploration of individual situations and enables learning when developing optimal behavior. Many
successes prove the raison d’être of RL in different domains: e.g., matrix multiplication optimization [54],
strategic game-play [55], or champion-level racing [56]. It embodies a framework of iterative learning based
on experiments that result in superhuman performance, such as AlphaGo [29] or AlphaStar [30], without the
need for explicit labels or target data. Also, in cases where the collection of labeled datasets is infeasible or
expensive, e.g., autonomous driving scenarios, it is advantageous to frame the problem with the help of RL
and a simulator. Several subcategories emerged recently, such as offline, online, off- and on-policy, single or
multi-agent RL, but these will be introduced later in this work.

1Optimal is the case when the agent maximizes a given reward function, and strategy is the action selection choice.
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In practice, the boundaries between different categories of deep learning, such as supervised, unsupervised,
and reinforcement learning, are often blurred. Researchers and practitioners frequently leverage a combination
of techniques and methodologies to harness the strengths of each approach for performance gains.

Artificial Neural Networks What is, however, common between the aforementioned methods is the utiliza-
tion of neural networks for function approximation. Neural Networks are built from layers and neurons [6, 38].
These neurons are activated in a diverse way for different inputs based on probability measures. The connection
between the neurons can also be varied, thus resulting in many types of layers. The most basic concept of the
layers can be seized with the following equation:

y =Wx+b,

where x denotes the vector given to the network, y is the output vector, b is the bias vector, and W is the
weight matrix of the model. Between the given hidden layers of a network, there are activation layers, which
help the expressiveness of the layers. Without nonlinearity, the whole network would be deductible to a giant
matrix multiplication. Activation functions used in this work will be detailed later.

During training, the weights are adjusted, so the calculated error of the output results in the achievable
minimum. Since the neurons are connected, the calculated error on the output can be back-propagated to the
input, resulting in the modification of every Wi j. This process uses gradient descent, called the stochastic
gradient descent (SGD) method, which is generally used for machine learning optimization. For more details
on SGD, see [57].

1.4 Reinforcement Learning

The main machine-learning framework of this work will be Reinforcement Learning. This chapter will intro-
duce and explain every term and definition needed to understand my algorithm choices and designs.

As introduced earlier, RL is a framework that supports learning sequential decision-making based on inter-
action with an environment. At least one agent observes the state of the environment, takes action to change it,
and receives feedback about the state changes and the consequent rewards [53]. This continuous interaction
aims to determine and optimize the behavior, also called policy, which leads to the maximum cumulative re-
ward. There are episodic and continuous tasks, but the agent attempts to maximize the cumulative discounted
rewards over time.

Depending on the setting, we can differentiate between model-based and model-free RL algorithms [53].
In the former case, the model of the environment is known, and the agent can plan its actions considering their
consequence; meanwhile, in the case of the model-free setting, agents are not privileged with such information.
Thus, they have to implicitly model the environment transitions whilst also optimizing their actions. Model-
based settings are favorable for training RL agents, but building the exact environment model can be difficult
[53]. Agents can either explore the consequences of their actions or exploit their knowledge by taking actions
known to yield high returns based on prior experience. One challenge of RL is the need to collect diverse
experiences, as agents may require multiple exposures to a specific state and the path leading to it in order to
fully learn from it. Prioritized Experience Replay (PER) [58] attempts to aid this, but I will detail it later. RL is
widely recognized as sample inefficient, but recent advances have introduced methods and training techniques
designed to mitigate this issue [58, 59].

In the domain of RL, we can also distinguish between single- and multi-agent settings. In a multi-agent
environment, several actors interact, and their actions typically influence one another’s states [60]. These
agents can be cooperative or adversarial in behavior, and can have one centralized decision-maker for all agents
or have a distributed formulation with individual decisions. No matter which setting we use, single or multi-
agent, model-based or model-free, a mathematical framework supports the formulation of such environments
and learning.
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Figure 1.1: RL operating mechanism source [53]

1.4.1 Markov Decision Processes

Most frequently, the underlying mathematical formulation of RL problems is done through Markov Decision
Processes (MDP), a mathematical framework for decision-making in a situation where the output of the system
(environment) is partially randomized but depends on the actual current action, also known as a random pro-
cess. In RL, we like to deal with MDP systems that have the Markov property. meaning that the conditional
probability distribution of the following state of a random process depends only on the current state and action,
given all the previous states [53]. This implies that a given state should contain all information needed to draw
this probability and also helps us to make decisions based on the current observable state.

MDP definition In current literature, it is general practice to define a discrete MDP as a 4-element tuple,
M ≡< S,A,P,R > where:

• S is the state space1 and st ∈ S ⊂ Rn is the state at the tth time step,

• A is the action space 2 and at ∈ A⊂ Rm means the action taken at the tth time step,

• P ⊂ S ×A×S → [0,1] is the probability distribution of the state transitioning from state st ∈ S with
action at ∈ A to st+1. More generally, it is denoted with: p(st+1|st ,at).

• R denotes the reward function, defined as R : S ×A→ R, with rt = R(st ,at) representing the immediate
reward obtained when transitioning from state st to st+1 as a result of executing action at .

Note: S contains all the possible states the agent can be in, but I define the O ⊂ Rk observation space that
contains the observable values of the state space, what the agent can actually see. In this work, I use observation
spaces equal to state spaces, meaning that the state space is fully observable.
Note: P is given to model-based algorithms and is unknown in the case of model-free RL; thus, as mentioned
before, it has to be implicitly learned through the interactions. It is also common to extend this definition with
a 5th element, γ , which is called the discount factor. Why this is important will be discussed later.

Given a defined MPD at every given discrete time step t of an episode3, RL agents interact with the envi-
ronment, and as a result, they observe the changes at every t ∈ {1,2,3,4, ...} as state st ∈ S , then choose action
at ∈ A to maximize the expected reward rt ∈ R. The environment transforms from state st to st+1 during this
process. This process is depicted in Fig. 1.1.

1the set of all possible states that an agent can be in
2the set of all possible actions that an agent can choose from
3An episode is typically defined as a sequence of steps or interactions that an agent takes within an environment, starting from an

initial state and ending at a terminal state.

7



1.4.2 RL objective

The main purpose of the RL lies in identifying the best action a for every state s, which leads to the overall
maximal sum of the immediate rewards. The overall rewards can be maximal if the R(t) function (the individual
reward components (ri)) are available at their maximum at timestep t.

The agent selects actions according to a policy π : S → ∆(A), where π(a|s) = Pr{At = a | St = s}, denotes
a mapping from states to a probability distribution over actions. Consequently, the agent’s objective (J(π)) is
to learn a policy π that maximizes the discounted cumulative reward:

J(π) = E(st ,at)∼π

[ ∞

∑
t=0

γ
tR(st ,at)

]
. (1.1)

where γ is the discount factor that ensures future rewards are weighted less, and — under suitable conditions —
the sum converges1. However, choosing γ ∈ [0,1] introduces a trade-off: smaller values emphasize immediate
rewards (potentially neglecting long-term effects), whereas values closer to 1 assign higher importance to future
rewards, thereby exacerbating the credit assignment problem.

So, as the MDP is defined, it becomes clear why general practice adds γ to the definition of the tuple. The
term G(t) (defined in Eq. (1.2) ), also referred to as the return, yields different values if γ changes; thus, γ has
an indirect effect on the optimal actions.

G(t) =
∞

∑
i=0

γ
iR(st+i,at+i), (1.2)

Since γ has an effect on G(t), it is important to note that the ongoing dilemma is also present between ex-
ploration and exploitation. Exploitation means selecting the already known good actions, while exploration
encourages choosing something unknown, but this choice may or may not lead to a better state, a higher func-
tion value G(t), and the optimal solution. One can find abundant literature investigating the perfect balance.
However, they generally reach the same conclusion: every problem has its own boundaries [61]. Algorithms
developed through years of research on the discount factor and the exploration-exploitation problem offer a
range of solutions. Refer to Sutton and Barto (1998, 2018) [62, 53] for the basics of RL, to Szepesvari et al.
[63] for RL algorithms and their details, or Mnih et al. (2016) [64] for asynchronous methods in the attempt
of solving these problems of RL.

Thus, the optimal policy and maximal G can be found with a technique that lacks elegance but is efficient,
called brute force. Such algorithms supply an effective method for exploration and always find the optimal
solution. The basic concept of it is to take every possible action in every state. It is evident that this can be
really time-consuming and resource-demanding when the state or action space is large or continuous. That’s
why brute force is usually applied in the case of small spaces. Two types of approaches exist to handle cases
outside of brute-force feasibility. Next, I will introduce them and how they can be used in general.

1.4.3 Value functions

With the usage of Eq. (1.2), we can define some other essential functions: the state value function v(s) and the
state-action value function q(s,a). The value function vπ(s) represents the expected discounted cumulative sum
of future rewards, so the expected value of G, considering that we start from the current state s and continue
acting with π .

vπ(s) = Eπ

[
∞

∑
k=0

γ
krt+k|s0 = s

]
= E(st ,at)∼π

[ ∞

∑
k=0

γ
kR(st+k,at+k)

]
. (1.3)

1as it is bounded by the sum of a geometric series in continuous tasks or long episodic scenarios
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The state-action value function qπ(s,a) conditions the expected discounted cumulative sum of future rewards
on the current state s and action a, and it assumes we follow π afterward. It is given in Eq. (1.4)

qπ(s,a) = Eπ

[
∞

∑
k=0

γ
krt+k|s0 = s,a0 = a

]
= E(st ,at)∼π

[ ∞

∑
k=0

γ
kR(st+k,at+k)

]
. (1.4)

So, we can see that the only difference between them is the condition of the current action. Eq. (1.4) tells
us how valuable it is to take action a in state s. We can derive optimality from the vπ and qπ by taking the
maximum values over all policies. So, the v∗(s) = max

π
vπ(s) and q∗(s,a) = max

π
qπ(s,a) are the optimal state

and state-action value function. This also gives us the optimal policy π∗, which selects the optimal action in
any state. The value-based RL algorithms are learning to find v∗ or q∗.

These functions are crucial components of many RL algorithms. However, due to their approximation
using neural networks and reliance on sample-based states and actions, the literature has introduced certain
modifications tailored to such scenarios. In this context, At and St are employed instead of a and s, respectively,
reflecting that they are samples from a trajectory. Also, the approximated state and state-action value functions
are denoted with capital letters, such as V π(s) and Qπ(s,a). For a more precise notation, V (s,θ) and Q(s,a,θ)
are used, explicitly indicating the inclusion of network parameters θ . However, for simplicity, θ is often omitted
in practice, and it is assumed that these value functions are all approximated by parametrized neural networks.

1.4.4 Policies

Next to the value-based methods, another class of RL algorithms belongs to the policy-based solutions. Such
methods optimize the policy π to converge to π∗, thus trying to maximize G(t) by maximizing the probability
of selecting the best actions. As discussed above, π(a|s) gives us the probability distribution of selecting action
a in state s. For discrete action spaces, policies are typically defined as functions π : S → ∆(A), where ∆(A)
represents the set of probability distributions over the action setA. An important property of these distributions
is that the probabilities over all actions sum to 1, i.e., ∑a∈A π(a|s)= 1. In the deterministic case, this distribution
is degenerate, assigning a probability of 1 to one action and 0 to all others. For continuous action spaces, the
policy π is often modeled as a parameterized probability distribution (for example, a Gaussian), where the mean
and standard deviation are functions of the state. In a deterministic variant, only the mean is used, whereas
sampling from the distribution produces a stochastic policy. Additionally, in policy-based solutions, neural
networks are frequently employed as function approximators to represent these mappings from states to actions
or probability distributions over actions. To make these parametric policies trainable, one should understand the
Policy Gradient Theorem introduced by Sutton and Barto (1998) [62]. The theorem establishes a framework for
updating the parameters of a policy in the direction that increases the expected cumulative reward. It expresses
the gradient of the expected reward with respect to the policy parameters, as seen in Eq. (1.5). This equation
aims to maximize the selection probability of the actions with high rewards and minimize the ones leading to
poor returns.

∇θ J(θ) = E

[
∞

∑
t=0

∇θ logπ(At | St ,θ) ·Gπ(t)

]
(1.5)

Using Eq. (1.5), we can derive several policy-based algorithms by exchanging Gπ(t) with other metrics, such
as Advantage, or Q function. However, this is outside the scope of the current work. The needed explanations
will be discussed later, and for extended understanding, please read [53].

Nonetheless, one note has to be made here: Policy-based algorithms explicitly define and optimize for
the policy. Meanwhile, in value-based algorithms, the policy can be generated by the implicit representation
of V (s) and Q(s,a). A common approach is to select the best action according to Q(s,a) using the ε-greedy
strategy. This means:

π(a | s) =

argmax
a

Q(s,a) with probability 1− ε

a ∈ A with probabilityε

(1.6)

9



After discussing the basic concepts and definitions of RL, I will outline the advantages and disadvantages.
The next section mentions some of them and highlights which of the problems will be addressed in this work.

1.4.5 Advantages - Disadvantages

RL is flexible because it does not require task-specific heuristics, relying solely on reward design for training.
There is no need for human interaction or manual labeling for the algorithms to learn. RL is also suitable for
problems with complex state spaces and dynamic environments, where traditional approaches may struggle to
find an optimum. It is an ideal framework for sequential decision-making, where actions affect future states
and outcomes, and it has the potential to discover efficient strategies and policies in situations where explicit
solutions are hard to define.

However, I should emphasize some of RL’s pitfalls. As mentioned, RL is accused of sample inefficiency,
requiring many interactions with the environment to learn effective policies. Balancing exploration and ex-
ploitation can be challenging too, and poor trade-off strategy can hinder learning. In general, the training
processes of deep RL can be unstable, and theoretical convergence is not always guaranteed. As with other ML
techniques, the definition of the optimal reward functions presents challenges, and since they are responsible
for guiding the agent toward desired behavior, a malicious design can lead to ethical and safety concerns in
real-world applications, not to mention unsuccessful training and finding suboptimal policies. These disadvan-
tages vary from application to application and are problem-specific. Most of the concerns drawn here can be
mitigated, and current research areas are concentrating on resolving them.

In this work, I address the sample inefficiency by using algorithms that reuse past experiences and learn
from experiments conducted by other agents. I also tackle the problem of reward design and show how adaptive
and safe policies can be defined through adequate reward engineering. The instability of the training process is
addressed in one of my publications, which will be discussed in detail in this work. Finally, the adaptivity and
training process will be further enhanced by ideas that are borrowed from other ML domains.

1.5 Problem definition

In this section, the focus is on clearly articulating the problem that this work aims to address. Autonomous
vehicle control stands as a pivotal challenge in contemporary transportation systems, requiring innovative solu-
tions that ensure safety, efficiency, and adaptability. This research centers on the applicability of Reinforcement
Learning to enhance autonomous vehicle control and advance the development of self-driving capabilities.

Objectives:

• Investigating and identifying suitable RL algorithms tailored to different AI functionalities in the context
of autonomous vehicle control.

• Providing an overview and suggesting appropriate state representations for specific tasks in RL

• Addressing the critical aspect of reward design in RL, acknowledging its key role in determining the
success of training.

• Examining and proposing practical considerations related to reward design, to optimize training outcomes
and improve the overall performance of RL algorithms.

• Experimenting with diverse learning methodologies to extend the boundaries of existing solutions and
enhance the adaptability of autonomous systems.

The significance of this research lies in its potential contribution to novel insights and solutions in the field
of RL. By exploring and refining RL algorithms and addressing the intricacies of reward design, in essence,
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this work seeks to not only tackle the complexities of autonomous vehicle control but also contribute valuable
knowledge and methodologies that can shape the future of RL applications in this domain.

1.6 Overview of the work

During this work, agents are created that are capable of driving on a highway while minimizing collisions
and fulfilling the desired objectives by maximizing the so-called rewards. Along the road, several pitfalls are
addressed and corrected, which leads to new algorithms, methodologies, and practices.

I begin my investigation with a highway pilot functionality, where the environment is significantly sim-
pler than an urban scenario. I present how one can adequately design a reinforcement learning-based agent
that drives on a highway and performs according to predefined standards. The necessary components, like
perception and environmental representation, training prerequisites, and methodologies, are also presented.

In RL, the learning signal is provided in the form of rewards, which can make or break an algorithm and,
thus, a solution. I spend most of my research on the question of rewarding, the appropriate reward design that
facilitates successful training, and, thus, desired agent behavior.

I also show how my algorithmic design generalizes to other domains, such as traffic control. I argue
that by defining operation preferences, learned behavior can be altered after the training and deployment of
such systems. Besides promoting agent adaptivity, the method provides a customizable framework for future
applications in any domain where the predefined operation requirements may change.

Furthermore, as an emergent behavior, I observe agents optimizing for loopholes in the system and exploit-
ing behavior that provides reasonable reward but results in degenerate behavior. The phenomenon is caused by
a contradiction between the goals of the system. I address the problem through a curriculum-based approach
and propose a solution to aid the training of such systems in avoiding these undesirable properties.

My work is completed by investigating the generalization and adaptiveness of learning agents. The research
goal is to first cultivate a suitable behavior in an agent, then transfer the emergent skills to another agent with
similar tasks but different operational conditions. An analogy to this would be a human driver who knows how
to drive a car and can adapt to a new car based on their already learned skills.

11



Chapter 2

Environment representations
This chapter explores various environment representations applicable in the domain of autonomous vehicle
control. The general approach to perception, potential vehicle state representations, and control signals are
presented here to lay the foundation for future work. Neural network architectures accompanying the different
state representations are drawn here to guide the reader’s attention toward the advantages, disadvantages, and
technical considerations when designing RL systems for autonomous functionality.

2.1 Introduction

Earlier in this work, I stated that we need to replace the human driver with sensors and actuators when discussing
autonomous vehicles. To achieve this, various types of sensors are required, which must operate in complete
synergy to create a high-level abstraction. One that serves as an understandable perception for the machines
and their algorithms.

The most common sensors for environment perception are cameras, radars, LiDARs, and ultrasonic sensors.
Cameras capture images from a given angle, and since humans primarily rely on vision while driving, they
appear to be a suitable choice. Tesla Motors Inc., one of the pioneers of fully self-driving vehicles, believes
this is how perception can be solved. However, problems with camera-based perception span from challenging
lighting conditions through occlusion to other disturbing factors, e.g., rain, fog, or snow. Camera systems
must be robust enough to function in the event of malfunctions and perform effectively even in conditions
where human vision is impaired. Other manufacturers enhance the vision-based systems with radars that work
in weather conditions where cameras are unsuitable. Usually, different functionalities have different sensory
needs, but in many cases, their fusion is applied to create the most suitable and precise representation. I would
not go into detail about how each sensor works because that is outside of the scope of this work, but I would
like to address how the sensor signals are represented.

2.2 State representations

Radar and Lidar signals are typically ego-centric, providing distances relative to the origin, which is the point
where they are mounted. The raw data of such sensors is often preprocessed, and objects are segmented and
classified based on sophisticated algorithms. The resulting object lists are forwarded to a communication chan-
nel, where the features are used further by the functionalities. The objects usually have multidimensional
attributes, such as location, orientation, and velocity relative to the EGO1. Similarly, the camera-based algo-
rithms are provided with an image or consecutive frames that are preprocessed and yield similar object lists.
Based on these preprocessed features, the algorithms after the perception layer can work as they do with radar
or LiDAR data.

Recent advances in deep learning and machine vision have enabled end-to-end solutions that bypass raw
sensor data preprocessing and directly output the desired functionality, often as a black-box model. The devel-

1EGO: the controlled vehicle.
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opment of end-to-end neural networks presented in works like Russel et al. [65] or Amini et al. [66] testifies
to this statement. These networks utilize general GPS signals to control vehicles. Also, major players such as
Tesla and Waymo are leveraging AI-based control software for self-driving functions, possibly based on the
end-to-end idea.

In this work, particularly in this chapter, I am working with both raw and processed data. To investigate what
type of environment representation is valid for being applied with RL in different autonomous functionalities,
I define a highway scenario where a pilot functionality is developed and tested.

As mentioned above, the object lists derived from any kind of sensor can be represented in different ways.
The question arises of how it is the most efficient and what enables these learning algorithms to extract the most
suitable information. In RL, the environment observation and the current state of the EGO must be represented
as state s in the MDP process. Not forgetting the Markov property, it needs to contain all the information so
that the next state only depends on the current state and action, and is disentangled from the past.

In this work, I restrict the environment sensing to the essential components: the lanes and vehicles obtaining
space on these lanes. A critical aspect addressed in this work is the representation of the observation space,
which significantly influences the agent’s perception of the environment. Different representation approaches
are explored and grouped into categories based on their underlying structure:

Structural representation The simplest way of representing surroundings from the object list is in a struc-
tural manner. Information about the EGO and surrounding vehicles is organized into a vector (usually 1D
tensor). There are dedicated places for each piece of information. The advantage of such representation is that
the information is in a dense format, and no unnecessary values are forwarded toward the neural networks.
Since the input dimensions count both in computation and power of abstraction, this is an advantageous way
of storing relevant information. For instance, in a robotic manipulation task, the state can be represented as the
positions and orientations of the robot’s joints, allowing the algorithm to learn the dynamics and relationships
between these components. However, if we look at highway functionalities, we want to represent cars and
other traffic participants. A definite order and structure on them is impossible since vehicles enter and leave the
scenario or the perception field of the EGO. So, the downside of the approach is that the representation is not
continuous in time. For instance, if cars are represented in the 1st and 2nd places by distance, a jump occurs
in the state if their order is switched. In the literature, structured vectors representing surrounding vehicles’
relative distance and speed are utilized, for example, in the works of Wang et al. (2017) [67] and Becsi et al.
(2018) [68].

Grid representation The second option to store relevant information about a vehicle is in occupancy grids.
The environment is quantized into grids, and based on the data we gain from the sensors, we can determine
the occupancy of each cell. This approach is commonly used in discrete state spaces. For example, in a game
environment, the state might be represented as a grid where each cell corresponds to a specific position, and the
content of each cell denotes the presence or absence of an object or obstacle. The issue arises when an object
occupies more than one cell or does not align exactly with a single cell, as often occurs in highway scenarios.
This effect can be minimized with finer grids. However, the more grids there are, the more computationally
demanding the representation becomes. Occupancy grid map-based methods are investigated by Folkers et al.
[69] or Saxena et al. [70], providing a structured grid-based representation.

Image representation Image representations encode the state as an image. These images can be artificially
created, as I will show later on, or can come straight from the camera. Images are often used in environments
with continuous state spaces, such as robotics or autonomous vehicles. One of their advantages is the potential
for the algorithms to understand spatial relationships. This approach is valuable in scenarios where the raw
pixel data captures essential aspects of the state or where the decisions are made based on spatiality. One
major disadvantage of images is that they do not contain temporal information; thus, stacking subsequent
frames is common. Another disadvantage is that they often contain unnecessary information, which consumes
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memory and increases computational load. When considering the occupancy grid as an image, the empty
cells are present but contribute minimally to the scene. For example, the work of Kotyan et al. [71] employs
Convolutional Neural Networks (CNNs) to capture spatial relationships and patterns in the observation space.

Graphs They model the state space as graphs. Only the necessary information is stored in a vectorial form.
In graphs, nodes can represent instances, e.g., cars, pedestrians, lane markings, while edges capture their rela-
tionship. This is particularly useful when the relationships between instances are complex and interconnected.
Moreover, the graph representation provides a framework for adaptive state spaces because, as mentioned
above, if vehicles enter or leave the scene, it is enough that their connection (edge) is added/removed, respec-
tively. To understand the idea behind graph representation, consider, for instance, a network routing problem.
The nodes could represent different locations, and the edges represent the possible routes between them. With
this representation, the RL algorithm can learn the optimal paths and navigate efficiently through the state
space. The literature contains several applications of graphs as environment representations. For instance, Vec-
torNet [72] and TNT[73] are the first papers of recent graph network trends that use such representation. Since
their introduction, graph neural networks have also evolved a lot, but the foundations of graphs in autonomous
vehicle control still come from VectorNet. In their solution, the whole environment is represented as vectors,
and the vector points are represented as graphs. The connection and importance between the nodes are learned,
and the system can also handle unseen scenarios while preserving the adaptive property of graphs.

As shown, each representation has its strengths and weaknesses. The choice depends on the problem’s na-
ture and the environment’s characteristics. In the following sections, my experiments will show how different
representations work with highway assist agents. Although one must note that combining multiple represen-
tations or using hybrid approaches is also common in RL, allowing algorithms to leverage the advantages of
different representation schemes for improved learning and generalization, these are not exploited in the cur-
rent work. At the time of this investigation, graph representations were not widely spread techniques, so their
capabilities are also not included in the thesis.

2.3 Problem formulation

The goal is to design an agent to navigate the EGO vehicle safely through dynamic and congested highway
environments, integrating highway assist. Considering resources, a lightweight neural network design with
minimal computational demand, balancing performance and efficiency, is chosen.

Two approaches are explored in a highway scenario for autonomous driving. The first approach adopts
"end-to-end" learning, where the agent directly controls the vehicle, like in the work of Aradi (2018) [74],
with lateral and longitudinal control signals (further Agent I.). The second involves decision-making on the
behavioral layer (Agent II.), as seen in Alizadeh et al. [75], with strategic decisions extended to include
acceleration actions similar to Hoel et al.(2018) [76]. The two approaches also differ in their environmental
representation, the first using structural representation while the second considers images as the agent’s inputs.

Using different microscopic simulation environments, such as SUMO (Simulation of Urban MObility)
[77], helps the research process and provides a testing ground for functionality evaluations. Furthermore,
RL learns from transition samples; thus, a simulator is essential. In Section 2.3, I delve into the Python and
SUMO simulator integration details, also providing insight into the environment representation. The subsequent
sections elaborate on the results and assessment of the proposed agents.
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Figure 2.1: SUMO GUI example

Simulation Environment

2.3.1 Simulator Software

The proposed agent utilizes model-free reinforcement learning, necessitating a well-functioning environment.
Initially, considering the development of a custom environment, I opted for an existing solution due to specific
reasons. The open-source SUMO simulator [77] was chosen for its capability to handle micro and macro traffic
scenarios.

SUMO is easily portable, handles large maps efficiently, and is open-source. It provides a supportive
community through forums. The graphical interface (SUMO GUI) allows 2D visualization during simulations
(see Figure 2.1). Additionally, the Python interface, Traffic Control Interface (TraCI), facilitates real-time
manipulation of the simulation through Python code.

2.3.2 Simulation Details

The environment model represents a 2km long three-lane highway with a speed limit of 130 km/h. During
simulations, new vehicles enter the road with randomized positions, initial and desired speeds, maturity levels,
and driving skills. The ego vehicle, chosen randomly, is controlled without applying the car-following model
or any speed limit. The vehicle is solely controlled by the Python script and the TraCI interface.

Table 2.1 presents the parameters of the simulation. Referring to the driver model of SUMO, σ shows the
perfection level of one driver. In case σ = 1, the driver drives perfectly, obeys the traffic rules, keeps right, is
patient, and does not disturb or block the other road users. Meanwhile, σ = 0 means a completely imperfect
driver. The speed factor column shows the generated desired speed, where the first number shows the mean, the
second number shows the deviation, and the last two numbers limit the chosen desired speed with a relatively
lower and upper bound. The probability column shows the chance of generating such a vehicle.

Length [m] Speed factor Probability σ

EGO 5.2 0 - 0
Car1 5.2 (1, 0.3, 0.6, 1.1) 0.2 0
Car2 5.2 (1, 0.3, 0.6, 1.1) 0.1 0.5
Car3 4.5 (0.9, 0.45, 0.6, 1.2) 0.3 0.8
Car4 5 (0.8, 0.2, 0.6, 1.1) 0.4 1

Table 2.1: Parameters of road users

Several road user densities were tested during the training, detailed later in Section 2.4. One episode lasts
from the initial state until one of the terminating events happens. These can be threefold.

• EGO speed is too slow for the highway simulation (below 72 [km/h])

• EGO collides with other vehicles

• EGO leaves the highway in any direction

Besides these unsuccessful terminating events, there is the final termination, which happens when the ego
has no accidents and could travel through the whole highway. In this case, no negative rewards are given at the
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end of the episode. However, the three detailed cases resulted in negative rewards, as shown later.

The settings detailed above are valid for the first set of experiments (Agent I.), working with structural
state spaces. However, I extended my simulation arsenal for the image state space-based agent (Agent II.) and
considered six different scenarios with six different limitations of max speed, densities, and surrounding vehicle
types. The setup principle of the six different simulation cases was followed:

• no traffic, high-speed limit, only a few other drivers;

• light traffic, low speed limit, intermediate drivers;

• light traffic, high speed limit, imperfect drivers;

• normal traffic, intermediate speed limit, intermediate drivers (simulation scenario of the former model);

• normal traffic, high speed limit, imperfect drivers;

• heavy traffic, low speed limit, perfect drivers.

This is necessary to compare my solution in diverse settings and test the generalization of my method in
various challenges.

Agents

As mentioned before, model-free reinforcement techniques were used during this work. For the sake of sim-
plicity, the first goal was to create an agent with a simple algorithm. Thus, "Vanilla Policy Gradient" [62]
was selected as the agents’ technique. It provides a straightforward, end-to-end trainable approach — only a
policy network and Monte Carlo sampling are needed. Its gradient estimates are unbiased, directly maximizing
expected return, and the inherent stochastic policy naturally balances exploration and exploitation. Being both
model-free and value-free keeps implementation and hyperparameter tuning to a minimum. Furthermore, it
works out-of-the-box for both discrete and continuous action domains, and serves as a solid foundation for
more advanced methods (e.g., TRPO [78], PPO[79]) and variance-reduction techniques.

2.3.3 Algorithm

The Vanilla Policy Gradient (PG) algorithm is a member of the basic algorithms for RL. During this method,
for every state vector arriving at the input of the neural network, the response is a probability vector in every
time step, containing the probability of each possible action. For better exploration, a Categorical function is
created based on these probability output values, and a sampling is carried out, which defines the final action
the agent will proceed with. The chosen actions are saved for possible back-propagation of the rewards and
losses.

This algorithm is used both for Agent I. and II. The difference between the two agents lies in the input
and its processing. I implemented my own agent in Python using the PyTorch framework. Pytorch, primarily
developed by the Facebook R&D group, contains machine learning functions and many integrated solutions
for different neural network structures. The new state-of-the-art (SOTA) applications are implemented and
published continuously. Also, the framework is optimized for computational effectiveness, execution time,
and memory usage. A vast number of mathematical functions are included in the packages, from gradient
back-propagation through the different optimization functions, e.g., Adam or RMSProp, to the most recent
layer types of neural networks. The functions and classes are documented properly; hence, they can be used
straightforwardly without further research or experimentation. Let’s go through the building blocks of the two
agents.
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Algorithm 2.1 Vanilla Policy Gradient

1: procedure VANILLAPOLICY(EPOCH)
2: Initialize (θ0), the weights of the initial policy
3: for episode in range of epoch do
4: while not terminated do
5: Sample action based on current Policy
6: Step one in the environment
7: Save new state, reward, and actual policy
8: updatePolicy()
9: Return Policy

Algorithm 2.2 UpdatePolicy

procedure UPDATEPOLICY()
2: Calculate loss =−∑

e_length
i=0 ri ·P(ai|θi)

Compute gradients
4: if update then

Step with optimizer→ (θt)
6: Zero out gradients

else
8: Continue

2.3.4 Layers

Agent I. The simplest layer I use is the Linear, also between the Pytorch base layers. This linear element has
additional bias options and performs an affine transformation on its input. Basically, this is a matrix multipli-
cation and provides an output according to Eq. (2.1).

y = xAT +b, (2.1)

where x denotes the input, y stands for the output, A contains the weight matrix of the layer and b is the
used bias.

This layer is present in any network. The main advantages are its simplicity and the fact that it maps
the latent space really well between the input and output. Since all nodes are connected and arbitrary output
dimensions are achievable, Linear is usually used for the output of a regression model. In the literature, Multi-
Layer Perceptrons (MLPs) are created from the Linear and ReLU (Rectified Linear Unit) series. The latter type
of layer is an activation function with the characteristics ReLu(x) = max(0,x). With this characteristic, only the
positive values are passed through the layer, filtering out the negative values [80].

The MLP is ready by including the layers mentioned above. Nevertheless, I use an extension to it as the
last layer of my network. So f tmax is included because it is a normalizing function, providing that the input is
normalized between [0,1[ and the sum of the output is 1.

Agent II. The previously used MLP is then extended with more complex layers such as Convolutional,
handy for image processing and hidden information extraction from image-based inputs, and Long−ShortTerm
Memory(LST M) is used in time sequence processing applications.

Convolutional Neural Networks are used for the image processing part. CNN layers are a class of deep
neural networks designed for grid-like data processing, such as occupancy maps, images, or video. They are
particularly effective in capturing spatial hierarchies and local patterns through convolutional layers. CNNs
have been widely successful in image recognition, object detection, and image classification tasks.
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Figure 2.2: A chunk of an RNN 1

The basic operations in a convolutional layer involve convolutions and pooling. Given an input feature map
X , a filter (also known as a kernel) K, and a bias term b, the output feature map Y is computed as follows:

Yi, j = σ

(
∑
m

∑
n

Xi+m, j+n ·Km,n +b
)

(2.2)

where: - Yi, j is the element at position (i, j) in the output feature map, - Xi+m, j+n is the element at position
(i+m, j+n) in the input feature map, - Km,n is the element at position (m,n) in the filter, - σ is the activation
function, often a non-linear function like ReLU.

Pooling is another essential operation in CNNs, typically performed using max pooling. The max pooling
operation for a region of size 2×2 can be defined as:

Yi, j = max(X2i,2 j,X2i,2 j+1,X2i+1,2 j,X2i+1,2 j+1) (2.3)

This downsampling operation helps reduce the input’s spatial dimensions, making the network more com-
putationally efficient. Fully connected layers usually follow the convolutional and pooling operations to make
predictions based on the learned features. Often, network designers use Batchnorm layers and some regulariza-
tion between the next layer of Convolution. The Batchnorm takes the input and normalizes the values between
the desired number of batches.

Since images do not hold temporal information, frame stacking is applied in practice to inform the networks
about the transition in time. However, we need recurrent layers such as Recurrent Neural Networks (RNNs)
to process time sequences. RNNs have connections that form directed cycles, as shown in Fig. 2.2, allowing
information to persist. The hidden state ht in a basic RNN is updated at each time step t using Eq. (2.4):

ht = σ(Whhht−1 +Wxhxt +bh) (2.4)

where: - ht is the hidden state at time t, - xt is the input at time t, - Whh is the weight matrix for the hidden
state, - Wxh is the weight matrix for the input, - bh is the bias term, - σ is the activation function.
In the context of natural language processing, RNNs are often used for tasks such as language modeling and se-
quence prediction. However, traditional RNNs suffer from vanishing and exploding gradient problems, making
it difficult to capture long-term dependencies.

Thus, LSTM, a type of RNN architecture, addresses the vanishing gradient problem and allows for better
capturing of long-term dependencies. It introduces memory cells with three interacting gates: input, output,
and forget gates. These gates control the flow of information into and out of the memory cell, making it
more effective for learning and remembering over longer sequences. They were introduced by Hochreiter
& Schmidhuber [81] in 1997 and were refined and popularized by many people over the years. They work
tremendously well on a large variety of problems, such as NLP or time series prediction, and are now widely
used. The basic graph of the layer is shown in Fig. 2.3, and the related equations are given in Eq. (2.5) - (2.10).
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Figure 2.3: LSTM operational graph 1

ft = σ(Wh f ht−1 +Wx f xt +b f ) (2.5)

it = σ(Whiht−1 +Wxixt +bi) (2.6)

ot = σ(Whoht−1 +Wxoxt +bo) (2.7)

gt = tanh(Whght−1 +Wxgxt +bg) (2.8)

ct = ft ⊙ ct−1 + it ⊙gt (2.9)

ht = ot ⊙ tanh(ct) (2.10)

where: - ft is the forget gate output, - it is the input gate output, - ot is the output gate output, - gt is
the cell gate output, - ct is the cell state, - σ is the sigmoid activation function, - ⊙ represents element-wise
multiplication.

This set of equations allows the LSTM to selectively remember or forget information, making it particularly
well-suited for tasks requiring understanding long-term dependencies in sequential data.

One disclaimer, however, should be included here: the LSTMs were considered as the state-of-the-art time
series processing units until just recently, when the underlying potentials of Transformer architectures [31] were
discovered and exploited by OpenAI and their product: ChatGPT [33].

By using LSTM in Agent II. I aim to encode the situations’ inner states and temporal properties, enabling
the agent to learn temporal dependencies and how to overtake or prepare for braking in time. After this review
of the applied layers, the algorithm used is shown, and the agents are detailed with respect to their input, output,
and structure.

2.3.5 Input

Defining the input, one needs to keep in mind the Markov property: the transition probability depends only on
the current state and action; no past information is required in order to get the subsequent state distribution.

Agent I Considering the above, Agent I gets a structural state vector as input containing the speed, heading,
current lane, and y distance from the lane center. Other information about the environment arrives from each
vehicle within a range of 100[m] both front and backward on the grid nodes. The standard setup is depicted in
Fig. 2.4. These states contain relative distance xi and relative speed vi. In the case of the side vehicles, there is
no need for the relative speed; only the occupancy of the side positions is reported. The desired speed of the
EGO is also concatenated to the former values. This results in the following state vector:

[ f rontle f t(FL), f ront(FE), f rontright(FR),
rearle f t(RL), rear(RE), rearright(RR),

le f tego(EL), rightego(ER),
speed, angle, ypos, lane vdesired

]

1Source: Github Collab
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Figure 2.4: Structured environment state grid

Figure 2.5: Example of a state converted to image
The different channels of the input state are represented here in different colors.

For every grid point, dx provides the relative position to the EGO. Meanwhile, for the side vehicles (le f tego,
rightego) dx is set to 1 if they exist and 0 otherwise. ypos means the difference from the middle of the lane in the
given coordinate system. Positive if the EGO is on the right and negative on the left. This information helps
the agent know where the boundaries of the highway are. A similar representation of states can be found in the
works of Hoel et al. (2017, 2018) [76, 82].

Normalization is a crucial step in preparing the input data for neural networks. By scaling the input features
to a common range, typically between 0 and 1, I ensure that the neural network can effectively learn and
generalize patterns without being influenced by the varying scales of different features. So, I decided to limit
the state variables, such as distances to ±200[m], speed to ±50[m/s], and heading to ±π

2 . It ensures numerical
stability and aligns with the activation functions commonly used in neural networks. This careful normalization
aids the network in learning meaningful representations and improves its capacity to generalize to unseen
scenarios. The lane values can be {0,1,2} where 0 means the most right lane.

Agent II. Several articles in this field showed great results with images as network input instead of struc-
tured input, such as Mnih et al.(2013) [83]. I replaced the structured state representation with images that
are processed by CNNs. The environment provides a structural state for every simulation step, from which
an artificial image is created based on the spatial information. This is a 2D image with three color channels.
Iego-centricntric state representation, meaning that the EGO object is in the middle of the frame at any given
time step. The channels of the image contain the speed of each vehicle at their position relative to the EGO
(R channel), the laneID of them (G channel), and the desired speed of the EGO vehicle (B channel). The state
vector can contain the following values: v,vdesired ∈ [0,50] km/h, laneID ∈ [0,2] Fig. 2.5 shows this image
visualization of one state. Due to the reasons mentioned above, the values are normalized and converted so that
the RGB color space is in between the interval [0,1].

2.3.6 Networks

Agent I. For the first agent, the previously discussed structural input is fed to a Multi-Layer Perceptron, which
is a rather simple, multi-layer network connecting all the nodes. Fig. 2.6 shows the layers graphically.

As an activation layer, ReLU was chosen while considering its positive attributes and utilizing its convergence-
supporting features. As a last layer, the So f tmax function is used to ensure the normalized probability values
for a categorical distribution, from which sampling provides the next action in case of the current input.
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The numbers under the boxes represent the input and output channels of the layers

Figure 2.6: The model of Agent I.

Agent II. Changing the state from structural to image requires a different network architecture. In the case
of the second agent, the created image is fed first to a CNN module, then to an LSTM module, and finally, the
output is given to an MLP, as in the case of Agent I. The designed layers of the network can be seen in Fig. 2.7
and 2.8.

Figure 2.7: The model of the CNN in Agent II.
The numbers under the boxes represent the input and output channels of the layers

Figure 2.8: The model of the MLP in Agent II.
The numbers below the boxes represent each layer’s input and output features.

The flow is the following:

1. Input state(s) are given one-by-one to the CNN

2. CNN output is concatenated along the time dimension

3. This is propagated through the LSTM

4. Its output for the last time step is fed to the MLP
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The CNN performs 2D convolution with a kernel size of 3, padding of 2, and a stride 1. In Fig. 2.7 between
the conv2D and ReLU layers, MaxPool2D layers are placed with the kernel size of 2, so the initial input image
reduces to half its resolution throughout the layers. All the input states are propagated individually through the
CNN, which leads to a more dynamic input state length. The number of previous time steps can be given to the
algorithm, thus helping it to understand longer maneuvers and encode more complex representations.

The LSTM can handle any number of input time steps. Here, five previous steps are fed to the LSTM
sub-model, which contains one layer that seemed adequate since increasing the number of layers significantly
decreases the training speed, but does not result in a vast improvement. The time representation of the CNN
preprocessed input is then given to the MLP.

Like before, at the end of the MLP layers, a So f tmax function ensures the normalized probability values
for creating the categorical distribution. A sample of this distribution provides the next action.

2.3.7 Action space

Both agents possess discrete interaction options, with three actions allocated for longitudinal control and three
for lateral control. The longitudinal control remains consistent across both agents; however, Agent II utilizes
lane change commands instead of wheel angle control. This results in an action space comprising nine elements,
where the executed wheel angle/lane change (Aste) and acceleration (Aacc) can be determined as follows:

ai ∈ A→{0,1, ...,7,8}
Cacc = [−0.7, 0, 0.3]

CsteI = [−0.5, 0, +0.5]
CsteII = [right, keep, le f t]

Aacc =Cacc[ai%3]
Aste =Cste[ai//3]

(2.11)

In the above equation, % is the remainder, and // provides the integer part of the division, since I use indexes
from 0.

2.3.8 Back-propagation

Both agents use "Vanilla Policy Gradient", so their loss yields:

loss =
t

∑
i=0

ri · log2(P(ai|πi)),where (2.12)

ai ∈ A, i ∈ {0,1,2, ..., t}

Here, the ri is the given reward at the ith time step achieved by the network in case of the input si, the
log(P(ai|πi)) means the probability of choosing action ai in a given πi and si. The loss is calculated after every
episode, when all the rewards are known. Back-propagation is automated in the PyTorch framework. As one
of the most critical hyperparameters, the learning rate profoundly influenced the training of the model. A high
learning rate resulted in a sub-optimal solution; a small one slowed down the convergence. In some cases, the
learning rate caused the agent to get stuck at a local minimum, hence never finding the global optimum. The
underlying ablation is shown in Section 2.4

2.3.9 Optimization

Besides rewards, optimization is a crucial aspect of the training process, aiming to discover the optimal policy
irrespective of the initial conditions. While the selected Policy Gradient algorithm assures convergence, it can
converge to a local optimum.
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Due to its advantageous properties, the ADAM optimizer has become the standard choice for SGD-based
back-propagation optimization in existing literature. This optimizer facilitates different step sizes for various
dimensions within the latent space. Thus, ADAM [84] promotes improved convergence and the attainment of
an optimal solution. Furthermore, ADAM incorporates derivatives’ first and second momentum, steering the
optimization process towards global optima.

Notably, the conventional batch method employed in Supervised Learning is not directly applicable to
RL. However, a workaround can emulate a similar process. During training, the optimizer doesn’t update the
weights after every episode but rather after a specified interval. A more generalized optimization is achieved
by accumulating errors in the weights after each episode. However, we should align the loss division with the
optimizer update frequency to ensure equal loss sharing among episodes.

2.3.10 Reward systems

As mentioned before, the reward design is an essential part of RL since this signal drives the behavior of the
agents. The reward space has to be smooth, and not only does it have to encourage the desired behavior, but also
induce it. Considering the views of the literature at the time of the experiments, the following two rewarding
methods were designed.

Method A There are sparse and dense rewarding concepts. I choose dense rewards, which have immediate
rewards each time step. The training is further guided by the terminal reward, which is given at the termination
of an episode. The immediate reward is the following:

ri =−(lc ·0.1)−
abs(vi− vi_desired)

vi_desired
(2.13)

where lc is a binary value, showing whether a lane change occurred at the current step or not.
The terminating events were previously detailed in Section 2.3.2. The final reward depends on these cases.

If terminated before the end of the predefined length, the network gets a negative reward. If the EGO manages
to go through the whole predefined highway without any events, it receives a 0 reward so that the following
rewards can occur:

rt(a,s) =
{

0, if reached end
−100, otherwise

(2.14)

The 0 reward is supported by the theory that the system should not learn where the end of the highway is.
Rather, it tries to proceed without any terminating events. The global reward at the end of each episode is
intended to show the summed performance. Meanwhile, the immediate reward, as discussed above Eq. (2.13),
hopefully, encourages the agent to go with the desired speed when it can and tries to prevent unnecessary lane
changes. All the rewards are discounted with the γ = 0.99. These immediate, dense rewards provide contin-
ual feedback at each timestep, which accelerates convergence by reinforcing desirable speed-keeping behavior
without waiting for episode termination. Penalizing lane-changes directly in the instantaneous reward discour-
ages unsafe or unnecessary maneuvers, while the large negative terminal penalty strongly signals catastrophic
outcomes — an approach shown to stabilize training in highway-driving tasks Hoel et al. (2018) [76]. By
combining per-step shaping with a significant end-of-episode penalty, the agent learns both local control and
global safety objectives under a single, consistent framework.

Method B This way of rewarding ensures that the rewards are non-negative. This can help if the disentangling
of the reward components is hard, and their sum can cancel each other, thus contradicting the intended behavior.
So, this choice of reward function aims to reward progress instead of punishing the agent in case of termination.
The negative final reward introduced in Method A is removed, and the terminating step also yields an immediate
reward. This is drawn in Eq. (2.15).
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ri = 1− (lc ·0.1)−
abs(vi− vi_desired)

vi_desired
(2.15)

where lc is the same binary value as before.
It is important to note that the main difference between the two reward systems is that one is negative while

the other stays in the non-negative region. The same learning rate, algorithm, hidden state, and parameters
were used during both setups. Constraining all rewards to be non-negative removes the risk of component can-
cellation and overly harsh penalties, which can impede gradient estimates and destabilize learning. Rewarding
progress rather than punishing failure encourages gradual improvement and keeps policy updates in a smoother
range — an advantage in environments where disentangling multiple objectives is challenging. This positive-
domain formulation also aligns with empirical findings that non-negative reward signals promote more stable
value-function baselines and faster policy refinement [85].

2.4 Results

Figure 2.9: Results of Agent I without surroundings, x-axis contains the number of training episodes, y-axis
the metric values

2.4.1 Agent I.

Training without traffic Upon completing the full implementation of the environment model, an initial train-
ing experiment was started for Agent I. This phase included sanity check training to validate and assess the
agent’s ability to learn and execute the designated task. For this, the agent navigated the highway environment
empty of other road users while its desired speed and starter lane were varying across different episodes.

The primary objective for the agent was to learn how to remain on the highway without deviating to either
side. Additionally, the agent was expected to recognize and maintain the desired speed consistently throughout
each episode. With this simplified environmental setup and the utilization of predefined rewards, Agent I
quickly learned the appropriate actions for such highway navigation. It performed effectively regarding steering
and optimized the EGO’s speed to align with the desired value.

The training progress was monitored through various indicators and logged by the TensorBoard framework.
Such metrics include the distance covered, steps taken per episode, average episode speed, and the frequency
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of successful lane changes. Fig. 2.9 visually presents these indicators, along with two averages, for better
performance visualization. The done subplot shows the percentage of successful episodes averaged over 50;
meanwhile, the reward also displays an average of 50 episodes. Remember that the reward system used for
this agent was Method A, the negative one; thus, the maximum optimal reward would be 0. From Fig. 2.9,
the convergence is evident. The explanation for the minimal deviation from 0 is due to the changing desired
speed during the episodes because the EGO needs time to slow down or speed up to the new value. The agent’s
performance was around 90% at the end of the training. It is not 100% because of the exploration of the agent
during training time. Without ε-greedy, the results indicate a perfect policy during inference. The learning rate
was set to 0.0001 and was constant during training. The discount factor was set to 0.99, which seemed adequate
for the credit assignment of the terminating rewards. The general hyperparameters of the two training of Agent
I. are shown in Table 2.2.

Total episodes 8 000 (empty) and 65 000 (dense)
Learning rate 0.0001 (Adam)
Discount factor (γ) 0.99
Update frequency 10
"Batch size" 10

Table 2.2: Hyperparameters used for the training of Agent I.

Training in dense traffic Following the successful training in an empty environment, Agent I faced a more
challenging task in a densely populated environment. The randomly placed road vehicles along a 2 km highway
introduced complexities to the learning, such as understanding the states and recognizing features promoting
braking, maintaining distance, and overtaking for maximal rewards and speed. In the early phase of the training,

Figure 2.10: Results of Agent I. in the dense environment, x-axis contains the number of training episodes
(thousand), y-axis the metric values

as an initial behavior, one can observe collisions, too-slow commuting, and leaving the track on either side. As
Fig. 2.10 shows, the training process required orders of magnitude more episodes, but the agent managed to find
and converge to the optimal policy. The successful episodes averaged over 50 were around 80% at the end of
the training, which can be considered a slight decrease in performance if compared with the first case. However,
one must note that the situations are more challenging. The behavior of the other road users was random, and
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Figure 2.11: Learning rate highly impacts the training, x-axis contains the number of training episodes (thou-
sand), y-axis the success and reward values

in many situations, the agent was not prepared for the rapid braking of the front vehicle or any unexpected
action of the environment participants. On the other hand, a further decrease in performance is attributed to
the ε-greedy sampling of actions. The inference time investigation using the SUMO GUI visualization showed
how the random behavior of the others and unexpected events led to a collision or hard braking, resulting in
termination. Denoising the statistics with these cases, the learned behavior presents a smooth transition from
start to end, although in some cases, we can observe the EGO being stuck behind a vehicle. It can be attributed
to the safe action selection, where following a car is considered safer than a collision. In many cases, I see
an overtake possibility, but as shown in Section 3.3.1, the reward system is not supportive of lane changes.
Another factor inducing this stuck behavior is that the state has no temporal information, which would be
valuable to learning how and when to start an overtake or what the safe following distance is. Together with
these limitations, I consider the experiment a great promise, more so than the environment speed was around
80 km/h; meanwhile, the agent had the desired speed chosen randomly around 110 km/h. In many cases, the
agent gets negative rewards, but it can not proceed faster due to high traffic, which was confirmed by the SUMO
replay.

Further experiments In recent literature, the effect of learning rate was investigated several times [38, 86].
Study shows that there are algorithms more sensitive to the learning rate than others. The Vanilla Policy Gradi-
ent is also considered as one of the sensitive methods, so I conducted an ablation study with different learning
rates to see how it influences the training, see Fig. 2.11. The learning rate varied as (0.01,0.0001,0.00001) for
the blue, orange, and red training in this order. The value of 0.01 was too high; the agent learned a degenerate
policy, and the loss could not be improved further; meanwhile, the success rate stayed low. If the random pa-
rameter for the simulation generation resulted in a fortunate case, it could finish the episode; otherwise, it could
not. As Fig. 2.11 also depicts, the best performance is achieved while applying Lr = 0.0001. Interestingly,
Lr = 0.00001 was too small; the training was slower and thus needed more time to arrive at a similar behavior
as the orange. Based on this, I can conclude that lower learning rates are less of a problem than using high
values.
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2.4.2 Agent II.

A similar environment setup was used for the training of
Agent II, but instead of two training scenarios, a unified
mixed setting was employed, as elaborated in Subsection
2.3.2. The simulation scenarios, and thus, the behavior of
the other road users, are constantly changing. The six differ-
ent cases are selected randomly with a predefined probabil-
ity. From 1−5, all the simulations have the same probability
of 0.19, resulting in 5% of the episodes to be the 6th set-
ting. In this 6th setting, a limited number of initial road users
are present on the highway, and as the EGO is randomly se-
lected, the vehicle flow stops, leaving our agent alone on the
highway. This formulation enables the agent to fine-tune the
CNN to extract the importance of the desired speed from the
input state channels. However, 5% of the cases does not give
a place for overfitting to a specific use case, thus letting the
agent learn how to keep a safe distance or proceed with a lane
change when others are present.
By applying this variational situation setup, the learning
speed has increased compared to previous pieces of training
due to the agent’s ability to experience more diverse situa-
tions in a shorter time. Meanwhile, not only was the conver-
gence faster, but the result of the learning also shows a bet-
ter capability of acting in different environments, at different
speed limits, and among other road users. The representation
became more complex, meaning it enables more generaliza-
tion, thanks to the simulation diversity. The training parame-
ters can be seen in Table 2.3.
Two different methods are drawn in Fig. 2.12. The green
line represents Agent II-A, and the pink is for Agent II-B.
The main difference is that Agent II-A uses the reward sys-
tem method A described in the previous section, and Agent
II-B is rewarded according to method B. In Fig. 2.12:

• The done sub-figure shows the success percentage
achieved by the agents averaged over 50 episodes.

• The reward graph shows the average rewards over
50 episodes through the training. For Agent II-A,
it stays under zero and continuously worsens; mean-
while, Agent II-B shows improving results.

• The speed sub-diagram indicates the average speed in
m/s during one episode and the variation of the average
speed during the training.

• The highway is 2 km long, and the distance graph in-
tends to demonstrate how far the agents managed to go
in each episode in meters.

• The length graph represents the episode steps, also av-
eraged over 50 episodes.

Figure 2.12: Training results of Agent II
with both reward systems. The x-axis con-
tains the number of training episodes, and
the y-axis contains the monitored metrics
values.
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Input state 5 time steps
Simulation setups 6

Learning rate 0.0005
γ 0.9

Maximum episodes 15 000
Trainable parameters 295 370

Table 2.3: Hyperparameters used for the training of Agent II.

The desired speed changes randomly in every 100− 250 timesteps through the episodes. This forces the
agents to extract the appropriate information from the incoming state because the rewards are mostly based
on the difference in the desired speed. Based on the figures, Agent II-B seems more efficient. The network
learns faster, the rewards converge to the maximum reachable value quicker, and the successful episode rates
are higher in the case of positive rewards. The speed converges to the desired speed, which changes randomly
between the values 30.5 and 41.6 m/s, meaning 110−150 km/h.

As for the reward explanation of Agent II-A (green): at the beginning of the learning, it has to figure out
which action leads to better results. The initial worsening of the reward sum is due to the fact that the agent
almost always fails, which results in a negative 100 result. Every extra step it takes gives a new negative result
if it does not keep the desired speed. Moreover, in many cases, the agent gets negative rewards in spite of the
fact that it can not proceed faster due to the occupancy of the lanes, which turned out during the inference with
SUMO replay. Agent II-A fails to extract the necessary information from the input. Thus, it goes as fast as it
can, discarding the occurring, hence accumulating negative rewards for the speed difference.

In contrast, the Agent II-B graph clearly shows how the rewards guide the speed around the desired interval.
This result is more coherent with the expected behavior. With every step, the agent gains more reward, and by
minimizing the speed difference, it achieves better scores. The success rate of Agent II-B in training time is
around 80%, which is clouded by some extra slow vehicles and cases when they can not be overtaken due to
heavy traffic. In these cases, the agent either crashes into the front vehicle with a small speed difference, ends
the episode, or slows down too much; thus, the above-mentioned speed-based termination activates.

The similarity in performance between the more complex approximator representation and Agent I can be
attributed to the diversity of the simulation setups. Despite the more complicated and highly different simula-
tions, the agents can still solve the task in most cases.
In addition, it was visible on the inference of Agent II-B that it can notice sooner when to brake or change lanes.
It starts overtaking and does it safely, unlike Agent I. Furthermore, it does not wait until the last moment to
brake but prepares for one in time. Another remarkable improvement is that it does not change lanes unnec-
essarily. This is attributed to the better latent representation, which makes a connection between lane change
and reward, discouraging such useless actions. When comparing Agent I. and II., it is also visible that the latter
requires fewer episodes to learn a policy that provides a similar success rate. That is probably the result of the
input change and the LSTM implementation. The LSTM lets the second agent learn not just momentary but
sequential relations due to its temporal latent space representation. In general, we can assume an easier task for
the agent when temporal and spatial information is provided. Although it is more computationally heavy, the
correlation between states is simpler to understand, thus the training converges faster.

28



2.5 Conclusion

The results demonstrate the performance of the agents across different scenarios, reward systems, and neural
network architectures. In this section, I summarize the achievements of the training.

Agent I. Despite its small hidden representation, Agent I performed great during the defined highway sce-
nario. The inference time success rate oscillates around 90 %. The basic driving features could be seen during
the visual observation of the GUI interface, which resulted in satisfaction with the preset expectations. Al-
though it had some difficulties embedding the temporal maneuvers, the results count as promising and call for
further development in the direction of temporal and spatial representations. During the different pieces of
training, ablation showed how the scenario complexity influences the training processes and their outcome.

Agent II. The second improved agent with the temporal and spatial representation is capable of controlling
the vehicle almost without crashes. The small latent representation, basic reward system, and simple neural
network also provide promising outcomes for further enhanced development. The evaluation of the learned be-
havior through visual episode replay showed some environmental randomness, resulting in terminated episodes
outside the agent’s jurisdiction. Besides these random actions of the other vehicles, the agent learned a more
general behavior and performed better, compared to Agent I. The latent temporal embedding provided by the
LSTM layers enabled the agent to adhere to more diverse average speed scenarios. Also, the appropriate re-
ward system can be chosen based on the experiments that were conducted. Incorporating positive and negative
rewards also complicates the training and hinders the agent from learning meaningful representations. Mean-
while, a progress-seeking behavior can be forged through a non-negative reward scheme. In conclusion, using
image representation together with temporal information processing, the agents are capable of smooth control
on a highway. Based on the experiments, I found Agent II. superior and suggest its state representation for the
given task.

As future research directions and potential improvement areas, I would advise applying a more sophisti-
cated reward system, more complicated network layers, better state composition, and latent space definition.
Considering these directions, the agent could learn 100% safe and comfortable highway driving. The example
of the two different reward systems provided emphasizes how rewards can modify the training curves. Finding
the perfect reward system may be an essential and crucial point of the solution to highway control.

Key Takeaways - Lessons learned

The initial phases of agent training yielded practical insights, encouraging the creation of this dedicated section
to encapsulate these lessons.

Agent I. During the implementation and training of Agent I, extensive experimentation was conducted with
state and action spaces using various parameters. Initially, the state space included information about other
drivers within a 500 m range, causing slow convergence due to its substantial size. This wide range felt im-
practical, considering real sensors’ limitations. Although some sensors could surpass these constraints in real
life, their high cost led us to exclude such high values. Consequently, the range was reduced to the current 200
m, a compromise between literature standards (50-100 m) and the requirements of highway scenarios. This
adjustment notably improved training efficiency, due to the decrease in state space size.

Speed values initially had broader limits, but a range of±50[m/s] proved sufficient as they represent relative
speed. The heading value, set between ±π

2 , adequately covered extreme cases as well. While a one-hot vector
representation for lane information was an option, the existing 0− 2 representation proved satisfactory and
was retained. Initially, all values were used without normalization, but as mentioned, normalization helps
to address vanishing and exploding gradient issues. The action space was initially larger, comprising seven
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Device Parameters

CPU
Intel Core i5-7500 @ 3.40GHz

Cache: 6144 kbyte
Units/Processor: 16

RAM 8GiB DIMM DDR4 2667 MHz

GPU
GeForce GTX 1080 Ti

11GB GDDR5X

Table 2.4: Parameters of the used PC

steering and seven longitudinal control actions, resulting in 49 actions. This complex action space provided
smoother interaction possibilities but complicated the exploration of the task.

Agent II. Agent II inherited several aspects from Agent I, including the lessons learned. The introduction
of convolutional layers, however, introduced new challenges. Varying kernel and stride sizes affected image
input feature extraction, impacting performance. The practical application of CNNs with the current problem
tends to support similar kernel and stride sizes and MaxPool to have a consistent contraction size to maintain
information balance. A significant challenge was fitting the model into the resource limits of the training
computer, requiring a careful balance between CPU and GPU utilization.

The hardware specifications, as detailed in Table 2.4, were adequate, but convolution, particularly with large
and multi-dimensional inputs, proved resource-intensive. A recurring problem was that during an episode, the
agent could take 1500 steps (ti), which required gradients to stay in memory. The complete data amount for
one episode results in the following equation:

sizeinput = st ∗ ti ∗wi ∗hi ∗ ci = 5∗1500∗100∗18∗3 (2.16)

= 40500000[ f loat64] = 2.4139[Gbyte] (2.17)

where st is the number of time steps per input, ti is the maximal steps in an episode, wi and hi are the width
and height of the input, meanwhile ci is the input channels. Based on Eq. (2.16), one episode of data itself
absorbs ∼ 2.4 Gbyte, not to mention the other tensor attributes like gradients or model parameters. This is why
a memory-efficient code was inevitable.

Regarding computational efficiency, the use of LST M slowed the forward pass due to the increased number
of time steps. To mitigate this, it was considered that the sequence length should be limited to a few time steps,
striking a balance between training time and performance. While not explicitly implemented in the above
model, storing the hidden state from the episode’s start could enhance computational efficiency and was slated
for future development.

Practical implications and real world impact

The results of Agents I and II represent concrete progress toward deployable autonomous highway control
systems using reinforcement learning. In low-traffic conditions, Agent I achieved a 90 % episode success
rate after only 8,000 episodes, demonstrating its ability to learn stable lane-keeping and speed maintenance
behaviors despite varying initial conditions. When introduced to dense traffic, it maintained a respectable 80
% success rate, navigating random, unpredictable vehicles with no collisions in most inference tests. This
foundational capability is the bedrock for any autonomous highway feature, ensuring the vehicle can reliably
perform its core function. However, Agent II — equipped with image-based state representations and temporal
modeling via LSTM — demonstrated superior generalization and adaptability. Trained in a unified, variable
environment with six randomized traffic scenarios, Agent II achieved faster convergence, more stable braking
behavior, and significantly fewer unnecessary lane changes. With the improved reward structure (method B),
Agent II-B consistently reached an 80 % success rate and maintained average speeds close to the dynamically
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changing desired targets (between 110–150 km/h). These behaviors, validated through SUMO GUI playback,
reveal advanced anticipatory maneuvers such as early braking and timely, safe overtaking — traits essential
for real-world deployment and translating directly to enhanced predictive safety features. Moreover, despite
its greater architectural complexity, Agent II required fewer total episodes to match Agent I’s performance,
highlighting the benefit of temporal and spatial feature integration. The ability to simulate general driving
conditions with low variance in high-speed control suggests that these agents can form the basis for onboard
driving policy modules in next-generation autonomous vehicles, adaptable to traffic density and user-specific
comfort or efficiency preferences.
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2.6 Thesis I.

I investigated whether applying image-based state representations for reinforcement learning agents helps scene
understanding and yields higher rewards and success rates for highway traffic scenarios. I designed two agents:
one with a minimal state space representation and a simple neural network structure. The second agent was
designed with temporal and spatial capabilities using CNN and LSTM network components for enhanced sce-
nario understanding. I tested my agents on a self-tailored test environment for a highway driving scenario using
the Simulation of Urban Mobility software. I compared how agents’ state space design and reward functions
influence the performance. While the image-based representation is more memory-intensive, when combined
with spatial and temporal processing (LSTM), it effectively models traffic situations and yields better perfor-
mance compared to the structural state space representation. As a result, I presented an efficiently functioning,
learning-capable agent that uses temporal and spatial state representations and performs well in highway traffic
scenarios.

Publications Related to the Thesis: [87, 88, 89]

2.6.1 1. Tézis

Megvizsgáltam, hogy a képalapú állapotreprezentáció alkalmazása segíti-e a megerősítéses tanulási ágenseket
a szcenáriók megértésében, illetve hogy ez magasabb jutalmat és sikerességi arányt eredményez-e autópályás
közlekedési szituációkban. Két ágenst terveztem: az egyik minimális állapottér-reprezentációval és egysze-
rű neurális hálózati struktúrával rendelkezik. A másik ágenst időbeli és térbeli adatok feldolgozására képes
komponensekkel terveztem, CNN és LSTM hálózatok felhasználásával, a szituációk mélyebb megértése érde-
kében. Az ágenseket egy saját készítésű tesztkörnyezetben vizsgáltam, amely autópályás forgalmi helyzeteket
szimulál a Simulation of Urban Mobility szoftver segítségével. Összehasonlítottam, hogy az ágensek állapottér-
reprezentációja és jutalomfüggvénye hogyan befolyásolja a teljesítményt. Habár a képalapú reprezentáció
erőforrás igényesebb, a tér- és időbeli feldolgozásnak köszönhetően (LSTM) hatékonyan modellezi a forgalmi
szituációkat, és jobb teljesítményt nyújt, mint a strukturális állapottér-reprezentáció. Eredményként egy műkö-
dő, tanulásra képes ágenst mutattam be, amely térbeli és időbeli állapotreprezentációt használ, és hatékonyan
közlekedik autópályás közlekedési helyzetekben.

A tézishez kapcsolódó publikációk: [87, 88, 89]
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Chapter 3

Reward design for flexible agents

In the previous chapters, I discussed the basics of reinforcement learning, showed one application in a highway
environment, and briefly talked about the reward as the main driving force of the training. Rewards, as the
results of Chapter 2 highlighted, can make or break training and have an enormous influence on the outcome,
thus the trained policy. This is particularly relevant in multi-objective RL, where the agent must optimize
multiple tasks. The reward signal, usually a scalar, can not fully comprehend all of the designers’ intentions.
As demonstrated, having positive and negative rewards can cancel each other out. However, the issue of credit
assignment is significantly more complex. If the reward encompasses many goals, it becomes hard for the agent
to disentangle them properly and optimize for all of them. For clarity, consider the following example: in a
highway pilot scenario, if there is a reward for maintaining speed and another for safe following distance, the
trade-off must be carefully designed. When the car ahead is slow, the speed reward penalizes the agent, while
the following distance reward encourages a reduction in speed. Different behaviors emerge depending on the
weighting of the two components. Assigning credit to actions with long-term effects is particularly challenging
in dynamic systems, such as electric circuits with impedance and reluctance. Input actions of the past have
consequences due to the dynamics and delay of the system. Similarly, the exploration-exploitation dilemma
causes headaches to most practitioners because, without exploration, no optimal policy can be found. However,
convergence improves and accelerates as we exploit the known environment, requiring fewer samples. That is
why finding the appropriate reward for a desired self-driving behavior is extremely challenging. In this chapter,
I present two of my works that deal with reward design and aim to mitigate the problems arising when the task
is to optimize for multiple objectives.

3.1 Introduction

Among others, Knox et al. [85] further elaborates on the topic of reward design, pointing out design errors in
the latest publications and formulating the problem with reward-shaping, reward tuning, and unintentionally
included loopholes. The authors also propose a set of sanity tests as a guide to identify reward misdesign. Their
idea is compressed into a checklist that can help practitioners to align their choice of rewards with general prac-
tical guidance. Knox et al. [85] propose eight sanity checks to assist in proper reward design for autonomous
systems. The first step is to check for unsafe reward shaping, meaning that rewards guide the agents away
from desired outcomes. They recommend distinguishing between true and shaping rewards, adopting a safer
approach, or removing shaping altogether. The concept of true rewards is used to distinguish the genuine ob-
jectives of the task from any additional rewards or guidance provided to the learning agent during the training
process. Shaping rewards are auxiliary and assist the agent in achieving the goals defined by true rewards.
The second step suggests that the human and agent preferences do not align. Agents tend to prefer different
trajectories from humans. We need to align the reward function with human consensus. "For example, speed-
ing may yield higher rewards but could lead to unsafe following distances and potential collisions, incurring
negative rewards for the agent. However, it is invaluable for a human, especially if lives are at stake. This
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also applies to the third step, adjusting the rewards to comprehend human risk tolerance. The fourth on the
checklist, in the opinion of Knox et al. [85], is removing the encouragement of loopholes. As the RL opti-
mization is based only on the reward, the design can contain glitches, so the agent finds different behaviors that
are optimal mathematically, but not for the desired behavior. Sometimes, the misdesign comes from missing
attributes in the reward function, and checking for such attributes is the fifth step. The sixth is that one should
also not include components that are redundant or measure the same performance. As their seventh suggestion,
they draw a trial-and-error reward design, which promotes behavior observation and reward adaptation based
on the conclusions. The final step is encouraging the documentation and comprehensive description of the RL
problem without leaving out important details in any research publication. Based on the information provided
by the author of a paper, the RL problem should be reproducible. In conclusion, the first four elements of this
suggested sanity check indicate problems, whilst the last four serve as warnings.

Considering the credit assignment from a different angle, Barreto et al.(2020) [90] show alternatives or
possible solutions that can help with the more complex rewarding systems (such as AVs have) by decomposition
of the reward functions. Although points stated in [85] still apply, the different reward components can be
efficiently decomposed, which in many cases helps convergence and the design of expert agents. Although
Knox et al. [85] focus on a scavenger setting, using the so-called Successor Features (SFs), they provide tools
for agents in other domains as well to decompose and better understand their tasks.

In general, for every task, the RL agents learn their behavior from scratch, which highly differs from
humans’ behavior. Leveraging prior knowledge presents a potential solution. In theory, the range of problems
that agents can address can be significantly extended by endowing them with appropriate mechanisms, referred
to as ’skills’. The "skills" can be defined as solutions to distinct sub-tasks or elementary moves that contribute to
the solution of a bigger, more complex problem. For example, walking requires learning how to bend the knee
and balance on one foot. These skills build upon one another, and their combination leads to more complex
behaviors. In recent literature, plenty of articles promote this idea of skills, called successor features[91, 92,
93, 90, 94].

The key thought behind SFs is to decompose the state changes into features, which coincide with the
skills in solving a problem. If we accept the features as different skills, we are one step from defining tasks
with different reward functions and by combining skills. This results in outstanding inference performance on
unseen tasks, with the combination of previously learned skills [92].

My research on reward design for highway applications can benefit from reward decomposition, as soft
rules such as keeping right or changing lanes must be integrated into the reward function, but, as noted earlier,
may introduce complexity and hinder training. We complicate the reward function by applying several factors
to drive the learning of appropriate highway behavior. Defining the weights of the reward components, however,
enables us to create the possibility of different driving styles based on the driver’s skills or attitude, or even, in
the case of full self-driving, based on the requirements and comfort of the passengers.

Overview In my method, I emphasize the advantages of using SFs, for which I choose a highway scenario.
Also, a multi-lane highway provides several conflicting situations because of the need for maneuvering. Rapidly
changing weights lead to distinct driving styles and behaviors, which provide valuable insights into the method.

Following a mathematical background review, I set up a suitable environment for my perspectives. More-
over, I look at the literature available on successor features and its recent usage achievements. I concisely
clarify its methodology and show how it works. As the main contribution, I propose a way to define tasks for
an agent in highway scenarios using the successor features by adapting them to the autonomous vehicle control
case. I adopt the original FastRL learning algorithm [90] and, in doing so, propose an agent that understands
its tasks on a highway. Meanwhile, it is enabled to decompose the rewards and create meaningful features or
"skills" that are beneficial in unknown situations. Basically, a different implementation and application of the
method is given.

Furthermore, as an enhancement, I stabilize the learning process of the adopted algorithm for my use case
and thus introduce DoubleFastRL (DFRL). Consequently, by simply adjusting the policy preferences, I can
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modify the behavior of a trained agent and induce different driving styles without the need for retraining.
By decomposition during training and composition in inference time, the skill set of the RL agent becomes
expandable, resulting in much less training and better performance on new tasks.

The results imply that the different combinations of learned skills can induce different driving styles and
various situational understandings and actions. This approach efficiently addresses compact, multi-objective
problems such as autonomous driving. It also effectively tackles the implementation of new functionality in
existing solutions. Because these skills and their policies have additive properties, new skills can be developed
and integrated into an existing agent. The original aim was not to outperform standard algorithms, such as
Q-networks. However, the results show that the evaluation performance of the proposed algorithms surpasses
the baseline, with the additional benefit of applying the trained model to new tasks with instant performance.

3.2 Successor Features, GPE & GPI

The foundational idea behind successor features was initially proposed by Dayan [94] in 1993, who emphasized
the importance of temporal difference algorithms in accurately estimating returns over time. Dayan concluded
that the resemblance among successors dictates the appropriateness of generalization between states, introduc-
ing the concept of successor representation and laying the groundwork for future research. Notably, Kulkarni
et al. [95] applied deep successor reinforcement learning to end-to-end training from raw sensory data, decom-
posing value functions into reward predictions and successor maps. Another illustration of successor features
in action is found in the navigation of robots within maze-like environments [96]. Ramesh et al. [97] show-
cased the effectiveness of Dayan’s successor representation in grid worlds and high-dimensional robotic control
environments like Fetch. Van Niekerk et al. [98] argued at the International Conference of Machine Learning
(ICML) that optimal value function composition can be achieved in entropy-regularized reinforcement learn-
ing. The author demonstrated the concept in high-dimensional video games and extended it to standard RL
settings. Following Dayan’s work, Barreto et al.(2017) [91] presented the first related article on Successor Fea-
tures, extending Dayan’s idea with General Policy Improvement (GPI) in the context of dynamic programming.
The integration into RL was seamless, with performance guarantees for the transferred policy. Subsequently,
Barreto et al.(2018) introduced General Policy Evaluation (GPE) in a later paper, extending the concept fur-
ther. GPE and GPI, as set-based extensions of policy evaluation and improvement, were explored by Barreto
et al.(2018) [92], who introduced an algorithm compatible with deep reinforcement learning and successor
features. This allowed the reuse of solutions from previously solved tasks, showcasing the agent’s ability to
combine its acquired "skills" for new challenges. Other researchers, such as Borsa et al. [99] and Hansen
et al. [100], combined Universal Value Function Approximators, Successor Features, and GPI for scalable,
instant, and generalized RL. Variational Intrinsic Successor Features were employed by Hansen et al. [100],
demonstrating their superiority in creating VISR that outperformed state-of-the-art RL models. The authors
used unsupervised pre-training and reinforcement learning to define successor features from state transforma-
tions and add rewards. Barreto et al.(2020) [90] illustrated a comprehensive application of SF + GPE + GPI in
FastRL, showcasing the divide-and-conquer approach to RL through extensive experiments.

This study focuses on the application of SF + GPE + GPI in the realm of autonomous vehicles and RL. For
additional articles covering transfer learning, hierarchical RL, GPI, GPE, and related RL applications, refer to
[101, 102, 103].

Background

The mathematical formulation of RL problems relies on Markov Decision Processes, introduced in Section
1.4.1. In this line of experiments, I also use the MDP to define my environment. The agent takes an action a,
observes the resulting state s′, and receives a reward r. This is one step, and in the long run, the agent tries
to find the maximum of the reward function. However, as the general reward functions, value functions, and
state-action value functions were introduced earlier in Chapter 1.4 to understand SF-based training, I need to
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redefine some of these equations. In his work, Barreto et al.(2017) [91] conceptualize the reward function as the
combination of different tasks, and thus, the objective of RL being to learn a policy π : S →A that optimizes
the discounted cumulative reward:

J(π) = E
s0∼D0, at∼π(st),

st+1∼T (·|st ,at)

[ ∞

∑
t=0

γ
tR(st ,at ,st+1)

]
. (3.1)

The action-value function Q associated with a policy π can be derived from the optimization target in Eq. (3.1)

Qπ(s,a) = E
at∼π(st ),

st+1∼T (·|st ,at )

[ ∞

∑
t=0

γ
tR(st ,at ,st+1)|s0 = s,a0 = a

]
(3.2)

Using Eq. (3.2), I can proceed to the formulation of GPE and GPI with SFs.

SFs, GPE, and GPI

The application of SFs, GPE, and GPI not only lends an agent "the capability to learn about complex reward
functions but at the same time has the potential benefits of the decomposition of complex tasks into simpler
ones, the exchange of information between tasks, and the reuse of skills" [90].

The successor features representation, introduced by Barreto et al.(2017) [91], involves mapping actions
and states to a set of features through the function φ : S ×A×S 7→Rd . In this formulation, reward functions
are defined by a preference vector w ∈Rd , as expressed in Eq. (3.3):

Rw(s,a,s′) = φ(s,a,s′)⊤w. (3.3)

The features presented in Section 3.3.1 demonstrate the creation of a traditional scalar reward function
when multiplied with w. Unlike conventional reinforcement learning, where the multiplication is embedded
within the environment for multi-objective reward functions, Eq. (3.3) allows the instantaneous alteration of
reward function values by modifying w. In this case, the agents do not learn about reward functions but try to
estimate the feature functions, which, when multiplied by w, lead to the reward functions.

Following the framework established by Barreto et al.(2020) [90], successor features are defined as the
expected value of discounted feature functions along a trajectory when following policy π , as depicted in
Eq. (3.5). We can rewrite Eq. (3.2) w.r.t. a preference vector w as follows:

Qw
π (s,a) = E

at∼π(st)
st+1∼T (·|st ,at)

[ ∞

∑
t=0

γ
tR(st ,at ,st+1)|s0 = s,a0 = a

]
= E

at∼π(st)
st+1∼T (·|st ,at)

[ ∞

∑
t=0

γ
t
φ(st ,at ,st+1)

⊤w|s0 = s,a0 = a
]

= E
at∼π(st)

st+1∼T (·|st ,at)

[ ∞

∑
t=0

γ
t
φ(st ,at ,st+1)

⊤|s0 = s,a0 = a
]
w

= ψ
π(s,a)⊤w (3.4)

where,

ψ
π(s,a)≡ E

at∼π(st )
st+1∼T (·|st ,at )

[ ∞

∑
t=0

γ
t
φ (st ,at ,st+1) |s0 = s,a0 = a

]
. (3.5)

Here, ψπ(s,a) is referred to as the successor features vector, the expected value of the discounted feature
functions along a trajectory when acting according to a given policy π . Under the SFs representation, Qw

π (s,a)
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(Eq. (3.4)) facilitates the evaluation of policies on multiple tasks, where each task is associated with a different
preference vector w. This evaluation is known as GPE [90]. Consequently, Qπ

w(s,a) is the same Q-function as
presented in Eq. (3.2), but now parameterized by w and simplified to the inner product of ψπ(s,a)⊤w. If we
have n policies, we generate an n×d dimensional ψ , and the dimensionality of w is d×k,k ∈R. Furthermore,
this formulation enables the enhancement of individual base policies through their combination, defined with a
preference vector w. Given a set of base policies Π, a new policy π ′ /∈Π can be defined as follows:

π
′(s) ∈ argmax

a∈A
(max
π∈Π

Qw
π (s,a)). (3.6)

This operation also results in a policy π ′ that is as good or better than all policies in Π, since it selects actions
maximizing the value function of the state-action pair across all policies. This paradigm is known as GPI.
FastRL [90] is an algorithmic approach that efficiently employs GPE and GPI to tackle new tasks defined by
different preference vectors. For more details on the deduction and proof of Eq. (3.4) and Eq. (3.6), see [90].

With the foundational aspects of the investigated method covered, the subsequent section provides a concise
overview of the environment, along with details on the applied neural networks and training settings.

3.3 Problem Formulation

3.3.1 Environment

There are a lot of available simulators for vehicle control purposes, depending on the dynamics models required,
the traffic scenarios, and the purpose. Popular ones include Carla [104], PreSCAN [105], and CarSim [106].

Simulator License Dynamics Accuracy Scalability (No. of Vehicles) Simulation Focus Real-time API

Carla [104] Open-source High Low–Moderate Detailed vehicle dynamics, perception Python API
PreSCAN [105] Commercial High Low Sensor-in-the-loop, ADAS MATLAB/Simulink, C++ APIs
CarSim [106] Commercial Very High Low High-fidelity vehicle dynamics Native GUI, C++/MATLAB
SUMO [107] Open-source (free) Moderate High Micro/macroscopic traffic flow TraCI

Table 3.1: Comparison of popular traffic/vehicle simulators.

However, they are mostly suitable for problems in need of high-accuracy vehicle dynamics models and
simulations with few vehicles. Based on Table 3.1, my choice to simulate the highway scenarios falls upon
SUMO, a free open-source program designed for micro and macroscopic traffic simulation [107]. Refer to
documents [108, 107, 77] for an in-depth introduction to SUMO, in which the authors detail and explore the
available operations in the software. I use the TraCI interface, which establishes TCP/IP connection and thus
can control the simulation in real-time. To ease the usage of my environment, I use the OpenAI Gym interface
and structure.

Setup

My environment setting is based on a highway scenario, which is justified by allowing recognizable changes
during driving, thus helping visualize the usage of SFs. I use episodic RL, where the termination events are
collision, too slow commuting v < 60 [km/h], or leaving the highway. A 1000 [m] straight highway was
designed with three lanes. Other traffic participants are generated randomly with randomized behavior and
speed profiles.

Table 3.2 shows how the vehicles are generated. pv[µ,σ ] gives the speed attribute distribution of the vehicle
with µ mean and σ variance relative to the allowed lane speed. p(exists) is the probability of generating each car
in the flow, p(kr) indicates the probability of keeping right for that vehicle type, p(coop) shows the percentage
of cooperation: e.g., the willingness to yield, lane-change, or respect for others.

The maximum speed is 50 [m/s], and the desired speed randomly regenerates after 50 steps between 28−43
[m/s]. Meanwhile, the average speed of the surrounding vehicles is around 25 [m/s]. This ensures that if the
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Vehicle type δ pv[µ,σ ] p(exists) p(kr) p(coop)
car1 0.5 (1,0.5) 0.2 0.5 0.2
car2 0.4 (1, 0.3) 0.1 0 0.3
car3 0 (1.5, 0,45) 0.3 0 0
car4 1 (1.2, 0.2) 0.3 1 1
car5 0.8 (1, 0.2) 0.1 0.7 0.5
EGO 0 (1, 0) 1 0 0

Table 3.2: Surrounding vehicle parameters

EGO wants to keep the desired speed, it has to overtake and change lanes. The simulation time and interaction
frequency influence the performance of the system. With more frequent decisions, the system gets slower
due to the high number of inferences of the agents. Meanwhile, with a sparser intervention period, we could
face possible danger due to latency in situation recognition. Considering general practice and the reasons
mentioned, I selected 100 [ms] as my interaction and simulation step size, where the agent can select both lateral
and longitudinal control. Thus, the action space consists of 3 lateral (left, keep, right) and three longitudinal
controls (slow down, keep speed, speed up). The combination results in 9 actions. The lateral control, hence,
entails only lane-change commands to both sides, which are actualized instantly. It is considered a higher-level
command, and my action space is similar to [75, 109] and the previous Agent II, presented in Section 2.4.2.

Considering my previous thesis, due to simplicity and to showcase the use of SF, I choose not to apply
CNN+LSTM solutions as my state space. I intend to adhere to the simplest possible representation because
this chapter aims to emphasize the advantages of the SF-based reward design solution. Thus, the state space
includes information about the front and rear vehicles in both neighboring lanes in a structured manner, as
Fig. 3.1 depicts. The relative distance and speed are given, except for the side vehicles of the EGO. Only the
presence is signaled there with the values 1 or 0. Additional details include the EGO speed, heading, desired
speed, and lane ID to define the MDP fully. Thus, the state space can be written as an 18-element vector. All
state vector values are normalized and scaled between [−1,1] element-wise. See [110, 96] for other works
using a similar observation representation.

Figure 3.1: The structured state space

Rewards

For SFs, the environment supports vectorized rewards instead of scalar feedback. I described six different
feature functions. r1 signals the terminating events and results in −1 if any occurs, 0 otherwise. r2 considers
the divergence from the desired speed, with a maximum value of 0 and a minimum of −1, r3 is an immediate
reward for each successful lane-change 1 or 0. r4 is designed to urge keeping right and is 1 if the EGO is at
the available most right lane, 0 otherwise. r5 intends to enforce the following distance of the front vehicle. Its
value is max(− dv

vego
,−1), where dv and vego is always positive, where dv is the speed difference between the

EGO and the front vehicle and vego denotes the speed of the EGO. r6 mirrors r5, but for the vehicle behind the
ego. It is designed to reduce cut-ins when changing lanes.

As one can see, my environment contains terminal states due to the formulation of the problem. Thus, I
have one SF for terminal events and others for immediate rewards. I can categorize each reward component
(feature function) into true or shaping rewards. Considering Section 3.1, r1 is considered a true reward, aiming
to discourage terminating events. All other rewards are shaping rewards, which intend to help the agent form
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its behavior. Since my solution is preference-based, I can change their weights rapidly. Thus, there is no need
to worry about loopholes or other reward design-induced artifacts at this stage. The agent learns an SF function
for each feature, and during inference, I can mix these skills arbitrarily.

3.3.2 Experiments

Parameters
Transitions 20 000 000
Learning policies 6
Model hidden size / feature 128, 64
Replay memory size 20 000
Initial learning rate α 0.001 (AdamW)
Discount factor γ 0.9
Exploration factor ε 0.5 - 0.1
EGO reference speed change interval 50 steps

Table 3.3: Training parameters

My experiments with the proposed methods and the explained environment contain several different training
settings. Table 3.3 lists the parameters used by the best training. As agents, first, I adapt the FastRL algorithm
proposed in [90] to the highway driving problem. FastRL is a modified Q-learning algorithm prepared for the
use of SFs. My implementation is somewhat different from that of the work in [90] and can be leveraged from
Algorithm 3.1 and 3.2 by choosing θ target ≡ θ acting. A key difference is that instead of updating on each sample
online, I use a Prioritized Experience Replay (PER) buffer and resample transitions multiple times to increase
sample efficiency.

Additionally, I introduce an advanced variant of FastRL, termed DoubleFastRL (DFRL), which enhances
stability. DFRL integrates concepts from both DQN (Deep Q-Network) [83] and DDQN (Double Deep Q-
Network) [111], incorporating a secondary neural network (θ target) to predict successor features more accu-
rately. This adaptation, akin to the enhancement DDQN brought to DQN, results in a more stable FastRL
training process with reduced variance in the loss of predicted SF values. The pseudo-code for the proposed
algorithms is given in Algorithm 3.1 and 3.2. Both agents were developed in Pytorch, implementing the SFs
for RL training.

Based on Algorithm 3.1, for each episode, we select a policy π j and act accordingly in that episode. We
observe the next states, feature function values, and terminating signals, and save each interaction in the replay
memory together with the index of the acting policy. This is needed so that other policies are not updated with
transitions generated by different preferences. Whether that would be beneficial or not is out of the scope of
this work. Thus, following the original FastRL implementation, I opt to update with foreign transitions. As a
second step, in the update function, based on a batch operation sampled from the memory, the weights of the
acting neural network θ acting are updated by the loss back-propagation, which is the following:

1. we predict the SF values ψ
π j
pred for the current states (sampled from the memory). Just to clarify the

dimensionality of ψ
π j
pred is [batch× policies×actions×SFs].

2. we get optimal next actions at+1 based on the next states.

3. inferencing the target network θ target with the next action at+1 and next state st+1, we get the target SFs
ψ

π j
target .

Note: my proposed method (DFRL) naturally falls back to FastRL, if we infer ψ
π j
target with θ acting instead

of θ target .
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Algorithm 3.1 Proposed DoubleFastRL (DFRL) algorithm

procedure TRAIN

Initialize weights and memory buffer:
θ

acting
i , θ

target
i ,D i ∈ [0,d]

Set w ∈R j×d , j is arbitrary, w j induces π j

for each episode do
st ← reset environment state ▷ t = 0
j← Uniform(w)
while not done do

if Bernoulli(ε) = 1 then
at ←Uni f orm(A)

else
ψπj ← θ

acting
j (st ,b) ▷ ∀b ∈ A

at ← argmax
b∈A

(ψπj⊤ ·wj) ▷ ∀b ∈ A

st+1,φt ,done← Env(at) ▷ step with at

D← (st ,at ,st+1,φt ,done, j)
st ← st+1

UPDATE_NETWORKS()

In the algorithms, φt denotes the feature function, which provides the element-wise rewards for the different
features when multiplied with w. Further parameters are the learning rate α , and the discount factor γ .

I designed d = 6 features correlating with the rewards mentioned above. Thus w ∈ Rn×d induces a set of
policies {π1,π2, . . .πn} ∈Π. I chose n = d, and linearly independent w js, thus w is a diagonal matrix.
Based on the feature functions and preferences, the policies promote the following behavior: π1 concentrates on
avoiding the terminating events, π2 acts to keep the reference speed, π3 changes lanes constantly when possible,
π4 wants to be in the most right lane, π5 keeps a safe following distance when possible, π6 prevents cut-ins to
rear vehicles.

Although π3 is not a desired behavior in the case of highway driving, it can be used to get a drastically
different behavior and thus show how the SFs work with the different preferences wj. A discouraging or
encouraging preference of −1 or 1 can have a big influence on the selected actions.

Fig. 3.2 illustrates the agent’s inference process. During the training phase, the acting policy is selected

Figure 3.2: The structure of the model
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Algorithm 3.2 Network updates with Replay memory

function UPDATE_NETWORKS()
if len(D)> batch then

(st ,at ,st+1,φt , jt)←D
ψ

π j
pred ← θ

acting
j (st ,at)

ψ
π j
temp← θ

acting
j (st+1,b) ▷ ∀b ∈ A

at+1← argmax
b∈A

(ψ
π j
temp

⊤wj) ▷ ∀b ∈ A

ψ
π j
target ← θ target(st+1,at+1)

δ ← φt + γψ
π j
target −ψ

π j
pred

θ acting← θ acting +αδ∇θ actingψ
π j
pred

if update target then
θ target ← θ target · (1− τ)+θ acting · τ

return δ

randomly, as previously stated, rather than choosing the policy with the maximum value. However, during
inference, we opt for the policy with the highest Qπ

w. The architecture of the network is also shown on the right
side of Fig. 3.2. It is a revised version of the original FastRL implementation. It contains a main and target
network for each SF, which ensures stability and allows for different ranges of network outputs, thanks to the
disentangled individual SF values, since each SF operates its own MLP network consisting of two linear layers.
The diagram indicates the input and output dimensions for each layer. The hidden layers contain 128 and 64
neurons, respectively, and are integrated with BatchNorm and ReLU activation layers. My approach utilizes a
replay memory with a substantial batch size of 4096.
It’s important to note the autonomy of the immediate rewards; for example, policy π3 does not incur a penalty
even if a lane change leads to exiting the highway, which is a terminating event. Similarly, policy π2 receives
its step reward regardless of potential collisions. This design ensures that each policy focuses on its specific
task and strives to maximize its respective rewards.

Comparison To be able to assess the efficiency and performance of both DFRL and FastRL algorithms in
the case of highway driving, I established a simple Q-learning agent baseline, whose task was to maximize a
composed complex reward function RwQ expressed with φ :

RwQ = φ
⊤wQ, (3.7)

where wQ = [1,1,−0.5,0.5,0.5,0.5]⊤. Deciphering wQ, a behavior is expected where the agent keeps the
desired speed if possible; it avoids the terminating events while trying to keep right, avoids unnecessary lane
changes, and has decent distances from the front and back vehicles. Note that the agent is in a more difficult
situation because it has to decompose and learn the different feature rewards by itself. But this is perfect to
highlight why my method is superior in the case of such complex multi-objective tasks. Also, to make an even
chance of representation power for the Q-agent, the number of parameters is set to 6 times of one SF estimator:
6 ∗ 128 and 6 ∗ 64, and the resulting dimensions of the network are shown in Fig. 3.3. When inferring the Q
agent, after the Q values are provided for the actions, we take the action with the maximum value as usual.

All other objectives of the pieces of training are the same to provide a fair comparison. Theoretically,
the inference time of the SF-based agents scales linearly with the number of SFs applied compared to the Q-
Learning baseline. In my work, I compare three agents with approximately the same number of layers and
parameters. Since the SF models have one-sixth of the parameters per feature, it results in a forward pass,
which has approximately the same time demand in all three cases due to the technical and implementation
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Figure 3.3: Q-learning agent represented with MLP layers

considerations. Compared to the Q baseline, the only additional calculation time is the multiplication by the
preference vector. Given that the simulation operates with 0.1-second steps and the forward pass and dot
product are fast, the additional latency is negligible, allowing real-time agent performance. Due to this, I do
not conduct further performance optimization or comparison.

3.4 Results

This section evaluates the FastRL and DFRL agents against a Q-learning baseline and shows how the different
features have learned to behave according to my intentions.

Training and evaluation In Fig. 3.4, I present a graphical representation of the training parameters for SF-
based agents. The x-axis represents training hours, in line with the 20 million transitions each agent underwent
as detailed in Section 3.3. This plot also presents practical perspicuity into the training dynamics, such as
episodic reward, success and prediction loss. I exclude a detailed analysis of the Q-agent regarding loss and
training success, reward due to its distinct objectives and loss functions, but I will compare against its evaluation
performance.

It is clear that DFRL outperforms the adopted FastRL algorithm regarding reward and success rate. DFRL
converges faster to the episodic reward maximum, which one can reach during constantly changing tasks.
Interestingly, both SF-based agents operated on the preference w1 in only one-sixth of the episodes, implying
that only 1/6∗ th of the time should they succeed. This expectation aligns with the performance of the FastRL
agent. Nonetheless, DFRL achieves approximately 30% success. This trend could be attributed to the influence
of the following distance feature, which inherently encourages a safer driving distance and thereby reduces
collision occurrences. It seems that DFRL can deplete this intrinsic information better, and it also has a lower
estimation error for the successor feature values. Fig. 3.4c disguises how the loss of the SF-based agents
changed over time, which is calculated based on δ = φt + γψ

π j
target −ψ

π j
pred as seen in Algorithm 3.2. The plot

indicates that my proposed DFRL algorithm has a smaller loss value and deviation than FastRL, which helps the
training, as supported by Fig. 3.4a, promotes better reward, exploitation, and more successful episodes. It can
approximate the SF values more precisely, entailing a more meaningful SF representation due to the additional
stability provided by the double network structure.

Conversely, Figures 3.5a and 3.5b depict the evaluation performance of the agents throughout their train-
ing. Evaluating the task of the Q-agent, which learns to master this exact task during training, can empha-
size why my method is advantageous. After every 100 episodes of training, I choose a preference vector
weval ≡ wQ = [1.0,1.0,−0.5,0.5,0.5,0.5]⊤ and run 100 evaluation episodes. This delivers us a fair compari-
son of the FastRL and DFRL agents’ performance with regard to the baseline. These figures demonstrate that
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(a) training reward (b) training success (c) training loss

Figure 3.4: Training results of the SF-based agents

(a) evaluation reward (b) evaluation success

Figure 3.5: Quantitative comparison of evaluation performances

DFRL marginally outperforms the other methods. Moreover, both SF-based agents are more efficient in reward
utilization compared to the Q-agent. The Q-agent, favoring a conservative policy, tends to achieve lower but
more consistent rewards.

It is noteworthy that all agents were trained on the same hardware, offering a direct comparison of their
training efficiency. For the same volume of experience, Q-learning required 16 hours, while the SF-based agents
needed around 22 hours. This difference largely stems from episodic simulation reloads; Q-learning completed
approximately 74k episodes for 20 million transitions, whereas SF-based agents required 125k episodes to
reach the same milestone. The forward pass performance of each algorithm was similar. Only the simulating
environment (SUMO) reloads are time-consuming.

The time needed for training reflects that my SF-based methods, particularly my recommended approach,
do not significantly increase training time compared to the baseline. Furthermore, they are equally, if not more,
effective in adapting to new tasks.

Individual behavior The plots of Fig. 3.4 do not show the possible behavior changes of the SF-based agents
with different preferences. To assess the behavior change by the effect of preference change, other metrics
need to be monitored, which provide a deeper insight and characterize the differences more. Therefore, to fully
emphasize the advantages of SF-based learning (and the usage of my proposed algorithm) in the case of the
highway control domain, I have logged several essential data during the evaluation simulations and created
box-plot comparisons of their diversity caused by the preferences. Fig. 3.6 visualizes 100 runs of DFRL with
one-hot vector preferences where the features are tested one-by-one. Safe means w = [1,0,0,0,0,0] resulting
in a Qw(s,a) = ψπ1⊤ ·w1. The other rows are interpreted accordingly based on the feature preference vectors
described in Subsection 3.3.2. During the evaluation process, only the preferences change, and the trained
model is the same. The box plots show the distribution of the episodic values throughout the 100 runs and
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Figure 3.6: Behavior difference of features in 100 runs
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compare how the parameters vary. The yellow line represents the median of the values. The lane changes and
"keeping right" subplots show the distribution of the percentage values over the steps. Meanwhile, the others
present the summed episodic average values, which are also evaluated during the same episodes.

The different preferences cause clearly distinguishable distributions of the measured data, which are visu-
alized by the box plots. One can recognize how the Safe feature results in slower commutes, relatively low lane
changes, and bigger front and rear TIV1. Definitely interesting is the behavior of the Speed keeper controlled
by π2. It concentrates on the reference speed and thus has a slight speed error and a higher average value. The
existing difference can originate from the different traffic situations and the constantly changing desired speed
because the EGO needs time to adjust to the new values. Note: the desired speed changes every fifty steps. The
Lane changer also behaves as expected. It changes lanes whenever possible, almost 100% of all steps. This,
however, affects the other parameters, like the TIV values. As mentioned above, the constant lane change is
not a desired behavior, but it perfectly shows how well the successor feature-based learning works. The Lane
changer discards any reward other than r3, which is well seen in the figure. The Right keeper similarly satisfies
my belief and, when possible, stays on the most-right lane. The deviation again is induced by the random
starting lane of the EGO vehicle and the traffic scenes, which do not always make it feasible to occupy the
ideal lane instantly. Finally, the Safe follower and No cut-in driver make exciting numbers in the front and rear
TIV box plots. It shows that, limited by the simulation scenarios, the corresponding features (φ5,φ6) encourage
them to keep a safe TIV.

Joint behavior on the evaluation task After investigating the successor features and their distinct way of
acting, I conducted the same 100 episodes with several different preferences that are not independent but are
weighted sums of the policies. Here, the SFs are combined, and thus the Qw(s,a) is the dot-product of w
and ψπi as shown in Eq. (3.4). Fig. 3.7 gives examples of different preference behavior comparisons in a
more realistic desired behavior setting. The bars show the successfully completed episodes from 100 runs
compared between the Q-learning baseline and both of the SF-based agents. The plot further explains the cause
of the early termination achieved by the agents. To better evaluate the performance the method achieved, I
compare not only my DFRL model with the basic Q-learning agent but also my implementation of FastRL.
All of the baselines use wQ = [1,1,−0.5,0.5,0.5,0.5] as preference and hence, a reward function of R(t) =
r1 + r2−0.5r3 +0.5r4 +0.5r5 +0.5r6. In the case of the Q agent, this means a complex reward function, and it
is equal to the one it experiences during training.

Meanwhile, for the FastRL and DFRL baselines, only the evaluation is done with this preference vector. My
evaluation in Fig. 3.7 depicts that from 100 episodes, the Q-baseline performs the episodes 98% successfully
and fails two times due to slow speed. The FastRL baseline collides 29 times. Parallel to this, during the
same simulations, my DFRL model improves the previous performance and gets only seven collisions and five
slow-speed terminations. The slow speed terminations are usually due to traffic reasons, where all the lines
are blocked by slowly overtaking vehicles. In the video review, it is clear that the Q version chose the safer
way and stayed mainly in the rightmost lane, thus maximizing the overall reward. Meanwhile, the FastRL and
DFRL baselines change lanes and dare to take a bit riskier actions before the other environmental vehicles make
them too slow and hinder the reasonable commute. It must be stated that although my SF-based agents perform
worse on the scenarios, they were not trained to perform these tasks; thus, it is new to them. Moreover, this
88 and 71 % performance gives a great insight into how task composition can be rapidly created by using SFs.
Agents trained on a different task can quickly adapt to new tasks, and what is more promising is the instant good
performance. Obviously, there are unseen situations for each policy, and their mixed decision-making would
need further theoretical guarantees, but this also points to the scope of the current chapter. Barreto et al.(2020)
[90] prove that the performance of the mix of policies is at least as good as it would be individually. However, I
must note that it is true in the case of single-state transitions, where no dynamics are in the environment, such as
a scavenger. Nevertheless, my highway has many dynamics in it, which would need temporal considerations. At
every timestep, acting according to different policies hinders the possibility of long-term maneuvering because

1TIV means time-in-between vehicles
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Figure 3.7: Success rate of different preference runs
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the selected actions might contradict each other. So, considering all this, I can proceed with assessing my
agents.

Joint behavior on new tasks The rest of Fig. 3.7 compares the performance of the FastRL and DFRL agents
with different preferences, where episodes without termination (None) are considered successful. The A-D
decodes the following preference vectors:

wA = [1.0,1.0,−0.5,0.0,1.0,1.0],

wB = [1.0,1.0,0.0,0.0,1.0,1.0],

wC = [1.0,1.0,0.5,0.0,1.0,1.0],

wD = [1.0,0.0,−0.5,−0.5,1.0,1.0]

Preference A is similar to wQ, however, it does not care about keeping right and has a higher interest in the
safe following and cut-in distance. As seen on the plot, this preference change results in only four terminations,
which in the case of my DFRL is mostly slow speed.

Compared to Preference B, where the lane-change is not punished, the agent achieves only two termina-
tions, comparable to the Q-baseline performance and outperforms FastRL. An additional observation comes
from Preference C. I reward lane changes and thus induce more collisions and terminations. Perhaps the most
significant difference can be seen here between the two SF-based agents, DFRL being on top. In the case of
Preference D, the preferences discourage keeping right and lane-changing; meanwhile do not care about the
desired speed. The results showed high termination due to slow commute, which is mostly caused by the agent
following a vehicle that is designed to commute at low speed. I can state that the improved algorithm DFRL
outperforms the implementation adaptation of FastRL in every case. This indicates that it learns more meaning-
ful SF representations and generalizes more effectively to new tasks. Furthermore, it has a lower termination
rate due to collision. This finding coincides with the expectations derived from the training/evaluation figures
and lower loss function.

To be thorough regarding the full evaluation of the agents, Fig. 3.8 characterizes the episodic parameters
seen above for feature comparison. Looking at the values, one can gain more intuition on the induced behaviors
of the features. The same values are monitored and depicted with box plots. Medians are marked with yellow,
and the 2σ deviation is shown by the lines outside the boxes. First, let us have a look at the baselines. It is clear
from the box plots that all agents commute with similar speeds and desired speed differences. The front TIV
shows some difference between them, whereas DFRL has the lower values. Observing the average rewards, one
can conclude that the Q-baseline plays it safe, just as expected; meanwhile, the SF-based agents reach multiple
times more rewards per step. The most important result is that from feature-based learning and then composing
an abstract behavior, my agents could commute, reaching more rewards than the one trained on the behavior.
Despite this and the fact of an unseen task, as seen in Fig. 3.7, the performance of DFRL is not significantly
worse. It is also insightful to evaluate the Preferences A-D. With the combined preferences and learned policies,
the agents do not follow the desired speed as accurately as before.
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Figure 3.8: Behavior difference of different preferences in 100 runs
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(a) Initial scenario
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(c) Speed profiles of the agents

Figure 3.9: Comparing different preferences
of the same agent

This occurs because all policies promote behav-
ior while learning from the shortcomings of other
policies. When we infer the agents, we select
the policy with the highest Q value; thus, it can
happen that the safe policy π1 discourages high
speeds and presents the highest Q value. The
lane-change preference value causes the most ev-
ident influence on the parameters. When we have
a negative preference, the agents minimize the
lane changes; however, by Preference B, a fre-
quent lane change is observable. Similarly, the
sign of the feature of keeping right can be esti-
mated based on the plots. Positive preferences
cause most steps to be spent in the rightmost lane.
Last but not least, the front and back TIVs are sim-
ilar for the SF-based agents; nevertheless, a higher
weight results in bigger TIV values. Regarding
rewards, we can see that both FastRL and DFRL
have high values, with DFRL having a lower vari-
ance. The average reward, however, can only be
interpreted with the preference pairs due to the ad-
dition of the reward components, which are not
equal among the preferences A-D. Fig. 3.9a illus-
trates the agents’ varying behaviors in response to
different weight vectors using an overtaking sce-
nario. Here, the red car represents the ego vehi-
cle tasked with overtaking the car ahead. For this
demonstration, I have chosen Preference A and
D (wA and wD) and introduced three additional
weight vectors:

wE1 = [1,1,−0.5,−0.5,1,1], wE2 = [1,2,−0.3,0,0.2,1], and wE3 = [1,2,−0.5,0,0.5,1].
In Fig. 3.9b, I trace the trajectories of these agents from their initial positions over the following 10 seconds,

aligning with my expectations. Agents A and E3 are not expected to keep right, D and E1 are discouraged from
doing so. Agent E2, despite a minor penalty for changing lanes, opts for the rightmost lane to better maintain
speed and safe distances.

Fig. 3.9c showcases the speed profiles of the vehicles within the observed time frame. The agent D does
not prioritize maintaining a set speed and instead adapts to the surrounding traffic flow. Conversely, agent E2,
by maintaining higher speeds and viewing lane changes as advantageous, can progress the furthest, capitalizing
on subsequent rewards.

This demonstration underscores the core principle of my method: the ability to generate novel behaviors by
rapidly altering preferences without necessitating additional training. A short video of this scenario is presented
in https://www.youtube.com/watch?v=8NiWP_xNQBI.
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3.5 Conclusion

In this chapter, I have conducted a comprehensive review of the literature concerning successor features, pol-
icy evaluation, and improvement, and have introduced the adaptation of the FastRL methodology for training
in highway scenarios. My work proposes a novel decomposition of the reward function specifically tailored
for vehicle control applications. I also developed an enhancement of the FastRL model, termed DFRL, which
employs a dual-architecture approach akin to DDQN for improved learning stability. My analysis includes
a comparison of agent behaviors using a standard Q-Learning baseline, highlighting the benefits of my ap-
proaches in multi-objective learning scenarios. Additionally, I have thoroughly discussed the importance of
environmental considerations in transferring these methodologies to new domains.

In the results section, I emphasize the superior efficiency of credit assignment in task learning when the
agent learns tasks individually and then combines them to tackle new challenges. The DFRL model consistently
surpasses the modified FastRL in various aspects, a point I have underscored throughout this thesis. Moreover,
I have conducted experiments demonstrating the flexibility of trained agents with different preference vectors.
These experiments show that learned behaviors can be rapidly altered by simply adjusting the preference vector,
offering a high degree of flexibility without the need for additional training. This feature proves particularly
valuable in designing reward compositions, as it eliminates the necessity for retraining while exploring potential
reward functions.

My findings pave the way for the practical application of feature-based training in AI-controlled autonomous
vehicles. This approach enables the quick integration of diverse skills, offering significant benefits in person-
alizing driving styles, managing driving behavior, and adapting to changing conditions. Code for the training
can be found open-sourced on GitHub1.

Practical implications and real world impact

The application of Successor Features to highway driving control, as presented in this chapter, marks a sig-
nificant advancement toward more intelligent and adaptive autonomous vehicles. By decomposing the reward
function into interpretable driving features — such as safety, speed maintenance, lane changing, and following
distance —my proposed DFRL agent learns reusable behavioral components that can be dynamically recom-
bined to match new objectives without retraining. In practice, this enables seamless switching between driving
styles simply by adjusting the preference vector. For instance, a "Lane changer" configuration results in nearly
100 % lane changes per step, while a "Safe follower" profile increases time-in-between vehicles, minimizing
tailgating and prioritizing road safety. Crucially, this adaptability does not compromise performance. When
evaluated on a task it was not trained for, DFRL achieved an 88 % success rate, outperforming FastRL (71%)
and approaching Q-learning (98%) — despite the latter being trained directly on that task. Most notably, DFRL
reduced collision terminations by over 75 % compared to FastRL (7 vs. 29 collisions), underscoring its robust-
ness and generalization capacity.

In controlled overtaking scenarios, altering the preference vector (e.g., to wE2) enabled the DFRL agent
to prioritize higher-speed progression via safe left-lane overtakes, achieving the furthest forward travel among
tested configurations — all without new training data. When emphasizing safe following (as in wA), the agent
experienced only 4 terminations, all due to traffic blockage rather than unsafe actions. These findings vali-
date that DFRL supports real-time preference adaptation, empowering vehicle operators or high-level decision
systems to shift objectives — e.g., from assertiveness to energy efficiency — on demand. The method also
maintains competitive training times (22 hours for SF-based agents vs. 16 for Q-learning), despite its greater
behavioral flexibility. Overall, DFRL offers a practical path toward autonomous highway control that is safer,
more efficient, and responsive to both individual preferences and real-time driving conditions, significantly
reducing the need for retraining while increasing situational awareness and behavioral diversity.

1https://github.com/szkLaszlo/fastrl_training
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3.6 Thesis II.

I hypothesized that implementing a successor features-based algorithm for reward decomposition can help pol-
icy learning and induce customizable behavior without retraining in autonomous vehicle highway control. I
developed a reinforcement learning algorithm (DFRL) for the efficient behavior of autonomous vehicles on
highways, utilizing the Successor Features method, which interprets multi-objective optimization tasks by de-
composing them into elementary reward functions. The trained agent can adapt to changes in preferences in
a parameterized manner without the need for retraining. Also, it is capable of a smooth and safe highway
commute, with the ability to change preferences rapidly. I tested my method in an environment where an au-
tonomous vehicle is operating in highway traffic. Experiments underline that the objectives of the agent could
be altered, and it was capable of maintaining similar performance and episode completion rates in the new
tasks without any retraining. I demonstrated the trained agent’s various behavioral modes by modifying the
reward components, emphasizing the system’s flexibility. I proved my hypothesis and presented an agent that
is capable of efficient and safe highway commutes while it adapts its behavior based on changing preferences.

Publications Related to the Thesis: [112, 113]

3.6.1. 2. tézis

Azt feltételeztem, hogy a jutalom dekompozíción alapuló Successor Features (SF) metodológiát alkalmazó al-
goritmus bevezetése autópályás autonóm járműirányítási feladat tanítására segítheti az irányítási policy tanu-
lását és lehetővé tudja tenni a viselkedés testreszabhatóságát újratanítás nélkül. Kifejlesztettem egy megerősí-
téses tanulási algoritmust (DFRL) az autonóm járművek optimális autópályás viselkedésének eléréséhez, amely
az SF módszerét alkalmazza. A módszer képes többcélú optimalizálási feladatokat elemi jutalomfüggvények-
re bontani és ezzel csökkenteni a tanulási komplexitást. A betanított ágens képes a preferenciák változásához
paraméterek változásán keresztül alkalmazkodni újratanítás nélkül. Emellett biztonságos és zökkenőmentes
autópályás közlekedést valósít meg, és gyorsan képes a preferenciák alapján viselkedésének adaptálására. A
módszerem egy autópályás forgalomban közlekedő autonóm jármű esetére teszteltem. A vizsgált kísérletek alá-
támasztották, hogy az ágens céljai módosíthatók, és az új feladatokban is képes hasonló teljesítményt és sikeres-
ségi arányt fenntartani újratanítás nélkül. Továbbá, demonstráltam különböző viselkedésmódokat ugyanazt a
betanult ágenst használva, de a jutalomkomponenseket módosítottam, ezzel kiemelve a rendszer rugalmasságát.
A hipotézisemet igazoltam, és bemutattam egy olyan ágenst, amely képes hatékony és biztonságos autópályás
közlekedésre, miközben aktuális viselkedését a változó preferenciákhoz igazítja.

A tézishez kapcsolódó publikációk: [112, 113]
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Chapter 4

Successor Features for adaptive traffic light
control

In the previous chapter, I discussed how successor features operate and how they can be utilized for feature-
based learning. We also saw how they can help with complex reward functions and presented the ease of
changing behavior rapidly based on preference changes. I highlighted as one of the advantages that, unlike in
classical reward formulation, there is no need to retrain the agents for new tasks; they can perform adequately
on a new task with zero-shot. As a result, I sought to exploit the advantageous properties of SF-based training
and successfully applied the method to another domain. Although the method needed some modifications, in
the current chapter, one can review how the SF-based method can be advantageous in the traffic signal control
(TSC) domain.

4.1 Introduction

In today’s world, AI is increasingly integrated into various aspects of daily life. AI’s application spans from
medical fields [114, 32], industrial environments [115], to household devices [116], with many products in-
corporating ML or AI techniques. This trend is especially prominent in transportation, where autonomous
vehicles, intelligent infrastructure, and smart traffic signals are considered revolutionary by researchers, stake-
holders, and investors [117, 118]. The driving force of these developments is safety, security, and efficiency.
Unlike traditional rule-based systems, AI-enabled systems can adapt and respond to unforeseen situations [32].
This adaptability has been demonstrated in various domains, from simple Atari games [119] to complex strate-
gic challenges [30] and the intricate game of Go, where AI achieved impressive results from scratch [29]. In
scenarios with numerous possibilities and no fixed dataset, such as traffic management, supervised learning
methods often fall short. Here, RL algorithms offer more promising solutions applicable to both vehicular
movement and infrastructure management.

With rapid population growth and urbanization, traffic demand is steadily rising in metropolises worldwide,
which causes more traffic jams and thus wastes people’s time. Existing intersections and infrastructure must be
optimized to meet the growing demands of modern traffic. To tackle this problem, intelligent traffic lights and
signal control devices were used in the US as early as the 1970s, and AI-based solutions were introduced in
2012 [120]. Thanks to modern technological advances, rapidly accelerated communication, and connectivity
options, traffic control devices can be efficiently inserted into our daily commute. While my focus is not
primarily on V2X communication, it warrants a brief discussion due to its growing significance in modern
traffic systems.

V2X, or Vehicle-to-Everything communication, encompasses technologies that allow vehicles to commu-
nicate with traffic infrastructure, other vehicles, and even pedestrians, enabling a more interconnected and
responsive traffic management system. Several standards have been introduced over the past decades, such
as the IEEE 802.11p for Dedicated Short-Range Communications (DSRC) enabling high-speed wireless V2V
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and V2I communications [121], and 3GPP Releases for Cellular V2X (C-V2X), which use cellular networks to
extend the range and reliability of vehicular communication [122]. Additionally, ETSI ITS-G5 in Europe [123],
SAE J2735 for DSRC message sets [14], and ISO 21217 for an overarching ITS architecture [124], collectively
ensure interoperability, safety, and efficiency in intelligent transportation systems.

Apart from V2X communication, where the vehicles communicate with the infrastructure, smart intersec-
tions without communication also hold promises in optimizing existing road network throughput, emergency,
and priority vehicle allowance, reducing the waiting time, achieving more efficient flows, fewer traffic jams,
and optimized emissions. In the city of Surrey in Canada [125], for instance, the traffic throughput is managed
by a central control center with adaptive control signal periods. Accordingly, different types of systems can be
developed based on the infrastructural possibilities. Examples include loop detectors for traffic volume moni-
toring, adaptive traffic lights with vehicle detection capabilities, smart pedestrian crossing systems that adjust
timing based on foot traffic, and integrated CCTV for real-time traffic analysis.

Several solutions for optimizing traffic flow in urban environments based on specific requirements have
been proposed and implemented using various approaches in recent years [126, 127, 128]. Rule-based traffic
optimization possibilities include fixed-time traffic signal schedules, preset coordination patterns in grid net-
works, and peak-hour traffic management strategies like reversible lanes and congestion pricing. However,
most current algorithms are rule-based, which limits their adaptability, a highly desired attribute in AI. These
algorithms are typically designed with specific objectives in mind during development. In contrast, standard
Deep Reinforcement Learning (DRL) focuses on either single or multiple objectives, such as improving traf-
fic signal scheduling to alleviate congestion at busy intersections [129, 130, 131]. Nevertheless, they are not
inherently adaptable to new challenges that emerge post-training.

As outlined in the previous chapter, recent studies provide an adaptable framework for training agents,
where preferences can be modified even after deployment [90].

In this work, I intend to tackle the problem of traffic signal control with RL methods to make the flows ef-
fective, environmentally friendly, and sustainable. Moreover, utilizing successor features, I provide an adaptive
framework where the flow can be controlled based on our preferences after deploying the trained model. In
some sustainable scenarios, I show how my proposed method compares to the classical rule-based and more
advanced traffic-based algorithms. In addition to the classical, already applied solutions, I compare my solution
to a DQN agent to emphasize why my method is more viable and flexible. The novelty of my solution lies in
the integration of different reward signals and their adaptability to the current preferences of the network flow.
Unlike other works, my multi-objective learning can be personalized and is not fixed to a value during training.
With this, I present a more viable option for adaptive TSC. To the best of my knowledge, I am the first to report
SF usage in the domain of TSC.

4.2 Traffic Signal Control

Traffic congestion is a persistent issue that affects urban areas and harms individuals and society. The trend
of flocking to urban areas further accelerates these adverse outcomes over time. For instance, in 2020, traffic
congestion cost Americans over $101 billion in lost productivity and wasted over 1.7 billion gallons of fuel.
Traffic congestion was also attributed to over 18 million tons of harmful greenhouse gases [132]. The more
troubling news is that this is due to the pandemic. The years before 2020 showed almost double the amount
of waste and lost productivity. Reducing congestion would substantially benefit the economy, the environment,
and society. One way to do this is by improving signalized intersections, a common cause of traffic bottlenecks
in cities. Thus, TSC plays a vital role in urban traffic management. A significant amount of research is being
done on TSC systems to improve traffic flow at intersections by adjusting traffic phase splits. As the complexity
and size of the control problem increase, classic approaches lack the required computational resources to pro-
vide a real-time solution. Hence, besides the classic control applications, adaptive methods started appearing
in traffic control in recent decades. New solutions became feasible as the technology advanced for sensing and
controlling hardware.
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One of the modern control applications is ML-based solutions. From the domain of ML, as stated above, RL
has been the preferred unsupervised technique for accomplishing a fully dynamic TSC. Recent developments in
RL, specifically deep RL, have made it possible to efficiently handle high-dimensional input data such as images
or LiDAR measurements. This enables the agent to learn a state abstraction and approximate policies directly
from input data. These advances have led to outstanding performance in various transportation-related domains
and have the potential for real-time application and solving complex sequential decision-making problems
[133, 134]. The intersection of TSC and RL, pun intended, has been a fertile ground for research, leading to
significant advancements in this area. Several studies have demonstrated the effectiveness of RL in TSC, paving
the way for more sophisticated approaches:

With the evolution of RL, algorithms suitable for TSC have progressively advanced. Initially grounded
in value-based and policy-based methods like Deep Q-Networks and Policy Gradient, these solutions have
matured into using complex actor-critic approaches. The focus of these methods generally falls into three
categories.

State-space Representation: As the state space design was detailed before, we know that a crucial aspect is
the development of state and action space representations to effectively describe the environment for the RL
agent. For instance, Genders et al. [135] introduced a state representation using CNNs, termed discrete traffic
state encoding. Wang et al. (2019) [136] employed high-resolution, event-based data for state representation,
which surpassed traditional fixed-time and actuated controllers in reducing queue length and overall delay. Jin
et al. [137] approached the problem by forming signal groups represented as individual agents, focusing on
intersection-level decision-making.

A significant development in action space modification was presented by Bouktif et al. [138], who designed
an agent with a hybrid action space, integrating both discrete and continuous actions. When compared to
standard DRL methods with distinct discrete and continuous action spaces, as well as fixed-time control, their
approach demonstrated superior performance in metrics like average travel time, queue length, and average
waiting time.

Communication: The integration of communication in TSC systems is a key area of research. Establishing
connections between vehicles and infrastructure leads to the generation of valuable data that can significantly
enhance traffic management. McKenney et al. [139] introduced an algorithm leveraging communication be-
tween traffic signals and monitoring sensors within complex networks. Furthermore, recent developments have
embraced V2X technologies, facilitating cooperation between vehicles and infrastructure, ultimately reducing
delays and emissions [140, 141, 142].

Rewarding: Another critical aspect in RL applications for TSC is the formulation of reward structures. I
can not stress enough that the design of these reward systems is crucial, as they can dramatically influence the
performance of RL algorithms. Reward structures guide the learning process, but inappropriate rewards can
mislead the algorithm by incorrectly assigning credit to irrelevant actions.

In the context of TSC, the agent, typically a traffic signal controller, operates based on various objectives
like minimizing emissions, fuel consumption, delays, and managing traffic density and queue lengths. Tradi-
tional traffic control methods often focus on optimizing a single metric [143]. However, recent literature has
explored multi-objective RL approaches in TSC, aiming to optimize a combination of these factors. These
multi-objective strategies maintain comparable time complexity to single-objective RL while potentially of-
fering greater performance improvements at a lower computational cost. Nonetheless, the complexity of the
reward signal presents a more challenging task for the agent, complicating the interpretation of environmental
feedback and control signal outcomes.

Several studies exemplify this approach. Houli et al. [144] proposed an algorithm tailored for different
traffic scenarios, adapting offline, based on vehicle counts. Wan et al. [145] introduced a dynamic discount
factor in DQN, altering the Bellman equation’s target value. Tan et al. [146] decomposed the RL problem
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into simpler sub-problems, facilitating more straightforward goal-setting in RL. Their solution is called Coder.
In their work, Van der Pol et al. [147] combined DQN with a coordination algorithm for managing multiple
intersections, while Chu et al. [148] utilized a Multi-Agent Advantage Actor-Critic (A2C) approach for multi-
intersection TSC. Recently, Kővari et al. [149] introduced a novel rewarding concept, showing its effectiveness
compared to common strategies in the literature. For further examples, see [150, 151, 152].

Particularly relevant are the works of Brys et al. [131] and Khamis et al.(2012) [130], who demonstrated
multi-objective RL-TSC algorithms. Brys et al. replaced the single-objective reward with a scalarised sig-
nal - a weighted sum of rewards tailored for both light and heavy traffic conditions. This approach reduced
convergence time and average network delay compared to single-objective methods. However, selecting ap-
propriate reward weightings can be a time-intensive process, especially when dealing with diverse demands at
various intersections. Khamis et al. (2014) [143] further extended this approach by considering seven different
parameters in the reward function, illustrating the complexity and potential of multi-objective RL in TSC.

The problem with the above-mentioned methods is that the agent has to solve the Markov Decision Process
and has to reveal the underlying reward components, which can be complex and error-prone. In contrast,
my approach inherently decomposes the reward functions, simplifying the training process. Moreover, the
composition of different reward components is a matter of preference change. The method can be quickly
adapted to not just one or two setups but any arbitrary settings. I intend to propose a novel approach to the
problem, where the different multi-objectives can be decomposed into individual ones and later, based on the
inference preference, combined for a more tailored behavior.

It is also important to emphasize the significance of Multi-Agent Reinforcement Learning (MARL) ap-
proaches in the field of TSC, especially when considering traffic networks with multiple intersections. In such
setups, each intersection is managed by a distinct RL agent, rendering these scenarios more aligned with the
complexities of real-world traffic management than those managed by a single-agent RL (SARL). One of the
pioneering studies in this domain is Wiering [153], which marked a significant early contribution to MARL-
TSC. This model-based approach demonstrated superior performance over fixed-time controllers, particularly
under conditions of high network saturation.

While MARL algorithms have been extensively explored in the literature, my current research focuses on
the single-agent setup. The rationale is to establish that SFs can be effectively integrated with TSC systems. By
concentrating on SARL, I aim to provide a detailed and specific analysis of how SFs can enhance TSC, setting
a foundation for future research that might expand into the more complex domain of MARL.

Limitations: In the realm of TSC optimization using simulation, it is common to encounter various simplify-
ing assumptions to make the problem more manageable. Nevertheless, these assumptions often fail to mirror the
complexities of real-world traffic scenarios, which are influenced by many factors. These include diverse driver
behaviors, interactions with vulnerable road users such as pedestrians and cyclists, varying weather conditions,
and fluctuating road conditions. Capturing the full extent of these factors in a traffic model is a problematic
challenge, as also noted by Wei et al. [152].

In line with the research referenced earlier, my study also narrows the scope of the optimization problem.
I specifically focus on random traffic flows and purposely exclude vulnerable road users, such as pedestrians
and cyclists, from my analysis. The intersection model I employ is simplified to a straight and right-way case,
without allowing left turns to avoid the complexities of potential vehicular blockages.

It’s important to recognize that many of the proposed reward structures in the literature, while feasible
in simulated environments, pose significant challenges when it comes to real-world applications. Gathering
data on metrics like Average Travel Waiting Time (ATWT), Average Travel Time (ATT), fuel consumption,
or emissions is not straightforward and often impractical without advanced forms of Vehicle to Junction (V2J)
communication, as highlighted by the work in [154]. Such data collection requires sophisticated communica-
tion technologies that may not be widely available or reliable in current real-world settings.
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Contribution: Previous research has repeatedly demonstrated that RL technologies can outperform tradi-
tional control algorithms in TSC, effectively reducing delays and increasing average throughput at traffic inter-
sections [128, 127, 149]. However, my research aims to go beyond merely corroborating these findings. My
objective is to make substantial contributions in terms of adaptivity, as well as the reward (goal) decomposition
and representation of information within TSC systems.

As detailed in Section 4.3, I introduce a novel algorithm and methodology that significantly advances these
areas. In my evaluation, I benchmark my method against the DQN agent, aligning with the approach taken
in most of the referenced studies, which compare their solutions against a baseline DQN agent and some
form of fixed-time controller. This comparative analysis is not only consistent with existing literature but also
provides a clear framework for assessing the effectiveness of my approach. Ultimately, my research offers
in-depth insights into the advantages of my method over previous techniques, emphasizing its adaptability and
efficiency.

4.3 Problem formulation

In RL, as seen earlier, I distinguish an actor (agent) and its surroundings (an environment). I base my method
on their continuous interaction. In the case of a TSC setting, the states might be lane occupancy, flow rate,
standing vehicles, or lamp states. Actions usually reside in freeway allowance or signal state changes.

I form my environment as a finite MDP [62], which satisfies the Markov property. This implies that the
state should contain all information needed to draw this probability, and also helps us to make decisions based
on the current observable state.

My TSC requires a multi-objective setting, the combination of several reward functions, but during the
steps, it is compressed into a scalar value by weighting the reward components. One can think of these reward
functions as different tasks, and thus, the goal of RL is to find a policy π : S 7→ A that maximizes the value of
every state-action pair for a given reward component (task). Similarly, as Eq. (3.3) and Eq. (3.5) in Section 3.2,
I extract the weighting of reward functions from the environment. Instead of a scalar reward, I return feature
functions φ : S ×A×S 7→Rd as a vector and redefine the reward by the multiplication of φ(s,a) with w ∈Rd

as said in Eq. (3.3). Basically, Eq. (3.3) results in a scalar value that displays a weighted sum of multi-objective
reward components, where w is the preference vector, and now the reward function values can be modified
instantly by simply changing w.

Then, I can use Eq. (3.5) to create successor features. Qπ
w(s,a) in Eq. (3.4) characterizes the same Q-

function as Eq. (3.2) does. However, it is parametrized by w, and most favorably, it is simplified to the inner
product of ψπ(s,a)⊤w. In terms of dimensionality, for n policies ψ ∈ Rn×d and w ∈ Rd×k, d,k ∈ Z+ where
d is the number of feature functions and k is the number of policies (training tasks). By using Eq. (3.4) and
Eq. (3.6), my method applies to TSC. The only information missing is the feature function definition and
preference setting, which also determines the desired policies to optimize for.

4.3.1 Environment

As my environment to formulate a TSC problem, several different simulators are used in TSC literature, e.g.,
PARAMICS [155], or AnyLogic [156]. However, similar to [135], from the pool of possibilities, I chose SUMO
[77] due to its accessibility and high-fidelity capabilities.

Intersection In my TSC study, I designed a simulation of a single 4-way intersection, where each lane is 500
meters long. Vehicle traffic is generated at the end of each lane, adhering to either a uniform or asymmetric
flow pattern. A traffic light governs the intersection, and the vehicles are programmed to either proceed straight
or turn right for the aforementioned reasons.

The simulation runs at a frequency of 1 Hz; meanwhile, the agent is allowed to interact every 15 seconds.
This interval ensures a smooth transition between the east-west (EW) and north-south (NS) directions while
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also maintaining a consistent traffic flow following each decision made by the controlling agent. At any decision
point, the agent can choose to open either the EW or NS lanes.

To demonstrate the adaptability of my SF-based method, I introduce a prioritized vehicle (PV) into the
simulation at random intervals and locations. The occupancy of each lane, which changes with every simulation
step, reflects the current traffic scenario.

Albeit following the work of Genders et al. [135], which utilizes a discretized grid-based state space, I
instead focus on lane-based analysis for a more direct comparison with conventional rule-based optimization
algorithms. In my model, each lane is subdivided into segments of 100 meters, enabling my RL agents to assess
incoming traffic flow better.

The state space in my simulation, consisting of 22 elements, includes the PV’s position, specified by its cur-
rent lane and precise location within the lane. As standard practice, each value in the state space is normalized
between 0 and 1.

Measures To evaluate the performance of different methods in the environment, I selected several key metrics
from the simulator to characterize the state of the environment. The most important metrics include the CO2,
CO, fuel consumption, total delay, and the currently standing vehicles. Note: the simulator calculates the
CO2 emissions from the fuel consumption; thus, only one is meaningful. Additionally, to accent the SF-based
method adaptivity, I monitor the total waiting time of the emitted PV (tprio).

From these metrics, I created a reward function where the components are the following: φ1, φ2, φ3, and φ4
are negative values of CO, fuel consumption, delay, and the standing vehicle count of each time step, respec-
tively and φ5 = −tprio. The resulting reward function for the rule-based and DQN agents is the sum of these
feature functions. For the SF agent, w = [1,1,1,1,1].

4.3.2 Agents

My method synergizes feature functions during both the evaluation and training phases, offering numerous
advantages. I have established baseline agents for comparative analysis to illustrate their capabilities fully.

Fixed time: The first baseline is a conventional time-based TSC, referred to as Fixed time. This method
involves periodic signal switching every 15 seconds, incorporating a 3-second red-yellow transition phase.

Classic: A more advanced TSC algorithm, provided by SUMO and denoted as Classic, optimizes traffic
flow by monitoring incoming traffic from a distance of 100 meters [77]. The decision-making process for
the next signal state aims to minimize overall delay, with a minimum signal duration set to 15 seconds for
consistency with other methods.

DQN: To benchmark against a general RL solution, I implemented a DQN agent [83]. This agent employs
a standard 2-layer MLP network to estimate the Q-values for each action. The 22-element state space vector is
used, and actions are selected based on an ε-greedy policy. The reward function for the DQN is the aggregate
of all components: rDQN(s,a) = ∑i φi.

SF base: The SF Base agent differs from the DQN in Q-value computation. Instead of direct MLP output,
the network predicts the SF values. With a preference vector w and ψi, the Q-values are calculated. Actions are
selected as described in Eq. (3.6), reflecting my method’s core. During training, rewards act as features (φi),
with one-hot vector preferences, leading to the development of five distinct policies. Each policy is optimized
for a specific objective, such as CO emission minimization or PV waiting time reduction. During the evaluation,
I adjust weval to weigh reward components according to current preferences, summarizing the knowledge from

Transitions 1 000 000 Learning policies 51

Model hidden size/feature 128, 64 Replay memory size 20 000
Initial learning rate α 0.001 (AdamW) Discount factor γ 0.9
Exploration factor ε 0.5 - 0.1 Activation layer ReLU

Table 4.1: Training parameters.

57



Figure 4.1: Comparison of Classic (orange), Fixed-time (yellow), DQN (green), and SF-based approaches (blue
and magenta).

all learned policies. Since each policy has an opinion about the best action, the best of all policies will be
selected. This approach aligns with findings from [90], ensuring performance is at least as good as the individual
policies.

Other SF versions: The SF Base agent is evaluated with weval = [1,1,1,1,1], making it comparable to
the DQN agent, which inherently learns on this combined reward. The SFprioritized agent, focusing solely
on the PV, employs weval = [0,0,0,0,1], while the SFNostop agent, aiming to minimize vehicle stops, uses
weval = [0,0,0,1,0]. Training parameters for these agents are detailed in Table 4.1.

4.4 Results

Uniform flow I conducted a comprehensive analysis involving two experiments. The initial experiment
centered on evaluating uniform traffic flow, comparing both rule-based and learning algorithms. The results
are visualized through boxplots in Fig. 4.1. Each evaluation is based on 1000 random episodes, identical to
each agent. These plots illustrate the agents’ performance in terms of CO emissions, fuel consumption, to-
tal delay, and the number of standing vehicles. The SF-based agent preferences are wbase = [1,1,1,1,1] and
wnostop = [0,0,0,1,0]

With the help of the boxplots, we can see the mean (green triangle) and the median (green line) of the
data. Meanwhile, the boxes show points between the lower and upper quartiles (Q1-Q3), and the whiskers on
top of the boxes are for the minimum and maximum ranges. Lower values and smaller boxes indicate better
performance.

In Fig. 4.1, the performance metrics are clearly presented. The Fixed time agent, controlling the intersection
signals on a timed schedule, predictably performs the worst across all metrics. This is followed by the Classic
agent, which, despite its explicit optimization for delay minimization, still falls short compared to the learning
based DQN and SF techniques. This is also not surprising and is backed by previous studies.

Notably, the SFbase agent and the DQN demonstrate comparable results in CO emissions and fuel con-
sumption, which is significant considering that the SFbase agent was not explicitly trained to optimize these
metrics under the evaluation preference vector weval = [1,1,1,1,1]. However, when it comes to reducing total
delay, the SF agents demonstrate a clearer advantage, significantly lowering the average delay minutes across
the network. One must note that the SFno_stop agent, designed to minimize vehicle halts, performs remarkably
close to the SFbase, despite its different focus. The reason lies in my method: the ability to combine policy
predictions effectively with the evaluation preference vector weval. Each policy provides its SF prediction, and
when combined through weval, they collectively contribute to determining the optimal action. Furthermore, π4
knows how to minimize the halting, but in situations when the scene is ideal for π4, the others can contribute to
the decision as Eq. (3.6) suggests.

Table 4.2 presents a numerical breakdown of these findings, comparing each agent’s performance to the
Fixed time baseline and displays the decrease in percentage. The DQN agent seems as the most efficient
in terms of fuel consumption, closely followed by the SF agents. However, the SF methods show a clearer
advantage in other metrics like total delay and standing vehicles. Additionally, the table reveals that the SF
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Agent
tprio CO emission Fuel Consumption Standing vehicles Total delay

% min % kg/h % l/h % - % min
Fixed Time 100 0.51 100 0.84 100 1339.2 100 29.8 100 5.19
Classic 81.3 0.41 97.6 0.82 99.8 1336.8 94.7 28.2 94.8 4.92
DQN 63.8 0.32 94.0 0.79 90.7 1214.7 95.9 28.6 95.3 4.95
SFbase 24.7 0.12 89.2 0.75 92.3 1236.0 73.0 21.7 48.7 2.53
SFno_stop 26.9 0.13 88.1 0.74 91.5 1225.6 70.2 20.9 39.7 2.06

Table 4.2: Comparison of the performance between the different solutions in case of uniform flows.

methods enable prioritized vehicles to pass through intersections approximately four times faster on average
than the baselines, highlighting the efficacy of the SF approach in managing uniform traffic flows.

Asymmetric flow In my second experiment, I explored the impact of asymmetric traffic flows on the different
TSC agents across 1000 scenarios. Asymmetric flow means that one direction, either east-west or north-south,
experiences significantly higher traffic volume. Fig. 4.2 and Table 4.3 reveal the comparative performances of
these agents.

The Fixed-time agent, operating on a static schedule, unsurprisingly struggled the most under these condi-
tions. Its inability to adapt to varying traffic volumes led to the poorest performance across all metrics. This
result aligns with expectations and confirms that equal signal switching under uneven traffic loads is inefficient.
The Classic agent, while more advanced than Fixed-time, still had limitations in handling uneven traffic flows.
However, it showed improvement in minimizing CO emissions, fuel consumption, and total delay compared
to the Fixed-time method. The DQN agent, optimized primarily for fuel consumption, exhibited significant
challenges in managing the number of standing vehicles. Its performance, although better than Fixed-time and
Classic, revealed weaknesses in adapting to asymmetric traffic conditions.

Agent
tprio CO emission Fuel Consumption Standing vehicles Total delay

% min % kg/h % l/h % - % min
Fixed Time 100 150.1 100 2.1 100 2595.1 100 173.6 100 460.3
Classic 0.4 0.69 53.3 1.12 60.1 1561.7 28.8 49.9 4.9 22.4
DQN 1.2 1.8 57.6 1.21 59.8 1554.4 46.1 80.0 12.5 57.7
SFbase 0.1 0.18 52.8 1.11 61.5 1597.8 20.6 35.7 2.2 10.3
SFno_stop 0.1 0.23 63,8 1.34 75.6 1963.7 23.9 41.5 1.9 9.1

Table 4.3: Comparison of the performance between the different solutions in case of asymmetric flows.

My SFbase agent demonstrated the best overall performance in almost all metrics except fuel consumption.
It managed to keep the waiting time for prioritized vehicles tprio minimal, indicating efficient optimization in
scenarios with PV presence. This agent’s adaptability was particularly notable in the face of long queues, as it
effectively cleared the path when a PV entered the scene, despite some trade-offs in other metrics. The SFno_stop

Figure 4.2: Comparison of Classic (orange), Fixed-time (yellow), DQN (green), and SF-based approaches (blue
and magenta).
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agent achieved the least variance and mean in standing vehicles, highlighting its focus on minimizing vehicle
halts. However, this focus led to compromises in other metrics, such as CO emissions and fuel consumption.
Overall, the data indicates that my SFbase agent provides a balanced and effective approach to managing asym-
metric traffic flows. It excels in adaptively handling PVs, thus optimizing the traffic flow more efficiently than
the other agents, as shown in Table 4.3.

Prioritized Vehicles Fig. 4.3 provides a visualization of how specific metrics are affected when prioritizing
vehicle waiting time minimization, specifically under the π5 policy of the SF method. Using the same set of
weights as SFbase, SFprioritized has the preference vector wprio = [0,0,0,0,1], concentrating only on the mini-
mization of the reward for tprio. SFprioritized = π5 policy is thus exclusively dedicated to reducing the waiting
time of prioritized vehicles. Although prioritizing tprio leads to significant increases in total delay and fuel
consumption in both uniform and asymmetric traffic scenarios, it is noteworthy that the SFprioritized approach
successfully achieves a tprio value of zero. Particularly in scenarios with uneven traffic loads, the SFprioritized
method surpasses the baseline, demonstrating its effectiveness in handling PVs. This outcome suggests that my
approach, with its adaptive preferences, can efficiently manage traffic flow to favor PVs when necessary while
optimizing for lower network emissions. All it takes is to set the preference vector, and the same trained agent
performs completely differently to obey the current requirements.

A key advantage of using SF values to estimate the Q values is the flexibility it provides in setting TSC pref-
erences adaptively. By altering the weval, I can dynamically adjust to the most suitable traffic control strategy
for the given intersection conditions. This adaptability is a significant advancement over traditional methods.
Furthermore, my method does not require additional sensors beyond loop detectors. The location of PVs can
be determined through GPS and communicated to the traffic control system via the Internet, simplifying the
integration of this approach into existing traffic management infrastructures.

Figure 4.3: Comparison of the different methods when a prioritized vehicle exists. Top row: metrics for uniform
traffic. Bottom row: metrics for asymmetric flows.
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4.5 Conclusion

In summary, my work emphasizes the adaptivity of my method, which uses SFs for TSC optimization. By
introducing reward components or features into TSC, one can design multi-objective RL that can be used to train
agents for various target tasks. To my knowledge, this is the first application of SFs in TSC optimization, and
my results demonstrate their advanced performance compared to traditional baselines. A significant advantage
of my approach lies in its ability to modify the behavior of a trained agent simply by adjusting the preference
weight vector w. This flexibility allows us to shift priorities seamlessly among different objectives, such as
reducing queue lengths or minimizing CO emissions, without compromising overall performance. Also, it
makes the alteration of a trained agent’s behavior within the range of the SF combinations possible.

My method has been tested across various scenarios, consistently outperforming existing algorithms in op-
timizing single 4-way intersections. Moreover, this SF-based solution exhibits the capacity to adapt to new and
customized preferences without requiring the need to retrain the agent. A unique application of my approach is
its efficacy in promoting the movement of prioritized vehicles, such as public transport or emergency services,
by granting them priority and free way as needed.

Looking ahead, I aim to expand my methodology to more complex networks, including multiple inter-
connected intersections. An exciting direction for future research is investigating the objective preferences of
individual networks, which poses significant challenges but also has high potential. Additionally, I intend to
evolve my method further to distinguish different traffic scenarios autonomously and adjust preferences accord-
ingly.

In essence, my research contributes a powerful machine learning-based tool for traffic optimization at in-
tersections, offering promising prospects for implementation in real-world traffic management systems.

Practical implications and real world impact

The SF-based traffic control approach demonstrates clear advantages in real-world deployability through mea-
surable improvements across key traffic metrics. In uniform flow scenarios, the SFbase agent reduced total delay
by over 50 % (2.53 min vs. 5.19 min) and cut the number of standing vehicles by nearly 30% compared to
traditional DQN methods. Its variant, SFnostop, went even further, achieving a 60 % reduction in total delay and
the lowest average in vehicle halts, making it ideal for minimizing start-stop inefficiencies in urban networks.
Under asymmetric traffic conditions, where most agents failed to adapt effectively, SFbase still maintained a total
delay of just 10.3 min, nearly 95 % less than Fixed-time (460.3 min) and over 80 % lower than DQN (57.7 min).
It also reduced standing vehicles by 80 % compared to Fixed-time and 56 % compared to DQN, showcasing its
robustness in unbalanced traffic. Importantly, the method’s flexibility allows dynamic prioritization of emer-
gency or public transport vehicles: by shifting the weight vector to prioritize tprio, the SFprioritized agent achieved
zero waiting time for prioritized vehicles — even in asymmetric scenarios — at the cost of a controlled increase
in fuel usage and delay. This behavioral adaptability, driven by preference vector tuning without retraining, en-
ables real-time adjustments in response to changing traffic policies or emergency demands, and requires only
existing loop detector infrastructure combined with GPS-based vehicle communication. These findings con-
firm the SF-based method’s concrete viability for next-generation traffic control systems that demand safety,
efficiency, and adaptability in dynamic urban settings.
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4.6 Thesis III.

I designed and trained a neural agent for traffic signal control at intersections. The agent is parameterizable
based on multiple criteria, and it realizes efficient control by adjusting the duration of predefined phases of the
intersection traffic lights based on the current preference setting. I applied the Successor Features method to
the traffic signal control domain. I showed how the rewards and objective function can be defined, enabling
adjustments to optimize the objective function based on changing preferences. I suggested a decomposition
of the traffic signal control objective function into elementary reward functions, which enables the usage of
the DFRL algorithm in this domain. I demonstrated the power of the algorithm through an example that
considers aspects such as emissions, fuel consumption, delays, traffic queues, and the prioritization of certain
vehicles. I tested my solution in a four-way traffic intersection, where the agent has to control the traffic lights to
achieve efficient traffic flow, minimal CO2 emissions, and minimal time loss for the participants. I highlighted
how adaptive behavior can be beneficial in the case of changing preferences for intersection control without
retraining or fine-tuning. I evaluated the agent using a prioritized vehicle that needed to exit the intersection as
soon as possible. I presented that my algorithm outperforms both the classic and smart controllers in terms of
all the monitored metrics, and I proved that using successor feature-based reward decomposition is beneficial
in the Traffic Signal Control domain.

Publications Related to the Thesis: [157]

4.6.1. 3. Tézis

Terveztem és betanítottam egy neurális ágenst közlekedési jelzőlámpák vezérlésére útkereszteződésekben. Az
ágens több szempont alapján paraméterezhető. Az optimális irányítás megvalósításához a kereszteződés for-
galmi lámpáinak előre definiált fázisainak hosszát módosítja az aktuális preferenciabeállítások alapján. A
Successor Features módszerét alkalmaztam a forgalomirányítási feladatra. Megmutattam, hogyan definiálható
a jutalom és a célfüggvény ebben a feladatban, úgy hogy az lehetővé tegye a célfüggvény optimalizálását változó
preferenciák szerint. A közlekedési lámpák vezérlési célfüggvényének elemi jutalomfüggvényekre való bontá-
sát javasoltam, amely lehetővé teszi a DFRL algoritmus alkalmazását ezen a területen is. A módszer előnyeit
olyan példán keresztül demonstráltam, amely figyelembe veszi a kibocsátásokat, az üzemanyag-fogyasztást, az
irányításból származó késéseket, a forgalmi torlódásokat, valamint bizonyos járművek prioritását is. A meg-
oldásomat egy négyágú kereszteződés szimulációján keresztül teszteltem, ahol az ágens célja az optimális for-
galmi áramlás, a minimális CO2-kibocsátás, valamint a közlekedők időveszteségének csökkentése. Kiemeltem,
hogy a betanult adaptív viselkedés megfelelően teljesít a kereszteződés preferenciáinak megváltozása esetén is,
anélkül, hogy újratanításra vagy finomhangolásra lenne szükség. Az értékelést egy olyan elsőbbséget érdem-
lő jármű példáján keresztül végeztem el, amelynek a lehető leggyorsabban kellett elhagynia a kereszteződést.
Bemutattam, hogy az algoritmusom minden vizsgált metrika mentén felülmúlja a vizsgált klasszikus és az in-
telligens vezérlőket, és bebizonyítottam, hogy a SF alapú jutalom dekompozíció hasznos a forgalomirányítás
területén.

A tézishez kapcsolódó publikációk: [157]
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Chapter 5

Curriculum Learning using Successor
Features

5.1 Introduction

As shown earlier, the environment’s reward function in certain domains comprises multiple components collec-
tively aggregated as a weighted sum. They can hinder the training if their goal is controversial. I showed two
applications in which the agent can learn the components individually and merge them to create more stable and
capable policies. However, a significant challenge emerges when certain components within a reward function
carry substantially greater weight than others. For instance, in autonomous driving, the reward may encompass
factors such as distance traveled, adherence to traffic regulations, collision avoidance, fuel efficiency, passenger
comfort, and other considerations. In such cases, the negative impact of a collision is orders of magnitude
higher than the positive reward for making progress. Typically, RL algorithms tasked with handling such im-
balances tend to converge toward policies that heavily favor the dominant components of the reward, often at
the expense of completely disregarding other crucial factors.

In the context of autonomous driving, consider algorithms that directly optimize a reward function that
endeavors to strike a balance between distance-driven and collision penalties (e.g., imposing a collision penalty
equivalent to the cumulative reward of 1,000,000 kilometers driven [158]). These algorithms often converge
toward a degenerate policy where the vehicle remains stationary to evade the substantial negative penalties
associated with collisions. Another example is a video game, where progress serves as the primary reward, but
smaller rewards are also gained from acquiring collectibles. Traditional RL algorithms may face challenges
in prioritizing the collection of these items, especially if they are challenging to obtain and are sparse, as
progressing through the game will dominate the reward.

To tackle the issue of learning from imbalanced rewards, I leverage the shown successor features and
introduce Preference-Vector Curriculum (PrefVeC), an approach that dynamically evolves the preferences
throughout the training process.

PrefVeC begins with weights that favor the least influential reward component, then iteratively boosts the
weights of dominant components, thereby guiding them toward convergence with the imbalanced weights of
the true reward function throughout training. This method enables the RL agents to undergo effective train-
ing, initially emphasizing the least impactful reward components while steadily optimizing their performance
against the true reward function.

The SFs framework facilitates curriculum learning through three key mechanisms:

1. Knowledge Transfer. SFs provide a natural avenue for transferring knowledge between policies corre-
sponding to different reward weights.

2. Adaptive Weight Adjustment. SFs provide an effective means of determining the next preference value
within the curriculum. This can be achieved by calculating a set of weights that would yield a spec-
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ified percentage of changes in actions, as derived from the current policy and computed based on the
experienced trajectories recorded in the buffer.

3. Policy Combination. SFs enable the integration of all policies learned throughout the curriculum into
a comprehensive policy that outperforms each individual policy, as opposed to merely selecting the last
trained policy. Policies learned using SFs can be evaluated with weights that differ from those used
during training. Consequently, the agent can assess all policies at each state using the true set of weights
and select the one with the best expected value.

I evaluate the effectiveness of the proposed approach across three domains: a basic GridWorld and two
driving scenarios. The evaluations demonstrate that PrefVeC learns policies that better avoid the pitfall of
optimizing for only one dominant reward component compared to baseline methods that directly optimize
imbalanced reward functions.

Related Work

5.1.1 Extension on Reward Decomposition and Successor Features

Reward decomposition has gained significant attention in the RL community, aiming to improve sample ef-
ficiency [65, 159], enhance explainability [160], and foster cooperation in multi-agent systems [161]. These
methods involve learning separate Q-values for each reward component and then combining them to select the
optimal action for each state. Typically, this combination is achieved by summing the Q-values for all reward
components across available actions and choosing the action that maximizes the cumulative sum.

For instance, [162, 163] decomposes the reward function into positive and negative components. The
approach involves learning Q-values independently for the positive (Q+) and negative (Q−) reward components.
During deployment, the agent uses a linear combination of these Q-values, weighted by a parameter w, as
follows: Qr(s,a) = w ·Q+(s,a)+ (1−w) ·Q−(s,a). This technique has demonstrated superior performance
over other reward decomposition methods and traditional Q-value-based RL methods. However, it does not
address scenarios with more than two reward components or imbalanced rewards.

Other key research directions include using mutual information techniques to learn reward decomposition
[100], extending successor features to accommodate reward functions that cannot be linearly decomposed [164,
165], bounding the performance of SF-based policies during task transfers [166], and using SFs for knowledge
transfer across environments with different dynamics [167, 168, 169, 170]. SFs have also been applied in
multi-agent systems to improve collaboration and coordination among agents [171, 172, 173]. While SF de-
composition can handle multiple reward components, it does not offer a solution for learning with imbalanced
rewards.

Imbalanced reward functions often arise when agent safety becomes the top priority, as safety is usually
considered far more important than other objectives. Gimelfarb et al. [174] introduced risk-aware successor
features to facilitate the transfer of safety-related insights between tasks. Unlike my approach, this method
encodes safety as the variance of rewards rather than incorporating it directly into the reward function. This
method specifically targets safety-related tasks by encouraging policies that minimize reward variance, making
it less applicable to more general cases of imbalanced reward functions.

5.1.2 Curriculum Learning in RL

In Curriculum Learning (CL) [175, 176], the goal is to design curricula tailored to a specific target task or
distribution of tasks for training an agent. The strategic use of such curricula can greatly improve the agent’s
performance compared to training directly on the target task or distribution.

In the RL field, CL provides flexible approaches for adjusting learning tasks and the order in which they are
presented to the agent [177]. Key strategies include breaking down complex tasks into simpler subtasks [178],
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prioritizing transitions for policy updates [58], controlling initial or goal states [179, 180], and modifying
reward functions or transition dynamics [181].

To the best of my knowledge, my work is the first to tackle the problem of learning with imbalanced reward
functions. Additionally, it is the first to employ reward decomposition and the successor features representation
to support curriculum learning.

5.2 Preference-Vector Curriculum (PrefVeC)

Most of the concepts were introduced in Section 3.2. So I use GPE and GPI as earlier, except the wi has
a significant change in scale and a curriculum defining the next wi for the next policy. In this chapter, I
consider an MDP,Mw = (S,A,T,D0,γ,Rw) in which the reward function Rw is expressed as a linear function
of a predefined set of features φ and a weight vector called its preference vector w, as defined in Eq. (3.3).
Additionally, I assume that the reward function exhibits an imbalance, where some indices i and j satisfy
wi >> w j, where wi and w j are respectively the i-th and j-th components in w. Note that this assumption also
implies that there is more than one component in the reward function. To tackle this imbalance, I leverage the
SFs formulation to construct a curriculum over preference vectors. This curriculum allows the agent to adapt
to the imbalanced reward function progressively.

I introduce a novel approach that harnesses the successor features representation to craft a series of n task
variations. These tasks are defined by a set of preference vectors, denoted as W = w1, . . . ,wn, which gradually
transition from an initial preference vector w1—accounting for only one reward component—to the final prefer-
ence vector wn, aligning with the true imbalanced reward function. I term this approach the Preference-Vector
Curriculum, or simply PrefVeC. Formally, given a target taskMt = (S,A,T,D0,γ,Rwt ), PrefVeC operates
on a set of source tasks M=M1, . . . ,Mn, corresponding to the set of preference vectors W . PrefVeC learns
a policy for each task and utilizes GPE (as in Eq. (3.4)) to integrate them into a unified policy for the target
task.

I present and investigate two variants of PrefVeC: PrefVeCS and PrefVeCD. PrefVeCS employs a
predefined static curriculum, while PrefVeCD dynamically constructs the set of preference vectors W based
on information gathered from the previous task in the sequence.

5.2.1 Static Curriculum

In the context of PrefVeCS, the entire set of preference vectors W is generated prior to the commencement
of training, a process facilitated by a predetermined Curriculum. Let wT = [w1

T , . . . ,w
d
T ] denote the preference

vector for target task T . For clarity, assume that w1
T , . . . ,w

d
T are ordered in ascending order based on their

magnitude (absolute value).
Within the PrefVeCS framework, users have the flexibility to manually design preference vectors for each

task, customizing them to align with the specific requirements of those tasks. The selection of preference vec-
tors that constitute the curriculum is informed by practical engineering considerations, such as scale variations
and the intended level of granularity for curriculum progression.

While any curriculum is theoretically valid, in the current experiments, I have chosen to explore curricula
in which the weight vectors are systematically incremented one component at a time in ascending order of
magnitude until they ultimately converge to the target preference vectors. This specific type of curriculum is
termed as Incremental Magnitude Curriculum (IMC). In the IMC approach, the initial task,M1 is associated
with a preference vector in which the first component possesses the lowest magnitude and the subsequent
components are set to zero: w1 = [w1

i ,0, . . . ,0]. Subsequently, each reward weight is incrementally scaled
towards its true value over the span of multiple tasks until it converges to the target preference vector. Within
PrefVeCS, the rate at which each reward component converges to its target value is predetermined by the user.
For instance, if wT = [1,−20,50], a valid IMC progression could be represented by the following sequence of
tasks: [[1,0,0], [1,−5,0], [1,−15,0], [1,−20,0], [1,−20,10], [1,−20,30], [1,−20,50]], where each task receives
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an equal portion of the training budget. It is worth noting that when two or more components, denoted as w j,
share the same magnitude, they are adjusted simultaneously in this IMC approach.

5.2.2 Dynamic Curriculum

Similar to PrefVeCS, the dynamic curriculum PrefVeCD also generates an Incremental Multi-Component
(IMC) approach by progressively introducing the various reward components based on their magnitudes. How-
ever, unlike PrefVeCS, the rate at which the weight of each component increases is not predetermined.

The use of the SFs representation enables the selection of the next preference vector (task) by evaluating
the difference in optimal actions for each state. The idea is to select the next task with minimal variation from
the previous one, ensuring that the optimal actions differ just enough to foster significant progress towards the
target task while maintaining a smooth curriculum.

Formally, let πi represent the policy for the ith task (with preference vector wi). Given a discrepancy thresh-
old ρ , the goal is to find the subsequent preference vector wi+1 such that it meets the following discrepancy
criterion:

Prs∼Dπi (Mi)(argmax
a∈A

Qwi+1
πi (s,a) ̸= argmax

a∈A
Qwi

πi (s,a)) = ρ (5.1)

where the probability pertains to the distribution of states, contingent on the initial state distribution D0 and the
transition function T inMi, as well as the policy πi. Using Eq. (3.4), we can rewrite Eq. (5.1) as follows,

Prs∼Dπi (Mi)(argmax
a∈A

ψ
πi(s,a)⊤wi+1 ̸= argmax

a∈A
ψ

πi(s,a)⊤wi) = ρ (5.2)

Assuming only the preference of the j-th reward components differs between consecutive tasks, with the
j-th reward components’ magnitude increased by some value δ , we can establish a relationship between
ψπi(s,a)⊤wi+1 and ψπi(s,a)⊤wi as follows:

ψ
πi(s,a)⊤wi+1 =

d

∑
k=1

ψ
πi(s,a)kwk

i+1

=
d

∑
k=1

ψ
πi(s,a)kwk

i +ψ
πi(s,a) j

δ

= ψ
πi(s,a)⊤wi +ψ

πi(s,a) j
δ (5.3)

Given a state s, let ao = argmaxψπi(s,a)⊤wi denote the optimal action w.r.t. ψπi and wi. A discrepancy in the
optimal action w.r.t. wi and wi+1 would occur if, for some action a′ ̸= ao, ψπi(s,a′)⊤wi+1 > ψπi(s,ao)

⊤wi+1.
Based on Eq. (5.3), this happens when:

ψ
πi(s,a′)⊤wi +ψ

πi(s,a′) j
δ > ψ

πi(s,ao)
⊤wi +ψ

πi(s,ao)
j
δ

Consequently, by isolating δ , one can compute the minimal amount, denoted as δ ∗s , by which the preference of
the j-th reward component needs to be incremented so that some action a′ becomes better than ao:

δ
∗
s > min

a′ ̸=ao

ψπi(s,ao)
⊤wi−ψπi(s,a′)⊤wi

ψπi(s,a′) j−ψπi(s,ao) j (5.4)

Eq. (5.4) bounds the minimal adjustment to the preference of the j-th reward component necessary to
change the optimal policy w.r.t. a specific state s. That is, choosing δ ≥ δ ∗s ensures that argmax

a∈A
ψπi(s,a)⊤wi+1 ̸=

argmax
a∈A

ψπi(s,a)⊤wi. Consequently, in order to satisfy Eq. (5.2), we need to choose a value δ so that the op-

timal action would change with probability ρ when states are sampled from Dπ(Mi). Formally, it is required
that Prs∼Dπi (Mi)(δ ≥ δ ∗s ) = ρ . Since this equation cannot be directly computed w.r.t. all states and actions in
the state and action spaces, I aim to approximate δ based on the trajectories experienced by the agent. It can be
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achieved by sampling N states from the replay buffer and computing the right-hand side of Eq. (5.4), denoted
as Minδ ∗s , for each sampled state s (excluding cases where the denominator is zero). Then, we sort the sampled
states in ascending order based on their Minδ ∗s values, resulting in a list L = [Minδ ∗s1

, . . . ,Minδ ∗sN
]. Finally, we

choose δ = L[⌈ρ ·N⌉]+ε . L[⌈ρ ·N⌉] is the expected value of the right-hand side of Eq. (5.4) at the ρ percentile
of the samples, and epsilon is a small value (I used 1e− 3) that serves to ensure that the inequality is upheld.
If w j

i+1 +δ > w j
T , i.e., the weight is pushed beyond the desired target weight, I set w j

i+1 = w j
T , and move to the

next reward component, j+1.

Implementing PrefVeC

The PrefVeC approach applies to various RL algorithms. In my implementation (available on GitHub), I
extend the well-known DQN algorithm [83]. DQN employs a deep neural network to approximate the Q-value
for each possible action in a given state. In contrast, the models used by the PrefVeC variants approximate
the successor-feature values (ψ) for each state-action pair. Similar to DQN, I use a two-network structure: a
main network with trainable parameters θ and a target network ζ . Training involves minimizing the temporal
difference error (TD-error) between these networks and θ values are copied to ζ periodically. Both PrefVeCS
and PrefVeCD employ separate identical models for each task in M. Training takes place sequentially on
the tasks, with each task receiving a fraction of the training budget equal to 1

n . The trajectories gathered
during training are stored in a modified version of the Prioritized Experience Replay buffer (PER) [58]. PER
is employed for non-uniform sampling of trajectories to train the model. It prioritizes transitions based on the
magnitude of their temporal difference (TD) error, which quantifies the difference between the predicted and
target Q values. Given a stored transition τ = (st ,at ,st+1,r), the TD error yields:

TD_error(τ) = |(r+max
a′

Q(st+1,a′;ζ ) j)−Q(st ,at ;θ) j)| (5.5)

where Q(·;θ), Q(·;ζ ) are the main and target Q-values.
In the current context, the TD error is defined w.r.t. SFs rather than Q-values. A natural adaptation of

Eq. (5.5) to SFs is to represent the rewards and Q-values in terms of φ ,w, and ψ , in accordance to Eq. (3.3)
and Eq. (3.4). Given a stored transition τ = (st ,at ,st+1,φ , i), collected on the i-th task in the curriculum, the
adapted TD-error is expressed as:

TD_error(τ) = ∑
j

(∣∣∣∣((φ j +max
a′

ψ(st+1,a′;ζi)
j)−ψ(st ,at ;θi)

j) ·w j
i

∣∣∣∣) (5.6)

Here, ψ(st ,at ;θi) is the prediction of the i-th task main model on the state st and the action at and
ψ(st+1,a′;ζi) is the prediction of the i-th task target model on the state st+1 and the action a′. This adapta-
tion ensures the preservation of the significance of each component, as portrayed by the preference vector w.
To illustrate, consider the j-th reward component pertaining to collision occurrence as carrying a substantial
weight in w. In such a scenario, any discrepancies in ψ(·;θi)

j would be given higher priority compared to
similar, or even more pronounced, errors in less critical reward components. Another possibility is to ignore
the weight when assigning preferences to transitions, and only consider the error in the prediction:

TD_error(τ) = ∑
j

(∣∣∣∣((φ j +max
a′

ψ(st+1,a′;ζi)
j)−ψ(st ,at ;θi)

j)

∣∣∣∣) (5.7)

I use Eq. (5.6) to adjust the sample priorities within PER. This variant is denoted as wPER. In the subsequent
section, I conduct an ablation study comparing wPER with the second PER variant, derived from Eq. (5.7),
as outlined. When transitioning to the next task in the sequence, I copy the network weights to initialize the
model, reset epsilon decay, and clear the replay buffer.

67

https://github.com/szkLaszlo/PrefVec.git


(a) Gridworld scenes (b) Intersection scene

(c) Merge scene

Figure 5.1: Example scenarios from each environment. a: The maps, with the red agent navigating to the blue
box; the path is painted green. b: The agent controls the green car, aiming to turn left. c: The agent is in control
of the blue car, with the objective of merging smoothly into heavy traffic.

5.3 Problem formulation

I conducted experiments across three environments to evaluate PrefVeC’s performance in scenarios with
highly imbalanced reward functions. The aim was to determine whether a curriculum-based approach could
enhance policy learning under significant reward imbalances. I compared the two PrefVeC variants with DQN
in increasingly complex environments. Additionally, my method was benchmarked against two modern RL al-
gorithms, PPO (Proximal Policy Optimization) [79] and SAC (Soft Actor-Critic) [59], using implementations
from the RLLib framework [182]. The comparison was further extended to include two well-established safe
RL algorithms, CPO (Contrastive Policy Optimization) [183] and P3O (Policy-on-Policy-off Policy Optimiza-
tion) [184], utilizing their implementations from the OmniSafe framework [185].

5.3.1 Experimental Setting

Environments I evaluated PrefVeC in the following three simulated environments, repeating each experi-
ment three times with varying seeds.

GridWorld The environment consists of a 10x10 grid with a fixed goal position, as shown in Fig. 5.1a, where
each grid cell is either designated as safe (green) or unsafe (white). In each instance, the agent (red) starts at
a random safe location and must reach the goal (blue) without entering the unsafe region. This straightfor-
ward environment is designed to serve as a foundational test-bed for my hypothesis, intentionally avoiding the
complexities found in more intricate scenarios.

In each episode, the agent encounters one of two possible maps depicted in Fig. 5.1a. The agent perceives
the environment as a 10x10x3 image, where the three channels represent the agent’s location, the path, and the
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goal. The feature functions are defined as φ 1 = 1 for collisions, φ 2 = 1 for reaching the goal, and 0 otherwise.
The reward vector is set to wT = [−1000,1]. For PrefVeCS, the following predefined curriculum was used:
w1

i ∈ {0,−2,−50,−100,−500,−1000}, with w2
i = 1 for all tasks.

Intersection The intersection environment in my study is adapted from the publicly available highway-env
framework, with environment parameters based on previous research [186]. In this autonomous driving sce-
nario, illustrated in Fig. 5.1b, the EGO vehicle’s objective is to perform a left turn at an intersection while
interacting with 3 to 10 other agents in the environment.

I use a discrete action space, where the EGO vehicle can choose between slowing down, speeding up, or
maintaining its current speed. The agent observes the 15 nearest vehicles, including itself, with the information
provided for each vehicle, including x-y positions, velocities, and heading (represented by sine and cosine).

The feature functions for this environment are defined as follows: φ 1 = 1 if a collision occurs (and zero
otherwise), φ 2 is a scaled value between 0 and 1 representing the vehicle’s speed, and φ 3 = 1 if the EGO
vehicle successfully reaches its destination, and 0 otherwise. The preference vector is wT = [−1000,1,1]. For
PrefVeCS, the curriculum follows this preference vector: w1

i takes on values of 0, -2, -50, -100, -500, and
-1000 in sequence, while w2

i and w3
i remain set at 1 throughout the curriculum.

Merge In this environment (depicted in Fig. 5.1c), I chose to simulate a highway on-ramp merge scenario
using the SUMO simulator [77]. The EGO agent is randomly spawned on a single-lane on-ramp and tasked
with smoothly merging onto a highway, which may already have uncooperative agents present.

Similar to the intersection environment, the agents have access to a discrete action set, allowing them to
choose between slowing down, speeding up, or maintaining their current speed. The agent observes the relative
x-y position and speed of the nearest vehicle on each side, along with its own speed, the speed limit, and its
progress (expressed as a percentage of the road length). The EGO vehicle’s initial speed is randomly set within
a range that allows it to decelerate and come to a full stop before reaching the merge point if necessary.

The feature functions in this environment are defined as follows: φ 1 = 1 if a collision occurs (and zero
otherwise), and φ 2 is determined by the distance traveled, scaled by 0.001/m. The preference vector for the
target is set to wT = [−1000000,1], following the motivation provided in [158]. For the curriculum, PrefVeCS
introduces tasks with the following progression: w1

i takes on values of 0, -2, -50, -1000, -5000, and -1000000
sequentially, while w2

i = 1 remains constant across all tasks.

Hyperparametrs and Networks Architecture All algorithms use relatively simple 3-layer MLP models
with hidden layers of size 64-32-na (where na is the number of actions in the environment). DQN utilize a
Linear activation function for the final layer, while PrefVeCS and PrefVeCD use sigmoid for each ψ

πi
j .

In the intersection environment, a DQN implementation is used from Leurent and Mercat [186], and the
models used by PrefVeCS and PrefVeCD models are adapted to align with the architecture employed in
the DQN model. I employed the Adam optimizer with a learning rate of 0.001. I harnessed PER (wPER
for PrefVeCS and PrefVeCD) with a buffer size of 500,000 samples and a discount factor (γ) set to 0.99.
The total training budgets for each environment were 20,000 episodes for GridWorld, 90,000 for Intersection,
and 300,000 for Merge. In addition, I used a batch size of 128 and conducted 10 weight updates after each
episode. The target network weights were updated every 10 network updates to facilitate stable training. Lastly,
PrefVeCD used ρ = 0.1 in all of the experiments.
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Figure 5.2: Training plots on the different environments. Top: collision rates. Bottom: success rates.

5.4 Results

5.4.1 Algorithm performance

The experiment results are presented through plots for each environment. In these plots, the x-axis represents
the number of training episodes, while the y-axis captures two key aspects: the agent’s collision rate (first row)
and the percentage of task completion (second row). Solid lines depict the average performance across the three
runs, while the shaded area represents the standard deviation.

Gridworld The results for the Gridworld environment are presented in Fig. 5.2a. The results show that all
baselines struggle to cope with the imbalanced reward, ultimately learning a degenerate policy where the agent
almost always remains idle. The exception is PPO, in which the agent has a roughly 50% successful completion
rate after training. In stark contrast, the PrefVeC variants successfully learn to always solve the task thanks
to the utilization of a curriculum. PrefVeCS and PrefVeCD have the exact same collision rate (overlapping
in Fig. 5.2a) and a similar success rate. Notably, all agents manage to learn to— almost—completely avoid
collisions after ∼6000 episodes.

Intersection The results for the Intersection environment are reported in Fig. 5.2b. In this scenario, one can
observe trends akin to those in the GridWorld environment. With the baselines only rarely completing the
task, as they mostly learn to remain stationary or avoid entering the intersection. Conversely, both iterations
of the PrefVeC framework demonstrate great performance, achieving success rates close to 100% while
keeping collision rates relatively low and comparable to the other algorithms. Among the PrefVeC variants,
PrefVeCD outperforms PrefVeCS in success rate, whereas PrefVeCS displays a slightly lower collision
rate. Furthermore, it’s worth noting that the dynamic variant, PrefVeCD, demonstrates a higher degree of
stability in its performance improvement course throughout the training process when compared to PrefVeCS.
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5.4.2 Ablation Study and Analysis

Different Reward Weight Vectors In Fig. 5.2c, I conducted an ablation study on the Merge environment to
evaluate the impact of different weight vectors. To keep the evaluation manageable, I excluded baselines that
had shown poor performance in earlier tasks, focusing instead on DQN as a natural baseline and PrefVeCD,
the most successful variant from previous experiments.

For this experiment, I tested three different collision penalties: −100, −1k, and −1M. The results showed
that both algorithms had relatively similar success rates and collision outcomes for the −100 and −1k penal-
ties, while the −1M penalty led to lower success rates and fewer collisions, which was expected. Notably,
PrefVeCD consistently achieved significantly higher success rates with either comparable or lower collision
rates in both scenarios.

It’s worth mentioning that DQN managed to achieve non-zero rewards due to the initial speed of the EGO
vehicle. In a separate experiment (omitted for brevity) where I set the EGO vehicle’s initial speed to zero, DQN
could not complete the task, while PrefVeCD maintained a similar performance. The results also include
PrefVeCS with a collision penalty of −1M. PrefVeCS performed worse than PrefVeCD with the same
preference vector, showing a higher collision rate and a lower success rate.
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Figure 5.3: Training plots on the intersection environment for the ablation studies.

PER Modification Fig. 5.3 showcases an ablation study conducted within the interaction domain. This study
compares wPER, derived from Eq. (5.6), with PER that disregards the weighting of errors based on w, as derived
from Eq. (5.7). The findings underscore the importance of using w for the scaling of transitions. Notably,
PrefVeCD employing unweighted PER yields results akin to DQN concerning collision and success rates.
This outcome stems from the oversight of error weighting, in which relatively minor errors related to collisions
are deprioritized, thus impeding their inclusion in training samples, despite their significance. Consequently, the
models are updated during training without observing sufficient collisions, hampering the agent’s ability to learn
collision handling. This conjecture finds support in the right plot of Fig. 5.3, which illustrates the percentage
of collisions sampled in each training batch. While PrefVeCD employing PER scarcely encounters collisions
throughout training, its counterpart utilizing wPER observes a growing number of collisions, mirroring the
escalating importance of collisions within the preference vector for each task. Notably, the PER employed by
DQN, akin to wPER, inherently considers the importance of collisions when assigning preferences through the
utilization of Q-values.

The Importance of Curriculum This analysis compares PrefVeCD (with wPER) to other reward decom-
position approaches that do not use a curriculum. In particular, I compare PrefVeCD to FastRL [90] equipped
with wPER to provide a fair comparison. The results demonstrate a significant performance advantage of
PrefVeCD over FastRL, achieving markedly lower collision rates and substantially higher success rates. Fas-
tRL does not learn an overly conservative policy, it tries to proceed, but has collisions and some success through
the training. Thanks to the curriculum, PrefVeCD can learn a policy that cares about collision. It is visible

71



in the right plot, where we observe an increasing number of collision samples in the memory buffer as the
curriculum advances. Seeing many collisions, PrefVeCD can understand how to avoid them, thus its behavior
leads to more successful episodes, and almost no collisions. Importantly, FastRL closely resembles PrefVeC
when no curriculum is applied (i.e., training solely on the target task). Therefore, the substantial enhancement
in results can be attributed to the integration of curricula, introduced in my approach.

Resulting Curricula The curricula automatically generated by PrefVeCD exhibit variation across domains
and even within different runs of the same domain. Notably, the first task in each curriculum, by definition,
ignores collisions, while the last task utilizes the target reward vector, representing the full penalty for colli-
sions. In GridWorld, the resulting curriculum consistently comprised three tasks for all runs, with the collision
penalty of the second task ranging from −397 to −480. In the intersection domain, the curricula contained
between two and five tasks, with intermediate tasks focusing on low-collision penalties (ranging from −0.5 to
−60). Similarly, in the merge environment, curricula comprised between two and five tasks, with intermedi-
ate tasks emphasizing low-collision penalties (up to −2617 for the scenario with a target reward function of
−1M). Although I have not explicitly experimented with different ρ values, the performance difference be-
tween PrefVeCD and PrefVeCS suggests that the approach is relatively insensitive to varied ρ values. Both
PrefVeCD and PrefVeCS yield distinct curricula but maintain a significant performance advantage over the
baselines. It is important to note that having a dynamic curriculum relieves the user from handcrafting and
experimenting with manual scaling. It not only spares time and computation but yields an efficient learning
curve that arises naturally from training samples and random initialization.

5.5 Conclusion

In this line of research, I addressed the challenge of imbalanced reward environments by introducing PrefVeC,
a novel approach that integrates successor feature representation with curriculum learning. I first introduced
a straightforward version of PrefVeC, denoted as PrefVeCS, and later developed PrefVeCD, an enhanced
variant capable of dynamically constructing a curriculum. My implementation of PrefVeC builds upon the
DQN algorithm.

I conducted extensive empirical evaluations across three diverse environments, revealing that the standard
DQN struggles to adapt to imbalanced rewards, often leading to policies where the agent fails to make mean-
ingful progress. Similarly, other SOTA algorithms such as PPO and SAC fall short when measuring overall
performance. It is due to the challenges of reward design in case of imbalanced rewards and safety appli-
cations. Furthermore, the tested SOTA SafeRL algorithms (P3O and CPO), while mitigating all collisions,
also derive a degenerative policy and fail to solve the tasks at hand in the majority of cases. In contrast, the
PrefVeC variants demonstrated substantial enhancements in handling reward imbalances, both with and with-
out an expert-provided curriculum. Notably, the PrefVeC approach, while showing significant promise, does
have limitations. PrefVeC tackles reward imbalance by gradually considering reward components. Since
safety concerns are often associated with high penalties, they are often ignored by PrefVeC at the beginning
of the training process. This approach is appropriate when training is done using a simulator, but is less suit-
able for training in a physical environment. Consequently, synergizing PrefVeC with Sim2Real approaches
could enhance the transferability of policies trained in simulators to physical robots. Another limitation arises
in scenarios where taking no action at all represents the optimal strategy due to substantial reward imbalances.
In these cases, PrefVeC still biases learning towards non-degenerate policies, prioritizing the acquisition of
autonomous behaviors even at the potential expense of lower cumulative rewards. Additionally, there may be
cases in which learning an intermediate reward component interferes with learning a more significant one. For
example, this might happen when both components involve the termination of the episode. Addressing and
mitigating these limitations remains a subject for future research and investigation.
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Practical implications and real world impact

The empirical results from this research underscore the significant practical utility of the PrefVeC framework,
particularly its adaptive variant PrefVeCD, in solving real-world challenges characterized by extreme reward
imbalance and critical safety requirements. While conventional reinforcement learning algorithms like PPO,
DQN, and even dedicated SafeRL methods such as P3O and CPO, often lead to overly cautious or degenerate
policies — where agents fail to complete tasks or simply remain idle to avoid penalties — PrefVeCD con-
sistently achieved high task success rates without compromising safety. For instance, in the Gridworld and
Intersection environments, PrefVeCD demonstrated its ability to reach near 100 % task completion while vir-
tually eliminating collisions, a stark contrast to baselines that plateaued at significantly lower success rates (e.g.,
PPO at∼ 50% in Gridworld) and failed to prevent collision. This robust performance is critical for applications
such as autonomous forklifts in bustling warehouses, where even a small percentage reduction in collision rates
across a fleet can prevent dozens of accidents daily, leading to substantial savings in repair costs, operational
downtime, and enhanced worker safety. Furthermore, the resilience of PrefVeCD to extreme penalty settings,
as evidenced by its sustained over 90 % success rate with 30-60 % fewer collisions than DQN, even with a
-1M collision cost in the Merge environment, validates its applicability in highly risk-averse scenarios. The
method’s dynamic curriculum generation and insensitivity to initial conditions — such as a zero initial speed,
which completely disabled DQN — mean that complex, safety-critical tasks can be learned effectively without
tedious, expert-driven reward tuning, streamlining development for delivery drones navigating crowded urban
airspace or service robots operating near humans, ensuring productivity while minimizing collision risks. This
capability to automatically balance conflicting objectives is a crucial step towards deploying more reliable and
safer autonomous systems in complex, real-world environments.
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5.6 Thesis IV.

I developed a new reinforcement learning algorithm training method combining Successor Features and Cur-
riculum Learning called PrefVeC. The method is applicable in the case of imbalanced reward functions and
contradicting goals. I developed the ability to adaptively and automatically weight reward function compo-
nents of varying magnitudes during the learning process. This method enables the gradual prioritization of
critical rewards, ensuring their influence is reflected in the agent’s behavior. I proposed 2 types of the PrefVeC
algorithm to ensure adaptivity and minimize domain knowledge necessity in case of applying my method. I
tested my work in 3 different environments, where the safety awareness and acting capabilities were measured.
I compared the proposed training approach with state-of-the-art algorithms. I concluded that my solution im-
proves convergence for the learning agent, even with reward functions characterized by components of different
orders of magnitude. The PrefVeC agents are superior because they avoid trivial solutions (not doing anything)
and learn meaningful policies. I conducted ablation studies on the components of my proposed training method
and discussed their contribution to the overall performance of the algorithm.

Publications Related to the Thesis: [187]

5.6.1. 4. Tézis

Kifejlesztettem egy új megerősítéses tanulási algoritmus tanulási módszert, amely a Successor Features mód-
szerét és a Curriculum Learning metodológiáját kombinálja. Az algoritmus neve PrefVeC. A módszer alkal-
mazható olyan jutalomfüggvények esetén ahol az egyes komponensek eltérő nagyságrendben vannak vagy el-
lentmondásos célokat fogalmaznak meg. Képessé tettem az algoritmust arra, hogy adaptívan és automatikusan
súlyozza az eltérő nagyságrendű jutalomkomponenseket a tanulási folyamat során. Ez lehetővé teszi a kritiku-
san fontos jutalmak fokozatos növelését, biztosítva, hogy azok megfelelő hatást gyakoroljanak az ágens viselke-
désére. Kétféle PrefVeC algoritmust javasoltam, hogy biztosítsam az alkalmazkodóképességet, és csökkentsem
a szükséges szakterületi ismeret mennyiségét az alkalmazás során. A módszert három különböző környezetben
teszteltem, amelyekben a biztonság megtartását és a cselekvési képességeket mértem. Összehasonlítottam az
általam javasolt tanítási megközelítést a legkorszerűbb algoritmusokkal. Azt a következtetést vontam le, hogy
a megoldásom jobb konvergenciát biztosít a tanuló ágens számára, még akkor is, ha a jutalomfüggvény kü-
lönböző nagyságrendű komponensekből áll, vagy a célok egymásnak ellentmondó viselkedést indukálnának. A
PrefVeC algoritmus által tanult ágensek felülmúlják a többi vizsgált megoldást, hiszen elkerülik a triviális (nem
cselekvő) viselkedést, és értelmes policy-t sajátítanak el. A módszer több új komponensből tevődik össze, me-
lyek fontosságát külön-külön vizsgáltam, és megvitattam, hogy melyik elem hogyan járul hozzá az algoritmus
teljesítményéhez.

A tézishez kapcsolódó publikációk: [187]
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Chapter 6

Designing robust control policies

Throughout this dissertation, I have focused on efficient state-space design to facilitate generalization. Subse-
quently, the emphasis shifted toward reward design, which proved essential in training robust agents. It was
demonstrated that multi-objective training is a feasible approach for creating adaptive agents within the same
environment. Only the task varied, and the agents demonstrated sufficient performance using preference vec-
tors. In this final chapter, I approach adaptivity from a different perspective. A widely researched area in
reinforcement learning focuses on designing agents capable of adapting to changing environments and trans-
ferring knowledge across domains. Usually, an agent operates best in the same environmental settings in which
it is trained. However, in reality, no two robots are the same. No actuators have the exact same characteristics,
and it would be irrational to believe that an agent learning in simulation can exactly reproduce the same trajec-
tories on real hardware. Thus, it is essential to ensure the adaptivity of the policy or trained agent to similar but
not identical robots. Additionally, the goal is to create agents capable of transferring their knowledge to new
types of robots. This line of research seeks to develop adaptive agents capable of operating new robots without
the need for additional training.

6.1 Introduction

Over the recent decade, RL has become a widely-used technique for controlling complex systems due to its
ability to learn from experience and generalize to challenging tasks in a wide variety of environments, such
as automated vehicles [188], transport networks [189] and various robots [190, 191]. In contrast to traditional
control methods that rely on mathematical models of the system together with exact information about the
working conditions, RL enables agents to learn control policies directly from interaction with the environment
through reward signals. RL-based algorithms can iteratively optimize their actions to achieve the desired goals.
These make RL agents advantageous for solving intricate control problems like in the works of Guckiran et
al. [192] Xu et al. [193] Chopra et al.[194] or Gongsheng et al. [195]. This is particularly valuable in
complex systems where the underlying dynamics may be difficult to model accurately or where the system may
encounter unforeseen situations due to malfunctions or interruptions of general operation. In recent works, RL
has also been successfully applied to a broad range of control tasks, where traditional control techniques may
struggle due to the complexity or variability of the system [196, 197]. Furthermore, RL agents can learn to
optimize their actions to achieve specific objectives designed for a given task without knowing the underlying
dynamics or receiving any additional guidance besides the reward.

Agents often encounter challenges when deployed in real-world environments due to differences between
training (simulated) and deployment (real) domains. Such discrepancies, often due to variations in Markov
Decision Process dynamics, may result in suboptimal or malfunctioning behaviors when agents are exposed
to out-of-distribution scenarios. This challenge is particularly evident in simulation-to-reality deployments,
where real-world dynamics are often unpredictable and variable. For example, RL agents trained in simulated
environments frequently encounter challenges in performing safely and optimally when deployed in the real
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world due to the ’Sim2Real’ gap, which arises from mismatches in dynamics, sensor data, or physical properties
between the two settings [198]. Several approaches have been developed to mitigate these challenges and to
enhance RL agents’ adaptability to changing system dynamics. Policy adaptation techniques seek to bridge
this gap by enabling agents to generalize effectively in the target domain, thereby enhancing performance and
robustness. Such approaches attempt to fine-tune or update the learned policy in the target domain based on a
limited number of interactions via, for example, further training. These iterative adaptation processes reduce
the discrepancy between the two domains, enabling RL agents to apply their learned behavior more effectively,
like in the work of Ranaweera et al. [199]. Additional methods encompass system identification, domain
randomization, model-based RL, domain adaptation, and robust control techniques.

• Model-Based RL: In this approach, agents are provided with a model of the environment to help establish
and update their policies, e.g., in the works of Polydoros et al. [200]. However, using the model for
planning and control can be computationally expensive, and the provided model may not accurately
capture the environment’s complex dynamics.

• System Identification: This method involves recognizing the current system dynamics and selecting an
appropriate pre-trained control policy. It helps the agent adjust to the actual physical properties observed
in the deployment environment [201, 202, 203]. In case of large domain mismatches, RL can also be
integrated with a conventional control approach-based system identification to optimize the performance
and fit the observed model behavior [204, 205]. Although these solutions show promising results, they
still operate based on several fine-tuning rollouts.

• Domain Randomization: By exposing the agent to a wide range of MDPs during training, this technique
aims to include the actual working environment within the training set, enhancing the agent’s ability to
generalize over these different transition functions and adapt to real-world conditions.

• Domain Adaptation: These techniques leverage knowledge from the source (training) domain to im-
prove policy performance in the target (deployment) domain. Training with diverse randomized dynam-
ics can enhance the adaptation capabilities, while task-specific generative models can facilitate quicker
exploration, as shown in the works of Arndt et al. [206], Vacaro et al. [207], and Kumar et al. [208].
Domain separation networks could also be applied, consisting of two encoder mechanisms to learn the
common and domain-specific properties [209]. On the other hand, domain classifiers can also estab-
lish domain-irrelevant features, which can later lead to policies being less dependent on the environment
[210]. However, these approaches require further sampling in the deployment domain.

• Robust Control: The robustness of RL-based control processes can also be improved by training with
a destabilizing adversary that applies disturbance forces to the system [211], via using worst-case un-
certainty to train continuous-time RL agents [212], through defining stability guarantees during training
[213] or with implementing an online policy iteration algorithm [214]. The main drawback of these stan-
dalone approaches is that they only consider robustness regarding the actual policy while ignoring the
possibility of significant model dynamic changes.

Overview The idea comes from real life. We, as humans, can learn how to drive any vehicle. If we master
the control of a given car, later, we can easily adapt and transfer our knowledge to a different type, be that a
change in size, powertrain, gearshift, or driving on the roadside. We can update our beliefs and correct our
control actions based on the observed behavior of the vehicle. Similarly, when an RL agent learns to drive, it
is important to differentiate between the learned policy and the act of controlling the robot, vehicle, or other
systems.

My research proposes combining Proximal Policy Optimization with a history-based adaptation module.
This novel approach is designed to assist the policy in real-time, addressing the challenges introduced by the
variability in system dynamics and the gaps between simulated training and real-world deployment.
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I introduce a simple adaptor module and propose to add a supervised loss to the original PPO algorithm
to guide the training process. The goal is to decouple the system dynamics from the learned behavior by
conditioning the policy input on the prediction of the environment dynamics. The proposed approach requires
no additional information; instead, learning to infer environmental conditions from the robot’s control history
via the adaptation module, similar to the work of Kumar et al. [208].

In my evaluation, I demonstrate the effectiveness and resilience of my agent’s policy in adapting to changing
MDPs by employing a goal-oriented, model-free RL task. In this task, a differential-driven robot (DDR) is
subjected to varying dynamics, testing the agent’s ability to manage DDRs with distinct physical characteristics.
This aims to showcase the system’s capability to navigate the parameter uncertainty inherent in real-world
DDRs. To validate the advancements, I conducted comparisons with leading RL-based control strategies. The
outcomes revealed that my approach not only outperforms traditional RL solutions but also leverages existing
information, and this method’s structure achieves promising results.

6.2 Adaptive control through Experience

RL framework My agents are developed within a Markov Decision Process, characterized by a four-element
tuple M ≡ ⟨S,A,PS,A,R⟩. In this setup, episodes unfold through a series of interactions where an RL agent
acts within the environment by choosing an action a ∈ A. This action leads to the observation of a new state
s ∈ S and the receipt of a reward r ∈ R for every timestep t ∈ {1,2,3,4, . . .}. The agent’s goal is to maximize
the sum of expected rewards over the course of these episodes.

Used algorithm Recent breakthroughs, including Trust Region Policy Optimization (TRPO) [78] and PPO
[79], have markedly enhanced the stability and efficacy of RL techniques. They achieve this by incorporating
constraints or surrogate objectives that limit excessive policy shifts during updates. PPO, in particular, has risen
to prominence by offering several improvements over traditional policy-based approaches. Notably, it exhibits
enhanced robustness against changes in hyperparameters and fosters a more consistent learning trajectory by
ensuring minimal deviation from the initial policy. Additionally, PPO addresses the exploration-exploitation
dilemma more efficiently by maximizing the utility of gathered data. It achieves greater sample efficiency
through repeated mini-batch updates across multiple epochs, thus optimizing the use of each data sample be-
yond a singular update. Despite its introduction in 2017, PPO continues to be a leading policy-based method
for tackling control challenges. Its capability to adeptly manage continuous and complex action spaces renders
it particularly effective for complex system control tasks, as recent work suggests [215, 216]. So, I have se-
lected Proximal Policy Optimization (PPO) as my primary algorithm, drawing on its advantages and positive
convergence properties. PPO ensures gradual policy updates through a surrogate objective function, avoiding
abrupt changes that could destabilize learning processes. Notably, I omit the entropy component from the PPO
loss function, so the used loss is shown below:

LPPO(θ) = LCLIP(θ)− c1 ·LKL(θ)− c2 ·LV F(θ) (6.1)

Here, LCLIP(θ) navigates the balance between policy enhancement and stability, LKL controls the divergence
between the new policy (πθ ) and the old policy (πold), and LV F aids in value function estimation, serving as a
reference for policy adjustments.

LCLIP(θ) = Êt
[
min

(
rt(θ)Ât ,clip(rt(θ),1− ε,1+ ε) Ât

)]
(6.2)

LKL(θ) = βKL[πold ,πθ ] (6.3)

LV F(θ) = MSE
(
Vθ (st),V

target
t

)
(6.4)

In these equations, Êt symbolizes the empirical expectation over trajectories collected, rt(θ) is the ratio of
importance sampling, and Ât represents the advantage estimate at time t. The parameter ε is a clipping limit
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that moderates policy update magnitude, while β is the KL divergence’s scaling factor, which is adjusted auto-
matically through iterations. MSE denotes the mean-squared error, and Vθ and V target are the value functions.

Utilizing the PPO loss function and iteratively refining the policy, PPO efficiently navigates the trade-
off between exploration and exploitation. This strategy leads to effective learning and progression toward an
optimized policy that maximizes expected cumulative rewards. The whole training pseudo-code of PPO is
given by Algorithm 6.1.

Algorithm 6.1 Proximal Policy Optimization (PPO)

1: Initialize policy parameters θ , value function parameters φ .
2: for iteration = 1,2, . . . do
3: Collect set of trajectories D = {τi} by running policy πθ in the environment.
4: Compute rewards-to-go R̂t .
5: Compute advantage estimates Ât (typically using Generalized Advantage Estimation, GAE).
6: for epoch = 1,2, . . . ,K do
7: for each trajectory τ ∈ D do
8: for each time step t of τ do
9: Update policy by maximizing PPO-Clip objective:

10: θ ← θ +α∇θ min
(

πθ (at |st)
πθold (at |st)

Ât ,clip
(

πθ (at |st)
πθold (at |st)

,1− ε,1+ ε

)
Ât

)
11: Update value function parameters φ by regression on mean-squared error:
12: φ ← φ −β∇φ

(
R̂t −Vφ (st)

)2

13: Optionally, update θold← θ .

6.2.1 Proposed method

This section delineates the proposed method, focusing on how it extracts and utilizes information to achieve
refined control mechanisms.

In RL, training involves the agent’s capacity to learn the environment’s dynamics, typically represented
by the transition function. Traditional methods face challenges when system behaviors deviate, often leading
to decreased policy efficacy or outright failure when confronted with samples that diverge from the training
distribution. A pivotal aspect of my approach is that I propose detaching learned behaviors from specific system
dynamics. This advocates for a strategy where enhanced planning is achieved through supplementary modules,
akin to model-based RL. The key distinction of this model from the traditional model-based RL is that it does
not require an exact environmental model. Instead, it infers system dynamics from accumulated experiences.
Furthermore, it does not estimate transition functions but rather tries to capture meaningful information from
historical transitions and condition the policy on that.

I introduce a novel architecture incorporating a closed-loop feedback mechanism into the model-free pol-
icy, enabling dynamic adaptation to achieve specified tasks. Inspired by the work of Kumar et al. [208], my
model features an environmental encoder, Encθ

env, that processes inputs of environmental dynamic constants,
producing a latent representation, zenv. This encoded state, zenv, along with the current state of the environment
and agent, serves as the condition for the policy.

For a comprehensive definition of the state representation, refer to Section 6.3. To facilitate adaptation to
various dynamic environments, I also devise an adaptation module, Encθ

adapt , tasked with learning representa-
tions akin to those of Encθ

env, but derived purely from historical data. This module analyzes the state and action
values from the preceding 10 timesteps to generate an estimated zenv, denoted as ẑenv. The approach leverages
available simulator data during training to create a latent representation that can estimate identical features from
historical data. In this way, the method is suited to observe basic information, which is more realistic to obtain
in real-world robot deployment.
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Given the availability of the actual zenv during training, I employ a supervised loss function, as shown in
Eq. (6.5), to guide the adaptor’s training:

LSL(θ) = MSE(zenv, ẑenv) (6.5)

At inference, the adaptation module’s sole responsibility is to produce the ẑenv needed for policy execution.
The architecture of my proposed solution is illustrated in Fig. 6.1. During training, I allow the components with
the red bounding boxes to train and update their weights.

Training employs the PPO loss function, augmented by a supervised metric, resulting in a composite loss
function (Eq. (6.1) + Eq. (6.5)). It also distinguishes my proposed method, PPOSL, from the original PPO. I
anticipate that the integration of zenv will enable the policy to exhibit consistent performance across different
robotic platforms as the adaptation module identifies and reacts to varying dynamics. Concurrently, the feed-
back loop empowers the agent to adjust to real-time dynamic changes, obviating the need for additional tuning
or training.

Figure 6.1: Model architecture of the proposed approach

6.3 Problem formulation

This section clarifies the experimental setup and methodologies employed to validate the effectiveness of my
proposed adaptive control strategy for dynamic environments.

6.3.1 Model of a Differential-Driven Robot

I utilize a goal-oriented task within a differential-driven robot environment to test my hypothesis that augment-
ing traditional algorithms with adaptive modules enhances their capability to adjust to varying system dynamics.
DDRs, characterized by their two independently motorized wheels, allow for intricate movements and direc-
tional changes by varying the wheel speeds. I base the robot model on the Lagrangian dynamics, accounting
for rigid body motion to simulate the DDR’s movement with considerable accuracy. The theory can be found
in the work of Habat et al. [217]. I acknowledge two primary assumptions: the wheels exhibit no slippage, and
the robot body maintains symmetry. These assumptions are practical, considering the low likelihood of wheel
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slippage at minimal speeds and the commonality of symmetrical DDR designs. Additionally, I incorporate the
dynamics of electric motors, enabling control through applied voltages (V1 and V2) rather than torques.

Key parameters affecting the robot’s motion, alongside their ranges and impact on system behavior, are de-
tailed in Table 6.1. These parameters, pivotal for my study, introduce variability in robot dynamics, simulating
differences across domains by randomizing values within specified ranges during both training and inference
phases.

Variable parameter (cdyn) Range Effect on behavior
Width of robot body 0.15 - 1 [m] Medium
Dist(CoG., wheel_axle) 0 [m] Slight
Moments of inertia 0.35 - 10 [kgm2] High
Mass of the robot body 0.25 - 5 [kg] Medium
Radius of the wheels 0.1 - 0.2 [m] High
Thickness of wheels 0.05 - 0.1 [m] Low
Mass of the wheels 0.005 - 0.2 [kg] Slight
Coil resistance 0.02 - 0.2 [Ω] Medium
Coil inductance 0.005 - 0.05 [H] Medium
Motor constants 0.8 - 1.2 [Nm/

√
W ] High

Table 6.1: Variable dynamic parameters of the robot model

6.3.2 Experimental Setup

Task Definition The primary task for the agent involves guiding the DDR through a series of gates, mini-
mizing both position (epos) and heading errors (ehead) at the destination while also considering the length of
the traveled route and control input smoothness. The dynamic parameters (cdyn) vary with each episode, af-
fecting the inputs to Encenv and consequently zenv. Modifying one physical value greatly influences the robot’s
behavior, while their combined variation creates even more diverse scenarios. Therefore, controlling the DDR
becomes a non-trivial task, requiring the agent to employ distinct strategies based on the current dynamics.

Action and Observation Spaces The agent’s action space comprises nine discrete options, including various
forms of movement and rotation, facilitating comprehensive maneuvering capabilities. They are: going for-
ward/backward straight, turning left or right, turning backward left or right, turning left or right in one place,
and standing still.

Observations contain information regarding the target gate (sgate
t ), and it is relative to the agent to support

adaptation across different domains, and they can be obtained with real-world sensors. The robot’s current
motion state (smot

t ) is as follows: relative x and y coordinates, θ heading angle, φ1 and φ2 rotation angles of
the wheels, dx and dy velocities, dθ yaw rate, dφ1 and dφ2 angular velocities of the wheels, i1 and i2 motor
currents.

Additionally, for the training of Encθ
env and Encθ

adapt , I can extend the state space with cdyn. All state values
are normalized between -1 and 1.

Reward Function A reward function reflecting the desired task completion behavior is formulated as follows:

rsuccess = 1−min
((

epos

wgate
+

ehead

π/3
+

dtrav

2dmax

)
,1
)

(6.6)

where dtrav and dmax denote the traveled distance and its maximum allowable value, respectively. The
system permits a margin of error up to 0.05 meters and 10 degrees without penalties, whereas failures, such as
collisions with cones, moving out of the designated area, or exceeding allowable distances, result in r f ail =−1.
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(a) Mean of episode rewards during training (b) Mean of episode length during evaluation

Figure 6.2: Training results averaged over 10 seeds

Agents and Training I benchmark the enhanced PPO algorithm (PPOSL) against a standard PPO variant
with access to cdyn (PPOpriv) and a baseline PPO (PPOblind) in a dynamic setting without additional infor-
mation. PPOSL uniquely generates ẑenv during inference from historical state and action data, unlike PPOpriv,
which utilizes ground truth cdyn parameters, and PPOblind , which operates without knowledge of the simulation
parameters.

Training employs RLLib’s default PPO implementation [218], with adaptations in the loss function for
PPOSL to accommodate the environmental and adaptation encoders (Encθ

env and Encθ
adapt), only the input size

differs based on the above. Both encoders and the policy/value estimators utilize Multi-Layer Perceptrons with
ReLU activation. Encθ

env is structured as a 2-layer MLP, whereas Encθ
adapt incorporates an LSTM followed by

a feed-forward layer. Each training episode features a distinct set of cdyn, enriching the learning environment
for all agents. Training is conducted until agents reach a reward threshold of 0.98 or a maximum of 14 million
transitions.

6.4 Results

Training performance Following the experimental setup outlined in Section 6.3, the training outcomes for
each algorithm are illustrated in Fig. 6.2. Ten individual trials per agent were conducted to average their
performance while noting the standard deviations. As depicted in Fig. 6.2a, PPOSL demonstrates the quick-
est convergence to an acceptable level of performance, subsequently plateauing as training progresses. This
observation indicates that the addition of complexity to the model does not detract from its training efficacy.
Notably, PPOblind , despite lacking information on dynamic changes, achieves results comparable to its counter-
parts. This result suggests that the motion state of the robot provides sufficient information for task completion
with minimal performance decrement.

PPOSL exhibits the most consistent learning, evidenced by the lowest variability in its performance. This
consistency indicates that the modifications are robust to initial randomness and exploration variance. In con-
trast, both PPOpriv and PPOblind display higher fluctuations. According to Fig. 6.2b, PPOSL completes tasks
more efficiently, demanding fewer steps and thereby less time per episode. Despite a relatively slower training
pace, PPOSL develops a significantly more efficient policy, reducing episode length by approximately 10.3%.
This efficiency is indicative of a smoother, more stable control approach, as less precise strategies increase the
steps needed to finalize scenarios. PPOSL surpasses both other variants, although it does not have access to the
actual dynamics during evaluation, unlike PPOpriv. So, considering a similar training performance, PPOSL has
an advantage in evaluation mode, not requiring the actual dynamics, which in real use cases are hard to forge.

While Fig. 6.2 provides insights into training performance, further analysis with the top-performing agents
of the 10 seeds was conducted to accentuate my method’s advantageous features. These evaluations, executed
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without additional tuning or training, aim to showcase the real-time adaptability of my approach. Given the
considerable variations in the robot’s dynamic parameters across episodes (refer to Table 6.1), different control
strategies were needed to fulfill all the scenarios.

My agent successfully navigated all scenarios with varying dynamics by deducing environmental param-
eters from historical states and actions alone. PPOpriv, though equipped with ground truth dynamic values,
showcases performance parallel to mine, but such privileged information is often unattainable in real-world
applications. The methodology avoids the need for explicit dynamic details by leveraging the Encadapt mod-
ule to synthetically generate necessary insights from past interactions. This underscores PPOSL’s adaptability
to diverse dynamics without precise extra information. Although PPOblind operates without specific dynamic
information during inference, it is surpassed by my approach, emphasizing the effectiveness of my supervised
loss strategy in enhancing performance.

All episode metrics Successful episode metrics
Average Average Maximum

Success rate
[-]

Travelled
distance [m]

Reward
[-]

Position error
[m]

Angle error
[°]

Travelled
distance [m]

Extra distance
travelled [%]

Position error
[m]

Angle error
[°]

PPOblind 0.96 3.17 ± 0.72 0.84815 0.05984 6.33784 3.07 23.50 0.12336 34.87348
PPOpriv zero dynamics 0.66 2.88 ± 1.49 0.17249 0.04782 12.63748 3.39 39.17 0.11308 42.76856
PPOpriv average dynamics 0.86 3.40 ± 1.05 0.66468 0.06924 6.34404 3.03 22.69 0.19452 20.85220
PPOpriv GT dynamics 1.0 2.95 ± 0.36 0.94980 0.05219 5.25721 2.96 18.99 0.11721 53.34526
PPOSL (mine) 1.0 2.91 ± 0.38 0.94707 0.07070 5.17307 2.91 17.26 0.25357 15.60415

Table 6.2: Results of agents on 1000 random evaluation episodes

Inference performance Table 6.2 presents evaluation results of the different algorithms, namely PPOblind ,
PPOpriv zero dynamics, PPOpriv average dynamics, PPOpriv GT dynamics, and PPOSL. These algorithms are
evaluated based on various metrics for both successful and all episodes.

Evaluations of the highest-performing agents were conducted to further investigate their performance. The
focus was on highlighting the advantages of the PPOSL method. Notably, the dynamic parameters of the
robot varied significantly between scenarios, requiring different control strategies. The evaluations revealed
that PPOSL exhibited the expected favorable properties. It completed all scenarios by inferring environmental
parameters from previous states and actions without the need for ground truth values during inference. In
contrast, PPOpriv, which had access to ground truth values, demonstrated similar performance, but one must
note that this setup is not feasible due to the unattainable information. To examine the dependency of PPOpriv

on accurate dynamics, evaluations were conducted by providing average (PPOpriv average dynamics) or zeroed-
out (PPOpriv zero dynamics parameters instead of the ground truth values, thus simulating more feasible cases.
The results shown in Table 6.2 indicate a significant decrease in success rate and other metrics, such as traveled
distance, angle error, and position error, when inaccurate information was provided to the agents. This further
highlights the robustness of PPOSL in adapting to different dynamics without relying on precise knowledge.

Additionally, the analysis revealed an interesting observation regarding the performance in minimizing
errors. While PPOpriv focused on position error minimization from a reward perspective, PPOSL demonstrated
superior performance in minimizing angle error, suggesting a better understanding of the robot’s state of motion.
In terms of performance comparison, despite a slightly higher displacement error on average, PPOSL achieved
a maximum angle inaccuracy of approximately 15 degrees. The table contains the "successful only" episode
statistics as well. It underlines the goodness of the PPOSL algorithm, indicating that even considering the best
episodes of other agents, they still fell short in comparison.

In conclusion, the analysis strengthens that PPOSL algorithm can adapt to varying dynamics while main-
taining performance. It showcases the limitations of relying on ground truth values. The findings support the
effectiveness of PPOSL in real-time adaptation capabilities and its performance compared to the other evaluated
algorithms.
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6.5 Conclusion

In summary, this study significantly enhances traditional RL control strategies, augmenting their capability to
adaptively apply acquired knowledge across varying dynamic environments. The proposed method maintains
convergence efficacy and demonstrates robust performance in managing parameter uncertainties. It enables
decision-makers to utilize historical data for feedback, enabling adaptive behavior modulation of the system
without reliance on predefined information during inference phases. Empirical evidence indicates that the
proposed methodology significantly enhances control performance and robustness, effectively addressing the
challenges of transferring control policies to novel domains or vehicles with varying parameters. This strategy
is particularly promising for deployment in complex, dynamically changing systems where one policy can be
applied to control multiple similar but not the same robots.

Integrating a model-free algorithm with an encoder for system parameters and a history-informed adaptor
module, my approach facilitates the instantaneous adjustment of control policies in response to environmental
changes. The application of my solution to a differential-driven robot, characterized by its non-linear and
dynamic nature, corroborates its utility in guiding the robot to various targets amid constantly varying system
parameters. Through comparative assessments against leading RL algorithms, my method demonstrates not
only enhanced performance and resilience but also sustains similar convergence throughout the training phase.

The ability of the approach to dynamically adapt control policies to unfamiliar situations, including simulation-
to-reality transitions, accentuates its promise for domain adaptation. My results reveal traditional RL agents’
inherent challenges in uncharted scenarios and offer a viable solution to aid these obstacles, thereby improving
robustness, scalability, and generalization capabilities. Future research will aim to extend the application of
the methodology to diverse vehicular platforms, aiming for further breakthroughs in the autonomous control of
systems within dynamic settings.

Practical implications and real world impact

The proposed adaptive reinforcement learning method, PPOSL, offers a robust and practical solution for real-
world robotic control tasks characterized by dynamic variability and uncertain parameters. Achieving a 100%
task success rate and navigating with only 17.26% extra distance travelled — the lowest among all tested
agents—PPOSL matches the performance of idealized agents that rely on perfect system knowledge, which is
rarely accessible in practice. Unlike traditional methods that demand explicit dynamic modeling or retrain-
ing for each deployment, PPOSL generalizes effectively across previously unseen environments by leveraging
historical interaction data through its encoder-based latent adaptation module. This enables real-world applica-
tions such as warehouse automation, mobile delivery robots, and agricultural machinery to benefit from a single
policy that adapts on-the-fly to different system dynamics without additional fine-tuning. Notably, the method
ensures precise and stable motion, maintaining a maximum angular error of only 15.6 degrees, which is crucial
for tasks requiring accurate orientation, such as docking or inspection in cluttered environments. Moreover,
PPOSL reduces mission time by approximately 10.3% per episode, directly improving operational throughput
and energy efficiency. Its out-of-the-box adaptability significantly lowers deployment time and costs, making
it ideal for scalable fleet-level applications where hardware variability and parameter drift are common. In
essence, PPOSL bridges the gap between high-performance learning in simulation and robust, efficient control
in dynamic, real-world scenarios.
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6.6 Thesis V.

I hypothesized that disentangling the physical parameters of the controlled system from the task can improve
the adaptivity of RL agents. I developed a technique for managing dynamic parameter uncertainties in the case
of varying scenarios by creating adaptive policies. The designed adaptive structure is capable of controlling
systems with dynamic uncertainties using discrete control signals. It utilizes a neural encoder trained on his-
torical state transition data to represent the dynamics of the current controlled system in a latent space. The
additional information extracted from the historical transitions contributes to the agent’s performance. I proved
the performance gains in the environment of a differential-driven robot with a discrete action space, where I
trained an agent that realizes smooth control by estimating the dynamic parameters of the robot. The environ-
ment can be randomized to propose challenging scenarios for the trained agent. The created agent can adapt
using latent representations derived from historical transition data, thereby improving control quality in real-
time applications. Using historical data during training, I encompass meaningful information that can aid the
uncertainties raised by the new robot configurations. Thanks to my training methodology, the agent can solve
tasks and control robots with different dynamics. I compared the agent to conventional methods, and I showed
that both the control quality and final performance were better or on par with them. However, my solution is
out of the box and is applicable to new robot setups without the need for retraining or extra fine-tuning.

Publications Related to the Thesis: [219]

6.6.1. 5. Tézis

Kezdeti feltételezésem szerint a környezeti reprezentációban egy rendszer fizikai paramétereit és a megtanu-
landó feladat leíróját szétválasztva javíthatunk az RL-ágensek alkalmazkodó-képességén. Kifejlesztettem egy
technikát a dinamikai paraméterbizonytalanságok kezelésére változó szituációk esetén. Ezzel egy dinamikai bi-
zonytalansághoz alkalmazkodó policy-t hoztam létre. Az általam tervezett adaptív struktúra képes a dinamikai
bizonytalanságokkal rendelkező rendszerek irányítására diszkrét vezérlőjeleken keresztül. A módszer egy ne-
urális enkódert használ, amelyet az előző időpillanatokban megfigyelt állapotváltozások adatain tanítottam be.
Ez az enkódolás az irányított rendszer dinamikáját egy rejtett (látens) térben reprezentálja. A historikus állapot-
változásokból kinyert többletinformáció javítja az ágens teljesítményét. A teljesítményjavulást egy differenciál
meghajtású, diszkrét akciótérrel rendelkező robot környezetében bizonyítottam, ahol olyan ágenst tanítottam
be, amely képes egyenletes, sima trajektórián irányítani a robotot, annak dinamikai paramétereinek becslé-
sén keresztül. A tesztkörnyezet paramétereit véletlenszerűen lehet változtatni, így kihívást jelentő szcenáriókat
biztosít a betanított ágens számára. Az általam készített ágens képes alkalmazkodni a historikus állapotváltozá-
sokból kinyert látens reprezentációk segítségével, ezáltal javítva az irányítás minőségét valós alkalmazásokban.
A tanítás során historikus adatokat felhasználva értékes információhoz jut az ágens, amely segít a különböző
robotkonfigurációkból eredő bizonytalanságok kezelésében. A tanítási módszeremnek köszönhetően az ágens
képes különböző dinamikájú robotokat is irányítani. Összehasonlítottam az ágenst hagyományos irányítá-
si módszerekkel, és megmutattam, hogy az irányítási minőség és a végső teljesítmény is jobb, vagy legalább
egyenértékű a vizsgált módszerekével. Ugyanakkor az általam javasolt megoldás önállóan alkalmazható új
robot konfigurációkra is, újratanítás vagy további finomhangolás nélkül.

A tézishez kapcsolódó publikációk: [219]
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Chapter 7

Conclusions and Future Research

7.1 Summary of the Dissertation

This dissertation has systematically explored the potential of reinforcement learning to advance autonomous
vehicle control systems, focusing on several critical aspects of RL and its application in real-world scenarios.
The research addressed complex challenges such as environment representation, reward design, traffic manage-
ment, and the development of adaptable control policies. Overall, the dissertation presents a comprehensive
framework for leveraging RL to improve autonomous systems’ safety, efficiency, and adaptability, especially
in the context of autonomous vehicles and traffic control. The findings of this work lay a robust foundation for
addressing key challenges in these domains as the field moves toward real-world implementation.

Environment Representation A core aspect of this dissertation was the investigation of environmental rep-
resentations and their effect on RL agent performance. The research highlights that selecting appropriate envi-
ronment abstractions is crucial to achieving efficient and effective autonomous control. Various representations,
including structural, grid, image-based, and graph-based abstractions, were explored in relation to autonomous
navigation tasks. These findings suggest that no single representation fits all scenarios; instead, the choice
depends heavily on the specific application and task requirements. In the domain of highway driving, specific
architectures were proposed to optimize the use of sensory input, allowing RL agents to generalize better and
make decisions more efficiently in complex environments.

Reward Design Reward design emerged as a pivotal element in steering RL agents toward desired behaviors.
The dissertation emphasized the importance of carefully crafting reward functions to ensure optimal learning
outcomes. Effective reward structures can significantly influence agent performance by guiding learning in
the right direction. Furthermore, the research introduced reward decomposition as a valuable approach for
handling multi-objective tasks such as autonomous driving and traffic signal control. Breaking down rewards
into component parts makes it possible to manage conflicting objectives, such as balancing fuel efficiency with
traffic flow or safety, ultimately leading to more robust and adaptable RL agents.

Successor Features in Traffic Signal Control A significant contribution of this dissertation is the applica-
tion of successor features in traffic signal control. The research demonstrated how SF-based methods could
adapt dynamically to changes in traffic conditions, showing promise for reducing congestion and emissions and
improving traffic flow. Notably, these methods offer a key advantage: multi-objective adaptability. Unlike tra-
ditional RL approaches, which require extensive retraining or fine-tuning when task priorities shift, SF-based
methods allow for instantaneous preference changes, enabling the agent to adjust to new objectives without
additional training. This adaptability is essential for practical applications in dynamic environments like traffic
management.
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Handling Imbalanced Rewards with PrefVeC Building on the SF framework, this dissertation addressed
the challenge of imbalanced reward functions, which often lead to degenerate policies. For instance, in envi-
ronments like autonomous driving, safety-related penalties (e.g., collisions) can overshadow other objectives,
causing the agent to avoid taking any meaningful actions. To tackle this, the dissertation proposed a novel al-
gorithm—PrefVeC and its variants — which uses curriculum learning to progressively balance reward com-
ponents throughout training. The results showed that PrefVeC outperformed state-of-the-art RL algorithms
such as SAC, PPO, and SafeRL methods like P3O and CPO, especially in handling multi-objective tasks with
imbalanced rewards. This research offers a novel pathway for training RL agents in safety-critical applications,
providing a solid foundation for future explorations into safer, more reliable autonomous systems.

Robust Control Policies and Adaptability The research further explored adaptivity from a different angle,
focusing on the development of robust control policies that can operate effectively across varying environments
and system dynamics. Given the inherent differences between simulated environments and real-world settings,
such as differences in sensor precision and actuator behavior, adaptability and transferability become crucial.
This work proposed novel methods for adapting control policies to new environments or robots without re-
quiring additional training. A history-based adaptation mechanism was introduced, enabling policies to adjust
based on previously encountered conditions, thus improving real-world applicability. This approach, coupled
with the integration of feedback loops, helps bridge the gap between simulation and reality, enhancing the
practical viability of RL systems in dynamic settings.

Summary and Contributions In conclusion, this dissertation comprehensively addresses the essential com-
ponents required to apply RL in autonomous vehicles. From detailed investigations into environment repre-
sentation, reward design, and traffic control to the development of robust, adaptable control policies, the work
provides a holistic view of how RL can be effectively applied in real-world, safety-critical domains. The
research contributions include novel architectures for handling imbalanced rewards, innovative uses of succes-
sor features for adaptability, and strategies to ensure that RL agents can operate across diverse environments.
Hopefully, these findings will pave the way for future advancements in both autonomous vehicle technology
and traffic management systems.

7.2 Future Research Directions

While this dissertation has made significant strides in RL-based autonomous control systems, several promising
areas remain for future research. Key directions for extending this work include:

Advanced Reward Decomposition Future research can further investigate the decomposition of more com-
plex, non-linear reward functions, especially in highly multi-objective tasks like urban driving or drone nav-
igation. Exploring non-linear composing of successor features or employing mutual information techniques
to dynamically adjust reward weights could improve the performance of RL agents in even more complex
environments.

Multi-Agent Reinforcement Learning (MARL) in Traffic Systems Although this dissertation focused on
single-agent scenarios, future work could expand to multi-agent reinforcement learning for traffic signal con-
trol. In such systems, multiple RL agents could manage different intersections in a coordinated fashion, leading
to more efficient global traffic management. MARL techniques could also enhance collaboration and commu-
nication between autonomous vehicles and infrastructure.

Sim2Real Transfer and Real-World Deployment The proposed history-based adaptation mechanisms offer
a starting point for bridging the gap between simulated and real environments. Further research should focus
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on refining Sim2Real transfer techniques, potentially incorporating model-based RL approaches to improve
the transferability of learned policies. Experimenting with real-world autonomous driving systems and traffic
control infrastructure will be vital for validating the proposed methods.

Safe RL for Autonomous Systems As safety remains a top priority in autonomous systems, future research
could explore the integration of SafeRL techniques with successor features and curriculum learning. By fo-
cusing on explicitly modeling safety constraints during training, it may be possible to achieve more robust
and reliable control systems that can handle extreme edge cases, such as high-speed traffic or unexpected road
hazards.

Curriculum Learning in Complex Domains While this work demonstrated the power of curriculum learn-
ing in imbalanced reward environments, future research could explore how curriculum learning could be applied
to progressively more complex tasks. This could involve dynamically generating curricula based on real-time
performance data or creating curricula spanning multiple interrelated tasks in a single framework, such as lane
navigation, obstacle avoidance, and fuel optimization.
The research presented in this dissertation opens up several new avenues for exploring RL in real-world, safety-
critical domains. Future work can further advance the state of autonomous systems in practical applications by
continuing to build on the foundation of environment representation, reward design, and robust control policy
development.
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