
Novel monitoring methods for diagnostic

purposes in experimental medical and physical

measurements

Péter Somogyi

February 11, 2010



i

Supervisors: Balázs Benyó, BME (Budapest) and Clara Gaspar, Cern
(Geneva)



Contents

1 Introduction 1

2 Objective of the thesis 3
2.1 Research challenges . . . . . . . . . . . . . . . . . . . . . . . . 3
2.2 Methods used . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2.2.1 Histograms . . . . . . . . . . . . . . . . . . . . . . . . 4
2.2.2 Visualisation . . . . . . . . . . . . . . . . . . . . . . . 6
2.2.3 Pattern classification . . . . . . . . . . . . . . . . . . . 9

3 Measuring with the LHCb detectors 13
3.1 LHCb Detector . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.1.1 Tracking . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.1.2 Particle identification . . . . . . . . . . . . . . . . . . . 24
3.1.3 Trigger system . . . . . . . . . . . . . . . . . . . . . . 31
3.1.4 Online system . . . . . . . . . . . . . . . . . . . . . . . 35
3.1.5 Physics computing . . . . . . . . . . . . . . . . . . . . 37

3.2 Data taking . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
3.2.1 Operational model . . . . . . . . . . . . . . . . . . . . 39
3.2.2 Data quality monitoring . . . . . . . . . . . . . . . . . 40
3.2.3 Monitoring examples . . . . . . . . . . . . . . . . . . . 42

4 Histogram Presenter 44
4.1 Problem statement . . . . . . . . . . . . . . . . . . . . . . . . 44
4.2 State of the art . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4.2.1 LEP era . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.2.2 LHC era . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.3 Requirements . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
4.3.1 Data handling . . . . . . . . . . . . . . . . . . . . . . . 52
4.3.2 User taxonomy . . . . . . . . . . . . . . . . . . . . . . 52
4.3.3 High level histogram manipulation . . . . . . . . . . . 53
4.3.4 Operation modes . . . . . . . . . . . . . . . . . . . . . 54

ii



CONTENTS iii

4.3.5 Partitioning . . . . . . . . . . . . . . . . . . . . . . . . 55
4.3.6 Reliability and robustness . . . . . . . . . . . . . . . . 55
4.3.7 Scalability . . . . . . . . . . . . . . . . . . . . . . . . . 55

4.4 LHCb software tools . . . . . . . . . . . . . . . . . . . . . . . 56
4.4.1 Distributed Information Management (DIM) . . . . . 56
4.4.2 Gaudi Online Helper (Gaucho) . . . . . . . . . . . . 57
4.4.3 Histogram database . . . . . . . . . . . . . . . . . . . . 58
4.4.4 Histogram analysis library . . . . . . . . . . . . . . . . 59
4.4.5 Boost library . . . . . . . . . . . . . . . . . . . . . . . 59
4.4.6 Root . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

4.5 Design considerations . . . . . . . . . . . . . . . . . . . . . . . 60
4.6 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 64

4.6.1 Handling of different data types and sources . . . . . . 65
4.6.2 Support different types of users . . . . . . . . . . . . . 66
4.6.3 Histogram manipulation . . . . . . . . . . . . . . . . . 68
4.6.4 Different modes of operation . . . . . . . . . . . . . . . 69
4.6.5 Partitioning support . . . . . . . . . . . . . . . . . . . 71
4.6.6 Error reporting . . . . . . . . . . . . . . . . . . . . . . 72
4.6.7 Reliability and robustness . . . . . . . . . . . . . . . . 73
4.6.8 Scalability . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.6.9 Technical notes . . . . . . . . . . . . . . . . . . . . . . 75

4.7 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.8 Applications and further research . . . . . . . . . . . . . . . . 76

5 Physics detector diagnostics 80
5.1 Problem statement . . . . . . . . . . . . . . . . . . . . . . . . 80
5.2 Feature vector extraction algorithm . . . . . . . . . . . . . . . 80
5.3 Classification algorithm . . . . . . . . . . . . . . . . . . . . . . 82
5.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
5.5 Applications and further research . . . . . . . . . . . . . . . . 87

6 Physiological state diagnostics 92
6.1 Problem statement . . . . . . . . . . . . . . . . . . . . . . . . 92
6.2 Feature vector extraction algorithm . . . . . . . . . . . . . . . 95
6.3 Classification algorithm . . . . . . . . . . . . . . . . . . . . . . 96
6.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

6.4.1 Feature extraction via wavelet transformation . . . . . 97
6.4.2 Support vector machine classifier . . . . . . . . . . . . 99

6.5 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
6.6 Applications and further research . . . . . . . . . . . . . . . . 102



CONTENTS iv

7 Summary 103

A Email classification example 106

B Glossary 109

Bibliography 117



CONTENTS v



Chapter 1

Introduction

O
bservations on our physical world heavily rely on instruments and
tools. Our human sensory organs are routinely supported by techni-

cal devices, which have gradually evolved to form complex systems.
Different types of probes, sensors and detectors are being built and used in
large numbers, and often operated simultaneously in combination, adding to
the difficulties arising from simply scaling in numbers and size. Large and
complex data is streamed real-time during data acquisition, therefore tak-
ing measurement samples, triggering and filtering for values of interest from
noise and other background processes represent an increasingly challenging
task as the components scale. Pattern recognition techniques have become
widespread in finding physically meaningful objects and processes, such as
particle tracks and showers in high energy physics or physiological signals in
medical observations.

While obtaining and understanding measured data is the key to under-
standing physical processes in a scientific way, it is also important, that
the measurement itself is monitored to ensure, that the quality of the data
acquired is adequate for meaningful conclusions. Monitoring the measure-
ment and checking data quality adds a layer of complexity to our tool of
observation. Early detection and identification of failed sensors, detectors,
or anomalous processes are crucial, especially for diagnostics in medical con-
text, where it can literally mean difference between life and death. It is
therefore useful to employ classification techniques in system diagnostics.

Event recognition is best performed by humans, in which case user-
friendly tools are required to present information in a coherent way: visual
identification of unexpected patterns and anomalies is very effective, there-
fore an application allowing the full overview of a large detector at a glance
has still no substitute. Reproducing the efficiency of human brains is still im-
possible by pre-programmed machines, even with artificial intelligence tools

1



CHAPTER 1. INTRODUCTION 2

which are within reach using current computer technology. However, due
to the generally limited availability of manpower, automation is still useful.
Teaching a machine using supervised learning to recognise the difference be-
tween expected, normal events and anomalous phenomena is a plausible way
of processing immense data samples in a semi-controlled way. Automatic
pattern classification uses data directly from sensors. Then, data is prepared
by isolating objects, or characteristics of processes from background. These
isolated, abstract objects, i.e. segmented data, are used to generate charac-
teristic signatures by selecting the most descriptive properties of the objects
in question. Once this step of feature extraction is done, observations can
be readily compared using classification algorithms, in order to categorise
objects, or events as normal or anomalous. In supervised training, one can
attach labels to different types of events, identified classes, and can assign
characteristic signatures to these classes. The outcome of a classifier algo-
rithm can then be used in the post-processing phase, when a decision or
automated action can be taken based on the membership of an object in a
class. There are many known [1] data mining algorithms based on machine
learning applied to expert systems, but it still remains a challenge to extract
good feature vectors from data and to choose a performing algorithm in a
given domain.

While observing both biological and physical phenomena, there is a grow-
ing need to be able to process and to present larger and larger amounts of
experimental data in a meaningful and coherent way, in order to draw di-
agnostics and relevant conclusions. Therefore the main aim of this thesis
is to contribute to handling large data sets. The suggested methods were
developed in two different fields, but similar in terms of data acquisition and
analysis methods.



Chapter 2

Objective of the thesis

M
onitoring parameters and attributes of systems of a living organ-
ism or machinery is necessary in order to be able to detect and to

follow changes that can be indicative of degraded health or a de-
veloping failure. This becomes increasingly challenging for large and diverse
systems, as it is the case for detectors used in major high energy physics
experiments.

Currently there are few general purpose monitoring methods for process
diagnostic purposes. By far the most valuable assessment of data is visual
inspection, done by experienced professionals or by rotating operators on
shift. Therefore, first and foremost, every monitoring system should have
a user friendly interface which enables humans to browse data with ease.
However, checking for known or anticipated anomalies can be automated in
some cases. Machine assisted pattern recognition systems can help users
to automate diagnostics, especially for large scale systems. Fingerprints of
different types of states or events used for pattern recognition can also have
other uses, such as indexing data archives.

2.1 Research challenges

1. A Histogram Presenter is discussed and new approaches are tested,
which can lead to a graphical interface, helping people to monitor data
through visual observation. The proposed new methods address ver-
satility and scaling, while maintaining simplicity and ease of use. The
results are demonstrated by applying the solutions in the area of high
energy physics, for monitoring measurements done by the LHCb detec-
tors.

3
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2. A generalised histogram-based automatic event recognition method is
described, which uses supervised learning pattern recognition tech-
niques. It is built on simple graph theory for cluster-hit feature ex-
traction, and a support vector machine for classification. The chapter
illustrates the successful application of the method with an example
study related to the degradation of vacuum in a hybrid photo detector.

3. Finally, the problem of the automatic recognition of different cerebral
blood flow states is addressed. An attempt is made to distinguish
between normal blood flow and ones modified by drugs. An experiment
studying blood flow oscillations induced by consecutive administration
of two different drugs is presented as an application example.

The combination of visual monitoring with automatic pattern recognition
can help the user to monitor large systems producing vast amount of infor-
mation.

While the works related to the first two items were performed at Cern,
the last contribution was made at the Technical University of Budapest.

2.2 Methods used

Visual representation of information and data are highly domain specific.
They represent a wide field, which can hardly be generalised. Therefore in
this thesis, the only attempt made in this direction is the abstraction that any
data can be considered as a histogram1, be it one dimensional for counters
or three dimensional event views. Histograms can be classified using pattern
recognition or be plotted for visualisation.

Below is a brief overview of histograms used for feature extraction, fol-
lowed by the introduction to some of the visual and pattern classification
methods used, each illustrated with a motivational example.

2.2.1 Histograms

Data obtained from measurements allow for the empirical approximation of
probability density functions (pdf-s) of random variables that describe the
relative likelihood of this variable to occur at a given point in the observation
space. The integral of its density over a set gives the probability of the
random variable to fall within a given set. More formally, where ∆x interval
is chosen to be sufficiently small:

1The word histogram is derived from two Greek words: histos meaning “anything” set
upright, such as the mast of a ship, and gramma meaning record, writing or drawing.
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∫ x+∆x

x
f(t)dt = P (x ≤ ξ ≤ x+ ∆x) (2.1)

The interval in which the possible values of ξ can fall can be divided into
many smaller segments, each having the length of (equally 2) ∆x. By making
n observations, let kx be the number of values related to ξ, which fall below
x. We can draw a rectangle above the interval (x, x+ ∆x) with a height of:

kx+∆x − kx
n∆x

(2.2)

The sum of the area of these rectangles gives 1, satisfying definition.
Furthermore, the resulting number from 2.2 is the relative frequency of the
event x ≤ ξ ≤ x+ ∆x, divided by ∆x. By taking into account 2.1 with:

∫ x+∆x

x
f(t)dt ≈ f(x)∆x (2.3)

it can be considered as an approximative value of f(x). Therefore the
upper sides of such rectangles give a geometric image of a density function,
which can be looked at as an approximation of the exact f(x) density func-
tion. Such a plot is called a histogram.

A histogram in practical terms is therefore a mapping mi of counted
observations that generally fall into separate disjoint categories, called bins.
There is no “best” binning, since the corresponding different categorisations
reveal different aspects of the observations, therefore any histogram based
approach should make rebinning easy. If n is the total number of observations
and k the total number of bins, a histogram satisfies the following condition:

n =
k
∑

i=1

mi (2.4)

Histograms are most commonly used to graphically display tabulated fre-
quencies. They are most often plotted as bars, but can have many other rep-
resentations. Besides the classical one dimension, histograms are extendible
to two or more dimensions using several sets of bins.

Figure 2.1 shows a simple histogram example (adapted from Root), using
49 entries in the interval 85 . . . 135, with the upper sides of the rectangles
approximating an f(x) density function.

A less common type of histogram is when y is a single valued and unknown
approximate function of x. In this case, the mean value of y and its root mean

2Commonly assuming linear “quantization”, although it can be of other type too.
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Simple histogram example

Figure 2.1: Simple histogram example.

square can be displayed according to x. This type of histogram is called a
profile histogram.

Another possible way of interpreting two dimensional histograms is to
treat them as bitmaps, so they can be used as images, for example to visualise
event hitmaps in two dimensions.

Examples of histograms applied to different categories of problems in
high energy physics experiments can be found as illustrations throughout
Chapter 3, while the LHCb detector is being described.

2.2.2 Visualisation

Graphical representation is invaluable for monitoring purposes. Information
graphics or infographics is frequently used whenever complex information
needs to be presented quickly and clearly.

“Scientists need an alternative to numbers. The use of images is a techni-
cal reality nowadays and tomorrow it will be an essential requisite for knowl-
edge. The ability of scientists to visualize calculations and complex simula-
tions is absolutely essential to ensure the integrity of analyses, to promote
scrutiny in depth and to communicate the result of such scrutiny to oth-
ers. . . The purpose of scientific calculation is looking, not enumerating. It
is estimated that 50% of the brain’s neurons are associated with vision. Vi-
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sualization in a scientific calculation is aimed at putting this neurological
machinery to work.” [2]

The goal when creating a Histogram Presenter is to plot statistical data
graphically, in order to enable users to:

• Explore the content of the data set. This is known as Exploratory Data
Analysis (EDA). Graphical techniques that complement quantitative
analysis include histograms, scatter plots, box plots and block plots
etc.

• Characterise data and to find structure within.

• Verify hypothesis, ideas and models.

• Present and to communicate results obtained.

The objectives listed above can be achieved through information visuali-
sation, by providing means to handle:

• Space when representing physical data in multiple dimensions, and us-
ing ordering principles such as arranging items into trees, linking items
to form navigable networks.

• Interaction through dynamic functionality, to be able to do interactive
analysis, including the ability to manage seamless transitions between
representations.

• Time, often considered as a fourth dimension. Being able to go back
to what has happened in the past can be key to understand events
happening realtime in the present.

A good guiding principle for representing information has been sum-
marised by Edward Tufte: “The minimum we should hope for with any
display technology is that it should do no harm. [. . . ] What this means is
that we shouldn’t abbreviate the truth but rather get a new method of presen-
tation.”

Motivational example

An example of a distributed and scalable monitoring system with a visual
user application is the Performance Co-Pilot (PCP) from Silicon Graph-
ics Inc. (SGI) [3], dedicated to monitor system-level performance of large
computer farms. The system relies on two main components: software to
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(a) Creating a new chart (b) Visualisation of monitoring informa-
tion

Figure 2.2: SGI Performance Co-Pilot monitoring system, visual user inter-
face. Figures by [3].

collect and to extract performance data called collectors and user applica-
tions to display collected data, named monitors. This thesis focuses mainly
on monitors, therefore data sources to be used by the monitors are assumed
to be given for the PCP Chart graphical user interface.

As shown in Figure 2.2, the system comprises a graphical application to
edit monitoring pages (2.2(a)), which can then be loaded to display online
monitoring data (2.2(b)), or to playback recorded data from the archive folio
later on. While the system scales very well with the number of objects to be
monitored, unfortunately it does not scale well regarding other aspects of a
system.

Monitoring pages, known as views are saved to disk using a simple text
file format for each page, limiting scalability in case of a large number of
histograms, pages and collaborating users. A certain view can contain one or
more charts, which can in turn also hold several histograms. The properties
attached to charts and histograms, such as visual appearance, labels and
data source are also saved in this file. While some of these properties can be
specified as a variable, there is no integrated central repository of the view
descriptions that can be easily managed and queried, such as a database.

But more importantly, users cannot engage into interactive exploratory
data analysis, as the displayed histograms are simple graphical plots, which
cannot be manipulated in a number of ways. For critical monitoring ap-
plications, it is not desirable to have Multiple Document Interfaces (MDI),
because overlapping pages or windows might inadvertently hide important
information, therefore the system setting should rather be set to use a Single
Document Interface (SDI). On the other hand, it is convenient to have mul-
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tiple pages of plots that are easily accessible during investigation. Finally,
there is no easy way to share and to track down issues that became apparent
during monitoring, such as integration with a collaborative logbook system.

The system does contain a Performance Metrics Inference Engine for au-
tomated interpretation and filtering of large amounts of monitoring data,
which can be used to raise alarms real-time, report performance regressions
and to do general performance evaluation of system behaviour. The infer-
ence engine is an applied artificial intelligence expert system: a rule-based
language with which users can describe predicates and actions.

An often overlooked, but very powerful event processing method used in
large scale real-time monitoring systems is to discard all but one instance
of the same, potentially large repetitive event, but still logging data related
to its occurrence. A term coined for this kind of automatic blacklisting of
repetitive events is artificial ignorance [4].

Although it is possible to create expressions based on templates, the ap-
proach does not include machine learning, leaving the user to define all di-
agnostic rules for automatic monitoring explicitly.

2.2.3 Pattern classification

Machine learning is widely adopted and is used heavily in a very wide range
of fields, such as ethology, cognitive science, psychology, social engineering,
marketing, search engines, character and speech recognition, natural lan-
guage processing, computer vision, robotics etc. In the context of medical
science, diagnostics based on pattern recognition are known as computer-
aided diagnostics (CAD), which describes a method to help support the
doctor’s diagnosis. Automated monitoring systems draw very heavily on pat-
tern recognition: especially when stakes are high, such as recognising credit
card fraud by automatically monitoring financial transactions for unusual
behaviour patterns.

Despite being both visibly and latently omnipresent, machine learning is
not a mature, solid field. Quite to the contrary, it can be characterised to
be very diverse: automated problem decomposition is highly immature and
any available method is very task specific and isn’t easy to generalise to be
used in a wide field. The success of machine learning lies in the fact, that it
generally constitutes a part of a larger system, where it can be used to solve
complex problems that are confined. Perhaps the most important factors in
success are the quantity and quality of the data that is available for use.

Pattern recognition is a branch of machine learning. It is a collection of
methods [1], which can be used to classify raw data, for example to be able to
trigger some actions, such as an alarm in case of monitoring. Certain machine



CHAPTER 2. OBJECTIVE OF THE THESIS 10

learning approaches attempt to completely replace human intuition during
data analysis, as it is the case for unsupervised learning. The machine is given
unlabelled data samples in order to find out how data is organised, generally
by looking at regularities or distances of certain statistical properties. This
can sometimes be done by performing clustering, density estimation or using
some other techniques.

But systems can also be based on human-machine interaction, most com-
monly through training, known as supervised machine learning. Learning
algorithms generally perform the task of optimisation, by searching through
the parameter-space of a parameterised hypothesis model, in order to make
good predictions when the machine is used with real-world inputs. Super-
vised machine learning can be applied to create a general model which maps
all input objects to the desired output. However, it is possible to create
several local models, for example when the implementation uses the nearest
neighbour algorithm or relies on case based reasoning. This technique of
combining several models is commonly referred to as an ensemble.

In any case, human intuition cannot be avoided, since there are decisions
that necessarily have to be made during the design phase, such as in which
way data should be represented, choose the analysis methods to be applied
to be able to characterise data etc. Errors that come up during validation
and commissioning phase also need to be fixed, if possible, and this also
requires human ingenuity. From a certain perspective, machine learning can
be perceived to be the automation of select steps of scientific methods.

Figure 2.3: General overview of a pattern recognition system, based on [1].

As shown in Figure 2.3, a pattern recognition system is composed of a
chain of operations, therefore supervised learning involves the following major
steps:

1. Data acquisition, e.g. through sensors, and decision on how data will
be used, e.g. for training.

2. Segmentation, to isolate features. In the case of a junk mail filter, if a
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character, digraph, trigraph, word or entire line should be taken into
consideration. It can be also combined with some attributes, such as
colour, punctuation, font, type, case and other typographic properties.
Furthermore, an email might contain links, images, routing informa-
tion, sender, recipient, reply-to, subject fields etc.

3. Accurate feature vector extraction algorithm, to make a “digital finger-
print” of the data. It should be not too large, but should still represent
the data well enough to be able to make meaningful decisions. Scal-
ing or normalisation may be needed before using the values with an
algorithm.

4. Parameterization of the classification algorithm chosen, training it by
using known data that has been labelled with class category. Perfor-
mance evaluation of the model can be carried out using test data sets.
It is important to ensure, that the training data set is as realistic as it
can be.

5. Action on the result of the classifier, e.g. by raising an alarm or post-
processing.

Choosing an effective feature vector extraction method in combination
with an efficient learning algorithm has no exact method as of writing. Cre-
ating a performing classifier is therefore still more of an art that involves
trial-and-error.

By far the most commonly method applied is the Bayes decision, coming
from the world of statistics.

Motivational example

Perhaps the most regular direct daily encounter with the Bayes filter is
through the email client: classifying, or rather filing email as junk relies on a
relatively simple set of supervised machine learning techniques: the difficulty
lies in the reading of emails due to tricks used by spammers (this is called
feature extraction, the Achilles heel of machine learning based methods). Al-
though the first junk mail filters published [5, 6] were not very practical for
use by current standards, with around 70%-90% real-world accuracy, those
who argue that junk mail filtering is inefficient today generally overlook the
fact, that as of writing, e.g. in the case of Cern’s email traffic, less than
1% is valid email, the rest being junk [7]. Loosing an email due to mis-
classification is rare, if it can happen at all, assuming the configuration is
correct.
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As outlined in the major steps of supervised machine learning, a compre-
hensive pattern recognition system includes some data gathering component,
most often a sensor. Collected observations are to be described on the basis
of the feature vector which is calculated by a feature extraction algorithm.
The classification itself relies on these extracted features. It can be statisti-
cal or decision theoretic, such as the examples mentioned above under the
assumption that the patterns can be generated by model based on a prob-
abilistic system. But the description scheme used for classification can also
rely on structural relationships, for example based on syntax, like in case of
symbolic learning programs dealing with text [8], relying on a ruleset that
is defined by the user. Therefore pattern recognition algorithms can vary
from rule-based systems, through naïve Bayes filters and neural networks to
support vector machines. No structural relationship approaches will be stud-
ied for classification purposes in this thesis. A detailed example introducing
basic pattern classification concepts can be found in Appendix A.

Statistical classification is a method to group individual entities according
to qualitative information related to one or more of their inherent attributes.
Attributes are also called as character, traits, variables or features. In this
thesis, a set of multiple inherent properties of an entity or object will be
referred to as a feature vector.

A common way to benchmark the performance of a classification algo-
rithm using a certain set of parameters for the model(s), is to validate it
with data other than which has been used for training. The easiest way to
do this is to do cross validation.

Cross validation heuristics involves first randomly separating the available
data into k several folds, or window frames. The model is validated using
data of the first fold for testing, so the clasification accuracy of the parameters
estimated using the rest of the data can be evaluated. The validation is done
sequentially for each fold for the parameters obtained through training on
the rest of the data.

The resulting cross validation accuracy is the average accuracy of the
model to predict the validation sets. During training phase when the model
parameters are tuned using training data, if the errors decrease more or less
monotonically, the training can result in overfitting. One technique which
might be able to avoid this, is to stop the training when the classifier error
rate starts to increase when using the validation data set.

In short summary, it can be concluded, that the quality and quantity of
data are very important factors, if not the most important. By consequence,
ensuring data quality through monitoring plays an important role in making
meaningful decisions that are based on data.



Chapter 3

Measuring with the LHCb
detectors

T
he LHCb [9] experiment and the detector is presented, giving an
overview of the experimental setup of the different subdetectors mak-

ing up the entire LHCb detector. Thereafter the architecture of the
data quality monitoring is shown, emphasising the histogramming frame-
work, which is used to collect monitoring data during the operation of the
detector. Specific monitoring examples given throughout the chapter illus-
trate the versatility of the Histogram Presenter, as it can be applied to diverse
monitoring tasks. The Histogram Presenter will be discussed in more detail
in Chapter 4.

3.1 LHCb Detector

Particles produced by the inelastic collision of two protons are likely to fly in
the direction of the beam pipe with an average momentum of ∼ 80 GeV, in
both backward and forward directions, within a shape of a cone. The angle
of this cone is the primary factor which determines the layout geometry
of the LHCb detector, which is a single arm forward spectrometer. This
construction allows for the measurement of many B meson decay events using
a relatively small measuring surface. As the LHCb detector is described
below, examples of Histogram Presenter (see Chapter 4) screenshots will
illustrate, how it can be used to almost literally see and follow how the
detector is working online, during commissioning and data taking.

The other three main LHC experiments, Alice, Atlas and CMS all
use a cylindrical design that is centred around the physical interaction point,
with a series of subdetectors embedded within each other, not unlike a Rus-

13
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sian doll. An introduction to high energy physics giving an overview of
experimental methods can be found in [10].

Figure 3.1: LHCb detector layout. Figure from [11].

Figure 3.2: Schematic view of particles seen in different types of detectors.
Based on [12].

The layout of the LHCb detector is quite different, as it is shown in
Figure 3.1. A detailed description of the detector can be found in [13, 11].
The detector is placed in one of the interaction points (IP8) of the LHC,
buried 100 m deep underneath the surface of the ground. The cavern where
the detector is located is marked underground experimental area UX85.
The experiment studying the violation of CP symmetries uses the forward
direction and a right hand based coordinate system. The z axis is parallel
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to the beam, running from the Vertex Locator towards the muon detector
chambers, and the positive y direction is pointing upwards, to the surface.
The acceptance region of the detector is determined by the polar angle with
respect to the z axis. Due to the bending plane of the LHCb’s horizontal
dipole magnet, the acceptance of the detector is between 10-300 mrad, while
in the vertical, non bending plane of the magnet, it lies between 10-250 mrad.
The full length of the detector along the z axis is 20 m, thereby the entire
size of the detector is about 6 m × 5 m × 20 m.

A general scheme of how different particles look in different types of de-
tectors is illustrated in Figure 3.2. As charged particles traverse the tracking
detectors, they leave a trace of their trajectories and show their scattering an-
gles. Charged particles that interact with the calorimeter deposit some or all
of their energy, according to their identity and the material they encounter,
irrespective of their charge. Particles that deposit their energy produce a
shower of particles.

The full LHCb detector is composed of several subdetectors, which fall
into two major categories, according to their measuring functions:

• Tracking detector: to trace the location and reconstruct the path of
moving charged particles. It includes the Vertex Locator (Velo),
Tracker Turicensis (TT), Inner Tracker (IT), and the Outer Tracker
(OT).

• Particle identification detectors: the Ring Imaging Cherenkov detectors
(Rich), Electromagnetic Calorimeters (Ecal), Hadronic Calorimeters
(Hcal) and the Muon tracking detectors (Muon).

Given the size of modern high energy physics detectors and the quantity
of data they are able deliver, it is no longer possible to store every detector’s
readout snapshot of every event from every collision1. Events to be recorded
need to be selected online, according to the decision taken by the triggers
using data from select subdetectors. In case of LHCb, event candidates to
be stored are selected online, according to the likeliness that they contain a B
meson decay. The aim of the event filtering is to further reduce the recording
rate from the LHC’s effective 30 MHz bunch crossing frequency, or rather
the actual comprehensive 12-16 MHz LHCb readout frequency in an efficient
manner, by throwing away data of uninteresting events. The differentiation
between signal and background events is made on two levels. A simple, but
very fast trigger running at the hardware level of the readout boards makes

1Ideally, an experiment would be able to record the full readout, and make all necessary
filtering decisions during the data analysis phase.
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a preliminary decision based on certain readout values of some subdetectors.
This is called the Level-0 (L0) trigger. A more complex evaluation of the
events passing this first filter is done afterwards by the high level trigger
(HLT), where software running on many processing elements in the event
filter farm (EFF) has information from the full readout of all the subdetectors
of a given event, so the decision can be based on more details, for example
according to which specific kind of B decay has been seen.

3.1.1 Tracking

The tracking subsystem of the LHCb [14] can be split into three subdetectors.
First is the Vertex Locator, which is situated at the interaction point, offset
to the side of the underground housing cavern. It is followed by the Tracker
Turicensis, which can be found between the Rich1 and the LHCb magnet.
Finally, there are three tracking stations called T1, T2 and T3, each of which
are built from two parts. The Inner Tracker (IT) is made of silicon and covers
the inner side of the T stations, close to the beam pipe. The Outer Tracker
(OT) is built using more economical, but still adequate wire drift chambers,
and covers the rest of the acceptance area of the tracking stations.

Upstream track

TT

VELO

T1 T2 T3

T track

VELO track

Long track

Downstream track
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Figure 3.3: Magnetic field By in Tesla produced by the LHCb magnet in
function of the z axis, as it is used for tracking. Figure from [11].

Particles that are charged have their flight trajectories modified, due to
the bending effect of the magnetic field, as shown in Figure 3.3. Because
particles fly through the LHCb magnet, their momentum can be estimated
using the deflection of their track. The difference between the track slope
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measured by the Velo and as measured by the T stations is inversely pro-
portional to the momentum of the particle. The total bending power of
the LHCb magnet is characterised by the total integral of its field, which
is nominally

∫ 11
0 Bydlz = 4.2 Tm. The water cooled LHCb warm magnet

develops its magnetic field over the first 10 m of the LHCb detector, attain-
ing its peak strength just before 5 m. The use of a warm magnet instead of
superconducting one is motivated by the prospect of reversing the polarity
easily, in order to study the eventual systematics introduced by the possible
asymmetries of the detector.

Particles that have their tracks bent the most easily leave “upstream
tracks”, which are only seen by the Velo and TT tracking stations before
leaving LHCb’s acceptance area. They can be used for reconstruction of
several B decay channels, with the help of the Rich1 detector which can
compensate for the low momentum measurement resolution. “Downstream
tracks” are produced by particles that leave no hits in the Velo, because
they decay outside its acceptance, as it is the case K0

s -s. “Long tracks”
are seen by all the tracking subdetectors of LHCb, and since all trackers
participate in the momentum measurement, these are the most useful for
physics analysis, because of their precision. T and Velo tracks are only
seen by the corresponding subdetectors: T tracks help Rich2 reconstruction
and Velo tracks are used to measure primary vertex.

Vertex Locator

The Vertex Locator (Velo) subdetector is built from 21 silicon stations, each
placed vertically in a row around the beam, as shown in Figure 3.4(a). Two
stations in the backward region are designed to detect if a bunch crossing
has produced a single interaction. In case multiple interactions are detected,
this pile-up system vetoes the readout in the Level-0 trigger.

The whole subdetector is sealed under vacuum. The subdetector encir-
cling the beam is cut into two moving halves, allowing it to move closer and
closer to the interaction point, as the beam stabilises.

Each station is built by mounting behind each other two types of silicon
sensors, both in shape of a half discs. One to give a direct reading of the φ
coordinate using straight strips arranged radially, while the other is needed
to produce the r coordinate by using concentric circular strips, as shown in
Figure 3.4(b).

Figure 3.5 shows a monitoring page for experts regarding noise of a given
Velo sensor.

The layout has the advantage of directly giving a projection of the hit
clusters in the r − φ plane, which can be used by the Level-0 trigger. This
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Figure 3.4: Velo subdetector design.

allows for a fast identification of tracks that are left by forward flying parti-
cles. Lifetime of a B meson is around 1.5 ps, giving it a mean flight distance
of about 7-12 mm before decaying. The time resolution that can be achieved
by the Velo is ∼40 fs, resulting in an excellent vertex resolution capability.
This precision, combined with the prospect of having enough data due to the
high integrated luminosity of the LHC will allow for significant new measure-
ments concerning Bs mixing phases, which might include contribution from
New Physics. The readouts will enable the reconstruction of tracks of only
those high impact parameter particles, which can have a vertex attributed
to their production.

In order to be able to do three dimensional track reconstruction, the inner
strips of the 220 µm thick sensors form a 20◦ stereo angle, while the outer
strips are under a stereo angle of −10◦. The pitch of the strips grows bigger
outwards, to obtain a more even occupancy, because the flux of particles is
higher closer to the beampipe. This gives an average occupancy under 1%
for each readout channel.

The sensitive part of the discs are 8 mm apart from the beam axis, to
be close as possible to the primary vertex. The smaller the distance, the
smaller the extrapolation of a track between the first point of measurement
and the real physical interaction point, resulting in a smaller reconstruction
uncertainty. This closeness to the beam entails that the Velo subdetector
is split into two moving parts, so it can be opened 3 cm away from the beam
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Figure 3.5: Noise monitoring of Velo sensors during online data acquisition.
Figure from Online and Data Quality Monitoring, by Eduardo Rodrigues
from LHCb Velo Software meeting, Cern, 6 April 2009.

axis, when the LHC machine is being filled, so as not to damage the sensors.
Proton beams circulating in the LHC machine are under vacuum. A thin

aluminium foil separates the sensors from the beampipe to prevent contam-
ination from the gas leaked by the sensors and to provide radio frequency
(RF) shielding. This RF foil is 5 mm away from the beam under stable con-
ditions and has a complex shape in order to minimise the material between
the particles and the first sensors. Forward flying particles leave the Vertex
Locator’s vacuum tank through a thin exit window, to continue their path
down towards the LHCb detector’s beampipe.

The beampipe in IP8 is designed to be light, in order to minimise the
creation of secondary particles, while still being strong enough to withstand
outside air pressure. Beams from both directions travel inside it, all along
the rest of the LHCb detector.

As shown in Figure 3.6, the beampipe is composed of three sections. The
first section is 1.8 m long, and is made from pure beryllium to be transparent
to particles as much as possible. The next 10 m is composed of beryllium-
aluminium alloy, while the last 7 m is made from stainless steel, because the
amount of material looses its importance towards the end of the detector.
The thickness of the pipe varies between 1.0 mm and 2.4 mm and is put
together from two conical shapes. The first 1.3 m long cone from the Velo
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Figure 3.6: The LHCb beampipe. Figure from [11].

has an opening angle of 24 mrad, and the second cone is 10 m long with an
opening angle of 10 mrad.

Tracker Turicensis

The Tracker Turicensis2 (TT) is located just after the LHCb magnet and
has the main role to participate in the trigger decision. It comprises of two
stations, which are 27 cm apart. The low integrated 0.15 Tm magnetic field
between the Velo and the TT allow for a rough estimation of the momentum
of the flying particles. Charged particles that don’t have their trajectories
bent by this field have a high momentum, qualifying them to be selected by
the trigger. The small deflection also means, that a good spatial resolution
is needed, hence the use of silicon strips for detection.

Aside from participating in the trigger decision, the TT is also used to
reconstruct some particles that decay outside the Velo due to their longer
life. The TT can also estimate the momentum of slow particles, which
leave the LHCb detector before the T stations, because their tracks are so
heavily bent by the LHCb magnet. And finally the TT serves to enhance
the estimates for all particles that pass through the other three T tracking
stations.

Both TT stations are made from two layers of silicon, covering the full
acceptance area, as shown in the first two panels in Figure 3.7(a) with a
dark colour. In all, there are four layers, which form a stereo angle for three
dimensional reconstruction. The strips are arranged vertically, to provide a

2Pertaining to Turicum, the Latin name of Zürich
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(a) The Tracking Subdetec-
tors. Figure from [16]

(b) Clusters in function of the centre in TT

Figure 3.7: Silicon Trackers

better spatial resolution for the bending plane of the LHCb magnet, giving
a more precise measurement of the momentum.

Each layer is made from sensors of size 11 cm× 7.8 cm, covering an overall
surface of 8.4 m2. According to their distance from the beam axis in the
horizontal plane, three or four of these sensors are connected, sharing a single
readout channel. The more sensors are connected, the higher the capacitance
per readout channel, giving a higher noise. The signal to noise ratio can be
improved by using thicker sensors. In order to be able to connect four sensors
in the TT, the sensors need to have a thickness of 500 µm. Because the TT
and the Inner Tracker (IT) are based on very similar technology, the research
and development was done in the same project named Silicon Tracker (ST).

Inner Tracker

Figure 3.7(a) shows that the three Inner Trackers (IT) are located close to
the beam, covering the cross shaped inner part of the T tracking stations T1-
T3, where the flux of the particles is higher. Every IT station is made from
four silicon sensor boxes, being approximately 125 cm wide and 40 cm high.
Each box contains four layers of silicon, arranged to form a stereo angle,
similarly to the TT setup. The sensors are also similar to the ones found in
the TT, but they are connected in pairs, so they can be thinner due to the
lower noise level. Their thickness is 320 µm and 410 µm. The cross shaped
silicon substitutes the Outer Tracker (OT) in the hottest regions of the T
stations, achieving an average occupancy under 2%. A detailed description
of the Inner Tracker is in [17].
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(a) OT module sandwich

(b) Cross section of the
straws

Figure 3.8: The Outer Tracker module design. Figures based on [18]

Outer Tracker

The Outer Tracker (OT) [16] covers the large acceptance area of the T track-
ing stations that fall outside the area of the IT stations. They are made of
light materials to minimise multiple scattering, interaction between particles.
The design of the modules is shown in Figure 3.8. Each module is a sandwich
of two layers of gas filled straw tubes, held together by two stiff panels, as
illustrated in Figure 3.8(a).

The straw tubes filled with gas act as drift cells. As the charged parti-
cles fly through the Outer Tracker, they leave a trace of ions as shown in
Figure 3.8(b).

Each OT station contains four layers of modules. The front and back
layers are aligned along the y axis of the experiment, to give a high spa-
tial resolution within the magnet’s bending plane. The two inner layers are
tilted by a few degrees to enhance resolution perpendicular to the bending
plane. This stereo angle is relevant for the three dimensional track recon-
struction. The Outer Tracker is made from elongated panel modules shown
in light colour in Figure 3.7(a). Seven long modules of 4.8 m cover each
quarter adjacent to the elongated boxes of the Inner Tracker. Shorter mod-
ules measuring 2.1 m and 2.2 m tile the surfaces above and below the Inner
Tracker’s cross shape. The shortest module is half as wide as the rest, hous-
ing 64 straws in two layers of 2×32 straws. All the other modules contain
128 straws in a 2×64 configuration. Figure 3.8(b) shows the straws in detail,
having a diameter of 5 mm. The pitch between two straws is 5.25 mm. The
cathode straw itself is wound from two foils. The inner side is made from
carbon doped polymer foil, which is 40 µm thick. The outer layer is made
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from 25 µm of the same foil, but with 12.5 µm of aluminium coating. The
anode in the centre of the straw is a gold coated tungsten wire, which is
24 µm thick. The straws are held together in a gastight, rigid box, made
from carbon fibre and a stiff 10 mm thick foam. Gas tightness is achieved
with a layer of 25 µm polymer foil. The thin, 12 µm aluminium coating is
used to ground the straws.

In order to limit occupancy of the long modules, they are physically split
in the middle into two parts. Therefore there are two front end (FE) readout
modules for each long module, located at the top and the bottom. All short
modules have one readout module around the outside edges of the tracking
station.

The modules are filled with drift gas, and the choice of the gas mixture
influences the ion drift speed and thus the readout speed of the Outer Tracker
modules. The detailed design requirements are found in [18]. The specifi-
cation states, that the Outer Tracker needs to collect the signal within two
bunch crossings, 2×25 ns, a time dictated by the LHC.

The readout time is determined by the electrical signal propagation time
along the wire and the drift time of the ions inside the drift gas. The signal
timing depends on the geometry of the straws, which is maximum 10 ns in
this design. The drift time varies with the composition the gas. The initial
choice was Ar(75)/CF4(15)/CO2(10) with a maximum drift time of 35 ns,
but the CF4 component dissolved the glue that is used to keep the modules
together, so it was removed. Now a mixture of Ar(80)/CO2(20) is used, and
the maximum drift time of this mixture is 42.1 ns. With the electrical signal
propagation time, the 50 ns time frame of two bunch crossings for the total
signal collection is exceeded, therefore the Outer Tracker uses a 75 ns readout
window cycle. The collected signal arrives into the FE box, containing the
high voltage (HV) boards for the wires and the readout electronics. The
signal is first amplified by a custom discriminator chip (called Asdblr),
which also cuts the slow ion tail, and shapes the signal on the leading edge of
the input pulse. This signal is then digitised into a 6 bit time with a custom
time digitiser chip (named Otis) for each bunch crossing.

Figure 3.9 shows the occupancy and the drift times according to clock
ticks (not ns), integrated for all three OT stations using simulation with the
new gas mixture.

When the Level-0 trigger accepts a given event, the three consecutive
time readouts are sent to the data acquisition boards, which in turn puts
these data packets on the Gb Ethernet based data acquisition network.
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Figure 3.9: Occupancy and drift time to the anode for the OT in the three
T stations using simulated data.

3.1.2 Particle identification

In addition to the measurement of the momentum of the charged particle
as it passes through the trackers, the LHCb detector also has particle iden-
tification subsystems: the Ring Imaging Cherenkov detectors (Rich), the
calorimeters (Ecal and Hcal) and the muon (Muon) stations.

Ring Imaging Cherenkov detector

When a charged particle passes through dielectric matter, and its veloc-
ity v exceeds the speed of light in that given medium (not vacuum), then
Cherenkov radiation is produced: v > vt = c

n
, where n is the refractive in-

dex of the radiator medium and vt the threshold velocity. By measuring the
angle θC between the Cherenkov photons and the track of the particle as
shown in Figure 3.10(a), the velocity of the particle can be estimated using
the relation θC = vt

v
= c
vn

= 1
βn

. A large refractive index is needed to identify
particles that have a low momentum, while a small refractive index necessary
for taking measurements in the high momentum range.

The Rich detectors contain several radiators, which differ by their re-
fractive index, so that particle identification can be more accurate due to
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Figure 3.10: Cherenkov rings

the wider momentum range that can be thus measured. The snapshot of
light cones produced in the radiators have a circular, or ring projection on
the planes that are covered by the photon detectors. A ring has a radius
which is proportional to the Cherenkov angle θC . The reconstructed rings as
shown in Figure 3.10(b) overlap several Hybrid Photon Detectors (HPD-s,
see introduction in Chapter 5), and the more photons are produced in the
radiator, the more hits the detectors get, the better the signal.

The overall combination of radiators allow for the measurement in the
2-100 GeV momentum range. This good particle identification system is
necessary for the LHCb experiment, because e.g. B0

s can have two very
similar decay modes, B0

s → D±s K
± and B0

s → D−s π
+. The two decays can

only be distinguished by accurately separating pions (π) from kaons (K),
based on their masses.

Figure 3.11 shows the layout of the Rich detectors. Particles leaving the
Velo through its exit window enter the Rich1, as shown in Figure 3.11(a),
which has two different radiators. The first medium is a 5 cm thick silica
aerogel, having a refractive index of n=1.03, allowing for the identification
of particles under 10 GeV. The second radiator is 85 cm long, and is com-
posed of C4F10 gas, having a refractive index of n=1.0014 for identification
between the 10-60 GeV range. The Rich1 subdetector almost covers the
full acceptance area of LHCb. Radiated Cherenkov light is directed out of
the detector’s acceptance area using mirrors, which reflect about 85% of the
light, to allow the photons to reach the photon detectors. The Hybrid Pho-
ton Detectors (HPD-s) are electro-optical image intensifiers: a combination
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of a photomultiplier vacuum tube with focusing electrodes, and a multi pixel
silicon sensor, providing excellent resolution for both space and energy.

The LHCb magnet produces around 2.5 Tm field in the Rich1 detection
planes, which has an effect on the focusing electrodes. The detectors are
shielded in a box, and individual HPD tubes are also shielded locally. The
resulting magnetic field does not decrease efficiency, and the distortion of the
image can be corrected during reconstruction by knowing the magnetic field.
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Figure 3.11: Rich layout from Ref. [19].

The layout of the Rich2 shown in Figure 3.11(b) is nearly identical to
the Rich1, but contains only one radiator medium. The CF4 gas has a
refractive index of n=1.0005, providing particle identification upto 100 GeV.
Its acceptance area is somewhat smaller than that of the Rich1, and the
photons are guided by a horizontally placed mirror system as opposed to the
vertical design found in Rich1.

Rings projected by the mirrors to the photon detector planes can be simul-
taneously reconstructed with an iterative pattern recognition algorithm [20].
The first step involves the assumption of a pion hypothesis for each track
that has been found during reconstruction. Then a likelihood analysis is
performed by comparing the expected pattern of the photons to the pat-
tern observed by the photon detectors. In each further step, the hypothesis
parameters are varied one by one, and the likelihood is recalculated. The pat-
tern recognition algorithm ends, when the expected pattern resulting from
the hypothesis matches best with the pattern observed. Figure 3.10(b) shows
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such rings. The more tracks and the more hits there are in the Rich, the
less robust the algorithm becomes, because of the difficulty in associating
the tracks with the rings that can be attributed to a particle. The average
pion misidentification rate ǫ(π → K) is about 5% giving around 95% kaon
identification efficiency in average [21].

Figure 3.12(b) illustrates the LHCb Histogram Presenter online, as it
is used to show the hitmaps produced by the arrays of the HPD-s (Fig-
ure 3.12(a)). The top two are plots of the number of hits and the trending
plot of the number of hits in the entire Rich detector. The horizontal plots
underneath are showing the occupancy of the bottom and the top panels of
the Rich1, respectively. The two vertical plots are hitmaps from the left
and the right panels of Rich2.

(a) Photon detectors
(HPD array)

(b) Hitmap view of the HPD-s from LHCb Rich log-
book entry #2765

Figure 3.12: Hybrid Pixel Detector array of the Rich

Detailed description of the Rich detectors can be found in [19].

Calorimeters

Calorimeters are used to measure the energy of the particles. They also help
in the Level-0 triggering, by choosing events which contain particles that
have a high transverse energy ET relative to the beam axis. High values of
pT or ET, typically in the range of 1 . . . 4 GeV is a sign of a B meson decay,
which is of particular interest to the LHCb experiment. Besides in helping
to make the initial event selection in the trigger, calorimeters are used for
the reconstruction and identification of electrons, photons and neutral pions.
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With the exception of muons and neutrinos, the latter being totally in-
visible to the LHCb detector, all particles are absorbed by the calorimeters.
Given that the calorimeters are placed after the track detectors, the trajecto-
ries are already known of the particles that are about to be absorbed. As the
particles hit a heavy, dense material like lead or iron, the interaction results
in a shower of secondary particles, as schematically illustrated in Figure 3.2.
The energy of the particles is gradually absorbed by the calorimeters, which
try to “stop” them. The sampling calorimeter is built by alternating two
types of material: a dense layer to initiate the shower and another layer
which is used to measure the deposited energy. The disadvantage of this de-
sign is, that only one layer can measure the deposited energy, therefore the
total energy of the shower can only be estimated. Calibration of measured
values is done by taking into account the shower profiles, which depends on
the tiles, the dead material in front of it etc. To measure the deposited
energy, a scintillating polystyrene plastic pad layer is used. Atoms of this
material are excited by ionisation produced by the particles of the shower.
When these atoms return to ground state, they emit a scintillation of light.
The measure of the energy that has been deposited by the particle shower is
obtained from the total amount of scintillation light.

The LHCb experiment contains two major calorimeter subdetectors. To
measure the energy of particles which interact mainly by electromagnetic in-
teraction, an electromagnetic calorimeter (Ecal) is used, having a detection
surface covering around 50 m2. In order to be able to detect electrons and
photons, this surface is built from modules containing a stack alternating
pads, in the form of a shashlik design. Layers are composed of 66 pieces
of 4 mm thick scintillating plastic alternated with 2 mm thick lead plates
between them. The pads stand perpendicular to the beam’s axis, z. Emitted
scintillating light is guided to photomultiplier tubes (PMT) using wavelength
shifting (WLS) fibres that pass through a hole drilled in the middle of the
pads.

The detection plane of the calorimeter is divided into segments which
use pads of varying surface, in order to optimise the performance of the
approximately 6,000 readout channels. When determining the surface to be
covered by a pad, the primary factor is to cover 90% of the electromagnetic
shower, which is determined by the characteristic Molière radius3. The full
energy deposited by a shower can be recovered with a tiling of at most 2 ×
2 cell modules. The innermost part of the electromagnetic calorimeter uses

3Materials can be described with a characteristic constant regarding their electromag-
netic interaction properties. RM is a good scaler for the transverse dimension of the
shower.
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(a) Hitmap of ECAL Level-0 candidates used for
triggering.

(b) Screenshot of the first cos-
mic rays ever seen by the LHCb
calorimeter detector from the web.

Figure 3.13: LHCb Calorimeter hitmap event readouts viewed through the
Histogram Presenter.

the smallest 40.4 mm × 40.4 mm pads, 60.6 mm × 60.6 mm pads are placed
in the middle and 121.2 mm × 121.2 mm in the outer regions. 16 pads are
grouped together into a segment, which therefore also come in three sizes.

Figure 3.13(a) shows hitmaps of calorimeter candidates for the Level-0
Calorimeter trigger. As the energy density increases towards the beampipe,
which goes through the white hole in the centre of the plots, the cell size
decreases. Trigger (see Subsection 3.1.3) candidates from the electromag-
netic calorimeter (top left plot) are selected by looking at the total energy
distributed within 2×2 pads: as the algorithm sweeps through the pads, the
pads that do not have any neighbouring column or row left do not partici-
pate in trigger decision. These ignored pads form white stripes, which can
be seen on the plots: the missing energy values on this plot are therefore
not a sign of malfunction, but the blanking of other grid cells would mean
some component failure. The grids shown are the boundaries of the front
end readout boards and crates helping visual monitoring.

To enhance the longitudinal precision of the measurement of the elec-
tromagnetic showers, the Ecal detector is preceded by a scintillating pad
detector (SPD) and a preshower detector (PRS). The following of the de-
velopment of the initial shower contributes to the accuracy of the particle
identification of the Ecal. The SPD helps to differentiate electrons from
photons, because charged electrons cause an ionisation that produces a scin-
tillation. The SPD and the PRS are separated by a 12 mm thick lead wall,
initiating an electromagnetic shower that the PRS can detect, allowing for
the separation of electrons from hadrons. The geometric arrangement of the
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SPD and PRS follow the Ecal design, for both the pad sizes and the seg-
mentation. Both contain 15 mm thick plastic scintillators and light is also
guided with the help of WLS fibres and captured using PMT-s.

Even if the Ecal can initiate a shower of heavier hadrons, the energy of
these hadronic showers are only fully absorbed by the hadron calorimeter,
where they deposit their total energy. The design of the Hcal is very similar
to the Ecal, but the 4 mm thick scintillator tiles are separated by 16 mm
thick iron plates. Segments group four pads each, and pads are of two sizes:
the inner region is covered with 131.1 mm × 131.1 mm tiles and the outer
part with larger, 262.6 mm × 262.2 mm pads. Figure 3.13(b) shows the
Histogram Presenter displaying the first cosmic event seen by the LHCb
calorimeter detector. A detailed description of the calorimeter can be found
in [22].

The only particles left at this stage of the LHCb detector are the muons
(and elusive neutrinos).

Muon System

Muon detection is important for the LHCb experiment, because they are the
end product of many different types of B meson decays, such as B → µµ.
Although they pass through the calorimeters, they are detected by the muon
system. Muons with a high transversal momentum pT participate in the
Level-0 hardware trigger decision, but offline muon identification algorithms
also look for muons with a momentum below 80 GeV. By calculating the
slope of the muon track as it passes the muon stations, its momentum can
be deduced. The five muon stations, M1-M5 cover 435 m2 in total.

To obtain a more accurate measurement of the momentum of the muons,
the first station, M1 is placed before the SPD/PRS calorimeters. This avoids
scattering due to the interactions with the dense material of the calorimeter.

The rest of the stations M2-M5 are installed after the Hcal, and are
separated with 80 cm thick steel plates which filter hadronic background
events.

Every station covers the full acceptance area of the LHCb detector (± 300
mrad horizontally and ± 250 mrad vertically around the beampipe). The size
of the stations grows evenly with the projection from the interaction point.

Figure 3.14 shows the Histogram Presenter plotting the distribution of
track time readouts for muons during a night run of cosmics. The run con-
tains about 500,000 events and was used for time alignment calibration. The
100,000 reconstructed tracks are split according to the flight direction of the
particle, with respect to the LHCb’s coordinate system (tracks of cosmic
rays flying backwards and forwards). The pair of plots on the bottom row
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Figure 3.14: Muon track time alignment using cosmic rays and ECAL ref-
erence time from LHCb logbook entry #419.

should look the same, since this is the trigger time received from the ECAL,
which is used as the baseline for the calibration. Track times seen before
the calorimeter reference trigger come from the backward direction, and the
ones seen after the trigger time are tracks from particles flying in the forward
direction.

A detailed description of the muon detector can be found in [23].

3.1.3 Trigger system

When two protons collide in the LHC almost with the speed of light, their
energy is transformed into the creation of new particles. All the particles
and their subsequent decay particles, which originate from the same proton-
proton collision form a so-called event. Physicists try to measure properties of
the particles traversing the detector in order to reconstruct the entire event.
Measuring and reading out the physics properties, such as the momentum,
energy, decay length and Cherenkov angle is a time consuming process which
cannot be performed for each event passing through the detector.

Fortunately, not all collisions result in interesting decays for the LHCb
purpose, where the main focus is the study of CP violation and rare de-
cays. LHCb’s data acquisition system isn’t capable of saving to tape each
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and every event produced at the nominal 40 MHz collision rate of the LHC.
The LHCb acceptance rate is ∼10 MHz, and some interesting rare decays
are produced with a rate of only a few Hz. Events written to tape are se-
lected using a series of filters, or trigger levels grouped in two levels. The
first filtering is applied by the Level-0 trigger, before the event filter farm
(see Subsection 3.1). Accepted events are then sent to the High Level Trig-
gers (Hlt1 and Hlt2) which consist of a large number of computing nodes
running trigger algorithms.

The trigger algorithms select particles according to their momentum, en-
ergy and decay length. This is studied using MC, where the typical distribu-
tion of, for example the momentum of a particle originating from a B decay
is compared to that of a background event. Cuts, or selection criteria, are
then applied on the value of the momentum of the candidate particle that
needs to be triggered on. In order to do this selection, the variables of the
particles are reconstructed; but only a few, such as pT or ET using a fast
reconstruction algorithm (at the expense of accuracy).

Only events that pass both trigger levels are saved to disk. Table 3.14

illustrates the reduction rate of each trigger level.

Table 3.1: Triggers reducing data

Level Nominal input rate Nominal output rate Nominal event size

Level 0 ∼10-16 MHz ∼1 MHz ∼5 kB
Hlt1 ∼1 MHz ∼40 kHz ∼35 kB
Hlt2 ∼40 kHz ∼2-5 kHz ∼35 kB

Level-0

Visible5 decays are expected to be produced at a rate of ∼10-16 MHz at
LHCb, defining the input rate for the Level-0 trigger. The rate with at least
one B in the detector is ∼15 kHz, allowing for a drastic reduction in the
data rate needed to be recorded. Three subdetectors, the calorimeter, muon
and pile-up systems participate in the Level-0 (L0) decision. Their output is
combined by the Level-0 Decision Unit (L0du) to make the actual decision

4Rates depend on the constraints of bandwidth and farm capacity, besides the actual
event sizes. Event sizes also depend on the number of subdetectors used during readout.

5Where “visible” is defined as, that least two tracks have to pass through the detector.
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based on the OR of the three subdetector answers. The trigger decision at
this stage needs to be as fast as possible, and has a fixed latency of 4 µs.
Still, this is the equivalent of 160 bunch crossings, so data are buffered.

The calorimeter is used to make the selection based on the measure of
high transversal energy ET (see Figure 3.13(a) in Subsection 3.1.2). The
muon subdetector selects candidates with a transversal momentum pT larger
than 1.3 GeV, or if the sum of the two highest candidates exceeds 1.5 GeV.

Finally, the Pile Up System (PUS) consists of the dedicated silicon detec-
tors of the Velo, and is used to detect the number of PV (primary vertices,
or in other words number of proton-proton collisions per bunch crossing) to
provide information about events with multiple collisions. When the OR of
the three Level-0 alley decisions is positive, the Readout Supervisor (RS)
sends a request to all the subdetectors to read out their information, which
is then sent towards the processor farms in the High Level Trigger.

Figure 3.15: Level-0 trigger Decision Unit error status monitoring

Figure 3.15 shows the Level-0 trigger error status, summarising errors
of the Level-1 readout hardware boards (called Tell1), the bunch cross-
ing misalignment from the readout supervisor (called Odin), the number of
unknown trigger configuration keys.
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HLT

The High Level Trigger is a software trigger running on the EFF and con-
sists of two consecutive levels; Hlt1 and Hlt2. Hlt1 confirms the Level-0
decision of the L0du and adds additional information from the Velo and
the tracking stations. Tracks are partially reconstructed by adding hits in a
predefined window in space, where the track of a certain particle is expected
to be.

The event rate after the Hlt1 is sufficiently low to allow for event recon-
struction in the Hlt2 level. This way more precise selection criteria can be
applied. The average execution time to make the decision is in the order of
milliseconds.

The shifters in charge of monitoring the performance of the HLT will
investigate histograms produced by the EFF. These include:

• The input and output rates of the farm.

• The acceptance rates6 of different alleys (sequences of algorithms).

• The time and memory used to process an event in the HLT.

The selection criteria are obtained after a study on MC. However, the
simulation of various parameters, such as the B momentum spectrum has not
been fully confirmed with data. Therefore the variables on which the cuts are
based on need to be monitored, if they are such as expected. Furthermore,
different beam settings can change the luminosity. In order to make a correct
selection, the distributions of the kinematic variables (p, pT) of the events
also need to be monitored.

Figure 3.16 shows the Histogram Presenter displaying a global monitoring
page from the HLT. The top two plots are shown as illustration to help the
expert shifter to know what settings were used in the RS and Level-0. The
bottom two histograms are the most essential histograms to monitor the
HLT performance. The plot on the bottom left shows the acceptance rate
of each alley in Hlt1. Expert shifters will need to verify that each alley
selects the expected number of events. In the bottom right plot, a detailed
acception rate is shown for each line (algorithms inside alleys).

A detailed description of the trigger system of LHCb can be found in [25].

6Number of events accepted in a certain alley per second, typically of the order of
O(100) kHz in Hlt1 and a few kHz in Hlt2.
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Figure 3.16: Histogram Presenter used for online High Level Trigger moni-
toring. Plot from [24].

3.1.4 Online system

The LHCb online system comprises the experiment control system and the
data acquisition system used to take the measurements from all the different
subdetectors. The task of the data acquisition system is to take the data
fragments flowing from the detectors, assemble them as coherent events and
save these events to permanent storage for physics analysis.

The online system is built from the following major components:

• Experiment Control System (ECS), based on a SCADA tool, PVSS.

• Readout boards (TELL1).

• Readout network.

• Timing and Fast Control (TFC) system.

• L0 trigger system.

• Event Filter Farm (EFF) running the High Level Trigger (HLT).
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• Calibration Farm.

• Monitoring system, including the Reconstruction Farm.

• Storage system.
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Figure 3.17: Overiew of the DAQ system, based on [26].

The system components are shown in Figure 3.17. The experiment control
system is used to configure the readout system, to control and to monitor the
detector components and to steer data taking. The monitoring and checking
of the quality of the recorded data are also done within the context of the
online system, see Subsection 3.2.2.

The average event size is 30-35 kB, accounting for around 35 GB/s traffic
after the ∼300 readout boards, which act as data sources from the different
subdetectors. The filtered data rate at the final storage stage is around
70-150 MB/s.

In order to be able to use Ethernet frames more efficiently, Multiple Event
Fragments (MEP) are packed together into a single Ethernet frame. A token
bucket is put in place to throttle the readout according to the processing
load of the event filter farm. Event fragments packed together from different
subdetectors are assembled in the event builders.

Detailed description of the design of the online system can be found in [27,
26].
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3.1.5 Physics computing

The LHCb software framework is implemented using the object oriented
Gaudi (see Section 4.4). Different applications are used to perform:

• Event generation to simulate pp collisions, based on a tool called Pythia
[28].

• Detector simulation is used to simulate detector response to the pp col-
lisions. It takes into account the materials of the detectors to calculate
the interaction with particles produced in the event. It also involves
the simulation of the magnetic field to deflect the trajectory of the sim-
ulated particles etc. This Gaudi application is named Gauss and is
based on Geant [29].

• Digitisation of the simulated detector response by emulating the read-
out electronics based on calibration data from test beams. It includes
both the physical process of signal collecting, for example regarding the
drift of electrons in the case of the Outer Tracker straws (see Subsec-
tion 3.1.1) and electronics emulation, such as the output of the Otis
chip. Each subdetector implements its own emulation. This Gaudi
application is named Boole.

• Reconstruction by a Gaudi application called Brunel. It performs
the task of reconstructing tracks and implements particle identification.

• Triggering to select interesting events from the available data. At this
stage, it is already indifferent if the data are simulated by Monte Carlo
(MC) or real data that have been acquired with the LHCb detector.
The low level, Level-0 hardware trigger can be regarded as part of
the digitisation process, and high level software trigger implemented in
Gaudi is named Moore.

• Analysis of the data at the physics analysis level, using the Gaudi
application called DaVinci. It is used to perform event selection ac-
cording to a given physics analysis criteria: it involves the construc-
tion of particles according to the already available information objects
about track and particle identification. A search for particles involved
for example in some B decay, like for example B0

s → D−s π
+ might be

performed by applying certain cuts on variables such as particle mass
or lifetime, to achieve a certain signal over background level.

• 3D Event Visualisation with the help of the Gaudi application called
Panoramix [30]. It is an OpenGL based graphical user interface
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to view events in 3D, overlaying graphical information about particle
objects and detector geometry.

Figure 3.18: Particle mass plots from DaVinci using simulated events. Plot
from LHCb logbook entry #24.

Figure 3.18 shows the Presenter application displaying mass plots of dif-
ferent particles (φ,Λ, J/ψ,D0 and Ds in the example) which have been re-
constructed offline on the computing grid using DaVinci, based on data
simulated with MC. While most states have too much background and a too
narrow mass window to allow for any observation, the rightmost plot in the
top row shows a mass of J/ψ peaking over the background. The uniform
error bars are the result of the MC “truth”.

More information about the LHCb computing model can be found in [31].

3.2 Data taking

The online data acquisition and processing system of large experiments, such
as LHCb, is composed of hundreds of electronics boards and of large PC
farms. In order to detect any problems as early as possible, all of these
elements produce statistical data, which are be used to monitor the quality
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of the physics data. Statistical data are read-out via a separate path from the
physics data, and consist mainly of histograms and counters which need to
be combined, stored, and automatically analysed. Histograms may need to
be compared with reference data, and last but not least presented to people
on shift who operate the detector during data taking.

Statistical data related to data quality monitoring is also provided by
offline batch jobs in other use-cases such as event simulation, reconstruction
and analysis.

3.2.1 Operational model

To provide data for physics analysis, the LHCb detector is planned to be
able to operate 24/7. Therefore each day is divided into three operating
shifts (morning, afternoon and night) lasting 8 hours each, with an additional
30 minutes of overlap to allow for information exchange between shifters
regarding experiences and eventual issues. A shift requires two persons, a
shift leader (SL) and a data manger (DM).

To take physics measurements, the detector needs to adapt to the opera-
tions of the LHC, which provides the colliding beams. For each new fill, the
collider needs to be injected with 450 GeV protons, taking about 15 minutes.
About 30 minutes is needed afterwards to ramp up to the nominal energy,
set to 3.5 TeV as of writing. Circulating beams are then focused and collided,
resulting in a “stable beam”. It then takes approximately 5 minutes to close
the Velo, so that the LHCb detector can take data.

The useful lifetime of a fill is expected to be around 10 hours, although
this highly depends on the alarms, instabilities etc. which can trigger the
dumping of the beam. When the beam is stable, detectors take data and
produce several hundreds of histograms and timecharts, which are updated
continuously. There are automatic checks whenever possible for these values,
running periodically every 10 minutes and at the end of a run. It is the task
of the DM on shift to continuously verify about 10 high-level monitoring
pages, one concerning each subdetector.

To ensure the quality of the data acquired, shifters need to spot high
background, noise, subdetector failures etc. besides judging correctness of
the distributions concerning the triggers, which is a lot harder when taking
into account different circumstances, such as changing beam luminosity over
time. Triggers can be configured using the trigger configuration keys (TCK),
thereby creating a new data taking run. Run changes are made according to
the commands of the operator, but also need to be requested when there is a
change in the DAQ and it needs to be restarted. The most critical time for
monitoring is the first few minutes of a new run, before the periodic checks
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are being run. Shifters need to review the data quality at the end of each
run, and create log entries of the arising problems and inform the relevant
experts.

3.2.2 Data quality monitoring

Data quality monitoring is important, because it allows for the verification of
the detector performance: anomalies, such as missing values or unexpected
distributions of summary statistical data can be indicators of a malfunction-
ing detector.

Figure 3.19: General architectural overview

A general overview of the monitoring framework is shown in Figure 3.19.
Data flows from the readout boards, pass through the event filter farm, after
which events of interest are written to the raw data storage for subsequent
physics analysis, as shown with thick solid arrows. In order to assess the
quality of the data, a fraction of this stream is mirrored to a dedicated
monitoring farm, processing only O(100) Hz of events online, instead of the
O(2) kHz of events that have been accepted by the event filter farm, and
are written to disk. To be able to also monitor the events that have been
rejected, some monitoring is done at the event filter farm stage. The system
also allows monitoring at the level of the readout boards for development
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and trouble shooting purposes. The dotted light arrows show possible paths
for monitoring data.

By giving an overview of the detector performance, hardware failures
can be quickly spotted and software performance can be also judged by the
evaluation of the filtering and the rejection of events.

A basic requirement for the monitoring, is that it should interfere the
least possible with the data gathering itself, so it is separated from the data
acquisition system as much as possible: this is why the monitoring farm taps
into the data stream at its final stage, just before it is written to disk. An
exception to this is the monitoring of events rejected by the event filter and
calibration events, since these would never be written to disk by principle.

Level-1 readout boards, such as the Tell1 contain fast field-programmable
gate arrays (Fpga-s) to process data that is read from the front end electron-
ics. The hardware board provides synchronisation, event identification and
checks for errors. It can also perform data processing tasks, such as zero sup-
pression for analogue readout, in order to reduce the data to be transmitted,
provide clustering information of the hits, subtract pedestals, mask bad chan-
nels etc. Basic monitoring statistics of these tasks are obtained by reading
the Fpga registers with the help of an embedded 486 class AMD daugh-
tercard mounted on the Tell1 board, which along with interfacing the L1
board to the experiment control system, publishes histograms created from
these register values. The embedded 486 class processor has limited capacity
for monitoring purposes, so this facility is mainly used during development
and debugging. In normal operational mode, the operator on shift is more
likely to be presented with monitoring information coming from the event
filter and monitoring farms.

Dedicated tasks running on the monitoring farm produce thousands of
histograms used to evaluate the overall performance of the detector at a
highest level. To monitor the performance of the high level trigger, summary
histograms and rates are produced by the event filter farm.

The result of these cloned processes spawned across multiple machines
are summed up by the Adder processes, which are organised hierarchically
as a tree. Histograms resulting from the top level adder will be shown to the
operator using the presenter application, and will also be saved periodically
by the saver tasks running in the background. Saved histogram sets of a
monitoring task can invoke some further analysis tasks detecting anomalies
(such as missing or abnormal values, rates etc.) indicating areas of concern
which should be investigated to ensure smooth functioning of the detector.

More details on the online monitoring framework can be found in [32, 33].
This thesis will elaborate in some detail the Histogram Presenter component
in Chapter 4. The general framework consists of software implemented to
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handle histograms via the network and to keep track of their properties, which
are stored in a database. Due to the size of the experiment, the number and
scale of the objects to be monitored is large and diverse.

A Histogram Presenter provides a visual overview of the quality of the
measured data and to help understand the status of the LHCb experiment.
Data to be monitored is either taken from the top of a hierarchy of adders,
which sums identical histograms of given tasks and algorithms running on
different farms, or one can directly select lower level histogram producers,
such as some of the 300 credit card sized PC-s mounted on the Level-1
subdetector readout boards, called Tell1 and Ukl17.

LHCb has a unified monitoring system for the whole of the experiment.
It is completely generic, to be used throughout all subdetectors, for both
online, history and offline (batch) mode. It includes a graphical user interface
for editing monitoring pages, and methods for inspection and investigation
of the histograms such as fitting, resetting etc. The basic use requires no
programming of user code, no templates or configuration files.

3.2.3 Monitoring examples

Figure 3.20 illustrates the monitoring of the status of the Outer Tracker
subdetector’s front end electronics and readout boards during data taking.
It gives an overview of the status of the different components, such as the
Otis chip (Subsection 3.1.1), buffer overflows etc.

As an example of data quality monitoring at a different level, Figure 3.21
illustrates the case of a fully functioning subdetector readout, but when mon-
itoring noisy pixels. The bottom left plot shows a noisy HPD of the left panel
of the Rich2 subdetector (see Subsection 3.1.2). Figure 3.21(a) shows the
unmasked pixels, used to determine the optimal threshold for noisy pixel
calibration. Figure 3.21(b) shows the masked pixels.

7Since the two frontend electronics read-out boards have identical function from the
system architecture point of view, the Tell1 name will also refer to the Ukl1 boards.
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Figure 3.20: Outer Tracker DAQ monitoring.

(a) Unmasked HPD pixels (b) Masked HPD pixels

Figure 3.21: Masking noisy HPD pixels in Rich2 logbook entry #2765



Chapter 4

Histogram Presenter

A
histogram presenter is one of the main instruments to monitor and to
understand the quality of the data taken in large high energy physics

experiments. A new generic approach is needed to allow for a unified
and yet simple monitoring of diverse processes and objects; ranging from ion
drift times through data buffer states to particle masses.

The Histogram Presenter described below has been used during the de-
velopment and commissioning of the LHCb detector. It is fully integrated
within the software infrastructure of the experiment; it is part of the LHCb
software distribution’s Online package, and is deployed in the experimental
area to be at the disposal of the data quality managers on shift duty in
Cern. It allows users to visualise several thousand histograms in a coherent
and understandable manner. It is used to monitor the quality of the data
being taken during the whole lifetime of the experiment.

Histogram plots have an important role in monitoring methods, because
they can summarise a large amount of information that can be updated
regularly, allowing the user to follow changes of the monitored objects.

The developed Histogram Presenter displays plots in a page oriented way,
allowing easy comparison with reference histograms and providing interactive
graphing for further analysis. It also allows subdetector experts to interac-
tively create predefined pages of relevant plots with varying detail, which are
stored in a database.

4.1 Problem statement

LHCb is one of the four large experiments being built for the LHC at Cern.
An overview of the LHCb detector is given in Chapter 3.

Monitoring the quality of the acquired data allows for the verification of

44
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the detector performance. Anomalies, such as missing values or unexpected
distributions can be indicators of a malfunctioning detector.

The online data acquisition and processing system of the experiment is
composed of hundreds of special electronics boards equipped with credit-card
sized PCs, and of a large PC farm, with O(16, 000) processors. In order to
detect problems as early as possible, all of these elements, the electronics
boards and the processes running on the PCs produce statistical data, which
can be used to monitor the quality of the raw physics data. The statistical
data is read-out via a separate path from the physics data, and consists
mainly of histograms and counters which need to be combined, stored, and
analysed automatically. They may need to be compared with reference data,
and last but not least, presented to the users. The expected data rate at the
LHC is so high, that the majority of events will be rejected by the trigger.
In particular for LHCb, which focuses on very rare events, it is crucial to
make sure that the good, interesting physics events are saved, marking the
important role of data quality monitoring.

In order to be able to see and to monitor online the vast array of probes in
a detector, a common, standard monitoring method is needed. The approach
should therefore be as diverse as possible, but without loosing simplicity.
As for most systems to be implemented, there are a series of conflicting
requirements for the software that is based on the new approach proposed:

1. Flexibility in scaling while being simple to use: all subdetectors with
different sources, such as readout-boards and computer farms, running
in different environments should be able to publish their histograms.

2. Displayed histograms should look the same to different users (e.g. two
data taking shifts, or while reporting errors to experts), but still re-
main editable for further inspection: fitting, superimposing, scaling,
changing the number of bins, merging and adding of plots, computa-
tion of derived quantities, such as efficiency based on raw counters are
all useful for understanding what is happening during data taking.

3. Online and offline modes: displaying histograms real-time is a must
for online monitoring, but it should also be possible to review archived
data or results of simulated data in offline mode.

4. Diverse userbase: developers, subdetector experts and shifters have
different needs. The detector is operated by at least two persons on
shift, who are generally not experts. Experts should be able to create
and modify any histogram and page composed of histograms, in order
to be able to extract the most information. The shift crew would always
need to supervise the same pages of histograms.
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4.2 State of the art

Since the demise of bubble chambers and photography in favour of electronic
readout snapshots in high energy particle detectors, computer digitisation has
become inevitable, and therefore the presentation of histograms and physics
events on a computer screen has already decades of history [34]. Given
the fact, that online and offline people behind the LHCb experiment have
had first hand experience of monitoring during the LEP times (1989-2000),
the overall design and feature specification of the LHCb Histogram Presen-
ter is heavily influenced by the presenters of both the Aleph [35] and the
Delphi [36] experiments. The dominant applications used in LEP times
were Fortran based frameworks and libraries, such as the Physics Analysis
Workstation (PAW) [37]. Since then, the high energy physics community
has followed the industrial trend in bulk computing, shifting towards com-
modity PCs running Linux with C++ and Python for driving the programs:
PAW has been rewritten in a C++ implementation as an object oriented
data analysis framework, called Root [38]. As object oriented programs and
web-based applications became popular, Java and asynchronous JavaScript
have appeared.

4.2.1 LEP era

The Aleph software for displaying histograms and timecharts produced by
the monitoring tasks was the Online Presenter as shown in Figure 4.1. The
graphics was X-Window based, using the high level interface to graphics and
zebra (Higz) graphical library. Stored histograms were handled using the
statistical analysis and histogramming library (Hbook). It allowed for both
online operation and historical data review. It could only display predefined
pages stored in a database, organised according to subdetectors and other
main subsystems, such as cooling etc. The organising principle behind the
arrangement of the folders was clearly making a distinction between experts
and users on shift.

The page listing was organised around the notion of ownership, which
rather meant the detector or a subdetector. A screen page was composed of
boxes, which contained one or several histograms, similar to Root’s notion
of canvases and pads within. The pages were described with a command line
database editor, with the help of which experts could set various properties,
such as the box, display titles, axes etc. Experience showed, that graphical
editing would have been easier to use.

Once a page was defined, the input data source had to be specified to
fill the histograms. The usual use-case was the online mode, displaying data
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Figure 4.1: Aleph Online Presenter in History mode with references

real-time. There was also a necessity to be able to revisit data produced by a
monitoring task of a given run, fill or a specified time interval: the mapping
between the two was given by a Run and Fill Database, which provided the
time interval corresponding to the run and fill. Easy navigation of historical
data also proved to be useful: prominent buttons to display the next and
previous runs and fills helped to follow the evolution of given problems during
diagnostic analysis. Aggregating and summing values of histograms over a
range of runs and fills assisted in increasing statistics, when the effect of the
subject under investigation was small.

Another aim of the Aleph online monitoring system was to make the
detection and reporting of anomalies as automatic as possible through the
concept of automatic analysis of histograms. Code has been developed to
examine the shape of the histograms and to raise alarms in case of anoma-
lies. These methods ranged from simple means calculations, comparison with
expectations using reference data and examining the goodness of fit.

It also proved to be essential to be able to visually display reference his-
tograms. Reference files were defined for each saveset, making it possible
to optionally display reference values along with the displayed histogram,
but with another colour. Actually, there were a set of reference files, corre-
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sponding to different energies provided by LEP. The file to be loaded was
selected according to the time the data was taken, making the merging of
saved histograms difficult due to the different energies of different runs. For
timecharts, there were two entries for the reference values, being either dis-
played as horizontal lines, or used to scale the vertical axis of the display.
This allowed to check for fluctuations.

The presenter was not a very interactive tool for analysis use, although
it allowed for predefined representations according to database flags. It was
also possible to zoom on the scales horizontally and vertically and to display
the number of entries in a given bin under the cursor.

Aleph’s online system did get an expert system in 1991 to handle prob-
lems related to DAQ, to help improve data monitoring [39]. The system
was called Dexpert [40] and was based on a rule-based data driven forward
chaining inference engine, written in a Lisp-rooted fifth-generation domain
specific language called Official Production System (Ops5). Knowledge was
encoded in explicit rulesets that needed to be updated about yearly. It was
mainly used for trigger and event building related error reporting, and to
trigger actions for the Run Controller.

The total number of histograms during the full lifetime of the Aleph
experiment was in the order of 5000, organised in approximately 800 pages.

One of the strongest conclusions was, that the use of a database [41] was
essential for both the data driven design of the monitoring system and to the
tracking of problems which were found.

Figure 4.2: Delphi Online Presenter

The Delphi Online Presenter shown in Figure 4.2 was functionally very
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similar to the Aleph Presenter: it was also the graphic environment of the
experiment to display histograms related to the functioning of the whole
detector both during and outside LEP operations. It was also a general
system, allowing users to provide easy to use graphical interfaces to any
subdetector specific technical histogram or to display histograms of physical
distributions.

Histograms were also organised into pages, which were also classified into
groups, according to the 16 subdetectors or other logical components, such as
data acquisition, experiment control system, or trigger. The user interface
was also based on X-Window using the OSF/Motif toolkit, and libraries
treating data and histogram plotting were also provided by Cern through
the Hbook, Hplot and Higz Fortran library packages.

Descriptions of histograms, their properties, associated analysis tasks,
online data sources etc. were not stored in a central histogram database,
as it was the case for Aleph. The Delphi Histogram Presenter was fully
configuration file driven, allowing subdetector experts to freely customise the
framework to fulfil their monitoring needs.

The design of the monitoring system offered a high degree of indepen-
dence of the subdetectors and logical components, by splitting them into au-
tonomous partitions and organising them using standard components with
respect to the Delphi data acquisition system. This allowed each subde-
tector having specialised properties to use the same generic framework of
the Delphi Histogram Presenter, applying specific configuration files for
customisations, such as from which node to fetch the data for the given
histogram, the description of the display structure, etc.

Like for Aleph, it also had two main user-bases: detector experts and
personnel on shift. Detector experts could also provide instructions regarding
the histograms for the shift crew by filling out a few lines of directives, men-
tioning reference values and tolerated deviation ranges, gaps in distributions
etc., very much like an electronic logbook. Automatic checking for known
anomalies and the associated feedback to the user were not tightly coupled
to the Presenter application itself, which allowed for visual comparison with
reference histograms. Analysis was done by independent analysis tasks, trig-
gered by the writing to disk of a given histogram saveset: their output were
also histograms, which could also be displayed. Histograms were never filled
by the program which was responsible for the display: values came either
form shared histogram stores or files.

The Delphi Histogram Presenter was very much focused on customisable
user interface. Widgets independent of the configuration files were defined
using Motif’s user interface language (UIL), with the help of the DEC-Vuit
Interface Builder, which were compiled into a binary, preprocessed form of
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UIL, called user interface definition (UID). The configuration files allowed
for the specification of custom widgets via the use of Motif function calls.

The use of the X Library with C code was mixed with the Fortran based
Cern graphics libraries, as in the case of the Aleph Histogram Presenter,
but this time with the added possibility to add custom widgets to a page
dynamically, via configuration files. Both OSF/Motif and Higz routines
used the same X Display, posing technical difficulties in handling Xevents,
which were originally dedicated to the Higz component. The proposed solu-
tion was an interface glue code X11higz, which helped the X Library based
application’s main event loop in trapping and handling all events, in order
to avoid deadlocks due to the mishandling of concurrent events.

The main conclusions of the Delphi Histogram Presenter were, that there
was a need for a high degree of customisation on the subdetector expert’s
side, but there was also a great demand of robustness and stability from
the shift crew part of the userbase. Highly integrated analysis features with
warning features proved also to become a requirement.

4.2.2 LHC era

One of the first and most feature complete histogram presenter and analy-
sis desktop application of the object oriented generation is the GSI Object
Oriented On-line Off-line system called Go4 [42] from the Hades experiment
at GSI. It is fully object oriented and it based on Root in combination
with the cross-platform application development framework Qt, used for the
graphical user interface (thereby again introducing the X11higz type event
handling issue, as mentioned in the previous section, this time between the
Qt’s and the Root’s main loops).

Other large-scale experiments at the LHC have also developed a new
generation of histogram presenters, which are integrated into their respective
online data quality monitoring frameworks. As a general trait, all of them are
modular and use a plugin or template system for subdetector customisation.
They are all based on client-server models.

• Alice uses a data quality monitoring framework [43] that is fully based
on Root, with a presenter client application based on template source
files to be filled out by the subdetector experts. The presenter works in
online mode and does not build on a database, nor configuration files.
The advantage of this approach is that it is highly customisable by the
users and subdetector experts, very much like it was in the case of the
Delphi presenter.
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• Atlas experiment has an online histogram presenter named OHP [44]
client application, which is intended to be used detector-wide, and is
technically heavily influenced by the GSI presenter. Pages are de-
scribed in XML based configuration files, with the help of the Qt
plugins framework for widget customisation. It also needs special inte-
gration with the build system used by the experiment, since Qt needs
particular steps to generate meta objects and code for the user inter-
face from their descriptions. This approach combines the ability of
having a more coherent monitoring of the detector as a whole with a
modern user interface. The downside is the fragility of the combina-
tion of Qt and Root, and that the application is tightly coupled to
the online environment leaving the review of histograms and simulated,
reconstructed data to be done with another application.

• The CMS experiment displays monitoring histograms with a web-based
application called Multiview, written using asynchronous JavaScript in-
voking Root histogram functions on the web server side to generate
the plots. It uses template code written and uploaded by the subdetec-
tor experts. This application allows for the simple web-based retrieval
of archived data, but interactive investigation of a given histogram is
limited, since most of it is displayed as static images in a web browser.
This solution makes histograms very accessible due to the nature of
web, but with the drawback of providing users with a limited ability
to inspect monitoring data.

4.3 Requirements

Part of the LHCb data quality monitoring framework is a presentation sys-
tem, called the Histogram Presenter. Every method within the Histogram
Presenter relies on the abstraction, that data can be considered as a his-
togram.

The role of the LHCb Histogram Presenter is to help understand and to
guarantee the best quality of the recorded data. It needs to allow for the
monitoring of the correct functioning of the detector, as it is principally used
during commissioning and data taking activities.

In summary, the Histogram Presenter should result in a software that
is user friendly, seamlessly integrated into the online system, providing the
operators on shift, the subdetector experts and the research physicists with
the right feedback to ensure the successful operation of the experiment.
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4.3.1 Data handling

Histograms produced by the various monitoring tasks are of different types
and formats, in addition to having different sources.

Histogram types

Histograms are very common in quality control, because they are a tabulation
of frequencies, showing what proportion of the observed cases fall into each
of the different categories.

The Histogram Presenter should be able to handle a variety of histograms,
taking into consideration their respective properties. For example providing
picture related functionalities in case of hitmap applications, or function
fitting in case of a one dimensional histogram.

Data format

Data shall be delivered in two different forms, according to the producing
source. Detector readout boards publish data by sending a series of values in
a most simple form, while computing farms provide more complex serialised
objects.

Data sources

Data used to fill histograms is either provided through the network, and/or
is read from a file. Values need to be aggregated by merging the same or
different histograms that might be stored in separate files or published by dif-
ferent online services. Histograms also need to be processed by analysis tasks,
which in turn can also output histograms, called virtual analysis histograms,
which can be treated like any other histogram except for persistence. The
Histogram Presenter should also be able to overlay different histograms.

Partitioning also adds another dimension to any combination of the above,
further extending the number of concurrent sources that might provide his-
tograms. The Histogram Presenter should therefore treat these sources sep-
arate, and not mix data.

4.3.2 User taxonomy

There are two principal types of actors as users of the Histogram Presen-
ter: experts of a given part of the detector and operators or shifters, who
constantly check the working of the detector during running operations.
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Subdetector experts

Experts implement monitoring tasks, which provide relevant monitoring his-
tograms concerning the given part of the detector. They create pages of these
histograms organised in folders, so that they can be conveniently accessed
later on, also by non-experts.

They also need to be able to browse data freely, not limited to predefined
pages, both in case of online services and when data is retrieved from storage:
after a run, subdetector experts should also be able review the histograms in
order to be able to study the possible cause and effects of a given problem.
While the Histogram Presenter should not be a physics analysis tool, methods
are needed to identify irregularities and to help investigations.

Detector operators, shifters

People operating the detector on a daily basis need a fixed set of pages to
monitor. They need the pages to be coherent and consistent, being unchange-
able throughout consecutive shifts.

Although the goal is to run as many tasks as possible to automatically
check the monitoring histograms, these applications cannot substitute a hu-
man being. The most important time for monitoring is the first few minutes
of an LHC fill in order to spot missing detector parts or any misconfigura-
tion. Most automatic tasks to check the data would be only triggered after
that the first histogram savesets have already been saved to disk, or would
generally be invoked at the end of the first run. Operators should be able to
report anomalies and problems related to data quality histograms as soon as
possible, so that experts can investigate their causes.

Integration

The needs of both user types should be satisfied by integrating all the nec-
essary features into a unified approach, in order to minimise functionality
duplication and the associated overhead.

Content editing should be associated to authorisation, and it should be
possible to switch modes of operation (e.g. data browser, editor) according
to user type.

4.3.3 High level histogram manipulation

In addition to automatically processing histograms by analysis tasks, users
should also be able to do high level histogram manipulations interactively in
order to help better understand unforeseen problems.
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The primary method of the shift crew on duty for identifying abnormali-
ties is the visual checking of a large number of histograms. Two dimensional
histograms used as an event display can be used to easily spot anomalies,
such as a high background, or parts of the detector which are noisy or aren’t
responding. Since in this case the histograms are treated more like images,
the Histogram Presenter should allow for the possible ways to manipulate
them in the same way as for any picture, like zooming, overlaying different
layers, changing palettes etc.

A more difficult abnormal situation to recognise is for example a strange
distribution, in particular for the case of the event selection criteria, which
can be followed by looking at the histograms provided by the trigger. Editing
actions on such histograms should include rebinning, changing axis scales,
applying fitting functions etc.

Means of evaluating alikeness of actual histograms to predetermined ref-
erence values should be provided.

4.3.4 Operation modes

The Histogram Presenter should provide different modes of operations, de-
pending on what data is to be used to fill the histograms.

Online

The primary mode of operation should be online, collecting data realtime,
as it is read out from the online data acquisition system.

Some types of histograms filled in such a way might get saturated as
they are growing, thus might hide information. Therefore there is a need to
temporarily clear online histograms, in order to be able to spot important
changes that are only minor compared to the data set that has been already
read out.

History

Online data quality histograms shall be regularly saved by the Histogram-
ming Framework. These saved histograms are needed to be displayed, when
reviewing the quality of the data that has been recorded.

It should be possible to view histograms produced during a certain time
interval, run or fill.
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Offline

Apart from histograms that are produced by the online environment, it
should also be possible to display data quality related histograms coming
from offline simulations and reconstructions.

4.3.5 Partitioning

Given that the LHCb detector is composed of several subdetectors, there
is a need to be able to monitor all of them together during normal running
operations, as they produce one single set of physics data stream. In this
case, a single set of statistical data is used to fill the histograms.

But subdetectors and their subsystems will also run in stand alone mode
during commissioning, tests or calibrations. As they operate independently
and concurrently, they form separate partitions, producing several different
physics data streams, and by consequence several sets of monitoring data.

The Histogram Presenter must therefore be aware of these partitions, and
allow access to the different data sets.

4.3.6 Reliability and robustness

Large high energy physics experiments are designed to be running 24h, seven
days a week. Under such conditions it often happens, that histogram pro-
ducing software and/or hardware fails, or the network comes down.

Therefore the Histogram Presenter must cope with situations correspond-
ing to the above, when histogram services appear, disappear or change. It
should provide automatic recovery whenever possible.

The Histogram Presenter shall also be used not only in the LHCb Con-
trol Room, but also concurrently from elsewhere within Cern and from the
collaborating institutes, using the same system in parallel in a wide area.

4.3.7 Scalability

Due to the size of the detector and the data being taken, the Histogram
Presenter should also cope with the large numbers associated to the data
quality monitoring histograms.

Monitoring histograms produced by the different tasks vary in size: from
a few kilobytes in the case of simple one dimensional histogram, to several
dozen megabytes in case of an event hitmap.

The monitoring framework of LHCb publishes histograms which are re-
freshed in the order of each second in the online context, and in order to
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provide historical data, the framework creates snapshots of the online his-
tograms every few minutes, saving the results of each monitoring task into a
separate file. There are about two dozen partitions, with about a dozen dif-
ferent monitoring tasks running several algorithms at any given time. Each
algorithm might produce around O(100) histograms to be used by the His-
togram Presenter.

The first Full Experiment System Test (Fest) using simulated (see Sub-
section 3.1.5) data produced approximately O(10, 000) files in less than a
week. This is a very conservative low estimate, when compared to the
prospects regarding the number of monitoring histogram saveset files cre-
ated during full operation over the lifetime of the experiment.

The Histogram Presenter should be able to handle online within seconds
at least O(10, 000) summary histograms and a few hundred monitoring pages
during the commissioning phase, while it is expected that there will be a need
for at least O(100, 000) histograms during the lifetime of the experiment: the
calorimeter calibration alone has the need for around 50,000 histograms.

4.4 LHCb software tools

To be fully integrated within the LHCb detector’s data acquisition system
and in order to be able to monitor the quality of the data being taken, the
implementation of the LHCb Histogram Presenter has to take advantage of
all the tools already implemented to interact with the data coming from the
detector.

As a consequence, the Histogram Presenter also has to adapt to the limi-
tations and the constraints imposed by the composition of all existing appli-
cations in use.

4.4.1 Distributed Information Management (DIM)

The DIM (Distributed Information Management) [45] system is an efficient
communication for online, real time, distributed environments.

For large high energy physics experiments, it is unavoidable to have a
large, highly distributed online system composed of different types of nodes
being interconnected. Therefore there is a need to abstract away as much
detail as possible of the heterogeneous distributed system, in order to provide
access to information in a transparent way.

Basic remote procedure calls do provide interprocess communications be-
tween different address spaces, providing a way to execute code on another
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network node. While it has the elegance of being simple, it solves only par-
tially the arising problems. For this reason, the remote procedure call needs
to be, and has been heavily extended over time to support one-to-many con-
nections, an interface description for interoperability between different types
of servers and clients, a mechanism to handle asynchronous communications
and robustness, a namespace for the services being published etc.

DIM provides a solution to the weaknesses mentioned above: it was
established to be the communication layer for the Delphi Online System.
Having been developed to be used for data acquisition and for the control of
the experiment, it meets the requirements of being efficient for data transfer
while being robust and reliable.

DIM is following the client-server architectural model, where servers pro-
vide services to clients. The service can be handling commands, but in the
monitoring context, it rather involves providing data that can be accessed
by a name or identifier. Named services are published to a name server upon
startup, so clients do not need to know where the instance of the server is
running, allowing for transparency and easy recovery and server migration.
Clients request a service from the name server, which can also be a list-
ing of known services, and can subscribe to a given server using the service
information received.

The Histogram Presenter is a DIM client subscribing to DIM servers,
which are publishing histogram data to be used for data quality monitoring.
Service names are mapped to histogram identifiers, following an automated
naming convention strictly enforced, in order to allow for the later tracking
of the histograms using a histogram database and to make the navigation
between nodes and partitions more efficient.

4.4.2 Gaudi Online Helper (Gaucho)

The LHCb computing libraries and applications are all based on the Gaudi [46]
framework. Therefore every monitoring algorithm is implemented using
Gaudi. This also applies to the trigger algorithms, which compute the
decision to record or not an event seen in the detector. These tasks and
algorithms are run on the event filter farm and the monitoring farm, which
are described in Chapter 3. The online monitoring of the output of these
processes is needed to evaluate their performance, which is indicative to the
quality of the data being recorded.

Gaucho [32] is a tool to provide the link between the Gaudi frame-
work and DIM, providing a means to monitor online the performance of the
distributed algorithms. It implements the monitor service interface for the
Gaudi algorithms, with the help of which the variables and histograms can
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be declared for monitoring, both for online and offline operations. When used
in the online context, clients can subscribe to these services. The Gaucho
online interface also allows for the configuration of the Gaudi algorithms
using LHCb experiment’s control system.

The experiment control system’s run control is responsible for the config-
uration of the algorithms which are publishing the monitoring information.
This allows for the definition of the histogram identifiers and the correspond-
ing service names: the settings of the experiment’s control system determine
the partitions, the assignment of the nodes to the process instances etc.,
thereby composing the unique servicename where the data for the monitor-
ing histograms is available for the Histogram Presenter to subscribe to.

4.4.3 Histogram database

By having the monitoring data available to the Histogram Presenter, the
need arises to handle tens of thousands of histograms produced by the mon-
itoring tasks in a coherent and easy manner. This includes navigation and
presentation, involving display properties and different grouping criteria, for
example by task, algorithm or a predefined selection in form of pages.

While the booking of the histograms is done in the code of the Gaudi al-
gorithm which fills it with data, there are far too many properties to handle.
Therefore all histograms that are produced are declared to a database, where
the attributes can be conveniently assigned. LHCb’s histogramming frame-
work is designed to be data driven, therefore all applications need to know
which histograms are available and what operations are to be performed on
them. For example in the case of automatic histogram analysis, the expected
content, the comparison criteria and what action should be taken according
to the result of the analysis are all defined as properties of the histogram.
The same applies for the display properties in the case of the Histogram Pre-
senter. All the requirements and use cases of the histogram database for use
within LHCb’s Histogramming Framework have been described in [47].

The needs above can be satisfied by creating a relational database and
implementing a library to handle all interactions with this database, as doc-
umented in [48]. In this database, each histogram is uniquely identified by
the combination of the taskname, algorithmname and the histogram name,
irrespective of where it was produced, for example on which node of a given
farm. The database only contains attributes linked to the histograms, actual
data values for the bins are either obtained online, or read from file. His-
togram reference values are also read from a file, the location of which is a
property of each monitoring task stored in the database.

Although the online Histogram Presenter would be able to run without
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a connection to the histogram database, it would use this database exten-
sively during normal operation, since all information on how to display the
histograms would be retrieved from here.

4.4.4 Histogram analysis library

While the Histogram Presenter allows the user to visually inspect the his-
tograms by plotting it to the screen using settings from the histogram database,
it also uses the online monitoring analysis library (OMAlib) for automatic
histogram checking. The primary motivation to use this tool also within the
Histogram Presenter, is that the result of an analysis might not only be a
warning or an alarm produced by a background batch job, but it can also
be another histogram, for example when monitoring efficiencies. Therefore
the resulting, so called virtual analysis histogram, can also directly be plot-
ted, and be treated like any other histogram, for example which has been
produced by a standard Gaudi algorithm.

Analysis algorithms that are currently provided by the library include the
checking of empty bins, checking ranges for entries or ranges for the number
of entries, looking for holes and spikes or calculating the average of the values.
Scaling, merging and division of histograms is also possible, besides applying
fitting functions. Finally, the library can be used to compare measured values
to a predefined reference.

4.4.5 Boost library

The LHCb software project is cross platform, and this applies to every com-
ponent mentioned above. The requirements of the Histogram Presenter entail
some advanced thread, date and file handling capabilities when running of-
fline and in history mode. These demands can be satisfied with the use of
the appropriate Boost libraries. There are no new software dependencies in-
troduced, since Gaucho already uses the Boost library collection for object
serialisation before handing data to DIM for network transfer.

4.4.6 Root

Histograms are fundamental components of LHCb’s data quality monitoring,
as for any other data acquisition monitoring system in the high energy physics
field. The most elaborate tool for handling histograms, as required by the
high energy physics community is Root [38].

Root is a collection of very diverse tools, of which the most important
from the Histogram Presenter’s point of view is the handling of histograms:
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from elementary operations such as adding to more elaborate functions, like
filling, all the way to graphical representations and everything that is con-
nected to plotting, for example interactive rebinning or changing the scale to
logarithmic.

The main purpose of the online Histogram Presenter is to display his-
tograms, therefore in order to fulfil the requirements, it has to take advantage
of all the facilities provided by Root.

4.5 Design considerations

Figure 4.3: Layered architecture of the Histogram Presenter.

It is apparent from the initial problem statement, that the Histogram
Presenter needs to gather monitoring data from different sources, integrate
them, use archives and create plots for visualisation. Figure 4.3 shows a
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system level architecture derived from the description of the preliminary
requirements, with considerations from [49]. It is a layered architecture, mir-
roring the processing steps in the system, namely data collection, integration,
archive handling and plotting. Each layer is represented as a UML package
symbol, with the name of the layer marked as a subsystem. Each UML pack-
age represents a collection of objects and other packages. Given that each
layer is composed of other different packages, the design lends itself to the
heavy reuse of existing software.

Figure 4.4: The subsystems of the Histogram Presenter system.

Figure 4.4 is the expansion of this architectural model, presenting the
different components of the subsystems. While these components are still
very abstract and can be readily derived from information regarding the sys-
tem description, it outlines the boundaries of several interacting components
already available:
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• Data collection subsystem: composed of the online Communication
package encapsulating the already existing DIM and Gaucho pack-
ages. This allows the Histogram Presenter to interface with different
data sources, such as the farms and the readout boards. It also contains
other objects, which are for example responsible for the threading on
the client side (for simultaneous data gathering from different sources,
such as ParallelWait in the implementation).

• Data processing subsystem: does operations on data by first doing data
version and consistency checks (i.e. MonObjects and MonRateRace in
the implementation), then performing data analysis related to data
quality monitoring and display criteria (for example OMAlib).

• Data archive: provides access to offline data for integration and display,
including reference values (handled mainly by the Archive object). Al-
most every property of a histogram is stored in the Histogram Database
(implemented in the package HistDB) except for monitoring data itself.

• Data display: subsystem mainly responsible for the graphical user in-
terface, allowing for the interactive handling of the histograms. Con-
tains the main application window (PresenterMainFrame), apart from
the command line interface and the different dialogue boxes for user
interaction.

At an even lower level, almost all of the four subsystems above also rely
on packages that provide more generic tools such as histogram, relational
database, filesystem and date handling (for example, the packages Root
and Boost).

Figure 4.5 gives an overview of the LHCb Histogram Presenter’s major
components in their operating context, as defined by and created from a
use-case analysis. To the left are the actors who are end-users, while on
the right side are all the data sources, which are used when performing the
various actions that can be accomplished using the Histogram Presenter. The
following sections describe some various elements of the use case diagram.

The most common design for data acquisition and monitoring applica-
tions follows the producer-consumer pattern. The Histogram Presenter works
using a client-server architectural model.

Due to the different types of histograms and the large amount of sources
that can vary dynamically, the implementation of the Histogram Presenter
also takes a data driven model design approach, as it was the case for the
Aleph Presenter.
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Figure 4.5: The LHCb Histogram Presenter overview.

By taking advantage of the LHCb online software distribution, there
is a strong component based approach in the design and implementation
of the Histogram Presenter. The LHCb software stack includes two basic
frameworks: Root and Gaudi. These two set tools are widespread in the
high energy physics community, as Root is ubiquitous and today’s largest
experiment Atlas uses Athena, which is a derivative of Gaudi.

Gaudi and Root are complemented with further tools described in the
previous sections. They are necessary to operate in the online environment,
hence the use of the Gaucho and the distribution information management
(DIM) libraries. To keep track of all the histograms, the HistDB library is
needed, and for automatic online histogram analysis, the experiment’s own
library called OMAlib is also created along with the Histogram Presenter.

The Boost library is adopted by the Histogram Presenter, in order to
be able to satisfy cross-platform filesystem handling requirements, object
serialisation for online transfer, and to facilitate time and date operations
when navigating in history mode.

As a general observation, it is very common for frameworks to assume ex-
clusivity to key resources, without providing thread-safe hooks or mechanisms
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to make a composition of several of them. Almost every library used by the
Histogram Presenter, such as Root, Qt, DIM, and Gaudi assumed author-
ity over some resource, making instantiations, treating implicit ownership
assumptions and destruction of objects a technical challenge. Combination
of timers in the online context, composition of locks and callback functions
and user interface mechanisms are far from trivial in an inhomogeneous en-
vironment. Added to this, dependencies and object hierarchies can introduce
further incompatibilities.

The consequence of using Root’s histogram plotting facility is, that the
whole graphical user interface of the LHCb Histogram Presenter needs to be
implemented using Root’s graphic subsystem.

The schematic overview of the various software components for imple-
mentation are shown in Figure 4.6.

Figure 4.6: LHCb Histogram Presenter software context overview.

4.6 Implementation

The requirements described in Section 4.3 are met by the Histogram Pre-
senter, which is able to provide the functionalities described in the following
sections.
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4.6.1 Handling of different data types and sources

The self describing nature of the data is used to establish its type and the
operations to be performed. The type of the histogram is determined in
different ways, according to the different parts and layers of the system. Op-
erations to be performed are triggered by entries retrieved from the histogram
database, based on the histogram identifier.

In its simplest form, when a raw array is sent directly from a readout
board, the histogram type is encoded into the service name itself, allowing
for the correct interpretation of the buffer (e.g. one or two dimensional
histogram).

When the data is provided by a higher level Gaudi monitoring job, the
serialised objects become more self characterising. Aside from the arrays
containing data, the dynamic reflection capability of Root is also used to
handle other attributes of the object in question.

Access to the histograms is made as easy and interactive as possible,
irrespective of the source of production across the entire LHCb detector.

Sources of histograms can be any of all the different subdetectors de-
scribed in Chapter 3 besides other logical units of the LHCb detector, such
as the online and the trigger system. Primary sources of histograms include:

• Readout boards for low-level monitoring.

• High level trigger algorithms running on the Event Filter Farm.

• Monitoring jobs executed on the Monitoring Farm.

• Calibration jobs performed by subdetectors using the Calibration Farm.
Such histograms are monitored and analysed, but not recorded.

• Analysis tasks being performed on saved histogram sets can in turn
produce other analysis histograms.

• Offline jobs providing an overview of the data quality at the data pro-
cessing phase, after the LHCb physics data has left the online environ-
ment.

Once data is available from any of the sources above, they can be used to
produce secondary histograms: for example by using an analysis algorithm
to produce a virtual analysis histogram.
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4.6.2 Support different types of users

The Histogram Presenter can work in two major distinct modes that can be
selected according to the role of the user. Editor mode is targeted at experts
by providing all functionalities described in the requirements, while online
and offline viewing modes are made to be as simple as possible, to be used
by the operators on shift.

Expert users

When switched to Editor mode, the Histogram Presenter provides a full
overview of all the histograms related to data quality monitoring which are
known to the system.

Experts write Gaudi based algorithms, and with the help of Gaucho’s
MonitorSvc class, they publish the resulting histograms online. To do this,
histograms first need be booked by giving an identifier, which might contain
information regarding the directories in which the given histogram will be
stored, a title, the number of bins and the lower and upper limits of the axis.
After this initialisation step, the monitoring algorithm’s main loop fills the
histogram with values.

Monitoring services providing histograms online through DIM with the
help of Gaucho are picked up by the Histogram Presenter, to be used to
build and to view monitoring pages. The Histogram Presenter allows all
main operations to be performed through the graphical user interface.

By logging into the histogram database (Subsection 4.4.3) with write
privileges, experts can declare new histograms by using identifiers that are
automatically recognised through the monitoring services, according to their
availability on the network. In the case when the given histograms are the
result of an offline simulation or reconstruction batch job, the data needed
are read from Root file entries.

Experts can browse histogram services online or as read from a file, as
shown in the tree in Figure 4.7, in the top-right listing panel.

When used without a database, in its simplest form, the Histogram Pre-
senter acts as a graphical browser for histograms that are available either
online or read from a file in case of offline operation. Histograms selected
from a browsing tree can be plotted using default settings. All property edit-
ing functionality is provided by Root, and every setting is transient in this
mode.

Once histograms are declared to the database, they also appear in another
listing, below the online service tree. Besides administering these entries
(sorting by different criteria, deleting entries etc.) the expert can set prop-
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Figure 4.7: LHCb Histogram Presenter in Editor mode.

erties of the histogram that are persistently stored. Such properties include,
besides various visual appearance settings, the descriptions and relevant com-
ments, a pointer to where the reference values can be found or for example
what pattern should be overlaid. This latter can be for example a grid of
lines, separating individual subdetector components, delimiting different sen-
sor segments. The database entries also allow for the setting of what kind of
automatic analysis tasks (Subsection 4.4.4) should be performed. Histograms
can be interactively placed on the canvas to create pages, or views, which
can then be also saved to the database, arranged in a hierarchy of folders.

Actual values used to fill the bins of the histograms are not saved to the
database, and the exact source path to the data is also only cached. Data
used to fill the histograms are picked up using a dynamically constructed
service name, allowing the same histogram shells to be filled in different
use-case scenarios, such as online, offline or in the case of different partition
configurations.

Operators

Pages are a consistent view of one or several histograms plotted on the screen,
allowing the user to conveniently see monitoring information. Predefined
pages that have been created by the experts and which are intended to be
monitored regularly by the people on shift are presented to the users, hence
the name Histogram Presenter. In this mode, it acts as a simple page viewer,
much like any other browser or reader application. Histograms on these pages
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also act as hyperlinks that can point to other pages.
The authoring facilities of the Histogram Presenter remain hidden and

inactive in this viewing mode. Figure 4.8 shows a page that has been loaded
according to all the settings provided by the expert, including reference val-
ues, shown in red dots, to guide the detector operator on shift on what to
look for. Histograms with a red frame draw attention to the alarm that has
been automatically raised.

Figure 4.8: Online Histogram Presenter for use by operators.

4.6.3 Histogram manipulation

Due to the component based development approach, all necessary functions
needed to edit and to manipulate the histograms are provided by using the
features of Root [38]. The Root system provides the set of object oriented
frameworks that provide all the functionality needed to manipulate and to
analyse monitoring data. It includes methods to handle one and two dimen-
sional histograms, as well as direct support for profile histograms. It provides
visualisation and graphics classes to display the histograms, and also allows
for curve fitting, function evaluation and minimisation.

Figure 4.9 highlights some of the Root functionalities that allow for
fitting, rebinning or changing plotting attributes of the histograms.
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Figure 4.9: Interactive histogram manipulation.

4.6.4 Different modes of operation

Sources of the histograms to be monitored, such as the output of the au-
tomatic analysis tasks, the contents of saved histogram saveset files, or the
online services using the distributed information management system on the
network provide the necessary data to fill the histogram’s bins with values.

To allow for the same pages to be used in the online, history and the
offline context, the Histogram Presenter can be running in different modes.
The data driven model of the histogramming framework and the strictly
enforced naming convention helps the location of the correct data source to
be used when filling the histograms in each use case.

Selection of the source depends on the monitoring activity. For real-time
online monitoring, the Histogram Presenter fills the displayed histograms
with values read from the network as they are produced. When histograms
are reviewed, typically after a run, a fill or in case of an offline reconstruction
or simulation, the Histogram Presenter reads files from disk, offline. The
Histogram Presenter also allows for the simultaneous display of both online
and stored histograms, as it happens when reference histograms are used.
A given run might be judged as a run having good data quality properties,
therefore histograms saved from this run would serve as a basis for comparison
with other similar runs, helping to spot anomalies.
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Online mode

The default operational mode is online, relying on DIM servicenames for the
location of the sources needed to fill the pages of histograms.

The servicename is composed of the histogram identifier, which is unique,
along with the dynamic information regarding the online publishing source,
such as the node name and the instance of a given producing task on the
node.

Figure 4.10 illustrates the data flow diagram in online mode. Histogram
servers providing monitoring services register their named services to a name
server. Thereafter the Histogram Presenter can query the name server for
all known monitoring services, for example running Gaudi algorithms, and
match the histogram identifiers with the services that publish the data (see
Section 4.4.2). The returned service information is then used to access the
monitoring services directly on a subscription basis, allowing for the real time
reception of the monitoring data.

Figure 4.10: Online data flow diagram based on [45].

In order to avoid the saturation of certain types of histograms, the user
can do a clearing reset of the histograms locally in the Histogram Presenter,
to display data accumulated only from the moment of clearing. The plot can
be reverted to show the full contents, up to the moment of reset done at the
publishing server, typically done at the ending of each run.

History and offline mode

When not operating in online mode, the Histogram Presenter reads data
from files. In this case, the unique histogram identifier is used as a key,
allowing for the retrieval of the appropriate values from a file containing all
the histograms from a given monitoring task, called an histogram saveset.

In history mode, the user is able to give a time-range, for which values
are read from the saved histogram sets and are aggregated. By setting a step
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size, the periodically saved files can be navigated back and forth in time, in
a convenient and transparent manner, as shown in Figure 4.11.

Figure 4.11: LHCb Histogram Presenter history mode time selection.

The Histogram Presenter locates the relevant files according to their
timestamps, and merges their contents. In case of simulated or reconstructed
data, when time is not as relevant, the Histogram Presenter allows the user
to specify a given file to be loaded using a filepicker dialog.

4.6.5 Partitioning support

The location of the data source of a given histogram might vary depending
on what the actual configuration of the detector is. The partitioning of the
LHCb detector allows for its different elements to dynamically work together
or independently, according to the operating needs and run control settings.
Partitioning can be based on a combination of subsystems and the desired
activity, such as physics measurements, tests or calibrations.

The generic architecture of the partitioning in the control and monitoring
system of LHCb is described in [51]. The overall system can be modelled
as a union of disjoint trees, as illustrated in Figure 4.12, reflecting the com-
position of the hierarchy of the components of the detector. The control
over the full detector is exercised via the experiment control system (ECS).
It allows to send commands and to handle the different status and alarms
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Figure 4.12: Hierarchical architecture of the DAQ system based on [50].

of all the subsystems, such as the detector control system (DCS) and the
data acquisition system (DAQ). The configuration of the DAQ, along with
the grouping of the subsystems and devices into partitions is therefore done
through commands given via the ECS.

During configuration, monitoring tasks to be launched are assigned to a
partition, along with all the needed resources, such as the farms that produce
monitoring data. Due to the data driven nature of the system and the nam-
ing convention used, the partition name is part of the service name under
which the monitoring tasks publish their histograms. Therefore when run-
ning online, the Histogram Presenter recognises the proper partitions while
parsing the service names that can be associated to the histogram identifiers.
In offline mode, the saveset files resulting from the monitoring tasks are ar-
ranged into directories on the filesystem, according to the partition that has
produced the given file. This allows the Histogram Presenter to link the
monitoring task to the partition within which the task was running.

Different instances of the Histogram Presenter can be used to look at
different partitions. This allows subdetector experts to select their own sub-
system when running stand-alone, separate from other data streams.

4.6.6 Error reporting

Histograms are analysed automatically periodically in the background. Should
an error or warning occur, the issue appears in an alarm listing in the His-
togram Presenter and the histograms in question are flagged to draw atten-
tion, i.e. with a red border. There is a one-click function for issue tracking
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that enters the given page connected to the incident into the electronic log-
book, which can then be edited over the web.

Figure 4.13: Creating an entry into the logbook.

An example of a logbook entry is shown in Figure 4.13.

4.6.7 Reliability and robustness

Monitoring tasks are running on a variety of hardware platforms and op-
erating systems with many components. In order not to be blinded in the
Control Room by failure of the monitoring system during operations, it has
to run reliably and robustly. For example, a typical scenario that must be
tolerated by the system is that online histogram services “disappear” and
“reappear”. While the disappearing of online histograms during a run is an
anomaly, it is normal for online monitoring histograms to disappear at the
end of a run and be unavailable between to data taking runs.

DIM provides reliability transparently across all the different online his-
togram sources, making communication efficient and robust. DIM has been
widely used in different experiments (Delphi, Na50, L3, BaBar, LHC ex-
periments) over a long period of time, resulting in an extensive record of field
testing. Processes can communicate independently, without knowing where
they are being executed, therefore allowing for a transparent failover which
allows damaged connections to be reestablished, in order to smoothly recover
from errors.



CHAPTER 4. HISTOGRAM PRESENTER 74

Should a system crash or disappear from the network, all connected pro-
cesses are notified. Connection is automatically reestablished, when the ser-
vices become available again, since every server registers its services to the
name server, which can in turn notify the clients concerned.

DIM also helps the development of distributed code, by allowing pro-
grammers to rely on its abstraction layer. The programming interface of
DIM hides all communication issues, minimising network related program-
ming errors and omissions.

Reliability of the histogram database is ensured by the fact that the
relational database server is running on a four node cluster.

Further robustness is warranted by continuous integration, making sure
that the different implementations of the tools and libraries work together
as they evolve. Programming errors are additionally checked for using tools
such as valgrind [52].

4.6.8 Scalability

In order to be able to deal with the large number of histograms, a fast
relational database for storing and retrieving histogram properties is used.

Histograms are filled with values via a subscription based online data
transfer using DIM, making use of the network bandwidth on a flexible, i.e.
as needed basis.

Subdetectors producing 2D histograms as event hitmaps can minimise
bandwidth needs by using histograms of different sizes to match the granular-
ity of the subdetector modules. The decomposed hitmaps can be graphically
combined in the Histogram Presenter to form the hitmap image of the full
subdetector, resulting in a more compact data representation of the event
view.

As of writing, the Histogram Presenter has been tested for displaying
7,850 online histograms from the monitoring farm, 582 reconstructed his-
tograms from offline batch jobs, besides high level trigger related histograms
provided by the event filter farm. The numbers given are still preliminary,
as the LHCb detector is still being commissioned. The detector has not
seen a collision from the LHC machine, therefore is still not under operating
conditions.

The Histogram Presenter is used on a regular basis concurrently by several
dozens of subdetector experts, distributed both in the LHCb Control Room
at Point 8, offices in Cern’s main sites and remotely from the collaborating
institutes.
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4.6.9 Technical notes

The initial prototype implementation was based on the same technical solu-
tions as Go4 and Atlas OHP, in an attempt to get the best of both worlds:
a clean graphical user interface using Qt, with all the functionality required
by the high energy physics user community provided by Root. Integration
with the CMT [53] build system adopted by LHCb posed some challenges,
since Qt provides its own build system, which performs the necessary steps
regarding the user interface description translations and compilations, along
with the automatic generation of a meta object system. This system is needed
by the signals and slots mechanism, on which the Qt graphical user inter-
face is based. Therefore CMT had to be extended using build description
fragments to perform all the additional tasks which are performed by Qt’s
custom build system.

It soon became apparent, that there is no easy way to trap and to handle
events in a reliable way while running within this setup: neither of the two
Qt interfaces that are currently available in Root worked reliably and conve-
niently. A robust solution for integrating the two frameworks requires consid-
erable additional effort, for which there is no available manpower. Therefore
the use of Qt was dropped, and the LHCb Histogram Presenter became a
fully Root based application, arguably making it one of the most sophisti-
cated graphical Root end user applications to date.

The Root graphical user interface is a little more modest and somewhat
harder to use than what more modern graphical toolkits can offer, but it
was found to be adequate for the job. Although building the user interface
and using the widgets has a steep learning curve, it does have wrappers
for the widget callback functions following the observer pattern, similarly to
the signals and slots model pioneered and popularised by Qt. Root has
its own interpreter called Cint, and is therefore able to generate and use
dictionaries, similarly to the Qt meta object model. Integration of Cint
dictionary generation for use with the graphical user interface using CMT
also required some additional effort, since no experiment has done similar as
of date.
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4.7 Contributions

Contribution 2 I have developed a novel approach to perform the moni-
toring of large systems, being able to scale the interactive visualisation in
a coherent and understandable manner for both online and offline data.

The proposed approach has the following main innovative elements:

2.1 The earlier general principle of qualitative histogram abstraction was
extended in the context of data quality monitoring visualisation as a spe-
cific case of monitoring, taking into consideration reliability, robustness,
partitioning of the large system and accounting for different user related
criteria.

2.2 I have created an implementation of an innovative Histogram Pre-
senter based on the methods proposed, that is scalable to the size of a full
detector used in an LHC experiment, with its computing farms included.
It is able to handle a large number of histograms O(100, 000) online, many
different subsystems and users. Any of the used monitoring views can be
presented online within 10 seconds, and the vast majority of the interac-
tive views load in one second, ensuring responsiveness for timely human
interaction.

4.8 Applications and further research

The experimental work underlying this thesis showed, that it is possible
to establish a highly scalable method for visual monitoring that has been
successfully applied in the context of data quality insurance [54, 33, 55].
The method is generic and flexible enough to accommodate very diverse
monitoring needs. No other LHC experiment’s collaboration has created
a platform independent, highly interactive histogram visualisation approach
that is used across the entire detector, for both online and offline operations.

The proposed new method has been successfully applied using the his-
togramming framework [32, 46] to monitor:

1. Physics data quality.

2. The correct functioning of the detector instruments and related sys-
tems, such as the online data acquisition network.
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3. Results of physics simulations.

As reported in [21], the LHCb detector has been commissioned to be able
to take data, when beam is available. During the commissioning phase, the
Histogram Presenter was used for detector time alignment using cosmic rays,
for example in case of the calorimeters and muon stations. The Histogram
Presenter was also used to monitor subdetectors while taking test measure-
ments from test beams, for calibration of parameters, such as pedestals for
noise for the vertex locator and tracking stations.

Figure 4.14: LHC First Beam

In summer of 2008, commissioning activities were done on a fully opera-
tional detector; all the subdetectors were joined into a single partition, and
were centrally controlled during the data taking exercises. Figure 4.14 illus-
trates the day of the official inauguration of the LHC on the 21st of October
2008, with a single beam as it was seen using the Histogram Presenter as a
2D event viewer for the calorimeters.

The Histogram Presenter is used on a regular basis concurrently by sev-
eral dozens of subdetector experts, distributed both in the LHCb Control
Room at Point 8, offices in Cern’s main sites and remotely in collaborating
institutes.

As of writing, the Histogram Presenter is used for displaying 7,850 online
histograms from the monitoring farm, 582 reconstructed histograms from of-
fline batch jobs, besides a number of high level trigger related histograms
provided by the event filter farm. The Histogram Presenter can also run in
the background to create regular monitoring plots to be served via a web-
server, as it is the case for the TCK Presenter.

Interactivity is very important for users, therefore the response time of
the Histogram Presenter, especially when used for online monitoring, turned
out to be a very important factor.
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Figure 4.15: Time to load 967 pages online, sorted increasingly. Each red
(dark) entry in the foreground is the time in seconds to load a given page.
Green (light) is the number of histograms on the given page.

Figure 4.15 shows the distribution of the time in seconds to load 967 pages,
after some performance tuning. As for the most common use-case, the pages
were predefined by the experts and were retrieved from a database. Pages
loaded were filled with online data. The average time to load a page is 1.07
seconds, the median is 0.97 seconds. The page having the most number of
histograms, 47 on a single view, was loaded in 9.89 seconds. The second
“largest” page in terms of number of histograms had 42 histograms, and
took 8.93 seconds to load. All other pages take less than 4.72 seconds to
load. The improving factors were the introduction of threading and service
location caching.

Figure 4.16: Frequency of the time to load online 967 pages.
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Figure 4.16 is a histogram of the same benchmark, using bins for the time
in seconds to load a page.

Loading pages with offline data from files did not pose technical challenges
in terms of speed performance.

Nevertheless, the LHCb detector still has to see its first particle colli-
sions, therefore the most realistic operating conditions are still ahead. As a
consequence, the need for new features and functionalities may arise, such as
the handling of the changing luminosity of the beam provided by the LHC.



Chapter 5

Physics detector diagnostics

T
he automatic histogram classification method proposed below can
learn to recognise strange or anomalous histograms that can be used

for monitoring purposes, on the basis of similarity to examples shown
previously. It is based on supervised learning: the user as a teacher can assign
a pattern category to each histogram, with labels indicating good events or
events having known anomalies. This allows further automatic classification
of a large number of events or histograms, without tedious human interven-
tion.

5.1 Problem statement

Histogram analysis algorithms that are provided by subdetector experts in-
clude checks for empty bins, ranges of entries, number of entries, holes and
spikes as well as calculation of averages. Moreover, fitting functions, scaling,
merging and division of histograms are possible as well. All of these algo-
rithms are explicitly defined by the expert, along with their input and output
parameters, such as the thresholds for alarms.

Another way to automatically obtain decisions about the quality of his-
tograms is by showing good and bad examples to the machine, in a bid to
be able to create a model accurate enough to be able to make a meaningful
classification decision.

5.2 Feature vector extraction algorithm

Pattern classifiers are prone to be very sensitive to prior knowledge when
choosing features and models to be applied. Collected statistical data is

80
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already in form of histograms, therefore any features of choice would need to
be derived from the properties of these histograms.

Straightforward properties of a one dimensional histogram are the bins
and their contents, directly yielding a feature vector. The extension to the
two dimensional case is less trivial, short of concatenating the columns or
rows of the two dimensional array, potentially resulting in undesirably long
feature vectors.

When two dimensional histograms are viewed as a representation of sensor
hits, the clustering of the hits can be taken into consideration by interpreting
the two dimensional array as a graph, where the vertices are the hits, and
the edges are the connections between these hits. By connecting all vertices
to each other, a complete graph is obtained.

By attributing the distance between the hit pixels to be the weight of the
edges in between the vertices, a minimum spanning tree can be constructed,
where the weighs are non-negative. A characteristic property of this mini-
mum spanning tree is the distribution of lengths of its edges. The distinctive
feature of this distribution can be illustrated by applying a cut on the length
of these edges. By removing inconsistent edges which are significantly larger
than the others, the full cluster, as covered by the minimal spanning tree
falls apart into smaller clusters, which are called natural clusters.
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Figure 5.1 illustrates a two dimensional histogram, which is interpreted
as a hitmap. The hits are linked with a minimum spanning tree, having
an inconsistent edge. Figure 5.2 shows the distribution of the edge lengths.
By leaving out the longest edge, the cluster breaks into two smaller natural
clusters.

When only the unitary edge lengths is taken into account, in our case
pixels that can be found next to each other, the algorithm degenerates to the
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nearest neighbour algorithm, which is frequently used in cluster analyses.
The resulting feature vector for the example cluster can be easily read, by

simply looking at the number of entries in the consecutive bins in Figure 5.2.
The number of entries for each edge length category bin is:

xi = [0 6 0 0 0 1 0 0 0 0 0] (5.1)

In addition, the vector above can be prepended with the distance between
the centroid of the full cluster and the centre of the sensor array to have
information about locality of the cluster.

5.3 Classification algorithm

Subdetector experts can label histograms as positive or negative samples
for a given class of histograms during training phase. From this point, his-
togram bins are looked at as vector elements (see Equation 5.1), therefore
the histograms are considered as vectors.

Then these labelled training vectors in the Euclidean space can be used as
inputs for a support vector machine classifier. Training vectors are denoted
xi, i = 1 . . . n, where each vector is a data instance. We consider two classes
only, “good” or “bad” histogram, although multi-class classification would
be also possible. Class indicator vector y is defined as:

yi =

{

1 if xi ∈ class 1
−1 if xi ∈ class 2

(5.2)

A subspace of dimension n− 1, dividing R
n space into two half spaces is

called a hyperplane. The goal of training is to find a separating hyperplane
between the two classes. In two dimensions, this is just a simple line and in
higher dimensions it is called a hyperplane. For any new data instance, we
only need to check on which side it will fall of this line or hyperplane: this is
the basic idea behind a linear classifier. Such classifiers are known as linear
discriminants in statistics or perceptrons in neural networks. Therefore the
notations from neural networks can be used: w for weight vector and b for
bias1

As seen in Figure 5.3, when separating stars from suns, there are many
dashed wTx + b = 0 separating hyperplanes possible. Both planes can be
used for class separation in the illustrating example, but it is worth inves-
tigating which one would be better. The one on the right hand side looks
intuitively better, because it has wider separating margins between the two

1Sometimes replaced as threshold, θ.
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Figure 5.3: Separating plane illustration example

distributions, but this depends highly on the training data. Dark feature
vectors in red support the separation margin, the maximal margin in case of
the right hand plot. The classification error is called ξ, the functional margin
is marked as γ (to be defined in Equation 5.7). Therefore the main task for
the machine is to find w and b for the plane satisfying:

(wTxi) + b > 0 if yi = 1

(wTxi) + b < 0 if yi = −1 (5.3)

Using the model based on w and b given by 5.3, a decision function is
needed to decide on which side of the plane the data x can be found:

f(x) = sgn(wTx + b) (5.4)

This is why the method is called Support Vector Machine (SVM) classi-
fier [56]. The problem arises, that there are many possibilities for w and
b, and we would like to maximize the width of the separating margin. The
distance between the margins wTx + b = 1 and −1 using the L2 norm is:

2
||w|| =

2√
wTw

(5.5)

The maximal margin classifier gives a quadratic programming problem2:

min
w,b

1
2

wTw (5.6)

2During training, the vector xi and its class label yi are known, so w can be calcu-
lated by solving the quadratic programming problem. However b is somewhat harder to
calculate, but is feasible, given the geometrical interpretation of Figure 5.3
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with the functional margin γi of (xi, yi) with respect to (w, b) being subject
to the constraint:

γi = yi(w
Txi + b) ≥ 1, i = 1, . . . , n. (5.7)

coming from the combination of the two inequalities in 5.3 into a single
condition. This is the prime problem that the support vector machine solves,
but this problem may not be linear: the separating line may not be a straight
line, it could also be a curve for instance. We must also allow for training
errors for two reasons. First, to escape an infeasible optimisation problem:
from the given set of candidates, which can satisfy all constraints? We do not
attempt to separate all instances, only some of them. The other reason is to
make the classifier more robust by avoiding overfitting. Finding a non-linear
curve for data vector separation can be difficult, therefore data is projected
into a much higher dimensional space (which can even be infinite), called
feature space using a φ kernel function:

φ(x) = (φ1(x), φ2(x), . . .) (5.8)

As illustrated in Figure 5.4, it is potentially easier to find a linear separation
plane in such a space.

Figure 5.4: Separation plane in a higher dimension.

The φ mapping function for the kernel K used is the radial basis function:

K(xi,xj) ≡ φ(xi)
Tφ(xj) = e−γ‖xi−xj‖

2

(5.9)

which can be an inner product in infinite dimensional space. Assuming x ∈
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R
1 and γ > 0 a Taylor expansion can be performed:

e−γ‖xi−xj‖
2

= e−γ(xi−xj)
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To allow for training errors, we introduce an error bound with ξ. There-
fore the margin regularization term 1

2
wTw needs to be balanced with the

training error
∑l
i=1 ξi with a cost constant C as a penalty parameter for mis-

classification (if this is large, then convergence will be slower during training).
The standard support vector machine can be formalized as:

min
w,b,ξ

1
2

wTw + C
n
∑

i=1

ξi (5.12)

with the constraints:
yi(w

Tφ(xi) + b) ≥ 1− ξi (5.13)

where
ξi ≥ 0, i = 1, . . . , n (5.14)

The dual of the problem 5.12 can be formulated as the quadratic objective
function:

min
α

1
2
αTQn×nα− eTα (5.15)

with the following constraints:

yTα = 0, 0 ≤ αi ≤ C, i = 1, . . . , n (5.16)

where e is a vector of 1-s and Qn×n is a positive semidefinite matrix defined
as:

Q ≡ yiyjK(xi,xj) (5.17)

having a closed form when using the radial basis function 5.9.
The weight vector w of the separating hyperplane can have an infinite

number of variables, but given that the training data set is limited to n, so
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are the variables, resulting in a finite problem. With the construction of the
space R

n, any n independent vectors are linearly separable. By transforming
the training vectors into independent vectors in the R

n space using a K
positive definite (K = LLT ) matrix, the data becomes linearly separable.

Therefore to obtain the optimum w:

w =
n
∑

i=1

αiyiφ(xi) (5.18)

the decision function for the training vector x is set to:

n
∑

i=1

yiαiK(xi,x) + b (5.19)

Only the projections φ(xi) are used, where αi > 0. These instances are
called support vectors.

The support vector machine based classifier outlined above and applied
in Section 5.5 is implemented with the help of the library [57].
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5.4 Contributions

Contribution 3 I have developed a new method relying on supervised
training to perform the automatic classification of histograms to be used
for assessment in monitoring.

The method involves the following innovative elements:

3.1 Traditional histogram classification methods used in monitoring are
most often either visual evaluation by humans, or rely on explicitly coded
threshold values and algorithms to evaluate histograms. The new generic
histogram classification based on supervised machine learning combines
the two approaches: the user can show qualitative examples, even using
subjective selection criteria, and thereafter rely on quantitative evaluation
that can be performed automatically.

3.2 The generic method proposed can be directly applied to the widely
used one dimensional histogram type, like the ones produced by different
types of monitoring data sources.

3.3 I have extended this new histogram classification process to include
two dimensional histograms, thereby including a generic abstraction for
cluster based hitmap classification.

3.4 I have created a monitoring task based on the proposed novel method,
by implementing a pilot monitoring task for the LHCb experiment’s
Rich subdetector, and achieved at least 93% accuracy in distinguishing
normal from anomalous cluster-like events by training with examples.

5.5 Applications and further research

To illustrate the methods outlined above, a monitoring example is presented.
As described in Chapter 3, the LHCb detector at Cern’s LHC is built from
a combination of several subdetectors. This chapter focuses on one type, the
Ring Imaging Cherenkov (Rich) detector used for particle identification (see
Subsection 3.1.2). There are two Rich subdetector assemblies in the LHCb
detector: they are named Rich1 and Rich2. The Rich assemblies contain
panels of arrays of Hybrid Photon Detectors (HPD-s), a combination of a
vacuum photo-cathode tube and a silicon sensor detector mounted at the
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bottom, as shown in Figure 5.5(a). The patterns emerging from the silicon
sensor readout are the subject of this event recognition study.

(a) Rich HPD photo (b) Rich HPD schematic

Figure 5.5: Rich Hybrid Photon Detector from [19]

The Rich principle used to identify particles relies on a hitmap readout
of the silicon sensor arrays. The chips provide an image showing rings (see
Figure 3.10(b)) or rather their segments, for example because of the gap
between the individual HPD tubes, as they are assembled honeycomb-like
array. The ring finding algorithm which is based on the likelihood of matching
an hypothesis of a particle to the image seen needs to have a clean readout,
ideally with pixels only due to light coming from the outside (Cherenkov
and background) and preferably without any additional noise from the HPD
device itself. HPD-s contain a vacuum tube for the photomultiplier and a
quartz window entrance for the light quantum. This window separating the
vacuum from the radiator gas that is used to produce the Cherenkov light is
porous, or sponge-like to small elements, such as light gases.

It became apparent, that some current generation of HPD-s have an
ageing characteristic, manifesting in the elevation of the ion feedback rate of
the HPD, directly affecting the quality of the data being read out from the
HPD device.

At the heart of the Rich subdetector readout is the hybrid photon detec-
tor shown in Figure 5.5. It contains a silicon detector array of pixels, consist-
ing of 8196 sub-pixels, arranged as a matrix of 256 rows and 32 columns. This
is the native readout-mode, as it is used by the Alice experiment. For the
measurements taken in the LHCb experiment, adjacent eight row pixels are
grouped (OR-ed) together, forming an array of 32×32 pixels. Since LHCb
also uses the higher resolution native mode during test runs for diagnostic
purposes, the former mode will be referred to as alice mode, and the latter
as lhcb readout mode.
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Figure 5.6: Anomalous ion feedback event as seen in the silicon sensor readout

Ion feedback (IFB) events, like the one shown in Figure 5.6 can be at-
tributed to the loss of vacuum in the cathode, due to the permeability of the
quartz entrance window. This results in an increasing number of residual gas
molecules which are ionised, generating photoelectrons peaking around the
central axis of the tube. Therefore when these electrons hit the silicon sensor
chip, they cluster in the middle of the HPD chip. An event containing a
cluster of more than 4-5 pixels within the illuminated area is classified as an
anomalous ion feedback event by the experts. In addition to normal and ion
feedback events, other types of events exist, such as scattered and isolated
individual pixels appearing randomly not being produced by incoming light,
known as dark count events. Normal events, as read out from the silicon
sensor, would only contain ring section(s).

Due to the fact, that a large number of HPD-s are running simultaneously
in order to be able to produce an image of a single event as seen by the Rich
subdetector, manually evaluating each chip readout is not possible. The
current approach to detect ion feedback events is to decide on a cut on the
cluster size. This size has been initially set to four neighbouring pixels and
has increased over time to five, as the quality of the vacuum in the HPD
tubes has degraded. Also, the notion of neighbouring pixels is defined to
ignore diagonals, and only considering clusters that are at the centre of the
silicon chip.

Rich HPD experts define hit cluster size classifications using the follow-
ing labels shown in Table 5.1. A cluster is classified as ion feedback, if the
cluster is of size Medium or larger.

The proposed general purpose histogram based clustering has been ap-
plied to this detector type, in order to be able to spot ion feedback events by
automatic classification of events or patterns, without having to code explicit
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Table 5.1: Classes of clusters in specific IFB detection algorithm

Class label Cluster size n

Small 1 ≤ n < 5
Medium 5 ≤ n < 10
Large 10 ≤ n < 15
Huge 15 ≤ n < 20

Gigantic 20 ≤ n

rules for their selection criteria in source code. In this study, the subdetector
did not tag a few histograms according to their event type, but the hard-
coded ion feedback detection algorithm was used to teach the classifier to
recognise the histograms.

Subdetector experts can label histograms as positive or negative samples
during an initial training period, according to the event type. In our example,
whether the histogram is an ion feedback event readout or not.

The output of the supervised machine learning algorithm is benchmarked
using the currently used specific ion feedback event monitoring algorithm.
A total of 4,000 readout events were used from test runs done in February
2008, of which 299 were classified as ion feedback events by the current filter-
ing algorithm. Results were validated via 5-fold cross validation using data
containing 50% positive and 50% negative, randomly mixed data samples.

In a first evaluation, a naïve Bayes based classifier (see Appendix A) was
used, implemented by [58]. It achieved 68.11% accuracy for predicting the
classes. Admittedly, the training sample in the lower hundreds might not
have been enough to obtain model parameters accurate enough.

Although it is very difficult to do comparison due to the nature of the
data, but early untuned naïve e-mail spam filters achieved similarly, when
using small sample sizes, in the lower O(100) range, without any specific
optimisation [5, 6] to the design of the classifier.

The support vector machine classifier implemented in [57] performed
much better, achieving a rate of 93.32% accuracy (see benchmarking method
in Subsection 2.2.3). The model parameters were obtained through auto-
mated heuristic search, yielding γ = 2 and C = 128 for this specific use-case
of recognising ion-feedback event histograms.

Figure 5.7 shows the evolution of the model parameters C and γ during
the heuristic grid search based on cross validation.
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Figure 5.7: Heuristic parameter grid search while optimizing C classification
error cost and γ feature vector projection kernel scaling parameters.

It would be possible to potentially improve cluster recognition capability,
by further expanding the feature vector to contain information about the size
and number of clusters detected. Only the minimal link length between hits
and the offset of the centroid of the whole cluster hit have been implemented.

As suggested in a private communication, the method could also be ap-
plied to other detector readouts, for example to find tracks in the Muon
subdetector.

Finally, the last step of integrating a “teaching” button into the Histogram
Presenter (see Chapter 4) could be feasible, with the help of which the end-
user could conveniently and interactively label histograms with class tags and
flag examples of them. Labelled feature vectors obtained in such a way would
then be used for training the classifier. When the model becomes accurate
enough, the classifier could run in the background and use the alarm handling
mechanism to warn about anomalies. The working of the full system would
then be almost exactly analogous to using an email client with junkmail filter,
able to automatically file unsolicited email into a folder, which can eventually
later be consulted, if necessary.



Chapter 6

Physiological state diagnostics

O
scillation of the cerebral blood flow (CBF) is a common feature
of several physiological or pathophysiological states of the brain.

Therefore, it is of interest to identify the disorders of the cerebral
circulation based on characterisation and classification of patterns in CBF.
For this end, an artificial neural network based classification model is pro-
posed. To describe the temporal blood flow, the model uses spectral matrix
based feature vectors. The efficiency of the classification is evaluated and
compared to the results obtained by wavelet subband analysis used with a
support vector machine classifier, as described in [59].

6.1 Problem statement

Instability of the vascular tone occurs in various endothelial dysfunctions,
which result from pathological processes. The aim of the trial presented here
is to automatically characterise and classify cerebral vasomotion in experi-
mental conditions, i.e. diminished nitrogen monoxide (NO) production.

There are two important changes that can occur after NO synthase (NOS)
inhibition. One is an increase in vascular resistance, and therefore a decrease
in blood flow. The other is an oscillation in the tissue blood flow. Rhythmic
changes in the vessel diameter can be studied in isolated cerebral arteries.
When NO synthesis is blocked, the veins contract, change muscular tone and
exhibit vasomotion.

The physiological and pathophysiological importance of vasomotion is not
fully understood. It has been shown, that when vascular tone is modulated
by a sine-wave vasomotion, vascular conductance is increased [60]. In this
way, vasomotion can be characterised as physiological adaptation of the vas-
culature. However, irregular and high amplitude vasomotion can be a sign of

92
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the collapse in the regulation and therefore of inadequate cerebral perfusion.
There have been efforts to determine whether the NO level decrease trig-

gers an increase in thromboxane production by the vascular smooth muscle,
and whether low level NO contribute to fluctuation in vasomotion. The
clinical importance of the latter question is given by the fact, that different
conditions, such as subarachnoid haemorrhage and traumatic brain injury
are often introduced by oscillation in the blood flow, therefore making it
probable, that the two phenomena have the same pathophysiological back-
ground [60].

Measurements of vascular tension were carried out in isolated rat middle
cerebral arteries (MCA) from the parietal lobe. The extent of vasomotion
was measured by the Laser Doppler (LD) velocimetry of the blood cells in
isolated vessels.

Administration of (1 µg/kg iv.) drug U-46619 resulted in neither quan-
titative nor qualitative changes in the cerebral blood flow. Injection of
L-Name, (100 mg/kg iv.), however, provoked oscillation at a frequency of
144±10 mHz, as it was determined by Fourier analysis. The subsequent
administration of U-46619 did not change the frequency of the oscillation
(144±11 mHz). The main aim of this study is to characterise and separate
the three conditions; initial state and states under L-Name and U-46619.
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Figure 6.1: Measured blood flow time series in three states in arbitrary units
(AU).
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Figure 6.2: Normalised dimensionless feature map using data from [61], ob-
tained with the Fourier transform of the series shown in Figure 6.1. Normal
blood flow is class A (square), after administration of L-Name is class B
(triangle) and after administration U-46619 of is class C (disc).

The three observed forms of CBF (Figure 6.1) have been classified (Fig-
ure 6.2) and characterised1 as follow:

• Normal blood flow, that does not exhibit low frequency oscillations
(LFO), referenced as class A;

• Slight oscillation after the administration of L-Name, a NO synthase
inhibitor reportedly evoking CBF oscillations, referenced as class B;

• More pronounced oscillation observed after the administration of throm-
boxane agonist drug, U-46619 for stimulating thromboxane receptors,
having the effect of also inducing low frequency oscillations, referenced
as class C.

While doctors can visually observe the different forms of cerebral blood
flow, it would be desirable to automatically distinguish the classes, in order
to avoid subjectivity and to be able to build a system, which is able to
automatically evaluate a large number of measurements.

Separation of the class A from the other two has been carried out success-
fully using two feature vector elements derived from the measured signal [62].
With the use of amplitudes given by the Fourier transform, classes B and
C could not be effectively distinguished [63], due to the highly overlapping

1There is no established unit used to compare different amplitudes in LD-based mea-
surements.
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regions (triangles and discs in Figure 6.2). According to [63], the two great-
est components of a wavelet decomposition do not represent adequately the
signals in states of class B and C. Therefore a different approach has been
studied, which relies on an eigenvalue based characterisation [64]. This sec-
ond attempt was made by using spectral analysis for feature extraction and
artificial neural network classification. The result is compared to the previous
technique presented in [65].

6.2 Feature vector extraction algorithm

In order to obtain the singular values characteristic to the different states,
a matrix can be derived from the time signal. It is obtained by creating a
spectral matrix.

The spectral matrix must be derived from the measured time signal. This
is done first by creating an A matrix. Given the time series of data di, where
i = [1 . . . 70, 000] are sample points, we form a sliding window of size n
and range m. By choosing n ≪ m, the following window vectors can be
constructed:

u1 = (d1, d2, d3, d4, d5, d6, . . . , dn)

u2 = (d2, d3, d4, d5, d6, d7, . . . , dn+1)
...

um−n+1 = (dm−n+1, dm−n+2, . . . , dm) (6.1)

The matrix is built from these window vectors as columns:

A = [uT1 ,u
T
2 , . . . ,u

T
m−n+1] (6.2)

then the spectral matrix is calculated as S = ATA. To find the optimal
window size and range, a series of decompositions were completed and re-
constructed signals were compared to original recordings according to the
description in [66]. A window size of about 150 samples with a corresponding
4000 sample window range proved to have around 10% average approxima-
tion error while resulting in a 27% maximal approximation error.

With the window parameters obtained above, the spectral matrix eigen-
values can be calculated. The six highest values make good candidates to be
elements of the feature vector for a given signal.
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6.3 Classification algorithm

The objective of the classification is to assign new, previously unseen pat-
terns to groups using previously known examples. In this case, to assign
the measured input signals to the different classes, in order to automatically
recognise different physiological states.

Therefore the output of our learning algorithm is a set of discrete class
labels corresponding to the different blood flow states. The labelled patterns
corresponding to classes A and B, C are to be classified. We are looking for
a decision function; the output of this estimating function is interpreted as
being proportional to the probability that the input belongs to the corre-
sponding class.

Considering N patterns of measured cerebral blood flow signals represent-
ing the two non-overlapping classes as shown in Figure 6.2, a series of feature
vectors have been derived from time series samples, where i = 1 . . . N are
samples and M is the dimension of feature vectors, consisting of m dominant
eigenvalues. In our case, the number of measurements at our disposal were
N = 40. To investigate the minimum feature vector size required to produce
reliable results, the six dominant eigenvalues were studied as a possible basis
for classification.

To carry out the systematic classification of the given signals, a radial
basis function based neural network was used.

Figure 6.3: Schematic structure of an artificial neural network using radial
basis function with normalised, linear binary output.

The neural network nodes designed for the classification use a Gaussian
radial basis function. The number of the input nodes vary according to the
different feature vector lengths, seven nodes in the hidden layer, and two
nodes for the output layer to indicate a binary decision of membership to the
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two classes, as shown in Figure 6.3.
Several lengths of feature vectors have been fed to the classifier, produc-

ing fewer misclassifications as the number of components of the input feature
vector increased. The output of the classifier was used as a pair of binary
flags indicating the class membership of the input sample. The decision was
accepted as right, if the rounded value of the output nodes corresponded to
the proper class label, correctly classifying the input pattern. Otherwise the
classification of that particular input signal was registered as a misclassifica-
tion.

The number of the samples is limited to N = 40, so the dimension of
the feature vectors, as well as the number of nodes of the network had to be
constrained.

6.4 Results

It can be concluded, that the radial basis function based neural network
classification paired with an eigenvalue-based feature extraction can perform
similarly to the method outlined below, proposed in [65], when the input to
the two classifier systems match in size: wavelet subbands have parameter
pairs, in order to be able to define the scale and the shift of the wave.

6.4.1 Feature extraction via wavelet transformation

The feature extraction method applied is based on wavelet transformation
to recognize acoustical signals. This is applicable to the recognition of ships
from sonar signatures, cardiopulmonary diagnostics from heart sounds, safety
warnings and noise suppression in manufacturing plants, and recognition of
different bearing faults in railroad car wheels. Before the discrete wavelet
transformation (DWT) of the time signal is calculated, we drop the beginning
and the end of this raw signal, getting a signal length of 216 samples. This
transformation decomposes the data into a set of coefficients on a wavelet
basis. There are 16 sublists containing the wavelet coefficients on an orthog-
onal basis of orthogonal subspaces. The contributions of coefficients to the
signal at different scales are represented by the phase space plot, as seen in
Figure 6.4. Each rectangle is shaded based on the value of the corresponding
coefficient: the greater the absolute value of the coefficient, the darker the
area. The time unit is 5 ms. Normally, from wavelet coefficients of each of
the 16 resolution levels (subbands) and from sample values of the original
time signal, we calculate the average energy content of coefficients at each
resolution. There are 17 subbands (16 wavelet subbands and one approxi-
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Figure 6.4: Phase space plot of time signal DWT.

mation subband represented by the original signal) from which features are
extracted. The ith element of the feature vector is given by,

νi =
1
ni

ni
∑

j=1

w2
i,j, i = 1, 2, . . . , 17 (6.3)

where n1 = 2, n2 = 2, n3 = 22, . . . , n16 = 215 and n17 = 216 where wi,j is the
jth coefficient of the ith subband. From a time signal having 2k samples or
dimensions, we extract a feature vector of k + 1 dimensions. To study the
effect of the dimension of the input space on the quality of the classification
and to save DWT morphology, we use a different approach. We consider
wavelet coefficients belonging to a given subband as a feature vector based
on this given resolution. This is reasonable, because the approximated signal
representation in the orthogonal subspace corresponding to this subband is
given by these coefficients. In our case, there are two sets of time signals,
representing two classes of CBF states, and only 40 patterns (2×20) are at our
disposal. Intuitively, it is possible to shatter two points by any linear manner
in the one-dimensional space and three points in two-dimensional space. By
analogy, it is possible to shatter N + 1 points in the N -dimensional space
with probability 1. If patterns to be classified are independent and identical
distributed, then the 2 N patterns are linearly separable in N -dimensional
space. Subband coefficients from n2 = 2 to n6 = 25 = 32 as different
feature vector components are used. The magnitude of wavelet coefficients
at these subbands are shown in Figure 6.5. Unfortunately, the two greatest
components of wavelet decomposition do not adequately represent signals
derived from drug-induced oscillation. This means that very small coefficients
belonging to higher resolutions, n7–n16 and very great coefficients of lowest
resolution, (n1) are not considered. Previous ones make no contributions, and
the latest would suppress all others (Figure 6.4). In other words, we consider
the “measurable” fine structure of subband coefficients. Figure 6.6 shows
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Figure 6.6: Maximal magnitudes of wavelet coefficients of different resolu-
tions.

maximums of the magnitude of wavelet coefficients of different resolutions,
except for those belonging to the first (lowest) one. The omitted first wavelet
coefficient has a magnitude of about 74,276 – being significantly greater than
other wavelet coefficients.

6.4.2 Support vector machine classifier

To study the effects of higher dimensional feature vectors on classification,
we applied an SVM classifier, having no restrictions regarding input vector
dimensions. This kernel-based classifier is trained on any size of training set,
while neural networks should have as many input nodes as the dimension of
the input space and need definitely more training patterns than the number
of these input nodes. Using kernels, a classification problem is transferred
to a higher dimensional space, where linear separability is more likely. The
quality of the classification in any dimension is measured by the geometric
margin of the SVM classifier [56]. Here we used feature vectors produced
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by wavelet subband analysis. Twenty of these vectors represent one CBF
state, and the other twenty represent the other state. As an example, let
us load coefficients of the fifth subband, n5 = 24 = 16, for all of the 40
patterns, giving us 40 feature vectors of dimension of 16. First, this data
must be standardized, to be transformed so that their mean is zero and
their unbiased estimate of variance is unity. We use a Gaussian kernel, with
parameter β = 5,

K(u, v) = e−β(u−v)T (u−v) (6.4)

Let the value for the control parameter of regularization be c = 100. To train
the support vector classifier, we use the algorithm embedded in the function,
SupportVectorClassifier developed for Mathematica [67]. A sample pattern
is considered as support vector if its contribution (its weighting coefficient
αi) to the decision function is greater than 1% of the maximal contribution.
Geometric margin γ indicates the quality of the classification [56], meaning
the greater the γ, the more reliable the classification.

γ =

(

∑

i=1

αi −
1
c
〈α, α〉

)− 1

2

(6.5)

These calculations were conducted for different feature vectors based on the
coefficients of the different subbands. Table 6.1 shows that when the number
of wavelet coefficients is decreased, the Gram matrix becomes ill-conditioned,
the geometric margin becomes narrower, and the probability of pattern mis-
classification increases, although the classification with four wavelet coeffi-
cients is acceptable. Let us use the conventional feature extraction in which
the elements of the feature vector are calculated as the average of squares
of wavelet coefficients belonging to the same subband, plus the same contri-
bution of the original signal as the additional subband. Consequently, the
dimension of the feature vector is 16+1 = 17. These results correspond to re-
sults of the classification with the eight dimensional feature vectors based on
subband level 4, but now the dimension of feature vectors is 17 instead of 8.
The robustness of the SVM classifier is also proved by successful classification
of noisy samples.

Table 6.1 compares the performance of the two different feature extraction
methods and classification algorithms, when separating class A from class B
and C. The latter two classes could not be distinguished with neither of the
two approaches.

The misclassification rate in both cases was steadily decreasing when
using longer feature vectors (i.e. more eigenvalues or more subband levels).

The evaluation of the two methods are comparable, and while wavelets
do perform better, they both work reliably when the feature vector has five
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Table 6.1: Misclassification rate

Number Eigenvalue f.e. Wavelet Wavelet f.e.
of & ANN classifier coefficients & SVM classifier

eigenvalues misclassification (subband level) misclassification
number number

6 0 16(5) 0
5 0 8(4) 0
4 3 4(3) 0
3 3 − −
2 6 2(2) 0

or more elements.
The automatic pattern recognition method proposed can distinguish be-

tween different physiological states. It can separate normal from pathological
cerebral blood flow oscillations as induced by different drugs, but it cannot
tell which type of drug is causing the effect. This is in accordance with
other’s results in [59, 62, 65]. The implemented method is capable of eval-
uating a large number samples, producing results that are free from human
subjectivity, allowing for automated classification without human interac-
tion. Systems built on this method can be used for large scale experiment
evaluation.
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6.5 Contributions

Contribution 1 I have developed a new approach to classify cerebral
vasomotion in experimental conditions for studies on the instability of the
vascular tone linked to several physiological or pathophysiological states
of the brain.

This approach consists of the following main novel elements:

1.1 Cerebral blood flow state characterisation feature vector is based on
spectral analysis of given time signals.

1.2 The new classification algorithm uses a 5 element feature vector as
input, and can be successfully used for classification with an artificial
neural network.

1.3 An automated diagnostic tool has been created based on the new ap-
proach. It has been applied to evaluate results from animal experiments.

6.6 Applications and further research

A fully automated diagnostic tool has been created using the approach pro-
posed for the classification of cerebral blood flow oscillations. The resulting
tool has been applied to evaluate results from animal experiments [68, 69,
70, 71, 72].

The separation of the class A from both B and C has been carried out
successfully using feature vector elements derived from the measured signal.
However, classes B and C were not distinguished effectively due to the highly
overlapping regions, as seen on the feature map on Figure 6.2. Therefore, the
discrimination of the two low frequency oscillation classes, or cerebral blood
flow states needs further investigation.



Chapter 7

Summary

T
his dissertation contains three studies related to monitoring meth-
ods that can help to process and to present experimental data in a

meaningful and coherent way, to help draw reliable diagnostics and
relevant conclusions. Although the data used for the studies came from ob-
serving physical and medical phenomena, the approaches taken to solve the
arising challenges show similarity: automatic pattern recognition potentially
combined with visual monitoring can ease the task of medical doctors and
experimental physicists alike.

By relying on the abstraction that data can be considered as a histogram,
a Histogram Presenter is discussed in the first part, Chapter 4. The approach
can lead to a graphical human interface, helping people to monitor data
through visual observation. The proposed new methods include solutions
addressing versatility and scaling while maintaining simplicity and ease of
use. To perform the monitoring of large systems, there is a need to scale
the interactive visualisation in a coherent and understandable manner, for
both online and offline data. It also needs to be taken into consideration
that reliability, robustness and partitioning of the large system is inherently
necessary, while also accounting for different user related criteria besides full
integration to the system. Some visualisations have been introduced and
extended to diverse monitoring use-cases, i.e. from ion drift time, through
Fpga buffer memory states to particle mass plots. Figure 7.1 from 1977 by
the E288 collaboration headed by Leon Lederman shows the discovery of
the Υ particle from the meson group, of the hadron family (it is a bound
state of b and b). It was the first particle to be discovered that contains a
bottom quark, because it was the lightest that could be produced without
additional massive particles (see Chapter 3). The plot is the invariant mass
of µ pairs: the peak around 9.5 GeV represents the particle.
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Figure 7.1: Discovery plot of the Υ particle, from Fnal archive website.

Figure 7.2 shows the Histogram Presenter with a plot of the reconstructed
J/ψ particle, using µ and π particles during offline data quality monitoring.
It is the analogous state of Υ, but made from heavier charm quarks. The
plot can be interactively manipulated: the fit on the peak gives a mass of
3.09747 ±0.844 GeV: the reference is 3.09692 ±0.011 GeV [73].

The implementation of the proposed Histogram Presenter shown is ca-
pable of being scaled to the size of a full detector used in a terascale LHC
experiment introduced in Chapter 3. Not only it is able to handle a large
number of histograms O(100, 000) online, but also many different subsystems
and users distributed geographically. Any of the used monitoring views can
be presented online within 10 seconds, and the vast majority of the inter-
active views load in one second, ensuring responsiveness for timely human
interaction.

The second study presented in Chapter 5 is a generalised histogram
based event recognition method to perform the automatic classification of
histograms for assessment during monitoring. It is based on supervised learn-
ing pattern recognition techniques and is built on graphs for cluster-hit based
feature extraction. The resulting vectors can be directly classified using a
support vector machine. The new approach can be combined with the re-
sults of the first study: the user can show qualitative examples, even using
subjective selection criteria, and thereafter rely on quantitative evaluation
that can be performed automatically. The monitoring task based on the pro-
posed novel method has been implemented in a pilot monitoring task for the
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Figure 7.2: Histogram Presenter used for data quality monitoring.

LHCb experiment’s Rich subdetector, and achieved at least 93% accuracy
in distinguishing normal from anomalous cluster-like events by training with
examples, allowing for the easier monitoring of the ageing characteristic of
a component of the given subdetector. One-off human errors might also be
minimised with the new method, not unlike in the automatic diagnostic tool
of the first study.

Finally, experimental data from the studying of blood flow oscillations
induced by the consecutive administration of two different types of drugs was
investigated. A new approach is proposed in Chapter 6 to classify cerebral
vasomotion under experimental conditions: the cerebral blood flow state is
characterised by a feature vector that is derived from the spectral analysis
of the given time signal recording, and is classified with an artificial neural
network. An automated diagnostic tool has been created based on the new
method, and has been applied to evaluate results from animal experiments.
It can successfully diagnose fully automatically without human bias whether
any drugs were administered or not.

Although there were only two different subject fields providing data for
this dissertation, the proposed methodologies can be applied to other fields
as well.



Appendix A

Email classification example

Below is a detailed example, introducing basic pattern classification concepts
and applied to of email classification. In this case, a good strategy for feature
extraction used capture the semantics seems to be to tokenise the whole
text of the email. This means splitting it into chunks within tokens, for
example words between blanks, of which some might be important keywords,
or punctuation marks.

The most common way to do the classification is to label beforehand, a
priori, a set of training examples according to which class they belong. The
formulation of the problem is the following. Given a training set T :

(x1, y1), (x2, y2), . . . , (xi, yi), . . . , (xn, yc) (A.1)

which can give the classifier:
X → Y (A.2)

mapping any x ∈ X d object to a class with a label y1, . . . , yc ∈ Y . In the
junk mail filtering example, xi is a possible representation of an email i, as
defined by a feature extraction method, which is tagged with a label y1 :=
“Ham” or y2 := “Spam”. In monitoring and diagnostic context, the label
would rather be “Pathologic”, “Malfunctioning” or “Normal”. The objective
of this thesis is to find a way to obtain these labels when looking at cerebral
blood flow oscillations or a high energy physics detector.

Assuming that x is a vector of d dimension containing features extracted
from an email i causes the effect of being labelled as category yj, we can
determine the probability of the label yj, given x. It can be specified with
the class conditional probability mass function P (x|yj) called the likelihood.
Knowing the likelihood and the prior probability P (yj), the probability of yj,
even before knowing x, we can determine the P (yj|x) posterior distribution
using the Bayes formula, by dividing P (yj)P (x|yj) with a normalising factor
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P (x) called evidence. The purpose of scaling by the evidence is to ensure,
that the sum of all posterior probabilities is equal to 1, satisfying definition.
Therefore:

posterior =
prior × likelihood

evidence
(A.3)

formally becomes:

P (yj|x) =
P (yj)P (x|yj)

P (x)
(A.4)

where x is a vector of discrete values, so the probability P (x) can be written
as:

P (x) =
c
∑

j=1

P (yj)P (x|yj) (A.5)

The Bayes decision rule aims to minimise errors of misclassification yj, where
the label decided on is not yj (i.e. j = 1 would be valid email, while j = 2
would be junkmail). Because the scaling evidence P (x) does not influence
the decision, the decision rule can be reduced to the minimisation of the error
of posterior probabilities:

P (yj|x) = min[P (y1|x), P (y2|x)] (A.6)

Especially in case when the feature space of x is large, subtle errors might
be costly: misclassification of an important email by labelling it as junk
can have serious consequences. Therefore it is worthwhile to also take into
consideration rejection, by refusing to make a decision which would trigger
an action α. The cost C of actions can be formalised by using a loss function
λ. For an observation x, the cost of taking an action αi, where i = 1, . . . , a,
if the real class is yj incurs a loss of λ(αi|yj). The expected loss for taking
an action αi, is called conditional risk R:

R(αi|x) =
c
∑

j=1

λ(αi|yj)P (yj|x) (A.7)

The goal is to minimise this risk by evaluating it for each αi given yj and x,
and selecting the action αdo for which R is minimum:

αdo = arg min
i
R(αi|x) (A.8)

Considering X to be the matrix of n feature vectors X = [x1,x2, . . . ,xn]
and using y = [y(1), y(2), . . . , y(n)]T , where y(i) ∈ Y is the given class
label for xi, the posterior probability can be calculated using the standard
interpretation of the Bayes rule, by “inverting” the statistical connections as:

P (y|X) =
P (y)P (X|y))

P (X)
=

P (y)P (X|y)
∑c
j=1 P (y)P (X|y)

(A.9)



APPENDIX A. EMAIL CLASSIFICATION EXAMPLE 108

Calculating the posterior P (y|X) for all y(i), with each of the possible
values c can be long because of cn, where n is the number of feature vectors
– even when considering that the cost of each error is equal. A possible
simplification is to assume “naïvely”, that the features in x are conditionally
independent of the Y categories and all other feature vectors:

P (x|y(1), y(2), . . . , y(n)) = P (x|y(1))P (x|y(2)) . . . P (x|y(n)) (A.10)

resulting in:

P (X|y) =
n
∏

i=1

P (xi|y(i)) (A.11)

which still leaves the prior probabilities P (y) to be also computed.
The main problem therefore in Bayesian decision theory is that the prior

probabilities P (y) and feature probability conditionals P (x|yj) are unknown.
Designing a classifier therefore first means to create a parameterised

model, which involves having an accurate estimate of these unknowns. There-
fore the training set data T 1 is used for approximation during the “teaching”
phase. This is why it is important, that this subset of real-world data is
representative enough, to provide enough information for the estimation of
the model parameters2.

A Bayes based classifier can be a combination of the naïve Bayes proba-
bility model outlined above and a decision rule. A very common technique is
to decide to pick the class with the most probable hypothesis. This decision
rule is called maximum a posteriori rule. The classification function for the
feature vector therefore becomes:

arg max
class

P (y(i) = class)
n
∏

i=1

P (xi|y(i) = class) (A.12)

Having obtained a model of a pattern classification algorithm, its perfor-
mance needs to be evaluated, given issues due to generalisation. Models can
be prone to overfitting3, when parameters estimated during training fit too
much on the training data, resulting in the fact, that the classifier does not
perform as well in real use-cases, when it is confronted with novel data, and
as a result it misclassifies too often.

1Also known as design samples D.
2The notation θ is used, when it can be stated explicitly, that y depends on θ pa-

rameters, which can be e.g. components of mean and covariance of the class conditional
density.

3Sometimes referred to as overlearning, overtraining [1].
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Glossary

AJAX asynchronous JavaScript and XML
ALEPH Apparatus for LEP Physics
ALICE A Large Ion Collider Experiment
ANN Artificial Neural Network
ATLAS A Toroidal LHC ApparatuS
BNL Brookhaven National Laboratory
CBF Cerebral Blood Flow
CCPC Credit Card sized PC
CERN European Organization for Nuclear Research
CF Calibration Farm
CINT C Interpreter
CMS Compact Muon Solenoid
CMT Configuration Management Tool
DAQ Data Acquisition
DAS Data Acquisition System
DELPHI DEtector with Lepton, Photon and Hadron Identification
DIM Distributed Information Management System
DQM Data Quality Monitoring
ECS Experiment Control System
EFF Event Filter Farm
FPGA Field-programmable gate array
FV Feature Vector
GAUCHO GAUDI Online Helper
GAUDI LHCb Data Processing Applications Framework
Go4 GSI Object Oriented On-line Off-line system
GSI Gesellschaft für Schwerionenforschung
GTK The GIMP Toolkit
GUI Graphical User Interface
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HBOOK Statistical Analysis and Histogramming Library
HEP High Energy Physics
HID Histogram Identifier
HIGZ High level Interface to Graphics and Zebra
HistDB Histogram Database
HLT High Level Trigger
HPD Hybrid Photon Detector
HPLOT Graphics Interface for Histogram Plotting
IFB Ion Feedback
LEP Large Electron-Positron Collider
LFO Low Frequency Oscillation
LHCb Large Hadron Collider beauty experiment
LHC Large Hadron Collider
MEP Multi-Event Packet
MF Monitoring Farm
MST Minimal Spanning Tree
NOS Nitric Oxide Synthase
OHP Online Histogram Presenter of ATLAS
OMAlib Online Monitoring Analysis library
OOP Object Oriented Programming
OT Outer Tracker
PAW Physics Analysis Workstation
PVSS Prozessvisualisierungs- und Steuerungs-System SCADA tool
Qt Qt cross-platform application development framework
RBF Radial Basis Function
RDB Relational Database
RICH Ring Imaging Čherenkov
ROOT an Object Oriented Data Analysis Framework
RPC Remote Procedure Call
ST Silicon Tracker
SVM Support Vector Machine
TELL1 LHCb Level 1 readout board
L-NAME Nω-nitro-l-arginine methyl ester
TFC Timing and Fast Control System
U-46619 thromboxane agonist drug
UID User Interface Definition
UIL User Interface Language
UKL1 RICH Level 1 readout board
VELO Vertex Locator
XML eXtensible Markup Language
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