
 
 

Budapest University of Technology and Economics 
Department of Telecommunications and Media Informatics 

 

 

 

Analysis and modeling of speech 

produced with irregular phonation 
 

 

 

 

 

 

Ph.D. dissertation 

 
 
 
 

Tamás Mihály Bőhm  
 
 
 

Supervisors: 
Géza Németh, Ph.D. 
Gábor Olaszy, D.Sc. 

 
 
 

Budapest, 2009 



  

 2 

Kivonat 
 
A hangszalagok rezgése általában közel periodikus, azaz reguláris. Néha azonban a 
rezgés irregulárissá válhat, amit periódusról periódusra hirtelen, nagy mértékű 
periódusidő- és amplitúdóváltozások jellemeznek. Ez a zöngeminőség különböző 
funkciókkal rendelkezhet a beszédkommunikációban: például jelölheti intonációs 
frázisok határát vagy érzelmi állapotokat és egyének közötti változatosságot is 
jellemezhet. Ezért modellezése hozzájárulhat fejlett beszédtechnológiák 
kidolgozásához. Annak érdekében, hogy a beszédtechnológiában kezelni lehessen az 
irreguláris zöngeképzést, első lépésként gépi érzékelésére és mesterséges előállítására 
képes eszközökre van szükség. Ebben a disszertációban ilyen módszereket mutatok 
be, olyan fonetikai és percepciós eredményekkel együtt, amelyek néhány 
beszédtechnológiai alkalmazás megvalósíthatóságát támasztják alá. 
 
Először egy automatikus zöngeminőség-osztályozót javasolok, amely képes 
magánhangzókat regulárisként vagy irregulárisként osztályozni. Az osztályozót két 
korábbi rendszer által alkalmazott akusztikus jellemzők integrálásával alakítottam ki, 
valamint algoritmikus módosításokkal és paraméter optimalizálással növeltem azok 
teljesítményét. A TIMIT beszédkorpusz egy részhalmazán értékelve az osztályozó 
magasabb találati arányt és alacsonyabb téves riasztási arányt ért el, mint egy korábbi, 
vele összehasonlítható rendszer. 
 
Másodsorban egy olyan eljárást ismertetek, amely reguláris zöngével képzett beszédet 
irregulárissá képes alakítani. Az eljárás a beszédjel egyes zöngeperiódusainak 
amplitúdóját skálázza. A transzformált beszéd természetes, irreguláris zöngével 
képzett beszédhez hasonló érdességű és természetességű. Továbbá a transzformáció a 
beszédjel néhány releváns akusztikai paraméterét az irreguláris zöngeképzésre 
jellemző értékek felé módosítja. 
 
Harmadsorban kimutattam, hogy a mondatvégi irreguláris zöngeképzés 
előfordulásának gyakorisága jelentősen eltérhet a beszélő személyek között, míg 
azonos beszélő különböző megnyilatkozásai között csak kisebb különbségeket mutat. 
A percepciós kísérletek eredményei alapján a kísérleti személyek emlékeznek ezekre 
az eltérésekre ismerős beszélők esetén. Ismeretlen beszélőkről pedig rövid tanulás 
során el tudják sajátítani ezeket a jellemzőket. 
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Abstract 
 
The vibration of the vocal folds is usually nearly periodic, or regular. However the 
vibration can sometimes become irregular, that can be characterized by cycle-to-cycle 
abrupt, substantial changes in glottal cycle lengths and amplitudes. This phonation 
type may have various functions in speech communication both at the linguistic and at 
the non-linguistic level: for example, it can signal intonation phrase boundaries, it can 
be a marker of emotional states and it can also show idiosyncratic variation. 
Therefore, modeling it can contribute to the development of advanced speech 
technologies. In order to be able to handle irregular phonation in speech technologies, 
as a first step, it is necessary to have the tools for detecting it by machine and 
artificially creating it. This dissertation describes such methods, along with findings of 
phonetic and perceptual investigations suggesting the feasibility of some technology 
applications. 
 
First, an automatic phonation type classifier is proposed that is capable of classifying 
vowels as regular or irregular. The classifier was built by integrating acoustic cues 
from two earlier systems including algorithmic modifications and optimization of 
these cues to improve their performance. When evaluated on a subset of the TIMIT 
speech corpus, the classifier achieved a higher hit rate and lower false alarm rate than 
an earlier, comparable system. 
 
Second, a method to transform regular voice into irregular voice is presented. The 
method scales the amplitude of the individual glottal cycles in the speech signal. The 
resulting transformed speech is similar to natural irregular recordings in both 
roughness and naturalness. Further, the transformation changes some relevant acoustic 
parameters of the speech signal towards values characteristic to irregular phonation. 
 
Third, it is shown by an experiment that the rate of sentence-final irregular phonation 
can be substantially different between speakers, while exhibiting only minor changes 
among a specific speaker’s utterances. It was shown by perceptual experiments that 
listeners remember these differences among familiar speakers. These characteristics 
about unfamiliar speakers can be learnt during a brief training. 
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1. Introduction 
 
For a long time, it has been a desire to create speaking machines or to communicate 
with machines via voice. In the past decades, the considerable success of speech 
technology rendered these aims more realistic. Systems that are capable of reading 
texts with naturalness close to human speech [1;2] or that can write down spoken 
sentences [3], with some limitations, are now widely available for several languages. 
 
These successful developments were in part enabled by the fact that researchers 
focused on ‘idealized’ human speech. Idealized speech refers to prototypical, young 
or middle-aged adult, healthy speakers’ utterances of grammatical sentences that 
conform to the generally accepted principles of speech science (e.g. the source-filter 
theory, or the short-term periodicity of voiced speech). Speech synthesizers and 
speech recognizers were mainly prepared to process idealized speech (i.e. they are 
designed with the assumption that the speech signal is ideal). 
 
However, I believe that designing for idealized speech limits further development, as 
in practice, the speech signal is usually not idealized. Even if we disregard elderly and 
child speech, as well as pathological speech, the assumptions about idealized speech 
often become invalid. The novel results of speech science are showing the limitations 
of these principles. For example, source-filter theory assumes that voiced speech is 
the output of a linear system consisting of the cascade of an excitation signal (glottal 
sound source) and an independent filter (the resonances of the vocal tract)1. However 
in recent years, it has been shown that in many cases the source and the filter interact 
and that interaction substantially affects the resulting speech signal [4;5]. 
 
Similarly, in speech technology, vocal fold vibration was traditionally assumed to be 
close to periodic, or regular (showing only small cycle-to-cycle changes in the 
amplitudes and durations of the periods). However, the vibration can deviate from that 
idealized model: for example, it can become irregular that results in a rough- or harsh-
sounding voice quality. Although the phenomenon of irregular phonation has been 
known for a long time, speech technologies applied today usually do not handle it. 
The reason behind this is probably that, earlier, irregular phonation was considered to 
be rare and negligible in normal speech or to be “an irritating phenomenon that has to 
be discarded” (as it is pointed out in [6]). However a growing body of evidence 
suggests that this phonation type is relatively frequent and that it is likely to have 
several linguistic and nonlinguistic communicative functions (in certain languages). 
Such functions include the acoustic marking of prosodic structure and some emotional 
states, such as the contribution to the speaker’s individual speech characteristics. 
 
Thus appropriate handling of irregular phonation in normal speech has the potential to 
contribute to several fields of speech technology. For example, the appropriate 
application of this phonation type in the prosody generation stage of speech synthesis 
can help to produce more natural sounding or expressive speech. As it was pointed out 
by Edgington [7], the lack of modeling irregular phonation is one of the limitations of 
concatenative synthesis. The automatic detection of irregular phonation can improve 

                                                 
1 As a third element, the model also assumes a radiation characteristic. As this is not related to my 
message here, I ignore this component for the sake of simplicity. 
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speech recognition by splitting the input to intonational phrases and by making it 
possible to extract further prosodic information. The same detector (or phonation type 
classifier) can make it possible to recognize emotional states that are characterized by 
irregular phonation. The phonation type differences across speakers can be exploited 
in speaker identification and verification systems. 
 
Methods for the analysis and synthesis of irregular phonation by machine are a 
prerequisite for the applications mentioned above. In this dissertation I present such 
methods: Chapter 3 is about an algorithm that can detect irregular phonation, while 
Chapter 4 introduces a procedure that is capable of transforming regular voice to 
irregular voice. In Chapter 5, these methods are supplemented by results on the 
occurrence and memory storage of speaker differences in phonation types that raise 
the possibility of further applications. While Chapter 2 gives a general overview of 
the phenomenon of irregular phonation, Chapters 3-5 start with a review of the 
relevant literature for the results reported in the corresponding chapters. 
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2. Irregular phonation 
 
Speech can be produced by either one or both of the two distinct source mechanisms: 
the periodic voicing source and the noise source. These source signals are then filtered 
by the acoustic resonances of the vocal tract to form the speech signal. While noises 
can originate from various places along the airway in and above the larynx, the voice 
signal is always produced at the larynx (Figure 1), by the vibration of the vocal folds 
(referred to as the process of phonation). 
 
 

 
 

Figure 1: Schematic illustration of the speech production system  
(from [8] p.2). 

 
 
The vocal folds start to vibrate if the pressure difference between the lungs and the 
mouth reaches the phonation threshold pressure, as well as the tension and the 
opening of the vocal folds are in a certain range [8] (p. 80-82). The resulting voicing 
signal can be thought of as a filtered impulse train (the glottal impulses corresponding 
to the instants of glottal closure). 
 
The vibratory characteristics of the vocal folds are usually studied by the two mass 
model of Ishizaka and Flanagan [9] or by its variants (e.g. the simplified two mass 
model of Steinecke and Herzel [10]). In these biomechanical models each vocal fold 
is represented by two coupled oscillators (Figure 2). The model is specified in terms 
of the masses of the oscillators and the spring and damping constants (approximating 
the viscoelastic properties of the vocal fold tissue), while the time-varying parameters 
are the displacements of the four masses. The Bernoulli force and the time-varying 
glottal geometry can induce self-sustained oscillations (with a phase delay between 
the lower and upper edge of the vocal folds) that can be formally described by a set of 
differential equations. 
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Figure 2: Schematic representation of the two mass model of the vocal folds 
(from [11]). 

 
 
The vibration of the vocal folds is usually close to periodic, or ‘quasi-periodic’. This 
means that the glottal impulses are almost evenly spaced and their amplitude is 
roughly equal. The periodicity is perturbed by small-scale cycle-to-cycle random 
variation both in the spacing and in the amplitudes of the impulses (that can be 
measured by jitter and shimmer2, respectively). There is also a slow variation in the 
frequency and the amplitude of the glottal cycles, as both the fundamental frequency 
and the intensity are gradually changing along the utterance (e.g. to signal pitch 
accents and prosodic boundaries). 
 
Larger deviations from this modal mode of vocal fold vibration are usually referred to 
as phonation types or voice qualities3. For example, when the closure of the vocal 
folds is incomplete (i.e. there is a glottal chink that allows a continuous airflow 
through the glottis), it results in breathy phonation, in which aspiration noise is added 
to the periodic glottal waveform [12]. Although there have been a number of attempts 
to classify phonation types from various aspects (production, acoustics, perception, 
etc.), a comprehensive taxonomy is yet to be developed [13] (p. 163-165). 
 
 

                                                 
2 Jitter is a measure of fundamental frequency variation, while shimmer characterizes amplitude 
variation. 
3 The term ‘voice quality’ is used in various senses in the literature. In this thesis, it refers to the 
perceptual quality of speech determined by phonation types. 
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Figure 3: Waveform (top pane; vertical axis corresponding to 16-bit sample values) 
and spectrogram (bottom pane; vertical axis corresponding to frequency) of a speech 
signal exhibiting irregular phonation (denoted by the arrow) in the word yesterday. 

(Figure created with Wavesurfer.) 
 
 

 

 

 

 
 

Figure 4: Example waveforms of irregular phonation (regions marked by the arrows) 
in Hungarian male speech. (The words uttered, from top to bottom, are: az ebéd  

[ɔz ɛbeːd], eső [ɛʃøː], (Ka)talinnak [tɔlinːɔk], (ku)tyákat bevinni [caːkɔd b:ɛvɪnːi]. The 
horizontal axis corresponds to time while the vertical axis is normalized amplitude.) 

 
 
This dissertation is focused on irregular phonation, a phonation type that can be 
characterized by the irregular vibration of the vocal folds (for some examples, see 
Figures 3 & 4). It corresponds to regions of voiced speech where there are substantial, 
abrupt, cycle-to-cycle changes in either the spacing of the glottal impulses, in their 
amplitudes or in both. It refers to the kind of irregular vocal fold vibration where the 
deviation from periodicity exceeds the usual jitter and shimmer values (present in 
regular phonation) [14] and this deviation is clearly audible for people with normal 

50 ms 

50 ms 

50 ms 

50 ms 
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hearing. It is also considered irregular phonation when the fundamental frequency 
abruptly drops below the speaker’s characteristic voice register and that results in a 
perceivable change in voice quality. 
 
This explanation focuses on irregularity that arises from the vibration of the vocal 
folds, thus excluding the irregular noise source at the glottis which results in breathy 
voice [15]. In this dissertation, phonation types that are not irregular are commonly 
referred to as regular phonation, including, for example, modal and breathy voice. For 
a region of speech to be accepted as irregular phonation, it must exhibit both a visible 
change from modal (regular) phonation in the waveform/spectrogram, and an audible 
change in voice quality [16]. Following general practice in the literature on phonation 
types, I do not set up a particular quantitative criterion for irregular phonation. This is 
because there are a number of acoustical correlates of irregular phonation (changes in 
jitter, shimmer, F0, amplitude, open quotient and spectral tilt, etc.) and it is not yet 
clear what combinations of these parameters define this phonation type. In fact, 
irregular phonation is an umbrella term: it covers a number of phonation types and 
phenomena in Titze’s nomenclature [15], such as pulsed phonation, creaky voice, 
glottalized voice and rough voice, as well as diplophonia, aperiodicity and period 
doubling. It includes most of the categories of vocal irregularity that have been set up 
by investigators such as Batliner et al. [17], Hedelin and Huber [18], and Redi and 
Shattuck-Hufnagel [19]. Although irregular phonation has not received much 
attention in the Hungarian literature so far, it was mentioned in a number of studies, 
using various terms (“recsegő zönge” /raspy voice/ in [20] p. 30; ”érdes, rekedtes 
hang” /rough, hoarse voice/ in [21]; “nyikorgó zönge” /creaky voice/ in [22] p. 61; 
”laringalizált, csikorgó beszéd” /laryngealized, screeching speech/ in [23]; 
”kellemetlen nyekergésféle” /unpleasant scraping/ in [24]). 
 
As far as a mechanism of production is concerned, it has traditionally been assumed 
that irregular phonation is produced by a strong adduction or pressing together of the 
vocal folds that results in decreased average airflow through the glottis [25] (p. 122-
126). Recently, however, an experiment involving simultaneous acoustic and 
physiological measurements by Slifka [26] showed that irregular vocal fold vibration 
can also be produced by the abduction or separation of the folds. This latter case 
involves increased average glottal airflow, and in Slifka’s results, this pattern was 
characteristic of irregularity in utterance-final position. 
 
The underlying mechanisms and driving parameters of irregular phonation were often 
examined using the simplified two mass model of the vocal folds [10], with a focus on 
vocal disorders (e.g. nodules and paralysis) for which voicing irregularities can be 
symptomatic. When sufficiently large asymmetries are introduced in the model, 
bifurcations and chaotic vibration can be induced [10]. The asymmetries can either be 
in the left-right or in the anterior-posterior dimension and they can have various 
physiological reasons (e.g. laryngeal nerve paralysis or adhesion of viscous mucous) 
[27]. However, these models have not been applied to irregularities in normal voices 
(that is the focus of this dissertation). Further, their computational complexity restricts 
their evaluation for only certain kinds of voicing irregularities [27]. For these reasons, 
it is not yet feasible to directly apply these models in speech technology. 
 
Irregular phonation is perceived as rough or harsh voice [28]. Although its 
psychoacoustic structure is still unclear, a number of analogies have been used in the 
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literature to illustrate the associated percept: it is similar to “food cooking in a hot 
frying pan” [29], or to the “popping of corn” [30], or it is “like a stick being run along 
a railing” [31]. According to Hollien and Wendahl [28], it consists of relatively 
discrete glottal pulses that listeners can perceive separately from each other. 
 
As it has already been mentioned, irregular vibration can be a symptom of vocal fold 
disorders. However this work was carried out on speech produced with normal, 
healthy vocal folds. Irregular phonation occurs in normal speech, but, in contrast to 
pathological speech, it is only intermittent and, as a growing body of results suggest, it 
may have several communicative roles: 
 

a) A contributor to the (segmental and suprasegmental) linguistic message: 
In some languages, irregular phonation is phonologically contrastive: for 
example, in Mexican Jalapa Mazatec [32] and in several Sudanese Nilotic 
languages [33] (p. 195). In Danish, stød is a kind of irregular phonation that 
can change the meaning of words [33] (p. 330-331). In American English, 
irregular phonation can serve as an allophone to voiceless stops [34]. This 
phonation type may also play a role in prosody: it often appears at intonation 
phrase boundaries and in pitch-accented word-initial vowels, as has been 
shown for American English [16]. 

 
b) A marker of emotional states: Fónagy and Magdics [21] reported the 

occurrence of creaky, rough voice in speech expressing various emotions. 
With formant synthesis, Gobl and Ní Chasaide [35] showed that the presence 
of irregular phonation can change the perceived emotional content of the 
utterance. 

 
c) Idiosyncratic speaker characteristic: Several authors in the literature 

informally observed that the rate of occurrence of irregular phonation can 
differ substantially across speakers, in languages such as American English 
[16], British English [30], Swedish [18] and Hungarian [22] (p. 61). While 
some speakers frequently use this phonation type, others seldom produce it. 
Irregular phonation, as a speaker characteristic, will be dealt with in more 
detail in Chapter 5. 

 
The function of irregular phonation in carrying linguistic meaning is clearly language-
dependent. However, it is not clear yet whether the other two potential functions of 
this phonation type are dependent on the language spoken. Note that there is no 
information available in the literature about the potential interaction of these roles. 
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3. Thesis Group I: Automatic classification of 
regular vs. irregular phonation types 

 
In this chapter, a phonation type classifier is presented. As it was discussed in Chapter 
2, irregular phonation may contribute to the linguistic message carried by an utterance 
(on both the segmental and the suprasegmental levels), it may be a marker of 
emotional states of the speaker, as well as being characteristic of the speaker’s voice. 
A computer program that can classify phonation types can therefore be applied in a 
number of ways: it can contribute to speech recognition, to emotion classification, and 
to speaker recognition. Further, such a classifier can serve as a tool in phonetic 
research (e.g. examining the occurrence of irregular phonation in certain conditions). 
 
The goal of the system presented here is to classify vowels into regular and irregular 
classes, with higher accuracy than earlier phonation type classifiers (with a higher hit 
rate and lower false alarm rate). This is achieved by integrating acoustic cues from 
several earlier systems and by improving the classification performance of these cues. 
First, six cues presented in the literature are re-implemented and evaluated by 
Receiver Operating Characteristic curves (Subchapter 3.3). Then, in Subchapter 3.4, 
optimizations of these cues that improve their performance are presented. Finally, in 
Subchapter 3.5, a phonation type classifier using these improved acoustic cues and a 
Support Vector Machine is described. The work reported in this chapter was carried 
out using a de facto standard data set, the TIMIT speech corpus (divided into test and 
training sets, as described in Subchapter 3.2). 
 
Note that, besides vowels, it is also possible to produce voiced consonants with 
irregular phonation but, in this study, consonants are not considered. On the one hand, 
vocal fold vibration can be substantially affected by the articulation of several 
consonants (especially obstruents; [8] p. 92-97), that may cause difficulties in 
distinguishing this effect from irregular phonation. On the other hand, for most 
practical applications, it is sufficient to have accurate phonation type information 
about the vowels of an utterance. This is because in order to make inferences about 
the prosodic structure of the utterance, about the emotional state or the identity of the 
speaker, a syllable-level resolution (that is provided by the decisions made about each 
vowel) is usually satisfactory. 
 

3.1. Earlier work 

 
A number of phonation type (regular vs. irregular) classifiers have been proposed in 
the literature. It is common in these approaches that, after splicing the input speech 
into smaller frames, they calculate a number of acoustic cues and then make a 
decision based on these cue values. A wide spectrum of acoustic cues and decision 
algorithms have been employed (Table 1). The method of Surana and Slifka [14;36] 
calculates four acoustic cues and then applies a support vector machine (SVM) 
classification scheme to decide whether a phone was produced with regular or 
irregular phonation. Ishi et al. [29] proposed three cues based on the peaks of the 
very-short-term power of the speech signal. The final decision is based on fixed 
thresholds for the values of the three cues. Vishnubhotla and Espy-Wilson [37] 
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employed cues derived from the AMDF (average magnitude difference function) dip 
profile, as well as zero-crossing rate, spectral slope and pitch detection confidence 
(autocorrelation peak value). Yoon et al. [38] also used the peak value of the 
autocorrelation function and also measured open quotient (by means of the amplitude 
difference between the first and second harmonics). Kiessling et al. [6] used five 
acoustic cues extracted from the cepstrally smoothed spectrum and classified 
phonation by means of a “Gaussian phone component recognizer”. The other 
approach presented in the same paper employs an artificial neural network (ANN) to 
inverse filter the speech signal, and then another ANN to classify the source signals 
into regular, irregular and voiceless. The performance (expressed in terms of the hit 
rate and the false alarm rate) of these classifiers is not sufficient yet for many practical 
applications.  
 
In Table 1 and in the papers cited there, one can note that there is little or no overlap 
in the acoustic cue sets that the classifiers use. The different cues probably capture 
different aspects of irregular phonation, thus one can expect a performance gain by 
integrating the cues described in these papers into one phonation type classifier. The 
work reported in this chapter points to this direction. 
 
Besides measuring overall classification performance, it is useful to assess each cue 
separately and compare them, in terms of their capability to distinguish irregular 
phonation from regular. The amount of overlap between the distribution of the values 
of a specific cue for regular phonation and the distribution of cue values for irregular 
phonation determines its usefulness in phonation type classification. This is the reason 
why some papers report distribution data for the individual cues. Surana [36] plotted 
the box-and-whiskers diagram of each cue for both phonation types and also 
compared the means of these distributions pair-wise (by t-tests). Yoon et al. [38] also 
compared the means (by ANOVA), while Ishi et al. [29] included the histograms in 
their paper. (There was no such analysis of the cues for the remaining two systems.) 
However such comparisons of the means (as well as box-and-whiskers plots) can 
become misleading, e.g. when the distributions are not normal (for cues like F0, it is 
more likely to be bimodal than normal) and when the number of regular and irregular 
tokens is largely imbalanced, and thus cannot provide accurate information about the 
amount of overlap between the two distributions. Histograms avoid these problems 
but they do not yield a quantitative performance measure for the cue. This problem of 
reliably evaluating the individual cues and objectively comparing their performance is 
dealt with in Subchapter 3.3. 
 
 



Reference Input Output Acoustic cues Decision 

algorithm 

Training and test set
4
 Hit rate /  

false alarm rate 

Surana, 2006; 

Surana, 

Slifka, 2006 

 

Vowels regular / 
irregular 
decision for each 
vowel 

Fundamental frequency (F0) 
Normalized RMS intensity (NRMS) 
Smoothed-energy-difference (SED) 
Shift-difference amplitude (SD) 

Support vector 
machine 

Train: TIMIT (10 sentences 
from 114 speakers each) 
Test: TIMIT (10 sentences 
from 37 speakers each) 

91,25% / 4,98% 

Ishi et al., 

2008 

Any speech 
segment 

regular / 
irregular / 
uncertain 
decision for each 
glottal impulse 

Power peak falling and rising (PWP) 
Intraframe periodicity (IFP) 
Interpulse similarity (IPS) 

Fixed 
thresholds 

Train: JSP/CREST ESP 
(4 speakers) 
Test: JST/CREST ESP 
(60 short utterances in total 
from 2 speakers)  
+ 1 speaker (1 sentence with 
different phonation types) 

74% / 13% 

Vishnubhotla, 

Espy-Wilson, 

2007 

Any speech 
segment 

regular / 
irregular / 
voiceless 
decision for each 
frame 

AMDF dip profile 
Zero-crossing rate (ZCR) 
Spectral slope 
F0 detection confidence 

Fixed 
thresholds 

TIMIT (same as in Surana, 
Slifka, 2006) 
NIST 98 

TIMIT: 
91,8% / 17,42% 
NIST 98: 
91,5% / 12,8% 

Yoon et al., 

2006 

Any speech 
segment 

regular / 
irregular 
decision for each 
frame 

Unbiased autocorrelation peak value 
Open quotient (H1-H2) 

Fixed 
thresholds 

Switchboard (10-50 words 
by 542 speakers each, 
without phonation type 
labels) 

69,23%  
(accuracy 5) 
 

Kiessling et 

al., 1995 

Any speech 
segment 

regular / 
irregular / 
voiceless for 
each phone 

Sum of peak distances (in the cepstrally 
smoothed spectrum) 
Mean of peak distances (in the 
cepstrally smoothed spectrum) 
Quefrency of the cepstrum maximum 
Amplitude of the cepstrum maximum 
Cepstral peak ratio 

Gaussian 
phone 
component 
recognizer / 
artificial 
neural network 

Sponti (1329 sentences in 
total from 4 speakers) 

Gaussian phone 
component 
recognizer: 
80% / 8% 
artificial neural 
network: 
65% / 12% 

 
Table 1: Properties of earlier phonation type classifiers.

                                                 
4 For training and testing purposes, usually a subset of a larger speech corpus is used. In order to see the actual size of the training and test sets employed, after 
the name of the speech corpus, the number of speakers and the amount of speech material is given. 
5 The authors did not report the hit rate and the false alarm rate separately. 
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3.2. Speech data set 

 
For training and testing purposes, I employed a subset of the widely used TIMIT 
(Texas Instruments – Massachusetts Institute of Technology) American English 
speech corpus (Fs = 16 kHz; [39]). The subset consisted of the recordings of speakers 
in dialect region 1 and 2 (New England and Northern, respectively). For these 
recordings, phonation type labels (i.e. the desired output of a phonation type 
classifier) were available6 that made it possible to apply supervised learning methods. 
These labels were created by hand, marking regions within the speech waveform as 
irregular under the following conditions: 
 

“ – if adjacent glottal pulses show unusual irregularities in time or amplitude; 
 

– if the spacing between adjacent glottal pulses is unusually large, 
compared to the spacing of the glottal pulses in the immediate local 
environment. ” [36] 

 
I divided the sound material into training and test sets according to the 
recommendation of the creators of TIMIT (Table 2). 
 
 

 Speakers Sentences Regular 

vowels 

Irregular 

vowels 

Training set 114 
(37 females; 77 males) 

1140 8196 1403 

Test set 37 
(12 females; 25 males) 

370 2680 348 

 
Table 2: Sizes of the training and test set used for the development of the phonation 

type classifier. 
 
 

3.3. Evaluation of several acoustic cues presented in the 
literature 

 
First, based on their description in the literature, I re-implemented six acoustic cues 
used by earlier phonation type classifiers and adapted them for my research goal 
(classification of vowels into regular and irregular phonation types). Then I evaluated 
their classification performance in this task by means of Receiver Operating 
Characteristic (ROC) curves that give a more comprehensive assessment than other 
methods applied earlier (e.g. histograms, box-and-whisker diagrams and comparisons 
of means), both because they show the classification capabilities of each cue 
independently of the actual threshold value and because of using a quantitative 
performance measure (area under the curve, AUC) that does not make any prior 
assumptions about the distribution of the cue values. 
                                                 
6 The phonation type labels were created and shared with me by Kushan Surana, for which I am 
grateful. 
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The cue sets of two of the five earlier systems were selected for this study based on 
the depth of their published descriptions – the algorithms to calculate the cues were 
reported detailed enough for re-implementation in these two papers. The six cues 
included all the four cues (F0, NRMS, SED and SD) published by Surana [36], as 
well as two of the three cues (PWP and IFP) described by Ishi et al. [29]. The third 
cue in the Ishi et al. [29] paper, IPS, serves the separation of voiced and voiceless 
regions of speech, and thus it is not relevant for the goals set in this dissertation. The 
PWP cue needed to be slightly adapted to the task: the cited classifier calculates this 
cue for each (estimated) glottal impulse while here I calculate it for an entire vowel 
(for details, see the description of this cue later in this subchapter). 
 
The values of the cues are always computed for an entire vowel. In case of F0, 
NRMS, and SD the waveform of the vowel was processed in 30 ms frames shifted by 
30 ms, as in their original description [36]. The same windowing procedure was used 
for IFP, in order to make it possible to compare it with the other cues. For SED, as it 
was suggested in the original paper, 16 ms frames with a 1 ms shift were used to 
achieve a fine resolution in time. PWP processes the entire vowel in one run and thus 
it does not require framing. In the following, I describe each of the six acoustic cues. 
 
For more details on the operation of these acoustic cues and for more explanation on 
the rationale behind them, the reader is referred to the original publications in which 
these cues were proposed [14;29;36]. In the following sections, the calculation 
algorithm of each cue is briefly presented and then, in Section 3.3.7, their 
performance is evaluated by ROC curves. 
 

3.3.1. Fundamental frequency (F0) 

 
One can expect that, for irregularly phonated speech, a pitch detector extracts an F0 
value that is lower than the F0 for regular voiced speech, or detects it as unvoiced 
(denoted by F0=0 Hz). 
 
Surana and Slifka [14] used a traditional autocorrelation-based pitch detector to 
calculate this acoustic cue. Before computing the autocorrelation function, the speech 
signal is Hamming-windowed and inverse filtered (by means of a 12th order LPC 
filter, calculated with the autocorrelation method) and the residual signal is low-pass 
filtered with a 1 kHz cutoff (12th order Chebyshev type II filter). For the low-pass 
filtered residual, the normalized autocorrelation is computed for each l = 0...N-1 lag 
(with a one sample resolution; N is the length of the frame in samples): 
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Note that, as the lag increases, the number of terms summed in the numerator 
decreases. This is equivalent to zero padding the input signal in order to make the two 
signals (the frame and its shifted version) have the same length (Figure 5). As a 
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consequence, the normalized autocorrelation function has a linear envelope decaying 
to zero at the maximum lag (that is the frame length in this case) that can be 
problematic. For a discussion of this problem and for one of the solutions, see Section 
3.4.1. 
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Figure 5: Illustration of the first steps of calculating the normalized autocorrelation 
function (the signal and its shifted version is multiplied sample-by-sample). Zeros are 

added to the frame and its shifted version to make their lengths equal and thus the 
number of non-zero samples in their product is decreasing as the lag grows. 

 
 
The peaks of the normalized autocorrelation function in the lag interval corresponding 
to 70-400 Hz are then used to estimate F0: 
 

• If there are no autocorrelation peaks reaching the voicing threshold (0.46), 
then the frame is considered unvoiced and F0 is set to 0 Hz. 

 
• If there is only one peak above the voicing threshold, then the reciprocal of the 

peak’s lag is returned as the F0. 
 

• If there are more than one peaks over the threshold and their lags are integer 
multiples of each other (with a 2% tolerance), then the second one is chosen as 
the one corresponding to F0 (“second peak rule”). 

 
• If there is no such regularity among the multiple peaks, then the highest peak 

is chosen and the reciprocal of its lag is returned as the F0. 
 
The F0 cue value for the vowel is the minimum of the F0 values of the frames 
comprising that vowel (in order to be able to detect dips in the F0 track due to shorter 
episodes of irregular phonation). 
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3.3.2. Normalized RMS intensity (NRMS) 

 
In irregularly phonated speech, there are generally fewer glottal pulses in a given time 
frame than in regularly phonated speech. Accordingly, the intensity calculated over a 
fixed time frame is lower. 
 
This can be captured by the RMS intensity, normalized by the RMS intensity of the 
entire sentence (s[n] with length Ls in samples): 
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Note that the vowel analyzed x[n] is part of the sentence s[n]. The NRMS cue for the 
vowel is the mean of these frame NRMS values. 
 

3.3.3. Smoothed-energy-difference (SED) 

 
This cue attempts to characterize the rapid energy transitions in irregular phonation 
that are due to the wider spacing of the glottal pulses (and thus the better separation of 
the impulse responses in time). 
 
As a first step, an energy contour with a fine time-resolution is calculated. To do that, 
every 1 ms a 256-point (16 ms) FFT is computed with Hanning windowing. The peak 
of the window is shifted from the first to the last sample of the input vowel. 
Therefore, the input signal is zero padded to accommodate the window near its begin 
and its end. Then the energy for a given point in time is expressed as the mean of the 
magnitude values in the 300-1500 Hz frequency range: 
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where X(t,k) is the FFT spectrum at time t7, and j is the number of frequency points 
between 300 and 1500 Hz. 
 
As a second step, this energy contour is smoothed with moving averaging, by using a 
shorter (Lshort = 6 ms) and a longer (Llong = 16 ms) smoothing window separately. The 
energy track smoothed by the shorter window is denoted by ][tE shortsmooth− , while the 

curve smoothed by the longer window is ][tE longsmooth− : 

 

                                                 
7 According to the applied windowing procedure, the FFT spectrum is not available at every time 
sample of the input signal but only at every 1 ms. In order to emphasize this, the time index t is used 
instead of the time index n of the input signal. 
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When evaluating these formulas, it is assumed that both of these window lengths are 
odd and energy values beyond the boundaries of the vowel are considered to be zeros: 
 
 ELtttE >≤= ,0,0][  (6) 

 
(LE is the number of points in the energy contour of the vowel). The SED cue value of 
the vowel is the maximum of the difference of the two smoothed energy contours: 
 
 ])[][(max tEtESED longsmoothshortsmooth

t
vowel −− −=  (7) 

 
When calculating the maximum, the first and last 8 ms are not taken into account, as 
there may be misleading values in these regions due to the two different window 
lengths. 
 
It is expected that irregular impulses are smoothed out only by the longer window, 
while regular pulses are smoothed by both windows. Thus there should be peaks in 
the difference of the two smoothed energy contours in case of irregular phonation but 
not for regular phonation. 
 

3.3.4. Power peak falling and rising (PWP) 

 
Like SED, this cue also attempts to capture the rapid energy transitions in irregular 
phonation. 
 
As described by Ishi et al. [29], the “very-short-term power contour” is calculated, 
with a window size of 4 ms shifted by 2 ms. In this function, irregular glottal pulses 
usually appear as peaks with a long, steep rise and fall. Thus first the peaks are 
detected and then a measure of the rate of power rise and fall (before and after the 
peak) is computed. 
 
If a point in the very-short-term power contour has a value of at least 2 dB higher than 
both the point 3 samples before and the point 3 samples later, then it is considered to 
be a power peak. The degree of power rising before the peak is obtained as the 
maximum power difference between the peak and the 5 preceding values. The power 
falling was estimated similarly, with the 5 following values (Figure 6). 
 
The phonation type classifier constructed by Ishi et al. [29] examined each glottal 
pulse separately (in order to decide if it was produced with regular or irregular 
phonation) and thus the power falling and rising measures of each power peak were 
input into the decision algorithm. When adapted to the phonation type classification 
framework presented in this chapter, these values needed to be summarized into a 
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single PWP cue value for the entire vowel. This was done by taking the average of the 
maximum power rising and the maximum power falling value in the vowel. 
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Figure 6: Waveform of a vowel with a region of irregular phonation (top) and its 

“very-short-term power contour” (bottom). A power peak in the irregular region and 
the corresponding degree of power rise and power fall is indicated. 

 
 

3.3.5. Shift-difference amplitude (SD) 

 
This cue estimates the harmonic-to-noise ratio (HNR) of speech that can characterize 
the irregularity of the voice. 
 
Two instances of a 10 ms window w[n] are employed: one of them is initially shifted 
2 ms to the left, while the other one is shifted 2 ms to the right of the center of the 30 
ms frame [36]. Both of the windows are then shifted sample-by-sample away from the 
frame center until they reach the beginning and the end of the frame. For each lag l, 
the squared difference signal of the two windowed waveforms is calculated: 
 

 2])[][][][(],[ nwlnxnwlnxlnd +−−=  (8) 

 
where l runs from 2 ms to 10 ms, and w[n] is a rectangular window positioned in the 
middle of the frame and its length is one third of the frame length (the frames are N = 
30 ms long): 
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Then, for each time point n, the minimum of the shift differences is taken with respect 
to the lag and it is normalized to the square of the middle third of the original frame: 
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Finally, these normalized minimum signals are averaged over time to yield the SD cue 
value: 
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3.3.6. Intraframe periodicity (IFP) 

 
As the shift-difference amplitude, IFP also aims to measure harmonic-to-noise ratio in 
speech, but – in contrast to SD – it is based on unbiased autocorrelation: 
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where N is the length of the frame in samples, while Rxx[l] is the normalized 
autocorrelation (see in Section 3.3.1, in the description of the F0 cue). The term on the 
left compensates for the linearly decaying envelope of the normalized autocorrelation 
function (Figure 7). 
 

 
Figure 7: The normalized autocorrelation function (left) and the unbiased 

autocorrelation function (right) of a region of voiced speech (produced with regular 
phonation). The normalized autocorrelation has an inherent linearly decaying 

envelope (dashed line), while the unbiased autocorrelation does not have such an 
envelope. 

 
 
The first prominent peak (corresponding to a positive lag) in the unbiased 
autocorrelation function is picked. Then, the autocorrelation values at integer 
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multiples of this peak lag are obtained and their minimum is selected as the measure 
of intraframe periodicity: 
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By using the unbiased autocorrelation function (without the inherent decay to zero by 
the maximum lag), the bias towards large lags when taking the minimum is avoided. 
For white noise, the IFP value is near zero, while for a perfectly periodic signal, it is 
one. The IFP cue value for the vowel is the maximum of the frame IFP’s. 
 

3.3.7. Evaluation 

 
As it was described in Subchapter 3.1, the methods used for evaluating the cues in 
phonation type classifiers (histograms, box-and-whiskers plots and comparison of 
means) have several problems. The calculation of means and the methods applied to 
compare means are based on assumptions of distribution characteristics (e.g. 
normality or unimodality) that may not hold and thus important information may be 
lost when computing such summary measures. Histograms can avoid this but they do 
not provide a performance measure that can be compared across cues. 
 
Besides these evaluation methods, it is also possible to directly test the classification 
performance of a single cue. First, a threshold value is picked and then all the tokens 
(in this case, vowels) are classified based on this threshold: if the cue value belonging 
to a token is larger than the threshold, then it is classified into one class, otherwise 
into the other class. Finally, the hit rate and false alarm rate is calculated as the 
classification performance measures of the cue. The problem with this kind of 
assessment is that the results largely depend on the threshold chosen (that is inherently 
subjective). Further, several decision algorithms (such as Support Vector Machines, 
that will be applied in Subchapter 3.5) do not use thresholds that correspond to a fixed 
cue value, but rather they can be dependent on the values of other cues as well, even 
in a non-linear fashion. When one plans to use an acoustic cue in a classification 
system employing such a decision method, the performance of the cue for a single 
threshold is not informative enough. 
 
Receiver Operating Characteristic (ROC) curves generalize this way of testing by 
calculating the hit rate and false alarm rate for each possible threshold value8 and 
plotting them against each other (with hit rate being on the y-axis and false positive 
rate on the x-axis). Thus the performance of a fixed-threshold classifier based on a 
single cue (as described in the previous paragraph) would correspond to one point in 
the ROC curve of that cue.9 
 
If the ROC curve reaches the point corresponding to 100% hit rate and 0% false alarm 
rate (top left corner of the ROC plane) then, with certain threshold values, it is capable 
of perfect classification. This corresponds to the case when the histograms of the cue 
values for the regular and irregular tokens do not overlap. In contrast, when the hit 

                                                 
8 Note that there are a finite number of potential thresholds due to the limited number of data points. 
9 For a more detailed introduction to ROC analysis and to the interpretation of ROC curves, see [40]. 
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rate and false alarm rates are equal (i.e. points along the diagonal of the ROC plane) 
then there is no classification at all: the decisions of the classifier are made randomly. 
Thus, if a cue has an ROC curve that runs along the diagonal, then the distributions 
for regular and irregular phonation completely overlap and thus the cue is useless for 
classifying phonation types. 
 
Therefore, the further away the ROC curve of a cue lies from the diagonal and the 
more it approaches the top left corner, the better the regular-irregular separation 
capability of that cue. This can be summarized into a single measure by calculating 
the area under the curve (AUC), representing the average classification performance 
of the cue (independently of the threshold chosen). Statistically, the AUC value is the 
probability that a randomly chosen regular token has a higher cue value than a 
randomly chosen irregular token10 [40]. 
 
In sum, ROC curves and AUC values together provide a comprehensive assessment of 
the usefulness of a cue in phonation type classification. On the one hand, there are no 
underlying assumptions about the distributions in this analysis. On the other hand, it 
evaluates the performance of the cue independently of the threshold and AUC 
provides a quantitative measure of overall performance. Although ROC analysis is a 
well-known technique, to my knowledge, it has not been applied to assess the acoustic 
cues used for phonation type classification. I apply this analysis to compare cues 
presented in the literature and, in Subchapter 3.4, to evaluate the proposed changes on 
the calculation method of these cues. 
 
In order to perform this analysis, the cue values for all the vowels in the training set 
were computed, and then, using the phonation type labels, the ROC curves were 
plotted (Figure 8) and the AUC values were calculated for the cues described in 
Sections 3.3.1-6 (Table 3). 
 
 

Acoustic cue AUC 

Fundamental 
frequency (F0) 

0.87 

Normalized RMS 
amplitude (NRMS) 

0.84 

Smoothed-energy-
difference (SED) 

0.74 

Power peak rising 
and falling (PWP) 

0.79 

Shift-difference 
amplitude (SD) 

0.75 

Intraframe 
periodicity (IFP) 

0.95 

 
Table 3: The areas under the ROC curves (AUC) of the six acoustic cues.

                                                 
10 This holds for cues that generally yield lower values for irregularly phonated vowels and higher 
values for regulars, e.g. F0 and NRMS; for cues that usually have higher values for irregular vowels 
than for regulars, AUC is the probability of the opposite event. 



  

 29 

0 1
0

1

false positive rate

h
it
 r

a
te

 

 

0 1
0

1

 

 

false positive rate

h
it
 r

a
te

 
 

0 1
0

1

false positive rate

h
it
 r

a
te

 

 

0 1
0

1

 

 

false positive rate

h
it
 r

a
te

 
 

0 1
0

1

 

 

false positive rate

h
it
 r

a
te

0 1
0

1

 

 

false positive rate

h
it
 r

a
te

 
 
 

Figure 8: ROC curves of the six acoustic cues (calculated on the training set). 
 

c) SED 

f) IFP 

d) PWP 

a) F0 b) NRMS 

e) SD 
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It can be concluded that, to some degree, each cue is capable of separating vowels 
produced with regular and irregular phonation as the majority of each ROC curve is 
above the diagonal (representing the chance level) and thus all the AUC values are 
larger than 0.5. The best classification performance was achieved by IFP, followed by 
F0. A short section of the ROC curve belonging to the SED cue runs below the 
diagonal. This suggests that a classifier based on the SED cue and using a threshold 
corresponding to a point in that section would make mainly incorrect decisions. 
However the majority of the SED ROC curve is above the diagonal and therefore, in 
most cases, it can be a useful cue. 
 

3.4. Improvements of the acoustic cues 

 
The regular-irregular separation capability of the acoustic cues presented in Chapter 
3.3 was further developed in two ways. On the one hand, the constant values used by 
the algorithms were optimized by systematic tests. On the other hand, I refined the 
algorithms themselves and considered alternative algorithms. 
 
Besides these two kinds of changes, in case of cues that use 30 ms frames, the frame 
shift was changed from 30 ms to 5 ms (i.e. using frames with a large overlap), in order 
to provide a better resolution in time. The quantitative evaluation of the changes was 
performed by calculating the area under the ROC curve: if it increased, then the 
average classification performance of the cue improved. The IFP cue provides an 
excellent separation between regular and irregular vowels (the area under the ROC 
curve is 0.95) in its original form and thus I did not aim to suggest improvements for 
this cue. The changes made in case of the rest of the cues are described below and, at 
the end of this subchapter (in Section 3.4.6), these changes are evaluated. 
 

3.4.1. Fundamental frequency (F0) 

 
When calculating the normalized autocorrelation, the larger the lag, the less terms are 
summed (due to the limited length of the frame) and, accordingly, the smaller the 
maximum possible value of the autocorrelation. Thus the finite frame length causes 
the normalized autocorrelation to have a linearly decaying envelope (as it was 
mentioned in Section 3.3.6 and illustrated in Figure 7) that reaches zero at the 
maximum lag (frame length). If, in further processing steps, only the peaks above the 
constant voicing threshold are considered, then peaks corresponding to larger lags are 
excluded from the analysis and therefore it is not possible to detect lower fundamental 
frequencies. A remedy to this problem is to use the unbiased autocorrelation function 
(instead of the normalized autocorrelation) that does not have a necessarily decaying 
envelope (also introduced in Section 3.3.6; Figure 7).  
 
A test was run to determine the value of the voicing threshold that yields the best 
classification performance of the F0 cue. Values in the range of 0.25-0.50 were tested 
and performance was evaluated in terms of the area under the ROC curve. The results 
are shown on Figure 9. While with the normalized autocorrelation the threshold value 
of 0.46 is close to the peak performance (among the values examined), using the 
unbiased autocorrelation requires a lower threshold (although with this method of 
calculating the autocorrelation function, the algorithm is not very sensitive to the 
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threshold value). In this latter case, the highest AUC was achieved with a voicing 
threshold of 0.35 and thus this is the value used in the improved version of the F0 cue. 
 
As a third change in the F0 cue, the “second peak rule” was removed from the 
algorithm, as it caused numerous halving errors. 
 
 

 
 

Figure 9: The classification performance of the F0 cue, measured by the area under 
the ROC curve, with various voicing thresholds and with two different methods to 

calculate the autocorrelation function. 
 
 

 
 

Figure 10: The ROC curves of the original F0 cue (dashed line), of the modified F0 
cue (solid line) and of the pitch detector of Praat (dotted line). The areas under the 

curves are 0.87, 0.93 and 0.79, respectively. 
 
 
The performance of the F0 cue (both in its original form and with the modifications 
proposed above) was compared with the F0 detection algorithm in Praat [41]. Praat’s 
fundamental frequency detector is widely used, freely available and its algorithm is 
shown to be relatively accurate by the author of Praat [42], thus it seems to be a 
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reasonable alternative to the F0 cue described here. However the algorithm in Praat 
was developed and fine-tuned for extracting pitch contours in regular speech. 
Therefore it is possible that it is not suitable for my purposes (i.e. separating regular 
and irregular phonation). The results of my tests showed that this is the case: Praat’s 
pitch tracker resulted in a performance lower than either the original F0 cue or its 
modified version (Figure 10). 
 

3.4.2. Normalized RMS intensity (NRMS) 

 
If the intensity level changes along the sentence, then normalizing with the sentence 
RMS can become misleading. Thus, instead of the entire sentence, I used the vowel 
and its local environment for normalization. A test was run to determine the length of 
the vowel’s environment to include in the normalization. The 25-500 ms range was 
examined in 25 ms steps. Normalizing to an environment of 50 ms (25 ms before and 
25 ms after) led to a small increase in the area under the ROC curve (see in Section 
3.4.6). 
 

3.4.3. Smoothed-energy-difference (SED) 

 
My tests examining the effect of various smoothing window size combinations 
revealed that using a 2 ms and a 4 ms smoothing window can improve the separation 
of regular and irregular tokens (as measured by the area under the ROC curve). 
 
As another change, instead of taking the maximum of the difference of the two 
smoothed signals, the absolute maximum is calculated – as both negative and positive 
peaks can signal rapid energy transitions characteristic of irregular phonation. 
 

3.4.4. Power peak falling and rising (PWP) 

 
A systematic test was run to fine-tune the two constants used by the algorithm: 

 
• When finding the peaks in the “very short term power contour”, the distance 

of the samples considered before and after the sample in question. 
 
• The length of the environment used to calculate the degree of power fall and 

rise (before and after the peak, respectively). 
 
As it can be seen on Figure 11, it is more advantageous to find the peaks based on the 
4th value (instead of the 3rd) before and after the point in question. Further, the power 
rising and falling features separate the two phonation types better, if they are 
computed as the maximum power difference in a ±4 sample environment of the peak 
(instead of the original ±5 sample environment). 
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Figure 11: Results of testing the PWP cue with an array of different parameter values. 
The area under the curve reaches its maximum of 0.79 at point (4,4). 

 
 

3.4.5. Shift-difference amplitude (SD) 

 
The “aperiodicity measure”, published by Kochanski et al. [43], is an alternative 
method to calculate the shift-difference amplitude (the original SD cue was actually 
inspired by this measure). After re-implementing the aperiodicity measure, its 
performance turned out to be superior to the performance of the original SD cue (see 
in the Evaluation in Section 3.4.6). 
 
The steps of the computation are illustrated on Figure 12. This algorithm does not 
divide the input speech signal into frames, instead, the computations are done for the 
entire vowel. As a first step, 5 ms of silence are concatenated to the beginning and to 
the end of the vowel. Then two sliding windows are applied that have – unlike the 
original procedure – the same length as the vowel itself before padding it with zeros. 
These two windows are shifted synchronously, sample-by-sample from a starting 
position ±2 ms from the frame midpoint to the ends of the signal. In each shift (or lag 
l), the squared difference function of the signal regions covered by the windows is 
calculated: 
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for each lag corresponding to 2-5 ms, where Lv is the length of the vowel in samples. 
Note that the rectangular sliding window serves only to cut out two regions of the 
signal at each lag. 
 
 

 
 

Figure 12: Schematic illustration of the calculation of the aperiodicity measure. The 
thick lines represent the signals while the horizontal square brackets denote the two 

sliding windows with different lags. 
 

 
The squared difference signals are resampled at 125 Hz and then smoothed by means 
of a Gaussian filter with impulse response: 
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with the standard deviation t = 20 ms. The first and the last sample of each of the 
signals is dropped because these are influenced by the concatenated zeros. In the 
remaining points, the minimum with respect to the lag is taken (similarly to the 
original SD algorithm). This minimum signal is normalized by the resampled (to 125 
Hz) and smoothed (Gaussian filter with 20 ms standard deviation) version of the 
original input signal. 
 
The result is a function that gives an estimated time-course of the harmonic-to-noise 
ratio in the vowel, i.e. it is near zero where the signal is highly periodic and it is close 
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to one in aperiodic regions (Figure 13). The mean of this signal is taken as the 
modified SD cue value. 
 
 

 
 

Figure 13: An example of the aperiodicity measure (below, smooth curve), overlaid 
with the speech waveform (middle) with some sections enlarged (above). From [43]. 

 
 

3.4.6. Evaluation 

 
The ROC curves of the original acoustic cues (their re-implementations based on the 
papers in which they were published) and their modified versions (with the changes 
suggested in this subchapter) can be compared on Figure 14. As it can be seen, the 
curves lie closer to the optimum point and further away from the diagonal 
corresponding to random classification. This suggests that the overall classification 
performance increased in all five cases due to the changes in the algorithms and in the 
constants. The areas under the ROC curves also support this conclusion: the changes 
yielded an AUC gain in the range of 0.02-0.13 (Table 4). 
 
The largest performance increase was achieved in case of the SD cue, by using the 
‘aperiodicity measure’ instead of the original algorithm. SED is also capable of 
substantially better separation after the changes of the constants (used by the method 
calculating the cue value) than before. In case of F0 and PWP, classification 
performance fairly increased, while changes in the normalization procedure of NRMS 
yielded only a minor AUC increment. 
 
Note that, there are some sections of the ROC curves belonging to the modified cues 
that run below the ROC curve of the original cue (Figure 14). However it is only SED 
where this is a prominent difference: in case of NRMS and PWP, the two curves lie 
close to each other in these sections. Even for SED, it is only a fraction of the curve 
where the original cue outperforms the modified one – for the majority of threshold 
values, the new cue provides better performance. This is why the modified SED cue is 
generally more useful for classifying phonation types, especially when employing it 
together with a decision algorithm in which the threshold values are not constants 
(e.g. a Support Vector Machine). 
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Acoustic cue 
AUC  

of original cue 

AUC  

of modified cue 

AUC 

increment 

Fundamental 
frequency (F0) 

0.87 0.93 0.07 

Normalized RMS 
amplitude (NRMS) 

0.84 0.86 0.02 

Smoothed-energy-
difference (SED) 

0.74 0.82 0.08 

Power peak rising 
and falling (PWP) 

0.79 0.85 0.06 

Shift-difference 
amplitude (SD) 

0.75 0.88 0.13 

 
Table 4: The areas under the ROC curves (AUC) of the original and the modified 

acoustic cues and the increase in the area due to the modifications. 
 
 

3.5. Integration of the acoustic cues into a phonation type 
classifier 

 
In the previous subchapters, the acoustic cues were examined individually. It was 
shown (a) that they can separate regular and irregular vowels to some extent (although 
their characteristics are quite different), and (b) that their performance can be 
improved by refining their calculation algorithms and by optimizing the constants 
used by these algorithms. 
 
However, it is reasonable to assume that different cues usually capture different 
characteristics of irregular phonation. Thus an even higher performance can be 
achieved by the combined use of these cues (as it has been done in earlier phonation 
type classifiers). In this case, not only the algorithms calculating the cue values need 
to be designed, but also a decision method is needed that combines the individual cue 
values into a single binary decision (regular or irregular). Given a large set of training 
data, several machine learning methods can be applied to train the decision function. 
 
In this work, a phonation type classifier was built based on the acoustic cues described 
above. Classification was carried out by a support vector machine (SVM), using the 
six cues (the improved versions, where available) as input features. The SVM uses a 
radial basis function (RBF) kernel [44] and it was implemented using the publicly 
available OSU SVM toolbox11. 
 

 

                                                 
11 http://www.ece.osu.edu/~maj/osu_svm 
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Figure 14: The ROC curves of the modified versions of five acoustic cues (solid 
lines), compared with the ROC curves of the original algorithms (dashed lines). The 
ROC’s were calculated on the training set. The increase in the area under the curves 

(AUC) is also shown. 
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SVM is a powerful and flexible supervised learning method that has been used in 
many fields. This is why SVM was chosen for the phonation type classifier, out of the 
wide range of machine learning methods. Another reason behind this choice was that 
there were earlier promising results on phonation type classification using an SVM 
[14]. 
 
Before training, two parameters of the SVM needed to be set: C, the cost of incorrect 
classifications, and γ, a property of the Gaussian kernel. I ran a grid search on a wide 
range of values for these two parameters. C was examined between 2-5 and 215 while γ 
between 2-15 and 23 (both in steps of 22 on a logarithmic scale). Each possible 
combination of these values was tested on a subset of the training set, containing 1380 
regular and 1380 irregular vowels. For each parameter combination, both a 3-fold and 
a 10-fold cross-validation were performed. (That is, for the 3-fold cross-validation, 
the SVM was trained three times, always leaving out one third of the set that was 
subsequently used for testing the performance of the classifier. Similarly, for the 10-
fold cross-validation, the SVM was trained 10 times, every time with a different one-
tenth of the set left out of training and used for testing.) The averages of the hit rates 
and false alarm rates were calculated for both kinds of cross-validation in each point 
of the grid. Then the mean hit and false alarm rates were averaged across the two 
kinds of cross-validation and these averages were finally combined by an equal 
weight to obtain the accuracies for each parameter setting: 
 

 ( )( )),(1),(
2

1
),( γγγ CRateFalseAlarmCHitRateCAccuracy −+=  (16) 

 
The results are shown in Figure 15, where one can observe that accuracy depends only 
moderately on C and γ that indicates the cleanliness of the training data. The highest 
accuracy belongs to C = 0.0313 and γ = 0.0313. 
 
Using an equal weight for the hits and false alarms in the calculation of accuracy 
assumes that the cost of misses (type II errors) is the same as the cost of false alarms 
(type I errors). For most of the practical applications mentioned in the introduction of 
this chapter, this is a reasonable choice. However, one can imagine applications, in 
which one kind of error is more detrimental than the other. In order to see the range of 
potential tradeoffs between the two types of errors, the two extreme cases were also 
examined: the one in which only the hit rate matters and the other one optimized for 
the false alarm rate only. For the former case, the best parameter values in the grid are 
C = 0.0313 and γ = 8, while for the latter case C = 0.0313 and γ = 3.0518 · 10-5. 
 
The phonation type classifier was trained, using all the three parameter combinations 
(for the three different weightings of the two error types) obtained during the grid 
search, on a balanced subset of the training set. This balanced subset contained all the 
1403 irregular vowels and the same number of randomly chosen regular vowels. 
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Figure 15: Results of the grid search over an array of SVM training parameter values. 
For each C and γ, the average accuracy calculated from the 3-fold and 10-fold 

crossvalidations is shown. 
 
 

3.5.1. Evaluation 

 
The entire test set (2680 regular and 348 irregular vowels, see Table 2) was used in 
the evaluation. When the cost of the two error types are equal, the proposed system 
achieved a 98.85% hit rate (correct recognition of irregular phonation) and a 3.47% 
false alarm rate (incorrectly classifying regular phonation as irregular). For the case 
when only misses have an associated cost, the hit rate rose to 100% while the false 
alarm rate was increased to 29.63%. With the classifier that is aimed solely to avoid 
false alarms, the hit rate was 91.67% and the false alarm rate was 3.43%. From these 
results, it is apparent that, by adjusting the weights of the two error types, the hit rate 
can be increased to 100% but it is not possible to substantially decrease the false 
alarm rate by such an adjustment. As it is usual in classifiers, a small gain in one of 
the two performance measures is usually complemented by a larger deterioration in 
the other measure. 
 
In the following, the results obtained with equal weighting of misses and false alarms 
are further analyzed. These results can be compared with those of Surana and Slifka 
[14] (see Table 1), as they used the same train and test sets, and their phonation type 
classifier has been designed with the same assumptions (i.e. the input is a vowel and 
the output is a binary regular/irregular decision). They reported a hit rate of 91.25% 
and a false alarm rate of 4.98%. The system described in this dissertation thus 
achieved a hit rate 7.60 percentage points higher and a false alarm rate 1.51 
percentage points lower (when an equal cost of false alarms and misses is assumed). 
This performance gain is due to applying a wider set of acoustic cues and to refining 
their calculation method (both in terms of the algorithm and of the constants used by 
the algorithms). 
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The hit rate was also higher and the false alarm rate lower than those of the other three 
earlier phonation type classifiers (for which these data are available; Table 1). It is not 
possible however to draw conclusions from this fact as earlier systems were either 
tested on a different data set, or differed in their specifications (e.g. returning a 
threefold decision of regular / irregular / voiceless).  
 

3.6. Discussion 

 
In sum, a phonation type classifier (taking vowels as the input and making regular / 
irregular decisions) was presented in this chapter. The integration of acoustic cues 
from two earlier phonation type classifiers and refining the calculation of these cues 
resulted in a substantial performance gain, when compared to a similar, earlier system. 
The hit rate and false alarm rate achieved by the classifier is suitable for most 
practical applications. 
 
The re-implemented acoustic cues and the changes made on these cues were evaluated 
in terms of ROC curves. This analysis method, which has not been used in this 
context in the literature, allows a comprehensive assessment of the classification 
performance of each cue, independently of the actual threshold value. 
 
There are a number of other machine learning methods that can be employed for 
deciding about phonation type. Even with the SVM, it is possible to use several 
different kinds of kernels. The exploration of these options is out of the focus of this 
dissertation as my aim was to create a high-accuracy phonation type classifier by 
combining and improving cues from different earlier systems. 
 
The subset of the TIMIT corpus used for training and testing the phonation type 
classifier includes recordings of numerous speakers from both genders and with 
various dialects and ages. It can be assumed that the 1751 vowels in which irregular 
phonation occur well represent the wide variety of acoustic manifestations of this 
phenomenon. Therefore, one can expect that the classifier can generalize to other 
speakers. One should note however that TIMIT contains read speech recorded in a 
quiet environment. Thus, the classifier may not achieve a similar performance under 
different conditions, such as with telephone speech, with speech in background noise, 
and with spontaneous speech. Evaluating and refining the classifier and its acoustic 
cues under these different conditions is a topic for future research. 
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4. Thesis Group II: Transforming regular voice into 
irregular voice 

 
As it was described in Chapter 2, irregular phonation can serve as a cue to segmental 
contrasts and prosodic structure as well as to the affective state and identity of the 
speaker. Thus algorithms for transforming between phonation types, such as regular 
and irregular phonation, may contribute to building more natural sounding, expressive 
and personalized speech synthesizers. 
 
In this chapter, a semi-automatic procedure is proposed that can be used to produce 
speech with irregular phonation by machine, i.e. which can transform a selected 
region of regular voice in a way that the resulting speech approaches irregular 
phonation perceptually and acoustically. It introduces irregular pitch periods into a 
modal speech signal by scaling the amplitude of the individual cycles. First the 
periods are separated by windowing, then multiplied by appropriately chosen scaling 
factors, and finally overlapped and added. Thus, amplitude irregularities are 
introduced via boosting or attenuating selected cycles. The abrupt, substantial changes 
in cycle lengths that are characteristic of naturally-occurring irregular phonation can 
be achieved by removing (scaling to zero) one or more consecutive periods. A method 
is proposed to copy ‘stylized pulse patterns’ (glottal pulse spacings and amplitudes) in 
order to set the scaling factors semi-automatically.  
 
Note that the reverse transformation (turning irregularly phonated speech into regular) 
is less relevant in terms of practical applications, as the majority of our spoken 
utterances is produced with regular phonation (see Subchapter 5.1). This reverse 
direction of the manipulation is not addressed in this chapter. 
 
The procedure is evaluated in a perceptual test both in terms of the roughness and 
naturalness of transformed speech. Results are compared to natural speech produced 
with regular and irregular phonation. The acoustic effects of the transformation are 
also evaluated with regard to the characteristics of irregular phonation reported in the 
literature. Although the acoustic evaluation is secondary to the perceptual test in terms 
of assessing the usefulness of the procedure for practical applications, it can still help 
in interpreting the results of the perceptual test by potentially revealing some acoustic 
characteristics that might have played a role in listeners’ subjective decisions. 
 
A freely available graphical tool12 has been developed that allows the interactive 
refinement of the scaling factors, copying stylized pulse patterns and waveform 
regeneration. 
 

                                                 
12 http://www.bohm.hu/glottalizer.html 
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4.1. Earlier work 

 
One can find a number of methods in the literature that aims to artificially create 
irregularly phonated speech. These methods can be divided into two major groups: the 
ones in the domain of formant synthesis (or, more specifically, copy synthesis) and 
the ones applying waveform manipulation. While the methods belonging to the first 
group create the speech signal from scratch, waveform manipulation methods are 
transforming a region of natural speech (produced with regular phonation). 
 
Copy synthesis allows the free control of a large number of acoustic parameters, 
therefore various phonation types (either normal or pathological) can be reproduced 
[45-47]. However, the numerous parameters of the synthesizer (12 constant and 48 
time varying in case of the most popular Klatt-synthesizer [45]) need to be set mostly 
by hand, that is a laborious task requiring profound expertise. According to Bangayan 
et al. [47], copy synthesizing a single sustained vowel of a pathological speaker can 
take up to 20 hours of work. 
 
The majority of waveform manipulation techniques focuses on increasing jitter (or 
jitter-like properties of the signal) in order to convert regular speech into irregular. In 
the MELP speech coder [48], a periodic pulse train is generated and shaped to model 
voiced glottal excitation. In order to mimic irregular phonation and voiced-unvoiced 
transitions, the period lengths are varied with a uniformly distributed pulse position 
jitter. 
 
In their voice conversion framework, Verma and Kumar proposed two acoustic 
measures that they claim are correlated with roughness, and describe methods to 
modify these properties in speech signals. One is the harmonic peak-to-valley ratio 
(HPVR, the amplitude difference between harmonic peaks and mid-harmonic valleys 
in the speech spectrum) computed from a pitch-synchronous DFT [49] while the other 
one is ‘jitter’ measured as the intensity around F0 in the spectrum of the pitch contour 
[50]. HPVR is manipulated by the relative scaling of the harmonic amplitudes in the 
spectrum and ‘jitter’ is adjusted by band-pass filtering the pitch contour. Note that 
HPVR is also related to jitter: besides additive noise, jitter can also reduce harmonic 
levels and introduce energy in between-harmonic locations in the spectrum [51]. 
 
Loscos and Bonada [52] proposed a waveform manipulation method that adds both 
jitter and shimmer to the input signal. It first transposes the signal one octave down 
(by means of adding sinusoids to the spectrum at subharmonic frequencies) and then 
overlaps-and-adds this transposed signal with a one-period shifted version of itself. 
Before overlap-and-add, the time position and the amplitude of the shifted signal are 
both randomly perturbed. 
 
However, irregular phonation has a number of acoustic characteristics besides jitter. 
As these characteristics may also play a role in the perception of irregular phonation, 
ignoring them may prevent the transformed speech from sounding naturally rough. 
This concern is supported by results showing that jitter often does not predict 
perceived voice quality [53]. Jitter is designed primarily to measure small variations 
rather than large perturbations (that are characteristic of irregular phonation) and thus 
becomes more unreliable for highly aperiodic voices [54]. 
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Further, very different waveforms can yield the same jitter value yet have different 
perceived voice quality. For example, equal jitter measures (in the traditional sense, 
i.e. average cycle-to-cycle difference in T0) can be achieved by at least two 
substantially different methods: randomly perturbing fundamental periods versus 
systematically varying them (such as in diplophonia, when alternate pulses are 
delayed in time). According to Hillenbrand [55], the method used to generate these 
perturbances affects their subjective roughness ratings. However waveform 
manipulation methods are usually capable of generating random patterns only and do 
not reproduce the potential period-to-period structure of irregular phonation. 
 

4.2. Transformation method 

 
Our modeling method is based on the assumption that the speech signal is the 
response of a time-varying FIR filter to an impulse train: 
 

 ∑
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where the gi time instants correspond to the glottal pulses (excitations), P is the 
number of the glottal pulses and hi[n] is the impulse response of the filter at the time 
of the ith glottal pulse. 
 
The input to the transformation method is the speech waveform with markers for the 
approximate times of glottal excitations (pitch marks, denoted by pi) in the region to 
be transformed: 
 
 ii gp ≈       for each Pi ≤≤1  (18) 

 
where P is the number of the glottal pulses in the speech waveform to be transformed. 
 
As a first step, a rough approximation of the impulse response for each glottal pulse is 
extracted by applying an asymmetric Hanning-window in the vicinity of each pitch 
mark: 
 
 ][][][ nwnxnx ii =  (19) 

 
where x[n] is the input speech signal and wi[n] is the window function belonging to 
the ith pitch mark. The peak of the window is positioned on the pitch mark (pi) and it 
spans from the previous (pi-1) to the next pitch mark (pi+1). Thus it covers two 
fundamental periods of the input speech signal and, if the two periods are of different 
lengths, it may be asymmetric: 
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This windowing procedure is the same as the analysis stage of the PSOLA algorithm 
[56] and it extracts rough estimates of the individual glottal cycles into separate 
waveforms: 
 
 ][][ iii pnhnx −≈  (21) 

 
The samples in each of these one-impulse-response waveforms are then multiplied by 
a hand-selected scaling factor (si) and overlapped-and-added to re-synthesize the 
signal (Figure 16): 
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where ][ˆ nx  is the output speech signal and P is the number of pitch marks. 

 
The scaling factors can either boost (si>1), attenuate (si<1), remove (si=0) or leave 
unmodified (si=1) the impulse responses. In regions of the speech waveform where all 
the scaling factors are set to one, the original signal is reconstructed (apart from 
rounding errors), so any possible artifacts are limited to the amplitude-manipulated 
regions of the speech signal. See Figure 17b for an example of a transformed speech 
waveform. 
 
Note that the method does not move the glottal pulses in time (which the PSOLA 
algorithm does, in order to change F0). In contrast to PSOLA, where the aim is to 
implement fine adjustments of the fundamental period, here we need abrupt, 
substantial changes in the glottal pulse spacings, as observed in naturally-occurring 
irregular phonation. I claim that this can be achieved by removing one or two 
consecutive cycles (and thus doubling or tripling that specific fundamental period), 
without the need for fine control over pulse positions. 
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Figure 16: Illustration of the transformation method that introduces irregular pitch 
periods into the speech signal. 
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Figure 17: A speech recording with a regular ending (a) and its transformed version 
(b). An originally-irregular recording is also shown (c). Horizontal arrows mark 

irregular regions. 
 
 
Attenuating or zeroing an impulse response also scales down the background noise 
present during that fundamental period. For example, if several consecutive cycles are 
removed from a recording with audible background noise, the lack of noise in the 
transformed region might decrease the perceived naturalness. In order to avoid this 
problem, background noise (b[n]) can be added to attenuated and zeroed impulse 
responses. The noise can be windowed out from e.g. the end of the recording and 
scaled by 1-si in order to compensate for the noise energy loss due to scaling: 
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where Lx is the length of the input signal x[n] in samples. To avoid introducing 
periodic noise patterns, the noise signal may be reversed or inverted in successive 
windows (the choice between these manipulations is made randomly). Note that it is 
not straightforward to compensate for an increased background noise level (due to a 
scaling factor that boosts the impulse response). This is why, in this case, the term 
with the background noise is eliminated (by means of the maximum in the formula). 
 

4.2.1. Setting the scaling factors 

 
To transform a modal recording so that it is perceived as rough, one should create a 
pulse pattern (glottal pulse spacings and amplitudes) characteristic of natural irregular 
phonation. To reach this goal, the scaling factors can be modeled after a sample 
region of natural speech with irregular pitch periods. The factors needed to 
approximately match the irregular pulse pattern in that sample can be either set by 
hand in a trial-and-error procedure or ‘copied’ as a pattern from the model recording. 
 
When setting the factors manually, the following principles should be considered: 
 

• If a glottal cycle is substantially longer in the irregular recording than in the 
modal one (e.g. two or three times as long), then one or two cycles at the 
corresponding location in the regular waveform should be zeroed out. Since a 
naturally-occurring irregular cycle length is not always an integer multiple of 
the corresponding regular cycle length, this method of period removal usually 
cannot match the exact length of the irregular cycles, but the results of the 
perceptual evaluation (see in Subchapter 4.3) suggest that this imprecision is 
not perceptually critical. The abrupt, substantial cycle length changes 
introduced by the transformation seem to be sufficient to achieve a rough-
sounding voice quality, while the exact lengths of the cycles are apparently of 
less importance. 

 
• The relative amplitudes of the irregular pulses in the sample should also be 

reproduced, in order to mimic amplitude irregularities. 
 

• The transformation can be iteratively fine-tuned by removing more or less 
cycles and adjusting the scaling factors until the transformed speech is judged 
to be both natural sounding and a perceptually salient example of utterance-
final irregularity. 
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4.2.1.1. Copying a stylized pulse pattern 

 
When the scaling factors are set by pattern copying, one has to select both the regular 
region to be manipulated in the signal and the irregular region to be copied. Then a 
‘stylized’ pulse pattern 
 

]...[ 21 Nsss=s  

 
is extracted from the selected irregular region, consisting of the si scaling factors to be 
used in transforming the regular region (i.e. not the absolute pulse positions and 
amplitudes). Note that the concept of stylized pulse patterns is somewhat similar to 
Malyska’s [13] (p. 29-40) glottal event patterns. 
 
The stylized pulse pattern is initially constructed as a vector containing the relative 
amplitudes of the glottal pulses in the sample irregular region. The amplitude of each 
period is measured as the peak amplitude (either positive or negative) around the pitch 
mark. The values in the stylized pulse pattern are expressed relative to the mean 
amplitude of LA regular periods preceding the irregular region: 
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where y[j] is the model waveform with pitch marks qi, from which the irregular pulse 
pattern between pitch marks R and S is to be copied. 
 
When an irregular cycle is substantially longer than a reference cycle length (e.g. two 
or three times or more than the reference, T0ref, that is calculated as the mean of LT0 
preceding regular cycles), zeros are inserted in the stylized pulse pattern since, at 
these points, periods need to be removed from the regular recording. The number of 
zeros to be inserted between two consecutive scaling values (i.e. the number of 
periods to be removed) is determined by the rounded ratio of the actual cycle length to 
the reference:  
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where ni denotes the number of zeros that need to be inserted after the ith position in 
the initial pulse pattern while T0i is the length of the ith cycle (spanning from the ith 
to the (i+1)th pitch mark). 
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Cycle lengths are measured as time differences between consecutive pitch marks. The 
number of periods used to calculate the reference cycle length (LT0) and reference 
amplitude (LA) is 5 by default, but can be set as a parameter. 
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Figure 18: Example model speech waveform to demonstrate the extraction of stylized 
pulse patterns. The pitch marks are listed on the top with the dotted vertical lines 

corresponding to their location in the waveform. The time differences between the 
pitch marks (in ms) are displayed between the pitch marks, above the speech signal. 

The amplitudes of each cycle are illustrated by the vertical solid lines and the 
amplitude values are shown below these lines. The dashed (red) arrow corresponds to 

the reference regions while the solid (red) arrow denotes the model region. 
 
 
For an example of copying a pulse pattern, consider the model waveform on Figure 
18. Assume that the 30-120 ms interval is selected for pattern copy. Then the stylized 
pulse pattern is to be created from pitch marks q6 to q12. First, the reference cycle 
length and reference amplitude are calculated from pitch marks q1 to q5: 
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The amplitudes of each cycle in the selected region (q6 to q12) are calculated, relative 
to the reference amplitude, to yield the initial stylized pulse pattern: 
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Then the final stylized pulse pattern is created by inserting zeros into the pattern 
wherever periods need to be removed from the signal (i.e. ni > 0): 
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The scaling factors comprising the stylized pulse pattern are finally applied to the 
selected region of the waveform to be transformed. 
 

4.3. Perceptual evaluation 

 
A major factor in determining the practical usefulness of the proposed transformation 
method is its acceptability to human listeners. This was measured in a listening test 
that aimed to evaluate the degree of perceived roughness and any degradation in 
naturalness introduced in the speech signal by the method. As the perception of 
irregular phonation is usually described as rough voice, measuring perceived 
roughness allows the assessment of whether the transformed recordings sound like 
irregular phonation. Apart from roughness, a significant degradation in naturalness 
would signal audible artifacts introduced by the method. Such artifacts might appear, 
for example, due to the fact that the impulse responses induced by consecutive glottal 
pulses usually overlap, so it is not possible to achieve their complete separation by 
windowing. 
 
In the evaluation, I focused on irregular phonation in utterance-final positions, 
because irregularities are likely to occur in this position [57], and usually span a 
considerable region of speech, possibly making their occurrence perceptually more 
salient. I compared the results of transformed speech samples to unmanipulated 
natural utterances, both with regular and with irregular phonation at the end. 
 

4.3.1. Methods 

 
To create the natural speech stimuli, I recorded four American English speakers 
uttering four words and short phrases (ready, Debby, yesterday, and your paper) at a 
16 kHz sampling rate. Two of the speakers frequently produced utterance-final 
irregular phonation and were able to utter the words in both voice qualities on request. 
This allowed me to obtain pairs of recordings of each word – one with a regular and 
the other with an irregular ending. The other two speakers seldom produced irregular 
phonation in these recordings. They were unable to consistently produce the words 
with irregular phonation, so I could obtain only regular recordings from them. Thus in 
total there were 16 natural recordings with regular endings and 8 with irregular 
endings. 
 
To create the transformed speech stimuli, the transformation method of Subchapter 
4.2 was used to convert the endings of all 16 regular recordings into irregular; the 
waveform of one such stimulus can be seen on Figure 17b. Pitch marks were 
automatically placed on negative peaks by Praat and hand-corrected where necessary. 
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The scaling factors were set manually, with the goal of matching the irregular 
counterpart, i.e. the same word uttered by the same speaker with irregular final 
phonation, where possible. The transformation was iteratively fine-tuned by removing 
more or fewer periods and adjusting the amplitude scaling factors until the author 
judged it to be a perceptually salient example of final irregularity. 
 
The stimulus set also included formant synthetic stimuli (with the same linguistic 
content) with both regular and irregular final phonation and irregularly-ended speech 
samples transformed to regular by concatenating a natural regular ending. These 
stimulus types were used for another study [J1] and will be discussed only briefly 
here. 
 
The perceptual experiment consisted of two tests. In one, listeners rated the 
naturalness of the speech samples, while in the other they judged the roughness of the 
same samples. For both tests, responses were given on a 5-point scale using a mouse 
to click on a button. The endpoints of the roughness scale were labeled on a monitor 
screen as ‘not rough at all’ (1) and ‘very rough’ (5), while the extremes of the 
naturalness scale were denoted as ‘very unnatural’ (1) and ‘very natural’ (5). Before 
starting the naturalness test, the entire stimulus set was played for the listener, to 
demonstrate the range of naturalness that would be encountered during the test. 
Before the roughness test, listeners heard some examples of natural speech (not used 
in the test) both with and without irregular pitch periods, to clarify the meaning of the 
term ‘rough’. For the instructions given to listeners, see the Appendix. 
 
All the listeners completed both tests and, before each test, they listened to the 
corresponding preparatory speech material (the entire stimulus set before the 
naturalness test and examples of regular and irregular phonation before the roughness 
test). The order of the two tests was counterbalanced across listeners. All the stimuli 
were rated twice in both tests and presentation order was re-randomized for each 
listener and each test. 
 
The 12 listeners who participated in the experiment were all native speakers of 
American English and were not familiar with the talkers’ voices. In addition, as 
described below, I partially analyzed the data for 5 pilot listeners. 
 

4.3.2. Results 

 
The first five pilot subjects judged the irregularly-ending natural utterances as having 
about the same (or even less) roughness as the ones with modal endings. This 
surprising result may have arisen because of misunderstanding the task. In further 
sessions involving 12 new listeners, I attempted to clarify the term ‘rough’ more 
thoroughly in the instructions (by adding the section on roughness, see Appendix), 
and this change in the method was effective: these 12 subjects rated the natural 
irregular stimuli to be 0.98 scale points rougher on average than the natural regular 
tokens. 
 
For these 12 listeners, a one-way ANOVA for naturalness ratings and a separate one 
for roughness ratings both showed a significant effect of stimulus type (F=442.4, 
p<0.0005 and F=87.4, p<0.0005, respectively). Average scores for each stimulus type 
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can be seen in Figure 19. All differences reported below are significant at the 5% 
level, according to Tukey’s post hoc tests, unless noted otherwise. 
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Figure 19: Mean scores with 95% confidence intervals. 
 
 
Comparing mean ratings across the three conditions can test whether the method 
created natural sounding roughness from modal stimuli. When a natural utterance 
with regular utterance-final phonation was transformed to irregular voice with the 
proposed method the roughness ratings increased by 1.09 point (p<0.0005), but this 
transformation caused only a non-significant, 0.19 point decrease in naturalness 
scores (p=0.11, not significant). Not only did the transformation substantially increase 
perceived roughness, but this increase matches the roughness of natural irregularly-
phonated speech: the difference in the mean ratings was only 0.11 points (p=0.91, n. 
s.). The small naturalness difference (0.36) between the transformed and original 
regular stimuli was significant (p=0.001), however this is not as relevant as the 
insignificant difference between transformed and original regular tokens (as the 
transformed ones were created from the original regular recordings). Thus, listeners 
perceived the increased roughness of the transformed utterances, considered them 
natural, and heard no difference in the degree of roughness between the originally-
irregular and transformed-irregular stimuli. 
 
The mean naturalness ratings for the regular and irregular formant-synthetic stimuli 
were 1.68 and 1.75, while their roughness was judged to be 3.41 and 3.77, 
respectively. The speech samples transformed from irregular to regular received an 
average roughness score of 2.58 and naturalness score of 4.05. 
 
In order to see if the ordering of the two tests (naturalness and then roughness for half 
of the subjects and a reversed order for the other half) affected listeners’ responses, 
two ANOVAs were run: one on the naturalness responses and another one on the 
roughness responses. In both of these analyses, the factors were test order and 
stimulus type. Neither the main effect of test order, nor its interaction with stimulus 
type was significant in either of the ANOVAs (for the naturalness responses: main 
effect F=0.195, p=0.659, n.s., interaction F=1.264, p=0.283, n.s.; for the roughness 
responses: main effect F=2.616, p=0.106, n.s., interaction F=0.056, p=0.945, n.s.). 
Thus test ordering did not significantly affect the results. 
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Taken together, these results show that the proposed transformation method 
successfully mimicked utterance-final irregularity. Unlike formant synthesis, this less 
labor-intensive method did not introduce artifacts that significantly distorted the 
signal, and the transformed speech sounded just as rough as a naturally-occurring 
irregular voice. 
 

4.4. Acoustic evaluation 

 
Considering how simple this transformation method is, one may ask how it could 
produce such promising results in the perceptual evaluation. It seems that the method 
captures some perceptually-critical acoustic characteristics of irregular phonation. 
Although the perceptual structure of irregular phonation is still unclear, this voice 
quality has a number of acoustic correlates consistently reported in the literature. If 
the transformed utterances match most of these correlates well, this might provide a 
plausible explanation for their perceptual acceptability. In this subchapter, I 
summarize the acoustic characteristics of irregular phonation, speculate on how well 
the transformed utterances may match these characteristics, and test some of these 
speculations by acoustical measurements. 
 
Irregular phonation, compared to regular, is usually characterized by the following 
properties (detailed explanations can be found in [45] and [30]): 
 

1. The time elapsed between successive glottal pulses is longer and substantially 
more irregular, i.e. lower F0 and higher jitter. 

 
2. The overall vocal intensity is lower. 

 
3. The proportion of the glottal cycle where the glottis is open, i.e. the open 

quotient OQ (the proportion of the glottal cycle while the glottis is open), is 
lower. 

 
4. More acoustic losses at the glottis, i.e. the first formant bandwidth B1 is 

increased. 
 

5. The closure of the vocal folds is more abrupt, i.e. the spectral tilt TL is lower. 
 
It is clear that, because it involves the removal of individual pitch periods, the 
transformation method substantially increases and perturbs the spacing of the glottal 
pulses, and also decreases the overall intensity level. Due to period removal, the 
length of the cycles is doubled or tripled, but the open phase keeps its original 
duration. Thus we can expect that transformed recordings are perceived by listeners 
similarly to recordings with a decreased OQ. When removing a period, the damping 
of the previous period may become quicker due to applying a tapered window, 
resembling to the effect of increasing B1. This quicker decay may also give a certain 
boost to higher frequencies and thus can decrease TL. In order to check these 
expectations, I conducted a set of acoustic measurements focusing on these last three 
parameters (OQ, B1, TL). 
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4.4.1. Methods 

 
Although all of the three voice source characteristics investigated here can be 
interpreted as time domain parameters, it is more convenient to consider them in the 
frequency domain. It has been shown [58] that OQ is proportional to the first 
harmonic amplitude relative to the second harmonic amplitude (i.e. the difference H1-
H2 in dBs). Further, B1 is inversely proportional to H1 relative to the first formant 
amplitude (H1-A1), and TL is positively correlated with H1 relative to the third 
formant amplitude (H1-A3). 
 
Thus by measuring changes in H1-H2, H1-A1 and H1-A3, one can draw conclusions 
about the three parameters in question. Because these amplitude values can be biased 
by the effects of the formants, the equations described in [59] were used to calculate 
the value of H1 and H2 corrected for the effect of the first formant frequency, to yield 
H1* and H2*. The quantity 
 

 ( )( )222
10 1/1log20 fFF −  (29) 

 
is subtracted from H1 and H2, where F1 is the first formant frequency and f is the 
frequency at which the harmonic is located. Similarly, the value of A3 was corrected 
for the first and second formant frequency by adding the quantity  
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to the measured values of A3. 1
~
F  and 2

~
F  are the first and second formant 

frequencies of a neutral vowel and they are set to 500 Hz and 1500 Hz for males 
(Stevens 2001) and 555 Hz and 1665 Hz for females (Hanson 1997). A3 also needs to 
be corrected for the bandwidth of the third formant (B3). Based on the B3 data 

measured by House and Stevens (1958), this correction is +1 dB for /ɚ/ and -1 dB for 

/ɛ/ (there is no correction needed for /ɪ/, the third final vowel in the words examined). 
The corrected value of A3 is denoted by A3*. Formant frequencies and amplitudes in 
the measurements were approximated by the frequency and amplitude of the strongest 
harmonic in the formant peak. 
 
These measurements were conducted on the stimuli used in the perceptual evaluation, 
i.e. original regular and irregular recordings and the former ones transformed to 
irregular. The wave files were first resampled to 8 kHz. Then, in the final region of 
each utterance, three points (roughly uniformly spaced, aligned with the pitch marks) 
were selected. The 512-point FFT magnitude spectrum, calculated using a Hanning 
window, was displayed at these locations and the parameters were graphically 
measured (Figure 20). In many cases, strong subharmonics appeared (due to highly 
irregular phonation) that were hard to distinguish from the original harmonics. In 
these cases, the lowest two of all these spectral peaks were considered to be the first 
and second harmonics. 
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Figure 20: FFT spectrum of a vowel analyzed, with stars marking the points measured 
(whose amplitudes and the frequencies the acoustic parameters were calculated from): 
first and second harmonic (H1, H2), and first, second and third formant (F1, F2, F3). 

 
 

4.4.2. Results 

 
Results are displayed in Figure 21. In one-way ANOVAs, stimulus type had a 
significant effect on all the three measured parameters (p<0.0005). The mean 
parameter values of each stimulus type were compared by Tukey’s post hoc tests at 
the 5% level. 
 
H1*-H2* of the transformed recordings was significantly lower than that of the 
original regular speech samples (p<0.0005) and was approximately the same as the 
mean value of the original irregulars (p=0.97, n.s.). Thus, in terms of open quotient, 
the transformed utterances closely matched the values for natural irregular phonation. 
H1*-A3* (and correspondingly spectral tilt) also decreased significantly due to the 
transformation (p=0.001), moving toward the mean value for irregular speech but still 
being different from it (p=0.033). H1*-A1 also showed significantly lower values 
after the transformation than before (p<0.0005), that is, B1 increased (note that B1 is 
inversely proportional to H1*-A1). Although the mean H1*-A1 for transformed 
speech is closer to the average value of that parameter for original irregular tokens 
than for natural regulars, it is still significantly higher (p=0.001). 
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Figure 21: Averages of the three measured acoustic parameters (in dB). 
 
 
We can conclude that, besides lowering F0 and overall energy and introducing jitter, 
the proposed transformation method also reproduces some additional acoustical 
correlates of perceived roughness, such as a decreased open quotient and spectral tilt, 
and an increased B1. This represents a potential improvement over earlier 
manipulation methods that aimed to increase the roughness of a speech signal by 
focusing on jitter and shimmer [48;50;52]. Besides the parameters examined in this 
Subchapter, the capacity of the proposed transformation method to capture the time-
course of irregularities (that jitter manipulation methods are not capable of) may also 
be a factor in its acceptability to human listeners. 
 

4.5. Graphical program 

 

A graphical tool named Glottalizer has been developed to allow fast and convenient 
application of the transformation method. It runs under Windows and it is freely 
available for non-commercial use13. The graphical user interface was programmed by 
Nicolas Audibert, while the transformation functions were implemented by the author. 
 
The program provides means for a) the parallel display of both the waveform to be 
modified and the model waveform; b) copying stylized pulse patterns; and c) 
convenient iterative refinement of the scaling factors, because the effects of the 
parameter changes are immediately visible and audible. The program also has the 
usual sound displaying and playing functionalities as well as a command history. 
 
 

                                                 
13 http://www.bohm.hu/glottalizer.html 
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Figure 22: The screen of the program after copying the pulse pattern in the selected 
region of the model recording (top panel) to the other waveform (bottom panel); 

scaling factors are shown above the pitch marks (dashed lines). 
 
 
Figure 22 shows a screenshot of the program in operation. The bottom panel displays 
the waveform of the recording to be manipulated. The top panel depicts the model 
waveform that can be used to guide the transformation (either manually or by copying 
its pulse pattern); for creating irregular phonation, a model recording that contains 
irregular phonation can be loaded into this panel. Note that the model recording 
cannot be manipulated. In order to open a wave file in either one of the two panels, a 
corresponding pitch mark file must also be available (e.g. in Praat PointProcess 
format). The pitch marks can be overlaid on the waveform and can be edited and 
saved. 
 
In the bottom panel, individual periods can be scaled, removed (scaled to zero) and 
reverted to their original form (i.e. resetting the scaling factor to 1) by simple mouse 
clicks. The applied scaling factors are shown above the manipulated waveform and 
can be saved to a separate file that can be reloaded later. 
 
The transformation can also be carried out by copying a stylized pulse pattern. In 
order to do this, one has to select the region in the model waveform that the target 
pulse pattern is to be extracted from, and the region in the bottom panel where the 
pattern is to be applied. To enable pattern copy, there should also be enough pitch 
marks preceding the model selection to calculate the reference values. 
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4.6. Discussion 

 
In this chapter, a simple waveform manipulation method was presented for 
transforming utterance-final modal voice into irregular voice by windowing out the 
fundamental periods and individually amplitude-scaling them. The scaling factors can 
be set either one-by-one or ‘copied’ as a pattern from irregularly phonated speech. A 
freely available graphical program was developed to speed up the transformation 
process. 
 
Results of the evaluations presented here illustrate that this transformation method 
reproduces (to some degree) most of the well-known acoustic characteristics of 
irregular phonation, and that listeners perceive the output to be acceptable as rough, 
natural-sounding speech. In the future, this procedure can serve as a tool for 
synthesizing expressive speech or the voices of different individual speakers. 
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5. Thesis Group III: The occurrence of irregular 
phonation and the speaker 

 
In this chapter, various aspects of the idiosyncratic nature of irregular phonation are 
investigated. First, in Subchapter 5.2, a Hungarian speech corpus is analyzed in terms 
of the occurrence rate of this phonation type, by comparing intra-speaker differences 
(among utterances of the same speaker) with inter-speaker differences (among 
utterances of different speakers). This data can also shed some light onto the 
occurrence frequency of irregular phonation in Hungarian speech. Thus the 
hypotheses of this work are: 

 
• Irregular phonation occurs in Hungarian speech. 
 
• The occurrence rate of irregular phonation is characteristic to some speakers’ 

voices. 
 
Even if speakers differ in their likelihood of producing irregular pitch periods, it is not 
yet clear whether listeners remember this variation in a particular speaker’s voice. 
Thus in Subchapters 5.3 and 5.4 two studies (on American English) are reported that 
investigated whether human listeners remember this speaker-specific information and 
can access it when necessary. In the first study, listeners were personally familiar with 
the voices of the speakers, while in the second study, listeners were trained during the 
experimental session to recognize the voices. 
 
In order to clarify the rationale behind these two perceptual experiments (in the 
context of human speaker recognition), it is important to distinguish between the set 
of acoustic differences between speakers that can be reliably measured (as it is done 
in Subchapter 5.2), on the one hand, and the information that listeners actually store 
and make use of, on the other. Even if an acoustic parameter systematically 
distinguishes one speaker’s voice from another, it does not necessarily mean that it is 
stored and used by listeners to achieve speaker recognition. A speaker-specific 
parameter might be useless to the listener if, for example, it cannot be perceived by 
the human auditory system, or if it is not distinctive across the set of voices known by 
that listener. 
 
The cognitive function of speaker recognition can be decomposed into two 
components: the mental representations of familiar speakers14 [60], and the process of 
matching these stored codes to incoming auditory information. (A similar distinction 
is made in the face recognition model proposed by Bruce and Young [61].) It is 
reasonable to assume that, if a voice cue contributes to speaker recognition, then it 
needs to be part of the first component, i.e. the mental code describing the voice. Note 
that the existence of such a representation is a necessary but not sufficient condition 
for its effectiveness in speaker recognition. That is, in order to become useful, this 
information also needs to play an active role during the matching process. The two 
perceptual experiments reported in this chapter address the question of whether a 

                                                 
14 Such representations may either be stored in an abstract form or as exemplars of the voice. 
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familiar speaker’s typical phonation type is included in the listener’s stored 
representation of that voice. 
 
Throughout this chapter, the focus is mainly on sentence-final (Subchapter 5.2) or 
utterance-final (Subchapters 5.3 and 5.4) irregular phonation because both the general 
likelihood of voicing irregularities and the differences across speakers are more 
prominent in these positions. 
 
All along this chapter, fundamental frequency is used as a control variable in the 
examinations of irregular phonation. Mean F0 has been considered to be a parameter 
that is characteristic of a speaker (for a summary, see [62] p. 124) and that is 
efficiently employed by humans in speaker recognition [63;64]. Thus, on the one 
hand, the effect of irregular phonation can be compared to this robust voice cue in all 
three subchapters. On the other hand, it can be used as a test of the appropriateness of 
the methods employed in this chapter. 
 

5.1. Earlier work 

 
Although I am not aware of experiments that aimed to investigate the occurrence of 
irregular phonation in Hungarian, this phonation type was mentioned in a number of 
studies [21-24;65-68]. According to Markó [69], it can also occur in non-verbal 
messages. In some studies, one can spot irregular phonation on the waveform figures 
(e.g. [70], Figures 5d and 6b). It is often mentioned as a problem in computer speech 
analysis – for example, it can make it hard to extract intonation patterns [22;65;67] 
and it can cause phone boundary misalignments in forced alignment [23;66;68]. 
 
As it was briefly mentioned in Chapter 2, there are substantial differences across 
speakers in the likelihood of phonating irregularly. Redi and Shattuck-Hufnagel [19] 
found that, among their 14 American speakers, one produced irregular phonation in 
88% of the regions examined while another in only 13%. An earlier study [16] 
reported irregular phonation rates for word-initial vowels ranging from 13% to 44% 
for five professional radio announcers. In Slifka’s experiment [26], for 4 speakers of 
American English, the occurrence of irregular pitch periods in vowel-terminal 
utterances was 0%, 51%, 85% and 85%. Slifka [57] (p. 103) noted that each of the 
four speakers in her study appeared to have “certain habits to terminate voicing”. 
Although Henton and Bladon [30] do not report quantitative data on individual 
differences, they note that 10 of the 79 British speakers they examined “spoke in 
almost continuous creak”. Such differences have also been shown for languages other 
than English. The number of occurrences of irregular phonation varied between 191 
and 441 across four Swedish professional speakers, in the same texts [18]. Markó [22] 
reported that one of her Hungarian speakers frequently spoke with irregular voice, 
while the other three seldom did, in recordings of their spontaneous speech. 
 
These observations suggest that there are differences across speakers in this 
characteristic (especially in utterance-final position). Note, that – as these studies were 
not focused on the idiosyncratic nature of irregular phonation – they usually examined 
only a small number of speakers and did not consider intra-speaker variation. 
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Traditionally, studies of memory for voices and of speaker recognition have focussed 
on globally-defined voice parameters, such as mean F0, mean formant frequencies 
and speaking rate. Results on intermittent acoustic cues being part of the mental 
representation of a voice are scarcely published and the author could not find such 
studies regarding phonation types. As for other intermittent speaker characteristics, 
Allen and Miller [71] showed that listeners remember a speaker’s habitually short vs. 
long voice onset times for word-initial voiceless stop consonants. 
 

5.2. Differences among speakers in the occurrence rate of 
sentence-final irregular phonation 

 

5.2.1. Methods 

 
12 native speakers of Hungarian (2 females, 10 males, aged 23-33, except one male 
speaker (denoted M3), who is 64 years old) were recorded while reading 11 
Hungarian sentences (7 declarative, 3 interrogative and 1 exclamation) in an anechoic 
chamber with a sampling frequency of 44.1 kHz and quantization of 16 bits. After 
reading all the 11 sentences, the sentence set was read two more times. These 
sentences, consisting of 5-22 syllables (mean: 10.7 syllables), were adopted from an 
earlier study [72]. Sentences uttered with a speech error or with hesitation were re-
read. 
 
Instances of irregular phonation were labeled by hand. In order to label regions of 
speech as irregular, they needed to meet both an acoustic and an auditory criterion. 
The acoustic criterion requires either that the glottal pulses show abrupt, substantial, 
cycle-to-cycle changes in their spacing or amplitude, or that the fundamental 
frequency displays a sudden, significant drop. According to the auditory criterion, 
there should be an audible change in voice quality (especially for persons with 
considerable experience in phonation types), i.e. the speech should sound rough or 
creaky. 
 
Regions of speech where both of the above criteria is met were labeled by a ‘*’ 
(clearly irregular phonation). If there is evidence for only one of the criteria then a 
question mark (‘?’) is used as the label. Therefore very short or very soft cases of 
irregularities, that are not salient for perception, are usually marked with a question 
mark. The time positions of the beginnings and the ends of the labels were not 
restricted in any sense (e.g. they were not aligned to phone boundaries). 
 
Only deviations from periodicity that arise from the irregular vibration of the vocal 
folds were considered. Although the voiced speech waveform can exhibit 
aperiodicities when a trill is produced or when noise is added to the voice signal (e.g. 
in voiced obstruents or in case of breathy phonation), the vocal folds can still vibrate 
regularly. Thus these cases were not labeled as irregular phonation per se, only if 
there is further evidence suggesting that there is also irregular vocal fold vibration (i.e. 
the duration and amplitudes of the fundamental periods show such changes that 
cannot be explained solely by additive noise). 
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The labeling was carried out in Praat [41] where, besides the waveform, the 
spectrogram and the F0 contour were also displayed (Figure 23). In order to evaluate 
the acoustic criterion, primarily the waveform and the spectrogram was used. The F0 
curve served only as supplementary information, as it can contain erroneous values 
when the phonation is irregular (e.g. considering it voiceless or mistaking the first 
formant for the fundamental frequency). 
 
 

 
 

Figure 23: Sound display used for labeling irregular phonation (the Hungarian words 

palacsinta lesz [pɔlɔʧintɔ lɛs] is shown, uttered by a male speaker and with irregular 
regions marked with stars). Figure created with Praat [41]. 

 
 
In order to improve consistency, consensus labeling was applied: both an 
undergraduate student (who had been extensively trained to label irregularities) and 
the author labeled the entire speech corpus independently and then these parallel label 
files were compared. The differences were discussed and a merged label file was 
created. This procedure allowed to reveal numerous labeling errors. Usually the same 
regions were marked as irregular by both labelers, however there were some minor 
differences in the start and end time of the labels. This is not surprising if one 
considers (a) that there were no restrictions on the placement of the labels and (b) that, 
in this labeling system, there is no clear-cut boundary between regular and irregular 
phonation. For these same reasons, there was another kind of difference frequently 
seen between the two label tiers: if a longer section of speech contains mostly 
irregular phonation (with short regularly phonated and/or voiceless regions), it was 
marked with either one long label or with many successive labels. 
 
The amount of irregular phonation could be measured either by the overall time 
duration of the labels or by the number of labels. However these summaries may be 
unreliable due to, for example, the uncertainty of both the label boundaries and the 
potential division of long labels into shorter ones (as mentioned in the previous 
paragraph). Instead, counting the syllables15 that contain irregular phonation seems to 
be a more appropriate measure, as it minimizes the effect of these two kinds of 
uncertainties. 
                                                 
15 Syllabification was done according to the rules of the Hungarian academic spelling. 
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Thus during data analysis, the length of each irregular phonation label is calculated in 
syllables. A syllable is counted if at least one irregular fundamental period of the label 
belongs to that syllable. Shorter labels are usually one-syllable-long, while longer 
ones can span many syllables (the one in which the label starts, the ones that it passes 
and the one in which the label ends). 
 
Besides the length of the labels, their position in the sentence (initial, intermediate, 
final) was also determined. A label was considered sentence-initial if it reached into at 
least one sentence-initial syllable. Sentence-final labels spanned into the last syllable 
of a sentence or into the one before the last syllable. The criteria for these positions 
are neither restrictive (e.g. a label that ends in the last syllable of a sentence or in the 
one before the last is considered sentence-final, no matter when the label starts) nor 
exclusive (e.g. when a shorter sentence is produced with continuous irregular voice, 
the corresponding label is considered initial, intermediate and final in the sentence at 
the same time). The rationale behind allowing sentence-final labels to end one syllable 
before the end of the sentence is that utterance-final irregular phonation may change 
into regular phonation just before the end of phonation [57]. It is reasonable to 
consider these irregularities, followed by a short region of regular voice, sentence-
final as the gestures to terminate phonation start a number of syllables before the end 
of the sentence. 
 
Besides labeling irregular phonation, fundamental frequency measurements were also 
carried out. The F0 median and standard deviation for all three repetitions of the 
sentences were calculated. The measurements were made in Praat, using the 
autocorrelation method, with the potential range of F0 set to 100-300 Hz for females 
and to 50-250 Hz for males. Regions of speech labeled as irregular were removed 
from the recordings prior to the fundamental frequency measurements. Note that the 
standard deviation of F0 is a more robust measure of the speakers’ vocal range than 
the difference of the maximum and minimum F0 values, as this latter one is sensitive 
to occasional pitch detection errors (e.g. octave jumps). 
 

5.2.2. Results 

 
Irregular phonation was found in 518 syllables, in 12% of the 4248 syllables in the 
corpus. The majority of these syllables, 9% of all the syllables, contained clearly 
irregular phonation (marked by ‘*’). Although fatigue of the vocal folds can yield to 
changes in phonation type [73], this does not seem to be the case here: in the three 
repetitions of the sentences, there was a roughly equal number of syllables (160, 188 
and 170, respectively) produced with irregular phonation. Therefore, the results show 
that irregular phonation does occur in Hungarian speech. In this corpus, it occurred 
considerably often: on average, every 11th syllable was uttered using this phonation 
type (considering only the labels of clear occurrences). It should be noted though that 
this frequency of occurrence may not generalize to the Hungarian language as the 
speaker set is small and cannot be considered representative of the population. 
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Figure 24: The number of syllables containing irregular phonation, by speaker 

(Females: F1–F2; males: M1–M10). 
 
 
As it can be seen in Figure 24, the occurrence rate of irregular phonation shows 
substantial differences across the speakers examined. Five speakers frequently 
phonated irregularly and another five seldom did. For the former group of speakers, 
irregular phonation was labeled in 63.6 syllables on average, while for the latter 
group, in only 8.6 syllables. The remaining two speakers produced speech with 
irregular phonation in 27.0 syllables on average that is half the amount of irregularity 
in the ‘frequent’ group and three times more frequent than in the ‘rare’ group. 
 
The differences are even more prominent if only the clear cases of irregular phonation 
(marked by a ‘*’) are considered. Then, irregular phonation could be found in 47.8 
syllables for speakers M3, M5, M6, M7 and M10, 3.4 syllables for speakers F1, F2, 
M1, M2, and M4 and 18.5 syllables for speakers M8 and M9. In case of speakers who 
rarely produce irregular voice, the majority of their labels is usually uncertain (marked 
by ‘?’). Thus for further analyses, only the clear labels were used. 
 
In order to establish the speaker-dependency of the likelihood of irregular phonation, 
the consistency of the frequency with which speakers use this phonation type was also 
investigated, in terms of intra-speaker variability across the three repetitions. 
According to Figure 25, the occurrence rate of irregular phonation for a given speaker 
was similar across the three repetitions. In case of 9 subjects, the three repetitions of 
the sentences contained roughly the same number of syllables produced with irregular 
phonation, while one can see moderate differences for two speakers (M3 and M7), 
and larger differences for one remaining speaker (M5). 
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Figure 25: Number of occurrences of irregular phonation by speaker and by repetition, 
showing only the clear cases of irregularities. 

 
 

 
 

Figure 26: Number of occurrences of irregular phonation in sentence-final position (in 
the last syllable and/or in the syllable before the last one in the sentence) by speaker 

and by repetition, showing only the clear cases of irregularities. 16 
 
 
It seems reasonable to separately analyze the occurrence rate of irregular phonation at 
the end of sentences. As it was discussed in Chapter 2, irregular phonation can be 
produced with two distinct mechanisms: one with an increased and another one with a 
decreased airflow at the glottis [26]. According to Slifka [74], the low airflow case is 
probably voluntary and thus capable of expressing linguistic information. In contrast, 

                                                 
16 There was no sentence-final irregular phonation found in speaker F2’s utterances. 
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high airflow irregularities, that typically occur at the end of utterances17, are likely to 
be the result of involuntary processes. It is thus possible that irregular phonation as a 
speaker characteristic is more salient at the end of utterances. As the speakers in this 
study were asked to have a short break between the sentences, sentence-final positions 
can also be considered utterance-final. 
 
Figure 26 shows the occurrence rate of irregular phonation in sentence-final position 
(out of the 192 sentence-final labels 20 were also sentence-intermediate). Apparently, 
the intra-speaker differences of subjects M3 and M5 seen on Figure 25 mostly 
disappeared, while the differences for the other speakers are approximately the same 
as on Figure 25. This suggests that sentence-final irregular phonation is characteristic 
of the speaker. 
 
A potential explanation of this result lies in the physiologically distinguished role of 
the utterance-final position. At the end of utterances, speakers are preparing for a 
break, and thus to cease phonation for a longer time. The vocal apparatus is gradually 
moved from the phonatory setting to breathing and thus the three conditions for 
phonation [8] (p. 80-82) are lapsing. The vocal folds may get into a transition state 
that results in irregular phonation and this state can last for a substantial amount of 
time. It is possible that the conditions for phonation are lapsed in a different order or 
in a different manner across speakers and thus some speakers are more prone to 
produce utterance-final irregular phonation than others. Although the beginning of 
utterances also involves changes in the physical parameters that are relevant for 
phonation, in this case, the transitions are much quicker due to the communicative 
intent and thus do not allow a long time span for irregular phonation. 
 
 

 
 

Figure 27: Median of the fundamental frequency by speaker and by repetition. 
 
 

                                                 
17 In this context, the ‘end of the utterance’ refers to the end of the speech act or turn. 
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Figure 28: Standard deviation of the fundamental frequency by speaker and by 

repetition. 
 
 
The results for fundamental frequency support earlier results about its robustness as a 
speaker-specific acoustic characteristic [75]. While there are large differences 
between speakers in median F0 (within genders), the intra-speaker variation is low for 
all the subjects (Figure 27). As for the standard deviation of F0, there are larger 
differences across the three repetitions of the sentences for the speakers (Figure 28). 
Therefore, median F0 is a more reliable cue to the identity of the speakers in this 
corpus, while F0 standard deviation and irregular phonation have roughly the same 
discriminatory capacity (i.e. both inter-speaker and intra-speaker differences are of the 
same magnitude). 
 
 

 
 

Figure 29: Scatterplots of the number of irregularly phonated syllables vs. F0 median, 
F0 standard deviation and age (each point corresponds to one repetition of the 

sentences). 
 
 
A further analysis was run to investigate the relation of the frequency of irregular 
phonation to the two F0 statistics (Figure 29). There is an intermediate, significant 
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negative correlation between irregular phonation and both the median and the 
standard deviation of F0 (r = -0.593, p < 0.0005 and r = -0.573, p < 0.0005, 
respectively). This suggests that lower-pitched speakers in this data set are more likely 
to produce irregular phonation. On Figure 29, the number of occurrences of irregular 
phonation versus the age of the speaker was also plotted. As the data of speaker M3 
(who was far outside the age range of the other speakers) is not an outlier, it was 
reasonable to include his data in the analyses. 
 

5.2.3. Discussion 

 
Although the sampling of speakers and of their speech is far from being representative 
for the Hungarian-speaking population, it is possible to draw conclusions from this 
data set that support both of the hypotheses. First, irregular phonation does exist in 
Hungarian and it is part of normal (i.e. not disordered) Hungarian speech, as it 
occurred relatively frequently in this speech corpus. Thus it is likely that, by 
appropriately handling this phonation type in speech technologies for Hungarian, a 
considerable performance gain can be achieved. 
 
Second, there is substantial variation among speakers in the likelihood of irregular 
phonation, especially at the end of sentences. While the differences across speakers is 
large (inter-speaker variation), intra-speaker differences are considerably smaller, 
supporting the idiosyncratic nature of the occurrence of irregular voice. These results 
are consistent with earlier informal observations for American and British English, 
and for other languages. Accordingly, the frequency of irregular phonation can be a 
useful cue in machine speaker identification and speaker verification systems, as well 
as in forensic voice analysis. 
 

5.3. Listeners’ memories of familiar speakers’ habitual 
utterance-final phonation type (regular vs. irregular) 

 
Based on the studies cited in Subchapter 5.1 and on the results reported in Subchapter 
5.2, it appears that speakers differ in their likelihood of producing irregular pitch 
periods in utterance-final syllables in various languages. However, it is not yet clear 
whether listeners remember this variation in a particular speaker’s voice. The study 
described in this and the next subchapter was designed to test the hypothesis that a 
speaker’s habitual utterance-final phonation type, comprising regular or irregular 
pitch periods, is part of the listener’s stored knowledge of the voice. This subchapter 
reports two experiments ran in one session, with the same subjects. In Experiment I, 
the potential listeners were evaluated to determine how well they could recognize the 
speakers who were familiar to them, testing whether they have sufficient long-term 
memories of these voices. Having established their ability to recognize these familiar 
speakers’ voices, in Experiment II I used a paired comparison test to determine 
whether these same listeners store the parameter of utterance-final irregularity for a 
familiar speaker’s voice. In order to create minimal pairs that differ only in their final 
phonation type (regular vs. irregular), the transformation method from Chapter 4 was 
used. 
 



  

  

 
 

Speaker: F1 MR FI M1 FR F2 M2 MI M3 
Yesterday + + - - + + -? -? - - - + - +? + + -? + 

Ready - - -? - + + + - - -? - + - - + + - -? 

Your paper - + - - + + + + - - - + - - + + -? -? 

Debby -? - - - + + - - - - - + - - + + - - 

I saw your paper yesterday. + + - - + + - + - - - + - - + + + + 

Yes, you did it. + + -? - + + - -? + + -? + - - + + + + 

What you do is up to you. - - - - + + + + -? - - -? - - + + - - 

Debby debated about potatoes. - - - - + + + + - -? - - - - + + - + 

Yesterday Roy sought a bed. - - - - + + + +? - - + + - - + -? + - 

What did Debby debate? + + - - + + + - + - + - - - + + - - 

Your paper is ready. - - - - + + - - + - + + - - + + - -? 

Did you do it yesterday? - - - - - - - - - - - - + - - - - - 

 
Table 5: Phonation type labels for the final region of the two utterances of the sentences by each of the nine speakers. The first letter in the 

identifier of the speakers refers to their gender. The four speakers whose voices were used in the experiments are denoted with the same letter 
codes as in the experiments (FR, FI, MR and MI). ‘+’ denotes irregular phonation, while ‘–‘ corresponds to regular. An additional question mark 

next to a label shows that there was a disagreement between the two labelers. Shaded cells denote recordings that were part of the stimuli in 
Experiment II, while cells with a thick border are utterances used in Experiment I. 
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5.3.1. Recordings 

 
Nine native speakers of American English (4 females and 5 males, all young adults) 
were recorded uttering two repetitions each of eight sentences and four individual 
words and short phrases. The recordings were made directly to a computer at a 16 
kHz sampling rate using 16 bit quantization, in a sound-treated booth. For each of the 
216 utterances, the final portion of the utterance was labeled as irregular or regular by 
the author, according to the criteria discussed in Subchapter 5.2. This annotation was 
checked by a senior researcher; there were disagreements in only 19 of the 216 cases, 
which were resolved by discussions between the senior researcher and the author (as 
in [16]). 
 
The labels for each utterance (Table 5) were used to calculate the likelihood of 
utterance-final irregularity for each speaker. As expected, for some of the speakers 
most utterances ended with irregular pitch periods, for some other speakers most 
utterance endings were regular, and the occurrence rates of irregular phonation for the 
remaining talkers were not as extreme. From this set of nine candidate speakers four 
were selected: one male and one female whose speech frequently exhibited utterance-
final irregular pitch periods (87% and 92%) and one male and one female whose 
speech seldom did (0% and 17%). The speakers will be referred to as FI, FR, MI and 
MR, where the first letter of each abbreviation specifies the gender of the speaker 
(Female or Male) and the second letter refers to the speaker’s habitual utterance-final 
phonation type (Irregular or Regular phonation). Note that these are the same speakers 
as those employed in Subchapter 4.3. 
 

5.3.2. Experiment I: familiarity assessment 

 
Before testing the hypothesis that listeners store information about the utterance-final 
phonation type of familiar speakers in Experiment II, it was necessary to recruit 
listeners familiar with the voices of the four selected speakers. The aim of Experiment 
I was to quantitatively assess the potential listeners’ self-reported familiarity with the 
voices. 
 

5.3.2.1. Method 

 

5.3.2.1.1. Stimuli 

 
Out of the recordings made, 16 tokens were adopted: four words and short phrases 
uttered by four speakers (two males and two females), as indicated by a thick border 
in Table 5. Recordings of the same four words/phrases uttered by a male and a female 
talker unknown to the listeners were added to the stimulus set as foils, giving 6 
possible speakers. The occurrence rate of irregularly-phonated utterance-endings was 
high for the male unfamiliar speaker (75% of all tokens) and intermediate for the 
female unfamiliar voice (37%). 
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5.3.2.1.2. Listeners 

 
Only listeners who were personally familiar with all the four speakers’ voices 
participated in the experiment. This requirement severely limited the number of 
potential listeners – a common problem in studies of familiar speaker recognition (for 
a discussion, see [76]). The 10 listeners (4 females, 6 males) were all faculty members 
or graduate students at the department where the four speakers were affiliated. The 
listeners were either native speakers of English or had been living in an English-
speaking country for at least three years. None of these listeners had participated in 
the perceptual evaluation of the method used to transform regular voice into irregular 
voice (Subchapter 4.3). 
 

5.3.2.1.3. Procedure 

 
After hearing a token, listeners were asked to select the speaker from the list of six 
speakers (designated by the first names of the 4 known speakers, and ‘other male’, 
‘other female’). Each of the 24 recordings (4 words produced by 6 speakers each) was 
tested twice in different randomized order for each listener. 
 
Audio stimuli were set to equal RMS intensity to minimize loudness differences. The 
experiments were administered via a graphical program (written in Matlab 7.1), using 
a desktop computer situated in a quiet office, and stimuli were presented over Bose 
TriPort II headphones. Listeners could hear the stimulus only once in each trial (it was 
not possible for them to replay it) and they responded by clicking on the appropriate 
button displayed on the screen, using the mouse. There was no time limit for 
responding (the experiment proceeded to the next trial when a response was given), 
but listeners were instructed to respond quickly. In all the analyses, I adopt the 
significance criterion of p<0.05, except where noted. 
 

5.3.2.2. Results 

 
In order to perform their task (i.e. to explicitly identify the speaker), listeners needed 
to evaluate three aspects of the voices heard: (a) the gender of the person speaking, (b) 
the familiarity of the person (if it is a familiar person or not) and (c) the identity and 
the name of the person. In the face perception literature, face recognition (the sense of 
familiarity) and person recognition (access to identity-specific semantic information) 
are usually distinguished [61]. Based on both the parallels between face and voice 
processing [77] and on everyday observations (occasionally struggling with placing a 
familiar voice), it is reasonable to assume that these two are separate processes in the 
auditory modality, too, and thus (b) is a separate aspect from (c). 
 
The results are analyzed in terms of these three aspects. Although the listeners gave a 
single response, it is straightforward to disentangle the three separate decisions. For 
example, when the voice sample was of speaker FR (one of the females well known 
by the listeners) and the listener chose the first name of speaker FI (the other known 
female), gender recognition was correct as well as the decision about familiarity, 
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however the identity of the speaker was not established properly. In this experiment, 
each of these decisions is binary, implying chance levels of 50%. 
 
Gender recognition was perfect: each of the listeners could tell whether they heard a 
male or a female speaker in all the trials. In 75% of the trials, they could also tell if it 
was a familiar or an unfamiliar person. For the ten listeners, the proportion of correct 
familiarity decisions ranged from 67% to 85%, each significantly higher than chance 
(one-sample t-tests; t(47) ≥ 2.424; p ≤ 0.019). 
 
If a familiar person was recognized as familiar, the identity of the speaker was 
established correctly for 90% of the tokens. (Speaker identity decisions for cases 
when the familiarity decision was mistaken do not carry relevant information.) For 
nine of the ten listeners, one-sample t-tests showed that speaker recognition rates 
(75%-100%) were significantly higher than chance (t(31) ≥ 3.215; p ≤ 0.003). For the 
remaining listener the recognition rate of 65% was still above chance although not 
significantly (t(30) = 1.662; p = 0.107; n.s.). The confusion matrix (Table 6) shows 
that the recognition rates for the two familiar female speakers were somewhat lower 
than for the two familiar males. No clear effect of individual sentence on the 
confusion patterns was observed. 
 
 

response 
 FR FI MR MI 

FR 83% 17%     
FI 20% 80%     
MR     96% 4% 

speaker 

MI       100% 
 

Table 6: Confusion matrix of the speaker identification responses for tokens which 
were produced by a familiar person and were perceived as familiar. Each row shows 
the distribution of the responses to a speaker’s utterances. Boldface numbers in the 

diagonal of the matrix represent correct response rates. 
 

5.3.2.3. Discussion 

 
Nine out of our ten listeners performed well above chance when deciding about the 
gender, familiarity and identity of the speakers. Thus they can be considered to be 
familiar with the speakers. For the one remaining listener, I could not verify the 
familiarity with the voices (his performance in identifying the speakers was not 
significantly higher than the chance level). 
 

5.3.3. Experiment II: paired comparisons 

 
In the second experiment, I tested the hypothesis that listeners remember familiar 
speakers’ utterance-final habitual phonation type (in our case, regular or irregular) and 
can access this information. 
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In compiling the stimuli for Experiment II, the aim was to create minimal pairs that 
differed only in their utterance-final phonation type (i.e. modal vs. irregular) while 
still sounding natural. In addition, to gain some idea of the size of the effect of 
irregular phonation, I crossed variation in utterance-final irregularity with variation in 
the mean F0 of the utterance. Mean F0 has been considered to be a parameter that is 
characteristic of a speaker (for a summary, see [62] p. 124) and that is efficiently 
employed by humans in speaker recognition [63;64]. Thus it is part of listeners’ 
representations of familiar voices, and is easily accessible during recognition tasks. 
Varying such a robust cue along with the hypothesized cue of utterance-final 
phonation type allowed me to compare the relative size of the effect of utterance-final 
irregular phonation. The F0 variation condition also served as a control for the 
appropriateness of the experimental method: if the method shows an effect of varying 
mean F0, then one can expect it to show a similar effect of varying utterance-final 
irregular phonation, if this parameter is also stored. 
 

5.3.3.1. Method 

 

5.3.3.1.1. Stimuli 

 
As described in Section 5.3.1, I selected four speakers from a pool of nine: a male and 
a female who frequently produced utterance-final irregular pitch periods (denoted by 
MI and FI), and another male and female who seldom did (MR and FR). Similarly to 
Experiment I, four short words and phrases uttered by each of the four speakers were 
used. From the two available recordings of these words, I used the ones that were 
excluded from Experiment I (see the shaded cells in Table 5). All of these utterances 
exhibited the speakers’ habitual utterance-final phonation type and for these 
utterances, there were no disagreements between the labelers. 
 
Each set of stimuli consisted of one such original word or phrase and three 
manipulated versions of that word: 
 
1. Phonation type transformation. The phonation type at the end of each original 
utterance was manipulated: if the end of the original token was produced with regular 
phonation, it was amended to sound irregular (rough) and vice versa. In order to make 
the last portion of a modal recording sound irregular, some of the pitch periods were 
zeroed out and some others were either attenuated or boosted. This transformation 
method is described in detail and evaluated in Chapter 4. To perform the opposite 
manipulation, i.e. to transform an irregular ending into a modal one, the irregular 
portion was replaced by a modal ending taken from another utterance (the 
transformed version of the recording on Figure 30a is shown on Figure 30b). In two of 
the eight cases there was no such recording available for the speaker; for these two 
tokens, some groups of pitch periods were copied from the immediately-preceding 
region of regular phonation. None of the copied groups were identical, so that I did 
not create a strictly periodic signal. The F0 and amplitude curves of the manipulated 
endings were then shifted up or down to connect smoothly with the preceding regions. 
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Figure 30: Example of the irregular-to-regular transformation, showing only the last 
0.3 seconds of each utterance. The utterance-final irregularity of the recording in pane 
(a), marked by the arrow, was replaced by a regular ending in pane (b), that was cut 

out from the utterance in (c). Before the concatenation, the surrogate ending’s F0 was 
adjusted to smoothly join the pitch contour of the ‘host’ recording. 

 
 

2. Mean F0 transformation. For the higher-pitched male and female speaker, the F0 
curve of the utterance was shifted down by 30 Hz using the PSOLA algorithm in Praat 
[41]. For the lower-pitched male and female, the F0 was shifted up by the same 
amount. I chose to apply this uniform F0 shift for both genders because the difference 
in mean F0 between the two male speakers and also between the two females was 
roughly 30 Hz. PSOLA is generally considered to have negligible artifacts when it is 
used to implement such slight F0 changes [78]. The F0 modification was not applied 
to irregularly phonated regions. 
 
3. Phonation type and mean F0 transformation. To create the fourth token in each set, 
both of the other two manipulations were carried out: first, final phonation type was 
altered, and then the pitch contour was shifted. 
 
Thus each stimulus quadruple included the original utterance, the utterance-final-
phonation-type-transformed version, the mean-F0-transformed version, and the 
version transformed in both final phonation type and mean F0. There were 16 such 
quadruples, 4 for each speaker, making 64 tokens in total. 
 

5.3.3.1.2. Listeners 

 
The listeners were the same as in Experiment I, except that the responses of the single 
listener whose results did not confirm familiarity with the four selected speakers’ 
voices were discarded, making nine listeners in total. 
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5.3.3.1.3. Procedure 

 
48 stimulus pairs were constructed from the 64 tokens described in the Stimuli 
subsection, in the following way. One member of the pair was an unmanipulated 
original recording and the other one was a manipulated version of that recording. 
Thus the pairs differed only in utterance-final phonation type, only in mean F0, or in 
both parameters. After hearing a pair, the listener saw the following question on a 
computer monitor: ‘Which one is (or is closer to) X’s voice?’ where X denoted the 
first name of the speaker. Listeners gave their answers by clicking on a 6-point scale 
displayed on the screen, where button 1 was labeled ‘Certainly the first’ and button 6 
as ‘Certainly the second’. This sort of scale was chosen because it allowed listeners to 
give both a two-alternative forced-choice decision (i.e. choosing the first stimulus by 
pressing button 1-3 or the second by pressing 4-6) and a 3-point confidence measure 
(high confidence associated with the endpoints, middle confidence with buttons 2 and 
5, and low confidence with the central scale points 3 and 4) in a quick and intuitive 
way. 
 
Each pair was tested four times (yielding 192 trials); the unmanipulated recording 
occurred twice as the first token of the pair and twice as the second. Presentation 
order was re-randomized for each listener. A short, optional break was included at the 
middle of the experiment. For each listener, the test was run in the same session as 
Experiment I (a session lasted 22 minutes on average, including the duration of the 
optional break), under similar conditions and with the same equipment. 
 

5.3.3.2. Results 

 
For each response, the two-alternative decision (i.e. choosing the first or the second 
member of the pair) and the 3-point confidence measure (responses ‘3’ and ‘4’ were 
considered as ‘low confidence’, ‘2’ and ‘5’ as ‘medium confidence’, and ‘1’ and ‘6’ 
as ‘high confidence’) were separated into two variables. All the analyses were 
performed on the former variable, except the reliability tests described at the end of 
this subsection. 
 
The main results can be seen in Figure 31, which shows the proportion of correct 
responses (where ‘correct’ means that the original unmanipulated speech sample was 
preferred over a manipulated one) for the three experimental conditions. The 
Phonation type condition served to test the hypothesis that the typical pattern of 
utterance-final irregularity is a feature that listeners remember about the speaker. I 
assume that if this hypothesis is false, then manipulating this aspect of the signal 
would make no difference in the scores. As the test is forced choice, listeners would 
then choose randomly between the original and the phonation-type-manipulated 
speech sample. Thus the proportion of correct responses for the Phonation type 
condition would be expected to approximate the 50% chance level. But the results 
showed something quite different: tokens with the original phonation type were 
preferred over tokens with changed phonation type 64% of the time.  A one-sample t-
test showed that this is significantly higher than chance level (t(575)=7.122; 
p<0.0005), indicating that listeners could tell the speaker’s habitual phonation type in 
many cases. 
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Figure 31: Preference for the stimuli with the speakers’ usual phonation type 

(Phonation type), mean F0 (F0), or both (Phonation type+F0) over their manipulated 
versions. The horizontal line corresponds to the 50% chance level and error bars 

represent 95% confidence intervals. 
 
 
For the four speakers, the preference rates for the original over the phonation-type-
transformed tokens in the Phonation type condition were between 58% and 78% and 
these were all significantly higher than chance (t(143)≥2.021; p≤0.045). Across 
listeners, the rate of correct responses ranged from 50% to 83%. Five out of nine 
listeners scored significantly higher than chance (62-83%; t(63)≥2.049; p≤0.045). 
 
For the cases where the F0 contour was shifted up or down for the transformed 
member of the pair, the preference rate for the unmanipulated member was 86%. 
Mean F0 has been shown to be a robust cue to speaker identity [63;64], and the high 
proportion of correct responses is consistent with the claim that our method indeed 
tested some aspect of the memory for voices. Comparison with the 64% correct 
response rate for pairs of original vs. manipulated phonation type shows that recalling 
a speaker’s typical average F0 is easier than recalling his/her habitual final phonation 
type. Nevertheless, altering the phonation type did have a significant effect on 
listeners’ decisions.  Moreover, manipulating phonation type showed little interaction 
with changing F0: the significant increase in the rate of correct responses for the 
Phonation type+F0 condition (where both phonation type and mean F0 were 
changed) compared to the F0 condition (t(1150)=2.680; p=0.007) indicates that the 
effects of the two parameters ‘sum up’ in some way. This suggests that, even when a 
voice characteristic as effective as F0 is available, the appropriate pattern of utterance-
final irregularity still makes it slightly easier for listeners to tell which of two speech 
samples was produced by the target speaker. 
 
To test potential differences across speakers and listeners, an analysis of variance 
(ANOVA) was conducted on the preference responses, with condition and speaker as 
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fixed factors and listener as a random factor. The significant interaction between 
condition and speaker (F(6.1168)=5.569; p<0.0005) showed that the two parameters 
(i.e. mean F0 and utterance-final phonation type) may be remembered to a different 
degree for the different voices in this experiment. The significant interaction between 
condition and listener (F(16,1668)=3.215; p<0.0005) supports an additional claim 
about sources of variation in this experiment: i.e. the idea that different listeners 
remember different cues and utilize them in assessing a particular speaker’s voice. 
 
The reliability of the results was assessed by two additional analyses. First, because 
each pair of stimuli was tested four times with each listener, I could measure listeners’ 
internal consistency. Analysis using Cronbach’s alpha resulted in a value of 0.789, 
suggesting that each listener gave similar responses to the four presentations of a pair.  
This makes it likely that the results are repeatable and not due to random guessing. 
Second, I compared average implicit confidence ratings: these were significantly 
higher for correct responses than for incorrect responses (t(1726)=18.571; p<0.0005), 
adding further support to the idea that actual memory recall of the voices played a 
greater role in listeners’ performance than guessing or other factors. 
 

5.3.3.3. Discussion 

 
Experiment II tested the hypothesis that, when the listener is given the identity of the 
speaker, he/she can access the characteristics of utterance-final phonation type of that 
speaker’s voice. When presented with two speech samples from the same speaker, one 
with regular and the other with irregular phonation at the end, listeners selected the 
one with the speaker’s typical final phonation type in roughly two thirds of the trials.  
This is significantly more than chance would predict, showing that at least some 
listeners correctly remembered the typical utterance-final phonation type for most of 
the familiar speakers in this experiment. Although there was considerable variation 
across speakers and listeners in the effectiveness of this memory recall, utterance-final 
phonation type had a significant effect in a substantial number of cases (for all four 
speakers, and for 5 out of 9 listeners). 
 
The type of intermittent irregular phonation that was the subject of this study spans 
only a limited portion of the utterance duration (even though it is often longer than in 
other locations, such as phrase-initially or at pitch accents).  Despite this relatively 
limited time span, the results show that listeners do store this information and can 
employ it in this task. The evidence for this claim is that utterance-final irregular 
phonation often helped listeners, both by itself (i.e. when this parameter alone was 
manipulated) and also when a different (and very robust) voice characteristic (i.e. 
mean F0) was manipulated at the same time. 
 

5.4. Within-experiment learning of speakers’ utterance-final 
phonatory habits 

 
Employing listeners familiar with the speaker voices in the previous subchapter 
enabled me to investigate the recognition of familiar voices in a straightforward 
manner, but severely limited the number of potential listeners. To overcome this 



  

 77 

constraint, the study reported here involves within-experiment perceptual learning of 
the talkers’ voices, allowing the recruitment of listeners from a wider population. The 
hypothesis tested here is the same as in the previous subchapter (i.e. whether a 
familiar speaker’s characteristic utterance-final phonation type (regular vs. irregular) 
is encoded in memory) with the extension of asking whether these memory 
representations can be acquired in a short time, after brief training to previously 
unknown voices. Attending brief video and sound recordings of previously unknown 
persons, such as in the training method of this experiment, is certainly not enough to 
build similar mental representations of these persons to those that personal 
acquaintances have. However this procedure offers more control over listeners’ 
amount of previous exposure to the voices (and therefore, their degree of familiarity), 
a factor that was left uncontrolled in Subchapter 5.3. Thus, in this sense, the results in 
Subchapter 5.3 and the results reported here complement each other. 
 

5.4.1. Method 

 
The two experiments of Subchapter 5.3 (the one assessing the listener’s familiarity 
with the speakers, and the other testing the hypothesis that listeners’ judgments are 
influenced by a speaker’s habitual phonation type at the end of utterances) were split 
into three parts and were combined with a training procedure into a single experiment 
(summarized in Table 7 and discussed in more detail in the Procedure section). The 
training procedure involved watching a video-recording of the four speakers telling a 
short story (‘initial training’) and listening to sentences uttered by the speakers 
(‘reminders’). 
 
The elements of the training and the three parts of the tests were interleaved. After an 
initial training phase, there were three test phases, each beginning with the 
presentation of some sentences uttered by the speakers (to remind the listeners of the 
correspondence between the persons and their voices), followed by a familiarity test 
and a paired comparison test. The repetition of the familiarity test in each of the three 
test phases allowed me to track listeners’ progress in learning the voices. 
 

5.4.1.1. Stimuli 

 
The same stimulus set was used in both of the tests as in the corresponding 
experiments of Subchapter 5.3, with the exception that, in the paired comparison test, 
the amount of F0 shift applied for male speakers in the F0 condition was ±15 Hz, 
instead of ±30 Hz (the F0 curves of the female speakers were shifted by ±30 Hz, just 
as in Subchapter 5.3). 
 
Additionally, a video recording was made of each of the four selected speakers for 
training purposes. The passage titled ‘Comma Gets a Cure’ [79] was selected as the 
script because it contains mainly short sentences and phrases, providing a number of 
locations that might elicit final irregularity. The video was recorded in a sound-treated 
booth by a Sony DSC-P150 digital camera with a resolution of 640*480 pixels, at 30 
frames per second. The camera also recorded sound, but for presentation purposes this 
sound was replaced by sound files synchronously recorded by professional equipment 
at a 16 kHz sampling rate using 16 bit quantization. 
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Phase Token count 
 Initial 
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Reminder 32 sentences 
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Reminder 32 sentences 
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2 

Paired 
comparison 
test 

96 pairs 

Optional break 
Reminder 32 sentences 
Familiarity 
test 

48 words 

T
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3 

Paired 
comparison 
test 

96 pairs 

 

Table 7: The overview of the experimental session. 
 
 

5.4.1.2. Listeners 

 
The 14 listeners (6 females, 8 males) were all faculty members and students at 
universities in the Northeast United States, who reported no speech, language or 
hearing disorders. They either were native speakers of English or had been living in 
an English-speaking country for at least three years. 
 

5.4.1.3. Procedure 

 
The structure of the experiment is summarized in Table 7. During training, listeners 
watched a 12 minute video on the computer screen. I used audiovisual training rather 
than solely auditory exposure because there is evidence that seeing the faces of 
speakers facilitates the learning of their voices [80]. First, the listener heard the entire 
recording of the ‘Comma’ passage by each speaker, and then the last two sentences 
were replayed. Hearing the same text read by each of the speakers encouraged the 
listener to pay attention to talker attributes rather than to the story. Each speaker was 
associated with a fictional short, common first name (in contrast to the experiments in 
Subchapter 5.3 where the real first names of the speakers were used), and while a 
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speaker was visible, his/her name appeared on the bottom of the screen. The order of 
the speakers in the video was randomized for each listener. 
 
The training was followed by three test phases, each consisting of three sub-parts: a 
‘reminder’, a familiarity test and a paired comparison test.  In the ‘reminder’, the 
listener heard eight sentences uttered by each of the four speakers, to refresh their 
memory. The sentences were grouped by voice, and both the picture and the name of 
the speaker were displayed on the computer screen. 
 
The familiarity test was identical to Experiment I in Subchapter 5.3, but there, 
listeners took it only once, at the beginning of the experiment. The paired comparison 
test was also adopted from Subchapter 5.3 (Experiment II), with one difference: a 
photo of the speaker was also displayed in order to avoid difficulties in name recall 
(Figure 32). In the paired comparison tests of phases 2 and 3 together, there was the 
same number of trials as in the similar experiment in the previous subchapter. In this 
experiment however, there was an additional, shorter paired comparison test in phase 
1 that can be considered as practice, if the results of the familiarity assessment 
indicates that, at this point in the experiment, listeners have not yet learnt the voices. 
 
 

 
 

Figure 32: Screenshot of the paired comparison test. For each judgment, listeners 
heard a short recording and one of its manipulated versions while the speaker’s face 

and associated (fictional) name were displayed. 
 
 
The three test phases were separated by optional breaks. Listeners were tested 
individually in a quiet office, using a laptop computer and AKG K271 headphones. 
The test was administered using a graphical program written in Matlab 7.1. Listeners 
produced their responses by clicking the appropriate button on the screen using the 
mouse. There was no time limit for giving a response, but listeners were instructed to 
respond quickly. An experimental session lasted for about 45 minutes. 
 



  

 80 

5.4.2. Results 

 

5.4.2.1. Familiarity tests 

 
The results for the three familiarity tests were compared with those of Subchapter 5.3 
(Experiment I). As noted above, Experiment I there was identical to the familiarity 
test used here (except that it was taken only once rather than three times), so it was 
possible to compare the data from the two experiments. 
 
The data from the familiarity tests was analyzed similarly to what was described in 
Subsection 5.3.2.2: the three separate decisions (about the gender, the familiarity and 
the identity of the speaker) made by a single response were disentangled. 
 
Gender recognition was 100% in all three test phases, for each listener. The other two 
aspects of listeners’ decisions were analyzed by a one-way analysis of variance 
(ANOVA) each, with test phase as the factor. Data from the previous study (Section 
5.3.2) was considered as a fourth phase in these analyses that provided a way to show 
any significant differences between the performance of listeners who received the 
training and listeners who were familiar with the voices. 
 
Although the accuracy of the familiarity decisions increased across the three test 
phases (70% in test phase 1, 73% in test phase 2 and 74% in test phase 3), this effect 
was not significant (F(3,2492) = 1.216; p = 0.302, not significant). Even at the first 
test phase, listeners could achieve a percentage of correct responses close to that of 
familiar listeners (75%). The recognition rates of all the 14 listeners in all three phases 
(65%-96%) were significantly higher than the 50% chance level (t(47) ≥ 2.090; p ≤ 
0.042). Thus, it seems that the initial training and the first reminder were enough to 
learn to distinguish the target speakers from other speakers. 
 
In terms of the speaker identity decisions, the 69% performance of one listener in test 
phase 1 fell to almost chance level (54%) in test phase 2. One might speculate the 
lapse of attention or other problems as the reason behind this performance decrease. 
The responses of that listener were excluded from all further analysis. For the other 13 
listeners, the speaker identity decisions (that were analyzed for the trials in which the 
speaker was familiar and his/her familiarity was correctly established by the listener) 
showed significant differences across the test phases (F(3,1510) = 11.033; p < 
0.0005). According to Tukey’s post-hoc tests, the recognition rate significantly 
increased from the first to the second phase (p = 0.002; Figure 33). The results of the 
second and third phases were not significantly different from each other (p = 0.889, 
n.s.) or from the recognition rate achieved by the familiar listeners in the other 
experiment (p = 0.201 and p = 0.557, n.s.). This suggests that listeners benefited from 
the second ‘reminder’ or that perhaps the time elapsed between the initial training and 
the second test helped to consolidate the new knowledge. In the second and third 
phase however, listeners achieved a similar recognition rate to that shown by the 
listeners who were already familiar with the test voices. This suggests that by the 
second test phase they had acquired the information needed to recognize the four 
voices. Consequently, I considered the first phase to be practice, and excluded the 
paired comparison responses of this phase from further data analysis. 
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Figure 33: Proportion of trials in which the identity of the speaker was correctly 
recognized in the three familiarity tests, compared with the results of familiar listeners 
in Experiment I of Subchapter 5.3. The horizontal line corresponds to the 50% chance 

level, while error bars represent 95% confidence intervals. 
 
 
In the second and third test phases, all the listeners (except the one previously 
excluded from the data analysis) performed well above chance in terms of identifying 
the speaker (69%-97%; t(31) ≥ 2.252; p ≤ 0.032). This means that all of these thirteen 
listeners became at least somewhat familiar with the speakers by the second phase. 
The speaker identification rates of 9 out of the 13 listeners improved during the 
experiment and for the other four listeners it remained roughly the same as it was after 
the initial training (including the first reminder). 
 

5.4.2.2. Paired comparisons 

 
One listener pressed the same button 95% of the time throughout the two paired 
comparison tests, and was also one of the four subjects whose familiar speaker 
identification rate did not improve across the three familiarity tests. Accordingly, his 
responses were withdrawn from the data set (as well as the data from one listener 
whose speaker identification performance decreased from phase 1 to phase 2, as 
discussed in the previous subsection), and I conducted all further analyses for the 
remaining twelve listeners only. 
 
Similarly to the data analysis in Subsection 5.3.3.2, when listeners chose the original 
rather than the manipulated recording, I considered it a correct response; otherwise it 
was incorrect. I also extracted from the responses how confident listeners were in 
their choice (low: 3, 4; mid: 2, 5; high: 1, 6). 
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Figure 34 shows the proportion of correct responses for the three experimental 
conditions. When utterance-final phonation type was manipulated, 61% of the 
responses were correct. That is, tokens with the original phonation type were 
preferred over tokens with changed phonation type 61% of the time. A one-sample t-
test showed that this is significantly higher than the 50% chance level (t(767) = 6.286; 
p < 0.0005), indicating that, in many cases, listeners could recall the speakers’ 
habitual utterance-final phonation type. 
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Figure 34: Preference for the stimuli with the speakers’ usual phonation type 

(Phonation type), mean F0 (F0), or both (Phonation type+F0) over their manipulated 
versions. The horizontal line corresponds to the 50% chance level and error bars 

represent 95% confidence intervals. 
 
 
Across speakers, the original stimulus was preferred over its phonation-type-
transformed version between 62%-67% of the trials (all significantly higher than 
chance; t(191) ≥ 3.410; p ≤ 0.001), except for speaker FI whose typical utterance-final 
phonation type was chosen in only 51% of the times. However for this speaker, the 
preference rate in the F0 condition was similarly low (52%) and listeners could 
achieve a performance significantly higher than the chance level only when both of 
these cues were present (57%; t(191) = 2.037; p = 0.043). This suggests that, in case 
of speaker FI, information is likely to be stored about both of these characteristics of 
the voice but these two memorized properties of the voice cannot be accessed 
separately. 
 
As expected from the fact that mean F0 has been shown to be a useful cue to 
recognize the speaker [64], the correct response rate is higher (70%) for the case when 
the F0 contour was shifted up or down for the transformed member of the pair. 
Changing the average F0 had a stronger effect than changing final phonation type, but 
altering the phonation type still affected listeners’ decisions significantly. Further, 
when both of these characteristics were manipulated, listeners produced an even 
higher preference rate (76%, significantly higher than the correct response rate for the 
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F0 condition; t(1534) = 2.359; p = 0.018), suggesting that the amount of interaction 
between the effects of the two manipulations is minor. 
 
An ANOVA was conducted on the preference responses with condition and speaker 
as fixed factors and listener as a random factor. The significant interaction between 
listener and condition (F(22,2226) = 1.990; p = 0.004) and between listener and 
speaker (F(33,2226) = 6.257; p < 0.0005) supports the idea that there is a difference 
among listeners in the cues they store in memory about a particular speaker’s voice 
and also in the degree to which they remember the characteristics of a voice in 
general. 
 
The reliability of the results was examined by the same two reliability analyses as in 
Subchapter 5.3. On the one hand, Cronbach’s alpha was 0.625 that suggests an 
acceptable degree of repeatability. On the other hand, confidence ratings were 
significantly higher for correct responses than for incorrect responses (t(2302) = 
10.427; p < 0.0005). 
 

5.4.3. Discussion 

 
A perceptual experiment was conducted to test whether the habitual presence or 
absence of irregular phonation at the ends of a speaker’s utterances is remembered by 
listeners after a short training. The results show that listeners encode this information 
about the talker in memory and can access it and make use of it in this task: when they 
heard pairs of speech samples they tended to choose the one with the speaker’s usual 
utterance-final phonation type as the one that was closer to the speaker’s voice. 
 
In contrast to the several-day training methods reported in the literature (e.g. in [81]), 
our simple familiarization procedure was applied in a single session. Nevertheless, it 
was effective in this context: even though subjects watched and listened only 
passively for less than half hour and received no feedback, they achieved recognition 
rates that are similar to those of listeners who were already familiar with the speakers. 
 
One might wonder whether these results could arise if listeners chose the unmodified 
member of each stimulus pair as the one closest to the speaker’s voice, or if there 
were audible artifacts introduced by the phonation type and F0 transformations.  
However, there are two arguments that render this explanation less plausible. First, 
according to the results in Subchapter 4.2, the phonation type transformation methods 
yield reasonably good approximations of naturally occurring regular and irregular 
phonation (the phonation-type-transformed stimuli in this experiment were actually a 
subset of the speech material used in the perceptual evaluation of Subchapter 4.2) and 
one can assume the same for the F0 transformation. Second, both of the experiments 
reported here (in Subchapters 5.3 and 5.4) and also a pilot experiment with a design 
similar to these experiments (but using formant synthetic stimuli) yielded very similar 
results [C8]. In this pilot, listeners preferred the speakers’ habitual utterance-final 
phonation type over its transformed counterpart in 63% of the cases. The preference 
rate for the condition where the F0 contour was transformed was 78%, and it was 80% 
when both phonation type and F0 were manipulated. These results were obtained for 
pairs of stimuli with no naturalness differences between the two members, since all of 
the stimuli were created using formant synthesis. Based on these observations, it is 
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unlikely that the results reported here were substantially affected by any potential 
stimulus artifacts or unnaturalness. 
 
The findings of Subchapters 5.3 and 5.4 provide some information about the ways in 
which listeners store and use information about familiar speaker voices. According to 
the results of Van Lancker et al. [76], the set of features extracted for speaker 
recognition may vary with different speakers and different listeners, probably based 
on their usefulness in distinguishing among a set of known voices. My results 
illustrate some aspects of this variation in listener behavior: although the effect of 
irregular phonation at the ends of utterances was significant for the majority of the 
speakers and listeners, there were differences among them. It seems that not all of the 
listeners could remember irregular phonation patterns, and for some speakers this 
information may not have been distinct enough to be useful (and thus not remembered 
or accessed). In almost any model of speaker recognition, whether feature-based or 
Gestalt-based [82], before we can ask questions about how cues are integrated into a 
decision about speaker identity (the process of recognition), we need to understand 
what information is stored about the voice (i.e. what is the repertoire of cues with 
which the recognition process can work). The results reported here contribute to the 
development of speaker recognition models by providing evidence that utterance-final 
voice characteristics are included in this set of available cues, at least for some 
speakers and for some listeners. 
 
Traditionally, studies of memory for voices and of speaker recognition have focused 
on globally-defined voice parameters, such as mean F0, mean formant frequencies 
and speaking rate. My results suggest, however, that characteristics appearing 
intermittently during an utterance can also become part of the mental representation of 
a voice. The findings of Allen and Miller [71] are also in line with this conclusion: 
they showed that listeners remember another intermittent speaker characteristic: short 
vs. long voice onset times for word-initial voiceless stop consonants. In this sense, the 
results reported here support Pollack et al.’s [83] conclusion that it is not simply the 
duration of the speech sample that is important for recognition, but also how well it 
samples the repertoire of the speaker’s voice characteristics.  That is, in order to 
provide enough information for maximum performance in determining the speaker’s 
identity, a sample utterance needs to be long enough to allow the detection of patterns 
that appear only intermittently in the speaker’s output. Finally, these results support 
the view that related speech technologies, such as personalized speech synthesis and 
voice conversion [84], may benefit from using such intermittent acoustic patterns. 
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6. Summary and conclusions 
 
This dissertation presents results related to irregular phonation, a phonation type 
characterized by glottal pulses having non-uniform time spacing and amplitude. A 
growing body of evidence suggests that irregular phonation can have a number of 
functions in speech communication, both on the linguistic (carrying segmental and 
suprasegmental information) and on the non-linguistic (marking emotional states and 
characterizing speakers) level. Therefore, modeling irregular phonation can 
potentially contribute to the improvement of various speech technologies. 
 
In order to be able to handle irregular phonation in speech technologies, as a first step, 
it is necessary to have the tools for detecting it and artificially creating it. This 
dissertation proposed such methods, along with findings of phonetic and perceptual 
investigations suggesting the feasibility of some technology applications. These 
contributions are summarized here, structured into three major thesis groups and into 
theses (as subpoints of each thesis group), with references to the author’s publications 
(for bibliographic details, see the Publications section). 
 
In Thesis Group I, a high accuracy phonation type classifier was proposed. It takes 
vowels as its input and the output is a regular/irregular decision. As a first step in this 
work, acoustic cues from two papers were re-implemented in their original form and 
their performance was evaluated by an appropriate performance metric. 
 
Thesis I.1: [C2] I applied a novel analysis method (ROC curves, that are widespread 

in other domains) to evaluate acoustic cues used in phonation type classifiers. ROC 

analysis allows the assessment and quantification of the regular-irregular separation 

capability of each cue with no underlying assumptions about the cue value 

distributions and independently of the threshold value. 

I employed ROC analysis to evaluate six acoustic cues presented in the literature 

[29;36]: 

• Fundamental frequency (F0) 

• Normalized RMS intensity (NRMS) 

• Smoothed energy difference (SED) 

• Power peak falling and rising (PWP) 

• Shift-difference amplitude (SD) 

• Intraframe periodicity (IFP) 

Based on these, I created five acoustic cues (by algorithmic changes and by fine-

tuning the constants used during the calculation of the cue value), that are capable of 

distinguishing the two phonation types with higher accuracy than the original 

versions of these cues. Average classification performance was measured by the area 

under the ROC curve. 

 
The evaluation was carried out on a subset of the TIMIT corpus training set that was 
hand-labeled by Surana [36] and showed that all six cues are capable of separating 
regular voice from irregular voice to some extent. But their performance varies, with 
IFP being the most useful cue and F0 being the second most useful. 
 



  

 86 

There are points in the calculation algorithms of these cues where one can imagine 
alternative processing steps, or even an entire alternative algorithm (e.g. the F0 
measurement of Praat instead of the F0 cue in [14]) – these potential changes were 
evaluated for each cue by ROC analyses. Further, the algorithms use a number of 
constants (e.g. F0 applies a predefined voicing threshold on the autocorrelation 
function). A range of reasonable values were tested for each constant and the resulting 
cue performance was evaluated by means of ROC curves. The algorithms and 
constant values resulting in the highest performance were used to create improved 
versions of five cues that yielded an increase in the area under the ROC curves. (The 
IFP cue was highly accurate with its original calculation method and thus it was not 
changed.) 
 
It is reasonable to assume that cues from different earlier phonation type classifiers 
can complement each other and, when used together, can improve classifier 
performance (compared to earlier systems). Therefore the six cues (in five cases, their 
improved versions) were combined into a phonation type classifier. 
 
Thesis I.2: [C2] I designed and implemented an automatic phonation type classifier 

that can classify vowels as regular or irregular with higher accuracy than an earlier, 

comparable system [14;36]. The classifier integrates the acoustic cues described and 

improved in Thesis I.1 and, based on these cue values, makes a phonation type 

decision by means of an SVM. Thus I showed that by combining and improving the 

acoustic cues from several earlier systems, a substantial performance gain can be 

achieved. 

 
In an evaluation on a subset of the TIMIT test set, the proposed classifier achieved a 
hit rate of 98.85% and a false alarm rate of 3.47%. Although the hit rate is higher and 
the false alarm rate is substantially lower than those reported for earlier systems in the 
literature, it is not straightforward to make such comparisons: most of these earlier 
classifiers were tested on a different set and/or differ in their input and output 
specifications. As the phonation type classifier described by Surana [36] was 
evaluated using the same test set and as it was built using similar specifications (i.e. 
classifying vowels as regular/irregular), it is possible to use this system as a baseline. 
In [36], the hit rate was 91.25% and the false alarm rate 4.98%, therefore the classifier 
proposed here provides superior performance. This performance allows the 
application of the classifier in a number of speech technologies. 
 
Thesis Group II described a method for producing irregularly phonated speech by 
machine. The input of the method is the speech signal (with pitch marks), in which, it 
can introduce irregular pitch periods. 
 
Thesis II.1: [C3, C4, J1] I developed a method to transform regular voice into 

irregular voice by scaling the amplitudes of the individual fundamental periods 

(including scaling them to zero). The procedure of ‘stylized pulse pattern copying’ 

was proposed for setting the scaling factors semi-automatically. 

 
The method approximately separates the fundamental periods by means of pitch 
synchronous windowing, then the amplitudes of each period is scaled with a separate 
scaling factor (often scaled to zero, i.e. removing some periods from the signal), and 
finally re-synthesizes the speech signal by overlap-and-add. The key to a successful 
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transformation is to set the scaling factors so that they imitate the pulse pattern in 
irregularly phonated speech. For this purpose, it is recommended to use a model 
recording (with irregular phonation), from which the relative amplitudes and time-
distances of the impulsive glottal excitations are copied to the recording to be 
transformed. This can be done either by hand or by using the ‘pattern copy’ 
procedure. In this latter case, the human operator only needs to select the irregular 
region in the model waveform and the region to be manipulated in the target 
waveform; the stylized pulse pattern is then extracted and applied automatically. 
 
The transformation method was evaluated perceptually and acoustically. The 
perceptual test can evaluate the level of acceptability of the transformed speech to 
human listeners. This was tested by measuring both the perceived degree of roughness 
and any degradation of naturalness in the transformed speech signals, in comparison 
to natural speech produced with both regular and irregular phonation. 
 
Thesis II.2: [J1, C3, C4] I designed a perceptual experiment that showed that speech 

transformed with the procedure of Thesis II.1 is judged by the listeners to have a 

roughness similar to irregular phonation and a naturalness close to natural speech. 

 
These results show, on the one hand, that the method is capable of artificially 
introducing irregularity in the speech signal that is similar to natural irregular 
phonation. On the other hand, they suggest that the cycle-to-cycle abrupt, substantial 
changes in the amplitude and time duration of the glottal cycles (that the 
transformation method introduces into the speech signal) can elicit a percept close to 
that of natural irregular phonation. 
 
The aim of the acoustic evaluation was to see if the transformation method reproduces 
the acoustic characteristics of irregular phonation reported in the literature. For that 
purpose, changes in spectral tilt, open quotient and first formant bandwidth were 
measured by the procedure of Holmberg [58], and with the correction terms suggested 
by Hanson [59]. This procedure is capable of giving information about these glottal 
source-related parameters based on the speech spectrum (without the need to inverse 
filter the speech signal that may be problematic for irregularly phonated speech). 
 
Thesis II.3: [C3] By adopting a well-known measurement procedure, I showed that 

the transformation method of Thesis II.1 changes a number of acoustic parameters 

(spectral tilt, open quotient, first formant bandwidth) towards the values 

characteristic of irregular phonation. 

 
In Thesis Group III, results on the occurrence rate of irregular phonation, as a 
potential speaker characteristic were presented, as well as a study examining the 
general occurrence of this phonation type in Hungarian. This latter one involved the 
hand-labeling of irregular phonation in a 12-speaker corpus. Voicing irregularities 
were found in 9% of all the syllables uttered by the speakers. The corpus was further 
analyzed in terms of inter-speaker and intra-speaker variation in the occurrence rate of 
irregular phonation, with special emphasis on the sentence-final position. 
 
Thesis III.1: [B1] I designed and performed an experiment showing that irregular 

voice occurs in normal Hungarian speech and that the occurrence rate of sentence-
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final irregular phonation can be substantially different between speakers, while 

exhibiting only smaller variation within a speaker. 

 
As for the perceptual side of these speaker differences, two experiments were 
conducted on American English. In both of these, listeners heard pairs of speech 
samples: one produced with the speaker’s usual utterance-final phonation type 
(regular vs. irregular) while the other one not. Listeners were asked to select the 
member of the pair that is closer to that speaker’s voice. In one of the experiments, 
listeners were familiar with all the speakers and thus their long-term memories about 
this speaker characteristic could have been examined. 
 
Thesis III.2: [J1, B3, C5, C8] With an experiment in English, I showed that listeners 

remember familiar speakers’ utterance-final phonation habits (the likelihood of 

irregular phonation). 

 
In the other experiment, listeners unfamiliar with the speaker voices were trained to 
recognize these voices during the experiment. This experimental design provided a 
way (a) to reproduce the results of the experiment above, and (b) to test whether this 
speaker characteristic can be learnt in a short training procedure (that involved no 
practice with feedback or enough time to consolidate these new memories). 
 
Thesis III.3: [C6] I showed that listeners encode in memory the characteristic 

occurrence rate of utterance-final irregular phonation of an unfamiliar speaker 

during brief perceptual learning. 

 
The results of the experiments reported in Thesis Group III suggest that appropriate 
modeling of irregular phonation can potentially contribute (a) to Hungarian speech 
technologies as (in the corpus examined) this phenomenon occurs with a relatively 
high likelihood (b) to technologies such as automatic speaker identification, 
personalized speech synthesis, voice conversion and also to forensic voice analysis. 
 
 
In sum, this dissertation presented novel ways to process irregularly phonated speech 
by machine and experimental results about its occurrence and its idiosyncratic nature. 
One of these novel speech processing procedures is an algorithm for the automatic 
classification of vowels as regular or irregular that achieved higher performance than 
an earlier, comparable classifier. Further, a method was proposed that can semi-
automatically transform regular voice into irregular voice. Besides these two 
procedures (that can be applied in various speech technologies), the results presented 
contribute to our general knowledge about irregular phonation. On the one hand, it 
was shown that this phonation type occurs in normal Hungarian and that its 
occurrence rate in sentence-final position can show large differences across speakers 
(compared to within-speaker differences). On the other hand, this speaker 
characteristic (idiosyncratic utterance-final occurrence rate of irregular phonation) is 
usually part of listeners’ memories for voices. Further, as the perceptual evaluation of 
the transformation method showed, the percept of irregular phonation can be elicited 
by simply amplitude scaling and ‘removing’ some cycles from the speech waveform. 
 
The two procedures for processing irregular phonation (the phonation type classifier 
and the regular-to-irregular transformation method) were evaluated for American 
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English. However, it is likely that these procedures can also perform reasonably well 
in other languages, as the underlying mechanism of irregular phonation is probably 
very similar across languages. In contrast, the conclusions of Thesis Group III can 
only be applied to the language on which the experiments were carried out (for 
example, because of the potential interaction with the prosodic properties of the 
language) – Hungarian for the occurrence rate analyses and American English for the 
experiments on memories of familiar speakers’ phonation habits. It is possible that 
there are certain differences between languages in these aspects. Thus, in the future, 
the replication of these analyses and experiments for other languages would provide 
valuable information. 
 
Future work can address, on the one hand, the application of these methods and 
results in speech technologies. This can include the integration of the phonation type 
classifier into a speech recognizer, an emotional state classifier, and an automatic 
speaker identification system, as well as employing the phonation type transformation 
method in speech synthesis (both in prosody generation and in the expression of vocal 
emotions) and voice conversion. These applications would require examining a 
number of design questions, such as the controlling of the methods and making all 
their input data available, as well as potential adaptation of the methods to the task 
(e.g. the cost of misses versus the cost of false alarms in the phonation type classifier).  
 
On the other hand, the procedures discussed in this dissertation can be further 
developed in various directions. In the algorithms calculating the cue values of the 
phonation type classifier, it would be straightforward to make the constants used by 
the algorithms adaptive. For example, it is reasonable to express some of these 
constants as a function of the mean or median fundamental frequency of the speaker. 
In the method for transforming regular voice into irregular voice, the perceptual 
relevance of the various modifications (e.g. amplitude scaling versus period removal) 
and the automatic selection of stylized pulse patterns (e.g. from a library of pulse 
patterns extracted from natural speech) is a topic for future research. 
 
Follow-up studies of the experiments described in Thesis Group III can contribute to 
our understanding of irregular phonation – its perception, its acoustic characteristics 
and its occurrence as a function of various factors. For example, occurrence analyses 
can shed light on the potential role of irregular phonation in Hungarian prosody. As 
another example, the experimental paradigms of the studies on memories for voices 
can be adopted for examining the dependence of the perception of emotional states on 
irregular phonation. 
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Appendix: Instructions for listeners in the perceptual 
evaluation of the transformation method 
 
In the experiment presented in Subchapter 4.3 (that is the perceptual evaluation of the 
method capable of transforming regular voice into irregular voice), half of the 
listeners received the following instructions. The other half of the listeners were 
instructed similarly, but the order of the two tests (together with their corresponding 
preparatory speech materials) was reversed. 
 
 
Welcome! 
  
The experiment: You are about to participate in a listening experiment. In the course of the 
experiment, you will rate the naturalness and roughness of voices. The structure of the 
experiment: 
 

Familiarization       3 mins 
Test 1, naturalness rating    10 mins 
-------------------------------- optional break ----------------------------- 
Roughness examples      3 mins 
Test 2, roughness rating    10 mins 

 
Naturalness rating: For each utterance that you hear, you will be asked to rate the voice on 
a scale from 1 to 5 (5 representing “very natural” and 1 representing “very unnatural”). If a 
voice has varying naturalness, please rate the least natural part/aspect. Before the 
naturalness rating test, you will hear all the voices so that you can get familiar with them. 
 
Roughness: Before the roughness rating test, you will hear several voice examples that are 
very rough and several examples that are not rough at all (very smooth). Roughness often 
varies in an utterance. It is usually the end of an utterance that becomes rough so please pay 
special attention to the endings. You will also see that roughness and naturalness can be 
separate aspects of the voices; some voices may sound perfectly natural but quite rough, and 
vice versa. Further, roughness is not necessarily related to low pitch or to the length of the 
speech sounds. 
 
Roughness rating: Similarly to the naturalness ratings, you will be asked to rate each voice 
on a scale from 1 to 5 (5 representing “very rough” and 1 representing “not rough at all”). In 
case the roughness of the voice varies, please rate the roughest part. 
 
Timing: At the beginning of each test, you have 5 seconds to get familiar with the visual 
window of the new test. The duration of the experiment will not be longer than 30 minutes. 
 
No replay: Each utterance will be played for you only once and there is no way to replay it. 
Once you have answered a question (i.e. pressed one of the buttons on the screen), you 
cannot modify your choice. 
  
Interruptions for questions: If you have any questions now or later, please see the 
experimenter. It is all right to leave the room while the computer is waiting for an answer. 
 
Thank you for participating. 
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