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Chapter 1

Introduction

In the last two decades, due to the widespread use of computers in general, and popularity of e-mails,
emergence of the World Wide Web in particular, the amount of documents available in electronic form
significantly increased. Compared to the traditional paper-based approach, electronic storage has several
obvious advantages, such as taking less space, being more reliable, allowing faster search etc. However,
without an adequate mechanism to easily and efficiently retrieve them based on their topic or content,
large document collections are rather a liability than an asset. So it is no surprise that ever since the
introduction of computers in the 1950s, automatic document classification and clustering received a great
deal of attention both from the industry and the computer science research community. Though there are
a few mature techniques which proved to be useful in certain situations, such as naive Bayes classification
for e-mail spam filtering or hierarchical clustering for ad-hoc organization of search engine hit lists, for
real-word corpora their precision is usually below the level required for successful practical applications.

The reason for the inferior performance of the traditional methods can be attributed to three phe-
nomena. First, typically they do not employ natural language understanding, mainly because it is
computationally very expensive and therefore does not scale well to collections containing millions of
documents. However, even if they did, the theme of short texts (usual for newsgroups posts and e-
mails) would be difficult to determine. Second, documents often contain words and phrases which do
not pertain strictly to the main topic, or whose meanings are not associated primarily with it, confusing
categorization. For example, the Wikipedia article about the painter Paul Klee contains the sentence
“Klee was born in Münchenbuchsee, Switzerland, into a musical family” whose keywords do not allude
at all to painting, just the opposite, “musical” wrongly suggest that the document discusses something
related to music. Finally, gold standards which could be exploited as training data are hard to find,
typically does not reflect current language usage, and usually have small size.

Barring application of deep natural language processing, only allowing the use of statistical analysis
of reasonable complexity, there are basically two openings for improving classification and clustering
quality. The first is to find abstract concepts deemed to be characteristic of the original document,
then represent the documents by them during further processing. Abstract concepts are not necessarily
present in the original document, actually they may be not even traditional words, but instead some
combination of words scattered around the text. The other option is to extract keywords which are
strongly descriptive of the document theme, are also present in documents discussing the same topic,
while in the same time can differentiate the current document from those about a different topic. Both
approaches have their own advantages and disadvantages, for example abstract concepts are not always
easy to interpret, and keyword extraction works well only if the document vocabulary is sufficiently rich.

In the techniques detailed in the present dissertation, I mainly employ the first method. Namely
after a short theoretical discussion in Sect. 2, Sect. 3 and 4 introduce algorithms which, with the help of
neural networks, try to extract the most significant words or sentences from documents based on their
various features such as their position in the text, the number of words shared with other sentences in
the same documents and so on. In Sect. 5 the focus is shifted from sentences to words, selecting those as
document representatives which exhibit the most unusual co-occurrence pattern with other words, and
therefore probably relating to the main topic discussed. In Sect. 6 I will prove that documents about
the same subject can be reliably identified by word sequences which (1) are present in each of them but
at the same time (2) are extremely rare in the whole document collection, usually embodying proper
names or very specific technical terms. Though due to its nature, a rare word sequence connects only a
few documents, their number is quite large, so they are able to delineate large document sets.
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However, in Sect. 7 I describe an algorithm attaching Wikipedia concepts to documents, which can
be regarded as a combination of the two, since although concepts are simply words or phrases found in
the document text, they are not used directly as representatives, but rather are generalized into concept
categories. More precisely, for each document a set of Wikipedia articles (concepts) are collected whose
title appears in its text. Each recognized Wikipedia article then “votes” for categories assigned to it
(by the article authors themselves), and documents are characterized by the most dominant categories,
utilizing them as additional features during classification and clustering. In Sect. 8 a similar approach is
adopted to help translating German/Hungarian queries to English.

Organization of the dissertation is as follows. In the remainder of this chapter, Sect. 1.1 provides
an overview about feature selection and extraction techniques, and Sect. 1.2 introduces related research
areas, such as summarization, topic identification, language modeling, and of course classification and
clustering, to which the methods proposed in this dissertation are actually added as pre-processing steps.
Finally, in Sect. 1.3 I discuss corpora and tools used during the experiments performed in order to validate
methods proposed in Chap. 4 to 7. Note that I detail these methods proceeding from the simplest toward
the most complex. At the end, Chap. 9 gives a short summary and suggests future research directions.

Source codes (mostly in Perl) of programs implementing the proposed algorithms and the correspond-
ing data files can be requested from the author who can be contacted at schonhofen@gmail.com.

1.1 Feature selection and extraction

As was noted in the introduction, the goal of feature selection and extraction is to characterize documents
by concepts or words in such a way that the document substitute formed by them (1) reliably represent
the primary topic discussed in the document during classification and clustering, and (2) is significantly
shorter than the original text. We hope that this way classification accuracy and clustering quality
increases, while their execution times decreases, due to the smaller amount of information to be processed.

The difference between feature selection and extraction is that while in the former we characterize
documents by words or n-grams directly present in the original text, in the latter features are indirectly
derived from it. Let us discuss first the simpler and, considering that the majority of the proposed
methods tread this way, more important feature selection first.

1.1.1 Feature selection

In the classical, though slightly outdated overview given by [189] examines five feature selection methods,
namely document frequency, term strength, mutual information, information gain and χ2, and compares
their effect on classification. Note that while the computation of document frequency and term strength
does not require any documents with known category labels, the other three can be used only when a
sufficiently large training set is available.

Document frequency (DF) of a word is the number of documents containing it. Because words
occurring only a few times in the corpus are probably typos, very specific technical terms, perhaps results
of particular style or strange language usage, they can be safely omitted from document substitutes. Thus
we simply ignore words whose DF is below a given threshold:

DFw < DF thres . (1.1)

DF-based filtering is very widespread and is often used in conjunction with other, more complex
feature selection or extraction methods. Computation of DF is efficient (for instance DF can be easily
determined by the reverse index built for most search engines), and even specifying a modest threshold
of 5, it is able to eliminate 40-50% of words.

The fundamental idea behind term strength (TS) [183] is that words common between similar docu-
ments are probably significant. For example, if two documents discuss Linux and Windows, respectively,
they will almost surely share the terms “computer”, “operating system”, “software” etc., which are
strongly characteristic of their main topic. In fact, TS attempts to capture correlated terms which make
documents similar to each other, and therefore are able to emphasize both their common theme but also
distinguish them from other documents discussing different topics. The formal definition of TS is:

TSw = P (w ∈ y|w ∈ x) , (1.2)
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where x and y are documents deemed as similar – similarity is measured simply by the number of
shared words. Because the above conditional probability is not known precisely beforehand, it has to be
estimated based on observed word occurrence counts:

TSw ≈
| {y|y ∈ S ∧ w ∈ y} |

|Sx|
, (1.3)

where Sx is the set of documents similar to x. The only parameter of the method is the number of shared
words above which documents are considered similar. Computation of this threshold is based on the
average number of related documents per document (AREL); according to various experiments carried
out in [190], the optimal value is that which yields an AREL between 10 and 20. Although term strength
is quite straightforward, the time required for its computation grows exponentially with the number of
documents, prohibiting its use in really large document collections.

Information gain (IG) [121] determines to how much degree the knowledge of the presence or absence
of word w in a document helps us to determine its category label, or more precisely, how many bits does
it add to the category descriptor. Information gain is frequently used for building decision trees [139],
and is defined by the following formula:

IGw = −
Nc∑
i=1

P (Ci) logP (Ci)+P (w)
Nc∑
i=1

P (Ci|w) logP (Ci|w)+P (w)
Nc∑
i=1

P (Ci|w) logP (Ci|w), (1.4)

where Nc is the number of categories and Ci denotes the ith category. That is, we see how much the
initial entropy of categorization represented by the first term can be reduced if we know whether word w
is present in the documents (second term) or not (third term). Again, instead of the exact probabilities,
we have to use estimates, namely:

P (Ci) ≈
|Ci|∑Nc

j=1 |Cj |
, P (Ci|w) ≈ NCiw

Nw
, P (w) ≈ Nw

Nd
, (1.5)

where NCiw denotes the number of documents in category Ci containing word w, Nw stands for the
number of documents containing word w, and Nd represents the number of documents in the collection.

After we have computed the information gain for each word present in the training set documents,
we discard words having values lower than a specified threshold. Although execution time grows only
linearly with the number of documents and the size of the vocabulary, the method cannot properly
handle words occurring only in the test set.

Mutual information (MI) [27] measures how much information two discrete random variables share,
that is, how much knowing one of these variables reduces our uncertainty about the other [53]. It is
employed, for example, to determine word association norms in computational linguistics [28], and its
computation for word w and category C is:

MICi,w =
logP (w ∧ C)
P (w)P (C)

, (1.6)

or using estimates:

MICi,w ≈
NCiwNd

(NCiw +NCiw)
(
NCiw +NCiw

) . (1.7)

The above equation measures the association strength between a word and a category; in order to
get a value describing how well a word is able to discriminate between categories, it should be averaged
or maximized over the whole category range, that is:

MIw =
NC∑
i=1

P (Ci) MICi,w, MIw = max
1≤i≤Nc

MICi,w. (1.8)

A major disadvantage of mutual information is that rare words often receive unduly high values,
therefore it will not work properly in corpora containing words with widely varying document frequencies.

The χ2 statistics is usually employed to determine whether two phenomena are independent or not;
here it is utilized to quantify how strongly a word and a category is correlated with each other:
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Figure 1.1: Effect of various feature selection methods on k-NN classification quality.

χ2
Ci,w =

Nd
(
NCiwNCiw

−NCiwNCiw

)2
(NCiw +NCiw)

(
NCiw

+NCiw

) (
NCiw +NCiw

) (
NCiw +NCiw

) . (1.9)

In order to generalize the measurement over all categories, again we can resort to computing a
weighted average or maximum:

χ2
w =

NC∑
i=1

P (Ci)χ2
Ci,w, χ2

w = max
1≤i≤Nc

χ2
Ci,w. (1.10)

As opposed to mutual information, χ2 includes normalization, however, because small N values
distort its value, it still gives rare words improperly high values [47], therefore it is strongly advised to
ignore words occurring in only a few documents (usual threshold values are 5-10).

In the survey, authors examined how the removal of words according to the five discussed ranking
methods effect quality of k-NN [113] and LLSF (abbreviated name of Linear Least Squares Fit) [188] clas-
sificators. Experiments were performed both on the OHSUMED bibliography database storing 348,566
references from several medical journals from years 1987 to 1991, and on Reuters-22173 news article
collection, an older version of the well-known Reuters-21578 corpus. Quality is measured by 11-point
average precision, that is, average of the precision values corresponding to recalls of 0.0, 0.1, 0.2 ... 1.0.
As Fig. 1.1 and 1.2 depict, χ2 provides the best performance, reaching more than 0.9 precision at 1800
features, closely followed by IG and DF. The worst performers are MI and TS, which require a large
number of selected features to function properly. An interesting fact that as the amount of features is
decreased, precision of χ2 slightly improves, probably as misleading features are filtered out.

Another extensive survey about feature selection techniques and their performance is [51]. It discusses
12 methods; in addition to χ2, DF and IG, it also addresses accuracy, balanced accuracy, BNS (Bi-
Normal Separation), F1-measure, odds ratio, numerator of odds ratio, power measure, probability ratio
and random selection – of course the latter merely used as a baseline. Let us now examine these newly
introduced methods in more detail, which, except from random selection, work strictly only in binary
classification situations and cannot be generalized to multiclass problems.

Odds ratio measures odds of word w occurring in the positive class (denoted by the “+” symbol),
normalized by the odds of it being present in the negative class (represented by “−”). If w turns up
with exactly equal probability in both classes, and therefore it does not have any distinguishing power,
we get 1 odds ratio. When w is more dominant in the positive class, the result will be greater than 1,
otherwise, when w is more characteristic of the negative class, it will be less than 1. The definition:

7



Figure 1.2: Effect of various feature selection methods on LLSF classification quality.

ORw =
P (w|+) [1− P (w|−)]
[1− P (w|+)]P (w|−)

. (1.11)

The numerator of odds ratio, as its name suggests, is simply equals to the numerator of the above
formula, and therefore takes into account only true negatives and positives, it is not sensitive to how
many times w occurs in the negative class or missing from documents in the positive class. During the
various experiments described in the paper, it proved indeed inferior compared to regular odds ratio.

Probability ratio is another reduced variant of the odds ratio measurement; it is computed by dividing
the probability that word w is present in documents pertaining to the positive class by the probability
of it occurring inside negative training samples. Formally it is defined by the formula:

PRw =
P (w|+)
P (w|−)

. (1.12)

The F1-measure is the well-known information retrieval measurement calculated from precision and
recall, now applied to binary classification. More precisely, we assume that the positive class contains
all relevant documents, and also that retrieved documents are those containing word w somewhere in
their text; so precision (by definition ratio of retrieved documents which were correct) and recall (ratio
of correct documents which were retrieved) will be:

Pw =
f+
w

f+
w + f−w

, Rw =
f+
w

|C+|
, (1.13)

where f+
w and f−w stand for the number of documents in the positive and negative class, respectively,

mentioning w at least once; C+ is set of documents assigned to the positive class. Now F1 – which, by
the way could be interpreted as weighted average of precision and recall – can be computed as:

F1w =
2PwRw
Pw +Rw

=
2f+
w

f+
w + f−w + |C+|

. (1.14)

Accuracy is very similar to probability ratio, but here instead of dividing the number of positive
documents carrying w by the amount of negative ones, we subtract them from each other, and therefore
punish misleading words more. Balanced accuracy is almost the same, but on the one hand we replace
counts by probabilities, and take the absolute value of their difference, so it does not cause any problems
if the positive class is much larger (or smaller) than the negative one. Their corresponding formulas are:
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Figure 1.3: Effect of various feature selection methods on classification quality.

ACC = f+
w − f−w (1.15)

ACC bal = |P (w|+)− P (w|−) |. (1.16)

Power measure, as its name rightly suggests, raises probabilities of word w not present in the positive
and negative classes to power of k (an arbitrary parameter, usually 5), subtracting the resulting values
from each other. More precisely the formula below is employed:

PW = [1− P (w|+)]k − [1− P (w|−)]k . (1.17)

Finally, bi-normal separation (or just BNS in abbreviated form), perhaps the most complex among
the measurements discussed so far, was introduced by the authors, is defined in the following way:

|Q [P (w|+)]−Q [P (w|−)] |, (1.18)

where Q is the inverse cumulative probability function applied to a standard normal distribution – in
other words, if its argument is p and result r, then the probability of a random variable falling below r
is p. Another, more graphic interpretation is that Q determines the x for which integral of the standard
normal distribution by y between [0;x] would be exactly p. To provide intuitive explanation of the
meaning of BNS let us assume that we model appearance of word w in the currently examined document
as an event that value of a random variable (whose behavior is best described by standard normal
distribution) surpasses an unknown threshold. The degree of prevalence of w is therefore proportional
to the area of the curve corresponding to the standard normal distribution past this threshold, and so w
is significant if it is more dominant in the positive class than in the negative, obviously.

Experiments were performed with 229 binary text classification problems based on various corpora
including categorization information about their elements, namely OHSUMED, Reuters-21578, WebACE
(WAP pages), several TREC collections, West Group (statute documents) and a set of science paper
abstracts gathered from cora.whizbang.com; the average size ratio of positive and negative classes was
1:31. For actual classification purposes, authors selected an SVM algorithm after a pilot study. Fig. 1.3
shows results – as we can see, best performance was achieved by BNS, with a 5-6% advance over other
alternatives; the worst result was given by random filtering, of course.

An other possible solution for effective feature selection is described inside [185]. Here we are looking
for relevant phrases, instead of merely individual words, which best characterize the currently examined
document. The technique better reflects the traditional approach followed by professional abstracters,
yields more suitable features, and because it does not rely on controlled vocabularies, are able to adapt
new topics emerging in the source corpus.

First of all, candidate phrases are chosen from the document content: text is tokenized (hyphenated
terms are broken up, but acronyms are treated as single tokens); punctuation marks, parentheses and
numbers are replaced by a special symbol representing phrase boundaries; lastly, unusable elements
(apostrophes, tokens without letters in them and so on) are deleted. In the next step, only phrases
complying with the following requirements are retained:
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Table 1.1: Performance of keyphrase extraction.

Keyphrases Average number of matches
extracted with author keyphrases

5 0.93
10 1.39
15 1.68
20 1.88

• it is not larger than three words;
• it is not a proper name;
• it does not begin or end with a stopword.

Note that (1) these requirements were determined by experimentation, they do not have any particular
theoretic underpinnings; and (2) every possible subset of retrieved phrases are considered as candidates,
so e.g. from “high performance physics” the algorithm will produce “high performance”, “physics” and
also “high performance physics”. Third, stemming is carried out applying the less-known Lovins method
[104]. After the necessary pre-processing, two features are computed for each phrase candidate; the first:

F1 =
fp,d
Ld

log
N

gp
, (1.19)

where fp,d stands for the number of times phrase p occurs in document d, Ld specifies length of d
(measured in words), N is the total number of documents in the examined corpus, and gp denotes the
number of documents containing p. In fact, F1 is nothing other than the popular tf × idf property
adapted to phrases, including a normalization. The second feature is the position of the first occurrence
of p inside the document, divided by the document size:

F2 =
Pp
Ld
. (1.20)

Now a naive Bayes classifier is trained on a subset of documents for which efficient “keyphrases” are
known, so it becomes able to decide whether a given phrase candidate should be selected or not. For
documents in the test set, candidate phrases are scored according to the probability calculated by the
classifier on their relevance, retaining the five highest ranked as representatives.

Experiments were done on 1800 documents selected from the New Zealand Digital Library discussing
computer science related topics, 1300 of them served as training elements, the rest constituted the test
set; accuracy was measured by how many of the originally assigned phrases were qualified as keyphrases
also by the algorithm. Table 1.1 illustrates observed results. Values are rather low, for top-5 selection
only every fifth keyphrase is correct, for top-20, the situation is even worse, with only one tenth of
keyphrases being appropriate. Authors examined also how accuracy depends on training set size; very
interestingly, accuracy did not improve significantly after the amount of training documents has grown
beyond 30, which at the first glance may seem an extremely low number, but we should not forget that
machine learning concerns keyphrases, not documents (unfortunately, authors do not tell in average how
many candidate keyphrases a document contains).

Another popular approach for feature selection is the use of the so called wrapper model [79]. The
fundamental idea is that we examine various feature subsets and measure how well they “behave”, that
is, how efficient becomes a classifier trained on them. When a subset is selected, we split the set of
documents with known category labels into n partitions of roughly the same size, then run a training-
test cycle n times, using n − 1 partitions as training set and measuring the accuracy of the trained
classifier on the remaining partition. Finally, we regard the average of these n accuracies as estimated
accuracy of the given feature subset (n-fold cross-validation). There are several methods to explore the
space of possible subset. In the case of backward elimination, we start with the set of all features, at each
step removing the feature whose omission increases accuracy most significantly. Forward selection works
in the opposite direction: the feature subset is initially empty, and is always extended by the feature
increasing accuracy the most. A more sophisticated method if at each step we allow removal or addition
of a feature, based on which action yields the greatest improvement. Although the wrapper model was
devised originally for problems with a small number of features (due to the time consuming nature of
subset generation), it might be extended to handle documents as well in the future.
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Figure 1.4: Features for words “model”, “problem”, “pattern”, “result”.

1.1.2 Feature extraction

After discussing feature selection methods, let us see an example how feature extraction (where features
are generated, and not composed from words present in document texts) is performed, discussing [69] as
an example. The fundamental motivation of this paper is to find a technique which extracts concepts
being abstract but at the same time both easy to interpret for human observers, as opposed in case
of latent semantic indexing [39], and explicit, not like those produced by self-organized maps [86]. An
additional advantage of the proposed method is that it does not require any tagged corpus for training.

The method uses independent component analysis (or ICA) to recognize abstract concepts, which is
based on the following simple equation:

x = As, (1.21)

where x is a vector of observed random variables, s is similarly a vector of independent latent variables,
and finally A is an unknown constant matrix, the so called mixing matrix. Our goal is to estimate A and
s from a series of x values. Though ICA strongly resembles principal component analysis used also for
latent semantic indexing, it is a more sophisticated algorithm applicable to a wider range of situations.

Authors derived observed variables from word-context matrix (rows and columns represented words,
with cell at row x and column y containing the number of occasions the word x were accompanied by
word y inside some document), each row being a single s instance. They used the FastICA algorithm
built into Matlab, setting the non-linearity function to tanh and applying symmetric orthogonalization,
and in addition as a pre-processing step, reduced the dimension count of the matrix to 10 with principal
component analysis, in order to suppress noise and avoid overlearning. Unfortunately, there was no
information regarding the name or nature of the processed corpus, neither the exact size of the context
window was told. Anyway, Fig. 1.4 depicts the values of 10 features as determined for words “model”,
“problem”, “pattern” and “result” – as can be seen, the third feature is by far the most dominant,
which probably indicates nouns in singular form. Features generated for other nouns are indeed very
similar, with the exception of “psychology” and “neuroscience”, where the fourth feature appears almost
as strong as the third, possibly standing for words or phrases related to science.

Continuing analysis in the above mentioned manner authors found that remaining features corre-
sponded to nouns in plural form, stopwords, auxiliary verbs, nouns derived from verbs with appending
the “ing” suffix to them (for instance “modeling” or “training”). Of course, due to the low number of
features, some features carried a combination of linguistic properties, but it is obvious that the algorithm
proposed in the paper indeed was able to extract meaningful abstract information about words.

1.2 Related technologies

There are several technologies which are similar to feature extraction and selection, can be exploited
to improve their efficiency, or provide ways for measuring their accuracy. The study of the first group
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is instructive because some ideas can be applied (directly or in a slightly modified form) successfully.
Description of the second group is useful since they were extensively employed in the various algorithms
which will be discussed in Chap. 4. Finally, the third group is interesting as they provide an immediately
available platform, mostly reflecting real-word usage, on which to evaluate the proposed methods.

1.2.1 Summarization

The purpose of document summarization is to automatically produce a short, human readable summary
covering each of the major topics discussed in the given document. As opposed to feature extraction and
selection, which might represent documents by a set of keywords or artificial concepts generated by the
computer, the ideal output of summarization is a coherent sequence of sentences written in a succinct,
natural and grammatically correct way. Note, however, that unfortunately there is not an established
gold standard, because frequently even humans expert in the domain the document discusses strongly
disagree what would constitute an appropriate abstract.

As outlined by [140], summarization methods can be categorized along several dimensions:

• What is its goal – (1) to describe the document content; (2) to collect only those points which
distinguish the current document from its peers; (3) to emphasize disagreements with the beliefs
or convictions popular among practitioners in the given field.

• Who are the audience – (1) laymen having only a shallow knowledge about the given topic; (2)
managers whose chief concern is the effect of the discussed method, event or fact on their business;
(3) experts who are interested in the technical details.

• What is its format – (1) set of loosely connected sentences extracted directly from the document;
(2) abstract composed from an internal conceptual representation of the document, produced by
some natural language understanding tool.

• What is its source – (1) a single document; (2) multiple documents discussing the same method,
event or fact from slightly different viewpoints, in various styles or in different detail (e.g. news
articles on the same subject from different news agencies, or entries retrieved by a search engine).

• What is its context – whether summarization should be performed in light of a specific query (and
thus focusing on information strongly correlated to the given concept) or not.

• What is its style [110]: (1) outline; (2) headline; (3) biography; (4) chronology etc.

Despite the wide variety, in practice usually only two combinations are employed and researched,
namely summarizing content of a single or multiple (but closely related) documents, typically news
articles, by picking out sentences as deemed relevant. Note that there is a special case of summarization,
when one wants to gather a well-defined set of data, such as the time, location, method, perpetrator(s)
and victim(s) from documents describing terrorist acts (see for instance [34]). However, it is a radically
different task, called information extraction, with a much more restricted setting and of course having
its very own techniques, tools and evaluation mechanisms.

As opposed to a pure statistical approach, where relevant sentences are selected based on the impor-
tance of their words, or a pure natural language understanding way, where documents are transformed
into some kind of semantic representation, [9] instead adopts a mixed method, primarily relying on lexical
cohesion [68]. According to [64], lexical cohesion has two forms. The first is reiteration, simple repetition
of a given word, its synonyms or hyponyms, as in “Install the operating system on the first hard disk.
After the operating system booted...”. The second is collocation, between words frequently co-occurring
in the same grammatical unit, for example “click” and “button”. Lexical chains, that is, links between
sequences of words in lexical cohesion was first explored by [122]; [9] proposes an iterative algorithm,
pairing words and existing lexical chains, then selecting and enforcing the strongest ones, inserting the
given words into the appropriate lexical chains. If no chain is found, a new chain is created containing
the given word as its single member.

The algorithm works only with words recognized as nouns by the popular and publicly available
WordNet [119], and it discerns three levels of relationship strength. Repetition of a word or its synonyms
is considered the strongest; words directly connected by a WordNet link (meronymy, hypernymy etc.)
have a weaker cohesion; finally, words indirectly connected by a series of WordNet links is the weakest
variant. In order to avoid the proliferation of useless relations, in case of the last two levels, distance
between the words cannot be longer than seven and three sentences, respectively. Authors introduce
some refinements to improve accuracy, such as taking into account to how many words in the chain the
current word relates, and assigning weights to relations based on the type of WordNet link.
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Figure 1.5: Overall architecture of the summarizer described in [75].

After lexical chains are established, the algorithm scores them, factoring in (1) how many times
member words occur in other chains, and (2) number of these related chains, trying to grasp homogeneity.
In the next step, for each strong chain, select their so called representative members, which are present
in the most lexical chains. Finally, construct the document summary from sentences carrying the first
occurrence of these representative words. Unfortunately, the paper does not present any formal evaluation
results, experiments were performed only a very small corpus containing 30 magazine articles.

The focus of [75] is not on the selection of relevant sentences from the document, instead, the paper
strive to improve the grammatical quality of the generated summary. Namely, they perform a cut-and-
paste editing of the sentences for making them more connected, as they were picked up from various
locations in the original text. In order to identify effective cut-and-paste operations, authors developed a
so called decomposition system, which, when fed by pairs of documents and abstracts written by human
experts, it is able to match phrases present in both of them.

The decomposition component, discussed in another paper [74], tries to determine for each sentence
in the abstract whether it was produced by cutting-and-pasting, and if so, which phrases were lifted and
from where. The component uses a hidden Markov model to compute the probability that a word in the
abstract comes from a specific location in the original text, with the help of common sense heuristics,
such as words adjacent in the abstract are likely found in the vicinity of each other in the document.

Based on experiments with the decomposition component on 300 articles, six cut-and-paste operations
were deemed crucial. The first is removing extraneous parts (words, phrases or clauses) from sentences;
the second is fusing several sentences (which were typically reduced with the first operation). As for the
grammatical structure, the third operation is syntactic transformation, for example moving the subject
from the beginning to the end of the sentence; the fourth is replacing phrases with their paraphrases,
e.g. “point out” with the more succinct “note”; the fifth is generalization or specialization of a given
sentence part, for instance shortening “a proposed new law requiring parental consent” to “legislation”,
or substituting “the White House’s top drug official” by “Gen. McCaffrey”. The last operation is the
re-ordering of sentences. The overall architecture is shown on Fig. 1.5.

Sentence extraction is performed in the traditional way, as follows. First, each word in the document
receives a score based on several factors, including how many words it is connected through repetition,
grammatical structure or semantic relations described in WordNet [119]. Second, sentences are also
scored based on the normalized sum of the scores of their member words. Finally, most significant
sentences are selected based partly on their score computed in the previous step, partly on additional
factors, like position in the document, presence of cue phrases, tf × idf values of contained words etc.
Authors evaluated both the individual components of the summarizer and of course the whole system,
with the help of human experts. In the latter case, 20 documents were summarized, asking experts to
indicate their conciseness and coherence on a scale from 0 to 10. Results showed an improvement of 80%,
56% over the abstract generated without cut-and-paste editing, respectively.

An excellent example for multi-document summarization is [142]. Here from a chronologically ordered
news stream a topic detection and tracking system (for an overview see for example [6]), called CIDR
collects news articles about a given event using clustering; clusters contain typically 2-10 documents. In
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the next step, relying on the centroids of these clusters, a summarizer, called MEAD identifies relevant
sentences from the documents, building a single abstract representing all of them. The mentioned
centroid is simply the set of words having C× idf values above a pre-defined threshold, computed inside
the cluster, C denoting the sum of tf values in the various documents divided by the cluster size. The
basic idea is that sentences carrying words present in the centroid are descriptive of the common subject
and thus are good candidates for a summary.

MEAD receives members of the cluster and also parameter r, specifying the required compression
ratio, that is, how many percentage of original sentences should be kept in the summary. MEAD assigns
an Si score to each sentence according to the following formula:

Si = wcCi + wpPi + wfFi, (1.22)

where Ci denotes the distance between the sentence and the cluster centroid using a cosine-similarity
metrics, Pi is inversely proportional to the sentence position (documents are ordered according to their
creation date, and the order of sentences inside the documents reflect the original structure of the texts),
finally, Fi represents the scalar product computed between the tf × idf vectors of the current sentence
and the title or first sentence of the document in question. All three features are normalized to fall inside
the [0, 1] interval. The relative weights wc, wp, wf should be tuned utilizing some sort of training set
extracted from the corpus. In order to reduce redundant content in sentences chosen for a summary, an
additional term can be introduced to and subtracted from the previous formula:

Ri =
∑
j

2Hij

LiLj
, (1.23)

where Hij is the number of words present in both sentences i and j, and Li stands for the length of
sentence i; the summation should be performed only for sentences having higher scores than the current
one. Since Ri both depends and affects Si, the computation should be iteratively repeated until the
score-based sentence ranking stabilizes, that is, the set of top N sentences remains the same.

In order to evaluate the performance of MEAD, the paper introduce the concept of interjudge agree-
ment. Let us suppose that there are N judges who assign an Sp score between 1 and 10 for each sentence
(10 meaning relevant, 1 irrelevant), selecting the top T sentences for the summary, constituting the set
Q. Agreement between judges i and j thus becomes:

Qi =

∑
p∈Qi

Sp∑
p∈Qj

Sp
. (1.24)

The overall precision is then computed as the average of agreements between each possible judge-
judge pairs, which can be regarded as an upper bound on the performance of MEAD, denoted by J . The
lower bound corresponds to random selection of summary sentences, that is, the average of agreements
over every conceivable judgments, represented by R. Now if the system performance is measured as S,
it can be normalized into the range [0, 1] with the formula:

S′ =
S −R
J −R

. (1.25)

Unfortunately, experiments were run on only a very small corpus, containing six clusters with a total
of 558 sentences, and the results presented were not definitive – MEAD was not able to consistently
outperform a baseline where lead sentences were select for the summary. Note that the set of sentences
chosen to represent the document as a summary is often influenced not only by their relevance, but also
by how much new information they contribute. Perhaps the most popular way to reduce redundancy is
MMR (Maximal Marginal Relevance), proposed by [21] (which is used by MEAD in a slightly modified
form) and defined by the following formula:

MMR = arg max
Di∈R\S

[λSim1(Di, Q)− (1− λ)maxDj∈SSim2(Di, Dj)]. (1.26)

In fact, we go through the candidate sentences stored in R, always selecting for inclusion that one
which is the most similar to the query or centroid denoted by Q, and in the same time the most dissimilar
to sentences already inside the summary under construction, S. Note that for λ = 1 MMR will build a
standard relevance list, useful for people who look for concrete information sources in a specific domain,
while when setting a value of zero, a maximal diversity ranking is obtained, for users who want to get
an overall picture of a given field.
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Two very interesting multi-document summarization approaches are described in [40] and [91], both
relying on the particular nature of documents it strives to process. The goal described in [40] is to
summarize web pages exploiting its incoming links – the basic idea here is to characterize documents not
their content, but instead by fragments in other pages about them [7], which, authors hope, are already
in the form of a succinct description. When performing summarization in this method, one should deal
with the following concerns:

• we should be able to extract information about the current document from web pages pointing to
it (though anchor texts are easy to extract, they are typically very short);

• referring pages usually emphasize only a single aspect of the target, so they should be merged;
• referring documents often describe the style, format or role of the target (for example “forum”,

“clearinghouse”, “collection”) instead of its content.

Thus the proposed algorithm first gathers web pages linking to the document to be processed (fortu-
nately, most public search engines make this possible, for instance Google through the “link:url” syntax),
extracting sentences containing the given link. Next, redundant sentences are discarded – the degree to
which sentence Si carries information already present in an other sentence Sj is computed as:

I(Si, Sj) =
∑N
k=1 w

i
kw

j
k∑N

k=1 w
i
k

, (1.27)

where wi denote the tf × idf weight of word i. Now, if a sentence can be paired with another so that
passing them to I as parameters we obtain 1, the former sentence can be safely removed from the context,
without risk of losing any information. Naturally, in case of identical sentences, only one of them should
be kept for further processing. Finally, topicality is measured for each remaining sentence, determining
which is mere reference and which reflects the actual document content, utilizing the general similarity
metric discussed in [15]. However, if the target document is too short, and thus similarities cannot
be computed reliably, an alternative method is applied: instead of relating sentences to the text of the
target document, sentences are compared with each other. The assumption here is that content-describing
sentences will form a cluster separate from reference ones – the paper uses hierarchical clustering [80] to
identify the former set, with the similarity function:

Sim(Si, Sj) =
∑N
k=1 w

i
kw

j
k√

(
∑N
k=1 w

i
k)2(

∑N
k=1 w

j
k)2

. (1.28)

The algorithm were evaluated by randomly fetching 2000 web pages along with their summaries from
the DMOZ directory [126]. In the baseline, sentences were extracted from the target document and ranked
according to their similarity to the whole text; the top N sentences formed the summary. Performance
was then measured as the degree of similarity between the generated summary and that specified in
DMOZ, presumably constructed by human experts. Results showed that the proposed method achieved
significantly better than the baseline, no matter how large were the processed documents.

1.2.2 Topic identification

Topic identification tries to find one or more nodes of a thesaurus, ontology or lexicon which best
describes topics discussed in a document; however, some researchers automatically define topics with
word sets. Therefore as opposed to classification, topic identification (1) had to choose categories from
a very large set, in fact, it could be called an open-ended classification, (2) while categories usually does
not have an associated set of training documents, and (3) documents should be connected to multiple
categories, ideally in a ranked fashion, partly since a document rarely discusses only a single topic, partly
because topics have depth – although some texts talk about their subject at a given level, typically
they provide both an overview (e.g. “medicine”) and a detailed description (“cancer therapies”). Note
that in information retrieval topic identification is used in a different meaning, referring to a technique
detecting recurring topics among news articles received as they are published (see for instance [29]), or
one determining which paragraph talks about which subject (as presented for example in [103]).

In [175] authors used the Yahoo directory as ontology, which is a set of web pages organized into
a hierarchical category network, based on their topic (similar to the Open Directory Project [126]) –
unfortunately, the project is now abandoned and no longer accessible. Concepts are represented by
category titles, but because they are typically extremely short, they cannot provide a vocabulary rich
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Figure 1.6: Organization of the topic identification system.

enough to facilitate reasonable concept recognition inside texts of common documents. To avoid the
above mentioned problem, titles are augmented by WordNet [119] entries in the following way.

First of all, titles are stemmed, matched against WordNet phrases, and if more than one phrase is
found (since the same term has multiple meanings), the most appropriate is chosen, although the paper
does not detail the algorithm, only suggests that the selection technique is relying on semantic distances
between candidate senses retrieved in connection with title words. From WordNet solely “is-a”, “has-
a”, “superset” relationships are exploited for computing semantic distance. Next, the most important
sentences or text fragments are extracted from the web document currently under examination, utilizing
the information about content structure provided by HTML tags, namely “title”, “a”, “b”, “em”. If
these fields do not yield a sufficient amount of words, traditional methods such as selecting sentences
based on their position and the tf × idf score of their words can be employed; however, authors admit
that working out this part of their system is a future task. Finally, sentences are stemmed and attached
to WordNet concepts in the same way as was the case for Yahoo category titles, in order to perform
processing as consistently as possible.

After the necessary pre-processing steps are done, mapping between Yahoo and document senses
becomes possible. If a document sense is present in the Yahoo directory, there is nothing more for us
to do, but if not, so called indirect mapping should be performed. Here the original document sense is
continuously extended by senses connected to it inside the WordNet database through “is-a”, “has-a”,
“superset” relationships (or their inverses), until a sense is found which is also present among Yahoo
concepts. Next, we assign a weight to each mapped concept based on two factors: (1) how many times
the word(s) carrying the concept in question occurs in the document text, and (2) whether mapping has
been established directly or indirectly. Weight of a sentence will simply be the sum of weights computed
for its constituent words or phrases.

In the final step, nodes in WordNet which were recognized in the documents are activated and a
maximum spanning tree is determined, trying to find a single path touching all dominant (that is,
those with the highest weights) senses. The most important concept along the path is selected using
the method “Ratio Balance Algorithm”: for each concept, on the one hand we compute w/l, where
w represents weight of the most general concept, and l stands for distance between it and the current
concept; on the other hand we have the weight of the current concept. The above mentioned ratio is
difference of these values – the higher is it, supposedly the more important is the corresponding concept.

Experiments has been performed on 107 categories and 202 web documents which were collected from
the Transportation entry of the Yahoo directory itself. It was observed that only 58% of words extracted
from documents could be mapped directly, and 18% indirectly; the remaining 24% could not be found in
spite of the concept extension mechanism. The system predicted the main category of documents in only
29% of cases; the admittedly poor result was attributed to heterogeneity of web documents, inability to
extract all relevant text parts, inadequate coverage of WordNet, and also the heavy top-down approach.

[102] employed topic identification as the first step of summarization; in the second step (not covered
by this paper), sentences which best describe recognized topics are collected or synthesized. The funda-
mental idea here that the main deficiency of traditional methods, where the most important words or
phrases of a text are determined by their number of occurrences, is that they do not take into account
general/specific relationships between concepts. For instance, in sentence “the picture had large patches
of red, yellow and green” three colors are mentioned, however, the computer sees only three different
words “red”, “yellow”, “green”, without any semantic connection.

Therefore the paper suggests using concept instead of words, exploiting data stored in WordNet
(similarly to the previous paper) to generalize the latter into the former. In order to estimate usefulness
of a given candidate concept, the following formula is introduced:
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Figure 1.7: Part of the WordNet concept hierarchy.

WC =
maxs∈SC

Ws∑
s∈SC

Ws
, (1.29)

where C represents the concept in question, SC is the set of sub-concepts immediately below C in the
hierarchy outlined in WordNet, and Ws values are weights of words embodying sub-concepts – typically
simply their number of occurrences in the document. As can be seen from the equation, when there is
only a single dominant sub-concept, and thus generalizing it would not mean any benefit, WC will be
close to 1; however, if sub-concepts are roughly of the same importance, WC will reflect the reciprocal
of their number. If a Wt threshold is specified, each concept below it can be considered interesting.

To collect all interesting concepts, the algorithm starts from top of the WordNet, proceeding towards
lower (more specific) concepts until a concept whose WC is below or equal to the previously determined
Wt threshold is reached; the resulting concept set is called “interesting wavefront”. Starting from the
topmost wavefront, another lower wavefront can be found by repeating the same steps and so on, until
we arrive at leaf concepts having no further underlying sub-concepts. Of course, from the discovered
wavefronts only one at the appropriate depth should be selected; unfortunately, the paper does not
propose any mechanism for this purpose, during the experiments a manually optimized value was used.

To evaluate the proposed method, it was run on 50 articles about information processing published
in BusinessWeek (from issues printed from 1993 to 1994); average length of these news articles were 750
words. After scoring concepts, the 8 sentences containing the highest number of interesting concepts were
extracted and then compared to abstracts roughly the same size produced by a professional. Because the
human produced abstracts were not always created by copying and pasting original text fragments, first
of all those sentences had to be identified which contained concepts mentioned in the official abstract,
then traditional recall and precision measurements could be applied, that is, observing how many correct
sentences were found by the proposed algorithm, and how many sentences deemed as important were
actually included in the official abstract, respectively. Average recall was 0.32, precision was 0.35.
Although these values are nothing extraordinary, it should not be forgotten that we did not utilized any
costly and complex natural language processing technique.

Though the previous methods used WordNet to help either select or represent concepts recognized
in document texts, in fact topic identification does not necessarily require any ontology, topics can be
described simply by a set of adequately chosen words. [66] tries to find an efficient method for detecting
significant topics among collection of web pages using spectral graph partitioning (originally applied
to image segmentation, see for instance [163]), taking into account both document content and linkage
between them, mainly with an eye to better structure hit lists produced by commercial search engines.

The algorithm works by clustering documents based on their similarity, thus first of all we should
define an adequate similarity metric. As was already mentioned, several features will be used, namely
links between documents, the textual content itself and number of web pages (not necessarily part of
the corpus to be clustered) referencing both documents, the so called co-citation (see e.g. [165]). More
precisely, it is defined by the formula:

W = α
A⊗ S
‖A⊗ S‖2

+ (1− α)
C
‖C‖2

, (1.30)

where matrices A, S, C represents the three factors introduced above, respectively; ⊗ is the element-
by-element product of its operands, and finally α is a parameter between 0 and 1, set to 0.5 during
experiments detailed later. The value in the ith row and jth column of W signifies how similar are
documents i and j to each other. Let us see now the features in more detail.

Interpretation of A is very straightforward: the value in row i and column j is 1 if document i
contains a hyperlink to document j, and 0 otherwise. The matrix will be later utilized for the HITS
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algorithm, helping to select the most important document from each established cluster.
S express textual similarities between documents. First, documents are tokenized, keeping only their

first 500 words, this way avoiding that very large documents with a rich vocabulary have undeservedly
strong influence on clustering. Next, documents are converted to traditional bag-of-words vectors, whose
ith element is the tf × idf measurement of the word or 0 in case it does not occur in the text. Elements
of S are then computed as:

Si,j =
∑
k x (i) y (j)
‖x‖2‖y‖2

, (1.31)

where k runs through all words in the corpus vocabulary, and ‖x‖ means the Euclidean norm. As can be
seen, we work with a variant of cosine-distance, widely used inside the information retrieval community.

Finally, inside row i and column j of C we store the number of documents containing hyperlinks to
both document i and j, thus the higher this count, the stronger the probability that they are written
about closely related topics.

After documents have successfully mapped to graph nodes connected with edges labeled by the degree
of similarity between them, represented by a real number in range [0, 1], they are clustered employing
the normalized cut variant of spectral graph partitioning. When splitting the document set in two parts,
X and Y , result of the following function has to be minimalized:

J (X,Y ) =
∑

i∈X,j∈Y
Wi,j

[
1∑

kWi,k
+

1∑
kWj,k

]
. (1.32)

The corpus is iteratively divided until no two sets can be found for which J would yield a sufficiently
low value, that is, further cuts would separate a strongly interconnected subgraph; authors used 0.06 as
an upper threshold. It should be noted that as opposed to traditional document clustering algorithms,
now the stopping condition does not depend on the number of generated clusters.

For evaluation, various queries (“amazon”, “star” and “apple”) were submitted to a well-known query
engine, and URLs of first 120 documents given back retained, and of course their texts downloaded. Then
this basic set is extended by documents either referring to or referred by these basic documents through
hyperlinks, forming the examined document collection. For “amazon”, the system generated 8 clusters,
some representing amazon as a female warrior, some the on-line bookstore; unfortunately there were no
clusters dedicated to the Amazon rain forest, because relevant documents did not appear among the
top 120 entries. Query “star” was more successful, the 7 detected clusters all related to well-defined
meanings of the word, such as Star Wars, astronomical object, famous movie actors and so on. Similar
results was gained for “apple”, here only 5 clusters were generated, each one meaningful.

In the last examined paper, [70], the goal is to find words which best characterize the topic of a
short text fragment. The situation is almost the same as for the previous system, with two important
differences, however: (1) topics are represented by words, not by documents (or document titles), and (2)
distillation is performed through natural language processing, not by clustering. The proposed method
relies on two observations:

• topic is coherent and is strongly related to events in the discourse;
• noun-verb is a local, while noun-noun relationship is global association.

According to common practice, as a pre-processing step, words occurring in too many documents
were discarded, filtering out common words (such as “time”, “point”, “use”); note that the threshold
value was higher for nouns than for verbs, reflecting their different frequency in real-word language.
Next, to each noun-verb and noun-noun pair a weight is assigned with the formula:

SNV (ni, vj) =
IDF (ni)× IDF (vj)

D (ni, vj)
, SNN (ni, nj) =

IDF (ni)× IDF (nj)
D (ni, nj)

, (1.33)

where n stands for nouns, v for verbs; IDF embodies the classic inverse document frequency measurement,
and D stands for distance (of course as a positive integer) between two given words. When computing
D, only so called cardinal words count, stopwords like “if”, “the” or “can” are ignored, therefore for
instance distance between “painting” and “color” in sentence “He did many paintings with incredibly
vivid colors” would be 1 instead of 3. For a given noun n and verb v, or two nouns n1 and n2, the weights
are summed over all occurrences in the currently examined sentence or paragraph, denoted by ANN and
ANV , the initial letter “A” referring to “accumulated”. Note that for rare words, ANN or ANV will
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Table 1.2: Properties of the LOB corpus

Item Number
paragraphs 18,678
sentences 54,297
nouns 23,399
verbs 4,358
noun-noun pairs 3,476,842
noun-verb pairs 422,945

not significantly differ from SNN , SNA, since there are only a few occurrences, but for frequent words,
they probably will remain small, because although we add several values together, individually they are
quite low, due to the IDF factor.

The topic of a paragraph is the set of nouns with the highest connectivity to other nouns or verbs
present around them. Connectivity is determined from the following formula:

CS (ni) =
1
c

PN
∑
j

ANN (ni, nj)
D (ni, nj)

+ PV
∑
j

ANV (ni, vj)
D (ni, vj)

 , (1.34)

where PN and PV are parameters, which are calculated using deleted interpolation as defined by [73],
on the training part of the document collection. The author found during his experiments that their
value converged to 0.6758 and 0.3241 (only the first four fractional digits are shown), respectively, giving
significantly more weight to nouns than verbs as expected.

Experiments were performed on the LOB corpus [78], consisting of roughly 500 articles about various
topics, containing approximately 1 million words in total. The corpus was tagged, so the author could
easily omit grammatically irrelevant text elements, such as cited words, connective phrases, abbreviated
measurement units. Table 1.2 shows some statistical properties of the corpus – nouns are present in a
much larger number than verbs, leading to a very unbalanced amount of noun-noun and noun-verb pairs.

For each article genre (religion, essay, biography and so on) a small number of documents were chosen
and for their paragraph topic words determined by a professional linguist, regarded as the gold standard.
Then the gold standard was compared to words selected by the algorithm, and the average rank of the
former was computed among the list of the latter. Unfortunately, performance was quite dismal, as for
most genres correct words appeared near the fifth or fourth place, except from science fiction documents,
where they were promoted to the third position. The author suggest that the proposed method could
be applied not only for topic identification, but also to follow topic shifting.

1.2.3 Language modeling

The goal of language modeling is to conceive a (typically probabilistic) model which, after adequate
tuning of its parameters utilizing some sort of training, can reliably predict the next item of a natural
language word sequence. Language modeling can be exploited for data compression, speech recognition,
machine translation, or discovery of atypical word usage, helping to isolate important document parts.
An excellent but slightly outdated survey of this area is [61], the base of my further discussion.

The basic assumption of language modeling is that probability of word w at a specific point of text
can be estimated if we know which words precede it, for a sufficiently large length l. In other words, we
must compute probability of an l + 1 sized word sequence, which is typically derived from probabilities
of smaller subsequences, or n-grams, as can be seen from the formula below:

P (w,w−1...w−l) = P (w)× P (w|w−1)× P (w|w−1, w−2...w−l) . (1.35)

It would be unfeasible to take into consideration n-grams consisting of more than three words, partly
as grammatical structures only rarely span so large sequences, partly because probability of a given 4-
or 5-gram is almost equal to zero, and partly since the number of different n-grams grows exponentially
with n. Therefore the above equation can be reduced to:

P (w,w−1...w−l) ≈ P (w)× P (w|w−1)× P (w|w−1, w−2) . (1.36)
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In case we have a training corpus at our disposal – like the British National Corpus [17], the Brown
Corpus [54] representing current American English, or the Hungarian National Corpus [179] – factors on
the right side can be approximated from the observed occurrence counts of uni-, bi-, and trigrams:

P (w) ≈ C (w)
N

, P (w|w−1) ≈ C (w,w−1)
C (w−1)

, P (w|w−1, w−2) ≈ C (w,w−1, w−2)
C (w−1, w−2)

, (1.37)

where N is the number of words in the training corpus. However, due to the relatively small size of public
corpora, it may happen that an otherwise perfectly reasonable trigram never occurs in the training set
and thus its probability is estimated as zero, an obviously incorrect prediction. On the other hand,
if a bigram is present only once, then for the word with which it forms a trigram the above formula
will yield a probability of 1, evidently an overestimate. Exactly for this reason researchers typically
turn to smoothing, redistributing probabilities among words – the most popular techniques are Katz,
Jelinek-Mercer and Kneser-Ney smoothing, the last having two variants, backoff and interpolated.

Katz smoothing is based on the Good-Turing formula [60], and mandates that frequency count of an
n-gram occurring r times in the training set be corrected to the following value:

reduced [r] = (r + 1)
nr + 1
nr

, (1.38)

where nr denotes the number of n-grams occurring r times. This way, we decrease probabilities computed
for rare n-grams, which later can be assigned to n-grams never seen in the corpus before. More precisely,
Katz smoothing computes the following probability for an already encountered n-gram:

PKatz (w|w−1, w−2...w−l) =
reduced [C (w,w−1, w−2...w−l)]

C (w−1, w−2...w−l)
, (1.39)

and for never seen n-grams:

P (w|w−1, w−2...w−l) = α (w−1, w−2...w−l)× PKatz (w|w−1, w−2...w−l−1) , (1.40)

where α is a function composed in such a way as to summing conditional probabilities PKatz for word
w yield 1. Note that the method is called a backoff-type algorithm since for unknown n-grams it resorts
to training data collected in connection with a shorter (and hopefully known) n− 1-gram.

Although Katz smoothing is perhaps the most widely utilized variant, there are other techniques pro-
viding better results. The basic idea behind Kneser-Ney smoothing is that when estimating probability
of a never before seen n-gram, instead of relying simply on the frequency of the shorter n− 1-gram, we
should take into account the number of different n− 1-grams word w occurs in. In addition for already
seen n-grams a constant reduction is applied, which is computed over the training set to provide optimal
precision. So for already encountered n-grams the formula below is employed:

PKN (w|w−1, w−2...w−l) =
C (w,w−1...w−l)−D
C (w−1, w−2...w−l)

, (1.41)

and for never seen ones:

PKN (w|w−1, w−2...w−l) = α (w−1, w−2...w−l)×
| {s|C (w, s) > 0} |∑
j | {s|C (wj , s) > 0} |

. (1.42)

Of course, here α plays the same role as in the case of Katz smoothing. The above formulas work
well; however, if an n-gram has been seen only a few times (once or twice) so far, taking into account
solely the corpus statistics related to that n-gram will mostly lead to poor estimates. We are better off
if similarly to never seen n-grams, the number of shorter n− 1-grams our word occurs in is also factored
in, leading to the so called interpolated Kneser-Ney approach:

Pinterpolated (w|w−1, w−2...w−l) =
C (w,w−1...w−l)−D
C (w−1, w−2...w−l)

+

λ (w−1, w−2...w−l)×
| {s|C (w, s) > 0} |∑
j | {s|C (wj , s) > 0} |

, (1.43)

where λ again is responsible for normalizing the sum of probabilities to 1. If different D discounts are
used for n-grams with frequency of one, two or three or more, further improvement can be observed
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in accuracy of the generated language model [26]. Finally, at Jelinek-Mercer smoothing, which is a
simplification of the above method, probability of n-grams are derived from corpus statistics (utilizing
Good-Turing reduction if necessary) and lower-order n-grams in a recursive fashion:

PJM (w|w−1, w−2...w−l) = λw−1
−l
× C (w,w−1, w−2...w−l)

C (w−1, w−2...w−l)
+(

1− λw−1
−l

)
× PJM

(
w|w−1, w−2...w−(l−1)

)
, (1.44)

where when we reach either the unigram model (n = 1) or the “no-gram” model (n = 0, with a probability
of 1/V , with V denoting vocabulary size) we do not perform further “splits”, stopping the recursion.

After discussion of various prediction methods, let us see which measurements are employed to eval-
uate estimation accuracy. [61] proposes two metrics: perplexity and entropy. Perplexity is computed on
test documents (corpus without the training set) according to the following formula:

Q = N

√√√√ N∏
i=1

1
P
(
wi|wi−1, w

i
−2...w

i
−l
) , (1.45)

that is, it represents the geometric average of the reciprocals of individual word probabilities as a last
member of l-grams. Perplexity depends both on the nature of processed corpus and (of course) on the
currently examined word itself. Words occurring only inside specific phrases or technical terms, like
“sundry”, “nuclear” have low perplexity, while common words such as “think”, “put” yield high values.
Similarly, for documents using a rich vocabulary, e.g. news articles or fiction, we observe high perplexity,
but those using more formal language, e.g. technical manuals, scientific papers exhibit low perplexity.
Among language models the one that fits the training data the most tightly has the lowest perplexity,
making perplexity an ideal evaluation tool. Entropy is simply the base 2 logarithm of perplexity:

E = log2Q. (1.46)

Aside from better estimation of probabilities of never seen n-grams through smoothing, there are
several other methods to improve modeling accuracy. One possibility is to increase the length of n-grams
utilized for computing the language model from three to four or five, as some smoothing methods produce
better accuracy (for instance interpolated Kneser-Ney). However, it should be noted that the additional
computational burden of processing larger n-grams might be overwhelming compared to the relatively
small improvement it leads to, making our effort simply unfeasible.

Another approach is to use so called skipping n-grams [71], n-grams where a specified number of
positions (typically only one) remain undetermined, making the “pattern” represented by the n-gram
more general and thus more predictable. For example, instead of the phrase “in May open 24-hours” we
rather work with “in ... open 24-hours” which will match against any month (or day) name. Fig. 1.8 shows
how performance of regular and skipping n-grams relates to each other. The “with rearrangement” in the
legend labels means that two n-grams containing the same words but in different order were considered
equal, as some form of pattern generalization. As can be seen, placing the undetermined word at the
end of trigrams produced the best results, comparable to more complex models built on 4-grams.

The basic idea behind clustering is similar to skipping: we attempt to make our n-grams more general,
not with allowing an unspecified word in it, but by dealing with word clusters (or classes) instead of words.
For instance, we could form clusters for month names, company names, numbers, synonyms etc., this
way constructing patterns such as “opened in <month>” or “<name> went bankrupt”. Word clusters
can be derived from thesauri (WordNet) or might be determined based on how much immediate contexts
of two words are identical throughout document texts; for actual techniques, see e.g. [186]. Although
clustering can significantly improve prediction accuracy, finding clusters is quite resource consuming, and
in addition have to be repeated each time the corpus is modified, either because some documents are
removed or others are added, which is typical in a commercial setting.

Caching methods [88] build on the assumption that if a word occurred somewhere in the text it
will probably occur again later (a strikingly similar principle is used in processors to optimize memory
access). This phenomenon can be exploited in two primary fashions. First, we may assign weights to
words based on how recently they have appeared in documents, then taking them into account when
estimating probabilities for the word at the next text location (of unknown content), emphasizing current
words and suppressing distant ones. Second, we can compute a language model for a given number of
preceding words, and combine it with the overall model, according to the following formula:
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Figure 1.8: Performance of regular and skipping n-grams according to [61].

P ′ (w|w−1, w−2...w−l) = λPglobal (w|w−1, w−2) + (1− λ)Pcache (w|w−1, w−2...w−l) , (1.47)

where λ is an arbitrary value determined with the aid of some sort of training set, and Pglobal is the
trigram model computed for the whole text seen so far. The mentioned algorithm can be further refined
if we represent cache-related probability by two different terms depending on whether w−1 is present
in the cache or not. More precisely, if w−1 has been already encountered, both an uni- and trigram
language model will be employed, otherwise only an unigram model – this small modification improves
entropy by approximately 0.01 compared to non-cache trigram baseline, a not so significant change.

Finally, let us see how language modeling can be used to improve information retrieval performance.
In [193] authors assume that documents should be ranked based on with how much probability they
generate the initial query; in other words, they attempt to estimate the following variable:

P (q|d) =
n∏
i=1

P (qi|d) , (1.48)

where q stands for the query (containing n words which are denoted by wi) and d represents a document
– of course the higher P is, the earlier should be document d listed in the search result page. Right
side of the above equation is computed from a language model (authors employ only unigram models,
but fortunately bi- and trigram models were also examined by [118] and [166]). If probability of words
not present in the document are estimated from the language model determined for the whole collection
(with an arbitrary smoothing approach), and we take logarithm of the result, our formula becomes:

logP (q|d) =
∑
w∈S

log
p (qi|d)

αdp (qi|C)
+ n logαd +

n∑
i=1

log p (qi|C) , (1.49)

where S denotes the set of words present in document d, αd is a document specific constant (it plays
the same role as λ in previous methods), and probabilities conditional on C represent language models
for the whole corpus. Since the last term does not depend on the document, it does not influence
ranking, it can be omitted. The first term corresponds to words common between query and document,
and because it is proportional to word frequency, however, at the same time inversely proportional to
document frequency, it can be regarded as a tf × idf component. Similarly, the second term roughly
represents document length normalization, since αd is smaller for long documents (number of unseen
words is lower), and larger for short ones.

The paper examines how various smoothing approaches (namely Jelinek-Mercer, Dirichlet prior [106],
absolute discounting [127]) affect information retrieval using standard TREC evaluation metrics, on
various corpora. Authors found that the best average precision values were yielded from Jelinek-Mercer
and Dirichlet prior smoothing, although the observed improvement over absolute discounting was not
significant. An additional fact was that long queries consistently outperformed short ones, probably
because thanks to the wider vocabulary, both language modeling and of course search itself had stronger
“grasp” on document content.
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1.2.4 Classification

The goal of classification is to assign one of a previously specified set of categories to a document based
solely on its textual content – for example to determine whether a news article is about the economy,
sport, culture etc., or to link an e-mail written by an employee to one of the projects currently carried
out by the company. Algorithms learn the rules of classification from a so called training set, ideally
consisting of a sufficiently large number of texts already categorized, usually by a human expert, ideally
by the author himself. In the majority of cases, these recognized rules are quite simple, they refer merely
to the presence or absence of a given keyword or keyword combination. The quality of classification is
characterized by either the accuracy or the recently more frequently used F1 measure.

Accuracy determines that after the given algorithm has been trained, how much percentage of docu-
ments whose proper class is known to us (but of course not to the algorithm) is assigned to the correct
category. Obviously, accuracy depends not only from the sophistication of the algorithm, but also on
the size of the training set and its similarity to real-word data utilized during evaluation, with respect
to both content and category distribution of documents. When computing F1, we determine precision
P and recall R for each category c, then take the following average:

F1 =

∑
c

2PcRc

Pc+Rc

|c|
. (1.50)

The most popular algorithms for classification are naive Bayes networks, SVMs (Support Vector
Machine), neural networks and logistic regression. Since the last three methods in their original form
are capable only of binary (that is, simple yes/no) classification, for a given document, they have to
be executed for each possible category, and assigning the currently examined document to the category
yielding the “strongest” or most “confident” yes answer.

Let us now proceed with the discussion of the various classification methods in the order they were
mentioned above. The naive Bayes algorithm [147] first builds an internal model by examining the
contents of documents from the training set, then utilizes it to determine whether presence of a specific
word in the currently examined text suggests a given category or not, and if yes, how strongly. For
instance, encountering “Java” might hint at an article discussing the programming language or events
on the Indonesian island of the same name, but does not likely indicate a culture or sports related topic.
The underlying assumption of the algorithm is that words appear in documents independently from each
other – hence the “naive” adjective. In short, for each document d and category C we are interested in
the following probabilities:

PC = p (C | w1, w2, ..., wn) , (1.51)

where wi elements denote the words occurring in the document. Exploiting Bayes’ theorem, the above
formula can be transformed in the following way:

PC =
p (C) p (w1, w2, ..., wn | C)

p (w1, w2, ..., wn)
. (1.52)

Because we want to find out only which C category yields the highest probability (and thus which
category will be assigned to our document), the denominator is insignificant, as it is not influenced by
what C we consider. Exploiting the independence assumption we can convert the second factor in the
numerator into a product, leading to the formula below:

PC ∼ p (C)
n∏
i=1

p (wi | C) . (1.53)

Although values of variables in the above formula are not known exactly, based on the training set,
we can provide an estimate:

PC ∼
SC
N

n∏
i=1

Fi,C
SC

, (1.54)

where N specifies the number of documents in the training set, PC stands for the number of training
documents assigned to category C, finally Fi,C measures the number of documents in category C carrying
word wi in their texts. It may happen (in fact, it is highly probable) that a document does not contain
every imaginable word from the corpus, therefore some Fi,C factors will become zeros. Since these zeros
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Figure 1.9: Support vectors.

would render the final result to zero, making it impossible to choose between the categories, in practical
applications a small µ quantity is added to Fi,C , which is called Laplace-smoothing.

In case of SVM (the abbreviation for Support Vector Machine) algorithm [35] the basic idea is to
represent items with n features – documents whose contents is selected from an n word vocabulary –
as points in n-dimensional space, then to try to find a hyperplane (1) which separates points pertaining
to category A from those pertaining to category B, and in the same time (2) whose distance from the
nearest points is maximal. To describe the problem in a more formal notation, let the training set be:

T = {(x1, c1) , (x2, c2) ... (xn, cn)} , (1.55)

where xi is the vector carrying values of the various features of the ith training point. In our case,
features mean simply words occurring in documents comprising the corpus (and not only in the examined
document), and their values can be determined according to one of two primary schemas. In the first
schema, features are 1 if the corresponding word is present in the document text, 0 if it is absent. In the
second, more rarely employed schema, features are computed as frequency of the corresponding word,
normalized by frequency of the most frequent word in the document. It is important that elements inside
xi uniformly fall into the range of either [0; 1] or [−1; 1], otherwise some features might unduly suppress
their peers. ci is the category of the ith training point; its value is 1 or −1, because, as was mentioned
in the section introduction, SVMs are intended for binary classifications. Equation of the hyperplane
separating points of one categories from points of the other is:

wT · x− b = 0. (1.56)

Points from the two categories being nearest to the hyperplane are called the support vectors. The
two hyperplanes, parallel to the separating hyperplane, are at exactly the same distance from it (m2 ),
and contain support vectors of either of the two categories have the following equation (see Fig. 1.9):

wT · x− b = −1 wT · x− b = 1, (1.57)

that is, the distance between the m hyperplane and w can be computed from each other according to:

m =
2
‖ w ‖

. (1.58)

Thus the algorithm in fact can be regarded as an optimization problem, where m should be increased
to as high value as possible with training points of the two categories remaining on different sides of the
hyperplane. In short, for each i the following condition should be true:

ci
(
wT · xi − b

)
≥ 1. (1.59)

After the SVM has been trained, determining category of a point y can be carried out by:
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Figure 1.10: Schema of a neural network.

c =
{

1, if wT · y − b > 0
−1, if wT · y − b < 0 (1.60)

Although the original algorithm performs linear classification, fortunately with the application of so
called kernels it can be easily converted into a non-linear classifier. Kernels work by transforming the
points to be processed from their original S space into an other high dimensional T space, therefore
while the problem in S is linear, in T , where we actually operate the algorithm, is non-linear. The most
frequently used kernels are the following:

Homogeneous polynomial: k (x,x′) =
(
xT · x′

)d
Inhomogeneous polynomial: k (x,x′) =

(
xT · x′ + 1

)d
Radial base function: k (x,x′) = exp

(
−γ ‖ xT − x′ ‖2

)
; γ > 0

Gaussian radial base function: k (x,x′) = exp
(
−‖x−x′‖2

2σ2

)
Sigmoid: k (x,x′) = tanh

(
κxT · x′ + c

)d ;κ > 0 ∧ c < 0.

(1.61)

The goal of neural networks [65] is to model, as accurately as possible, a continuous function with
n variables, whose input and output values are known only for a few points (again the training set).
Several types of neural networks were developed, one of the most popular is the backpropagated variant
(named after the learning algorithm employed in it), which will be the focus of the following discussion.
Neural networks are built from p elements, each computing a single output value from an arbitrary m
number of inputs, utilizing the formula below:

Qp (x) = f

(
m∑
i=1

wp,ixi

)
, (1.62)

where wp,i stand for the weight of the ith input characteristic to element p, and f is an arbitrary function,
mostly tangent hyperbolicus. Elements in the network are organized into three kinds of layers: input,
hidden, output – while the first and last has a single instance, the second may be repeated as many
times as desired. Elements in the hidden and output layer receive their inputs from elements in the
previous layer; elements in the input layer receive the feature values of the object to be modeled (that
is, arguments of the unknown function); finally, outputs of elements in the output layer represent the
category estimation in response to the feature values (result of the unknown function). In the majority
of cases the output layer consists of only one element, but if we want to classify into more than two
categories, or along multiple dimension (e.g. we would like to determine both the shape and style of a
given character) of course it must contain more (see Fig. 1.10).

When the task is to classify documents, features should be represented in the same way as was
described above in connection with SVMs, and also the output interpreted similarly. Thus if during
training we require 1 output for each item in category A, and −1 for those in category B, then for
unknown items obviously a positive output has to be interpreted as a prediction of A, and a negative
as a prediction of B. It should be stressed that as opposed to SVM, neural networks are capable not
only for binary decisions, theoretically they can estimate any real value, although we do not exploit this
possibility during traditional document classification.

Training the neural network simply means the tuning of wp,i weights of its elements, namely in such
a way as to minimize result of the following cost function (denotations are the same as was utilized
previously at a similar explanation for SVMs):

C = E
[
|Q (x)− c|2

]
. (1.63)
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Since in practice only a finite number of training samples are available, we cannot compute an exact
cost function, instead, we should put up with a mere estimation:

Ĉ =
1
n

n∑
i=1

|Q (xi)− ci|2. (1.64)

The backpropagation learning algorithm works as follows. As a first step, we set the wp,i weights
to some pre-defined value, or set them to random values selected from a limited range. Next, we go
through the training samples, feed each to the network, and observing its output, we calculate a δk
error. However, strictly speaking this error characterizes only output element k, errors for elements in
the previous layers connected to it can be determined with the formula below:

δp = wk,pδk. (1.65)

That is, we propagate the error “backwards”, making elements p behind the output element “respon-
sible” for δk exactly in the same proportion in which their output is taken into account when computing
output for our element k. For inputs or elements in layer Y preceding the last hidden layer X the formula
has to be slightly modified, because they pass their output to more than one elements, therefore they
receive their error from multiple sources:

δp =
q∑
i=1

wi,pδi, (1.66)

where wi,p denotes the weight at the ith element in layer X which is assigned to the input received from
the pth element in layer Y . Of course, this kind of back-propagation should be repeated for neurons of
all remaining layers, except from the input layer, as it is obviously absolutely meaningless to compute
errors for features of the training samples. After δp has been determined for each neuron in our network,
the corresponding wp,i weights have to be adjusted according to the formula:

w′p,i = wp,i + ηδpf
′ (ri) , (1.67)

where f ′ stands for the derived form of the function in the ith parameter, which is used for generating
the output of elements from the weighted sum of their inputs (typically tangent hyperbolicus, as was
already mentioned before); while ri represents value of the ith input of the element currently under
consideration. The whole adjustment process should be repeated (if necessary, reusing training samples)
till δk decreases below a specific threshold acceptable for us. Note that the speed of learning can be
influenced through the η parameter.

The algorithm described last in this section, logistic regression [194] estimates probability q of a
given event (whether a document pertains to a category or not) based on the features of the examined
item (occurrence count of various words in the document text) with the help of the following formula:

log
(

q

1− q

)
= α+

m∑
i=1

βixi, (1.68)

from which extracting q we get:

Q (x|B) = q =
exp (α+

∑m
i=1 βixi)

1 + exp (α+
∑m
i=1 βixi)

, (1.69)

where B is a vector comprising values of β parameters, and c specifies the decision about classification,
that is, it carries 1 if the current document belongs to the given category, otherwise 0 (not −1, as
was customary for the majority of methods discussed previously). Therefore for training set points the
equation below should hold:

P (xi, ci|B) =
{
Q (xi|B) if ci = 1
1−Q (xi|B) if ci = 0 = P (xi|B)ci P (xi|B)1−ci .

The reverse interpretation of Q, in other words, the probability that when event c = 1 happens,
parameters assume values as specified by B is called likelihood:

L (B|x) . (1.70)
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Values of parameters β, that is, vector B should be computed for each possible category utilizing the
above equations, either with numerical approaches (for instance by the Newton-Raphson algorithm) or
utilizing the IRLS (Iteratively Re-weighted Least Squares) method. Documents are then assigned to the
category at whose B parameters L yields the highest result.

1.2.5 Clustering

As opposed to classification, when clustering documents there is no training set: documents should
be assigned to a fixed number of groups (clusters) based on their similarity. As the most clustering
method allows us to control only the number clusters, not their character, therefore it may happen that
the resulting clusters will be hard to interpret, or clustering will be performed not along the initially
expected dimensions. For example when processing news articles, the computer might group them not
according to their topic, but instead based on the locations, persons, companies mentioned in their text.

Clustering strives to produce document groups so that documents assigned to the same group are
as similar as possible, while two documents pertaining to different groups should be as dissimilar as
possible. Unfortunately, accuracy of clustering cannot be measured directly, since one cannot always
establish one-on-one relations between the original and computer-generated categories. Thus instead we
have to put up with determining the quality of clustering, or more precisely with observing the E entropy
and P purity of individual clusters [196]:

E (Sr) = − 1
log q

q∑
i=1

nir
nr

log
nir
nr

;P (Sr) =
1
nr

max
i
nir. (1.71)

Of course, these values can then be utilized to compute an overall quality measure, characterizing
the entire clustering solution:

E =
k∑
r=1

nr
n
E (Sr) P =

k∑
r=1

nr
n
P (Sr) , (1.72)

where q denotes the number of original categories, k specifies the amount of required clusters, n is the
number of processed documents, nr stands for the number of documents assigned to the rth cluster,
finally, nir represents the number of documents originally pertaining to category i and during clustering
assigned to the r group. In short, entropy measures to how much degree documents from the same
original category are concentrated inside a given cluster, while purity that how many percentage of
documents in a given cluster emerge from the same original category. It should be stressed that entropy
and purity are complementary, not competing quality indicators.

For clustering the most popular algorithms are k-means, fuzzy k-means, hierarchical clustering, SOFM
(an abbreviation of Self-Organizing Feature Map) and Gaussian Mixture, which will be discussed next.

The goal of k-means method [81] is to assign documents to k clusters in such a way that similarity
between documents in the same cluster be as high as possible, in other words, that the result of the
expression below be as low as possible:

V =
k∑
i=1

∑
j∈Si

|xj − µi|2, (1.73)

where Si represents the set of documents pertaining to the ith cluster, xi is a vector containing features
of document i (whose items, for example, specify how many times a specific word turns up in the text,
typically normalized by the occurrence count of the most frequent word), and µi is the “center” of the
ith group, in other words, it is the average of feature vectors corresponding to documents in that group.

The algorithm is simple. First, we assign the documents to be processed to k clusters, either randomly
or based on some heuristics (e.g. taking into account non-content properties such as the author, creation
date etc). Next, we compute the centers of each cluster, and rebuild them from scratch, assigning
documents to the cluster most similar to it. This step is repeated until the clustering solution “stabilizes”,
that is, documents get assigned to the same cluster as before (cluster centers remain the same).

In order to measure similarity between documents (of course this task does not emerge only in con-
text of k-means, but also during the implementation of several other information retrieval algorithms)
researchers usually turn to the classical Euclidean-distance, however, it is not necessarily the best ap-
proach [171]. Another popular method is cosine-distance, which means the scalar products of vectors
representing the two document content, normalized by the document lengths:

27



Figure 1.11: Agglomerative clustering.

S (i, j) =
xTi · xj
|xi||xj |

. (1.74)

An additional, although not as widely used tool is the Minkowsky-measurement, a generalization of
the Euclidean-distance (in the formula below xi,k obviously stands for the kth element in the vector
describing the ith document, and p is an arbitrary parameter):

M (i, j) =

(
d∑
k=1

|xi,k − xj,k|p
) 1

p

. (1.75)

Finally, definition of the extended Jaccard-measurement is as follows:

J (i, j) =
xTi xj

|xi|2 + |xj |2 − xTi xj
. (1.76)

Fuzzy C-means [97] differs only slightly from k-means, namely here documents may be assigned
not only to a single, but instead to an arbitrary number of categories. This is useful if we classify
along multiple dimensions (topic, style, level of detail), do not have a crisp taxonomy (such as in case of
collaboratively tagged content), or simply do not want to throw away the second or third best category
candidate. The function to be minimized now is somewhat more complex than before:

V ′ =
k∑
i=1

∑
j∈Si

umi,j |xj − µi|2. (1.77)

As can be seen, a new ui,j factor is introduced, the so called membership function, which specifies with
how much probability document j pertains to cluster i. Compared to the plain k-means method, here
cluster centers are computed differently, and as an additional activity ui,j values have to be continuously
updated. More precisely, cluster centers are given by:

µi =

∑
j∈Sj

umi,jxj∑
j∈Sj

umi,j
, (1.78)

and update of membership functions is carried out as:

u′i,j =

[
k∑
l=1

(
|xj − µi|
|xj − µl|

) 2
m−1

]−1

. (1.79)

Hierarchic clustering has two main variants. In the first, initially each document gets assigned to
its own unique cluster, then these clusters are iteratively merged (agglomerative clustering, [89], shown
in Fig. 1.11). In the second, we proceed in the opposite direction – in the beginning each document is
put in the same cluster, which is continuously split to smaller clusters (divisive clustering, see [43]). A
comparison of the other approach, where clusters are formed in parallel, can be found e.g. in [197]. In
both cases a tree is constructed, whose leaves at the bottom correspond to documents, and whose nodes
represent concepts (the higher the node is placed in the hierarchy, the more general is its concept).
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The most important component in an agglomerative algorithm is to select the two clusters from the
currently established ones which are worth merging; the decision is based on the distance of clusters
from each other. Though there are several possible method to measure distances, the following four is
the most frequently used:

Complete linkage: max {D (x, y) |x ∈ Si ∧ y ∈ Sj}
Single linkage: min {D (x, y) |x ∈ Si ∧ y ∈ Sj}
Average linkage: 1

|Si||Sj |
∑
l∈Si

∑
n∈Sj

D (x, y)
Average group linkage: D (µi, µj) ,

(1.80)

where Si denotes the set of documents assigned to cluster i, D stands for the function measuring the
similarity between two documents (e.g. the cosine distance between their feature vectors), finally, µi is
center of the ith cluster, in other words, average of feature vectors of documents belonging to it. As
can be seen, overall distance between two clusters is the maximal, minimal, average distance between
their documents, for the first, second and third method, respectively. At each iteration the two clusters
nearest to each other are merged. We stop when either the required number of clusters is reached or
perhaps distance between clusters (or overall clustering quality) surpasses a pre-defined threshold value.

There is also a fifth approach [48], where we examine all possible cluster pairs, then select the pair
whose merging would cause the least information loss to the whole clustering solution. Information loss
is determined by ESS (Error Sum-of-Squares), defined by the formula below:

ESS =
k∑
i=1

∑
j∈Si

‖ xj − ci ‖2, (1.81)

where Si represents the set of documents pertaining to cluster i, while ci is the average of their feature
vectors (in other words the cluster center).

The method which I will discuss last (but not least), Gaussian Mixture [96] supposes that content of
the documents to be clustered is generated by a probabilistic model characteristic of their topic, therefore
its goal is to estimate parameters of these models which in turn are built with Gauss distributions. Thus
the underlying idea is that probability of the fact that word w is present in a document pertaining to
category c can be computed as:

p (w|c) =
k∑
i=1

aiN (xw, σi, µi) =
k∑
i=1

ai
1

σi
√

2π
exp

[
− (xw − µi)2

2σ2
i

]
,

k∑
i=1

ai = 1, (1.82)

where k denotes the (supposed) number of categories, σi, µi are model parameters, and xw represent
frequency of word w in the currently examined document, or, in a simplified case, 1 if the word is present
and 0 if it is not. For estimating the above mentioned model parameters most often EM (Expectation-
Maximization) algorithm is utilized, which, as its name suggests, means the repeated application of
Expectation and Maximization steps until parameter values stabilize in a range previously specified by
us. Initially, parameters are set to random values, then we carry out the Expectation step, calculating
with how much probability given words of various documents pertain to given categories:

mw,i =
aiN (xw, σi, µi)∑k
i=1 aiN (xw, σi, µi)

. (1.83)

Knowing these probabilities, parameters can be updated, namely:

a′i =
∑
wmw,i

N
, µ′i =

∑
w xwmw,i∑
wmw,i

, (1.84)

where N stands for the number of words. After models have been successfully computed, assignment of
documents to clusters is carried out in exactly the same way as was the case of the naive Bayes networks.

1.3 Tools used

In order to speed up the development of experiments with the various methods proposed in Chap.s 4
to 7, I made use of several publicly available corpora and tools, the latter ones primarily for clustering,
classification, stemming. Although the sections detailing the mentioned experiments contain some general
information about the tools applied, their features, exact syntax of invocation, precise format of input(s)
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Table 1.3: Categories in the Reuters-21678 corpus.

acq 2423 gas 38 lumber 13 rice 3
alum 53 gnp 127 meal-feed 22 rubber 42
austdlr 1 gold 123 money-fx 682 saudriyal 1
barley 1 grain 537 money-supply 177 ship 209
bop 60 groundnut 3 naphtha 1 silver 16
carcass 29 heat 16 nat-gas 51 soy-meal 1
cocoa 67 hk 1 nickel 5 soybean 5
coconut 2 hog 17 nzdlr 1 stg 5
coffee 126 housing 19 oilseed 81 strategic-metal 19
copper 62 income 13 orange 22 sugar 154
corn 9 instal-debt 7 palm-oil 3 tapioca 1
cotton 28 interest 339 pet-chem 29 tea 9
cpi 86 inventories 3 platinum 4 tin 32
cpu 4 ipi 57 plywood 2 trade 473
crude 543 iron-steel 52 potato 5 veg-oil 94
cruzado 1 jet 4 propane 3 wheat 22
dlr 46 jobs 57 rand 1 wool 1
earn 3972 l-cattle 2 rapeseed 2 wpi 27
f-cattle 2 lead 19 reserves 62 yen 6
fishmeal 1 lei 16 retail 23 zinc 21
fuel 13 livestock 58

and output(s) are not described at all, since it would divert attention from the introduced algorithms –
this task is undertaken by the present section.

1.3.1 Corpora

The experiments which will be discussed later in Chap. 4 to 7 were run through collections containing
real-word documents, some containing news articles, some Usenet postings, some patent descriptions.
All documents were in English, partly because for this language a large number of tools have been
developed (stemmers, parsers, named entity recognizers etc.), partly since it has a relatively simple and
straightforward structure, which lends itself quite well for machine analysis. Now let us see the basic
properties of each employed corpus in more detail.

The Reuters-21578 corpus [100] contains short news articles in SGML format produced by Reuters
Ltd. in 1987, later categorized by Reuters Ltd. and Carnegie Group Inc. The corpus were made available
for research purposes in 1990, then was further formatted and filtered by D. Lewis and his colleagues
between 1991 and 1992. As its name suggests, the collection has 21578 documents, of which 13679 are
attached to one or more of 135 pre-defined categories based on their topic. Although documents were
categorized along other dimensions (according to countries, people, organizations and stock exchanges
mentioned in them), they relate more to named entity recognition than topic detection, the most typical
task in everyday applications. Table 1.3 lists topic categories and the number of documents in them.

As can be seen, categories had wildly varying sizes – some cover almost half the categorized docu-
ments (“earn”), others are assigned only to a single item (for example “wool”). During classification,
the randomly selected training document set would contain only a few samples from extremely small
categories (or even none at all), making it impossible for the machine learning algorithm to grasp their
keywords. Similarly, clustering would fuse them together with bigger, more dominant categories. There-
fore I usually discarded categories carrying fewer than 10-15 documents. In addition, if a document was
assigned to more than one category, I retained only the most specific.

After removing stopwords and numbers, the vocabulary size became 24,099 words (of course including
typos, since no spell-checking was performed to correct them), with an average document length of 70.6
words, which is quite low compared to the other corpora used during the experiments discussed later. A
sample document from the corpus (formatted for the sake of better readability):

<REUTERS TOPICS="YES" LEWISSPLIT="TRAIN" CGISPLIT="TRAINING-SET" OLDID="5562" NEWID="19">

<DATE>26-FEB-1987 15:26:54.12</DATE>

<TOPICS><D>wheat</D><D>grain</D></TOPICS>

<PLACES><D>yemen-arab-republic</D><D>usa</D></PLACES>

<PEOPLE/><ORGS/><EXCHANGES/><COMPANIES/>

<TEXT>

<TITLE>BONUS WHEAT FLOUR FOR NORTH YEMEN -- USDA</TITLE>

<DATELINE>WASHINGTON, Feb 26</DATELINE>
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Table 1.4: Categories in the RCV1 corpus.

C11 strategy/plans E71 leading indicators
C12 legal/judicial G15 european community
C13 regulation/policy GCRIM crime, law enforcement
C14 share listings GDIP international relations
C15 performance GDIS disasters and accidents
C16 insolvency/liquidity GENT arts, culture, entertainment
C17 funding/capital GDEF defence
C18 ownership changes GENV environment and natural world
C21 production/services GFAS fashion
C22 new products/services GHEA health
C23 research/development GJOB labour issues
C24 capacity/facilities GMIL millennium issues
C31 markets/marketing GOBIT obituaries
C32 advertising/promotion GODD human interest
C33 contracts/orders GPOL domestic politics
C34 monopolies/competition GPRO biographies, personalities, people
C41 management GREL religion
C42 labour GSCI science and technology
E11 economic performance GSPO sports
E12 monetary/economic GTOUR travel and tourism
E13 inflation/prices GVIO war, civil war
E14 consumer finance GVOTE elections
E21 government finance GWEA weather
E31 output/capacity GWELF welfare, social services
E41 employment/labour M11 equity markets
E51 trade/reserves M12 bond markets
E61 housing starts M13 money markets

M14 commodity markets

<BODY>

The Commodity Credit Corporation, CCC, has accepted an export bonus offer to cover

the sale of 37,000 long tons of wheat flour to North Yemen, the U.S. Agriculture

Department said.

The wheat four is for shipment March-May and the bonus awarded was 119.05 dlrs per

tonnes and will be paid in the form of commodities from the CCC inventory.

The bonus was awarded to the Pillsbury Company.

The wheat flour purchases complete the Export Enhancement Program initiative

announced in April, 1986, it said.

Reuter

</BODY>

</TEXT>

</REUTERS>

The Reuters Corpus Volume 1 [145] text collection, or shortly RCV1, is very similar in nature to
Reuters-21578: it contains news articles in XML format published by Reuters Ltd. between 1996 and
1997, mainly about politics, economics and business. It is available free of charge for research purposes
from the National Institute of Standards and Technologies (there is also a second volume, RCV2, which
is a multilingual corpus, not discussed in this section). RCV1 consists of 801684 documents, which are
mostly assigned to one or more of 126 specific categories – Fig. 1.12 shows how many documents pertain
to a given number of categories. Note that these categories are organized in a hierarchy, namely the
first letters (and often also the first two digits) of topic codes strongly related to each other are the
same; for instance “M11” denotes news about equity market, while “M13” stands for articles discussing
money markets. Sometimes a category is explicitly refined into several sub-categories, such as social
affairs (“G11”), which is broken down to health/safety (“G111”), social security (“G112”), or educa-
tion/research (“G113”). Although I did not exploit this hierarchical structure in any of my experiments,
it can be used to narrow the number of categories, by stepping up to a higher, and as a consequence, a
less sophisticated classification level. Table 1.4 shows the actually used categories and their codes.

Similarly to Reuters-21578, documents were categorized not only according to their topic, but also
based on the regions, industries and countries mentioned in them; however, these additional dimensions
are relatively easy to deduce from the text with the help of named entity recognition, so they were
ignored. Here the average document length, 130.33 words, is almost twice than that observed for the
smaller corpus, with a vocabulary size of 388,885 words, again a significant increase. Similarly to Reuters-
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Figure 1.12: Effect of various feature selection methods on k-NN classification quality.

21578, if a document had multiple category labels, only the most specific was kept; fortunately, due to
the very large amount of documents, there were only a few categories which had to be discarded because
of its unacceptably small size. Let us see a sample document, again formatted to enhance readability:

<?xml version="1.0" encoding="iso-8859-1" ?>

<newsitem itemid="7673" id="root" date="1996-08-22" xml:lang="en">

<title>AUSTRALIA: RTRS-Aust Prov News to raise A$38.25 mln.</title>

<headline>RTRS-Aust Prov News to raise A$38.25 mln.</headline>

<dateline>BRISBANE 1996-08-22</dateline>

<text>

<p>Media group Australian Provincial Newspapers Ltd said on Thursday it was to place

17 million shares at A$2.25 per share to raise A$38.25 million.</p>

</text>

<copyright>(c) Reuters Limited 1996</copyright>

<metadata>

<codes class="bip:countries:1.0">

<code code="AUSTR">

<editdetail attribution="Reuters BIP Coding Group" action="confirmed" date="1996-08-22"/>

</code>

</codes>

<codes class="bip:topics:1.0">

<code code="C171">

<editdetail attribution="Reuters BIP Coding Group" action="confirmed" date="1996-08-22"/>

</code>

</codes>

<dc element="dc.date.created" value="1996-08-22"/>

<dc element="dc.publisher" value="Reuters Holdings Plc"/>

<dc element="dc.date.published" value="1996-08-22"/>

<dc element="dc.source" value="Reuters"/>

<dc element="dc.creator.location" value="BRISBANE"/>

<dc element="dc.creator.location.country.name" value="AUSTRALIA"/>

<dc element="dc.source" value="Reuters"/>

</metadata>

</newsitem>

As can be seen, the article body is now explicitly segmented to paragraphs, which makes it easier and
more reliable to recognize basic semantic units and adjust the various extraction algorithms accordingly.
A disadvantage is that the XML representation is quite verbose compared to the variant used in Reuters-
21578, because it contains not only the date of confirmation for various categorizations, but also an
extensive Dublin Core [46] annotation which is, of course except from the date field, remains constant in
the whole corpus. Further details, including additional statistics about RCV1 can be found in [101].

20 Newsgroups [95] is one of the most popular corpora for information retrieval experiments besides
Reuters-21578. As its name suggests, it contains 20,000 Usenet postings from 1992 about 20 topics, with
1,000 items in each. It was first published by Ken Lang, then slightly modified by Jason Rennie, who
removed duplicated posts and deleted header lines from documents identifying directly or indirectly the
newsgroup it pertains to, thus reducing the corpus size to 18,878 documents. Some topics strongly differ
from each other, like rec.autos (abbreviation of recreation/autos) and sci.med (science/medicine), some
are fairly similar, such as comp.sys.mac.hardware (where comp.sys stands for computer/systems) and
comp.sys.ibm.pc.hardware, and finally there is one, misc.forsale (miscellaneous/for sale), which comprises
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Table 1.5: Topics in the 20 Newsgroups corpus.

Newsgroup name Description
alt.atheism atheism
comp.graphics computer graphics
comp.os.ms-windows.misc Microsoft Windows
comp.sys.ibm.pc.hardware IBM PC compatible hardware
comp.sys.mac.hardware Macintosh hardware
comp.windows.x X-Windows
misc.forsale various items for sale
rec.autos cars
rec.motorcycles motorcycles
rec.sport.baseball baseball
rec.sport.hockey hockey
sci.crypt cryptography
sci.electronics electronics
sci.med medicine
sci.space space research
soc.religion.christian christianity
talk.politics.misc miscellaneous political topics
talk.politics.guns gun control
talk.politics.mideast mideast politics
talk.religion.misc miscellaneous religion topics

of articles of widely varying formats and contents. The chief advantage of 20 Newsgroups over other
collections is the almost equal weight of categories, making the evaluation of classification and clustering
algorithms easy and reliable – although this situation is very rare in practice. However, it has several
disadvantages as well. First, it contains a relatively low number of documents. Second, textual structure
(paragraphs, signatures, embedded binary attachments, quotes) is sometimes hard to recognize. Third,
authors make many spelling mistakes, either because they are not native English speakers, or as the
ephemeral nature of the newsgroup medium tolerates careless composition. Fourth, e-mail and postal
addresses, author names, quotes from previous posts give an “illegitimate” hint about semantic relations
between documents (an author usually submits posts to the same newsgroup), which is not available in
real-word situations. For the last reason, the observed accuracy of various information retrieval methods
on 20 Newsgroups is much higher than for other corpora. Let us now see a typical document:

From: steveq@DIALix.oz.au (Steve Quartly)

Subject: WANTED: SIRD Alogorythmn

Hi,

I’m interested in writing a program to generate a SIRD picture, you know

the stereogram where you cross your eyes and the picture becomes 3D.

Does anyone have one or know where I can get one?

Please e-mail to steveq@sndcrft.DIALix.oz.au with any replies.

Many thanks for your help.

Steve Q.

As can be seen from the example, posts usually have three parts: (1) headers indicating the subject
and authors; (2) the actual body text; and (3) signatures, with phone number, postal address, institution
name, in some cases even ASCII line art. Average document size is quite small, 108.6 words, while the
number of distinct words appearing in posts is relatively high at 75,450, when taking into account the
small amount of documents, which can be attributed to the extensive use of technical terms and to the
misspellings. The list of 20 topics, along with their short description, is shown in Table 1.5.

The corpus provided by the World Intellectual Property Organization, or WIPO in short, contains
English and German language patent descriptions [130], although I used only the former one during
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Table 1.6: Uppermost categorization level in the WIPO corpus.

Letter code Title

A Human Necessities
B Performing Operations; Transporting
C Chemistry; Metallurgy
D Textiles; Paper
E Fixed Constructions
F Mechanical Engineering; Lighting; Heating; Weapons; Blasting
G Physics
H Electricity

experiments. Unfortunately, the collection is no longer available from the Internet, possibly due to the
small number of requests for it, but interested parties can easily find a suitable contact person. The
English language corpus contains 75,250 documents, assigned to a single main and (optionally) several
secondary categories selected from an extensive, four-level hierarchy. To give a taste of the the hierarchy,
Table 1.6 shows the entries in its uppermost level, with their short letter codes and full titles.

Documents are available as individual XML files, containing four main parts. The header specifies
various administrative information (such as a unique serial number), the assigned primary and secondary
categories, inventors and title. First of all, an abstract describes the gist of the patent in question,
usually with no more than five sentences. Next, a clauses component lists the chief characteristics of
the invention, which differentiate it from similar past and possible future devices or methods. Finally,
a detailed discussion follows, sometimes with figures (note that only figure titles can be found in the
corpus, figures themselves not). Therefore abstract, clauses list and detailed text might be considered an
increasingly verbose representation of the invention; since even abstracts are sufficiently expressive and
large, I utilized only them, discarding the other two parts. An example document:

<?xml version="1.0" encoding="iso-8859-1"?>

<!DOCTYPE record SYSTEM "../../../../ipctraining.dtd">

<record cy="WO" an="AU0100080" pn="WO015635920010809" dnum="0156359" kind="A1">

<prs><pr prn="AU20000203 PQ 5409"/></prs>

<ipcs ed="7" mc="A01B00100">

<ipc ic="A01C00502"/>

<ipc ic="E02D00104"/>

<ipc ic="E21B02500"/>

<ipc ic="E21B04902"/>

</ipcs>

<pas><pa>MORRISON, Michael, Joseph</pa></pas>

<tis><ti xml:lang="EN">SOIL MANIPULATING TOOL</ti></tis>

<abs>

<ab xml:lang="EN">

A soil manipulating tool is disclosed which has a handle (12)

and a soil penetrating portion...

</ab>

</abs>

<cls>

<cl xml:lang="EN">

THE CLAIMS DEFINING THE INVENTION ARE AS FOLLOWS:

1. A soil manipulating tool for manipulating soil, including;

a soil penetrating portion comprising a helical or spiral member...

</cl>

</cls>

<txts>

<txt xml:lang="EN">

SOIL MANIPULATING TOOL

Field of the Invention

This invention relates to a soil manipulating tool...

</txt>

</txts>

</record>

Due to the large size of the document, I included only its most important fragments, substituting
the majority of textual content with an ellipsis; in addition, I did some re-formatting to make the XML-
structure more visible. The WIPO corpus has three noteworthy advantages: (1) we can decide whether
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to utilize short (abstracts), average length (clauses) or large (details) documents, depending on how
computationally intense is our application; (2) documents are written in a very formal language, full of
multi-word technical terms; and finally (3) due to the hierarchical classification system, we can choose
how many categories we would like to work with, simply by ignoring sub-categories below a given level.
Still, on the other hand, we also face disadvantages, such as extremely long sentences, relatively small
categories, and a content structure reflecting the characteristics of a specific domain.

The last corpus, Wikipedia, is a freely available and rapidly growing on-line encyclopedia [53], col-
laboratively edited by several volunteers. Wikipedia is maintained by the Wikimedia Foundation, estab-
lished in 2003 by entrepreneur Jimmy Wales. Its content is archived every day and can be downloaded
as GZIP-compressed XML snapshots; unfortunately, the articles themselves are in Wiki-markup [168],
which cannot be easily transformed to XML format, although its standardization is already underway.

Wikipedia consists of articles, each having a title, body, links to other articles (as if they were ordinary
web pages), and none, one or more assigned categories. There are five main variants of articles:

• regular articles give a more or less (in case of an unfinished or “stub” article) detailed explanation
of a given concept with links to related topics;

• redirections does not have proper content, instead, they merely point to another article, standing
for a synonym or alternative lexical form;

• disambiguations, which refer to articles representing different possible interpretations of the same
word or phrase (e.g. “Java” as an island, a coffee brand or a popular programming language);

• lists collecting articles about events in the same year, persons with the same first name etc., this
way serving as some sort of categories;

• administration articles describing best practices, editor guidelines, pointing to articles needing
further work; they usually contain the word “Wikipedia” or “Wiki” in their titles.

Large articles are often divided into sections (even subsections), might refer to external resources
through URLs, and sometimes have images as attachments, although these features were not exploited
during the experiments which will be discussed later. The categories assigned to articles are quite
numerous and have their own hierarchy, with the following entries on the topmost level:

abstraction, applied sciences, arts, belief, culture, events,

geography, health, health science, history, mathematics, nature,

natural sciences, people, personal life, philosophy, religion,

science, self, self-care, social sciences, society, surnames,

technology, thought

Category sizes are wildly varying, some comprise of a single article, others carrying more than 1000,
although there is a constant effort to split large categories into more manageable ones. In addition to
categories, there are also so called portals, on one hand classifying the above main categories into twelve
groups (for example joining “Health”, “Self-care” and “Health science” under the title “Health and
fitness”), and on the other hand providing a short list of the most popular and important sub-categories.

Let us see a document about the chemical compound pantopon, in its original Wiki markup form:

’’’Pantopon’’’ is a preparation of [[opiates]] made up of all of the [[alkaloids]]

present in [[opium]] in their natural proportions as [[hydrochloride]] salts. It

can sometimes be tolerated by persons who are allergic to [[morphine]]. Pantopon

is just [[opium]] with all of the tar and other insoluables removed in an

injectable form which is nearly as potent as [[morphine]] is by weight.

Other drugs of the same type have include opium alkaloid sulphates (Omnopon),

phosphates, and valerates.

==References==

*"[[Compendium of Pharmaceuticals and Specialties]]"

{{pharma-stub}}

[[Category:Opioids]]

Wikipedia is an optimal choice in almost all aspects: its text reflects current language usage, contains
a large number of documents (approximately 1,600,000 at the start of 2007), documents are well writ-
ten, are richly linked together, and cover almost every conceivable topic, even the most recent events,
persons, technical devices. However, it also has its disadvantages: categorization and linkage of articles
is sometimes inconsistent or wrong, the classification system is ad-hoc, does not follow any established
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taxonomy, finally, it is hard to separate categories grouping articles based on their meaning (for instance
“Nuclear weapons”) from those collecting entries according to merely a formal criterion (e.g. “1992 in
Architecture”). Hopefully, these problems will be resolved as the coverage of Wikipedia saturates, and
the effort of volunteers will turn to improve quality as opposed to extend coverage.

1.3.2 Stemming

Basically there are two approaches for stemming in a practical viewpoint: one should use either a program
specifically designed for this task, or has to take advantage of a natural language processing tool, which
besides its main function (usually syntax parsing by simple annotation or tree construction) also performs
this activity, as some kind of side-effect.

Perhaps the most popular tool for the first approach is the Porter stemmer [135], a quite simple and
very fast algorithm, freely available in many programming languages, including C, Java and Perl. Its
main drawback is that it works only for documents written in English, and due to its aggressive postfix
removal, semantically different word forms are frequently reduced to the same root. The method, in fact,
is a set of transformation rules chained to each other, like:

...sses → ...ss
...ies → ...i

...[V ]...ed → ∅
...[m > 0 ]tional → ...tion

where “V” represents any vowel, and “m” is the number of consonants immediately preceded by a
vowel (roughly corresponding to the number of syllables). Since its birth, the Porter algorithm has been
significantly improved and extended to process additional languages, such as French, Spanish, Romanian,
Italian, German, Hungarian; this new version is called Snowball [136]. For example the following sentence:

The Porter stemming algorithm is a process for removing the

commoner morphological and inflexional endings from words in English.

will be transformed into the following form:

the porter stem algorithm is a process for remov the common

morpholog and inflexion end from word in english

Natural language processing programs, embodying the second approach, typically follow a radically
different path: instead of a pre-defined rule set, they learn both stemming and the annotation of sentence
parts (which is their primary task) on a training corpus, usually with the help of some machine learning
method. The most obvious advantage is the ability to adapt to any language for which a sufficiently large
training document collection is available. However, they are significantly slower than Porter stemmer or
its derivatives, and because they represent complete systems instead of a simple function library, they
are harder to integrate with an in-house developed feature extraction software.

The main goal of TreeTagger [158], developed at the Institute for Computational Linguistics of the
University of Stuttgart, is to annotate words using a slightly modified form of the Penn Treebank tagset
[111], according to their grammatical and semantic role. Instead of applying Hidden Markov Models to
estimate probabilities of tags, the traditional solution, it represents transitions by binary decision trees.
Although the software is closed source, fortunately the parameters controlling the annotation process are
not directly embedded in the executable program, instead, they are stored inside a separate parameter
file. There are several pre-constructed parameter files to facilitate parsing of English, German, Italian,
French, Bulgarian, Russian, Dutch etc. texts, but TreeTagger can be trained for new languages as well,
if a reference corpus of suitable size is available. Its invocation from the command line is as follows:

tree-tagger <options> <parameters> <input> <output>

where parameters specifies the location of the parameter file, input and output point to the existing
source text and the annotated text to be produced from it, respectively. Finally, options represent vari-
ous switches, of which the most important for us are -lemma for displaying stems alongside annotations,
and -token to show in addition original tokens, mainly for debugging purposes. Note that TreeTagger
expects the input file to contain the documents in a tokenized form, each token in its own lone, which
can be easily generated by separate-punctuation, also provided in the package. For example, feeding
the above mentioned sentence first to separate-punctuation, then to tree-tagger, the output will be:
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The DT the commoner JJR common

Porter NP Porter morphological JJ morphological

stemming VVG stem and CC and

algorithm NN algorithm inflexional JJ inflexional

is VBZ be endings NNS ending

a DT a from IN from

process NN process words NNS word

for IN for in IN in

removing VVG remove English NP English

the DT the . SENT .

As can be seen, the first column contains the original tokens (handling punctuations as tokens in
their own right), the second column shows the actual part-of-speech code (e.g. “NN” stands for nouns,
“DT” for articles, “NP” for proper nouns etc), and the third displays the stem. Here the postfix-removal
algorithm is not as aggressive as in the Porter stemmer, for instance the word “morphological” was kept
as an adjective, it was not reduced to “morpholog”, collapsing it with “morphology” or “morphologist”.
However, TreeTagger is not 100% accurate, sometimes it fails to cut off even “s” letters representing a
plural, and it do not always recognizes and handles abbreviations correctly.

1.3.3 SNSS neural network simulator

There are several neural network implementations, especially backpropagated ones, some are integrated
into general purpose mathematical software packages (like Matlab), some are standalone programs, and
some are function libraries, which can be easily invoked from C++ or Java source codes. One of the most
easily usable variant is the open source SNNS simulator [192], more precisely its Java NNS component,
which is both platform-independent has a very convenient, relatively easy to learn graphical interface.
Note that although most of the system is written in the Java programming language, computationally
intensive parts were developed directly in C, thus speeding up execution.

After starting up Java NNS, it displays an empty workspace. When creating a new neural network,
layers should be added separately. In order to do this, first select the “Tools / Create / Layers...”
menu operation, which will have the effect of opening a new dialog. Set ”Width” to the number of
neurons in the current layer, determine the kind of it (“Input”, “Output” or “Hidden”) by choosing the
appropriate entry in the “Unit type” drop down list, and if necessary, modify the default activation or
output functions shown in the input fields of the same name. When everything seems to be correct,
click on “Create” to actually construct the layer – note that the dialog remains open for adding the next
layer; the “Close” button should be clicked when no more layers are needed. If for some reason the last
layer was incorrectly built, fortunately it can be canceled by activating the “Tools / Undo” menu item.

Connections between neurons has to be established in a separate step, namely with help of the “Tools
/ Create / Connections...” operation. In the dialog select the “Connect feed-forward” radio button, then
push “Connect”. As a result, neurons in neighboring layers will be fully connected; labels along each
connection show the current weight for the given neuron input. To dismiss the dialog, clink “Close”.

The training and validation set, or patterns in the terminology of Java NNS, can be specified either in
a text file or directly through the graphical interface, although the latter approach is quite cumbersome.
Pattern operations are available from the Control Panel which can be displayed by invoking “Tools /
Control Panel”, and in the opened dialog window selecting the “Patterns” tab. By clicking on the second
icon to the right of “Training set” or “Validation set” drop down list, a new training or validation pattern
set can be created, respectively. To add a new pattern to a set, first set the required input and output
states of the network by right clicking on the appropriate neurons, selecting “Edit units...” from the
context menu, setting “Activation” to the correct value, finally pushing the “Apply” button. Next, click
on the first icon in the lower-left corner of Control Panel, then to the middle one (the former operations
create, the second sets up the pattern in question). The third icon deletes the currently selected pattern,
whose index is shown directly below the above mentioned three icons.

Editing patterns in a text file is much more easier. The general format of the file (usually created
with .pat extension) is as follows:
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Figure 1.13: Example screen from the Java NNS program.

SNNS pattern definition file V3.2

generated at Mon Apr 25 17:54:03 1994

No. of patterns : <count>

No. of input units : <input>

No. of output units : <output>

# Input pattern 1:

<input-value> <input-value> ...

# Output pattern 1:

<output-value> <output-value> ...

# Input pattern 2:

<input-value> <input-value> ...

# Output pattern 2:

<output-value> <output-value> ...

.

.

.

where count is the number of patterns, while input and output specifies the number of inputs and
outputs (if any) of the neural network. input-values and output-values are floating-point numbers
describing input and output activation for a given pattern, they can be separated by any whitespace,
even newlines. Lines beginning with a hash are considered comments, as usual, and will be ignored when
Java NNS interprets the content of the file.

After the neural network is constructed and the training and validation sets are selected, actual
training can be initiated from the Control Panel, by pressing the “Learn All” button in the pane cor-
responding to the “Learning” tab. Labels attached to the connections between neurons shows weights
updated during the learning process; the error rate observed on the validation set can be displayed by
selecting “Error Graph” under the “View” menu. Of course, when the neural network seems to work
well, and is ready to process a large volume of data, configuration files produced by Java NNS can be
used to operate the console programs in the SNNS software package.

Besides visual network building and training, Java NNS has several additional features (an example
screen is show on Fig. 1.13. For instance, it can analyze a trained neural network and show how a node
in the hidden layer depends on the activation of input layer neurons, or how weights are distributed
across nodes. In order to fine tune the training process, parameters of the employed learning method
can be adjusted, and also pruning can be requested, where nodes deemed as having negligible effect on
the output are continuously removed from the network. Input values can be normalized according to
various schemes; unfortunately, however, the ratio of positive and negative samples cannot be modified.
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Finally, it goes without saying that network topology, pattern sets, analysis results etc. can be saved in
human readable text format or printed for later reference. The extensive and well written user manual
gives more detailed information about further capabilities.

1.3.4 CLUTO

The goal of the closed source CLUTO software package [82], developed by George Karypis and his
colleagues, is to cluster very large number of plain text documents. The package contains two programs:
for vcluster documents are passed as bag-of-word vectors, whereas for scluster, the input must be
given as a similarity graph; since my research was focused on feature extraction, not the construction
of efficient similarity metrics, during my experiments I applied always only the first program. CLUTO
has a well-written and extensive user manual, which, when complemented by the corresponding research
papers (like [198]), offers detailed information about the capabilities of the program.

The vcluster tool is able to accept source documents either in a dense or a sparse matrix form, where
rows correspond to documents and columns to words; typically the first variant is used, since it results
in a much more compact representation. In dense matrix mode, the file has the following structure:

<rows> <columns>

<value> <value> ...

where rows, columns are integers, and as their name suggest, specify the total amount of rows and
columns, respectively; value is a floating-point point number, representing a matrix element – usually
the tf × idf weight of a word in a document, or zero, when the word does not occur in the text. Note
that on the one hand, the file should have rows + 1 lines, on the other hand, lines following the header
must contain columns values, otherwise the program immediately stops with an error message. In sparse
matrix mode, the syntax is:

<rows> <columns> <non-zero>

<position> <value> <position> <value> ...

The meaning of rows and columns remain the same, namely the total number of rows and columns
in the matrix, respectively; in addition, non-zero specifies how many matrix items are non-zero (that is,
how many words are present in the document collection represented by the matrix). Another change is
that instead of single value data, lines now carry pairs of position and value items, where position
determines at which column index is the corresponding value placed – note that column indices start
from 1, not from 0, as is usual in some programming languages, like Java or C++. For example, let us
suppose that the corpus to be processed consists of three documents:

Document #1: a c d

Document #2: b

Document #3: b c

If columns represent words in alphabetical order, and each word has a uniform weight of 1, then the
sparse matrix file would look like this:

3 4 6

1 1 3 1 4 1

2 1

2 1 3 1

Note that in this case if the file does not contain exactly rows + 1 lines, a line carries an odd number
of values, the same column is filled out multiple times, or the number of specified matrix cells is not equal
to non-zero, the program immediately stops with an error message. Fortunately, however, columns in
a given row can be listed in an arbitrary manner, ascending ordering by column index is not required.

After the corpus have been converted into a dense or sparse matrix form, actual clustering can be
initiated by invoking vcluster in the following way:

vcluster -clabelfile=<columns> -rlabelfile=<rows> -rclassfile=<classes> \

-clustfile=<cluster> <matrix> <count>

where matrix points to the file containing the matrix, count is the number of clusters to produce. In
addition columns specifies the file containing the list of column labels, each in a separate line; similarly,
rows refers to the set of document labels (words and document identifiers are encoded as mere consecutive
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columns and rows, their textual form is not present in the matrix at all). If we are interested also in
clustering quality, in a file named by classes we should tell the known cluster indices of documents (the
ith line corresponds to the document at the ith row of the matrix). Only matrix and count is strictly
required, indication of the other data is optional, but strongly advised, as they make the clustering report
much more understandable. Finally, clustfile specifies where should write the program the predicted
cluster indices, in the same format as for classes. Note that when vcluster recognizes a document as
an outlier, that is, very far from members of any established cluster, its index will be −1.

After clustering was successfully performed, a short report is written to the standard output. For
instance, when applied to the sports.mat demonstration data included in the CLUTO package, and
asking for seven clusters, the text below will be printed on the screen:

Matrix Information -----------------------------------------------------------

Name: sports.mat, #Rows: 8580, #Columns: 126373, #NonZeros: 1107980

Options ----------------------------------------------------------------------

CLMethod=RB, CRfun=I2, SimFun=Cosine, #Clusters: 7

RowModel=None, ColModel=IDF, GrModel=SY-DIR, NNbrs=40

Colprune=1.00, EdgePrune=-1.00, VtxPrune=-1.00, MinComponent=5

CSType=Best, AggloFrom=0, AggloCRFun=I2, NTrials=10, NIter=10

7-way clustering: [I2=2.12e+03] [8580 of 8580], Entropy: 0.200, Purity: 0.852

---------------------------------------------------------------------------------------

cid Size ISim ISdev ESim ESdev Entpy Purty | base bask foot hock boxi bicy golf

---------------------------------------------------------------------------------------

0 629 +0.106 +0.041 +0.022 +0.007 0.006 0.998 | 628 0 1 0 0 0 0

1 795 +0.102 +0.036 +0.018 +0.006 0.020 0.995 | 1 1 1 791 0 0 1

2 804 +0.092 +0.034 +0.020 +0.007 0.026 0.993 | 1 798 4 1 0 0 0

3 844 +0.095 +0.035 +0.023 +0.007 0.023 0.993 | 838 0 5 0 1 0 0

4 1724 +0.059 +0.026 +0.022 +0.007 0.016 0.996 | 1717 3 3 1 0 0 0

5 1943 +0.052 +0.018 +0.019 +0.005 0.020 0.994 | 8 2 1932 0 0 0 1

6 1841 +0.027 +0.009 +0.017 +0.006 0.864 0.329 | 219 606 400 16 121 145 334

Timing Information -----------------------------------------------------------

I/O: 0.996 sec

Clustering: 6.676 sec

Reporting: 0.164 sec

which first repeats the main characteristics of the input corpus (file name, number of documents and
features, count of non-zero items in the matrix), next it list the parameters and their values (such as
the clustering method in the very first entry). Clustering quality as a measure of entropy and purity
is displayed both for the whole clustering solution and for individual clusters. The “ISim” and “Esim”
columns show the average similarity between documents in the same cluster (internal) and in different
clusters (external), respectively.

A wide choice of selection algorithms are available, which can be specified by the “-clmethod” com-
mand line option, namely:

• repeated bisection (“rb”): in the beginning, there is a single cluster, containing all documents,
which is bisected. Next, one of the cluster is selected for further bisection and so on, until the
number of clusters reaches the required limit.

• direct formation (“direct”): the required number of clusters are formed simultaneously, without
any splitting or merging operations.

• agglomerative (“agglo”): initially, there exist as many clusters as documents, then in each subse-
quent step, two of them are merged, until the required cluster count is achieved.

• graph-based (“graph”): the set of documents is converted to a graph by connecting documents to
peers they are the most similar to, then the graph is split using min-cut graph partitioning.

Aside from the clustering method, we can specify the similarity function to be employed (scalar
product between the bag-of-words vectors representing the documents, Jaccard-coefficient, correlation-
coefficient, Euclidean distance), decide whether to normalize weights of words pertaining to the same
document, whether to remove columns having no influence on similarity etc. When clustering is per-
formed in an agglomerative manner, vcluster can be asked to store the cluster hierarchy either in a
machine readable format or as a graphical image depicting a tree, with document identifiers at its leaves.

1.3.5 Bow toolkit

The open source Bow toolkit [116] was developed by Andrew McCallum and his colleagues for performing
classification, clustering and retrieval of textual documents, utilizing various popular algorithms. During

40



my experiments I exploited only the classification component, called Rainbow, because for clustering, the
CLUTO package seemed more suitable due to the large size of the processed corpora. Rainbow consists
of two programs, rainbow performing the actual pre-processing and classification, and rainbow-stats,
which can be used to coerce the machine-readable result in a form humans are able to understand. Un-
fortunately documentation of the component is scarce, and the source code has relatively few comments
in it, so the following discussion tries to concentrate only on the most important points.

The rainbow program works in two stages. In the first, source documents are tokenized, stop-words
are removed, remaining words are indexed and their basic statistical properties (such as tf and idf ) are
computed. The program can accept its input in two formats: documents are placed either in a single file
(in separate lines) or in individual files, organized into folders. In the first case, lines have the structure:

<document-no> <class-no> <content>

where document-no is the document identifier, usually a positive integer; class-no represents the doc-
ument class (the toolkit assumes that documents have a single category assigned, thus unfortunately it
is unable to perform soft-classification, as described for instance in [195]). Finally, content, as its name
suggests, is simply the document content, of course with newline characters stripped. In the second case,
there is not any requirement against the format of the files containing the documents, but documents
assigned to the same category should be placed in the same folder.

The rainbow program is invoked as (the two variants correspond to the two cases mentioned above):

rainbow -d <model> --index-lines=<source>

rainbow -d <model> --index <source>/*

where source denotes the file or root folder containing the source documents or their folders. As the
result of execution, files carrying the internal representation of documents and their related statistics
will be stored in the folder specified as model, which should be specified on the command line when the
program is called in the future.

Actual classification is performed in the second stage, where rainbow should be invoked like:

rainbow -d <model> --test-set=<ratio> --test=<iterations> --method=<method>

where model tells in which folder are the files carrying the documents pre-processed in the previous stage
located, ratio determines the percentage of the documents to be used as a test set, iterations gives
the number of times the classification should be repeated, and finally method stands for the classification
method to be applied (the default is naive Bayes). If one does not want the members of the training and
test set to be chosen randomly, in place of ratio he/she can specify name of a file listing the identifiers
or filenames corresponding to test set documents, separated by any whitespace.

The classification method can be naivebayes (the popular naive Bayes algorithm, described in
Sect. 1.2.4), knn (which stands for the k-nearest neighbor), tfidf (method proposed by Rocchio, utiliz-
ing the cosine distance between tf × idf bag-of-words representation of documents), svm (support vector
machine), maxent (maximum entropy) or prind (probabilistic indexing, see e.g. [112]). Naive Bayes is
simple, fast and at the same time surprisingly efficient, thus I chose it in the overwhelming majority
of experiments, where performance of the given feature extraction method could be measured through
classification accuracy.

The output of rainbow is class predictions for each document in the test set, using the format:

<document-no> <class-no> <predict>:<probability> <predict>:<probability> ...

Here document-no indicates the document identifier, class-no its original category, and of course
predict the predicted categories, along with their probabilities (predictions are sorted by probability
field, in descending order). If the first predict value is equal to class-no, the classification was cor-
rect, otherwise it failed. Though one could easily achieve multi-label classification by considering all
predictions with probabilities above a threshold as assigned classes, it would introduce several additional
problems, therefore I will not delve into its discussion with greater detail.

The raw result of rainbow is not suitable for humans, as it does not show any overall accuracy
indicators. However, feeding it to the rainbow-stats program yields a succinct, expressive and readable
description, like that included below. In this example, classification was run over a subset of the 20
Newsgroups corpus [95], with 60% of documents as training, and executing two iterations.
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Trial 0

Correct: 1079 out of 1201 (89.84 percent accuracy)

- Confusion details, row is actual, column is predicted

classname 0 1 2 :total

0 talk.politics.guns 372 2 27 :401 92.77%

1 talk.politics.mideast 6 371 23 :400 92.75%

2 talk.politics.misc 44 20 336 :400 84.00%

Trial 1

Correct: 1086 out of 1201 (90.42 percent accuracy)

- Confusion details, row is actual, column is predicted

classname 0 1 2 :total

0 talk.politics.guns 377 2 22 :401 94.01%

1 talk.politics.mideast 6 371 23 :400 92.75%

2 talk.politics.misc 40 22 338 :400 84.50%

Percent_Accuracy average 90.13 stderr 0.21

The rainbow program offers several other options, some of which is dependent on the selected clas-
sification method, while others can be applied universally. Unfortunately, they are too numerous to be
discussed here, however, the most important ones are worth mentioning, even if only fleetingly – for
more detailed listing of features, see the official manual or the usage description printed by the program
itself if invoked with the --help option. The program is able to remove stopwords (the built-in list can
be expanded if necessary), stem words with the help of the classical Porter-algorithm, or skip HTML
tags if documents are web pages. In addition, infrequent words, short words, or words having a very low
information gain (see Sect. 1.1) can be ignored. The program can be run as a server, when documents
to be classified are sent to rainbow one at a time, through a socket opened at an arbitrary port.
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Chapter 2

Theoretic model for concept
hierarchy formation

In order to detect the most important concepts a given document is written about (for summarization,
classification clustering or any other information retrieval task), without using natural language com-
prehension, and relying only on statistical methods and shallow parsing, one first should conceive a
document model. The document model helps us (1) to identify various document characteristics which
can be exploited for the detection, but also (2) to show the limits of our selected approach. In addition
to proposing such a model, in this section I will discuss a variant of document retrieval, where traditional
indexing is augmented by concept hierarchy (composed by observing concept roles in each member of
the document collection) in order to improve accuracy.

2.1 Introduction

The enormous growth of the Internet and the widespread use of computer systems in general created very
large collections of electronic documents. Methods existing so far proved unable to handle the massive
amount of unstructured documents which, in addition, may cover a fairly wide range of topics. Natural
language understanding and knowledge representation systems are not sufficiently effective and accurate
to be of practical use and, on the other hand, common keyword based retrieval algorithms are unable to
discover even slightly complex semantics buried under the surface of words following each other.

In this chapter I will focus on document retrieval, that is, selecting documents from a document
collection which, considering a user formulated topic, are deemed as relevant. My aim is to find the middle
course between complete text understanding and mere collection of keywords in order to determine the
topic of each document – I achieve this by regarding documents not as individual entities, but as members
of a larger document collection. First, the limits of our capacity to uncover and describe document content
should be clearly understood, and in the light of this knowledge, a feasible goal established. Second, the
actual method to process documents and whole document collections should be constructed taking into
account the practical time and storage space restrictions. Third, the entire retrieval mechanism and the
way the user interacts with the system should be specified.

2.2 Task

There are several ways one can look for a given piece of information in a knowledge repository. We may
either pose questions (“Where is the nearest post office?”) or specify the topic we want to know more of
(“Tropical plants in South Africa”). The knowledge repository itself may be an unlimited set of World
Wide Web pages, images with captions, given number of plain text documents and so on. Finally, the
result can be displayed in multiple formats: list of document references, document extracts grouped by
location or topic, browsable category hierarchies etc. Now I make the following assumptions:

• The document collection is very large (possibly containing several million documents); however,
the number of members is known and each member document is accessible at any time.

• Documents are written in the same language for which a syntax parser exists; moreover, documents
may include simple formatting instructions (paragraph separator, title, emphasizing and so on).
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• Topics are sufficiently continuous and representative – for each document there are documents
covering similar topics and each topic is covered by general as well as by specific documents.

The consequence of the first point is that we cannot employ sophisticated natural language under-
standing methods, since we do not abound either in time or storage space – we must content ourselves
with performing only shallow syntax parsing (like in [10] and in [49]). Likewise, it is obviously out of the
question to examine all documents whenever a user submits a query — instead, a representative should
be produced for each document, which is a reliable substitute in the retrieval process. Representatives in
turn, although efficient with topic based document retrieval, do not facilitate question answering. As to
displaying results, because in most cases users refine or modify their queries according to the document
list returned by the retrieval process, the result set should constitute an integral part of the interaction.

Having outlined the desired retrieval system, let us examine what are the deficiencies of existing
keyword based search engines (see also [50]):

• Keyword (or term) extraction methods cannot recognize more complex concepts which are described
by more than one word, except when the word construct occurs always in the same form.

• They cannot detect the context of a keyword, thus many unrelated documents are included in the
result set (for example “boot” can be both a footwear and a computer initialization procedure).

• Documents are processed and evaluated as separate entities instead of taking into consideration
their environment, namely the whole document collection – thus unnecessarily losing valuable
information ([31] and [30] are two attempts to remedy this).

An ideal document representative may be constructed only when knowing the document, the query
submitted by the user and the other documents among which the current document has to be evaluated.
Since representatives are built only once, queries remain unknown; however, member documents hold a
so far unexploited potential: hence the importance of the last point.

2.3 Idea

The basic idea for the retrieval system proposed here is as follows. Since users want to retrieve documents
both related and relevant to a certain topic or concept, documents have to be broken down to concepts
as well. Thus representatives should be concept lists, only slightly more complicated than keyword lists
are in traditional methods. Owing to its central role, as much information has to be gathered about each
concept as possible, namely from two sources: one is “document–relative”, the other is “document—
absolute”. The relative knowledge describes what is the role of the concept in the document (document
model), while the absolute knowledge defines how the concept relates to other concepts encountered in
the whole document collection (concept structure model). Before the introduction of these two models
in the next section, the meaning and characteristics of concepts have to be expounded.

Concepts are anything a user may refer to in a query between possible Boolean operators – for the sake
of convenience and simplicity, from now on I assume that queries comprise a sole topic. E.g. “museum”,
“slowly rotating shaft” and “parts assembly procedure without employing electrical measurements” are
all valid concepts. Even “the first poem Poe wrote after the death of his wife which was published in a
major newspaper or magazine” would, at least theoretically, qualify as a concept. There are two factors
restricting concept complexity: ability of the syntax parser and lack of reasoning with appropriate knowl-
edge representation. This limitation arises because the same concept the user has formulated can appear
in many different forms in actual documents, and is not always contained in a single sentence. Besides,
the same concept may occur multiple times in a document, but again in various ways: abbreviated, as a
pronoun, in an altered grammatical structure and so on. As we specify increasingly complex concepts,
we are able to identify fewer and fewer occurrences ofit, gradually losing its context.

Therefore simplifications should be made at several points while relying on two principles: first, the
complexity we retain must be easily and accurately recognizable by the syntax parser, and second, the
complexity we relinquish must not impair our ability to distinguish documents.

• Since technical documents, which characterize the majority of document collections, usually de-
scribe static knowledge, the temporal dimension may be omitted with impunity, meaning that
verbs be stripped from all tense and modal also information. However, temporal relations can have
great importance, as topics like “modify settings after installation” and “modify settings before
installation” may differ considerably.
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• Verbs and participles should be treated as equal, because both serve the purpose of refining the
meaning of a noun or pronoun construct – and being consistent means that the same is also true
for objects. In short, the noun or pronoun kernel can be extended by other nouns (frequent in
scientific terminology, such as “voltage threshold”), adjectives, adverbs, verbs and objects.

• Words qualifying verbs (verb prefixes), words expressing relations between verbs and objects (ad-
verbs) or between dependent clauses (conjunctions) should be either ignored or incorporated in the
verb; otherwise the added complexity in concept representation overwhelms the entire document
retrieval process. Besides, grammatical constructs are generally highly redundant.

Of course, the concept formation procedures were only roughly outlined above and their actual
implementation significantly varies with different languages having different grammatical structures –
due to difficulties in parsing, additional simplifications may be needed. In the following, I treat concepts
at a much higher level and will differentiate only three classes of them: primary, auxiliary and composite.
Primary concepts have meaning in their own, such as “plate” or “fast revolution” but auxiliary concepts
do not, for example “cautiously” or “yellow”. Consequently, composite concepts are made of one or more
primary concepts and an arbitrary number of auxiliary concepts. Though at first glance it would seem
that the introduction of this classification is unnecessary, because of the presence of possibly imperfect
syntax parsing and certain post–processing methods, it will prove useful.

2.4 Document model

The document model describes how we can characterize a document using information obtained by shal-
low syntax parsing and recognition of certain formattings embedded in the text. In brief, the document
model defines what knowledge we have about a document during retrieval and this limits both the at-
tainable accuracy and the kind of interactive methods we provide to the user. Of course, the document
model is organized around concepts: it is a set of concepts having properties and relating to each other.

Let us now examine what information can we extract from a document (after appropriate pre-
processing steps, such as stemming, synonym replacement, omission of non-relevant words and so on):

• Document zones. Formatting might outline paragraphs, sections and chapters, which can improve
the discovery of concept contexts (see [90]). However, creating multilevel structures is not recom-
mended, due to the possible inaccuracy and small zone sizes.

• Concepts occurring in the text. Initially only primary and auxiliary concepts are recognized, then
grammatically connected concepts are merged into composite concepts while retaining the original
concepts. This way one concept may form part of another.

• Frequency of concepts. Unfortunately, frequency information is often misleading, since a crucial
concept may occur only once, while a non-significant one may be abundant. In addition, the same
concept may occur both in short and long form (“mirror with silver lining” and “mirror”).

• Concept emphasis. Emphasis arises from two sources: formatting and syntax. The first case is when
concepts are included in titles and captions or have special appearances (bold, italic, underlined,
etc). The second is when concepts have relevant or non-relevant position in a sentence (subject,
verb, adjective and so on) or are put between parentheses. This determines not only some sort of
priority, but also helps to recognize proper concept boundaries in uncertain situations.

• Concept proximity. Although closeness between concepts other than outright grammatical con-
nection has little information for us, it can aid in identifying concept contexts or even relations
between concepts. I differentiate between concepts occurring in the same zone, those being in the
same document and those connected grammatically (so a composite concept is made from them).

• Links. In web pages, a particular form of emphasis constitute concepts acting as passages to other
documents or document parts. Strangely, it can indicate both relevant and non-relevant concepts:
the first pointing to pages containing additional knowledge, the second to ones holding more detailed
information. Though a useful notation, I will not discuss it further due to its complexity.

After extracting elementary knowledge (or more precisely, measurements) from the document, now I
examine what properties and relationships can we infer from it:

• General document format and domain. If we have a dictionary listing what are the concepts
typical of certain document formats (such as brochure, memo, technical data) or of given domains
(for example computer science, architecture, art), comparing them with the concepts encountered
in a document roughly classify it. This needs extensive preparatory work, but in exchange it
substantially improves the accuracy of further processing.
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• Concept ranking. Based on frequency and emphasis, possibly taking into account relevance to the
document domain discovered in the previous step, importance of a concept in the document can be
estimated. Still, even if a concept is not merely a commonly used phrase (“consequence”, “in the
light of” etc), mostly it only relates to the document topic, but not defines it. Another situation
is when no dominant concept is found, because their ranking is too close to one another.

• Relation of a concept to other concepts. When some concepts are far more tightly connected to
the given concept than others (considering proximity, frequency of co–occurrence and ranking),
they are regarded as some sort of context. Context is useful not only in distinguishing different
meanings of the same concept (for the effect of multiple senses on retrieval, see [157]), but also in
extending and thus specializing the concept, making it characteristic of the document topic.

• Parts of a composite concept. A special variant of the above concept relationship is between a
composite concept and its parts, which is classified in four types:

1. The meaning of (supposedly primary) part and composite concept is the same, and the former
is merely an abbreviation of the latter, at least inside the given document. I suspect it if the
contexts of the two concepts are very similar.

2. The composite concept is a specialization of the part (“lever” and “steel lever”), or the part
is the extension in such a construct (“steel” and “steel lever”). I consider it if the extension
part is never encountered alone, but the general part is (and possibly the context of the latter
contains the context of the former).

3. The (supposedly auxiliary) part serves as a distinction but only in a local context, without
any general meaning (“let us assume that there are two levers, a yellow lever and a red lever”).
These sorts of distinctions are usually letters, numbers or adjectives.

4. The composite concept is accidental, it does not carry any relevant meaning, only a subset of
its parts do (“looking into a room full of mahogany furniture”). This situation occurs when
either ranking of the concept is very low, it is too complex or only small fractions of the
composite concept are encountered by themselves.

Correct recognition of the listed relations influences the concept structure model and may result
in the re-evaluation of ranking or even omission of certain concepts. The described circumstances
in which each type is likely are not exact conditions, and should be handled this way.

• Sub-topics. If the document is divided into zones and we examine which concepts appear in each,
further knowledge about concepts and their roles can be gained. I look for concepts correlated
with zones: those occurring in all zones and those limited to one or few, then try to find out the
relationship between them. Though omnipresent concepts may be relevant or unimportant, the
former is more probable if the more limited concepts are specializations of the widely used ones.

• Role of a concept in the document. Obviously, this is the single most important property of a
concept regarding the retrieval process, as it describes not only whether a concept is significant or
not, but also answers why it is or is not. Because determining concept role heavily relies on the
existence of a precise concept structure model, I postpone its discussion.

Now it is clear what information should be included in the document model, which I summarize below.
Each property may be subject to modification when the concept structure model becomes known, and
that in the light of these modifications, the entire document model might be re-evaluated.

• List of relevant concepts. All concepts uncovered by the syntax parser are included unless filtered
based on the recognized document domain. The properties below are stored for each concept.

• Rank. It specifies how much distinguishing power is attributed to the concept regarding the other
documents. The greater this number, the more probable is that the concept will be included in the
final document representative. Instead of rank values covering a wide range, I recommend a few
rank levels, since determining threshold values for future decisions becomes easier.

• Context. Virtually a list of other concepts, for each recording some measurement of its proximity
to the given concept, omitting concepts with very large distance; here, too, use of levels rather
than actual numeric values is advised. Although the frequency of co–occurrence (or the rank of
the relating concept) might be embedded into the distance, as being liable to possible change in
subsequent iterations, we should store it separately.

• Role. Though role does not influence whether a concept will be in the representative (because
rank determines that), it does specify how the concept will be employed in the retrieval process,
primarily when interaction with the user takes place. I will examine role later in more detail.
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2.5 Concept structure model

In the previous section, I discussed how concepts are mined and their properties determined from individ-
ual documents – a task that traditional methods carry out also more or less similarly. We could stop here
and, considering the collected data as descriptive enough, begin to construct document representatives.
However, these measurements can be not only improved to a great extent, but the selection of concepts
to be included in representatives also may be made more efficient regarding retrieval. Although we ex-
tracted as much information as possible about relations between concepts and a particular document,
relationships between concepts in the whole document collection remain unknown.

Strictly speaking, in an ideal case connections among concepts are part of the universal human
knowledge, and as such are immutable. Therefore it would seem natural that we build a large, machine
readable encyclopedia defining all aspects of concept relationships (similarity, contrast, analogy and
so on); this knowledge would be useful even when substituting for synonyms or conducting shallow
reasoning. However, for several reasons it is unfeasible:

• Counting all possible concepts (the majority of which would be technical terms), the number of
possible two-way relations is enormous; besides, not all connections between concepts are binary:
analogy involves four concepts (“leaves are the same for the branch as fingers are for the hand”).

• Technical terms are not always used in the same meaning, especially in evolving domains; sometimes
a well established but obsolete concept is reused in the same area. Often a new concept is introduced
in a small number of articles, but never takes hold and is replaced by another.

• Using a large static network of concepts in a collection where document topics are focused in a
relatively narrow domain frequently results in inaccurate retrieval, because even a slightly altered
context can mislead the discovery process into believing that the two concepts are different.

Building concept relationship knowledge (or, in other words, describing the concept structure model)
dynamically, based solely on members of the document collection, is clearly inaccurate. However, this
imprecision is somewhat counterbalanced by the decision that only a limited set of relations is represented
in the model and even these are handled as probabilities rather than facts. The concept structure model
defines three kinds of relations between concepts:

• Specialization, if a concept is a specialization (“bus” and “vehicle”), is a part of another concept
(“keyhole” and “lock”) or is understood in the domain of it (“CPU” and “computer”). The relation
may be of multiple strength levels, depending on whether it represents a direct (no intermediary
concept in the special-to-general chain) or indirect connection.

• Generalization: the same as specialization, but in the opposite direction. I distinguish it only for
convenient reference; no method exists which would recognize this relation only in one direction.

• Correlation, when two concepts either frequently or very rarely occur together. It usually means
that concepts are located in the same or rather dissimilar domains; very strong co-occurrence
signifies either a more complex concept or some sort of compulsory adjective. Here, too, a few levels
should be used to qualify connection, but indication of non-correlated concepts is unnecessary.

For each concept, a general frequency index is stored, recording in how many percentage of documents
the concept is encountered (similarly to idf , see [178]). Concepts with high index values are less relevant
in retrieval and therefore will be excluded from representatives, for they lack differentiating power.

One issue remained unresolved: how different meanings of a concept should be handled. A possible
solution is that we distinguish literal and actual concepts, the former referring to a given sequence
of letters, the latter to a particular meaning; thus relationships and general frequency indices can be
separated. still, even when we would be able to accurately determine how many different actual concepts
pertain to a given literal concept, we cannot identify which actual concept is present when the literal
concept is encountered in a document. A rule of thumb: if in a zone or in a document concepts seem
typical to a certain meaning, then all concepts contained there will be qualified as having that meaning.

Now let us see how can concept relationships and properties listed above be recognized based on
concept contexts. Of course, as document models influence the concept structure model, similarly also
the concept structure model affects values stored in document models. The strength of each relation
depends on three factors: rank and proximity of involved concepts, in addition to the number of cases
when the given context constellation is present.
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• If a concept has contexts forming a few groups, where members of a group are similar to each other
while significantly differing from concepts in other groups, the concept possibly has more than one
meaning. Context similarity is determined by how many percentages of concepts are common.

• If context of a concept always contains another concept, but the other concept is often encountered
alone, then it is likely that the former is a specialization of the latter. Because general concepts
commonly occur only a few times in the introductory sections of documents, their distance from
other concepts should be decreased, so that they are not left out from contexts.

• If contexts of two concepts are similar, we may suspect that they are specializations of the same
concept. Likewise, when only one concept from a certain group is present at a time in the context
of a primary concept, then it is probably a generalization of all group members. Due to the
initially large size of contexts, this case can be detected only in a later stage when the majority of
unimportant concepts have already been discarded.

• Correlation is computed directly from concept frequency data.

When both the document and concept structure models are available, the concept role in the document
can be determined. The following cases are distinguished along with some frequent clues for each:

• The concept is the document topic or is part of it. The concept should be among the most relevant
and dominant ones in at least one document zone, meaning that all other relevant concepts must be
centered on this one through specialization, generalization or co-occurrence. Role of the concept in
other documents does not influence our decision here, because all significant knowledge is contained
in the concept structure model.

• The concept is a generalization of the document topic. Now the concept is generalization of one
or more concepts included in the document topic and is encountered throughout the document in
a uniform manner even if it is scattered.

• The concept is a specialization of the document topic. As follows from the previous case, the
concept should be a specialization of a concept being a member of the document topic, usually
occurring only in a few zones. These specializations can be mere references, but if the document
structure is an overview, this might explain its place in the domain.

• The concept is a concomitant of the document topic. Now neither generalization nor specialization,
but rather the third relation, co-occurrence is present between the concept and some members of
document topic. The concept is present in the majority of document zones where the correlated
concept is encountered, though its rank is lower. For concepts having multiple meanings, the
co-occurring concept often yields an appropriate and terse definition of a particular meaning.

• The concept is merely referenced in the document. Here the concept has a low rank with the
only important question being whether it is related at all to the document topic or its domain in
general. If not, that may signal connection between two larger domains, which is then represented
as a slight correlation between the two concepts describing the domains.

2.6 Document retrieval

The document retrieval mechanism (see Fig. 2.1) consists of three stages: the query-independent off-
line stage, where the initial document models are built; the refinement stage, when document and
concept structure models are synchronized; and finally the query-dependent on-line stage, where the user
submitted queries are answered in an interactive fashion (described later) and user behavior is employed
to improve the accuracy of document models. The off-line stage includes the following pre-processing
steps before or during the shallow syntax parsing applied to mine concepts:

• Removing special punctuation, like quotation, dialogs, exclamations etc. in order to simplify the
task of syntax parsing; besides, incomplete and short sentences may be omitted. Taking into
account stylistic and modal information imposes an unjustified computational burden.

• Recognizing and replacing synonyms with a uniform word or expression; better yet, if we can
translate expressions into canonical codes looked up in a dictionary, then translation between
different languages becomes possible. However, since meaning is very context-dependent, this
processing can be carried out only partially.

• Simplifying grammatical constructs which includes word re-order and splitting complex sentences
into many simpler ones repeating certain sentence elements in each, if necessary.
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Figure 2.1: Overall architecture.

• Replacing pronouns with the corresponding noun or proper noun construct. Although in some
languages this task needs a sophisticated algorithm (and ambiguous cases should be left unresolved),
it is utterly important to discover as much occurrence of a concept as possible, as the more context
data available, the more precise the different models, improving retrieval performance.

The refinement stage may consists of multiple iterations, where at each iteration information gained
from document models are applied onto the concept structure model, which in turn affects values in
document models; processing ends when no relevant change is made in either model. The stage is
invoked at the initialization of the retrieval process itself, whenever a document is added to or removed
from the document collection, and when a user interaction occurs. Refinement can mean the following:

• Model value modifications. It occurs when a new relation is established among two concepts, or
when rank of a concept is increased. Causes and effects are presented in the next section.

• Concept removal. If a concept is detected as ubiquitous or, on the contrary, as too scarce and
unrelated to any other concept, discarding it simplifies and accelerates further processing. Still, the
concept list in a document model is not limited to concepts included in the document representative,
because future refinements may advance concepts into or withdraw them from it. Therefore,
particular caution is needed as to which concepts are lost for good.

• Concept addition. Recognition of the document domain or format means addition of the suitable
concept(s) to the document model. In addition, it is often useful to include generalized (up to that
describing the whole document collection, if it is found) or co-occurring concepts of representative
member concepts (as in query term extension, see [178]). However, they should be marked so
that when rank of the primary concept decreases placing it outside of the representative, these
complementary concepts are canceled.

• Concept generalization. There are some circumstances when replacing many specialized concepts
with one concept being a generalization of all of them improves performance, as more context
information can be extracted. I regard it as an alternate form of synonym replacement.

The on-line stage is executed each time a user submits a query. First, the query is processed similarly
to document pre–processing – but now only synonym replacement is employed and words not grammati-
cally connected to the core primary concept are discarded. This concept, called the initial concept, is the
starting point of an interactive session, where any additional query refinement is made through a series
of selections from presented options; from the point of view of user, he or she simply browses a concept
hierarchy. Conducting the session this way has two purposes: (1) the user always has an overview of all
possibilities, even when the domain is unknown for him or her, and (2) the retrieval process sees user
behavior in a larger context, hence exploiting it much more efficiently.

At each point in the on-line stage there is a so-called focus concept (at the beginning the initial
concept), around which the currently displayed document references and concepts are organized. Part
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Focus: land

Meaning #1:
Documents: Classification of agricultural areas (#9821)

Land usage characteristics (#1293)
Color patterns in satellite images (#3457)
Seasonal changes and observation (#3445)

Generalizations: Area, Object
Specializations: Residential area, Highway, Meadow, Corn field . . .
Related: Satellite, Image, Observation, Usage, Colour . . .

Meaning #2:
Documents: Automatic landing procedures (#2345)

Special-use aircrafts (#3439)
. . .

Figure 2.2: A sample query result page.

of a sample query result page is shown in Fig. 2.2. The following lists are presented for the user (each
item can be selected for further examination, meaning either a document or a renewed focus concept):

• When the focus concept is a single word having multiple meanings or an expression which might
be interpreted differently, the result (including every list mentioned below) is split accordingly.

• If the focus concept is narrow, list of documents whose topics (or representatives; relevant part of
document models) are similar to or the same as the focus concept; otherwise list of concepts which
occur in document topics beside the focus concept. When documents are categorized (e.g. based
on the author, department, location), grouping according to them should be performed.

• List of concepts which are different level generalizations of the focus concept; the user can extend
his or her search criteria selecting these concepts if the result contains no or only few references.

• List of concepts being immediate specializations of the focus concept. Although with the tools at
our disposal it is impossible to precisely build the concept structure model and, naturally, document
collections do not cover completely every nook of their domain, determining which concepts are
“sisters” in the hierarchy is utterly important. Not only because the amount of all specializations
can be overwhelming, but also to fully exploit advantages of the browsing approach.

• List of concepts co-occurring with the focus concept. When among the documents containing the
focus concept in their topics some are inhomogeneous (discussing more concepts with an equal
emphasis – comparisons, evaluations and so on), co-concepts should be included in the list. This
way connection between domains can be comprehended.

User behavior is restricted to selections during a session, since asking users to qualify results obviously
works only in an experimental setting, where a small amount of data is gathered. However, depending
on where the given selection is made, it is interpreted differently: choosing a co-occurring concept
strengthens correlation between the concept and focus concept, while selecting a document, on the other
hand, decreases slightly the rank of concepts forming topics of the other documents. We should take
user actions into consideration rather carefully, as they may originate in interest, ignorance or curiosity.

2.7 Algorithm

Instead of describing algorithms for document and concept structure model building and refinement, I
enumerate where the data might come from for making decisions, though what these decisions should be
remains an area of future experimentation. First I examine what relationships can be detected regarding
concepts; second, connection among the two models and user behavior is presented.

As mentioned previously, analyzing documents results in frequency and co-occurrence data for each
encountered concept. I inspect relations always between a single concept and other concepts, using:

• Analysis according to scope. I examine with which concepts a given concept often or rarely occurs
in the same grammatical structure, document zone, document or document collection (in other

50



words, in contexts of various strength). It should be remarked that correlation does not mean
simply “together” and “not together” measures, also more complex patterns exist, for instance “if
this concept is present, the other one occurs too, but not the other way around”. In addition,
not only binary correlation can be looked for – for example “concept A is encountered either with
concept B or concept C, but never with both”. Comparing the list of correlated concepts at each
scope level and at each element at the same scope level yields valuable information.

• Comparison of concept contexts. Given two concepts, I analyze that at different scope levels (as
mentioned above) and at various elements at the same scope level how much their contexts agree
or differ. This process involves far more comparisons (growing not linearly but rather exponen-
tially with the number of concepts) than the previous one, so preliminary concept elimination is
inevitable. Even complying with that, ternary or quaternary examination remains out of reach.

• Analysis of concept role. The most intricate process of all, here I compare how a given concept
is qualified (relying on observations from the above procedures) in contexts of concepts which are
members of the context of the given concept. Usually only the strongest context (concepts in the
same document zone or being high ranked) is worth examining, and even this for solely the most
relevant concepts. Since results may be very diverse, a sophisticated evaluation is required.

Connection between document models and the concept structure models is two directional, as implied
from the way synchronization between them is performed, as described in the previous section. Let us
consider first how document models affect the concept structure:

• Rank. When any kind of relationship is present between two high ranked concepts, because they
are qualified as discussed in detail in the given document, their connection in the concept structure
model also should be made stronger than relations between lower ranking concepts.

• Context. Pattern of context variation at various scope levels and in different elements (zones or
documents) determines the sort of relationship, which should be built in the concept structure
model between the two concepts.

• Role. Though role is document centric, it is only indirectly based on observations made while
constructing the document model, rather it originates from discovered knowledge in the concept
structure model. An advantage of this relative independence is that value fluctuations during
refinement iteration cycles affect role to a lesser degree.

Influence in the opposite direction is quite restricted due to the fact that the document model is and
should be closely related to the structure of individual documents. Concept rank is slightly, concept role
is more intensively linked to the concept structure model as follows:

• Generalization and specialization. If in the context of a concept we can find concepts being special-
izations or generalizations of it, that means an extensive and justified presence in the document,
therefore an increased rank. Concept role is established by looking at how relevant concepts are
connected to each other in terms to special-to-general.

• Correlation. When co-occurrence of two concepts is detected, usually one of them is less important
than the other and thus its presence in the document model does not carry significant information.
Similarly, if two concepts do not occur together, then in the hence rare case when one is encountered
in the context of the other, its rank should be lowered. The same is true for concept role.

• General frequency index. Unfortunately, frequent concepts may be as important or non–relevant
as scarce concepts; however, when we regard it along with a high ranked concept, rarity means a
possible distinctive power, and as such it implies an increased rank.

Influence of user actions to both models is straightforward, and does not need elaborate explanation.
However, it is important to note that since both selection and non-selection matters, a single user action
will not cause any model value modification. Moreover, as user actions in lists containing different
members cannot be compared, an enormous amount of recorded usage information is needed to securely
cover the majority of possible cases. Selection in lists describing other concepts relating to the focus
concept increases, while non–selection decreases the respective type of relationship between the two
concepts. On the other hand, when the list comprises document references, selection increases and non-
selection decreases ranks of all concepts included in the representative of the corresponding document.

Fig. 2.3 shows the parameters which should be taken into account during implementation (a plus sign
means that the given feature is recommended, while a minus sign means that it should be avoided).
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Feature Advantage Drawback
previous knowledge about document more accurate must be maintained and
formats, domain vocabulary, document model updated frequently (1)
concept structure (+)
deep syntax analysis (-) more accurate high computational cost (2)

document model
deep statistical analysis (+) more accurate concept very high computational

structure model cost, possibly contradictory
results

successive refinement of the more accurate retrieval risk of an instable concept
document models and the concept structure model
structure model (-)
heavy use of calculated concepts reduced storage size for the differentiating power of
(3) in representatives (-) document representatives representatives deteriorates
concepts have wide context in the more stable concept statistical analysis requires
document text (+) recognition more resources

Notes:

1. automatic thesaurus construction is an example for maintaining domain specific and lexical knowl-
edge without human intervention

2. experience in the area of information extraction shows that syntactic and semantic analysis does
not enhance precision significantly (see [56])

3. generalized and co-occurring concepts are added to the core concepts during retrieval, based on
the concept structure model

Figure 2.3: Implementation considerations.

As it can be seen from Fig. 2.3, the most important goal in my opinion is to improve the document
retrieval accuracy (precision and recall), even if it requires heavy computation during the off-line process-
ing stage. Owing to the comprehensive nature of the statistical analysis, documents cannot be processed
completely serially in this stage. This means that a large amount of descriptive information relating
to documents should be kept in memory, suggesting a distributed computing approach – however, the
memory need can be alleviated somewhat by aggressively reducing the number of considered concepts
before the concept structure model is built. Another possible solution is to start from a few well chosen
documents, then successively refine the concept structure model by including more and more documents
(a particular way of synchronizing the document and concept structure models). Although this method
requires less memory, the cost of multiple iterations can easily diminish that advantage.
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Chapter 3

Feature selection by concept
relationships

Thesis I: Document extraction based on simple statistical measurements. I have proved that
if the words forming the document extract are chosen not only based on traditional tf and idf values, but
also on other additional measurements which focus more heavily on the document-word relations, then
we can improve precision/recall of the selection of the most important words (through a neural network),
and also the quality of document clustering. See publications [1, 2, 3].

This chapter proposes a method in which (as an addition to existing systems) clustering accuracy can
be improved, compared to traditional techniques, without requiring any time-consuming or language-
dependent computation. That result is achieved by exploiting properties observed in the entire document
collection as opposed to individual documents, which may also be regarded as a construction of an
approximate concept network (measuring semantic distances). These properties are sufficiently simple
to avoid massive computations; however, they try to capture the most fundamental relationships between
words or concepts. Experiments performed on the Reuters-21578 corpus were evaluated using a set of
simple measurements estimating clustering efficiency, and in addition by the clustering tool CLUTO.
Results show a 5-10% improvement in clustering quality over traditional tf or tf × idf based clustering.

3.1 Introduction

Though natural language is suitable for human understanding, when the amount of information to be
processed is large, the cost of data categorization and selection by human beings is unbearably high.
However, algorithms performing sophisticated natural language analysis are either too computationally
intense or too restricted in their aptitude to be practically usable. Instead, we have to settle for inaccurate
but fast methods. In this chapter I focus on document retrieval, that is, finding the words/concepts
which most effectively represent a given document during categorization. Such a method should posses
the following qualities:

• selection of representative words/concepts should be fast;
• the amount of information stored about each document in order to facilitate word/concept selection

should be minimal;
• selected words/concepts should represent the original document during classification in an accurate

and effective way.

My idea is that documents should not be regarded as independent entities during the selection of
representative concepts, but rather as integral parts of the same collection. This “union” toward the
documents will be realized through a fairly primitive concept network describing general-specific and
co-occurrence relationships between words, relying on the results described in Chap. 2.

3.2 Employed corpus

The proposed method was tried out and evaluated against traditional techniques using the Reuters-
21578 corpus. Low-quality articles and category assignments were clearly marked as such in the corpus;
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however, not all documents and categories were suitable for processing. Categories containing fewer
than 10 or more than 200 articles were discarded, and only articles assigned to at least one category
and consisting of 50-300 words were kept. These steps were necessary to limit category and document
sizes to a reasonable range, thus providing a document collection of roughly homogeneous properties and
categories comparable to each other. Experiments thus included only 1833 documents.

As a pre-processing step, documents were parsed to isolate words, numbers, sentences and other
lexical formations (abbreviations, signs, type codes and so on), using WordNet for both stemming and
stop word removal, this latter slightly modified manually to suit the unique nature of the employed
corpus. Although there are more aggressive methods to automatically detect and remove redundant
words specific to the processed corpus (see e.g. [190]), I opted not to use them, instead relying entirely
on my algorithm, whose aim is to recognize irrelevant words, a broader objective. Similarly, WordNet
could have played a larger role, providing semantic information about words and word pairs, as was the
case in [148], for example. However, in order to make my method as language independent as possible, I
avoided the use of more advanced natural language processing techniques (such as measuring semantic
distance between words), which may not be available for every language.

Lexical elements had the following distribution: stop words: 48%, non-words: 8%, valid words: 44%.
Although fewer than half of all lexical elements encountered were kept for further analysis, the number

of words remained still relatively high at 206,526 (112.67 words for each document in average), providing
a sufficient amount of data for basic statistical analysis. Out of the 1,833 documents, 440 had more than
one category assigned to them, resulting in slightly overlapping categorization.

The fact that experiments were carried out on documents written in English does not mean that
results does not apply to other languages as well. It will be clear from the detailed description of the
proposed method that I carefully avoided language specific processing. Another concern is the particular
nature of the documents – one might wonder whether my method would behave the same way when
applied not to relatively short news articles but instead to lengthy technical documents, for example.
But longer texts containing fewer unique proper names and more occurrences of the same terms would
strengthen performance, as the document model would be based on a more solid foundation.

3.3 Document model

To simplify and speed-up further analysis, the document collection is replaced by four measurement sets,
called the document model, which are summarized in the table below (frequency-based feature extraction
approaches were followed also by [5] and [38], among others, although in different frameworks):

global frequency global context
frequency local frequency local context frequency

First, let us define the concept of “context”: context of a given word having a specified location in
a document is the set of words occurring near that word, in the same sentence. More precisely, context
consists of the preceding and subsequent R words (if they exist), where R denotes the so-called context
range. However, because handling word-sets is tedious and uncomfortable in practical data processing
applications, instead, I will employ word-pairs, where the second word is present in the context of the
first one – thus the context of a given word with R = 3 translates to at most six word-pairs.

Note that word pairs are not bigrams (see e.g. [49]), as the constituting words are not necessarily
adjacent and the pair itself is not always of high frequency. (If the scope of documents in the corpus
was more restricted, thus carrying a more limited vocabulary and set of phrases, the use of such “loose”
N -grams (where N > 2) would have seemed reasonable.) By allowing intervening words between the
two members of a word pair, we make possible the inclusion of more general concepts in the document
model, such as “performance analysis”, which might not occur as a direct technical term in the document,
but rather as scattered words in the sentence: “we should analyze the overall system performance”. A
disadvantage of this approach is the introduction of non-related words as pairs (“overall system” in our
example), but their frequency will be sufficiently low to exclude them from further processing. Finally,
of course word-pairs are formed only after document pre-processing has taken place (described in the
prior section), and thus stop words do not participate in contexts, not limiting its scope.

Names of the four measurement sets allude to their function: global data describe the entire collection
and local data correspond to a given document; likewise, context frequencies pertain to word-pairs while
regular frequencies characterize individual words. They are different aspects of the same phenomenon.
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Now let us introduce the document model. The most extensive and detailed one of the four measure-
ment sets is the local context frequency, specifying the number of times a word-pair occurs in a document
(a similar approach is presented in [115]). Two remarks should be made. First, if a word occurs in the
context of itself, the resulting word-pair is ignored since it does not carry valuable information. Second,
there is symmetry between word-pairs, since the existence of a word-pair A–B implies the presence of
B–A; still, due to the fact that a word occurring multiple times in context of an other word generates
only one word-pair “instance”, their associated frequencies would not be necessarily the same. Consider
the following theoretical word sequence:

abcbd

Here the pair b–c occurs twice, while its counterpart, c–b, does only once, because the two bs in the
context of c are not distinguished from each other, thus resulting in a single word-pair – as opposed to b–c,
which means two contexts of b, containing the same instance of c. A possible and also reasonable solution
is to assign the minimum of these two frequencies to both word-pairs, hence making them equivalent.

The higher the local context frequency, the closer is the (possibly conceptual) relation between the
two words forming the pair. When the context range is zero, word-pairs are limited to adjacent words,
while larger ranges help the recognition of more implicit concepts, but only in exchange for blurring
word locality and for increased storage need – though the latter increases only linearly with R in the
worst case. I set R to 3 during the experiments measuring the performance of the proposed methods
(described later), a sufficiently large value to cover all valuable concepts.

As its name tells, global context frequency is simply the sum of its local counterpart across the entire
document collection; that is, it specifies how many times a given word-pair occurs in any document.
Word co-occurrence is more reliably indicated by a high global context frequency, but only with the
reservation that large individual documents may have a distorting effect.

As opposed to context frequencies, local and global frequencies merely record the number a given
word occurs in a document (the same as tf ) or in any document located in the collection, respectively.
The local frequency of a word A cannot be exactly calculated by summing all local context frequencies
involving A in the given document, as I ignored multiple occurrences in the same context.

To prevent disproportionate influence of extremely frequent words or large documents on frequency
data, they should be normalized, thus the formulae used to calculate the various measurements were:

Global frequency: F ′w = FwP
w∗ Fw∗

Global context frequency: C ′w1w2
= Cw1w2√

Fw1Fw2

Local frequency: L′wd = LwdP
d∗ Lwd∗

Local context frequency: D′w1w2d
= Dw1w2d√

Lw1dLw2d
,

where X ′ means the normalized value of measurement X, while w, w∗, d and d∗ designate words and
documents, respectively (in case of global and local frequencies, the sum in the denominator is performed
over all words or documents in the collection). It may seem unconventional that local frequency is
normalized by the sum of local frequencies of the given word across the whole document collection, and
not by the sum of local frequencies of words present in the given document. The explanation is that I
regard local frequency more as the property of words than as of documents.

The four document model components listed above describe both the document collection and its
members in sufficient detail for my subsequent analysis, yet considerably reduce the required storage
(inclusion of another data would also be possible, see for instance [57]; for a more semantic-focused
approach refer to [19]). Assuming a context range of 3, for the 1,833 documents, this means the following:

global frequency: 10,877 words;
global context frequency: 332,976 word-pairs;
local frequency: 137,635 words;
local context frequency: 549,926 word-pairs.

Compared to the traditional indexing technique, where for each word references to the documents
it occurs in are recorded, this model yields far more data. In our case, indexing would require 148,512
storage cells (sum of global and local frequencies) versus the 1,031,414 cells mandated by the document
model, a 694% increase! (Frequency values, word and document references were treated as a single cell.)
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Obviously, this is untenable. Hence we remove all data elements which do not have analysis value; in
practice, this means that words or word-pairs occurring only once in the processed subset of the collection
(that is, in the 1,833 selected documents) are omitted from both local and global measurement sets. The
required storage capacity for each measurement set is now:

global frequency: 7,047 words; (64%);
global context frequency: 88,298 word-pairs; (26%);
local frequency: 133,805 words (97%);
local context frequency: 295,102 word-pairs (53%).

The percentage values show the decrease to the previous value. The total amount of storage cells is
now 524,252 (50%), still larger than that required for traditional indexing (198%), but not by much.

3.4 Selecting concepts

After the document model has been built, the words (or concepts) typical of each document must be se-
lected, which will represent these documents during the retrieval process. Representative words play two
distinct roles: some of them determine the category the document pertains to, while others distinguish
it from other documents in the same category. Obviously, a specific word can be a “differentiator” when
there are few categories, but might be a category “designator” when the number of categories is larger.

Here the primary concern is category “designators”, so the question is: Which concepts are charac-
teristic of a document? Which words are central to its content? A reasonable answer is that concepts
being the most interwoven with the fabric of the document, that is, those most tightly coupled with the
other words present, regarding various concept relationships.

The key in the above statement is “concept relationships”, which derives either from meaning (general-
specific, part-whole etc.) or from language usage (multiword technical term, idiom etc). Relations also
have strength: the general-specific connection between “furniture” and “table” is clearly stronger than
between “object” and “table”, as the latter goes through more intermediate concepts (e.g. “furniture”).

When we examine how strongly a specific word relates to other words mentioned in the same docu-
ment, there are several factors which may or may not be taken into account:

• number of words with which the given word has any relationship;
• average or accumulated strength of these relationships;
• evenness of these relationship strengths (measured by standard deviation);
• completeness of relationships1;
• type of relationship (e.g. a general-specific relation may be more valuable than a phrase connection).

Selecting representative words is not enough, we should evaluate how this selection performs against
categorization (and not direct retrieval, since I said I will focus on category indicators). The evaluation
was performed in two parts: (1) I calculated the value of six measurements characterizing how well the
representative words would help document clustering; and (2) I actually clustered the documents based
solely on the representative words using CLUTO.

The evaluation measurements were category-based, and hence had to be averaged across categories
after they were computed – a plus sign indicates that the corresponding measurement value should be
as high as possible for a high-quality clustering, the minus sign that it should be as low as possible.

• Vocabulary-based measurements (the most rough):
– number of different words present in documents pertaining to C (width, +)

– number of different words present in documents pertaining to C which also occur in documents
assigned to other categories (overlap, −)

1Assume that there is a relationship chain w1–w2–...–wn of the same type (for instance from “object” to “furniture” to
“table”), and that words w1 and wn occur in the document in question. Completeness is then defined as the percentage
of words w2, w3, ..., wn−1 also present in the document. Obviously, this definition is valid only for general-specific and
part-whole relationships; in case of a multi-word term w1–w2, completeness may mean the percentage of words from the
domain described by w1 and w2 also occurring in pair with either w1 or w2.
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• Distribution-based measurements:
– for the different words present in documents pertaining to C, average percentage of these same

documents containing them (coherence, +)

– for the different words present in documents pertaining to C, sum of the number of documents
assigned to other categories containing each word, normalized by the number of different words
occurring in C (blur, −)

• Similarity-based measurements (the most sophisticated):
– maximal distance2 between any two different documents in C (diameter, +)

– maximal similarity3 between a document pertaining to C and an other assigned to another
category (separation, +); no document is compared to itself, even when it is assigned to more
than one category.

Here C designates the category we want to measure; if a document pertains to multiple categories,
the document will be involved when computing the quality measurements of each category. I could
have adopted measurements employed in the information retrieval community, such as precision-recall or
entropy-purity. However, the measurements presented above seemed more appropriate for the task, as
they are easy to compute, and they characterize several aspects of the attainable categorization precision.

3.5 Selection methods

One thinks that the best way to generate relationships and compute their strength would be to employ
a rich thesaurus database, such as WordNet (see [161] for its application to improve document classifi-
cation). However, for the 1,833 documents processed, the percentage of word-pairs for which a direct
WordNet-defined hypernymy or hyponymy relation exists is about 0.45% – far too low to yield a sufficient
number of representative word candidates. The likely cause is partly the high number of proper names
in the news articles comprising the collection, partly their terse and stylistically rich wording.

Instead, we have to approximate concept relationships using the document model computed from word
and word pair occurrence counts; in order to make the four measurements constituting the document
model comparable to each other, I scaled them to the [0, 1] interval: global frequency data globally, while
local frequency data in each document. Note that this second normalization was performed independently
of the first one (as described in 3.3), their objective was entirely different.

I tried out five different approaches to estimate which words are the most central to the topic of
individual documents, and therefore the most suitable to represent documents during clustering. In each
case I heuristically constructed a formula to grasp the essence of the given approach, then used this
formula to compute the rank of words present in a document. Higher values mean better (and smaller)
rank for the word; when the formula gives the same value for two different words, they naturally receive
the same rank, but in exchange no word will be assigned to the next rank.

In the first approach, simple selection, I selected or rejected a word as representative of the document
based on how many relations it formed with the other words occurring in the same document:

rwd = |Swd|, (3.1)

where rwd stands for the score of word w in document d (on which word ranking will be based), Swd
denotes the set of words in relationship with word w in document d, and || means the set size.

In weighted selection, the second approach, I did not focus on the number of relationships, but rather
on their strength: it was assumed that words conceptually connected to a large number of other words
in the document with weak relations would be more effective representatives than words with stronger
relationships (presumably the attribute of common usage words). The employed formula was:

rwd =
∑

w∗∈Swd

1
D′ww∗d

, (3.2)

where w∗ is a word in relation with word w, and D is local context frequency, as was defined previously.
In the third case, evenness selection, words whose relationships with the other words in a given

document have approximately the same strength (and at the same time are weak) are preferred to words

2Distance between two documents is calculated as the number of different words present in only one of them
3Similarity is the opposite of distance: we define it as the number of different words present in both documents
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with relations of widely varying intensity. The idea was that if a word is discussed in a detailed manner,
presenting all its aspects in a wide range of contexts, it should be central to the document topic. The
applied formula was as written below:

rwd = eDevw∗∈Sw (D′ww∗d) min
w∗∈Sw

D′ww∗d, (3.3)

where Dev denotes standard deviation; all other notations are the same as before.
The fourth method, combined selection, merged the three formulae introduced so far – thus the

computation of word rank is slightly different than previously: we now use directly the ranks associated
with the selection formulae, and not the formulae themselves. Assuming that the best rank is 0:

rwd = −max
{
s1;

s2
3

;
s3
6

}
, (3.4)

where s1, s2 and s3 are the ranks word w received from simple, weighted and evenness selections,
respectively; their maximal value is taken, so that only words equally excelling in all three aspects get
attention. The negation is necessary since now a value closer to zero means a word more suitable as a
document representative; s2 and s3 are divided by 3 and 6, respectively, to reflect their lesser role.

Finally, balanced selection takes all measurements available into consideration about a relationship,
preferring locally frequent but globally rare words (characteristic of the examined document) having a
weak relation with locally and globally rare words (too specific to represent the document topic):

rwd = L′w
1

1 + lnF ′−1
w

∑
w∗∈Swd

(
1

D′ww∗d

1
L′w∗

1
1 + lnF ′−1

w∗

)
. (3.5)

I took the logarithm of global measurements, as the distribution of their values strongly tends to zero
(addition of 1 is necessary to avoid division by zero, when w or w∗ is the most frequent word globally).

To compare the performance of these selections to traditional tf and tf × idf methods, the following
two additional ranking formulae had to be introduced:

rTF
wd = L′wd, rIDF

wd = L′wd log
N

Pw
, (3.6)

where N is the number of documents in the collection, Pw is the number of documents carrying word w.
Note that in each presented approach I estimated concept relationships and their strength by various

frequency data, and did not take more sophisticated properties mentioned in Sect. 3.4 into account,
such as relation type and completeness. However, doing so would have entailed a heavy computational
burden, and thus would have made the proposed method impracticable in real-word retrieval situations.

3.6 Results

Execution and evaluation of the different word selection methods – described in Sect. 3.5 – were carried
out with parameters varying along two dimensions. The first parameter determined whether overlapping
categories were allowed or not; that is, either all 1,833 documents (from 49 different categories) or
only 1,354 documents (from 31 categories) were involved in the experiments. Because the document
clustering software could not handle documents pertaining to more than one category, in the first case
the category assignment of these documents was reduced to the largest category (those containing the
most documents), leaving 39 categories.

The second parameter specified how many words were kept as representatives from each document,
or more precisely, what was their maximal allowed rank; the experiments were carried out with maximal
ranks of 0, 1, 2, 3, 4 and 9. It was possible that multiple words received the same rank, so the actual
number of representatives – called the selection depth – often exceeded the specified word count.

In order to see how far the traditional and proposed methods fall from an ideal selection method, the
concept of optimal selection was introduced: here documents were represented by one or more special
words, each corresponding to a category assigned to the given document. Due to its particular nature,
selection depth could not be controlled, so when I allowed overlapping categories, optimal selection chose
1.424 words in average for a document, otherwise each was represented by exactly one word.

Now let us see the actual results for the various selections along the above mentioned dimensions, both
through the six measurements characterizing selection quality (detailed in Sect. 3.4) and the entropy-
purity value computed by CLUTO after clustering the documents using solely their representative words.
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Table 3.1: Results of tf -based selection.

Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 43.04 34.22 5.13 9.61 4.53 1.92 0 334 0.609
1 78.31 64.00 5.50 13.90 8.10 2.90 0.376 0.560
2 114.67 96.71 5.67 17.81 12.18 4.18 0.410 0.519
3 151.51 129.90 5.85 21.25 16.14 6.02 0.444 0.493
4 187.67 162.33 6.00 23.60 19.98 7.98 0.482 0.458
9 396.35 358.02 6.18 35.75 52.33 16.71 0.535 0.386

0 34.10 18.58 6.35 5.30 4.48 1.45 0.272 0.702
1 63.87 37.61 6.45 8.12 8.32 2.23 0.317 0.657
2 94.06 61.23 6.55 11.14 10.87 2.97 0.362 0.610
3 125.77 86.16 6.70 13.53 14.84 3.71 0.412 0.566
4 155.97 109.84 6.75 15.96 18.35 5.10 0.462 0.490
9 358.87 289.03 6.79 25.75 54.13 11.97 0.520 0.436

Table 3.2: Results of tf × idf -based selection.

Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 39.80 25.51 4.57 1.94 1.76 1.04 0.677 0.286
1 72.45 49.67 4.76 2.76 2.84 2.08 0.529 0.378
2 104.76 74.69 4.85 3.57 4.04 2.73 0.495 0.414
3 135.41 100.76 4.96 4.61 5.71 3.37 0.475 0.448
4 166.59 125.98 4.99 5.38 6.98 4.18 0.435 0.482
9 317.59 264.86 5.16 8.35 12.06 8.41 0.390 0.542

0 31.16 7.37 5.33 0.64 1.61 1.07 0.683 0.321
1 57.19 17.97 5.77 1.21 2.71 1.23 0.532 0.395
2 83.10 30.26 5.74 1.60 4.16 1.55 0.493 0.430
3 107.81 46.13 5.79 2.15 5.06 2.06 0.441 0.509
4 133.32 60.58 5.75 2.62 6.52 2.52 0.408 0.538
9 261.55 160.90 5.72 4.62 12.13 4.45 0.336 0.629

Tables 3.1 and 3.2 show the performance of selection based on tf and tf × idf , while Tables 3.3-3.8
contain results achieved by the proposed methods. The upper rows refer to the case when overlapping
categories were allowed, while lower rows contain values measured when only single-category documents
were processed. The first column show the maximal rank value allowed for the given selection.

Table 3.8 lists measured selection depths, in the same format as the previous tables; as it can be seen,
the method where depth follows the allowed maximal rank the most closely is the balanced selection –
in other words, there is the lowest of the probability of two words receiving the same rank.

Because depth heavily influences clustering quality (more words represent the document better),
the different methods cannot be compared properly, unless we can bring measurement values in a way
to a common selection depth point. Fortunately, the six evaluation measurements give values growing
linearly with depth, while entropy and purity values given by CLUTO follow a logarithmic curve, therefore
interpolation is easy. Fig. 3.1 shows the evaluation measurements and Fig. 3.2 compares clustering quality
values, approximated at depth 10. Fig. 3.2 includes results for both optimal selection (note that its depth
is 1.424 for overlapping categories and for single-category documents) and full text categorization (see
bars with label “full”), when clustering was performed using all words in the documents.

Fig. 3.1 and 3.2 illustrate that clustering can be performed with more accuracy when processing
single-category documents than when we allow overlapping categories; the only measurement which does
not reflect this is diameter, possibly because vocabulary of documents belonging to the same category
differ as much as those assigned to two different categories (although frequency of differing words may
be higher in the latter case).

When considering entropy and purity as sole indicators of clustering efficiency, simple and com-
bined selections emerge as the best approaches, performing 5-10% better than traditional tf and tf ×
idf methods, even coming close to levels produced by full text categorization, though the number of
representative words is seven times less.

However, the picture painted by the six evaluation measurements is not so unambiguous since simple
and combined selections do not show clear superiority in every aspect. This might be attributed partly
to the sophisticated interplay between the various phenomena observed by these measurements – for

59



Table 3.3: Results of simple selection.

Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 29.63 25.96 6.04 17.32 4.31 1.49 0.526 0.380
1 57.47 51.37 6.27 24.59 6.27 2.73 0.471 0.460
2 84.08 76.27 6.32 28.42 8.78 3.61 0.427 0.520
3 111.27 101.31 6.49 31.68 10.94 4.96 0.392 0.542
4 139.80 127.80 6.52 34.65 13.61 6.16 0.366 0.574
9 252.82 233.67 7.00 46.35 23.41 12.10 0.315 0.631

0 23.45 16.32 7.09 10.38 4.00 1.23 0.521 0.441
1 48.10 36.52 7.18 15.82 6.55 2.32 0.455 0.519
2 70.29 55.52 7.23 18.66 9.06 3.00 0.395 0.580
3 93.58 74.68 7.31 21.72 11.32 3.45 0.353 0.622
4 118.81 95.58 7.32 24.01 13.81 4.03 0.337 0.636
9 222.00 185.42 7.71 32.75 23.32 7.84 0.282 0.682

Table 3.4: Results of weighed selection.

Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 23.86 20.49 5.99 15.44 1.16 1.00 0.577 0.392
1 44.73 39.55 6.22 22.17 2.55 2.00 0.490 0.433
2 65.22 58.65 6.40 25.38 3.80 2.84 0.444 0.497
3 85.82 77.90 6.49 28.18 4.92 3.61 0.430 0.511
4 103.86 94.27 6.70 30.77 6.10 4.45 0.390 0.548
9 197.24 181.71 6.92 39.75 13.06 8.63 0.351 0.589

0 18.45 12.10 7.05 8.77 1.16 1.00 0.564 0.457
1 35.16 24.97 7.40 13.60 2.48 1.90 0.486 0.462
2 52.68 39.84 7.48 16.65 3.81 2.42 0.407 0.570
3 69.61 54.13 7.44 18.79 5.06 2.94 0.377 0.598
4 86.45 68.10 7.53 20.34 6.23 3.29 0.352 0.623
9 171.13 140.74 7.62 27.54 13.61 5.71 0.290 0.687

instance, if we choose very specific and rare words from documents, separation and blur improves while
coherence, along with width, will deteriorate; similarly, choosing common, globally high frequency word
leads to good coherence but inferior blur.

In the end the particular document retrieval scenario will determine which method produces the best
results. If keywords characteristic to a given document have to be selected (where separation and blur
are the most important indicators), we would employ tf -based selection; for topic identification (where
coherence and diameter seem to capture the requirements) balanced selection is recommended.

3.7 Conclusion

The goal of document representatives is twofold: first, their rank values may be a reliable indicator of
word relevance in a specific document; and second, by replacing documents with the set of representative
words during categorization, the computational effort (in addition to required storage) can be significantly
reduced (for an alternative approach, see for example [83]). Of course, categorizing documents will always
be more accurate when processing all words present in the document, but in some situations (for instance
when analyzing Word-Wide-Web pages as opposed to short abstracts) the reduced quality is acceptable
in return for an increased throughput.

In this chapter I introduced several methods for selecting words used as document representatives
during categorization and clustering, and also various metrics to evaluate them. Results showed that
document reduction made categories easier to recognize, but on the other hand, in practical document
clustering situations, clustering quality can be improved by 5-10% (measured by entropy and purity)
as compared to traditional methods which select words based on term frequency and inverse document
frequency. However, the word selection approach suitable for clustering might not be optimal for other
document retrieval situations, for instance, when looking for keywords typical of a given document.

Although my experiments were performed on a corpus comprising rather short, English-language
documents, and because the proposed methods do not exploit features dependent on either language (such
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Table 3.5: Results of evenness selection.
Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 31.63 25.98 5.04 9.20 2.16 1.00 0.632 0.336
1 55.35 47.43 5.31 13.64 3.08 2.00 0.524 0.403
2 80.63 70.22 5.58 17.12 5.69 2.76 0.485 0.461
3 103.47 92.31 5.74 20.63 7.10 3.53 0.453 0.483
4 126.18 113.37 5.90 23.13 8.67 4.24 0.430 0.504
9 230.86 211.90 6.35 32.65 17.16 8.37 0.356 0.579

0 25.29 14.74 5.97 5.08 2.29 1.00 0.641 0.363
1 44.32 29.52 6.29 8.42 3.23 1.90 0.511 0.454
2 66.03 46.55 6.44 10.61 6.10 2.32 0.466 0.507
3 85.10 63.71 6.60 13.23 7.03 2.84 0.423 0.543
4 104.61 79.97 6.69 15.00 8.87 3.16 0.383 0.592
9 198.81 162.26 6.95 22.29 18.16 5.19 0.328 0.629

Table 3.6: Results of combined selection.
Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 24.59 21.18 6.02 16.08 2.06 1.00 0.571 0.387
1 49.57 44.59 6.32 23.88 4.55 2.55 0.480 0.446
2 74.57 67.47 6.44 27.94 6.67 3.24 0.431 0.517
3 100.82 91.71 6.57 30.73 8.78 4.57 0.398 0.544
4 129.45 117.98 6.57 33.90 11.82 5.82 0.372 0.573
9 247.53 228.82 6.98 45.41 22.84 11.82 0.336 0.609

0 19.58 13.10 6.87 9.38 2.10 1.00 0.555 0.444
1 40.10 30.16 7.44 15.31 4.39 1.97 0.449 0.519
2 61.68 47.87 7.30 18.13 6.74 2.61 0.395 0.586
3 83.39 65.74 7.41 21.13 8.74 3.19 0.366 0.608
4 110.00 88.26 7.36 23.06 12.19 3.97 0.331 0.637
9 216.77 181.13 7.70 32.04 22.94 7.84 0.286 0.687

Table 3.7: Results of balanced selection.
Width Overlap Coher. Blur Diamet. Separat. Entr. Purity

0 23.04 20.65 6.18 24.40 1.04 1.00 0.603 0.364
1 42.14 38.29 6.58 31.11 2.12 2.00 0.517 0.411
2 60.41 55.61 6.66 36.52 3.24 2.90 0.466 0.466
3 78.49 72.76 6.78 39.02 4.14 3.65 0.427 0.504
4 96.04 89.63 6.93 41.84 5.37 4.55 0.395 0.543
9 173.84 162.80 7.50 55.08 10.37 8.57 0.347 0.587

0 18.16 13.32 7.45 15.81 1.06 1.00 0.598 0.421
1 33.77 26.23 7.69 22.59 2.06 1.97 0.514 0.432
2 48.58 39.19 8.01 26.30 3.13 2.55 0.445 0.526
3 63.55 52.42 8.09 28.35 4.10 2.94 0.384 0.584
4 78.77 66.23 8.12 30.00 5.19 3.39 0.356 0.609
9 149.29 127.74 8.37 40.53 10.23 6.06 0.291 0.688

Table 3.8: Selection depth.

tf tf × idf Simple Weight. Evenn. Combin. Balanc.

0 1.47 1.03 1.25 1.00 1.04 1.04 1.00
1 2.90 2.03 2.61 2.01 2.03 2.28 2.00
2 4.42 3.05 3.89 3.03 3.11 3.50 3.00
3 6.05 4.05 5.26 4.04 4.15 4.79 4.00
4 7.69 5.09 6.76 5.06 5.20 6.29 5.01
9 18.20 10.17 13.61 10.24 10.52 13.24 10.01

0 1.47 1.03 1.24 1.00 1.05 1.05 1.00
1 2.91 2.03 2.61 2.01 2.04 2.28 2.00
2 4.44 3.05 3.93 3.03 3.12 3.52 3.00
3 6.05 4.05 5.28 4.05 4.15 4.78 4.00
4 7.68 5.09 6.80 5.06 5.21 6.30 5.01
9 18.70 10.17 13.68 10.27 10.58 13.31 10.01
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Figure 3.1: Measurement values at selection depth 10. White and grey bars show data measured when
overlapping categories were allowed or not, respectively.

Figure 3.2: Clustering quality values at selection depth 10. White and grey bars show data measured
when overlapping categories were allowed or not, respectively.

as deep syntactic parsing) or document format (for example recognition of document structure, including
sections and paragraphs), their results can be applied to other languages and document collections as
well, only the context range, denoted by R, may need adjustment.
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Chapter 4

Feature selection by sentence
analysis

Thesis II: Document extraction based on the estimated importance of sentences. I have
proved that if sentences of a document are characterized by various measurements representing the im-
portance of the words inside the sentences and the similarity between the sentences, then we train a
backpropagated neural network to select the most important sentence from the document, then selection
accuracy will be higher than if we used tf × idf as sentence features. See publication [4].

In this chapter I will discuss a novel document size reduction method that selects characteristic sentences
by recognizing fundamental semantic structures. With the help of document size reduction, document
clustering processes less information, while also avoids misleading content. Sentence selection is carried
out in two steps. First, a graph representing fundamental sentence relationships, measured by the number
of common words, is constructed. Second, various statistical properties of this graph is computed and
fed to a backpropagated neural network, which then chooses a small fraction of sentences deemed to
be relevant. Preliminary experiments over the Reuters-21578 news corpus proved that selection of lead
sentences (which summarize each news article) can be more reliably performed based on the sentence
relationship graph than on the traditional tf and tf × idf measurements. Experiments showed that the
presented method can substitute tf and tf × idf for document clustering.

4.1 Introduction

Clustering groups documents about similar topics together, usually by defining some sort of document-
pair similarity based on the statistical analysis of terms and their frequency of occurrence inside docu-
ments [170, 143]. Clustering the full text of documents however takes considerable time while words not
pertaining strictly to the document topic will have an adverse effect on clustering precision. Therefore
size of documents should be reduced, keeping only those content fragments which are the most rele-
vant to the main document theme. This can be crucial in situations where on-the-fly clustering of a
large number of documents is required, such as in Scatter/Gather [37, 36], where the user traverses a
dynamically constructed table of contents of the entire document collection.

Aside from document clustering, document size reduction can benefit and thus be employed as a
pre-processing step to latent semantic indexing [25, 98], where a large amount of data (usual in web
information retrieval scenarios) can seriously reduce performance or even question the feasibility of the
method in certain environments. The goal of both latent semantic indexing and document size reduction
is similar – to decrease the amount of data to be processed in subsequent computations –, though in the
two cases reduction serves radically different purposes.

One conceivable solution is to summarize documents (as described e.g. in [13, 109]) prior to clustering.
However, the primary goal of summarization techniques is to produce abstracts for human readers,
finding the fine balance between retaining coherence in the extracted fragments and covering as much
as possible from the original content. To ensure coherence among the extracted sentences, robust and
efficient natural language processing tools are required, which are not available for all languages and
may require substantial computational resources. My document extracts, in addition, can even perform
better at focused topic selection for clustering algorithms since restrictions on summaries imposed for
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Figure 4.1: A typical conceptual structure.

human readability do not apply to my extracts.
When trying to find relevant fragments in documents, information about a specific document might

originate from four sources:

• Words or phrases occurring in the document; see for example [8].
• Usage of these words or phrases in the document collection; see e.g. [170].
• Document formatting (structure, word or phrase emphasizing); see for instance [87].
• Document relationship with other documents; see [84] for a possible approach.

The proposed method mines knowledge from the location and frequency of words occurring in a given
document. Document size reduction works by retaining only those words, sentences, paragraphs or even
sections from documents which are deemed as the most characteristic to the topic discussed, and, as a
consequence, they effectively substitute the corresponding documents in subsequent processing.

There were two main design considerations I kept in mind during the construction of my method.
First, documents should be analyzed one-by-one, ensuring scalability and distributed computation over
multiple servers. Second, in order to be language independent, only basic natural language processing
such as suffix removal and synonym replacement should be used.

For my preliminary experiment I chose sentence-based selection as it yielded a reasonable trade-off
between semantic coherence in extracts and the required document length: (1) individual sentences are
meaningful and convey non-trivial information as opposed to words and phrases; and (2) documents
consisting of 10-15 sentences are already suitable. In addition, sentences are relatively easy to separate
from each other, which is a problem with both phrases and larger units, especially paragraphs.

4.2 Proposed method

An ideal document size reduction method recognizes the conceptual structure of documents that describes
how the meaning of individual sentences relate to each other, how they continue, contrast or complete
each other, and choose representative sentences based on this information. However, even if we can
clearly discern and connect sentence meanings, compiling the actual extract remains a non-trivial task.

The formal organization (paragraphs, sections and so on) of documents do not supply enough in-
formation to recognize their underlying conceptual structure, because it may not be not present at all,
may be too general, or hard to be reliably identified; instead, we must imagine ourselves in place of the
writer. When writing a document, we generally set out from the intended topic (or at least refer to
some antecedent), then elaborate its various aspects, in relation to other concepts or in more details,
periodically returning to the initial concept (Fig. 4.1, see also [114] for a similar approach). The paths
starting from the initial concept can be regarded as trains of thought, henceforth I call them discussion
threads. A sentence located deeper on a given path is not necessarily more specific than those nearer
to the initial concept: extracting the appropriate sentences does not mean merely choosing the proper
distance range from the starting concept.

The conceptual structure of a document is best illustrated by an undirected graph: sentences corre-
spond to nodes and sentence relations appear as edges labeled by a number measuring the relationship
strength. For the sake of simplicity, relationship types are ignored (such as completion, detail, contrast
etc.), partly since its designation would require directed edges and additional labels, partly because re-
lations frequently refer to a set of sentences rather than to a single sentence, thus calling for a much
more complex representation. Using the graph model whose structure indirectly reflects the discussion
threads present in the document, the process of choosing sentences to be extracted will now rely on the
analysis of the graph in general and the role sentences play in its structure in particular.

Fig. 4.2 shows a sample sentence relationship graph based on a real newswire article taken from the
Reuters-21578 corpus; nodes contain the serial number of the corresponding sentence, and edges are
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2: Rospatch earlier requested its stock be halted in over the counter trading,
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6: J.A. Parini, Rospatch chief executive, responded on January eight by saying
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Fig. 2. Sample sentence relationship graph 

Now we begin the construction of the sentence relationship graph. We try to avoid 

choosing solely the sentences most central to the document topic, as they usually 

provide only a general description, which is insufficient to distinguish it from other 

documents in the collection. On the other hand, we should also avoid including more 

specific sentences increases the risk of involuntarily emphasising merely cursory 

references.  In conclusion the following questions should be answered: 

x how to decide that two sentences are related to each other or not;  

x how the attributes of sentences and words taken into account when computing 

relationship strengths; 

x which graph characteristics should we use and how should we quantify them. 

 

As to which sentences should be regarded as related, our first answer is quite simple: 

any two sentences having something common in their content; that is to say, which 

have words connected in any semantic respect – common words, synonyms, anto-

nyms, words in general-specific relationship and so on. Measuring semantic distances 

[17] between any two words of the sentences being compare would incur intolerable 

computing costs and would make always any two sentences related in some way. 

Therefore we characterise sentence relationships simply by counting the number of 

common words. 

Figure 4.2: Sample sentence relationship graph.

labeled by the number of common words in the connected sentences. During the construction of the
sample graph, I ignored both stopwords and possible suffixes.

Now let us begin the construction of the sentence relationship graph. We should try to avoid choosing
solely the sentences most central to the document topic, as they usually provide only a general description,
which is insufficient to distinguish it from other documents in the collection. On the other hand, we
should also avoid including more specific sentences increases the risk of involuntarily emphasizing merely
cursory references. In conclusion the following questions should be answered:

• how to decide that two sentences are related to each other or not;
• how to take into account attributes of sentences/words when computing relationship strengths;
• which graph characteristics should be used and how should they be quantified.

As to which sentences should be regarded as related, the answer is quite simple: any two sentences
having something common in their content; that is to say, which have words connected in any semantic
respect – common words, synonyms, antonyms, words in general-specific relationship and so on. Measur-
ing semantic distances [16] between any two words of the sentences being compare would incur intolerable
computing costs and would make always any two sentences related in some way. Therefore we should
characterize sentence relationships simply by counting the number of common words.

The most important “peculiar formations” for document reduction are the so called coherent groups:
set of sentences where each member is related to all other members; if a coherent group is a subset
of another, only the larger set is considered (in mathematical terminology, cliques). Coherent groups
represent a tightly interrelated document fragment – at best this is a conceptual kernel, but in any case at
least hints at some idea spanning multiple sentences. The recognition of coherent groups was performed
by selecting greedy maximal cliques.

The significance of a coherent group (as well as of the other formations) depends to a great extent
on the location of the member sentences: sentences close to each other reflect an underlying conceptual
structure more reliably than sentences which are scattered all over the document text. Coherent groups
consisting of only a few (two or three) sentences are not relevant, but significance grows exponentially
with size, as their probability of “accidental” presence diminishes.

4.3 Evaluation

In order to prove the practical viability of the proposed method, and to see how its performance compares
to document size reduction based on traditional techniques, a general purpose tool-set was prepared
and with its aid various experiments were carried out. Although one could have conceive alternative
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approaches at several points of my method to improve precision, even this simple variant demonstrated
satisfactory performance both in terms of speed and precision.

Due to their nature, the first sentence of documents in the Reuters-21578 corpus is a brief summary of
its content (lead sentence) offering an ideal device for the evaluation of different document size extraction
methods. Thus I considered the lead sentences as the optimal extracts for each document, and calculated
precision and recall based on how well sentences selected by my methods matched lead sentences.

Document pre-processing recognized sentence boundaries, discarded numbers and stopwords, and
finally removed word suffixes where necessary (using WordNet). Not all documents were suitable for the
experiments: some had only titles but not relevant content; others were too short; again others were not
assigned to any topics, or if assigned, they belonged either to a too small or too large topic group. There
were 3,832 documents selected for processing; after removing all words occurring only once (to filter out
extremely rare and misspelled words), they were consisting of 106 words and 9 sentences in average –
words occurring many times in the same sentence were regarded as a single entity.

First and foremost, I had to make sure that sentence relationships based on common words is viable.
Fortunately, in the overwhelming majority of documents each sentence has two or more relationships
with another, although these relationships are predominantly shallow: 44% is based on a single common
word, 27% on two words, 15% on three, and 14% on four or more, leaving not much room to ignore less
relevant relations and thus to improve the recognition of coherent groups.

After performing document pre-processing, I calculated the various statistical properties of sentences
and related sentence pairs (considering word occurrence, relationship structure and membership in coher-
ent groups). With these data, a backpropagated neural network with one hidden layer was trained and
employed to pick out significant sentences. The neural network was unaware of document boundaries,
so occasionally it selected more than one sentence for a given document, or none at all. Documents were
distributed randomly among the training and test sets:

training set: 2,633 documents (276,694 words); 25% used for cross-validation
test set: 1,199 documents (128,646 words)

To evaluate neural network performance, I used recall and precision, comparing the set of relevant
sentences (that is, the first sentence of each document) with the sentences selected by the neural network,
regarding the entire document collection. The presented results therefore should be regarded as results
of preliminary research, on a method holding the potential to aid and improve clustering.

Note that even if using the same experimental set-up and feeding the same range of statistical
measurements to the neural network, precision and recall still can be “modulated” by varying the ratio
of positive and negative samples (first and non-first sentences, respectively) in the training set. In
other words, increasing this ratio (meaning more positive samples) leads to improvement in recall and
deterioration in precision (the neural network learns to recognize significant sentences better than to
discard unimportant ones); just the opposite happens when the ratio is reduced. As we always want
as much training samples as possible, but there are far fewer positive than negative samples, thus
“modulation” influenced only the amount of negative samples: the exact ratios ranged from 0.31 to 2.09.

I performed five experiments (the first to evaluate the performance of traditional methods), in each
case feeding a different set of measurements to the neural network.

4.3.1 Traditional measurements

In the first experiment, I examined how well would perform a sentence selection relying on measurements
provided by the traditional term frequency (tf ) and inverse document frequency (idf ) properties. For a
word, tf measures how many times it occurs in a document, and thus is a rough relevance estimation;
idf , on the other hand, shows that how many documents contain the word in question, an indicator of
its distinguishing power. If N denotes the collection size, and pw the number of documents where word
w is present, idf is computed as:

idf w = log
N

pw
. (4.1)

To take into account both word attributes represented by tf and idf , often their product is also
used (tf × idf ). However, we want to characterize sentences, not words – so the tf , idf and tf ×
idf measurements corresponding to words in a given sentence had to be consolidated into single values,

66



0.30

0.35

0.40

0.45

0.50

0.55

0.60

0
.3

1

0
.5

3

0
.7

6

0
.9

8

1
.2

0

1
.4

2

1
.6

5

1
.8

7

2
.0

9

Ratio of positive/negative samples

F
1

T A B C D

Figure 4.3: Precision, recall and F1 of lead sentence selection with various methods.

using the fundamental statistical functions average, sum and standard deviation. Thus data fed to the
neural network comprised of the following 10 measurements:

tf A, tf S , tf D, idf A, idf S , idf D,
tf × idf A, tf × idf S , tf × idf D,

z.
(4.2)

where A, S and D stand for average, sum and standard deviation, respectively, z denotes sentence sizes
in words. Line “T” in Fig. 4.3 shows precision, recall and F1 for various negative/positive sample ratios.

4.3.2 Relationship structure

In this experiment, measurements characterizing sentences were based solely on relations a given sentence
formed directly with other sentences; here coherent groups did not play yet any role. Like the previous
experiment, computation of measurements was carried out in two steps: (1) every related sentence pair
found in a specific document was measured, then (2) resulting values referring to the same sentence
(as either member of a pair) were consolidated, again with the help of basic statistical functions used
previously – but now I added the maximum function. Measurements taken for each sentence pair were:

rsxy = |Cxy|, cwxy =

∑
w∈Cxy

log s
fw

|Cxy|
, sdxy =

{
1 if |lx − ly| = s− 1,

|lx − ly| otherwise , (4.3)

where Cxy denotes the set of words present in both sentence x and sentence y, fw stands for the number
of sentences in the current document containing word w, s is the document size and lx is the location
of sentence x in the current document, starting from 1. It is clear that rs and cw represent relationship
strength (the latter considers also the frequency of common words), and sd measures the distance between
the related sentences – note that without the included wrap-around, first sentences would be easily
recognizable for the neural network, distorting the real performance. Each sentence are now characterized
by the following 27 measurements:
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rsA, rsS , rsD, rsM , rs ′A, rs ′S , rs ′D, rs ′M ,
cwA, cwS , cwD, cwM , cw ′A, cw ′S , cw ′D, cw ′M ,

sdA, sdS , sdD, sdM , sd ′A, sd ′S , sd ′D, sd ′M ,
ex , ex ′, z .

(4.4)

Statistical functions are denoted in the same way as before (with “M” referring to the maximum
function), ex means the number of relationships the given sentence partakes in. Measurements with
and without primes differ only in the normalization method: all values of a specific measurement were
divided by its maximum observed either in the whole collection or in the current document.

4.3.3 Coherent groups

The set of measurements introduced in the previous experiment were extended by new values describing
the number and size of coherent groups in which a given sentence pair participates:

ddxy = σG|x∈G∧y∈G{dG}, dsxy = σG|x∈G∧y∈G{mG}
msxy = maxG|x∈G∧y∈GmG, mdxy = maxG|x∈G∧y∈G dG

s

mrxy = maxG|x∈G∧y∈G rG

s , nrxy = minG|x∈G∧y∈G rG

s.

(4.5)

where dG denotes the size of coherent group G, σ stands for the standard deviation function, mG

shows the maximal strength found among relationships forming coherent group G, and finally xG is the
proximity of sentences forming G. If coherent group G consists of sentences e1, ..., en (ordered according
to their location), then proximity is:

rG =
n−1∑
i=1

lei+1 − lei
− 1. (4.6)

Measurements dd and md estimate the strength of semantic connection between two sentences
through the size of coherent groups they are both part of, while values ds, ms, mr and nr try to
indicate the quality of these groups. The 52 new values fed to the neural network about sentences were:

ddA, ddS , ddD, ddM , dd ′A, dd ′S , dd ′D, dd ′M ,
mdA,mdS ,mdD,mdM ,md ′A,md ′S ,md ′D,md ′M ,

dsA, dsS , dsD, dsM , ds ′A, ds ′S , ds ′D, ds ′M ,
msA,msS ,msD,msM ,ms ′A,ms ′S ,ms ′D,ms ′M ,
mrA,mrS ,mrD,mrM ,mr ′A,mr ′S ,mr ′D,mr ′M ,

nrA,nrS ,nrD,nrM ,nr ′A,nr ′S ,nr ′D,nr ′M ,
sx , sx ′.

(4.7)

Value sx means the number of sentences which are not only related to the measured sentence, but
also share at least one coherent group with it (in other words, the number of sentence pairs considered
when the new measurements were consolidated, with the help of various statistical functions, for the
given sentence); otherwise notations are exactly the same as in the previous experiment. Because the
large number of measurements (79) would have hindered the training process, so I fed only the 40 most
relevant factors to the neural network, chosen by principal component analysis, which was performed
on the original training data – without manipulating the positive-negative sample ratio. Line “B” on
Fig. 4.3 shows the result: while recall improved significantly by 10-33% (depending on the sample ratio,
and with precision kept at a constant level), precision increased only by a modest 4-17%.

4.3.4 Individual attributes

The influence of coherent groups might be measured not only through sentence pairs, but also by means
of individual sentences – so that instead of examining how strong the relationship between two sentences
is, I estimated the relevance of sentences, how tightly they integrate into the “semantic fabric” of the
document. Using notation introduced previously, the following 6 measurements were added:

iddx = σG|x∈G{dG}, idsx = σG|x∈G{mG}
imsx = maxG|x∈GmG, imrx = maxG|x∈G rG
imdx = 1

s maxG|x∈G dG, imgx = 1
s

∑n−1
i=1 lei+1 − lei

− 1.
(4.8)
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Each new measurement (except img) is only a slightly modified variant of those already introduced in
the previous experiment. Even img is very similar to rG: both measure proximity of sentences, but while
rG considers sentences present in a given coherent group, img focuses on those related to the current
sentence. The rationale for taking into account img is that sentences semantically connected to other
sentences scattered all over the document probably have a central role describing the discussed topic;
though for the same reason usually they are too general to effectively characterize the document among
similar ones. The following values were fed to the neural network in addition to prior measurements:

idd , imd , ids, ims, imr , img , idd ′, imd ′, ids ′, ims ′, imr ′, img ′. (4.9)

All new measurements refer to single sentences and not sentence pairs, so no consolidation was
needed. The number of factors selected by the principal component analysis was grown from 40 to 50 – a
disproportionally large increase, one might think. However, I expected that new measurements will affect
precision and recall to a degree comparable with the influence of values used previously, and that there
will be a significant interplay between new and existing measurements, leading to additional important
factors. Line “C” on Fig. 4.3 depicts measured performance, a nearly negligible improvement.

4.3.5 Various enhancements

The aim of my last experiment was not to analyze how some new kind of measurement would influence
performance, but rather to see how much improvement can be squeezed from minor enhancements:

• Added measurements describing coherent groups a given sentence is member of.
• The number of both positive and negative samples in the training set was doubled.
• Principal component analysis was performed on balanced training data, that is, at the 1.0 sample

ratio. Carrying out PCA separately for each measurement point, using the same sample ratios as
the neural network, does not lead to improvement.

• The number of factors chosen to train the neural network was increased to 65.

If we characterize a coherent group by the maximal relationship strength present between any two
sentences comprising it, an interesting observation can be made: sentences, which are part of only the
coherent group with the highest relationship strength in that document, cover 96% of relevant sentences
and 80% of non relevant ones in other words, a single measurement is able to safely eliminate 20% of
irrelevant sentences. Thus it seems reasonable to include such kind of measurements in the analysis:

slx = minG|x∈G kSG, shx = maxG|x∈G kSG,
alx = minG|x∈G kAG, ahx = maxG|x∈G kAG,

mlx = minG|x∈G kMG , mhx = maxG|x∈G kMG ,
mlx = minG|x∈G kMG , mhx = maxG|x∈G kMG ,

(4.10)

where kPG is the rank of coherent group G among other groups in the same document, with an ordering
based on the value of property P : the group having the highest value has rank 1 and groups possessing
the same value have an equal rank. The property P in question can be the maximal (M), minimal (N),
average (A) or total (S) relationship strength between any two sentences constituting the given coherent
group. Line “D” on Fig. 4.3 indicates precision and recall in this experiment. The four modifications
resulted in a slight, thought clearly noticeable improvement: 1-3% in precision and 1-4% in recall.

4.3.6 Word-based selection

Finally I tested how well sentence selection performs when it is used to choose the most significant words
from each document. I considered a word significant if it occurred in the first sentence of the document;
and if the neural network selected a sentence, I regarded it as the selection of all words present in it.
As line “W” indicates in Fig. 4.3, precision and recall values were far better than those observed for
“proper” sentence selection and shown with line “C”; that is, if the neural network chose more than one
sentence as significant, their overlapping word-sets meant that performance did not deteriorate. Word
selection relying on sentence selection therefore can radically improve precision (by 40-55%) and recall
(by 10-36%) as compared to traditional methods using tf and tf × idf , roughly indicated by line “T”.
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4.4 Conclusion

I presented a novel approach for document size reduction, where sentences deemed as most relevant or
characteristic to the topic discussed in a document are chosen by a previously trained neural network.
Training is based on the “semantic” relationships recognized between sentences, employing a simple
similarity metric, the number of common words. Coherent groups (or set of tightly interrelated sentences),
which are special relationship structures, provide the most solid foundation for sentence analysis and thus
are an effective device for modeling and discovering the conceptual structure present in documents.

Experiments proved that even a relatively plain and language independent method is able to signifi-
cantly outperform traditional algorithms using tf × idf , and thus has the promise of significantly improve
the efficiency and precision of subsequent document clustering. Still, I admit that the particular nature
of the corpus employed (short English language newswire articles) might have lead to better performance
than what would one experience in case of e-mail archives, World Wide Web pages, forums and so on.

As was noted, reduction can harvest words, phrases, sentences, paragraphs or sections from docu-
ments. Using larger units yields extracts of more semantic coherence, possibly containing words and
phrases which are important, but would be discarded if were considered as individual entities. However,
larger units require longer documents (otherwise none of the sentences, paragraphs or sections would
“stand out” and be typical of the document content), depends on clearly visible unit boundaries (which,
in the case of phrases and sections, is often difficult to ensure), and means including irrelevant words in
the extracts just because they are located in the same unit as significant ones.
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Chapter 5

Feature extraction by co-occurrence
analysis

Thesis III: Document extraction based on the frequency of word pairs. I have proved that if
we measure the frequency of word pairs formed from words present in the same sentence, and select those
pairs whose frequency is significantly higher or lower than what would be expected, substituting documents
with the most salient of these pairs, then we can improve the quality of both classification and clustering.
Moreover, document sizes can be reduced by 90%. See publication [5].

Several results address feature selection in a supervised setting to improve both the speed and quality of
classification. In this chapter I will present an algorithm for unsupervised feature selection where word–
topic statistics such as information gain or mutual information are unavailable. I give a feature selection
method based purely on word and word pair frequencies and measure its effectiveness by clustering
the Reuters-21578 corpus. I obtain the surprising result that carefully selected 4 to 5 keywords of the
document can equally well used for clustering as the full text; in fact I reached a slight improvement
in quality. I perform keyword selection by identifying positively and negatively correlated word pairs
within sentences; measuring how strongly a word in a given document takes part in such pairs; finally
selecting those keywords that take part in several such pairs in several documents.

5.1 Introduction

When accessing very large document collections we face two difficulties. First, the amount of time needed
for processing the documents significantly increases with their number and length; second, presence of
words not strictly pertaining to the discussed topics may confuse classification. Unsupervised clustering
is one of the hardest information retrieval tasks due to the lack of external clues that may constitute
topic characterization. In addition clustering is often used on-the-fly, for example to partition documents
retrieved by a query [191] when performance is crucial.

Here I will describe an algorithm that drastically shortens documents prior to subsequent processing
while at least maintains the clustering quality that we can obtain for the full document text. Indeed,
merely 4 to 5 words suffice as document representatives; when fed to a clustering algorithm, performance
turns out even slightly better than over full text. I tested performance over the Reuters-21578 news
article collection, using CLUTO for clustering.

I have no knowledge of unsupervised keyword selection methods that achieve comparable clustering
quality at a comparable rate of compression. Similar results either address classification in a supervised
setting [187, 129] where we are able to use concepts such as information gain that directly relate the
word to a topic. Or else the approaches select complete sentences to form summaries (see [128] among
others); while these summaries can also be used for further processing [125], they are inherently less
compact since they must be human readable.

In comparison with dimension reduction [39, 83] the proposed method is superior in two ways: the
representation is more compact and it uses words instead of artificial concepts – consequently, the results
are easier to interpret and verify. In addition the representative words can be directly used in other
information retrieval tasks such as indexing, topic labeling, query feedback or summarization. I believe
that the proposed method can be extended to uses similar to those of summaries. Summaries are able to
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efficiently represent documents during indexing [154], query expansion [94], retrieval, classification [129].
Another possible application is to supplement document titles in hit lists returned by search engines
[141] or tell the user in which context documents refer to the query terms [176].

The key idea is to take the sentence as the context of a given word in order to find occurrences in
unusual context. I believe that keyword selection very strongly focuses on relevant terms due to an
optimal trade-off between semantic coherence and content coverage. While several authors argue for
considering phrases [55, 177, 160] due to their superior semantic qualities, so far their use is limited due
to inferior statistical qualities [99]. Although I considered words as units of selection, I also placed great
emphasis on word pairs within sentences; a compromise between summarization and word-based feature
reduction. Thus we are not losing the rich environmental information supplied implicitly by the natural
language that tf × idf or other measures cannot access.

The proposed algorithm works as follows. First, we identify word pairs whose co-occurrence in
sentences are positively or negatively correlated. Correlation can be measured by any of the measures
described in [189] such as χ2 or mutual information; in my experiments χ2 performed best among these
methods. Second, within a document we give preference to a word if it is a member of several correlated
pairs; the best ranking I found also involved the tf × idf [178] of the word in question and a fallback
mechanism in case we cannot find enough correlated pairs in the currently examined document. Finally
we re-rank words by a global measure: for each word we compute the average rank within all documents
that give preference to the word above a threshold. This last step avoids the selection of words that
appear in unusual context only for a tiny fraction of the documents.

5.1.1 Related results

Unsupervised feature selection is much less studied than its supervised counterpart. The approach of [151]
can be considered baseline in that, with an additional help of the hit list for a query word, basically uses
top tf × idf words to reduce document size for clustering. While I had no query word in my application,
I compared the effectiveness of top tf × idf words in my experiments.

A few other methods that reduce the document size without using external information use simple
steps such as discarding very frequent and very rare words [94] or combine this with only considering the
nouns [150]. Probably due to short document sizes, in my experiment these methods proved less useful;
a number of combinations will be described in Sect. 5.3. Word pairs are also considered in [11, 42],
although their main purpose is to replace strongly related words with a uniform token. While some
results consider phrases rather than individual words as units of selection [55, 177, 160], others argue
that these methods have inferior statistical qualities [99].

Several results address feature selection for supervised document categorization; some of them even
report improved classification quality [187]. The comparative studies [189, 162] mention the following
measures as possible tools for feature selection:

• information gain (IG),
• mutual information (MI),
• a χ2 test (CHI)
• odds ratio (OR)
• document frequency (DF)
• term strength (TS)
• residual IDF (RIDF)
• term entropy (TE).

The first four statistics measure relation between two events; in the supervised setting they are used
for word–topic alignment. Though word-topic statistics were unavailable for me, I used the first four
methods IG, MI, CHI and OR for measuring word pair relations instead. The last four methods can also
be applied in the unsupervised setting in the same way as top tf × idf selection; they will be compared in
Sect. 5.3; residual IDF is for example proved to be superior to tf × idf when producing summaries [131].

Semantic relation between word pairs is indeed investigated by methods similar to the word–topic
statistics above, although typically with the motivation of finding similarities or synonyms. Various
results use covariance [92] and clumping measure [14] in addition to mutual information [76, 155]; however,
they all work with word pairs within a topic only.

My proposed method is also closely related both to abstract dimension reduction for further algo-
rithmic processing, and to human-readable summarization. Dimension reduction linearly map vectors
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into a suitable subspace [39, 83]; summarization produces short coherent, fluent text fragments that have
low redundancy and cover every major topic discussed in the document summarization (see for example
[59, 108]). While I relied heavily on ideas of summarization, note that the size of both the summaries
and the required number of dimensions are one or two orders of magnitude larger than in my result.

Summarization has a wide variety of results including supervised setting [129, 128] or query result
highlighting [94, 59, 141, 176]. Unsupervised summarization results are closest to my approach: they
have to rely on information within the documents such as sentence location within the entire document or
paragraphs, sentence length or occurrence of words with high tf ×idf values [173, 117]. In my experiments
I made a direct comparison to the result of [125] that ranks sentences based on their total tf × idf values
of the words present in them, thus also using words as units in the sentence.

While the far most widespread method for summarization extracts and juxtaposes sentences from the
original text [154, 129, 125], sometimes complete sentences are built from gathered information pieces
[62]. Methods that regard words instead of sentences as the basic unit for selection are however typically
supervised [93, 189, 24] and similar to supervised feature selection they choose words based on their
class, location, relevance such as tf × idf , information gain or mutual information.

Language modeling methods like those described in [61] frequently consider word pairs or n-grams;
however their focus differs from mine. In my knowledge, language modeling methods are not applied in
document reduction; instead for example word pairs are used for including complex phrases in document
indexes [22] or for measuring word similarity [172].

5.2 Selection based on correlated word pairs

In order to select effective representative words from documents, I propose a four-step selection procedure:

1. Discover word co-occurrences in the entire document collection and select positively and negatively
correlated word pairs (Sect. 5.2.1).

2. Choose keyword candidates based on how strongly words of the document are members of correlated
pairs (Sect. 5.2.2); the best measure also involves the tf × idf of the word.

3. Select representative words from candidate words by reweighing them according to their global rel-
evance within the collection. The global rank is computed as the average rank among all documents
that select the given word as candidate (Sect. 5.2.4).

4. Discard all words w that very frequently co-appear with all their correlated pairs as representatives.

Roughly one fifth of words occurring in a document does not form correlated pairs within the same
sentence. Hence, especially for short documents, I added a fallback mechanism if there are too few words
that can be selected (Sect. 5.2.3). These steps are described in detail below and illustrated in Fig. 5.1.

5.2.1 Positive and negative correlation

I measured the correlation between pairs of words on the basis of their occurrence and co-occurrence
within sentences. I split documents into sentences and counted in how many sentences individual words
occur (multiple occurrences of a word in the same sentence were counted as one). Similarly I counted
sentence co-occurrence for all word pairs. I sped up processing by discarding very rare words and word
pairs; in my experiment I drew a ten-sentence threshold.

From the various correlation measuring methods mentioned previously in Sect. 5.1.1 (CHI, IG, MI,
OR) I selected the χ2 test. If the observed frequency (fraction of sentences containing the word) are p1

and p2 for two words within a total of S sentences, then the expected frequency under the assumption
of independence becomes pe = p1 · p2/S. I compared this to the observed frequency po = p1,2 of the co-
occurrence; large positive values of po−pe mean semantic or other relation; large negative values probably
mean unusual context. The χ2 test in fact also considers frequency count of sentences not containing one
or both words; mathematically however these all depend on pe and po through the marginal frequencies.

During the experiments I compared the following methods. I selected elements with a χ2 value
over 90; they covered both positive and negative relations. Although 90 corresponds to an extreme low
probability under the χ2 distribution, this value gave the best results. By similar empirical investigation
I used mutual information (MI) with a threshold of 1.5 for the absolute value. Finally I selected pairs
with odds ratio (OR) below 30 and information gain (IG) over 2 · 10−5.
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Algorithm 5.1 Feature Selection. The computational bottleneck of the algorithm is the frequency
computation of word pairs in step 1 and for a smaller input set again in step 4. While the time and
space requirements are quadratic in the number of words, when only frequent pairs are required, as in
our case, we may simply specialize the more general task of finding frequent word subsets or itemsets.
Frequent itemsets are routinely mined even from very large data, showing the feasibility of my method
even for very large corpora.
{basic statistics}
for each word w do

compute df (w) and discard too rare and too frequent
end for
Segment documents into S sentences
for words w occurring in more than s0 sentences do

compute sentence frequency sf (w)
end for
{Phase 1: correlated pairs}
for all pairs w1, w2 both in more than s0 sentences do

sf (w1, w2)← number of sentences containing both words {Frequent itemset mining}
mark pair w1, w2 if (5.1) holds

end for
{Phase 2: candidate selection}
for each document d in corpus do

for each word w in document d do
n← |w′ : w′ co-occurs with w in the same sentence of d and (w,w′) is marked |
if n ≥ 1 then

mark w primary in d with weight n· tf × idf
else

mark w secondary with weight tf × idf
end if
rank the Np primary words from 1 to Np
rank the Ns secondary words from Np + 3 to Np +Ns + 2
discard words whose rank is greater than P

end for
end for
{Phase 3: representative selection}
for each ranked word w do

compute average rank among documents marking w
end for
for each document d in corpus do

rerank words in d according to their average rank
discard words whose new rank is greater than Q
select remaining words to represent d

end for
{Phase 4: final pruning (optional)}
for all pairs w1, w2 representatives together in more than f0 documents do
f(w1, w2)← number of documents represented by both {Frequent itemset mining}

end for
if f(w,w′) ≥ 0.85 ·max{f(w,w′′)| the pair w,w′ is marked} then

discard w from representatives
end if

74



STANDARD TRUSTCO SEES BETTER YEAR

Standard Trustco said it expects earnings in 1987 to increase at least 15 to 20 pct from the 9,140,000

dlrs, or 2.52 dlrs per share, recorded in 1986.

"Stable interest rates and a growing economy are expected to provide favorable conditions for further

growth in 1987," president Brian O’Malley told shareholders at the annual meeting.

Standard Trustco previously reported assets of 1.28 billion dlrs in 1986, up from 1.10 billion dlrs in

1985. Return on common shareholders’ equity was 18.6 pct last year, up from 15 pct in 1985.

shareholder +annual +common -economy +equity +previously

stable +economy +growth

growth +annual -common +economy +favourable +stable

favourable +growth

economy -common +growth -shareholder +stable

equity +common +shareholder

previously +common +shareholder

annual +growth +shareholder

common -economy +equity -growth +previously +shareholder

Top tf × idf : Trustco, Standard, Brian, shareholder, favourable, stable, equity, expect, return, provide
Proposed method: Trustco, Standard, growth, common, economy

In this example common, growth, economy and shareholder form negatively related pairs; while Standard
Trusco also appears due to its low df value, other keywords characterize the topic better than tf × idf top
words. Due to space constraints I only list part of the correlated word pairs.

CCC CREDITS FOR HONDURAS SWITCHED TO WHITE CORN

The Commodity Credit Corporation (CCC) announced 1.5 mln dlrs in credit guarantees previously earmarked

to cover sales of dry edible beans to Honduras have been switched to cover sales of white corn, the U.S.

Agriculture Department said.

The department said the action reduces coverage for sales of dry edible beans to 500,000 dlrs and creates

the new line of 1.5 mln dlrs for sales of white corn. All sales under the credit guarantee line must be

registered and shipped by September 30, 1987, it said.

Top tf × idf : edible, Honduras, white, corn, bean, credit, switch, dry, CCC, guarantee, sale
Proposed method: corn, CCC, guarantee, credit, Department

While based solely on positively correlated words, my method is better at avoiding words characteristic
to the particular document rather than the topic.

Figure 5.1: Two example articles.

As turned out, a simple alternate formulation performed even better for selecting dependent pairs
than the above methods. I computed the ratio of the difference of the expected and observed frequencies
to their mean; values over a certain threshold mean dependence. Thus I used the simple formula

|pe − po|/(
pe + po

2
) ≥ 1.2 (5.1)

for selecting correlated pairs- In Sect. 5.3 we will also see that negatively correlated pairs have an
important effect on clustering quality.

5.2.2 Leader selection from word pairs

In the second step we turn to the individual words belonging to correlated pairs. For each word w in
a document we count the number corr(w) of distinct words that co-occur in the same sentence of the
document and form a positive or negative correlated pair with the given word. We weight each word by
the above pair count multiplied by the standard tf × idf of the word:

corr(w) · tf-idf(w). (5.2)
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Figure 5.2: Average number of words which take part in at least one correlated word pair in a document,
depending on the number of distinct words of the document.

The experiments indicated that this weight measures how the given word influences the overwhelming
content of the document, and thus qualifies words as candidates to represent the document for clustering.
Note that a high value of corr(w) may be the consequence of both positively and negatively correlated
pairs. One can replace tf × idf by measures suggested in Sect. 5.1.1; I observed no major effect and
concluded that corr(w) is the key factor in determining the usability of a word.

5.2.3 Use tf × idf if all else fails

Short documents in particular have very few words or even none at all that form correlated word pairs
with other words of the same sentence; unfortunately, the procedure of the previous section is insufficient
for selecting representatives of such documents. For a fall-back mechanism we select additional words
based on solely their tf × idf values. In order to indicate the lack of proper candidates, in the experiment
two rules turned out to be the most effective:

• Rank words selected by tf × idf lower than those selected as in Sect. 5.2.2, even if corr(w) · tf-idf(w)
is below the tf × idf of the “fallback” word.

• If a given number P of words are to be selected but we have less candidates as in Sect. 5.2.2, select
less than P words in the output.

The most effective approach for the second point turned out to be to select less by two, i.e. if we have
P − 1 or P − 2 candidates, we select none and otherwise select by two less than needed. The key idea
behind the shorter candidate list is that words selected by the fallback mechanism contribute less to the
global rank of the word used in the final step of Sect. 5.2.4.

The need for a fallback mechanism is illustrated in Fig. 5.2; it also shows that words selected by the
fallback method form a minority within candidates. On average 80% of the words belong to at least one
correlated pair; we need the fallback mechanism only for shorter documents much below average.

5.2.4 Global ranking

In the fourth selection step we rerank candidate words in a way that represents the global value of
the word as a document representative. The reason for such a step is clear: even if a word appears
in an unusual context that is not merely due to the peculiar style of the document in question, such a
word is useless for clustering the entire collection unless this unusual context is frequent enough to be
characteristic to a major portion of at least one cluster. Note that this last step however has just a minor
though not negligible effect on clustering quality, as will be seen in Sect. 5.3.

Next we reassign each word by the average of the ranks of the documents where the given word acts
as candidate. Within a document we replace the value of candidates by their rank 1, 2, . . . , in order.
Then all documents are considered that select (and not just contain) the given word and these rank
values are averaged. Finally we use the following tie breaking strategy: first we order arbitrarily and
then for ties we replace the rank value for the highest among them.
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5.2.5 Final pruning

In step 4 we prune representatives by discarding those that appear only with their most frequent pairs.
For each correlated word pair w,w′ we computed the number f(w,w′) of documents that the two words
appear together as representatives – unlike in step 1, we use frequencies within documents, not in
sentences. Note that at this point the vocabulary is fairly small, thus we are able to compute the f
values efficiently. Next we discard a word w from a document if it appears together only with correlated
pairs w′ with f(w,w′) ≥ 0.85 ·maxw′′ f(w,w′′).

Finally we produce a prescribed number Q of representative words for each document. We obtain P
candidate words by primary selection; if Q ≥ P , we took all, otherwise we select words with the highest
average rank from the candidates as representatives. Note that we cannot always select a uniform number
of representatives: some documents contain too few correlated pairs to yield P candidates, so they in
fact select less than Q. In addition, in case of ties more than Q keywords may be chosen.

5.3 Experimental results: clustering

I used clustering (with the help of CLUTO) over the Reuters-21578 corpus to measure the effectiveness of
the proposed method. I tested several settings and compared them with full text clustering as baseline.
Best clustering quality was achieved when I selected five representative words out of roughly twice as
many candidates (Sect. 5.2). Clustering quality even showed a slight improvement over those obtained
by using full text and was much better than any result using ten or less words from the document.

From the Reuters-21578 corpus, articles with no title, no body or no assigned topic were discarded,
as they are either too short to be clustered or lack the information for cluster cross-validation. I pre-
processed the articles by Zheng’s sentence segmenter [199] and the TreeTagger tokenizer, ignoring words
on the SMART stopword list. I discarded all documents with less than 10 words and all documents
of all topics with less than 10 documents. The removal of too rare and too frequent words is typically
recommended [94], but my tests showed just the contrary for too frequent words. I believe this is due
to the fact that articles were relative short while cluster sizes widely vary: very frequent words such
as “acquire” or “tax” characterize topics such as “Acquire” (same as its keyword) or “Earnings” that
should not be removed from the corpus. Certain documents were assigned to more than one topic. In
this case I created a new topic to represent the particular topic combination. Eventually I used 9451
documents belonging to 70 topics; average document length was 41 words.

I compared the 70 original topics to varying number of clusters (20, 25, ..., 75), measuring clustering
quality by entropy and purity, as usual. The baseline was clustering by all words in the documents
(denoted by A), and using 5 and 10 words from each documents with the highest tf × idf values (T5 and
T10). In addition, I tested the summarization method described in Neto et al. [125], selecting sentences
from each document having a sentence score of at least 87% of that of the best sentence in the document;
the choice of the threshold enabled performance comparable to that of T5. The top of Fig. 5.3 shows that
out of the four methods the best although slowest method A is closely approached by the performance
of the T10 top 10 tf × idf words.

Fig. 5.3 (center) shows clustering quality of the proposed method with two-stage selection of four and
five words from pairs (P4 and P5); by a simplified procedure omitting the last selection step described in
Sect. 5.2.4 (P ′5); and a variant of P5 where negatively correlated pairs are ignored (P+

5 ). For all P5-flavors
I used 5 representative words (or less as described in Sect. 5.2.3); the first stage of the two-stage selection
for P4, P5 and P+

5 started with Q = 11 candidates, a value that turned out best in the experiments.
The effect of the value of Q is shown in Fig. 5.4 for a fixed number of 70 clusters of the P5 method.

Fig. 5.3 (bottom) shows additional baseline experiments for selecting five keywords, a few of them
superior to the tf × idf based selection but all inferior to my method. I compared P5 to top 5 document
frequency words (DF) and a variant where the top 100 most frequent words were removed prior to
selection (DF’). The comparison indicated that, over this corpus, the removal of frequent words hurts
clustering quality. Residual idf (RIDF) unexpectedly performed worse than tf × idf . I applied term
entropy (TE) and term strength (TS) for filtering prior to ranking by tf × idf ; I discarded words with
entropy below 0.6 and strength below 5 · 10−4. I measured these values for the entire corpus instead
of individual topics that we had no knowledge in the unsupervised setup. TE and TS yield strong
candidates that, together with document frequency (DF), performed equally or better than tf × idf ;
however, even the best one (TE) is outperformed by P5.

In Table 5.1 the actual number of words used during document clustering at the various methods is
listed. In the proposed method we see a compression rate over 90% and extracts more compact than

77



Figure 5.3: Entropy and purity measured in the baseline experiments (top); in my selection methods
compared to full text (center) and finally a comparison of 5-word selection by tf × idf variants and
replacements with my method P5 also shown (bottom).
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Figure 5.4: Entropy and purity when using various number of document candidates.

Table 5.1: Total number of words selected for the key feature selection variants and in document titles.

Method Full text tf × idf top 5 tf × idf top 10 Neto [125] 5-word 4-word Title
Abbrev. A T5 T10 P5 P4

Repres. 583 193 48 626 96 863 264 432 47 280 37 821 47 676

document titles (so the time required for clustering is also reduced by at least 90%). The word count
per document was not exactly 4, 5 or 10 for P4, P5, T5 and T10 due to short documents in the corpus.

Finally in Fig. 5.5 I compared various statistics that measured correlation between words. In general
we see that OR, IG and the modification P+

5 of the proposed method that rely only on positive correlation
were outperformed by the measures that also took negative correlation into account. This justifies the
importance of words that appear in unusual context.

5.4 Experimental results: classification

Here I measured accuracy of classification (with the help of libbow) over the 20 Newsgroups corpus. I pre-
processed the collection by discarding all mail headers except for Subject: and used my own heuristics
to clean documents from encoded binaries, PGP, URLs, email addresses and signatures. I discarded
words with document frequency below 15 and above 1500. Finally I removed too short documents and
use the remaining 18341. I used Porter stemmer for tokenization.

I summarize my findings in Table 5.2. I compared the accuracy of my algorithm and the best known
chi-max method [189] under three parameter settings. I controlled the training size (rows of the table)
as well as the degree of size reduction. Since the goals of accuracy and size reduction are complementary,
I compared gains separately. First I selected the vocabulary and corpus sizes that closest matched the
accuracy obtained by the chi-max method. The corresponding parameters are shown in the center three
columns of Table 5.2. Next I selected the best possible parameters to reach highest accuracy shown in
the rightmost three columns. The chi-max baseline is found in the leftmost three columns.

Train CHI-MAX best My method, same acc. My method, best acc.
Acc. Voc. Words Acc. Voc. Words Acc. Voc. Words

0.05 72.92 3,000 290,719 72.86 3,002 108,171 74.40 4,386 180,627
0.10 77.13 5,000 615,039 77.50 3,147 126,825 78.30 4,708 215,304
0.15 80.03 5,000 624,057 79.86 3,489 144,972 80.49 4,619 215,256
0.20 81.27 5,000 615,396 81.27 4,288 181,045 81.46 4,694 215,547
0.25 82.35 5,000 632,791 82.33 4,210 180,983 82.37 4,522 198,553
0.30 82.96 5,000 634,386 83.19 4,328 181,009 83.32 4,764 215,646
0.35 83.66 7,000 812,679 83.77 3,945 145,300 84.29 5,674 216,187

Table 5.2: The comparison of the best previous CHI-MAX feature selection algorithm (left) with my
method. I make one comparison with roughly equal accuracy (center) and another with best achievable
(right) using my algorithm. Acc. stands for accuracy of classification, Vocab. for the number of words
used in the model, while Words for the total number of representative words of the entire corpus.
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Figure 5.5: Entropy and purity when replacing the formula (5.1) for selecting correlated pairs (P5) by χ2

(CHI), odds ratio (OR), mutual information (MI) and information gain (IG). In all methods five words
were selected out of 11 candidates.
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Figure 5.6: Best accuracy of my method vs. CHI-MAX under varying training sizes.

The achievements in accuracy are particularly important for training sizes below 10%. If we allow the
increase of the vocabulary size, then, while still staying below total reduced corpus size, we may improve
the accuracy of the best possible classification method by 2%. Best accuracy under varying training set
sizes are shown in Fig. 5.6.

We may also optimize the proposed method for largest size reduction. In this sense both vocabulary
size and total reduced corpus size play an important role, the former defining the number of dimensions
while the latter the total amount of information to be processed. We may maintain the accuracy and
low vocabulary size of CHI-MAX for all except the extreme low training size 5% where we need to select
more words in order to improve accuracy. For larger training sets, however, the method reduced the
total number of words (and thus also the time required for classification) by more than 50%. I compared
the accuracy of my method and CHI-MAX as the function of the vocabulary size and total number of
words, with training sizes 5% and 10%, in Fig. 5.7.

5.5 Summary and possible future directions

This chapter presented a novel procedure to significantly reduce the document size prior to clustering
such that clustering quality even slightly improves as an effect. I believe that such keywords can serve
in other information retrieval tasks as well. I select keywords that appear in unusual context, thus
combining ideas of the semantic superiority of phrases over words [55, 177, 160] and, in contrast, the
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Figure 5.7: Accuracy as a function of the vocabulary size (top) and the total number of words used
(bottom) under training sizes 5% (left) and 10% (right).

superiority of words in statistical qualities [99]. I find words that co-occur with other words more or
less frequent than expected within sentences of the document have a strong characterizing power for
the topic in question. Both unexpectedly frequent co-occurrences that may mean semantic relation
and unexpectedly infrequent ones that may mark unusual context prove to be keyword candidates. A
promising future direction is to incorporate language modeling techniques to have a better understanding
of word context within the document in order to improve my results.
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Chapter 6

Feature extraction by rare n-grams

Thesis IV: Exploiting rare features during classification and clustering. I have proved that
if we perform document classification or clustering, with the help of extremely rare (regular or skipping)
n-grams the number of documents to be processed can be reduced by 5-25%; moreover, classification
accuracy can be increased by 0.5-1.6% (absolute). The method is very simple, does not impose a heavy
computational burden and is language independent. See publication [6].

One of the first steps of almost every information retrieval method – in particular of document clas-
sification and clustering – is to discard words occurring only a few times in the corpus, based on the
assumption that their inclusion usually does not contribute much to the vector space representation of
the document. However, as I will show, rare words, rare bigrams and other similar features are able to
indicate surprisingly well if two documents belong to the same category, and thus can aid classification
and clustering. In my experiments over four corpora, I found that while keeping the size of the training
set constant, 5-25% of the test set can be classified essentially for free based on rare features without
any loss of accuracy, even experiencing an improvement of 0.6-1.6%.

6.1 Introduction

Document categorization and clustering is a well studied area, several papers survey the available methods
and their performance [189, 184, 77, 72]. In most of these approaches, frequent and rare words are
discarded as part of pre-processing, before passing the documents to the actual algorithms. The only
measurement which takes into account rarity to some degree is the inverse document frequency in the
tf × idf weighting scheme. However, in their classical paper Yang and Pedersen [189] disprove the widely
held belief in information retrieval that common terms are non-informative for text categorization. In
this chapter I will prove the same about rare terms; more precisely I will show how rare features such
as words, n-grams or skipping n-grams can be used to improve classification and clustering quality.

My results indicate that topical similarity of a pair of documents sharing the same rare word or n-
gram can be much stronger than the similarity of the bag of words vectors [178] exploited by traditional
classifiers. I considered a feature extremely rare if it occurred 2. . . 10 times in the whole corpus. A similar
approach based on rare technical terms is described in [137]. We may probabilistically justify why rare
features are likely to indicate the same topic, assuming that a rare feature usually has some bias towards
a certain topic and is not spread completely uniformly within the corpus. Notice that a feature is rare
because it is by a small margin above the probability to appear in the corpus. The probability that it
appears in a less likely topic, however, remains below this threshold, making it very unlikely to see a
rare feature outside its main topic.

Rare features are exploited by forcing pairs of documents sharing them to be assigned to the same
topic. Technically this can be realized in several ways, some of which will be explored in this chapter.
First, we may pre-classify documents sharing a sufficient number of rare features with a training document
and set them aside. This pre-classification can be continued by taking several steps along pairs within
the test set as well. Second, as a completely different approach, we may merge the content of documents
connected by rare features to enrich their vocabulary prior to classification or clustering. In both cases
we may devise various methods to prioritize connections, to filter out less reliable pairs, and to resolve
conflicts when connections are directed to more than one category. Sect. 6.3 will detail these methods.
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In order to prove that rare features indeed reflect general topical similarity between documents, and
that their usability does not depend on the peculiar characteristics of a given text collection, I tested
my method on four corpora: Reuters-21578, Reuters Corpus Volume 1, 20 Newsgroups, and the World
International Property Organization’s (WIPO) corpus. Results are discussed in Sect. 6.4.

The usability of rare features are strongest for classification with medium size training sets but most
striking for unsupervised clustering. Application of rare features for clustering is somewhat counter-
intuitive because (1) if a document pair is misplaced, in fact we misplace two documents, and since
(2) we have an additional source of error due to false rare features. The argument is formalized in
Sect. 6.2.1 where I give a formula for expected performance of the features based on the assumption that
documents connected by rare features are as hard to classify as others. This bound is very weak and
predicts losses in performance; we in fact gain in most cases, qualitatively confirming that rare features
are complementary to classification algorithms.

I emphasize that the proposed method does not carry out feature extraction in the conventional
sense as it do not uses rare features as document representatives. In fact, after it discovered rare feature
instances, it removes infrequent words from documents prior to the actual classification or clustering.

6.1.1 Related results

The idea to give special consideration to high and low frequency words originates in Luhn’s [105, 178]
intuition that the middle-ranking words in a document are most indicative of its content. For example
[156] shows that in a test collection, the words with the highest average discriminatory power tended
to occur in between 1% and 90% of the documents. Therefore infrequent words, which are thought to
likely be spelling mistakes or obscure words with low average document discriminatory power [178, 182],
are often omitted in information retrieval systems. Rigouste et al. [146] measures the effect of removing
rare and frequent words prior to unsupervised clustering and conclude that while the removal of frequent
words hurts, rare words can be safely discarded. As to classification, [189] acknowledges that rare words
do not facilitate category prediction and have no significant effect on performance.

Several authors tend to only partly accept that rare terms are completely useless for classification.
As Price and Thelwall [137] have shown, low frequency words are useful for academic domain clustering,
suggesting that a significant proportion of them contain subject-related information and that it may be
undesirable to have a policy of removing any word that occur at least twice in the corpus. However, they
do not regard rare words as equal, and envision an artificial intelligence or natural language processing
approach which would discard useless ones [32]. In addition, [189] mentions that raising too aggressively
the document frequency threshold below which words are discarded can be counterproductive.

Another problem of rare words is that they are computationally difficult to handle for algorithms
less efficient than mine. First, they constitute a considerable part of the vocabulary in most document
collections [200]. Due to their large number, they cannot be fed to computationally hard methods, ruling
out methods that would be able to differentiate between useful and useless words, such as vocabulary
spectral analysis [174]. Second, rare terms often cause noise that confuse several term weighing and
feature selection mechanisms. For example χ2 is known to be unreliable for rare words [149] and mutual
information biased towards rare terms [189, 133]. The only exception is the inverse document frequency
or idf [167], commonly used for summarization to assess the importance of the words in a sentence.

As to rare n-grams, they appear in the literature only in the context of smoothing [61]; frequent
n-grams in general are known to be useful in classification [134]. In addition, Character based n-grams
are particularly good for language detection [23]; however, here, too, frequent n-grams are used.

6.2 Features

In my experiments I used rare terms and n-grams with n ≤ 6; I also generated features by forming
skipping n-grams. While rare terms are the simplest and perhaps the most obvious choice, regular and
skipping n-grams turned out to be more effective in the experiments carried out.

I also considered contextual bigrams, a novel construct, which has similar properties to trigrams,
but whose discovery requires much less resources due to their smaller feature space. Contextual bigrams
are found as follows: for each word in a document, a sequence is built from the words by which it is
directly followed at each of its occurrences, preserving the original order. If on adjacent positions the
same word is present in the sequence, they are collapsed to a single word. Then we recognize bigrams in
these sequences, as if they were regular sentence parts, sentences or paragraphs. For an example consider
a document with two sentences ABCDE and FBGDA. Word B is followed by C in the first, and G in
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the second sentence, yielding sequence CG (we preserve the original order of accompanying words), from
which the single bigram CG is extracted. In a similar way word D generates bigram EA.

During my measurements, I characterized rare features by the following values:

• Feature quality q. For a feature instance (word, n-gram etc.) present in exactly f ≥ 2 documents,
feature quality is the probability q that two random documents containing it belong to the same
category. If f = 2, quality is 1 if the two documents are members of the same category, otherwise
0. For fixed f ≥ 2, overall feature quality is the average over all feature instances of the given type.

• Coverage c. For a given feature instance and frequency f , we may give a threshold wmin such
that two documents are connected if they contain at least wmin common features of the given type
and frequency. Coverage is then the fraction c of documents connected to some other documents.

• Feature space. The total number of features of the given type within the corpus. In order to find
rare feature instances, we inevitably have to gather all instances. Very large feature spaces may
hence cause implementation difficulties in my method.

It would be unwise to look for features in documents processed as a single continuous sequence of
words, some segmentation is inevitable. However, we must be careful when choosing the segmentation
unit: paragraphs, sentences or sentence pairs. Smaller segments lower the risk that n-grams will clump
together semantically unrelated elements, but they also make it impossible to find large (and usually
high quality) n-grams. Consequently, I selected the appropriate segment size separately for each corpus.

Stemming, a typical pre-processing step, is especially useful when looking for rare feature instances.
It reduces both the number of possible n-grams and the vocabulary size, which in general is known also
to improve classification accuracy. In addition, this way we may avoid false rare features that include
words written in uncommon grammatical form.

6.2.1 Expected improvement

If the feature quality q and coverage fraction c is known, we can predict the accuracy of classification
by using some simplifying assumptions and in particular constructing a minimalistic algorithm that uses
rare features for classification. I will subsequently show how these assumptions relate to the usability of
the rare features that I will use later in Sect. 6.4 to justify my method.

I give the formula for the expected performance of classification as the probability that a random
document d of the test set is correctly classified. A simple way to use rare features is to select another
random document d′ that shares the required number of rare features. Then d is classified into the
(predicted or known) category of d′. If no such d′ exists, we simply use the (predicted) category of d.

Analysis of the expected performance of the above algorithm relies on a crucial independence assump-
tion: the event that a document in the training set is correctly classified is independent of the event
that it shares a rare feature with another document. Under this assumption, let t denote the fraction of
the train set in the corpus and q′ the accuracy of classification. These values can be interpreted as the
probability that a document is in the test set and the probability that a random document of the test
set is correctly classified. We get the expected accuracy as:

(1− c) · q′ + c · q ·
(
t+ (1− t) · q′

)
., (6.1)

where the first term corresponds to documents with no pair d′ sharing rare features; this case has
probability (1 − c), where classification is correct with probability q′. The second term describes the
event that we have a pair (probability c), it is of the same category (probability q) and it is in the training
set (probability t). Finally, the third term describes the event of selecting a pair d′ of the test set within
same category (probability c·q ·(1−t)) and classifying d′ correctly. We in fact give an underestimate since
we may by chance correctly classify d based on a misclassified pair d′ that falls into different category.

Above I used the independence assumption in order to multiply c and q′; independence with t is
achieved by assuming a random choice of the training set. Hence the difference between the accuracy
in my experiments and (6.1) measures whether documents that share rare features are harder or easier
to classify than the rest. If rare features gave no help as they only connected pairs that are otherwise
correctly classified, then performances even much below the value of (6.1) could arise. This could easily
happen if common rare features appeared in replicated document parts; in that case frequent parts
would also be replicated that would make the job of the classifier very easy for these documents. Later
in Fig. 6.4 I will show this is not the case and rare features connect fairly dissimilar documents.
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Algorithm 6.1 Classification and clustering based on rare feature connectedness.
1: Pre-process (segment, tokenize, stem)
2: Discard frequent words above threshold cutoff ; collect remaining rare features with frequency below

rarity
3: Build the edge list of the document connectivity graph
4: Weight each edge by the number of rare features connecting the document pair
5: Discard all edges with weight below wmin

6: Form the connectivity graph of the remaining train set documents
7: Perform Single Linkage Clustering by disallowing edges that

• form components of diameter over distmax;
• connect components that both contain train set documents

8: for all components of the spanning forest do
9: represent the component by either

• one random document of the component
• or merging all text of the component
{optional}

10: end for

Experiments will show the somewhat surprising result that rare features often connect documents
that are harder to classify than others. This follows from the fact that my algorithm always performs
above the prediction (6.1). Observe the special case t = 0 that corresponds to unsupervised clustering;
here (6.1) specializes to (1 − c + cq) · q′ < q′, that is, my algorithm is never expected to gain over the
baseline. Nevertheless it achieved improvement, although a modest one compared to the supervised case.

Also note that formula (6.1) gives very weak bounds, and is mainly of theoretical importance; in
addition the minimal sanity requirement q > q′ is insufficient to expect quality improvement unless t
is sufficiently large. Over almost all experimental settings except for certain very high values of t the
prediction is actually below q′ while we gain improvement, justifying the applicability of rare features in
categorization. The reason why the method beat the expected bound (6.1) is likely to lie in a combination
of the complementarity of classification algorithms and the co-occurrence of rare features and the more
clever algorithm that enhances feature quality as described next.

6.3 Methods

Let us now examine the proposed method for classifying documents based on their pairings via common
rare features, The main idea is to form components from documents along the pairs by single linkage
clustering ([132], for instance) a modified version of Kruskal’s Minimum Spanning Tree algorithm [33].
Algorithm 6.1 shows the general method, while the particular modification of Kruskal’s algorithm is
described in detail in the simpler special case of connecting test set documents to training set ones in
Algorithm 6.2. In Fig. 6.4 I will justify the choice of this simple clustering algorithm by showing that
most pairs connected by rare features are isolated from one another and larger components are sporadic.

The main computational effort in Algorithm 6.1 is devoted to identifying rare features (Step 2). Since
features form a Zipfian distribution [200], we may expect a constant fraction of features with frequencies
in the range of our interest with a total size in the order of the size of the corpus itself. It is easy
to implement the selection of rare features by external memory sorting; in my experiments I chose the
simpler and faster internal memory solution that poses certain limits on the corpus size.

After we have collected the rare features and the documents containing them, we build an undirected
graph over documents as nodes (step 3). We iterate over the features and add a new edge whenever we
discover a pair of documents sharing the first common rare feature. For existing edges we then compute
the number of common rare features. We rank document pairs according to how many rare features they
have in common (step 4). Pairs with a large number of common rare features receive higher priority, as
the probability that they belong to the same category is the highest. We discard edges below a threshold
wmin; in other words we never merge documents that share only a few rare features (step 5).

When we use the algorithm for supervised classification, we first connect documents into the training
set; these documents can then be classified “for free”. This special case is described in Algorithm 6.2
where we iterate through all test set documents d; whenever d is connected to another in the train set,
we merge d with d′ such that they are connected by the largest number of common features. We also
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Algorithm 6.2 Kruskal’s algorithm in the special case of connecting test set documents to train set
ones (supervised case).

for distance = 1, . . . , distmax do
for all documents d do

if d in the test set is connected to d′ in the train set with weight at least wmin then
merge d with d′ where the weight of (d, d′) maximum

end if
end for

end for
for all documents d′ in the train set do

for all d merged with d′ do
Classify d into the category of d′

Expand d′ with the text of d {optional}
Remove d from test set

end for
end for

segmentation sentence (part) or paragraph
stemming on or off
rarity threshold value to consider a feature rare
cutoff threshold to disallow too frequent words appearing in rare features
wmin minimum number of common rare features needed to connect two documents
distmax maximum distance of indirection to form composite documents
merging on or off, choice of passing merged text or a sample document to the classifier

Table 6.1: Parameters of Algorithm 6.1.

take into account indirect connections to the training set. If document d is connected to another in the
test set that in turn is connected to d′ of the training set, we also may pre-classify d into the category of
d′. The distance threshold is distmax, the number of iterations in the first for loop of Algorithm 6.2.

Optionally we can enrich the content of each document d of the training set with the text of all or
some documents d′ merged with d during the above mentioned processing. If we train the classifier with
the extended documents, their richer content will characterize categories better.

In addition, we have edges connecting two documents of the test set (in the unsupervised setting
this is the only variation). We could merge all connected components; however in that way we would
force documents into the same category that have only weak indirect connection. Instead we pose
the same distmax limit on the distance of indirection as in the case of train set documents. We take
the edge weight into account by running Kruskal’s Maximum Spanning Forest algorithm [33] with the
following modification. The algorithm starts with single document components and iterates over edges of
decreasing weight. If the current edge connects two different components, the original algorithm merges
them via this edge. However, here we discard the current edge if the diameter of the resulting component
would be over distmax, ensuring that the resulting forest has components with diameters below distmax.
Again there is the option to pass either the merged text or a sample document to the classifier.

The choices we can make are summarized in Table 6.1.

6.4 Experiments

In order to carefully analyze the degree to which rare features (representing topic specific technical terms,
style or quotations) can improve classification and clustering quality, I performed experiments on four
corpora of different domains and natures. Table 6.2 shows their most important properties.

In the Reuters-21578 corpus if a document was assigned to more than one topic, I re-assigned it to the
one which was the most specific, assuming that it covered at least 50 documents. Documents without
any topic indication (originally or after the above described re-assignment) were removed. Because
paragraphs usually consisted of a few sentences, and their boundaries were much easier recognizable
than that of sentences, they served as segments.

In Reuters Corpus Volume 1, I used topic codes as topics, the industry and country classifications were
ignored. Due to memory limitations, in most experiments I processed only the first 200,000 documents.
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Corpus Num. of doc. Num. of categ. Docum. length Segm. length
Reuters-21578 10,944 36 69 11
RCV1 199,835 91 122 10
20 Newsgroups 18,828 20 125 18
WIPO abstr. 75,250 114 62 8

Table 6.2: Characteristics of the four corpora used in my experiments. Length is measured in words.

To see the performance over the entire corpus, in Fig. 6.6 I will show results observed when splitting the
test set into three parts of equal size at random and added the training set to each piece. Pre-processing
and segmentation was exactly the same as for Reuters-21578.

In 20 Newsgroups, segmentation was based on paragraphs, due to their relatively small size.
In case of the World Internet Property Organization corpus, because documents were very long, only

their abstract was utilized, which were segmented by sentence parts. In the rare case when length of a
sentence part exceeded 500 words, it was truncated, while those consisting of a single word were merged
with the previous sentence part. From the category hierarchy I kept only the top two levels, as working
with the full depth would have resulted in several small categories, confusing the classification algorithm.

For all corpora, I removed stop words and performed stemming with Morph of WordNet [119].

6.4.1 Quality and coverage of features

First let us explore the quality of rare words, n-grams (2 ≤ n ≤ 6), skipping n-grams and contextual
bigrams in the four corpora. I examined the trade-off between quality (Fig. 6.1) and coverage (Fig. 6.2),
measuring how quality can be improved by considering features with frequencies decreasing down to
merely two, the smallest value that serves any information at all. I also measured how quality improved
as I increased the minimal number of common features between documents. Recall that these measures
figure in (6.1) which gives a weak prediction of the efficiency of Algorithm 6.1.

As Fig. 6.1 shows, feature quality quickly decays with increasing frequency for short features (words,
bigrams, contextual bigrams). For 5 and 6-grams, however, quality remains high even up to frequencies
around 10 with certain instability due to their low occurrence count. The horizontal baseline over the
figures gives the sanity bound for usability: features above perform better than the naive Bayes classifier
of the Bow toolkit with a train size of 30%. I also measured slight increase in quality when lowering
the cutoff limit to exclude frequent words from rare features (Fig. 6.3, left); improvement is marginal
mainly because coverage decreases. I only show the full variety of features for the 20 Newsgroups corpus
on Fig. 6.3 (right), where skipping n-grams perform slightly better than their regular counterpart.

Fig. 6.2 illustrates that coverage does not increase significantly beyond f=3; short features frequently
occur in documents while the high quality, long n-grams appear infrequently. Thus we have to balance
between quality and coverage to achieve the best possible improvement in classification accuracy.

By the observed values of quality and coverage (Figs. 6.1 and 6.2) the formula (6.1) predicts best
results for very low feature frequency f=2 and n-grams with n ≥ 3. The prediction is above the
classification baseline only for larger training-test ratios t. Experiments in Sect. 6.4.2 showed better
performance as this prediction assumes that pairs connected by rare features are equally easy to classify
than others. In addition it ignores the effect of merging the content of the documents, as well as the
co-occurrence of rare features shared by a document pair. The distribution of the number of rare features
that connect two random documents may invalidate (6.1); moreover, we may impose the wmin threshold
to consider the document pair, thus enhancing classification accuracy.

Fig. 6.4 proves that documents share rare features due to a general topical similarity and not because
of some side effect of (near)-replication or quoting from other documents in. This graph shows the
histogram of document similarity within document groups formed by the proposed algorithm. If rare
features all arose in duplicates, the curve would proceed close to the horizontal axis and jump to one
at Jaccard similarity one. If, on the other hand, common rare features appeared in very dissimilar
documents, then the curve would jump immediately at some very small Jaccard similarity range. The
least similar documents are identified by my algorithm over the 20 Newsgroups corpus while the most
similar over RCV1. While differences are too small to draw conclusions on the different nature of the
corpora, we at least see that my algorithm does not rely on quoted reply fragments over 20 Newsgroups.
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Figure 6.1: Quality of various features across the four corpora, with the horizontal baseline showing the
quality of classification with 30% train size. Contextual bigrams are abbreviated as cont. For the sake of
clarity I removed the following coinciding lines: for Reuters-21578 contextual bigrams perform similarly
to bigrams and 5-grams to 6-grams; for RCV1 words are similar to bigrams; for 20 Newsgroups 4-grams
and 5-grams to 6-grams; finally, for WIPO 5-grams to 6-grams.
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Figure 6.2: Coverage of various features across the four corpora as the function of the rarity threshold.
Values are cumulative for all feature frequencies below the value over the horizontal axis.
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Figure 6.3: Left: Feature quality as the function of cutoff in frequency 2 trigrams over 20 Newsgroups.
Right: More features over 20 Newsgroups.

Figure 6.4: Left: Histogram of the Jaccard similarity of document pairs connected by the co-occurrence
of a frequency 2 trigram. Right: The number of components of various sizes connected by the frequency
2 trigrams of 20 Newsgroups.
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6.4.2 Classification

For classification I used the naive Bayes component of the Bow toolkit with default parameters, as this
enhanced naive Bayes implementation often outperformed the SVM classifier and required significantly
less computation time, according to my own experiments. Each measurement point represents the average
accuracy of five random choices of training sets. I set merging on, as this choice outperforms the other.
The values for the free parameters of Table 6.1 are rarity = 2, cutoff = 1000 and wmin = 3 for all
corpora, except for WIPO where wmin was 2.

In Algorithm 6.1 I set distmax = 2 since this simplifies the implementation while ignores only a few
components. As Fig. 6.4 (right) clearly demonstrates, the majority of features are singletons and are
of no use in the proposed method. From there the number of components decay exponentially and
components of more than four features occur only sporadically.

The improvement achieved by the proposed algorithm in shown Fig. 6.5 for the four corpora and in
Fig. 6.6 (left) when considering the entire RCV1 corpus and running Algorithm 6.1 by splitting it into
three equal parts. In Fig. 6.6 (right) we see that we can significantly reduce the work of the classifier if
we pre-process the corpus by my algorithm.

Fig. 6.5 shows that except from 20 Newsgroups, the usefulness of features roughly reflect their ranking
with respect to the expectation of formula (6.1): words and contextual bigrams are the least efficient,
with n-grams providing better results. Bigrams and 3-grams performed unexpectedly well; apparently
they provided the optimal trade-off between quality and coverage. Remember that the formula predicts
improvement only for very large training set sizes; the measurement thus confirms the usability of rare
features and in particular the assumption that the co-occurrence of rare features is independent of how
easy or hard a given document is to classify. I mention an anomaly of 20 Newsgroups: first, improvement
roughly stabilizes beyond 10% training-test set ratio, possibly because for larger training set sizes the
accuracy of the classification algorithm approaches the quality of features, diminishing their power;
second, words and contextual bigrams sharply separate from the other features.

6.4.3 Clustering

For clustering I used CLUTO with cosine similarity and i2 criterion function. CLUTO computes the
desired k-way clustering solution by a sequence of k− 1 repeated bisections: the matrix is first clustered
into two groups, then one of these groups is selected and split further. The process continues until the
desired number of clusters is found. During each step, the cluster is split so that the resulting 2-way
clustering solution optimizes a particular criterion function. Note that this approach ensures that the
criterion function is locally optimized with each bisection, but in general is not globally optimized.

To evaluate the quality of clustering, I compared the 70 original topics to varying number of clusters,
namely 20, 25 ... 75, measuring clustering quality by entropy and purity, of course.

Fig. 6.7 shows that rare features had less impact on clustering than on classification; by formula (6.1)
this is no surprise since the no training set case t = 0 always predicts the failure of my algorithm. The
performance of features relative to each other is the same for entropy and purity; however, they perform
completely different from classification (Fig. 6.5). A decent initial clustering can be improved while for
low quality clusters we even observe deterioration. In this sense the RCV1 and WIPO measurements are
likely due to the very poor performance of the final clustering step.

6.5 Conclusion and possible future directions

This chapter presented a novel approach by which extremely rare n-grams, which were mostly neglected
by previous research, can be exploited to aid classification and clustering. The probability that documents
sharing two or more common rare n-grams belong to the same topic is surprisingly high, often even
surpassing the accuracy of naive Bayes classifiers trained on 60% of the corpus. I carried out experiments
on four corpora and found that even simple features such as rare bigrams and 3-grams are able to improve
classification accuracy by 0.6-1.6%, and at the same time reducing the number of documents passed to
the classificator by 5-25%. For clustering the gain was 0.9-2%, with 6-25% of documents withheld.

A possible future directions is to conceive new features whose quality or coverage is better than
n-grams and contextual bigrams, and to introduce filtering (possibly involving shallow natural language
processing) by which quality of existing features can be increased. Another promising direction is to
replace the simple merging of document pairs with a more sophisticated method.
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Figure 6.5: Improvement over the baseline classification accuracy. For the sake of clarity I do not show
the following coinciding lines: in Reuters-21578 4-grams perform similarly to trigrams and 5-grams to 6-
grams; in RCV1 6-grams are similar to contextual bigrams; in 20 Newsgroups 5-grams behave similarly
to 6-grams and bigrams to trigrams. Note that the classical splits of Reuters-21578 would roughly
correspond to the training-test ratios 0.68 (Lewis), 0.75 (modified Apte) and 0.96 (Hayes), neither of
which is shown on the diagrams. The split proposed by Lewis for RCV1 would correspond to the
training-set ratio of 0.03; and the split established for WIPO by its publisher to 0.61 (also not shown).
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Figure 6.6: Left: Improvement over the baseline when documents with common rare features are grouped.
Right: The fraction of documents paired by the algorithm. Features used are 4-grams for 20 Newsgroups,
trigrams for Reuters-21578 and bigrams for RCV1 and WIPO.

Figure 6.7: Improvements in cluster entropy and purity over the baseline. parameters are cutoff = 1000,
rarity = 2 for bigrams of 20 Newsgroups; cutoff = 100, rarity = 2 for 4-grams of RCV1; cutoff = 500,
rarity = 3 for contextual bigrams of Reuters-21578; cutoff = 500, rarity = 2 for trigrams of WIPO.
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Chapter 7

Feature extraction by exploiting
Wikipedia

Thesis V: Characterizing documents by Wikipedia categories. I have proved that if we recognize
the titles of Wikipedia articles inside the texts of documents, selecting the most dominant ones, and during
classification and clustering we represent documents by the top tf × idf words extended by the Wikipedia
categories attached to these articles, then the quality of classification and clustering will be the same or
even better than if we used the full texts. See publications [7, 8, 11].

In the last few years size and coverage of Wikipedia has reached the point where it can be utilized similar
to an ontology or taxonomy to identify the topics discussed in a document. In this chapter I will show that
even a simple algorithm that exploits only the titles and categories of Wikipedia articles can characterize
documents by Wikipedia categories surprisingly well. I tested the reliability of my method by predicting
categories of Wikipedia articles themselves based on their bodies, and by performing classification and
clustering on 20 Newsgroups and RCV1, representing documents by their Wikipedia categories.

7.1 Introduction

The goal of topic identification is to find labels or categories (ideally selected from a fixed set) best
describing the contents of documents, which then can aid various information retrieval tasks, such as
classification and clustering. One possible approach is to utilize an ontology to detect concepts in the
document, selecting the most dominant ones. Unfortunately, most existing ontologies or taxonomies
are either too small and does not contain domain specific information (OpenCyc with 47,000 concepts,
WordNet with 120,000 synsets vs. 800,000 in Wikipedia, see also [123, 52]), or they do not organize
concepts strictly by semantic relations (e.g. ODP often subdivides categories according to the types of
web sites they appear on, see [20, 58]). On the other hand, coverage of Wikipedia is general purpose and
wide, containing up to date information about persons, products etc., making it a much better option,
despite the fact that its structure is less rigorous, rich and consistent than that of ontologies.

I present a relatively simple method which, by exploiting only the titles and categories of Wikipedia
articles, can effectively determine the Wikipedia categories most characteristic of a document. First, it
identifies all Wikipedia articles possibly related to the document by matching their titles with words of
the document. Articles are then weighted by three kinds of factors, concerning

• words which are shared between the document and the article title, such as their frequency, or the
number of Wikipedia categories in which they appear;

• strength of the match between the document and the article, like the number of words in common,
or percentage of the title words which are present in the document;

• the article itself, for example the number of Wikipedia articles with very similar titles.

Second, it collects categories assigned to these articles, establishing a ranking between them based
mainly on the weights of the articles promoting them, but also taking into account how many document
words support them (through the articles) and to how much degree is this support shared with other
(stronger) categories. I emphasize that I did not exploit the full potential of Wikipedia: I did not use
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the information contained in the actual text of articles, the links between articles, or the hierarchy of
categories, which might be the focus of future research.

I validated my method by carrying out two experiments. First, the method predicted categories of
the Wikipedia articles themselves: for 86% of articles, the top ranked 20 categories contained at least
one of the original ones, with the top ranked category correct for 48% of articles. Second, I performed
classification and clustering on the documents of 20 Newsgroups and RCV1, representing documents by
their Wikipedia categories. I found that for RCV1, classification based solely on Wikipedia categories
performed equal to using the full text of the documents. If in addition to Wikipedia categories I also
used the top 20 tf × idf words of the document, accuracy was much better for classification and roughly
equivalent for clustering compared to using the full text, both for RCV1 and 20 Newsgroups.

There are several approaches for topic identification using a fixed set of labels contained in an ontology
or taxonomy such as matching important words of a document against Yahoo directory titles [175]; finding
WordNet concepts in the text and estimating their importance based on how many times they or their
related concepts occur [102]; comparing the language model of documents with those of Yahoo or Google
directories [3]; finding the WordNet concept most similar to the document, where similarity is measured
between weighted word vectors [152]; assigning ontology nodes to document clusters [169], and so on.
For an overview, see [103]. Though some of the approaches, particularly [102] and [175], are similar to
mine, their computation of label weights and handling of the ontology structure is significantly different.

Wikipedia received the attention of the information retrieval community only recently. Several papers
describe ways to modify its structure for making it more suitable for machine processing [180], analyze
its organization [12, 181], extend its content [1], using it to add new relationships to WordNet [153], or
utilize it for various information retrieval tasks, such as question answering [120, 4]; however, to my best
knowledge, no attempt were made so far to apply it for either topic identification or document extraction.

7.2 Proposed method

My goal was to find the Wikipedia categories most characteristic to a given document. To achieve this,
the proposed method collects all Wikipedia articles suggested by the words present in the document,
then determines which Wikipedia categories are the most dominant among these articles.

7.2.1 Preparing the Wikipedia corpus

The Wikipedia corpus in its original form, either as a set of HTML pages provided by a Wikipedia server,
or as a large downloadable XML file containing pages written in Wiki markup, was not suitable directly
for our purposes, thus it had to undergo some preparations shown in Algorithm 7.1.

Algorithm 7.1 Preparing the Wikipedia corpus.
1: Reduce corpus to articles and redirections
2: Perform stop word removal and stemming on article titles, unite article titles if necessary
3: Remove categories corresponding to Wikipedia administration and maintenance
4: Remove categories containing less than 5 or more than 5000 documents
5: Merge stub categories with regular ones

In step 1, I discarded all special pages (categories, images, talks etc.), and kept only article and
redirection pages; from articles I retained only their titles and the set of assigned category names. For
each article I generated an abstract object, in effect an ID, to which I linked titles, redirections and
categories as shown in Fig. 7.1 – I then considered redirections as additional article titles.

In step 2, to make recognition of Wikipedia terms easier in the documents, I removed stopwords and
stemmed titles. Therefore sometimes two or more titles pointing to different articles were mapped to
the same word sequence. In this case, the titles were united, and the new entity pointed to all of the
articles. Finally, a word index was made on the titles, yielding the structure illustrated in Fig. 7.2.

Note that a word can point to many titles (“star”), the same title can point to many articles (like
“baseball stars”), and more than one title may point to the same article (“Tears of the Prophets”).

In addition, in steps 3–4 three minor corrections was made to remove useless information which would
have confused or slowed down topic identification. First, “administrative” categories grouping articles by
some operational property instead of their meaning, like “Wikipedia maintenance” or “Protected against
vandalism”, were deleted. Second, categories with too few (less than 5) or too many (more than 5000)

95



redirection

article

Many components in a
computer system unit...

The arithmetic logic unit
(ALU) of a computer ...

Arithmetic
logic unit

CPU cooler

CPU fan

Computer cooling Central
processing unit

Digital circuits

category

Computer
hardware cooling

Computer
architecture

article

title

title

redirection

category

category

category

Figure 7.1: Simplified Wikipedia structure.

prophet tear

star trek orb

baseball star

Tears of the
Prophets

Phantasy Star II

Baseball stars

All star baseball

phantasy star

article

phantasy

star

baseball

tear Star Trek:
Deep Space Nine

NES games

Baseball
computer games

1989 computer
and video games

stem

stem

stem

stem

stemmed title

stemmed title

stemmed title

stemmed title

article

article

article

category

category

category

category
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articles were also removed. Third, “stub” categories containing unfinished articles were merged with
their regular counterpart, e.g. “Economics stub” with “Economics”; this modification had no effect on
my algorithm because I only used article titles.

7.2.2 Identifying document topics

After I prepared the Wikipedia corpus, everything was ready for the actual processing shown in Algo-
rithm 7.2. Before proceeding, let us define a few simple terms. Category c is assigned to article a, or c
is one of the official categories of a, if according to Wikipedia, a belongs to c. Word w points to article
title t, if it occurs in it; likewise, title t points to article a if it is one of the titles of a. Finally, the set of
words occurring in the titles of articles in category c will be called the vocabulary of c.

Algorithm 7.2 Identifying topics of a document.
1: Remove stop words and perform stemming, remove words not occurring in Wikipedia article titles
2: Collect words of the document and weight them by Rw = tf w × log N

cf w

3: Collect Wikipedia titles whose words (with the possible exception of one) are all present in the
document, and weight them by Rt =

∑
w→tRw ×

1
tw
× 1

at
× St

Lt

4: Collect Wikipedia articles pointed to by the titles and weight them by Ra = maxt→aRt
5: Collect Wikipedia categories assigned to the articles and weight them by Rc = vc

dc
×
∑
a→cRa

6: Decrease weights of categories sharing its supporting words with other categories of higher Rc values
7: Select categories with the highest weights

In step 1, I carried out stopword removal and stemming on the source document, in exactly the same
way as I did during the preparation of the Wikipedia corpus, thus aligning the vocabularies on both
sides. Words of the documents not present in any Wikipedia article titles were ignored.

In step 2, I assigned an Rw weight to each word w:

Rw = tf w × log
N

cf w
, (7.1)

where tf is the term frequency (number of times the word occurs in the document); N is the number
of Wikipedia categories; finally, cf w is the category frequency, specifying how many categories contain
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word w in their vocabulary. The second factor is inverse category frequency, icf w defined over category
vocabularies similar to idf . Some papers define inverse category frequency differently, as they count the
number of corpus categories and not Wikipedia categories the given word occurs in.

In formula (7.1), the first factor emphasizes words occurring many times in the document, thus
probably being central to the document topic. The second factor gives preference to words which select
only a few categories, and therefore do not introduce significant uncertainty and noise into the later
analysis steps. I did not utilize the idf measurement, because my goal was to determine categories that
best describe a document, not those that are the most advantageous for the classification, clustering or
other information retrieval algorithm run on the document corpus.

In step 3, I collected Wikipedia titles supported by words present in the document. Word w supports
title t if (1) w occurs in t, and (2) out of the other M words of t, at least M − 1 are present in the
document. Of course if the title contains only a single word, the second condition should be ignored.

In step 3 I allowed a single word mismatch between the title and the document to properly handle
documents that refer to persons, places or technical terms in an incomplete way, for example “Boris
Yeltsin” may appear as “Yeltsin” or “Paris, France” as “Paris”. In addition, Wikipedia titles occasionally
contain auxiliary description between parentheses or after a comma, to make clear that of the multiple
possible senses of the concept, exactly which one is discussed in the corresponding article, like in “Bond
(finance)” and “Bond (masonry)”. This auxiliary information does not necessarily appear directly in the
document, because it is evident from the context or the document uses another word for disambiguation.

Similarly to words, titles were also weighted in step 3:

Rt =
∑
w→t

Rw ×
1
tw
× 1
at
× St
Lt
, (7.2)

where Rw is the weight of a supporting word, as defined in the previous step; tw denotes the number of
Wikipedia titles containing word w; at is the number of articles pointed to by title t. Finally, Lt stands
for the title length, in words, and St specifies how many of the title words are present in the document.
Although the second factor could have been computed as part of Rw, since it does not depend on the
title, I feel that due to its meaning it belongs rather to Rt.

Through the first factor of (7.2) titles become preferred or suppressed based on the importance of
their supporting words. The last factor simply measures how much percentage of the title words occur
actually in the document text, giving less emphasis to only partially supported titles. The reason for
strengthening articles with longer titles is quite straightforward: the probability that they were detected
by mistake is lower. For instance, it is practically impossible that a document containing the words
“comprehensive”, “test”, “ban” and “treaty” does not discuss arms control.

The purpose of the second and third factor of (7.2) is to prevent common words pointing to many
titles, and titles pointing to many articles from gaining undeservedly high weights during further analysis.
Unfortunately, Wikipedia does not discuss every topics in the same detail, for instance, there are a lot
more articles about musical albums than the domain of photography. Therefore if a document contains
words “album” and “photo”, the former will attract many times more Wikipedia articles than the latter,
heavily distorting the category distribution. Similarly, as a consequence of stemming, there are titles
referring to a large amount of articles, for instance every “Architecture in X”, where X is a year number,
will become “architecture”. Since these articles are about the same topic, and thus usually vote for the
same set of categories, without the balancing effect of the third factor, they would easily overwhelm
other equally important concepts.

In step 4, I collected articles pointed to by the titles found in the previous step. If the same article
were pointed to by different titles (because of redirections), its weight was simply the maximum of theirs:

Ra = max
t→a

Rt. (7.3)

Note that I did not add the weights up as the number of titles for an article reflects the structure of
Wikipedia, and not the importance of the article.

In step 5, I made a list of the categories assigned to the collected articles, and weighted each one by
the sum of the corresponding articles (an article might vote for several categories):

Rc =
∑
a→c

Ra. (7.4)

In step 6, I simply selected H categories with the highest weight; they were considered the most
characteristic topic(s) of the document content.
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7.2.3 Improvements

By introducing two small modifications to the method described in the previous section we can greatly
improve its accuracy; each modification affect only step 5, that is, computation of the Rc category
weights. In order to make their explanations easier to follow, let us define the supporting words of
category c as the set of words supporting articles which pointed to c.

In the first modification, I attempted to suppress categories whose high Rc value is only a consequence
of their exceptionally large vocabulary, such as for “Actors” and “Films”. This can be regarded as an
extension of the effort realized in the second and third factor in formula (7.2). The modification is
realized as an extension of formula (7.4):

Rc =
vc
dc
×
∑
a→c

Ra, (7.5)

where vc denotes the number of supporting words of category c; and dc is the number of words in the
vocabulary of category c.

With the second modification I prevented that words already “consumed” or “accounted for” by a
more significant category promote other less important ones. For example, if “ban” already supported the
concept “comprehensive test ban treaty”, then it would be obviously a mistake to allow it to strengthen
also “Ban (mythology)” with the same degree.

The second modification represents an additional step after step 5 where I have collected the categories
and computed their weights. First, I set up a dw decay value, initially 1, for each word of the document.
Next, I sorted the categories according to their weight, and examined them, starting with those of the
highest weight – I recomputed their weight and the decay values for their Bc set of supporting words:

R
′

c = Rc ×
∑
w∈Bc

dw

|Bc|
, d

′

w =
dw
2
, w ∈ Bc. (7.6)

That is, Rc was multiplied by the average decay value of the supporting words of category c, whose
decay value was then halved. Of course if none of the supporting words were shared with previously
examined (higher weighted) categories, Rc remained intact.

7.3 Experiments

To validate my approach for topic identification, I performed two groups of experiments. In the first
group, I measured how well my proposed algorithm was able to predict the categories of the Wikipedia
articles themselves, based solely on their bodies (which my method did not know). In the second, I
assigned Wikipedia categories to the documents of two well known corpora, 20 Newsgroups and RCV1,
and then examined how well they represented the documents during classification and clustering.

For my experiments I used the Wikipedia snapshot taken at 19th February 2006, containing 878,710
articles, 1,103,777 redirections, 55,298 categories. Stemming was carried out by TreeTagger, for stopwords
I used a slightly modified version of the list compiled for the Smart search engine. I deleted numbers
from Wikipedia titles, but not tokens containing both digits and letters, like “1930s”, “win95”.

In order to simplify further discussions, let us denote the n categories having the highest Rc weights
among the categories collected for a specific document as the top n categories (in fact, n is equal to H).

7.3.1 Predicting categories of Wikipedia articles

In the first group of experiments, I ran my algorithm on approximately 30,000 articles randomly selected
from Wikipedia, to measure how well it can predict their original categories. Note that the prior knowl-
edge of my algorithm about the Wikipedia corpus (article titles, categories) did not overlap with the
processed documents (article bodies), so there was no danger of the evaluation results being distorted.

As an example of selected Wikipedia categories with their Rc weights, Table 7.1 shows the 10 cate-
gories deemed as most relevant for the Wikipedia article #1566, “Analysis of variance”, to which officially
only a single category, “Statistics” was assigned. Weights are normalized to 1. The single official cate-
gory received more than three times the weight of the second category on the list, and aside from “1930s
comics” and “History of boxing”, which were supported by words “1920s” and “1930s”, all proposed cate-
gories have a strong relation with the main topic. In fact, “Probability and statistics” is a super-category
of “Statistics”, and in turn, “Probability theory” is a super-category of “Probability and statistics”.
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Table 7.1: Top 10 Wikipedia categories selected for the article “Analysis of variance”.
Rc Category
1.00 Statistics
0.30 Evaluation methods
0.17 Scientific modeling
0.13 1930s comics
0.10 Probability theory
0.08 Observation
0.07 Social sciences methodology
0.07 Data modeling
0.07 Probability and statistics
0.05 History of boxing

However obvious it may seem, there are several problems with measuring accuracy on the Wikipedia
corpus and by the number of official categories present among the top 20 categories:

• Wikipedia articles are more cleanly written than the average documents in the World Wide Web
or other electronic document repositories;

• the categorization of Wikipedia articles is not always consistent, for example article “Politics of
Estonia” is not linked to category “Estonia”;

• density of the Wikipedia category net is very uneven, some topics are more detailed than others;
• some Wikipedia articles combine semantically unrelated concepts, usually based on the fact that

they are chronologically connected (like “April 7” or “1746”) or their name/abbreviation is the
same (e.g. “CD (disambiguation)”, “Java (disambiguation)”);

• similarly, many Wikipedia categories cover semantically unrelated articles, such as “1924 deaths”.

The first point can be easily resolved by testing the proposed method on other corpora (as I did in
the next section), the others, however, would require extensive human intervention.

Curve “exact match” on Fig. 7.3 (left) shows the number of documents for which the top 20 categories
contained at least a given percentage (indicated on the x axis) of the official categories. My method
predicted at least one official category for approx. 86% of the examined documents, and there were about
40% for which all official category was discovered. The sharp drop near 50% can be attributed to the
disproportionally large number of documents having two official categories assigned, see Fig. 7.3 (right).

If we do not insist that official categories appear directly among the top 20 categories, and allow
their substitution by their immediate sub- or super-categories, accuracy nearly uniformly improves by
approximately 4–8% (curve “maxdist=1”). If we further relax requirements, and instead of one level of
indirection, we allow two, accuracy again increases (see curve “distmax=2”. The improvement is larger
this time, which is no surprise, since n levels of indirection mean roughly an possible substitutions, where
a is the average number of immediate sub- and super-categories for a category.

Another approach to estimate category selection quality is to adopt the precision/recall measurement
[8], from which F1 can be easily computed. In our case, precision means that out of the top n categories,
how much percentage is actually an official category (or is a sub- or super-category of an official one, if
we allow indirect matching); while recall specifies how much percentage of the official categories occurs
among the top n categories. Note that if n is smaller than the number of official categories, recall assumes
that there are only n official categories, otherwise it would lead to an undeservedly low accuracy.

Fig. 7.4 shows the two measurements for different n values, the strange drop in the latter can be
attributed to the special behavior of recall when n is lower than the number of official categories. Allowing
indirect category matching has the same effect as we saw in Fig. 7.3 (left); we observe a slightly stronger
improvement between “distmax=1” and “distmax=2” than between “distmax=1” and “exact match”.

7.3.2 Classification and clustering

To test my method on real-world documents, I ran it on both the 20,000 postings of 20 Newsgroups and
the first 200,000 news articles of RCV1. Since these documents were categorized according to their own
schemas, I could not directly evaluate accuracy of the top 20 Wikipedia categories. Instead, I examined
how well the top 20 categories represented documents during classification and clustering.
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Figure 7.3: Left: Amount of Wikipedia articles for which at least a given percentage of official Wikipedia
categories was present in the top 20 categories. The “distmax=n” curves represent the case when instead
of the official category we also accept one of its sub- or super-categories, assuming the level of indirection
does not exceed n. Right: Amount of Wikipedia articles with a given number of official categories.
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Figure 7.5: Classification accuracy in 20 Newsgroups and RCV1 at various training set sizes, when
documents were represented by full text (“fulltext”), the 20 words with highest tf × idf (“tfidf”), top 20
categories (“wikipedia”), or combination of the latter two (“combined”). Note that the split proposed
by Lewis for RCV1 would roughly correspond to the training-test ratio of 0.03.
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Figure 7.6: Entropy and purity of clusters in 20 Newsgroups at various cluster numbers.

Of course, stemming and stopword removal was performed in exactly the same way on documents
as on Wikipedia titles. In addition, from 20 Newsgroups postings, I removed e-mail and web addresses,
since they do not match with any Wikipedia title. In RCV1, I regarded topic codes as categories; if a
document had more than one, I kept only the most specific. For classification I used the naive Bayes
algorithm of the Bow toolkit, and for clustering CLUTO, both with default parameters.

I compared the performance of four document representation techniques: (1) documents represented
by their full text, shown as “fulltext” on diagrams; (2) by the 20 words with the highest tf × idf , “tfidf”;
(3) by the top 20 Wikipedia categories, “wikipedia”; and (4) by merging (2) and (4), “combined”.

Classification accuracy is illustrated on Fig. 7.5. As we can see, for 20 Newsgroups Wikipedia cat-
egories used in themselves have a much lower accuracy that can be obtained by the full text, because
classification exploits names and signatures of posting authors. However, when merging specific (“tfidf”)
and general (“wikipedia”) features, accuracy improves significantly, especially at lower training set sizes.
For RCV1, Wikipedia categories are roughly as good as the full text, and when augmented by the top
tf × idf words, similarly to 20 Newsgroups they surpass “tfidf”, although to a lesser degree.

Clustering quality was measured by entropy and purity, shown for various cluster numbers in Fig. 7.6–
7.7. Using Wikipedia categories in themselves produces the worst result, as co-occurrence between cate-
gories is not as pervasive as between words, and thus they cannot express similarity between documents
so effectively. However, when utilized together with top tf × idf words, their performance approaches, in
some cases even exceeds that of the full text.
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Figure 7.7: Entropy and purity of clusters in RCV1 at various cluster numbers.

7.4 Conclusion and possible future directions

I presented a novel approach for determining the most characteristic categories of documents by relying
on the Wikipedia on-line encyclopedia. I validated my method by several ways, first by predicting the
categories for the Wikipedia articles themselves, then by classifying and clustering documents of 20
Newsgroups and RCV1 based on their Wikipedia categories. I observed that the Wikipedia categories,
especially when augmented by words with the highest tf × idf values, represented documents as good as,
and sometimes even better, than their full text.

My method used solely the titles and categories of Wikipedia articles, it did not even tried to exploit
the rich information provided by the article texts, the links between articles, or the hierarchical structure
of the categories, on which future research might focus.
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Chapter 8

Feature extraction as disambiguation

Thesis VI: Using Wikipedia to improve query translation quality. I have proved that when
translating German/Hungarian queries to English, the accuracy of the selection of the most suitable
English terms can be improved if we recognize Wikipedia article titles in the English terms, and rank them
based on how strongly their corresponding article relates to other articles attached to the other English
terms. Using publicly available dictionaries and a pre-filtering of English terms with bigram-statistics,
MAP of translated queries will be 7-12% higher. See publications [9, 10].

Extracting features can be utilized not only for summarizing documents but also for improving the quality
of machine translated queries. The proposed method first performs a raw translation of the original
words and phrases using a machine readable dictionary derived from various sources, resorting to bigram
statistics computed on the translated elements to discard incongruous combinations. Next, it detects
Wikipedia concepts in the translated query, further narrowing the set of translation candidates assigned
to source words and phrases. Here I will demonstrate a double application of Wikipedia for cross-lingual
information retrieval: (1) exploiting links between Wikipedia articles for query term disambiguation, and
(2) extending machine readable dictionaries with the help of bilingual Wikipedia articles.

8.1 Introduction

In the following I will describe the cross-lingual retrieval (CLIR) method used in the Ad Hoc track of
CLEF 2007 [44]. The task was to translate a query originally written in language A to language B,
and then search with the translated query in a corpus of documents written in language B. In order
to evaluate the quality of translation, each query had been translated by an expert to language B (the
so called official translation), and also the most relevant documents to this query were marked in the
corpus. Queries – or topics in the CLEF terminology – had three parts: title, description and narrative.
Titles consisted of only a few key words, and represented what a typical user may enter as a query into
a search engine to retrieve documents about the specified topic. Descriptions usually contained one or
two sentences giving more details, and narratives explained the topic in a very detailed manner. For
example topic #C041 was the following:

Title: Pesticides in Baby Food

Description: Find reports on pesticides in baby food.

Narrative: Relevant documents give information on the discovery of pesticides in baby food. They report

on different brands, supermarkets, and companies selling baby food which contains pesticides.

They also discuss measures against the contamination of baby food by pesticides.

There were three English corpora provided for evaluating English queries, all of them contained news
articles about a wide range of everyday topics: the Glasgow-Herald corpus (GH) had 56,742 documents
from 1995, the Los Angeles Times 1994 (LAT-94) collection comprised of 113,005 documents, and finally
the Los Angeles Times 2002 (LAT-02) corpus contained 86,002 documents.

The novelty of my approach is that I exploit Wikipedia hyperlink structure for disambiguation during
query term translation in addition to simple bigram statistics which represents raw translation. Exper-
iments performed on 250 Hungarian and 550 German topics against the English target collections GH,
LAT-94 and LAT-02 show 1–3% improvement in MAP by using Wikipedia. The MAP (Mean Average
Precision) of translated queries was roughly 62% of the original ones for Hungarian and 80-88% for
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German queries when measured over the tf × idf -based Hungarian Academy of Sciences search engine.
MAP is computed for a query set Q as:

MAP =
1
|Q|

∑
q∈Q

1
Rq

Rq∑
i=1

pq,i (8.1)

where Rq is the number of relevant documents for query q, and pq,i denotes the precision of the first n
hits returned for query q, where n is just large enough to cover i relevant documents.

Note that due to the morphological complexity, ad hoc retrieval in Hungarian is a hard task with
performances in general reported below those of the major European languages [63].

The proposed method falls in the branch of machine translation based on disambiguation between
multiple possible dictionary entries [67]. The method generates a raw word-by-word translation of the
topic by using a simple machine readable dictionary containing source-target language term pairs. I
disambiguate translations of word pairs by the bigram language model of Wikipedia, selecting pairs
which have the highest probability of being followed by each other in the text of documents. Then I
score the remaining English candidate terms by mapping them to Wikipedia articles (concepts) and
analyzing the Wikipedia hyperlinks between these articles, preferring candidates which have stronger
semantic relation (that is, more hyperlinks) to other candidate terms. The method is a simplified version
of translation disambiguation that typically also involves the grammatical role of the source phrase
(e.g. [45]), an information unavailable for a typical query phrase.

Several researcher utilized ontologies to support disambiguation in machine translation [85], or as a
base for internal representation bridging the source and target languages [124]; [107] gives an extensive
theoretical discussion on this topic. However, due to the lack of ontologies which have a sufficiently wide
coverage and at the same time are available in multiple languages, these methods typically construct
their own ontologies through some machine learning technique over parallel corpora. Though the idea
of taking advantage of Wikipedia has already emerged, either as an ontology [41] or as a parallel corpus
[2], but so far it has not been used for dictionary construction or to improve translation accuracy.

8.2 Proposed method

The proposed method consists of a word-by-word translation by a dictionary, followed by a two-phase
term translation disambiguation, first by bigram statistics, then by exploiting the Wikipedia hyperlink
structure. Of course, I used the same stemming and stopword removal procedure for the target corpus,
the dictionaries and the Wikipedia articles. Stemming for English and German language content was
performed by TreeTagger [159] and for Hungarian by an open source stemmer [63].

As dictionary, I used an on-line dictionary as well as bilingual Wikipedia articles. For Hungarian,
the Hungarian Academy of Sciences on-line dictionary contains an official and a community edited part,
of roughly 131,000 and 53,000 entries, respectively. I extended the dictionary by related pairs of English
and Hungarian Wikipedia article titles. Unfortunately, this increases coverage only slightly, since as
of late 2007, there are only 60,000 articles in the Hungarian Wikipedia, mostly about technical terms,
geographical locations, historical events, people etc. either not requiring translation or rarely mentioned
inside queries. I ranked dictionary entries by reliability: official dictionary, community edited dictionary,
and finally those entries generated from bilingual Wikipedia articles. I discarded less reliable entries even
if they would provide additional English translations for a source language term. Table 8.1 shows sample
dictionary entries; as can be seen, the dictionary usually gives a large number of possible translations,
whose majority is evidently not pertaining to the examined topic.

For German, as dictionary I used the SMART English-German plugin version 1.4 [138], and the Ger-
man and English Wiktionaries (which for many phrases specify the corresponding English and German
terms, respectively, in their “Translations” section). Moreover, again I collected translations from the
titles of related English and German Wikipedia article pairs. I worked with the snapshots of Wiktionary
and Wikipedia taken in September, 2007. Reliability ranking of the dictionaries were: SMART plugin
(89,935 entries), Wiktionary (9,610 new entries), and bilingual Wikipedia articles (126,091 new entries).

In the first step I looked up English translations of terms in the original (Hungarian or German)
query, which was built from the title, description and narrative of CLEF topics. I paired the English
terms present in the same topic part in all possible E, E′ combinations. In addition, I computed the
bigram statistics of the target (English) corpus, measuring the probability that a word w is followed by
another word w′. Next I scored the English terms according to the formula:
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rankB(E) = maxE′B(E,E′) (8.2)

where B denotes the bigram probability for the last word of E and the first word of E′. The second
column of Table 8.1 shows typical values.

The novel idea lies in the second disambiguation step. Here I transformed Wikipedia into a concept
network based on the assumption that hyperlink references between articles indicate semantic relation-
ships. As opposed to proper ontologies, like WordNet or OpenCyc, these relations have no type (however,
several researchers worked out techniques to rectify this omission, for instance [180]). I used the Wikipe-
dia snapshot taken in August of 2006 with (after preprocessing) 2,184,226 different titles corresponding
to 1,728,641 documents; preprocessing was the same as was described in Chap. 7.

Terms of the translated query were labeled by Wikipedia documents according to Algorithm 8.1.
First I looked for Wikipedia article titles inside the sequences formed by candidate English terms; for
multiword titles I required an exact match, but I allowed that the order of English terms differ from
the order of their corresponding source terms in the original query. This way for each English term E
I obtained a set WE of Wikipedia titles in which they participated. Next, I ranked these Wikipedia
articles based on their connectivity within the graph of the concept network. More precisely I ranked
Wikipedia articles D by the number of links to terms O in the source language, i.e. the number of such
O with a translation E′ that had a D′ ∈WE′ linked to D. For each term translation E I then took the
maximum of the ranks within WE , adding these ranks up in case of multiword translations.

Algorithm 8.1 Outline of the labeling algorithm.
for all English translation words E do

for all Wikipedia documents D with title TD containing E do
if TD appears as a sequence around E then

add D to the list WE

end if
end for

end for
for all translation words E do

for all Wikipedia documents D ∈WE do
rankW (D)← |{O : O is a source language word such that there is a translation E′ and a D′ ∈WE′

with a link between D and D′ in Wikipedia}|
end for
rank(E)← max{rank(D) : D ∈WE}

end for

The third column of Table 8.1 shows scores of various English translation candidates computed from
the degree of linkage between their corresponding Wikipedia article(s) and those of other candidates.

Wikipedia itself is insufficient for CLIR since it deals primarily with complex concepts while basic
nouns and verbs (e.g. “read”, “day”) are missing, therefore I had to use it in combination with bigram. So
finally I built the translated query based on the bigram and Wikipedia based rankings rankB and rankE
of the individual English terms, of course also taking into account the quality q(E) of the dictionary from
which the given translation originated. I chose the translation that maximizes the expression below; if
two English terms had exactly the same score, I kept them both:

q(E) · (log(rankB(E)) + α log(rankW (E))). (8.3)

In Table 8.1, translations are ordered according to their combined scores. Note that for the first
word, neither bigram statistics, nor Wikipedia would rank the correct translation to the first place, but
their combined score does. For the second word, both scoring would select the same candidate as the
best one, and for the third, Wikipedia scoring is right while the bigram statistics is wrong.

8.3 Search engine

I used the Hungarian Academy of Sciences search engine as the information retrieval system, which
employs a primarily tf × idf -based ranking augmented by a weighted combination of the factors:

• proximity of query terms as in [144, 18];
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Table 8.1: Possible translations of Hungarian words from queries #251 (alternative medicine), #252
(European pension schemes) and #447 (politics of Pym Fortuin) along with their bigram and Wikipedia
disambiguation scores. Ordering is by the combined score, which is not shown here. (*) The term “kor”
may have different meanings depending on the diacritics (see in brackets): age, illness, cycle, heart suit.

Hungarian word Bigram score Wikipedia score English word
természetes 0.0889 0.1667 natural

0.3556 0.0167 grant
0.0000 0.1833 natural ventilation
0.0000 0.0167 naturalism
0.0000 0.0167 genial
0.0000 0.0167 naturalness

kor* 0.2028 0.2083 age
0.1084 0.1250 estate
0.0385 0.0833 period

(kör) 0.0105 0.0625 cycle
0.0350 0.0208 era
0.0000 0.0625 epoch
0.0000 0.0052 asl

ellentmondás 0.0090 0.1961 paradox
0.0601 0.0589 conflict
0.0060 0.0392 contradiction
0.0030 0.0196 variance
0.0060 0.0098 discrepancy
0.0060 0.0049 contradict
0.0060 0.0049 inconsistency

Table 8.2: Topics used in the CLIR experiments.
source language English German Hungarian
GH 141–350 141–350 251–350
LAT 94 1–350 1–200, 250–350 251–350
LAT 02 401–450 401–450

• document length normalization [164];
• different parts of the document are weighted differently (title vs. body, for instance);
• query terms occurring in the topic title, description and narrative are worth 1, 1 / 2 and 1 / 3

units, respectively; query terms are supposed to be in an OR relationship with each other;
• the hit score takes into account the number of times a given query term turns up in a document, the

proportion of the document between the first and last term occurrence (almost 1 if the document
contains query terms at the beginning and at the end, and 1 / size for a single occurrence).

I observed the best result if during ranking, the weight of the number of query terms present in the
document is much higher than the tf × idf score. In other words, I rank documents by the number of
query terms found inside their text, then use tf × idf to differentiate between documents carrying the
same number of query terms. As can be seen, I translated not only the topic title but also its description
and narrative, utilizing all three to detect Wikipedia concepts characteristic of the given topic.

8.4 Results

Tables 8.3 and 8.4 show the retrieval performances of queries translated from Hungarian and German
to English, respectively; in both cases I used the native English queries as baselines. Table 8.2 lists the
CLEF topics from which queries were constructed, and the corpora over which I searched with them
(there were no relevance judgments available for all topic-corpus combination). The above mentioned
tables also indicate the retrieval performance of raw translation, produced only with the help of bigram-
based disambiguation, in order to illustrate the effect of Wikipedia concepts on translation quality.
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Table 8.3: Performance over Hungarian topics listed in Table 8.2.
Corpus method P @ 5 R @ 5 P @ 10 R @ 10 MRR MAP

GH English topics 34.46 21.70 28.43 30.62 0.5304 0.2935
Bigram 21.20 10.40 20.24 18.74 0.3857 0.1666
Bigram + Wikipedia 23.86 12.94 21.45 20.98 0.4038 0.1826

LAT 94 English topics 33.90 16.81 28.74 24.00 0.5245 0.2638
Bigram 20.21 11.55 17.26 16.74 0.3632 0.1515
Bigram + Wikipedia 20.00 12.98 18.32 18.74 0.3830 0.1693

LAT 02 English topics 42.80 13.61 36.80 20.20 0.6167 0.2951
Bigram 27.20 9.55 22.80 13.68 0.4518 0.1566
Bigram + Wikipedia 31.60 10.68 28.20 15.95 0.5348 0.1956

Table 8.4: Performance over German topics listed in Table 8.2.
Corpus method P @ 5 R @ 5 P @ 10 R @ 10 MRR MAP

GH English topics 34.12 27.78 27.00 36.66 0.5594 0.3537
Bigram 28.00 24.21 22.71 32.88 0.4940 0.3011
Bigram + Wikipedia 29.41 25.99 22.88 33.62 0.5078 0.3188

LAT-94 English topics 36.10 19.65 30.04 27.97 0.5746 0.2974
Bigram 27.56 15.36 22.80 22.29 0.4667 0.2055
Bigram + Wikipedia 29.43 18.34 24.39 24.98 0.4863 0.2327

Table 8.5 shows (the first four words of) sample queries where the Wikipedia-enhanced translation
was much less or significantly more effective than the official English translation. Mistakes corrected by
the Wikipedia-based disambiguation can be classified in five main groups:

• words are the same as the raw translated words, but have a different grammatical form (see for
example “human cloning” vs. “human clone” in topic 408);

• words are synonyms of the raw translated words (“Australian” vs. “Aussie” in topic 407);
• raw translation had insufficient information to properly disambiguate (topic 409);
• the Hungarian stemmer failed to determine the stem of a word (leaving the Hungarian word un-

translated for “drug” in topic 415);
• the dictionary failed to provide any translation for a given word (e.g. “weapon” in topic 410, which

should have been recognized indirectly from a Hungarian compound term).

Wikipedia-based translations are usually more verbose than raw translations by introducing synonyms
(topic 412), but sometimes also strange words (topic 414). It frequently reestablishes important keywords
lost during bigram-based disambiguation (“cancer” in topic 438, “priest” in topic 433). As a consequence,
though precision at 5 retrieved documents were only 27.20% for raw translation, a fraction of the 42.80%
observed for official English titles, Wikipedia post-processing managed to increase precision to 31.60%.
Fig. 8.1 shows the precision–recall curves and illustrates how the combination weight factor α of bigram-
and Wikipedia-based disambiguation (8.3) affects average precision. The beneficial effect of choosing
greater weights for Wikipedia concepts is the most evident in the case of LAT-94 (German queries) and
LAT-02 (Hungarian queries), where bigram-based translation had the lowest quality.

8.5 Conclusion

In this chapter I presented a method through which the quality of raw translation – using machine
readable dictionaries consisting of simple source-target language pairs and a disambiguation step em-
ploying bigram statistics to select the most suitable pair in the current context – of queries can be
significantly improved. The method identifies Wikipedia concepts in the translated terms and select the
most appropriate ones based on how strongly they are related to other translated terms.

There are several points where the proposed method can be improved. First of all, it could mine a
larger dictionary from the parallel Wikipedia articles, thus overcoming the major shortcomings of on-line
dictionaries, like narrow coverage and the lack of hint about the context in which a given translation
can be applied. Second, the reliability of identifying Wikipedia concepts in the set of translated terms
could be increased by taking into account not only the hyperlinks between articles but also the categories
assigned to them and the similarity of their full text with the query content.
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Table 8.5: Sample queries where Wikipedia based disambiguation resulted in improved (above) and
deteriorated (below) average precision over bigram-based disambiguation, ordered by the difference.

Top. Avg. pr. Avg. pr. Diff. English title Wikipedia-enhanced translation
No. (Eng.) (Wikip.)
404 0.0667 1.0000 -0.9333 nato summit security safety security summit nato ...
408 0.0890 0.4005 -0.3115 human cloning human clone number statement ...
412 0.0640 0.2077 -0.1437 book politician book politician collection anecdote ...
409 0.3654 0.4997 -0.1343 bali car bombing car bomb bali indonesia ...
421 0.3667 0.4824 -0.1157 kostelic olympic medal olympic kostelic pendant coin ...
438 0.0071 0.0815 -0.0744 cancer research oncology prevention cancer treatment ...
425 0.0333 0.1006 -0.0673 endangered species endanger species illegal slaughter ...
406 0.0720 0.1314 -0.0594 animate cartoon cartoon award animation score ...
432 0.3130 0.3625 -0.0495 zimbabwe presidential election presidential zimbabwe marcius victor ...
417 0.0037 0.0428 -0.0391 airplane hijacking aircraft hijack diversion airline ...

407 0.7271 0.0109 0.7162 australian prime minister premier aussie prime minister ...
448 0.7929 0.1691 0.6238 nobel prize chemistry nobel chemistry award academic ...
416 0.6038 0.0000 0.6038 moscow theatre hostage crisis moscow hostage crisis theatre ...
410 0.6437 0.0947 0.5490 north korea nuclear weapon ... north korean korea obligation ...
402 0.4775 0.0056 0.4719 renewable energy source energy parent reform current ...
414 0.4527 0.0000 0.4527 beer festival hop festival good line ...
441 0.6323 0.1974 0.4349 space tourist tourist space russian candidate ...
443 0.5022 0.1185 0.3837 world swimming record swim time high sport ...
427 0.6335 0.2510 0.3825 testimony milosevic milosevic testimony versus hague ...
419 0.3979 0.0233 0.3746 nuclear waste repository waste atom cemetery federal ...
401 0.4251 0.0899 0.3352 euro inflation price rise euro introduction ...
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Figure 8.1: Left: Precision–recall curve for the CLEF 2007 Hungarian topics when using the original
English titles, bigram-based disambiguation and Wikipedia-enhanced disambiguation. Right: Effect of
α on the mean of average precision (MAP).
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Chapter 9

Conclusion and future directions

Though I presented conclusions and plans for future works at end of individual chapters, I provide also
an overall summary. In this dissertation, I presented various methods which are able to extract the most
important words, phrases or other features from documents, so that these extracts, either in themselves or
as supplementary information attached to documents, improve the accuracy and performance of further
processing, typically classification or clustering. As was proved, one can achieve surprisingly good results
with even relatively simple techniques (such as the power of rare words, for instance).

The six theses are the following:

1. Document extraction based on simple statistical measurements. I have proved that if the words
forming the document extract are chosen not only based on traditional tf and idf values, but also
on other additional measurements which focus more heavily on the document-word relations, then
we can improve precision/recall of the selection of the most important words (through a neural
network), and also the quality of document clustering. See Chap. 2-3 and publications [1, 2, 3].

2. Document extraction based on the estimated importance of sentences. I have proved that if sentences
of a document are characterized by various measurements representing the importance of the words
inside the sentences and the similarity between the sentences, then we train a backpropagated neural
network to select the most important sentence from the document, then selection accuracy will be
higher than if we used tf × idf as sentence features. See Chap. 4 and publication [4].

3. Document extraction based on the frequency of word pairs. I have proved that if we measure
the frequency of word pairs formed from words present in the same sentence, and select those
pairs whose frequency is significantly higher or lower than what would be expected, substituting
documents with the most salient of these pairs, then we can improve the quality of both classification
and clustering. Moreover, document sizes can be reduced by 90%. See Chap. 5 and paper [5].

4. Exploiting rare features during classification and clustering. I have proved that if we perform
document classification or clustering, with the help of extremely rare (regular or skipping) n-
grams the number of documents to be processed can be reduced by 5-25%; moreover, classification
accuracy can be increased by 0.5-1.6% (absolute). The method is very simple, does not impose a
heavy computational burden and is language independent. See Chap. 6 and publication [6].

5. Characterizing documents by Wikipedia categories. I have proved that if we recognize the titles of
Wikipedia articles inside the texts of documents, selecting the most dominant ones, and during
classification and clustering we represent documents by the top tf × idf words extended by the
Wikipedia categories attached to these articles, then the quality of classification and clustering will
be the same or even better than if we used the full texts. See Chap. 7 and publications [7, 8, 11].

6. Using Wikipedia to improve query translation quality. I have proved that when translating Ger-
man/Hungarian queries to English, the accuracy of the selection of the most suitable English
terms can be improved if we recognize Wikipedia article titles in the English terms, and rank
them based on how strongly their corresponding article relates to other articles attached to the
other English terms. Using publicly available dictionaries and a pre-filtering of English terms with
bigram-statistics, MAP of translated queries will be 7-12% higher. See Chap. 8 and papers [9, 10].

The most promising direction of those described is obviously Wikipedia, which, despite the heightened
interest it attracted lately, still has a significantly large unrecognized potential to contribute to various
information retrieval tasks, both as a corpus and as an ontology. Applying Wikipedia to detect the
thread of discussion in a document will be my primary goal in the future.
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