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Chapter 1

Introduction
Computer graphics is, among numerous aspects of its omnidirectional scope, a science of creating images to be perceived by humans. Those images may be designed to convey the maximum
amount of information about physical, medical or economic phenomena, be as accurate recreations of real-world scenes as possible, or immerse the viewer into worlds that never existed. In
any case, the process has to be based on how humans visually perceive their real environment.
The more we would like to create images reminiscent of the real world, the more accurate our
computations have to be at recreating the process of light travelling from a light source to the
beholder’s eye. The paramount of this effort is labeled global illumination, referring to the fact
that we wish to model the entirety of light transport phenomena, not restricting ourselves to
some kind of ideal materials or limited number of reflections. In the real world, this task is performed by an incomprehensible mass of photons, all bouncing along a different path. Recreating
this process on a level sufficient to convince the human eye is therefore a gigantic task, fostering
decades of research slowly converging towards perfection. Recently, with the help of emerging
modern graphics hardware, more and more techniques can be adopted to be fast enough to
render images in a fraction of a second, closing the gap between real-time applications and the
global illumination approach.
This dissertation presents techniques to address the mathematical tasks involved with the
solution of the rendering problem, and acceleration methods for faster computation of illumination. In the course, we arrive at theoretical results as well as algorithms supported by GPU or
CPU hardware.

1.1

Problem statement

This dissertation introduces different new techniques and results as building blocks of an image
synthesis solution within the framework of the virtual light sources method. There are three
groups of thesis points discussed. The first two address basic random walk generation tasks:
sampling and ray shooting. The third thesis group introduces advanced global illumination
solutions exploiting ray reuse beyond the classic approach.

1.1.1

Research context

The goal of realistic image synthesis algorithms is the solution of the rendering problem. For a
numerically defined virtual world, we must be able to reproduce the visual stimuli experienced
when looking at real world objects. The conceptual background is provided by radiometry and
geometric optics.
In Section 1.3 we discuss the mathematical basics of light transport modeling in detail,
introducing the rendering equation and its solution with Monte Carlo techniques. This defines
the problem we have to solve, and the baseline algorithms that the new results improve upon.
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Figure 1.1: Modular diagram of image synthesis with precomputation, with labels indicating
the contributions of thesis points.
Figure 1.1 depicts the architecture of an image synthesis algorithm that is based on random
walks, relies on ray tracing, and utilizes the idea of precomputation and final gathering phases.
The virtual light sources method is a perfect example of the approach depicted here, but if we
allow a broader interpretation of the shooting and gathering phases, then all the new methods
proposed in this dissertation can be seen to fit in the depicted scheme.
All algorithms operate on a numerically defined virtual world, where the geometry elements
have two sets of light transport parameters attached: emission and reflection (BRDF) properties. The basic operations the virtual world representation has to support are light source
sampling, directional sampling according to the reflection properties (BRDF sampling), and the
computation of the intersection of a light ray with the geometry (ray shooting). A special case
of ray shooting is when the visibility between two points has to be tested. In the virtual light
sources method in particular, this is one of the most time critical tasks. The computation of
illumination can be separated into a direct and an indirect part. Direct illumination requires
light source sampling and then a visibility test for every sample has to be performed. Indirect
illumination is computed by generating multi-bounce light paths using random walks. Random
walk generation requires light source sampling, directional sampling and ray shooting. When
next event estimation is used, computation of direct illumination is also required.
As indirect illumination is usually far more expensive to evaluate, this is the part that is
typically precomputed. The challenge is identifying those parts of the computation that are
constant, or can be rapidly adapted to changes happening in the virtual world. The final
gathering phase makes use of the precomputed data to render images. This is when direct
illumination is typically evaluated. The gathering phase might also make use of random walks,
or deterministic ray shooting, e.g. if mirrors are visible. The main role of final gathering,
however, is the validation and adaption of precomputed information. This typically means
checking whether a moving object has interrupted a light path: that is, visibility testing.
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Research goals

Theoretically, a naive path tracing algorithm could render a perfectly realistic image, given
endless time. On the other hand, in real-time graphics images are generated in a fraction of
a second, but with heavy simplifications of the rendering problem. Compared to the perfect
solution, these algorithms introduce an error. New image synthesis algorithms are developed
to render more realistic images in a given time, or to render images in less time, but with the
same quality. Depending on the application, the criterion for a good image can be simple visual
plausibility, or the distance from a reference solution according to some numerically defined error
metric. In the context of Monte Carlo random walk algorithms, the root mean square error
computed over pixel colors is an accepted metric, especially if the convergence characteristics
are examined.
There are labels in Figure 1.1 which indicate where the thesis points contribute to the image
synthesis algorithm. Theses 1.1 and 1.2 improve sampling in random walk algorithms and in
direct illumination, respectively. Thesis 2.1 improves ray shooting in general, while 2.2 proposes
an approximation for visibility testing only. The algorithm proposed in Thesis 2.3 is most
effective for the ray tracing of visible reflective or refractive objects. Theses 3.1 and 3.2 describe
precomputation-based approaches for rendering animation.

1.1.3

Research motivation

Random walk algorithms for the solution of the rendering equation, ray tracing for the solution
of the visibility problem, and photon map-based approaches for storing and reusing random walk
information are well-established and successful algorithms in realistic image synthesis. Together
they provide a complete framework for the development of fast global illumination rendering
algorithms. However, all of the above fields are open to improvement.
First, estimators of Monte Carlo integration are characterized by their variance. Variance
reduction techniques generally apply some a-priori knowledge of the integrand to produce better
estimators. The unique properties of the rendering problem and the countless fast approximate
solutions developed allow for creative use of informed guesses. These, coupled with the appropriate theoretical considerations, can result in estimators with lower variance. In turn, algorithms
using new sampling schemes can acquire images with less random noise, or produce the same
quality faster.
Second, the performance bottleneck of random walk algorithms is always the number of rays
we can trace in a given time. Speeding up this operation is the most straightforward way of
improving performance. Despite the extensive, decades-long research in this field, there is always
some room for ideas that approach the problem from a somewhat new perspective. One new
aspect is that of modern CPU and GPU hardware: how to organize and access data, and how
to speed up algorithms on the GPU were open questions. A different aspect is that of specific
image synthesis algorithms. In the virtual light sources method, most rays traced are shadow
rays, every one of which contributes very little to the final solution. In cases like this, faster,
but approximate methods should be preferred.
Fast ray tracing allows us to trace more rays in given time. Better Monte Carlo sampling
allows us to find those rays that are important to trace, thus making better use of a given
number of rays. This can further be improved by reusing rays: instead of tracing a new one, we
use a similar ray that has already been traced. This is only useful if the existing ray is also a
decent choice from the point of view of Monte Carlo sampling, and the contributions of similar
rays are similar. The latter, called light path coherence, can safely be assumed for rendering
scenarios. The former, however, requires careful analysis of ray reuse. What rays should be
traced in preprocessing and real-time rendering phases, and how to store and access precomputed
information were important questions. The results are precomputation and rendering algorithms
that exploit the static nature of different of virtual world elements in certain animation scenarios
to identify light path segments that are unchanged and can be precomputed.
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Structure of the dissertation
Introduction

Section 1.3 describes the theoretical foundations of the research described in the thesis points.
Starting with the introduction of the rendering problem, we set up a nomenclature and formulate
the basic equations that the presentation of new results is built on. The findings cited and the
assumptions declared here are relevant to all thesis points, and later chapters refer the reader here
when appropriate. Section 1.4 introduces the theoretical basics of the virtual light sources
method in a similar manner.

1.2.2

Sampling in random walk algorithms

The theoretical essence of Monte Carlo research lies in the randomity of the walk generation
itself: how to produce samples with a probability density that will result in a low-variance
estimator, producing less noise artifacts. Chapter 2 elaborates on how the Russian roulette and
BRDF selection techniques can be improved that way (Thesis 1.1), and Chapter 3 discusses how
to eliminate the variance due to sampling large light sources and environment maps (Thesis 1.2).
Together these establish a low-variance Monte Carlo rendering technique for both indirect and
direct lighting.

1.2.3

Ray shooting and visibility testing

In order to make the evaluation of radiance estimators possible, the geometry representation
should support two tasks. Firstly, when constructing random walks, we need to be able to find
the surface point a light ray would hit. Secondly, we need to be able to tell whether two surface
points can be connected with a ray without hitting any other objects. These two very similar
problems are addressed by the ray shooting research. A number of chapters in this dissertation
will deal with issues in this area, including a discussion of ray shooting acceleration schemes
with proposals for improved intersection calculation and hierarchy representation (Chapter 4,
Thesis 2.1), an approximate visibility testing method most suitable for the virtual light sources
method (Chapter 5, Thesis 2.2), and an approach to involve the graphics processor in the solution
of this task where it can be most effective (Chapter 6, Thesis 2.3).

1.2.4

Ray reuse

No matter how many rays we are able to trace in a second, it will never be comparable to the
number of actual photons in nature, and it always remains a limiting factor. However, there is
a huge amount of coherence between light paths in all settings and problems. Exploiting this
coherence is the key to achieve interactive rendering times. Furthermore, these methods tend
to introduce a visually pleasant feeling of smoothness instead of random noise, by transferring
error from the high-frequency domain to the less disturbing low-frequency one. Reusing rays is
always accomplished by storing random walks and recombining them into complete light paths,
preferably still trying to retain importance sampling properties.
In Chapters 7 and 8, two new image synthesis methods are proposed (Theses 3.1 and 3.2).
Both facilitate ray reuse in the context of animation, where not only one image, but a sequence of
them needs to be rendered. The key idea is the separation and precomputation of non-changing
parts of light paths. Using this precomputed data, frames of an animation can be computed
rapidly, either off-line or interactively. The first presented algorithm targets light animation,
while the second allows for the motion of both the camera and the light sources, providing a
way to render dynamic indirect illumination of static geometry in real-time environments.
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Conclusion and summary

Chapter 9 aggregates the conclusions drawn in individual chapters and elaborates on how they
apply the results of one another, then summarizes the thesis points and describes related publications.

1.3
1.3.1

The mathematical model of virtual environments and light
transport
Model of the virtual world

The world is a three-dimensional continuum filled by different materials, all affecting the traversal of light in various ways. In order to handle these phenomena in the framework of machine
computation, we need some kind of finite model that keeps the crucial features. Most importantly, we need to be able to identify those points of space where light transport is affected
significantly: the surface of solid objects. That is the basis of employing surface models, where
modeled objects are tessellated into primitives desired by the visualization algorithm. This is
the framework in which we are going to compute global illumination.
Geometry
Surface models describe boundaries between internal and external points of solid objects. Throughout this dissertation, we will assume such a valid surface model, which is built of primitives supporting the intersection operation with a ray. A set of manifold triangle meshes can meet these
requirements, and it is also the format most easily processed by graphics hardware. Therefore,
all hardware implementations and the presented results are based on scenes of triangle meshes.
Ray shooting
Finding the intersection point of a ray and the scene geometry is called ray shooting. This
includes finding potentially intersected primitives (triangles in case of triangle meshes), calculating a solution satisfying the ray equation and the primitive equation for all of these primitives,
and identifying the intersection point that is the first along the ray. Ray shooting can be used to
indentify surfaces visible in pixels by shooting rays from the eye, which is called the ray casting
image synthesis technique. If secondary rays towards directions of reflection and refraction, and
rays to determine light source visibility are also used, the image synthesis technique is called
recursive ray tracing [Whi80]. In a more general context, a ray can be said to be shot, traced
or tested against some geometry, all referring to the same intersection calculation process.
Light reflection properties
At any surface point, where we consider light transport to be affected, we need to be able to
tell what outgoing light will be induced by incoming light, for all directions and at all visible
wavelengths. This surface reflection behavior is described by the Bidirectional Reflectance
Distribution Function, or BRDF. The BRDF fr (ω, ~x, ω 0 ) is defined as the ratio of radiance
exiting along direction ω to the irradiance incident on surface point ~x from direction ω 0 . Nicodemus et al. [NRH+ 77] give a detailed radiometric definition as well as a complete nomenclature,
which has since then become the international scientific standard.
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Model of light transport

The rendering problem
During global illumination image synthesis we compute the eye-directional radiance exiting the
surfaces visible in pixels. This radiance is used to color the pixels, thus creating the illusion of
looking at the virtual world. The radiance exiting surface point ~x at direction ω is the sum of
emitted radiance Le and the reflected radiance Lr :
L(~x, ω) = Le (~x, ω) + Lr (~x, ω).

(1.1)

To find the reflected radiance, we have to evaluate the following integral:
Z

r

fr (ω 0 , ~x, ω) cos θ0 Lin (~x, ω 0 ) dω 0 ,

L (~x, ω) =

(1.2)

Ω

where Ω indicates the directional domain, fr is the BRDF, θ0 is the angle between direction
−ω 0 and the surface normal. Lin (~x, ω 0 ) is the incoming radiance, which equals to the radiance
exiting the point which is visible from ~x at direction −ω 0 . This point is given by visibility
function h(~x, −ω 0 ). With this we can write:
Z

r

fr (ω 0 , ~x, ω) cos θ0 L(h(~x, −ω 0 ), ω 0 ) dω 0 ,

L (~x, ω) =

(1.3)

Ω

With
w0 (ω, ~x, ω 0 ) = fr (ω 0 , ~x, ω) cos θ0 ,
the equation can be rewritten as:

Z

r

w0 (ω, ~x, ω 0 )L(h(~x, −ω 0 ), ω 0 ) dω 0 ,

L (~x, ω) =

(1.4)

Ω

where w0 is the conical-directional reflectance for solid angle dω 0 and direction ω [NRH+ 77].
It can also be interpreted as the inverse scattering probability density function.
©

ª

w0 (ω, ~x, ω 0 )dω 0 = Pr photon arrived at ~x from dω 0 | it left at ω .
Further on, we will refer to w0 as the inverse scattering density.
We use the term albedo for the directional-hemispherical reflectance, which is total
exiting radiant power divided by power incoming from a direction. More intuitively, the albedo
is the probability of a photon being reflected, as opposed to absorbed.
zl

ωl-1

z0

θl θ'l
ωl

ω0
θ1 θ'1

θl+1

ω1

z1 = x

zl+1

Figure 1.2: Light path nomenclature
Combining Equations 1.1 and 1.4, as L(h(~x, −ω 0 ), ω 0 ) can be expressed recursively, the formula can be expanded to an infinite series of integrals via substitutions.
L(~z1 , ω0 ) =

∞ Z
X
l=0 Ωl

e

L (~zl+1 , ωl )

l
Y
i=1

w0 (ωi−1 , ~zi , ωi ) dω1 . . . dωl ,

(1.5)
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where ~zi+1 = h(~zi , −ωi ), the surface point visible form ~zi at direction −ωi . See Figure 1.2 for
the detailed nomenclature. The equation can also be rewritten as an integral over a domain of
infinite dimensions:
L(~z1 , ω0 ) =

Z X
∞

e

L (~zl+1 , ωl )

l
Y

w0 (ωi−1 , ~zi , ωi ) dω1 . . . dω∞ .

(1.6)

i=1

Ω∞ l=0

Sampling the domain of this integral will result in gathering walks.
Alternatively, the integration can be performed over surface points instead of directions. The
differential area that belongs to differential solid angle dωi is:
d~zi+1 =

|~zi+1 − ~zi |2
dωi ,
cos θi+1

where θi+1 is the angle between the surface normal at ~zi+1 and the outgoing light direction ωi .
Reformulating the integral we get the three-point form of the rendering equation [Kaj86]:
L(~z1 , ω0 ) =

Z X
∞

Le (~zl+1 , ωl )

l
Y
w0 (ω~zi−1 →~zi , ~zi , ω~zi →~zi+1 )ν(~zi , ~zi+1 )
|~
zi+1 −~
zi |2
cos θi+1

i=1

Z l=0

d~z2 . . . d~z∞ ,

(1.7)

where ν(~zi , ~zi+1 ) is called the visibility factor. It is one if ~zi+1 is visible from ~zi and zero
otherwise. The resulting domain Z is called the space of light paths.
In Equation 1.5, ~z1 was fixed and ~zl+1 was implicitly determined by the directional integration
variables. It is also a meaningful approach to introduce the endpoint of the light path ~zl+1 as
an integration variable, as we might want to choose it later by light source sampling. From
Equation 1.7 we can arrive at such a formulation by transposing the integral to the domain of
exiting light directions. In this case, the differential area that belongs to differential solid angle
dωi is:
|~zi+1 − ~zi |2
dωi ,
d~zi =
cos θi0
where θi0 is the angle between the surface normal at ~zi and the incoming light direction ωi . We
introduce
cos θ
w(ω, ~x, ω 0 ) = w0 (ω, ~x, ω 0 )
,
cos θ0
which is the scattering density for a photon. It follows from the definition of w0 , that with a
reciprocal BRDF,
w(ω, ~x, ω 0 ) = w0 (ω 0 , ~x, ω).
If we integrate ~zl+1 over all possible light path end points, and also integrate ω0 over some
solid angle of measurement Ωp , we get the power of light transported to the eye from Ωp . This
solid angle may correspond to a pixel of the rendered image:
Φ(~z0 , Ωp ) =

∞ Z Z Z
X

Le (~zl+1 , ωl )

l
Y

w(ωi−1 , ~zi , ωi ) dω1 . . . dωl dω0 d~zl .

(1.8)

i=1

l=0 L Ωp Ωl

L is the domain of surface points, possibly restricted to those whose emitted radiance is non-zero.
If we omit the integration over Ωp , we get the differential radiant power:
dΦ(~z0 , ω0 ) =

∞ Z Z
X
l=0 L Ωl

Le (~zl+1 , ωl )

l
Y

w(ωi−1 , ~zi , ωi ) dω1 . . . dωl d~zl+1 .

i=1

This formulation will be the basis for sampling by shooting walks.

(1.9)
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Monte Carlo integration
In order to avoid the dimensional explosion of classical quadrature rules, Monte Carlo [Sob91]
or quasi-Monte Carlo [Nie92] integration can be applied. The fundamental idea of the Monte
Carlo quadrature is to convert the integral to an expected value, which is then estimated by the
average of random samples:
Z

I=

·
¸
M
f (u)
f (u)
1 X
f (uj )
p(u) du = E
≈
,
p(u)
p(u)
M j=1 p(uj )

Z

f (u) du =
U

U

[u(1) , . . . , u(d) ]

where u =
is the integration variable, p(u) is a probability density in d-dimensional
integration domain U, and the points u1 , . . . , uM are selected randomly according to this probability density.
Thus, a Monte Carlo quadrature applied to Equation 1.2 would generate random samples in
the directional domain with some probability density p and estimate the expected value as an
average over these directions:
· 0
¸
M
w0 (ω, ~x, ωj0 ) in
w (ω, ~x, ω 0 ) in
1 X
0
E
L (~x, ω ) ≈
L (~x, ωj0 ).
0
0

p(ω )

M

j=1

p(ωj )

(1.10)

Later on in this introduction, for simplicity of notation, the arguments of functions w0 and p
will not always be listed. If the choice of the direction depends on the position, we denote the
probability density of choosing ω at ~x as p(ω, ~x).
Random walk algorithms
The gathering random walk algorithm is a random sample generation procedure for the evaluation of the above expected value. To find the radiance at a point, random directional samples are
taken with a probability distribution p. The radiance incoming from such a random direction
is computed by identifying another surface point visible at the given direction (usually by ray
shooting), and evaluating the expected value formula recursively. The probability density used
for sampling may depend on previous decisions. The process can also be seen to find a sample
of the infinite dimensional integral of Equation 1.6. Such a sample is a single infinite path
originating from the eye. It is composed of straight rays, each connecting two surface points,
where the rays correspond to samples of the individual integrals over the directional domain. If
we truncate the path somewhere, we get a gathering walk, which corresponds to a term in the
sum over light path lengths. In typical scenes, however, only a fraction of surfaces have non-zero
emission. Thus, a random gathering walk mostly produces light paths with zero contribution.
Besides random selection of continuation directions, samples known to have significant contribution (towards light sources) are also taken. In case of a point light source, this means a
deterministic connection, and in case of area lights, connection to random surface sample points
of the light sources. This is called next event estimation in Monte Carlo literature, but it
can be simply thought of as the separation of direct and indirect illumination when evaluating
Equation 1.4. Thus, the reflected radiance is separated into a direct and an indirect component:
Lr (~x, ω) = Lrd (~x, ω) + Lri (~x, ω).
In the direct case, integration is performed over ~y light source surface points in L (see Figure 1.3):
Z
rd

w0 (ω, ~x, ω 0 )

L (~x, ω) =
L

cos θ~y e
L (~y , ω 0 ) d~y .
|~x − ~y |2

When only indirect illumination is evaluated, emission of illuminating surfaces should not be
considered.
Z
ri
L (~x, ω) = w0 (ω, ~x, ω 0 )Lr (h(~x, −ω 0 ), ω 0 ) dω 0 .
Ω

CHAPTER 1. INTRODUCTION

10

Note that a complete light path, connecting the eye with a light source, will always have a final
deterministic (or at least differently sampled) segment. The direct illumination term can be
rewritten as [SWZ96]:
Z

rd

fr (ω, ~x, ω 0 )ν(~x, ~y )G(~x, ~y )Le (~y , −ω 0 ), ω 0 ) d~y ,

L (~x, ω) =

(1.11)

L

where the geometric factor G is defined as:
cos θ~x0 cos θ~y
.
|~x − ~y |2

light source

ν=1

y

ν=0

Le(y,ωy→x)

ω

θ'x

occluder

Lrd(x,ω)
x
Figure 1.3: Direct illumination
Light paths can also be generated by sampling the integral of Equation 1.8. First, the light
source surface sample ~zl+1 and the direction ωl are chosen. This gives ~zl , where the walk can be
continued by choosing ωl−1 . When ~z1 is reached, integration over the measurement solid angle
Ωp should be performed. The light path has non-zero contribution only if ~z1 is visible from the
eye in −Ωp . Note that this already is, from the perspective of random shooting, next event
estimation, as we never expect a shooting walk to hit the eye. It is also desirable to connect
all nodes of a shooting walk to the eye, as they constitute valid light path samples of shorter
length. A shooting walk of some length, without the final measurement integration, is a sample
of the integral of Equation 1.9.
Mathematically, the difference between shooting and gathering approaches lies in the choice
of directional sampling probability densities. In gathering, these densities are conditional on outcomes at lower-indexed path nodes. In shooting, they are conditional on light source sampling,
and outcomes at higher-indexed path nodes.
The approaches of gathering and shooting paths can also be combined by connecting nodes
of gathering and shooting walks, as in bi-directional path tracing or indirect photon mapping. In
any case, the complete light path which connects the eye and a light source has a deterministic
segment. Where and how they connect the eye and the light paths are the defining aspects of
global illumination algorithms. A shooting walk can be said to propagate differential radiant
power (the power emitted from the light source multiplied by scattering densities), while a
gathering walk is said to propagate potential (the product of inverse scattering densities). After
connecting a gathering and a shooting walk, the power, the potential and the geometric factor
due to the deterministic connection are multiplied to get the contribution of the complete light
path.
Importance sampling
In order to reduce the variance of the Monte Carlo estimator defined in Equation 1.10, probability
density p should be chosen to mimic the integrand. This approach is called importance sam-
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pling [Sob91]. Sampling according to a given probability density is carried out by transforming
uniformly distributed numbers provided by the pseudo or quasi random number generator. This
transformation requires the inverse of the cumulative probability distribution, thus p should be
analytically integrable and we should be able to compute the inverse of its integral. These requirements can be met only if p is algebraically simple, which makes it impossible to accurately
mimic the integrand.
Examining the integrand we can note that it is the product of the incoming radiance and
the inverse scattering density. The incoming radiance Lin is not available, but we have to use
another Monte Carlo estimation to approximate it. As it is mostly hopeless to sample according
to the product, Monte Carlo algorithms usually try to mimic the inverse scattering density part,
which is called BRDF sampling. If the BRDF is defined as a sum of elementary BRDFs, this
involves a random choice between them. As explained above, random light paths always include
a deterministic segment. Unfortunately, the distribution of these connections will not fit into
the importance sampling scheme. This makes it challenging to render specular surfaces, which
feature high variance BRDFs.
Multiple importance sampling
It is often the case that there are multiple sampling techniques, characterized by different pi (u)
probability distributions that we can use to sample the integral domain. The multiple importance sampling technique proposed by Veach [VG95] can be used to combine the samples in
an optimal way. Let si be the probability of selecting a sample according to density pi . It must
P
be true that ni=1 si = 1, where n is the number of sampling density functions. The resulting
P
combined sample distribution will be p̃(u) = nj=1 sj pj (u). At the same time, we may
decompose the integrand f (u) using weighting functions αi (u) as
Z

I=

f (u) du =

αi (u)f (u) du,

U i=0

U

where

Z X
n

n
X

αi (u) = 1

i=1

for any u. Then, we can evaluate the integrals of the terms using their respective pi (u) density
functions. If we convert the sum to another Monte Carlo expected value, we get the estimator
·

I=E

¸

αi (u)f (u)
.
si pi (u)

Veach has proven [VG95], that the weighting functions
si pi (u)
α̂i (u) = Pn
j=1 sj pj (u)
produce an estimator that is close to the optimum. With these the estimator is
"

#

f (u)
,
I = E Pn
j=1 sj pj (u)
which is exactly the same as using the combined sample distribution. This is called the balance
heuristics, as the actual estimator formula does not depend on the choice of pi (u), and thus
the sample value is the same, no matter which technique generated the sample.
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Random walk termination
The evaluation of the recursive reflected radiance formula of Equation 1.2 gives rise to an infinite
recursion. One way of avoiding this is to limit the length of light paths and assume that after
a given number of reflections the light transfer can be neglected. This approach distorts the
result and makes the estimator biased. Russian roulette [AK90], on the other hand, solves
the problem of infinite recursion providing still asymptotically correct, unbiased results. The
solution is based on randomization, that is, the error of considering only finite length samples is
converted to a random noise with zero mean. In this way, as the number of samples increases,
the error vanishes.
Before continuing a random walk, the Russian roulette mechanism decides randomly whether
it really evaluates the integrand (with probability s) or simply assumes that the integrand is
zero without any calculations. Note that direct illumination is still computed with next event
estimation. In order to compensate for the terms that were not computed, the result is divided
by probability s when the integrand is evaluated. This randomization introduces a new random
variable, called randomized reflected radiance Lrr , which is equal to wLin /ps if the integrand
is evaluated, and zero otherwise. The Monte Carlo quadrature, which provides the estimate as
an expected value will still be correct:
E[Lrr ] = sE [Lrr | evaluated] + (1 − s)E [Lrr | not evaluated] =
· 0
w

¸

·

¸

1
w0 in
+ (1 − s)0 = E
L = Lr .
(1.12)
p
s
p
Russian roulette increases the variance of the original estimator because it introduces further
randomization. However, it also reduces the time spent on evaluating a sample, possibly reducing
the error level achieved in a given time. The optimal choice of the continuation probability s to
minimize the variance has been analyzed in detail by Antal and Szirmay-Kalos [ASK00]. They
concluded that s should be equal to or higher than the albedo. The latter applies if the integrand
has low variance, e.g. it is always worth continuing a walk from an ideally reflective surface,
where a single sample gives a deterministic result. This is an agreement with the empirical best
practice of using the albedo for mostly diffuse surfaces, and a continuation probability of one
for highly specular ones. Later on, we assume that s is always optimally chosen in the above
sense, both in baseline algorithms and in the proposed improved ones.
sE

1.4

Lin

Virtual light sources

The virtual light sources method has been introduced under the name of instant radiosity [Kel97a]. It uses a photon map representation of radiance, but does not directly visualize
on-screen photons hits, thus it is a form of indirect photon mapping. The algorithm has two
phases. First, a Monte Carlo random walk photon shooting phase generates the virtual light
source representation of scene radiance, then the virtual light sources are used to illuminate the
rendered scene. The two phases are shown in Figure 1.4.
In the first phase, all the points visited by shooting walks and their respective incoming
(differential) power and direction values are stored. Note that it is possible to associate a
direction to differential radiant power, in the sense that an estimating sample of the power
integral in Equation 1.8 has a direction ω0 . The estimator for the incoming power at a photon
hit location ~y can be obtained by applying the Monte Carlo formula with Russian roulette to
Equation 1.8:
l
Y
Le (~zl+1 , ωl )
w(ωi−1 , ~zi , ωi )
dΦvpl (~y , ω vpl ) = light
,
p
(~zl+1 , ωl ) i=l−(n−2) p(ωi−1 , ~zi )s(~zi )
where ~y = ~zl−(n−1) and ω vpl = ωl−n . Function plight and p are the probability density functions
we use for light source sampling and directional sampling during the shooting random walk,
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light source

light source

zl+1

y

ωl
zl

x

ωl-1

zl-1

Figure 1.4: The shooting and gathering phases of the virtual point lights algorithm.
respectively. Variable n is the length of the shooting walk up to the photon hit, and s(~zi ) is
the probability of continuing the walk from ~zi . Note that indexing decreases from l along the
actual order in which the segments of the shooting walk are generated. This is to have uniform
notations for both shooting and gathering walks. However, when we discuss shooting walks
only, it is more natural to index the light source sample as ~z0 , the first sampled direction as ω0 ,
increasing the index along the shooting path. This way, ωi is the direction from ~zi to ~zi+1 . After
this reindexing we get:
dΦvpl (~y , ω vpl ) =

Y w(ωi , ~
zi , ωi−1 )
Le (~z0 , ω0 ) n−2
,
light
p
(~z0 , ω0 ) i=1 p(ωi , ~zi )s(~zi )

where ~y becomes ~zn−1 and ω vpl = ωn−2 . Figure 1.5 shows this notation, completed with the
determinsitic connection which happens in the gathering phase of the virtual light sources algorithm.
light source

VPL zn-1

θ0

deterministic
segment

zn+1 ω
n

θn θ'n

ωn−1

zn = x

ω1

θ1 θ'1

z0

ω0

z1

Figure 1.5: Shooting path indexing
³

´

A photon hit is a triple ~y , ω vpl , dΦvpl . In practice, the record might contain additional
derived values like the surface normal or BRDF coefficients at ~y , or alternative representations
for specific BRDFs, like the radiant exitance in the diffuse case. It is also possible to handle
light samples as VPLs. Although there is no incoming light path direction to be stored, it is
usually possible to find one that reproduces the emission distribution of the light source. In
particular, the incoming direction can be arbitrary in case of a diffuse emitter.
In the second phase, in order to calculate pixel colors one by one, the surface points visible
through the pixels are connected to all of these photon hits in a deterministic manner, as depicted
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in Figure 1.4, generating complete lights paths. The key recognition is that the deterministic
connection problem is identical to the problem of illumination by a point light source. In both
cases, the radiance exiting a given point (the final node of the gathering walk, or the shaded
point) at a given direction (the direction of the final walk segment, or towards the eye) must
be computed knowing another surface point where the light comes from (the final node of the
shooting walk, or the point light), and the radiance leaving it towards the shaded point. Thus,
photon hits act like abstract, point-like light sources. Therefore, they are often referred to as
virtual light sources, virtual point lights or VPLs.
The virtual light sources method allows us to generate a large number of light paths at a
low cost, as shooting walks embodied in the VPLs are reused in every pixel. It also traces the
illumination problem back to lighting by point light sources, which is a local illumination task
strongly supported by hardware.
Let us first formulate the estimator for the general case, even though the technique was only
extended to handle non-diffuse surfaces in [WKB+ 02]. As the direction of the incoming power
ω vpl is stored at the shooting walk nodes, the local BRDFs may be evaluated. For a virtual light
source ~y , the eye-directional radiance is:
L~eye
x, ω eye ) = fr (ω eye , ~x, ω~y→~x )
y (~

cos θ~x0 cos θ~y
fr (ω~y→~x , ~y , ω vpl )dΦvpl (~y , ω vpl ),
|~x − ~y |2

where dΦvpl (~y , ω vpl ) is the incoming radiance provided by the shooting walk algorithm. The
estimate given by completing all light paths is:
Leye (~x, ω eye ) =

X

fr (ω eye , ~x, ω~y→~x )

y

cos θ~x0 cos θ~y
fr (ω~y→~x , ~y , ω vpl )dΦvpl (~y , ω vpl ),
|~x − ~y |2

where summation is performed for every virtual point light ~y in the vector of point lights y. If
all surfaces are considered to be diffuse, the BRDFs are constant. The estimator will be the
following:
X a~x cos θ 0 cos θ~y a~y
~
x
dΦvpl (~y , ω vpl ),
(1.13)
Leye (~x, ω eye ) =
2
π
|~
x
−
~
y
|
π
y
where a is the albedo. Note that, in this case, storing the photon hit direction is not necessary.

1.4.1

Light path generation probability

If light paths generated by photon shooting are used in a multiple importance sampling scheme,
it is important to know the probability of generating a given path explicitly. With ideal BRDF
sampling and with the termination probability of Russian roulette set to the albedo, the probability of generating path (~z0 , ~z1 , . . . , ~zn−1 ) by shooting is
p(~z0 , ~z1 , . . . , ~zn−1 ) = p

light

(~z0 , ω0 )ξ(~z0 → ~z1 )

n−2
Y
i=1

where
ξ(~y → ~x) = ν(~x, ~y )
is the geometric attenuation factor (ξ = dω~y→~x /d~x).

cos θ~x0
|~x − ~y |2

p(ωi , ~zi )ξ(~zi → ~zi+1 ),

(1.14)
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Chapter 2

Variance reduction for Russian
roulette
This chapter describes new sample generation methods and random estimators for the random
walk solution of the rendering equation. As these estimators have reduced variance, we can
achieve faster convergence in image synthesis algorithms using them. The improvements are
due to better optimization of the selection of elementary BRDF models and the decision on
path termination during random walk generation [F5].
Russian roulette is a fundamental technique applied in all random walk algorithms, from
simple path tracing to the virtual light sources method. Its only practical alternatives are light
path truncation, which results in a crude, biased estimator, and deterministic decimation, which
needs a global decision on continuation probabilities instead of the local decisions of Russian
roulette. Therefore, deterministic decimation is only applicable in scenes where all surfaces have
a uniform albedo.
Russian roulette eliminates the infinite recursion of the rendering formula by further randomizing the radiance estimator. Similar randomization happens when we have combined BRDFs,
defined as the sum of elementary BRDFs, if the elementary BRDF according to which a sample
is generated is picked randomly.
This chapter examines these randomization problems. In Section 2.1 we review and analyze
Russian roulette and the different possibilities of combined BRDF sampling. Then two improvements are presented. Section 2.2 proposes to take the spectral properties into account to reduce
the noise of the randomization. Section 2.3 proposes using a rough estimate of the reflected radiance when the walk is terminated, instead of using zero as it happens in the classical method.
We show that this simple technique can significantly reduce the variance. This improvement is
applicable to gathering random walks, therefore, it is useful in the second, gathering phase of
the virtual light sources algorithm.

2.1
2.1.1

Russian roulette and BRDF sampling
Russian roulette

The Monte Carlo estimator of randomized reflected radiance, as described in Section 1.3.2, is
the following:
( 0
w (ω,~
x,ω 0 )Lin
if evaluated
rr
ps
L (~x, ω) =
0
if not evaluated
The variance of the new estimator, compared to the never terminating one, on the other
hand, is increased:
"µ
2

rr

rr 2

2

rr

D [L ] = E[(L ) ] − E [L ] = sE
16

Lrr
s

¶2 #

+ (1 − s)0 − E 2 [Lrr ] =

CHAPTER 2. RUSSIAN ROULETTE
µ
£

¶

1
−1 E
s

"µ

17
w0 in
L
p

¶2 #

+D

2
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¸
in

L

.

(2.1)

¤

Note that D2 (w0 /p)Lin is the variance of the original estimator not using Russian roulette,
thus the additional variance of Russian roulette is the first term of Equation 2.1.
Random walk algorithms set the continuation probability s to minimize the fluctuation of the
new estimator (w0 /p)Lin /s. Since there is usually no information about the incoming radiance
Lin , s is set to approximate w0 /p. If ideal BRDF sampling is used, then p is proportional to w0
and thus s is the ratio of proportionality. The proportionality ratio can be derived from the fact
that p integrates to 1 since it
is a probability density, while w0 integrates to the albedo of the
R 0
surface defined by a(~x, ω) = w (ω, ~x, ω 0 ) dω 0 . Thus s is usually set to approximate the albedo.
Ω

For shooting walks, the same mechanism applies, replacing w0 with the forward scattering
probability w. In the following, the two cases will be discussed together, and the prime notation
will be dropped.

2.1.2

BRDF sampling for materials of multiple reflection types

Practical reflection models incorporate different simple BRDFs. For example, a lot of materials
can be well modeled by a sum of diffuse and specular reflections. Methods are available to
sample directions according to either the diffuse or the specular BRDF but not for the sum of
them.
Fortunately, Russian roulette can be extended to handle these cases. Suppose that the
scattering (or inverse scattering) density is available in the form of a sum of scattering density
functions corresponding to elementary BRDFs:
w = w1 + w2 + . . . + wn .
Thus the radiance of a single reflection is:
Z

Lr =

(w1 + w2 + . . . + wn )Lin dω 0 .
Ω

Assume that probability density pi can be found to mimic an elementary scattering density wi
and these densities should be used to sample the composed integrand. We have two options
to attack this problem. Either the integral is decomposed to a sum corresponding to different
BRDFs and the terms are sampled separately, or we use the elementary sampling densities to
sample the integrand as a whole and combine the results of the estimators. In the following, we
review and compare these methods. Three random estimators for the reflected radiance Lr will
be defined, denoted by Lrr(DIS) , Lrr(W) , and Lrr(MIS) . The acronyms stand for decomposition
and importance sampling, weighted combination, and multiple importance sampling,
respectively.
Decomposing the integrand
It is possible to decompose the reflected radiance according to the elementary scattering densities
[SK99]:
Z

Lr =

wLin dω 0 =
Ω

n Z
X

wi Lin dω 0 .

i=1 Ω

These integrals are then estimated using the probability density that mimics the elementary
scattering density:
·
¸
n
n Z
X
X
wi in
wi in
L pi dω 0 =
E
L .
Lr =
pi
pi
i=1
i=1
Ω
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This sum can also be computed by Monte Carlo techniques. Let us select the ith term of this
sum, i.e. the ith BRDF, with probability si and weight the resulting radiance by 1/si or stop
P
the walk with probability 1 − i si . Thus the new random variable representing the reflected
radiance is
wi in
Lrr(DIS) =
L
si pi
if the ith model is used, and 0 if no model is selected.
This is a Monte Carlo estimation of the sum. According to importance sampling, the variance
will be small if (wi /pi )Lin /si can be made nearly constant. Since we usually do not have a-priori
information about Lin , wi /(pi si ) can be made constant instead. Thus to obtain a low-variance
estimator, an elementary BRDF should be selected with the probability of wi /pi . Unfortunately,
this is still not optimal when Russian roulette is also used, since the termination of the walk has
zero contribution. Note that, as wi integrates to give the albedo, the expected value of wi /pi is
also the albedo. As wi is known, pi can be chosen optimally by BRDF sampling, meaning wi /pi
is also practically constant. Thus, a low-variance estimator selects an elementary BRDF with
the probability of its albedo.
Combination of sampling schemes
We can also think of the elementary BRDFs as different sampling schemes for the incoming
direction. An estimator can be obtained by using all the techniques and combining their results.
Let us use a weighted sum for such a combination:
n
X
i=1

Z

αi
Ω

·

¸

n
X
w in
w in
L pi dω 0 =
αi E
L .
pi
pi
i=1

where αi is the weight of the expected value corresponding to density pi . The expected value is
P
correct if ni=1 αi = 1. Again, we can use Monte Carlo estimation for this sum. Let us select the
ith term of this sum, i.e. the ith BRDF, with probability si and weight the resulting radiance
P
by 1/si or stop the walk with probability 1 − i si . Thus the random reflected radiance variable
Lrr is
w in
L
Lrr(W) = αi
si pi
if the ith model is used, and 0 if no model is selected. In this Monte Carlo estimation of the sum
the variance will be small if αi w/pi Lin /si can be made nearly constant. Taking into account the
requirement that the sum of weights is 1, we can obtain:
si
αi = P n

j=1 sj

.

Substituting this into the above formula for Lrr(W) , we can obtain the following estimate:
Lrr(W) =

w

pi

P

j sj

Lin

if the ith model is used, and 0 if no model is selected.
Multiple importance sampling
The previous method applied a static weighting of different techniques. However, it seems
worth using a weighting scheme that depends on the generated direction as well [Bea93]. The
formal basis of such combination is given by the theory of multiple importance sampling
[VG95]. Multiple importance sampling combines different sampling techniques in a way that
their advantages are preserved, i.e. the variance of the combined estimator is smaller than the
individual estimators and not far from the optimum. One of such weighting schemes, called the
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balance heuristics, sets the weights proportional to the probability density of the individual
methods. Formally, this means that we always divide with the average density of the combined
techniques, no matter which method generated the sample. Thus the random reflected radiance
is:
w
Lrr(MIS) = Pn
Lin .
j=1 sj pj
The estimator does not depend on the actual choice of i in this case. However, if no model is
selected, the estimator is still zero.
Comparison of the BRDF selection methods

RMS error
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Figure 2.1: Comparison of the three random BRDF selection mechanism.
In Figure 2.1 we compared the error curves of the three discussed methods using a path
tracing algorithm to render the Cornell Box scene. We can notice that estimators Lrr(DIS) and
Lrr(MIS) have similar performance but Lrr(W) is poorer. The reason of the worse performance
of Lrr(W) comes from the assumption that the probability densities of the individual methods
are good to sample the integrand in the whole domain. However, the specular sampling cannot
sample the whole domain of the diffuse reflection. This problem is solved in Lrr(DIS) by separating
the integrand and in Lrr(MIS) by using a mixed probability density.
In the following section, we introduce a spectral optimization that can be used with any of
the three mentioned methods. In order to have unified notations, if the ith elementary BRDF
is used, then we shall denote the random reflected radiance estimation as
Lrr =

Wi in
L ,
si

where factor Wi stands for one of the following scattering densities when using one of the three
discussed methods, respectively:
wi
,
pi

2.2

wsi
pi

P

j sj

,

wsi
.
j pj sj

P

Spectral optimization of Russian roulette

In this section we consider the spectral properties of the radiance or importance accumulated
by a shooting or gathering walk, and spectral properties of the scattering density in order to
optimize Russian roulette and BRDF selection. The BRDF fr , the scattering density w and
the albedo are not scalar values, since they depend on the wavelength, and the light is usually transferred on several (3, 8, 16, etc.) wavelengths simultaneously in global illumination
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algorithms. On the other hand, the continuation probability s must be scalar, thus the “proportionality” with the albedo should be given a special interpretation. The usual technique is
to make the continuation probability proportional to the weighted average of the albedo values
at different wavelengths. The weights can either be uniform or set to the perceived relative
luminance of wavelength components normalized for a reference white. In the second case, the
weights follow a luminosity function and the weighted average is called the (relative) luminance [KSC76]. The luminance weights of RGB components depend on the actual wavelength
of the representative colors, which are, in turn, usually selected according to phosphors of the
display device used. For linear RGB radiance values in the sRGB color space the weight vector
is (0.3086, 0.6094, 0.0820) [SACM96].
Unfortunately, working only with the luminance of the otherwise wavelength dependent
albedo can be very inefficient if the scene has highly saturated colors. Assume, for example,
that the simulation is carried out on three wavelengths corresponding to the red, green and blue
colors and a blue light source illuminates an ideally reflecting, yellow (red + green) wall. In
this case, the reflected radiance on all wavelengths will be zero at the wall, thus it is no use
continuing the walk. However, the average of the albedos on the three wavelengths is 2/3, thus
Russian roulette will continue the completely useless computation with probability 2/3.
The same problem can occur when the elementary BRDFs are selected randomly. Assume
that our surface has diffuse reflection in red and green (the surface is yellow) and the specular
reflection in blue. When the surface is lit by blue color, the diffuse BRDF cannot contribute to
the reflected light, thus it is not worth selecting. However, if the selection mechanism is based on
the average of the scattering densities of different wavelengths, it can happen that the irrelevant
diffuse BRDF is selected with 2/3 while the relevant specular BRDF only with 1/3 probability.
In this section we propose solutions for the mentioned problems occurring when the light
is transferred on multiple wavelengths. We have to account for the spectral properties of the
radiance or importance accumulated up to the given reflection point. In path tracing we start at
the eye, walk in the scene generating the continuation direction by BRDF sampling and Russian
roulette, then gather the emission (or the reflection of the direct light sources) of the visited point.
The found illumination value is multiplied by the product of the scattering densities divided by
the sampling probability densities and the continuation probabilities. Thus the multiplier of an
illumination value at the mth reflection is:
W[m]
W[1] W[2]
◦
◦ ... ◦
,
F=
s[1]
s[2]
s[m]
where W[k] is the scattering density at the kth reflection and ◦ is the elementwise product,
defined for any two vectors (a and b) of length Λ as
[a(1) , . . . , a(Λ) ] ◦ [b(1) , . . . , b(Λ) ] = [a(1) b(1) , . . . , a(Λ) b(Λ) ],
where Λ is the number of wavelengths used in the computation. The result F is also a vector:
F = [F (1) , . . . , F (Λ) ]
Similarly, if we use light tracing the initial point and direction is sampled with probability
density plight and the radiance estimator after the mth reflection is:
F=

Le
W[1] W[2]
W[m]
◦
◦
◦ ... ◦
.
light
p
s[1]
s[2]
s[m]

Note that the emitted radiance Le is now a vector containing elements for every considered
wavelength.
In both gathering and shooting algorithms, at the current reflection we can select from
P
n elementary BRDFs or terminate the walk, with probabilities s1 , s2 , . . . , sn and 1 − i si ,
respectively. If elementary BRDF i is selected, then the new multiplier after the reflection is:
"

F

(1)
(1) Wi

si

,...,F

(Λ)
(Λ) Wi

si

#

.
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Using the intuition of importance sampling, we have to make the selection aiming at making the power associated with a ray constant. Since now we have a vector of multipliers, an
appropriate average of the elements can be kept
close to constant.
Let us use a wavelength
i
h
dependent additional weighting function H = H (1) , . . . , H (Λ) to provide the weighted average
of the multipliers. The weights can either be constant or follow the luminosity function.
We intend to keep
(λ)
Λ
Λ
X
X
W
F (λ) i H (λ) =
F (λ) H (λ) .
s
i
λ=1
λ=1
Thus the selection probabilities si are
PΛ

si =

(λ) W (λ) H (λ)
λ=1 F
i
.
PΛ
(λ) H (λ)
F
λ=1

Note that this formula incorporates the spectral properties of the radiance or importance carried
to the given reflection point in variable F. Thus when we arrive with green light at a red surface,
the selection probability will be automatically zero. Either other elementary BRDFs take the
role or the walk is terminated.
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Figure 2.2: Comparison of conventional and the spectral Russian roulette for a “furnace” and
for the Cornell Box.
Figure 2.2 shows the error curves of a path tracing program implemented with the classical
and the spectral Russian roulette methods. The test scene of the left figure was a room where
the sum of the albedo and the emission was 1 at each point and on all wavelengths. In this
case the solution can be obtained analytically [SKKA01]. The diffuse albedo of the walls for the
three wavelengths was a different permutation of the values (1.0, 0.5, 0.2), to simulate a scene
with saturated colors. The test scene of the right image was the standard Cornell Box. For both
test scenes, significantly less rays were needed to achieve the same level of error. We observed
a speedup of 30 to 50 percent.

2.3

Russian roulette with incoming radiance estimation

The other main problem of Russian roulette is that when the walk is terminated, it assumes that
the incoming radiance is zero. The additional variance increase introduced by this assumption
is:
µ
¶ "µ
¶ #
1
w in 2
−1 E
L
.
s
p
Note that this variance can be significant if the expected radiance is far from being zero and the
continuation probability is small. This can happen if the incoming illumination is large.
In order to attack this problem, assume that we have some rough estimation L̃ for the
incoming radiance Lin at the given point. When the walk is decided to be terminated, we
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use this rough estimate instead of assuming that the incoming radiance is zero. If the walk
is continued, then a linear combination of the actually computed radiance (w/p)Lin and the
reflection of this estimate aL̃ is inserted in the estimator, that is, we use
w
α Lin + βaL̃,
p
where a is the local albedo, which also represents the response for directionally uniform illumination. The α and β values of this linear combination can be determined from the requirement
that the expected value of this estimator should be correct:
µ

·

Lr = s αE

¸

¶

w in
L + βaL̃ + (1 − s)aL̃.
p

From this requirement we obtain that
1
α= ,
s

β=−

1−s
,
s

thus the estimator for continuing the walk is
Lrr =

(w/p)Lin (1 − s)aL̃
−
.
s
s

On the other hand, when the walk is terminated the estimator is Lrr = aL̃.
Let us compute the variance of this estimator:
Ã
!2 
in
(1
−
s)a
L̃
(w/p)L
 + (1 − s)(aL̃)2 − E 2 [Lrr ] =
−
D2 [Lrr ] = sE 

s

µ

¶

s

1
−1 E
s

"µ

¶2 #

w in
L − aL̃
p

·

+ D2

¸

w in
L .
p

Comparing this result to Equation 2.1, we can conclude that the added variance of the random
termination is reduced to
µ
¶ "µ
¶2 #
1
w in
−1 E
L − aL̃
.
s
p
This improvement can, for example, be used to reduce the continuation probability and thus
increase the speed of the method. In order to evaluate the potential speedup, let us suppose
that the original Russian roulette uses sold while the new method snew continuation probability,
which are set to provide the same error. Solving the
µ

1
sold

¶

−1 E

"µ

w in
L
p

¶2 #

µ

=

equation, we can obtain:
snew =
where
E

snew

¶

−1 E

"µ

¶2 #

w in
L − aL̃
p

sold
(1 − sold )/d + 1

·³

d=

1

(w/p)Lin
h

− L̃

E ((w/p)Lin )2

´2 ¸

i

is the goodness of estimation L̃.
In order to find the speedup ratio, we rely on the fact that the average length of the random
walk is 1/(1 − s), where s is the continuation probability. The speedup is then the average
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number of the rays to be shot by the old method divided by the number of rays shot by the new
method:
1
1/(1 − sold )
=
speedup =
.
1/(1 − snew )
1 − (1 − d)sold

RMS error

Note that this can be high if sold is large and d is small. In the optimal case, when d = 0, the
speedup is 1/(1 − sold ), which means that the walk can be stopped after the first hit. However,
it is possible that L̃ is a worse approximation than the original zero guess. In this case, the
speedup factor would be less than one, indicating a slower algorithm. This can only happen if
L̃ is negative, or if it is a gross overestimation. Both cases can be avoided if we make sure L̃ is
always a positive underestimation.
The different techniques that can provide estimations L̃ are discussed in the next section. At
this point we should just emphasize that this estimation can be very rough, the modified Russian
roulette will compensate its error. However, the speedup factor depends on the accuracy of this
estimation.
The incoming radiance L̃ can be estimated either from the analysis of the scene or from the
data gathered during a preprocessing phase.
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Figure 2.3: The effect of the global radiance estimation.
Suppose that the scene is closed. In this case, we can approximate the average radiance in
the scene, which can be regarded as an estimate for L̃. The total emitted power of the light
sources is
Z Z
e
Φ =
Le (~x, ω) cos θ d~xdω
S Ω

where S is the set of all surface points, Le is the emitted radiance and θ is the angle between
the direction of the emission and the surface normal. This emitted power will be multiplied by
the albedo at each reflection. Suppose that the average albedo in the scene is ã. The reflected
power in the scene is the sum of the single reflection, double reflection, etc., that is:
Φr ≈ Φe (ã + ã2 + . . .) =

ãΦe
.
1 − ã

From the total power we can obtain the average radiance:
L̃(~x, ω) ≈

1 ãΦe
.
πS 1 − ã

We used a conservative estimate and did not take into account the direct illumination in the
estimate of L̃. The reason is that the direct illumination can have high variation and can be
estimated poorly without computing it, which can result in an overestimation of L̃. Examining
the variance formulae, we had better underestimate L̃.
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Figure 2.4: Cornell Chickens rendered by path tracing with classical Russian roulette (left), and
using incoming radiance estimation (right). We used 100 samples per pixel and the rendering
time was 245 sec.
Figure 2.3 shows the effects of the proposed estimate. We can notice that the new method
required about 30% less samples to achieve the same level of error. See Figure 2.4 for a visual
comparison.

2.4

Conclusions

In this chapter we analyzed Russian roulette and random elementary BRDF sampling. We concluded that when combined BRDFs are sampled with the probability densities of the elementary BRDFs, then either the integrand decomposition method or multiple importance sampling
should be used. We also proposed a spectral version of Russian roulette and the random BRDF
selection and showed that this improvement resulted in 30-50 percent speedup. Finally, we examined the application of a simple estimate for the incoming radiance for the case when Russian
roulette terminates the walk. Even if this estimate is obtained from a single value, the speedup
is an additional 30 percent.
The proposed improvements can be implemented in any algorithm using random walks without drawbacks or caveats. How much the actual speedup will be may depend on the scene
characteristics. If there are no saturated colors, or a guess for incoming radiance is difficult
to obtain, the gain can be less significant, but the performance can never be worse than with
the classical methods. Thus, we used these improvements as a standard practice in all random
walk global illumination algorithms [I3, I4, F2, F4, I1, LGS05], including those presented in this
dissertation in Chapters 5, 7 and 8.

Chapter 3

Combination of correlated and
importance sampling
In this chapter, we present new results for the evaluation of direct illumination with less noise.
We propose main part approximations for various direct lighting and environment mapping
scenarios, which allow for the use of a technique called correlated sampling. Before that, we
improve the correlated sampling method by combining it with importance sampling, resulting
in a new, better estimator, that reduces the noise of direct illumination in the whole image
domain [F3].
Note that the evaluation of direct illumination is also an important part of the virtual light
sources algorithm. Replacing actual area light sources with sets of virtual point lights is identical
to point sampling these area lights, and the finding in this chapter are applicable. If the second,
gathering step of the virtual light sources algorithm is implemented through gathering random
walks, next event estimation at any level of recursion is identical to the direct illumination
problem, where the techniques proposed here should again be used.
Correlated sampling [Sob91, Kel01a] (also called main part separation or control variates) is a variance reduction technique, which imposes less severe constraints on the auxiliary
functions of the Monte Carlo estimate than importance sampling. Suppose function g(u), called
the main part, approximates the original integrand f (u) and its integral can be analytically
computed:
Z
J=

g(u) du.
U

Compared to importance sampling this requirement is easier to meet, because importance sampling requires not only the indefinite integral function (i.e. the integral with varying upper limit)
of the probability density mimicking the integrand, but also the inverse of this indefinite integral
function (i.e. the inverse of the cumulative distribution function) in order to transform random
samples.
To estimate the integral of f (u), correlated sampling subtracts approximating function g
from the integrand and simultaneously adds it as well:
Z

I=

Z

[f (u) − g(u)] du +
U

Z

g(u) du =
U

[f (u) − g(u)] du + J.
U

The first term is estimated by a standard Monte Carlo quadrature:
I≈

M
f (ui ) − g(ui )
1 X
+ J.
M i=1
p(ui )

If g can absorb the larger variations of f , then |f − g| is small, thus (f − g)/p may have
smaller variance than f /p (Figure 3.1).
25

CHAPTER 3. COMBINATION OF CORRELATED AND IMPORTANCE SAMPLING

f

g

26

g

=

+

I

J

f-g

u

u

u

Figure 3.1: Correlated sampling
Unlike importance sampling, correlated sampling received little attention in computer graphics. One reason is that it is usually difficult to find the main part in analytical form, and
thus should also be a subject for approximation [Kel01b, SKCA01, Bek99, NNPP98]. On the
other hand, the product form of typical integrands showing up in rendering seems to be more
appropriate for importance sampling. This chapter describes a combined approach that can
automatically adapt to the properties of the given problem and thus can keep the advantages of
both importance and correlated sampling. The considered application areas, area light source
sampling and environment mapping, lend themselves to an easy analytic approximation of the
integrand, which is the basic requirement of correlated sampling.

3.1

Multiple correlated sampling

Having discussed two variance reduction techniques, importance sampling and correlated sampling, the question is which one is better in a particular situation. The answer depends on how
well g approximates and p mimics integrand f . Since in computer graphics problems the original
integrand f is usually not available algebraically (for example, due to shadowing), and can only
be point sampled, we cannot get the answer without starting the computation.
We can do better than selecting one sampling scheme from the two and use it. Instead,
the two sampling schemes are combined in a way that the advantages are preserved. Recall
that the primary estimator of importance sampling is f (u)/p(u), while the primary estimator
of correlated sampling is (f (u) − g(u))/p(u) + J. Let us introduce a combined sample that
weights the results of correlated sampling by λ and of importance sampling by 1 − λ. The
primary estimator of this combined technique is:
µ

f (u) − g(u)
f (u)
+λ
+J
Iˆ = (1 − λ)
p(u)
p(u)

¶

µ

¶

f (u)
g(u)
=
+λ J −
.
p(u)
p(u)

Note that this combination is different from the one used in multiple importance sampling
[VG95]. Here, instead of combining the samples obtained by different techniques, we have just
a single sampling process controlled by a unique probability density p, but two estimators are
computed from each random sample, which are combined together. This means that in the
proposed method correlated sampling uses the same density as importance sampling.
The expected value of this combined estimator will be correct if λ is constant or a random
variable that is statistically independent of random sample u:
·

ˆ =E
E[I]
h

since E

g(u)
p(u)

i

=

R
U

¸

· µ

f (u)
g(u)
+E λ J −
p(u)
p(u)

¶¸

·

= I + E [λ] E J −

¸

g(u)
= I.
p(u)

(3.1)

g(u) du = J for any p(u) if p(u) is non-zero where g(u) is not zero, and the

expected value of the product of two independent random variables equal to the product of their
expected values.
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In order to find an optimal combination, we look for a weight λ that minimizes the variance
ˆ The variance is a quadratic function of λ:
of estimator I.
h

σ (λ) = E (Iˆ − I)
2

2

"µ µ

i

g(u)
λ J−
p(u)

=E

¶

f (u)
+
−I
p(u)

¶2 #

.

Value λ minimizes the quadratic function of the variance:
h³

λ=

E

´³

J−

g(u)
p(u)

E

J−

I−

·³

´
g(u) 2
p(u)

f (u)
p(u)

´i

¸

.

(3.2)

Note that the optimal weight depends on the correlation of f /p and g/p. If these random
variables are uncorrelated then λ is zero, i.e. we should use classical importance sampling instead
of correlated sampling. This is intuitive since the independence of these random variables means
that main part g is unable to mimic the variation of f . However, when there is a strong
correlation, then we are better off giving higher weights to correlated sampling. When J is close
to I, i.e. not only the correlation is high but also the magnitudes of the functions are similar,
then only correlated sampling is worth applying.
The formula of the optimal weight (the correlation of f /p and g/p) cannot be evaluated
analytically, thus it is also a subject to Monte Carlo estimation or some intuitive approximation.
We could, for example, take the M samples generated for the integral quadrature and obtained with probability density p, and estimate the optimal weight statistically as
PM ³

λ≈

i=1

J−

g(ui )
p(ui )

´h

PM ³
j=1

3.1.1

1
M

PM h f (uj )

J−

j=1

p(uj )
´
g(uj ) 2
p(uj )

−

f (ui )
p(ui )

ii

.

(3.3)

Reduction of the initial bias

When λ is estimated from the same random samples as the integral quadrature, then the assumption that λ is statistically independent holds only asymptotically when many rays are shot.
This means that the assumption of independence of Equation 3.1 does not hold, thus the expected value of Iˆ may be different from I. As the number of samples increases, the dependence
on one particular sample converges to zero, i.e. the estimator is still consistent (asymptotically
unbiased).
For smaller number of samples, the statistical dependency may introduce a small bias. Note
that, when rendering an image, we repeat the estimation for every pixel. The bias can be reduced
and the estimate of value λ can be made more accurate if the samples of the neighboring pixels
are also taken into account to compute λ. This corresponds to a low pass filtering of the image
representing the λ values (Figure 3.3). According to our experience simple image space filtering
is sufficient, although the quality could further be improved by more sophisticated object space
schemes that take into account depth information and do not allow averaging for pixels where
points distant to each other are seen. This averaging is reasonable since the fractional visibility
does not change abruptly. Note that such a λ filtering does not reduce the contrast of the
original image since with any λ value the final color estimates are valid.
In the Sections 3.2 and 3.3 we examine two problems where the combined sampling method
can be applied successfully: direct illumination and environment mapping.
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Direct illumination with correlated sampling

Suppose we need the reflected radiance Lr at point ~x and in direction ω due to the illumination
of an area light source. As it has been derived in Equation 1.11, the radiance can be obtained
as the following integral:
Z

Le (~y , ω~y→~x )fr (ω~y→~x , ~x, ω)ν(~x, ~y )G(~x, ~y ) d~y ,

Lrd (~x, ω) =
L

where L is the set of points on the light source, Le (~y , ω~y→~x ) is the radiance emitted by point ~y
into the direction towards point ~x, fr is the BRDF, ν is the visibility function which is 1 if the
two points are mutually visible and zero otherwise, and G is the geometric factor:
G(~x, ~y ) =

cos θ~x0 cos θ~y
.
|~x − ~y |2

In the geometric factor θ~x , θ~y are the angles between the surface normals and the direction
connecting ~x and ~y . See Figure 3.2 for nomenclature.

light source

ν=1

y

ν=0

Le(y,ωy→x)

θ'x

ω

occluder

Lrd(x,ω)
x
Figure 3.2: Direct illumination
This integral is evaluated using the proposed multiple correlated sampling. With the notations of the previous sections, the integrand for point ~x and direction ω is:
f~x,ω (~y ) = Le (~y , ω~y→~x )fr (ω~y→~x , ~x, ω)ν(~x, ~y )G(~x, ~y ).
In order to allow the application of correlated sampling, let us find an approximation of
the integrand which is analytically integrable. Doing so, the emission of the light source points
towards ~x and the BRDF at ~x from the direction of light source points are approximated by
constant values:
Le (~y , ω
~ ~y→~x ) ≈ L̃e (~x),
fr (ω~y→~x , ~x, ω) ≈ f˜r (~x, ω).
Note that these approximations can be quite accurate if the light source is neither very
specular nor very big, and when the surface is not very shiny. In the main part g, the emission
and the BRDF are replaced by these approximations and the visibility function is assumed to
be 1:
g~x,ω (~y ) = L̃e (~x)f˜r (~x, ω)G(~x, ~y ).
The integral of the main part is:
J~x,ω

= L̃ (~x)f˜r (~x, ω)

Z

e

G(~x, ~y ) d~y .
L

This area integral of the geometric factor can be transformed to a contour integral applying
Stoke’s theorem, as proposed by Hottel and Sarofin [HS67], or more intuitive geometric reasoning
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can be applied to obtain the closed form solution [SKe95]. The result is known as the pointto-polygon form-factor in the radiosity literature:
Z
L

~ l6 R
~ l⊕1
X R
1 L−1
~ ×R
~ l⊕1 ) · ~n~x ,
G(~x, ~y ) d~y =
(R
~l × R
~ l⊕1 | l
2 l=0 |R

(3.4)

where
1. ~n~x is the normal vector of the illuminated surface at ~x,
2. ~a6 ~c is the signed angle between two vectors. The sign is positive if ~c is rotated clockwise
from ~a looking at them in the opposite direction to ~n~x ,
3. ⊕ represents addition modulo L (circular next operator for vertices),
4. L is the number of vertices of the light source polygon,
~ l is the vector from ~x to the lth vertex of the light source polygon.
5. R
The main part equals the integrand if the light source is fully visible and both the light and
the receiver surfaces are diffuse, thus in such cases correlated sampling gives exact results. For
partially or fully occluded light sources, however, the main part can be far from the original
integrand. In fact, for a fully occluded light source, classical importance sampling provides the
exact result, which equals to zero. This means that correlated sampling is optimal for fully
visible light sources, and importance sampling is for fully occluded ones. In case of partial
occlusion, our preference should depend on the level of occlusion. Weight λ computed from
Equation 3.2 reflects this intuition. In order to set the weight, we can approximate the expected
values of Equation 3.2 from the available samples as defined by Equation 3.3. Alternatively, we
can take a more drastic approach and make λ equal to the fractional visibility, that is to the
fraction of rays visible per the number of total rays. Implementation of both approaches shows
that the first variant provides slightly better results.

Figure 3.3: Left: The image of weights λ. Bright pixels indicate the preference of correlated
sampling to importance sampling. Right: Reference image of the dragon scene obtained with
the proposed method using 100 light source samples
Figures 3.3 and 3.4 compare classical light source sampling and pure correlated sampling
with the proposed combined method. The combined method generated visually similar images
when weight λ is computed statistically and when it was set to the fractional visibility. The
scene is illuminated by a large light source covering the left wall of the room. We obtained 10
random samples on the light source for each pixel. The first and the second rows contain the full
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Figure 3.4: Comparison of classical light source sampling, correlated light source sampling and
the combined method using 10 samples on the light source
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RMS error

images and the zoom-ins, respectively. Note that correlated sampling performs very well on fully
illuminated parts (e.g. on the bright part of the columns), but is poor in occluded regions (e.g.
in the shadowed area behind the column). Importance sampling, on the other hand, is good in
the shadowed regions and poor on bright, strongly illuminated parts. This is also shown by the
image of the weights computed by the combination method (Figure 3.3). Where this image is
bright, correlated sampling should be preferred to importance sampling. The weighting makes
the combined method good everywhere, which outperforms both techniques and preserves their
advantages.
Figure 3.5 presents the error curves of the original importance and correlated sampling
methods, and that of the proposed combined method. The new method was examined with two
approaches for the computation of λ values. In the statistically computed case Equation 3.3 was
used to obtain λ. In the second case, we made λ equal to the fractional visibility. The error
curves show that the combined method is better than either importance or correlated sampling,
and the statistically computed weight gives more accurate results than the intuitive application
of the fractional visibility.
The overhead of correlated sampling and the proposed combination with respect to classical
importance sampling is 10% for only 10 light source samples, and 3% for 40 light source samples.
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Figure 3.5: Error curves obtained when rendering the dragon scene with different light sampling
techniques

3.3

Sky-light illumination and environment mapping with correlated sampling

When virtual objects are illuminated by a realistic sky model [DKNY96, JSP+ 01, Max91,
ARBJ03] or when these objects should be placed in real or virtual scenes, the illumination
coming from the sky or from the environment is usually represented by an environment map
defined by a high dynamic range image [Deb98, KK03]. The radiance of point ~x of the virtual
object is the reflection of the illumination provided by the environment map, which can be
computed as
Z
Lr (~x, ω) =

Lenv (ω 0 )fr (ω 0 , ~x, ω) cos θ0 ν(~x, ω 0 ) dω,
Ω

where Ω is the set of all directions, Lenv (ω 0 ) is the radiance of the environment map at direction
ω 0 , fr is the BRDF, and ν(~x, ω 0 ) is the indicator function checking whether no virtual object is
seen from ~x at direction ω 0 (that is, whether the environment map can illuminate this point of
the virtual object from the given direction). The environment map can be imagined as a large
spherical (or hemispherical) light source enclosing the virtual objects.
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Let us decompose the directional domain into D subdomains Ω1 , . . . , ΩD , and express the
integral as the sum of the subdomain integrals:
r

L (~x, ω) =

D Z
X

Lenv (ω 0 )fr (ω 0 , ~x, ω) cos θ0 ν(~x, ω 0 )dω 0 .

d=1Ω
d

ν=0

occluder

ν=1

Lr(x,ω)

ω

Lenv(ω')

θ'x
ω'
x

Figure 3.6: Environment mapping
The integrals of this sum are evaluated by correlated sampling. First an analytically integrable approximation of the integrand is found. We have two alternatives. In both of them the
main part neglects the visibility factor. In the first alternative the main part approximates the
cosine weighted BRDF by a constant value, that is
(1)

g~x,ω (ω 0 ) = Lenv (ω 0 )ad (~x, ω),
where ad (~x, ω) =

R
Ωd

(3.5)

fr (ω 0 , ~x, ω) cos θ0 dω 0 . This albedo-like value can be pre-computed once for

each material before starting the rendering.
In the second alternative the environment radiance is replaced by the average over the solid
angle.
(2)
0
g~x,ω (ω 0 ) = L̃env
x, ω) cos θ0 ,
(3.6)
d fr (ω , ~
where L̃env
=
d

R

Lenv (ω 0 ) dω 0 . These values can also be computed once when the environment

Ωd

map is loaded.
We have to select from the two alternatives according to which one is better mimicking the
original integrand. If the environment map has high variation in the subdomain and the point
to be rendered is diffuse or moderately specular, then option one is better. However, when the
environment map is smooth and the BRDF is strongly specular, then option two is the more
appropriate choice. Note that the optimal alternative can be selected separately for each sample.
With either option, the integral of the main part will be the same:
Z

J=
Ωd

3.3.1

(1)
g~x,ω (ω 0 )

Z
0

(2)

g~x,ω (ω 0 ) dω 0 = L̃env
x, ω).
d ad (~

dω =
Ωd

Decomposition of the directional domain

In order to decompose directional domain Ω, the directions can be expressed by spherical coordinates φ, θ using
ω = (cos φ sin θ, sin φ sin θ, cos θ),
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and their domains are broken to intervals φ0 , φ1 , . . . , φn and θ0 , θ1 , . . . , θm . The size of the
spherical domain corresponding to Ωd = (φi , φi+1 ) × (θj , θj+1 ) is
φZi+1 θZj+1

Z
0

dω =
Ωd

sin θ dθdφ = (φi+1 − φi )(cos θj+1 − cos θj ).
φi

θj

This means that a uniform decomposition of the domain of θ results in a non-uniform decomposition of the directional domain, which would make fine tessellation around the “north pole” and
crude tessellation close to the equatorial plane. This distortion can be compensated if interval
boundaries θj are obtained by transforming uniformly distributed values by the arccos function.
The application of correlated sampling requires the integral of fr cos θ0 in the directional
subdomains. The general solution involves numerical approximation. However, in the special
case of diffuse reflection, the integral can be analytically evaluated:
Z

fr (ω 0 , ~x, ω) cos θ0 dω 0 = fr (φi+1 − φi )

ad (~x, ω) =
Ωd

BRDF sampling

Correlated sampling

cos2 θj+1 − cos2 θj
.
2

Combined sampling

Figure 3.7: Armadillo illuminated by the environment map of St. Peter’s Cathedral using classical importance sampling, correlated sampling and the combined method
Figure 3.7 shows a virtual Armadillo illuminated by an environment map defined by a HDRI
panoramic image [Deb98]. The hemisphere was decomposed into 24 solid angles and 20 random
samples were taken in each solid angle. The image generated with BRDF sampling is rather
noisy. We can obtain noise free results with correlated sampling at points where there is no
self occlusion, but the error is high at occluded parts. The combined method performs well
at both self occluded and unoccluded parts. Since Armadillo is moderately specular, we used
Equation 3.5 to define the approximation of the integrand.
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Figure 3.8: A virtual horse statue illuminated by the Florence environment using classical
importance sampling, correlated sampling and the combined method
The images of figure 3.8 show a virtual horse statue placed in the real Florence environment.
The images were rendered using only 10 random samples in each solid angle. Since the horse is
more specular than Armadillo, we set approximation function g according to Equation 3.6. The
images indicate that correlated sampling is better than importance sampling in this case, but
the combined method is superior to both techniques.

3.4

Conclusions

This chapter proposed a general variance reduction technique that is a quasi-optimal combination of importance and correlated sampling. Both estimators that are combined, as well as
the calculation of their weights, depend on random samples. We concluded that the combination based on statistical results can keep the merits of both techniques. In order to apply
this sampling scheme, we investigated two rendering problems, area light source sampling and
environment mapping. In these cases a reasonably good approximation of the integrand can be
found, which is analytically integrable, making these problems primary candidates for correlated
sampling. The statistical decisions are responsible for measuring the accuracy of these analytical
approximations, and prefer correlated to importance sampling schemes, or vice versa, depending
on the results. The combination method has negligible overhead, but due to its adaptivity the
combined sampling is much better than either pure importance sampling or correlated sampling.
We used independent random light source samples for each pixel to estimate the illumination
of the light source or the environment map. However, the proposed method can also be used in
dependent sampling, when the illumination in different pixels is computed from the same set of
random light source points.
The application of the proposed techniques can make all the noise that is not due to occlusions
practically disappear, without compromising image quality in occluded regions. The overhead
of the main part evaluation is negligible, thus the techniques are worth using in any scenario
with area lights.
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Ray shooting and visibility testing
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Chapter 4

Ray shooting acceleration hierarchies
Ray shooting is the basis of ray casting, recursive ray tracing and random walk global illumination algorithms, including the virtual light sources method. In order to solve it efficiently, a
space partitioning acceleration structure can be built in the preprocessing step. During execution, when a ray is given, this data structure is queried to determine those objects for which
ray-intersection calculation should be performed.
In this chapter, we examine algorithms of ray shooting from the perspective of the data
structures they use. We propose new representations that aim to minimize the overhead of
data access. In order to achieve this, the memory footprint is decreased, and cache coherence
along with other hardware-related characteristics is exploited. This does not mean that existing algorithms are tweaked to any specific hardware, rather that new algorithms are proposed
that operate on data structures that have favorable characteristics on practically any current
hardware.
Sections 4.1 and 4.4 introduce the proposed methods, while other sections review their background referencing own research that is not detailed in this dissertation.

4.1

Ray–triangle intersection

The fundamental operation of ray shooting is the ray–primitive intersection. In real-time graphics, the models to be ray-traced are likely to be the same models we also render incrementally,
e.g. when they are directly visible. Therefore, they must be triangle mesh models, or tessellated
to triangles. In this section, we propose a minimal triangle representation that allows for in
intersection algorithm which is faster than any known method [H1, D5, B1].

triangle plane
t

v1

d

x

o

ray
q

v2
v0

n
|q|

Figure 4.1: Nomenclature.
In case of a triangle, the intersection computation consists of finding an intersection point
with the triangle’s plane, and then a decision of whether the point is within the triangle. First,
36
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the equation of a plane has the form of
~n · ~x = D,

(4.1)

where ~n is the normal of the plane and D is its distance from the origin (see Figure 4.1 for
nomenclature). If point ~q is the nearest point to the origin on the triangle’s plane, then ~q = ~n|~q|
and D = |~q|. Multiplying Equation 4.1 with |~q|, the equation of the plane is
~q · ~x = ~q · ~q.

(4.2)

Note that this is only possible if |~q| is non-zero. This special case can be avoided by choosing
a modeling space where the origin does not lie on any of the triangles’ planes. The parametric
ray equation is
~x(t) = ~o + d~ · t,
(4.3)
where ~o is the origin of the ray, d~ is the normalized ray direction, and t is the distance along the
ray. Substituting the ray equation (Equation 4.3) into the plane equation (Equation 4.2) we get
the ray parameter t? of the intersection
~q · (~o + d~ · t? ) = ~q · ~q.

(4.4)

From this we express the ray parameter as
t? =

~q · ~q − ~q · ~o
.
~q · d~

(4.5)

Using the ray equation (Equation 4.3) the hit point ~x? is
~x? = ~o + d~ · t? .

(4.6)

We have to decide whether the point is within the triangle. We prefer methods that also
yield the barycentric coordinates of the point. If the triangle vertex positions are column
vectors ~v0 , ~v1 , ~v2 , the barycentric coordinate vector ~b of point ~x is defined to fulfill the following
equation:
[~v0 , ~v1 , ~v2 ] · ~b = ~x.
(4.7)

v2
bz

v0
x
bx
v1
by

Figure 4.2: Left: Barycentric weights identify the point at the center of mass. Right: A model
with barycentric coordinates painted on it as colors.
This means that the barycentric coordinate elements are weights assigned to the triangle
vertices (Figure 4.2). The linear combination of the vertex positions with these weights must
give point ~x. If all three barycentric weights are positive, then the point is within the triangle.
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If we find the barycentric coordinates for the hit point ~x? , we are not only able to tell if it is
within the triangle, but the weights can be used to interpolate normals or texture coordinates
given at the vertices.
Using the above definition (Equation 4.7), the barycentric coordinates ~b? of the intersection
point can be expressed as
~b? = [~v0 , ~v1 , ~v2 ]−1 · ~x? ,
(4.8)
using the inverse of the 3 × 3 matrix assembled from the vertex coordinates. If the origin is on
the plane of the triangle, the matrix cannot be inverted, but we have already stated that we
assume that the modeling space has been appropriately chosen to avoid this special case. Let
us call the inverse of the vertex position matrix the IVM.
Thus, in order to evaluate intersection, we need ~q (for the ray–plane intersection) and the
IVM (for the barycentric coordinates). As all vertices are on the plane, using the plane equation
(Equation 4.2), and interpreting ~q as a row vector

Dividing by ~q · ~q gives

~q · [~v0 , ~v1 , ~v2 ] = [~q · ~q, ~q · ~q, ~q · ~q] .

(4.9)

~q
· [~v0 , ~v1 , ~v2 ] = [1, 1, 1] .
~q · ~q

(4.10)

Let ~q† be the geometric inverse of ~q with respect to the unit sphere
~q† =

~q
~q · ~q

(4.11)

and multiply Equation 4.10 with the IVM from the right to get the formula
~q† = [1, 1, 1] · [~v0 , ~v1 , ~v2 ]−1 .

(4.12)

As inversion is symmetric, ~q can be expressed as
~q =

~q†
.
~q† · ~q†

(4.13)

This means that ~q can easily be computed from the IVM, which is thus all we need to perform
intersection computations. With 9 floating-point values, it is a minimal representation for a
triangle, with a footprint equal to the vertex positions themselves.
Note that a list of all IVMs is not a minimal representation of the complete geometry, as
triangles do not share data like they would in case of vertices stored in a common buffer, using
vertex indexing. However, accessing and dereferencing indices increases the amount of texture
reads. Therefore, while those representations require less overall storage, they are not worth
considering when implementing ray tracing on a GPU environment where storage space is not a
bottleneck. At least, the geometry description of scenes we can hope to ray-trace interactively
requires negligible space compared to textures and render targets used in typical applications.
Also note that dereferencing vertex indices to access vertex normal or texture data is still
possible, but has to be done only once, after the best hit has been found. Vertex indices in the
index buffer can be found at no extra cost if the triangles in the IVM list are ordered the same
way as in the index buffer.

4.1.1

Results

The fastest known triangle-ray intersection algorithm working without precomputed values has
been introduced by Möller and Trumbore [MT97]. It also computes barycentric coordinates, and
is widely used on GPUs. In the following table, we have summarized the operations required by
the two algorithms. Note that the computation of a cross product requires two GPU instructions.
The approximate number of instructions was measured by implementing them in HLSL and
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compiling them with the standard HLSL compiler. This figure also includes operations to
initialize variables and the evaluation of conditional statements. The Möller-Trumbore algorithm
uses several conditional branches as opposed to a single 3-channel comparison in our algorithm.
This further increases the difference between the number of instructions. The frames per second
(FPS) data was measured using a shader tracing eye rays against a scene of 200 triangles using
the brute force approach. The graphics card was an nVidia 8800GTX. Other measurement
parameters like screen resolution or the test scene setup are irrelevant to the comparison of
the triangle intersection. Because of the traversal overhead, the performance gain from the
intersection calculation itself may be less significant if a hierarchical acceleration scheme is used.

dot product
cross product
division
multiplication
addition
GPU instructions
theoretical
measured
FPS

IVM
7
2
1
3

Möller and Trumbore
7
3
1
1
4

12
17
9.5

19
33
7.65

We have also implemented the precomputation-based method described by Wald[Wal04].
It uses ten precomputed values: nine of them floating point and an integer used to indicate
the major coordinate axis of the triangle normal. This extra integer value alone means that a
three-channel floating point texture is no longer enough, and another texture fetch operation
is required. Despite of using precomputed values, the measured instruction count of the pure
intersection algorithm was 29 and the FPS rate was 7.3, just below the performance of the MöllerTrumbore. This is due to the extra texture read to fetch input data, which is not included in
the instruction count.

4.1.2

Conclusions

We can conclude that the IVM method is faster and leaner than previous methods, either
precomputation based or not. We use precomputed values, but, as they take just as much
space as the original data, this does not increase the required input bandwidth. This is critical
on the GPU: getting more data into a shader would mean more texture reads or using more
non-uniform registers, both of which are expensive. The algorithm also offers a significant
performance improvement over existing methods, and fits perfectly into a GPU ray tracer by
providing the hit point coordinates and the weights for vertex data interpolation for shading.

4.2

Comparison of acceleration schemes

The efficiency of the ray shooting algorithms was first investigated rigorously in the context
of worst-case complexity and it was concluded that in the optimal case logarithmic algorithms
can be obtained with at least O(n4+² ) storage and preprocessing time [dB92, SKM98]. Clearly,
such an algorithm has prohibitive memory and preprocessing time requirements, thus it is not
a surprise that, in practice, heuristic ray shooting algorithms are used instead. Their superior
performance has been addressed intuitively and using simple complexity models [Gla89, CW88].
Later, Márton [Már95, SKM98] showed theoretically why heuristic ray shooting acceleration
algorithms perform much better in the average case, even if their worst-case complexity is
similar to that of the naive case.
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The three most important and widely used heuristic approaches are:
• uniform space subdivision (also called the regular grid) [FTK86, AK89, KM85],
• octree [Gla84, AK89, MGK05, Tha00],
• BSP-tree, kd-tree [Hav01, FS05, HSHH07, WMS06, J2], bounding volume hierarchy [RW80],
bounding interval hierarchy [WK06, J5].
The uniform grid divides the space into equal segments along all coordinate axes. For octrees,
the cells can be bigger than the minimum cell. An octree can be constructed by subdividing the
bounding box of the scene using the three axis-aligned spatial median planes into eight subcells,
and repeating the process recursively. The kd-tree does the same with only one, arbitrarily
chosen, but axis-aligned splitting plane. The bounding volume hierarchy or BVH and the
bounding interval hierarchy or BIH are similar, but allow the two subcells to overlap or
to not cover the parent cell completely. It is enough to record a primitive in only one of the
cells it is intersecting, if the cell contains it completely. Thus, we can make cells tightly fitting
and avoid duplicating objects at the cost of storing some extra information about the shape of
the cells. The conclusions we make about kd-trees are also applicable to the BIH and the BVH
schemes.
These algorithms try to minimize ray–object intersection calculations by building a space
partitioning data structure, which has two purposes. This data structure can select only those
objects that are in the direction of the ray and can ignore those that are not in this direction
and thus can have no intersection with it. This selection cannot be optimal, but we can be
conservative. Thus the data structure usually provides more objects, including even those for
which no intersection occurs, but we can be sure that the data structure will report all objects,
for which intersection happens. From another point of view, this means that the space partition
selected for a given ray encapsulates the points of object locations that can be intersected, but
is usually larger than that. The efficiency of a ray shooting algorithm depends on the tightness
of this encapsulation and also the speed of traversing the data structure.
The other main feature of these algorithms is that they sort the objects along the ray. This
means that candidate objects that are in the ray direction are reported in such an order that
if we find an intersection, then we can stop the calculation, because all other intersections are
surely behind the one we found. In practice, this objective is met only approximately. In order
to keep the size of the data structure under control, cells are often allowed to store more than
one object, without any sorting.
Using a probabilistic scene model of primitives distributed randomly according to a Poisson
process, a formula for the expected number of intersections and traversal steps as a function of
the number of primitives in the scene has been derived [I6]. All methods can be expected to
perform O(1) intersections. However, uniform subdivision and the octree use predetermined cell
locations, while the kd-tree places cell boundaries around objects. Therefore, the probability of a
non-empty cell containing a valid intersection is increased, resulting in 2-3 times less intersections
to be computed. The expected number of cell traversal steps is also O(1) for the uniform grid,
and O(log n) for the trees. However, the uniform grid does not cope well with the teapot in the
stadium problem, where most primitives are located densely in an otherwise huge scene. The
required cell size to achieve the theoretic O(1) performance would be prohibitively expensive in
terms of storage space. Summarizing the conclusions, we can state that the kd-tree and similar
methods like bounding volume of bounding interval hierarchies promise the lowest expected
number of intersection calculations with an acceptable logarithmic traversal cost and with the
highest degree of adaptation to scene characteristics.
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Traversal algorithm for binary splitting trees

The traversal algorithm has to trace the intersected cells along a ray, and to find the first
intersected object. Implementation is of great importance, as the traversal has to be carried out
for every ray shot. This is, therefore, one of the most time-critical operations. The traversal
algorithm for a kd-tree or BIH is defined recursively, starting at the root of the tree, which
corresponds to the cell enclosing the complete scene. To terminate the recursion, when we reach
a leaf of the tree, we carry out all of the intersection tests needed, choose the nearest, and stop
if we have found a suitable hit. When traversing an interior node, we have to determine whether
we have to visit the left and right sub-trees, and if both, then in what order. Depending on the
sign of the element of the ray direction vector corresponding to the splitting axis, we label the
subcells to be the near and the far cell. The ray segments intersecting the two cells, defined by
the minimum and maximum ray parameters, have to computed. This needs one ray–splittingplane intersection in kd-trees and four in BIHs. If only one subcell has a positive length ray
segment, then we simply continue with that branch. In a less fortunate case, we have to visit
both children, first the near and, if no intersection was found that is better than the minimum
point of the far segment, the far node. To do this, we push the data about the far branch onto
a stack, traverse the near sub-tree, and pop the data to handle the far node. The data on the
stack needs to identify the tree node and the associated ray segment.

4.4

Tree representation

In this section, we propose a new data structure for the storage of unbalanced binary partitioning
schemes for ray shooting acceleration. The benefits are reduced storage space and faster access.
With any type of tree data structure, we have to be able to find the child nodes of a parent
node. For a balanced binary tree, this is easy to do if the nodes are laid out in an array level
by level. This is called the compact representation. If the root node has index 0, the child
nodes of node n will be 2n + 1 and 2n + 2. Unfortunately, neither a kd-tree nor a BIH is
usually balanced. Thus, storing the tree in a compact array would leave most elements empty,
wasting memory. We call this fragmentation. Using pointers for non-leaf nodes to identify
children could easily double the memory requirement, and also the amount of data to be read
for traversal. For the optimal solution, we need to use some pointers to account for the problems
with the naive compact representation, while keeping the compact representations advantages.
Such a midway solution was proposed by Havran [Hav01]. It uses small compact trees connected
by pointers. This limits fragmentation to the sub-trees, and if their memory representation fits
into a cache line, cache coherence is utilized well. However, there are two points where this
solution can be improved further. First, orphaned trees below leaf nodes are left unused. This
becomes more significant for larger cache line sizes. Second, whenever a pointer references a leaf
node, the leaf node itself can be moved to the location of the pointer. As a leaf does not have
children, it does not need pointers. Note that this is only possible if splitting nodes, leafs and
pointers have the same size. As a leaf is practically a pointer to a list of triangles, this depends
on the splitting representation.
During the recursive building of the tree, whenever a branch terminates before the last level
of a cache line, the would-be children of the leaf become roots of free-space trees. The locations
of these holes are stored, and used to continue another branch when it exceeds a sub-tree.
This can be done by placing a child pointer referencing the root node of the empty tree. In
order to spare pointers to leaves, the pointer level of the cache line may also contain leaves. In
Figure 4.3, three different representations of the binary tree in the upper left are depicted. The
naive structure (middle) uses two pointers for each node. Pointers of leaf nodes are unused. The
compact sub-trees representation (below), proposed by Havran, has pointers only on the last
level [Hav01]. Near leaves, however, large memory segments may be unused.
Our proposed solution (upper right), may place leaves on the last level and pointers may
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Figure 4.3: Tree representations.
reference orphan nodes in order to avoid fragmentation [D1].
In a GPU implementation blocks will be rows of a texture (see Figure 4.4 for the tree
structure, and Figure 4.5 for its GPU-friendly representation) [J5]. A node is thus identified by
a two-element index. Within the rows, children are found using compact indexing. For splitting
nodes on the second half of the texture row, where indices so computed would exceed the block,
we store a pointer. The node indexed by this pointer holds the real data, an its children can
also be identified by compact indexing.
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Figure 4.4: BIH subdivision process and the resulting tree.
The data structure consists of two arrays. The leaf list contains the IVMs for all triangles,
in such a way that triangles in the same leaf are next to each other in a continuous block. The
node texture is the main tree structure. Every element has the same size, but it can be of three
different types. A leaf node represents a leaf cell, storing the triangle count and the starting
index of the triangle list within the leaf list. A splitting node contains the position and axis of
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Figure 4.5: GPU representation of the BIH.
the splitting plane for a kd-tree, and four splitting positions and an axis in case of a BIH. A
pointer node contains an index redirecting to another node within the node texture. One bit is
required to indicate that a node is a leaf node. A non-leaf node is a splitting node or a pointer
node depending on its position within the compact subtree. If there is an original model mesh
geometry defined by a vertex and an index buffer, then the index buffer is also sorted to have
the same ordering as the leaf texture. After the nearest hit has been found, texture coordinates
or normals of the intersected triangle’s vertices can be read from the vertex buffer. This makes
texturing and smooth shading possible.
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Figure 4.6: Comparison of storage space requirements.
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We compared the storage space required by Havran’s [Hav01] subtree structure and the
proposed solution (Figure 4.6). Note that the subtree size of 3 is equivalent to the nodeand-pointers solution. As the subtree size increases, less pointers are needed, but because of
fragmentation, the storage space required by the original algorithm increases. On the other
hand, the proposed structure avoids fragmentation, and reduces the memory consumption by
20%. When using subtrees of 31 nodes, the new layout requires 47% less space than the reference
method.

Chapter 5

Approximate visibility testing using
occluding spheres
In the virtual light sources method all surfaces within the scene act as area light sources, sampled
at the photon hit points. The problem is very much similar to that of the large area light source,
where a large number of samples is necessary to obtain a pleasing image. In both cases, in order
to determine the illumination of a single surface point, numerous visibility tests between the
point and the light samples have to be evaluated. In ray tracing based algorithms this is done
by tracing a shadow ray from the point to the light source to tell if there is an occluding object
in between. However, this means that the most of the time will be spent on tracing shadow rays.
On the other hand, both for large light sources and indirect illumination, the resulting shadows
should appear smeared. Accurate shadow contours corresponding to one light sample should
never appear in the final image, as they would be perceived as disturbing artifacts. Fine details
of the occluding objects will not influence the resulting image. Therefore, accurate shadow
calculation means that too much time is wasted for irrelevant of even harmful information.
Visually pleasing results can be achieved faster if shadows are approximated.
In this chapter, we cut down the cost of visibility tests using a simplified representation
of possible shadowing objects. Although this basic idea of using less detailed models for less
important computations is commonplace in computer graphics, the questions of what model
would suit the given task at best and how to find such a representation for the original model
are always intriguing. We describe a fast algorithm to evaluate visibility based on a sphere set
model, and a technique involving optimization heuristics and volumetric mesh generation to
generate such sphere sets [F4].

5.1

Spherical occluders

In our choice of occluders, the most important factor is how fast the visibility test can be carried
out for them. One of the natural options is using spheres. They are not unrivalled in this field,
using boxes, other discrete-oriented polytopes [KHM+ 98] or ellipsoids would also be possible.
However, spheres have a feature no other geometric object has: when looked upon from any
direction, they appear to be disks facing the viewer. Telling if a point light source is behind
such a disk can be very simple.
Whenever the illumination of a surface point is to be found, visibility between that single
point and every sample point on the light sources has to be checked. Using spheres as occluders
allows for effective pre-processing. For every sphere, we may calculate the direction vector
pointing to the center, and the cosine of the angle γ (Figure 5.1 left)
√
t2 − R 2
cos γ =
.
t
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Figure 5.1: Left: nomenclature for pre-processing occluders. Right: occlusion test for an occluder disk
For every virtual light source, occlusion testing will be fast (Figure 5.1 right). We need
to calculate the direction towards the light source and its distance, which are also needed for
illumination calculations and ray shooting. We take the dot product of the direction to the
center of the sphere and the direction to the light source
cos δ =

(~c − ~x) · (~y − ~x)
,
qt

where ~c is the center of the sphere. If cos δ is greater than cos γ, the virtual light source ~y is
within the cone containing the sphere. As no accurate results are needed, the distance of the
light source q may simply be compared to the distance t of the center of the sphere. This actually
means, that we use slightly bent, view-dependent occluder disks instead of spheres. That way,
we are able to carry out visibility tests at the cost of one dot product per occluder, instead of
the cost of tracing a complete ray.

5.2

Sphere generation

The number of spheres we use to approximate an object is an external parameter to the algorithm. The generation process runs only once, when the models of objects are loaded, and this
decision depends on the quality and performance requirements of the application.
It is not always a simple task to find a given number of spheres that represent the shadowing
characteristics of a complex object. Even if we would like to find a single approximating sphere
for an object, it may not be trivial to find the perfectly matching radius. In order to develop
an automated process, we first need to define what we mean by similar shadowing. Generally,
we suppose that light rays may arrive from any point of space and any direction with equal
probability. We try to find such a set of occluders that is hit by light rays with the same
probability as the original object. In the convex case, this is proportional to the surface area
of the object [San04]. However, neither the set of spheres, nor the original object is guaranteed
to be convex.
Our approach is to create a very accurate spherical representation, and simplify it gradually
until a desired number of occluders has been reached. The initial set has practically the same
shadowing characteristics as the original object. Simplification is carried out in such a manner
that the probability of the set being hit by a general light ray is preserved.
An algorithm to create a spherical representation for an arbitrary object using surface points
is described by Hubbard [Hub96]. An ideal continuous set of infinite number of spheres could
match the volume of any object perfectly. The set of their centers defines the mid-surface of
an object. Centers of approximating spheres should be placed on this surface to obtain a wellfitting representation. However, finding the mid-surface is not easy. Three-dimensional Delaunay
meshing provides the solution. A Delaunay mesh is a decomposition of space into tetrahedra,
the circumspheres of which cannot contain any node of the mesh. Using the Bowyer-Watson
algorithm [Bow81, Wat81], we can build a mesh whose nodes are surface points of the object.
This is an incremental algorithm, starting off from an initial enclosing tessellation, adding points
sequentially. As a result, we should obtain a set of tetrahedra. Some of these are within the
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boundaries of the object, and some are just part of the initial tessellation we used for the
algorithm, or correspond to concavities of the object surface. The inner ones are making up
the object. How to select them is discussed in Section 5.2.1. Circumspheres of these tetrahedra
do not include any of the specified surface points, but touch at least four of them. If surface
points used for meshing were dense enough, these circumspheres are a very tight enclosing set
of spheres, suitable to serve as an initial representation for our object.

5.2.1

Identifying inner tetrahedra

Unfortunately, the result of the mesh generation process will include tetrahedra external to
the object. The circumspheres of external elements are usually large and their volumes do
not coincide with the object. These spheres should be excluded from the representative set.
Figure 5.2 explains the criterion used to select them.
outer sphere
surface normal
sphere normal

inner sphere

object boundary

Figure 5.2: The obtuse angle between the surface and sphere normals identifies an outer sphere
We use the relation of vertex normals of the original surface and the normal of the circumsphere at the same point to tell for every sphere if it is plausibly within the bounds of the
surface. Whenever the angle between the sphere normal and the surface normal is less than π/2
for all four vertices of the tetrahedron, it can safely be regarded to be in the interior. However,
this approach supposes a consistent, gradually changing set of surface normals. In case of nonmanifold surfaces where the normals may be poorly defined or have discontinuities, further or
different filtering may be necessary.

5.2.2

Sphere merging

The article by Hubbard [Hub96] proposes a gradual refinement approach for the simplification
of a sphere set, but for the purpose of collision detection. QSplat [RL00] also uses a hierarchy
of bounding spheres. Both methods generate an enclosing set of spheres that tends to grow
large as spheres decrease in number. For our needs, such a representation is not suitable, as it
would cast larger shadows than the original object. However, our strategy is similar: identify
an ideal pair of spheres, and merge them into one. There are two problems to be solved. First,
a criterion for choosing pairs must be found. Second, a formula for the size and position of the
substitute sphere of equal shadowing capacity must be provided.
An ideal merging should cause minimal change to the geometry. The two spheres should be
close to each other in some sense, so that a single sphere is able to substitute them. There are
two practical definitions for the distance of two spheres
D1 = d,

D2 = d + r − R,

where d is the distance of the centers, R and r are the radii, and R > r. D2 can be given an
intuitive interpretation. The radius of the larger sphere should be extended by D2 to make the
sphere include the smaller one. It is also equal to the Hausdorff distance between the larger
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sphere and the enclosing sphere of both spheres. While D2 seems to be better established, it
can be argued that D1 promotes merging of small spheres better, thus avoiding that a single
continuously growing sphere absorbs the smaller ones. Practically, there is little difference. Both
heuristics choose suitable pairs. In both cases, a best pair for every sphere can be efficiently
located using a spatial proximity search structure like a kd-tree. Note that this kd-tree does not
have to be optimized for ray tracing, so it can use a simple object median splitting scheme and
a straightforward compact tree representation.
Knowing the best pair for every sphere, the pair with the minimum distance can be chosen,
and merged into one sphere. Repeating this process will eventually take us to the desired number
of occluders. However, executing a proximity search for every sphere after every merging would
make the algorithm very slow. Therefore, the best pair for every sphere is remembered, and
updated only if it is necessary. This means, that the best pairs have to be found only for the
newly created sphere, and those spheres whose best pairs were just merged. The spatial search
acceleration structure should also be updated.

5.2.3

Radius of the new sphere

The new sphere substituting for the pair should have the same shadowing capability. Spheres
are usually overlapping with other occluders, or they are surrounded by them. However, we
may assume that other spheres influence the shadowing effect of the new sphere to the same
extent as they did with its predecessors. Numerous configurations can be listed when this is
not exactly true, but for practical cases it proves to work satisfactory. That way, the problem
is simplified to the following: the new sphere should be hit by rays with the same probability
as the union of its two predecessors. Still, the union of spheres is usually not a convex object,
for which the surface area would be proportional to the probability [San04]. As a closed form
integral geometry formula is ponderous to derive, it has to be approximated in some way.
Shadowing capability
Let A(R, r, d) be the generalized shadowing surface area of the union of two spheres of radii
R and r, with their centers located at a distance of d from each other. Generalized shadowing
surface area, or GSSA, is defined as the surface area of any enclosing convex object multiplied by
the conditional probability of a ray hitting the shadowing object, provided it hits the enclosing
one. For convex objects, it is the same as the surface area. When merging two spheres, the new
sphere should have the same shadowing capability as the union of its predecessors. Therefore it
has to have the same GSSA
s
2
4πRnew
= A(R, r, d),

Rnew =

A(R, r, d)
.
4π

In the following sections, we will present several methods to approximate A(R, r, d).
Sum of surfaces
A straightforward idea is to add the surface areas of the spheres. This is always an overestimation, because it considers rays that hit both spheres twice. It may be applied if the two spheres
are far from each other.
AP (R, r, d) = 4πR2 + 4πr2 .
Surface area of the union
For non-intersecting spheres it is identical to the previous estimate. For intersecting spheres, let
us introduce a and b as
R2 − r2 + d2
r 2 − R 2 + d2
a=
, b=
.
2d
2d
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Figure 5.3: Calculation of the surface area of the union
There are two possible cases. If a < d, spheres are located like in the left of Figure 5.3, and
surface areas are
AR = 2πR(R + a), Ar = 2πr(r + b).
If a > d, spheres are located as in the right of Figure 5.3, and surface areas are
AR = 2πR(R + a),

Ar = 2πr(r − b).

The surface area of the union is the sum of the individual sphere segment areas
A∪ (R, r, d) = AR + Ar .
This is also an overestimation. It may be obtained by subtracting the surface area of the
intersection from the summed surface area of the spheres. However, rays crossing both spheres
but not the intersection are still accounted for twice.
Surface area of convex hull
SC
l
R
α

SR

r
Sr

d
r(1 - cosα)

Figure 5.4: Calculation of the surface area of the convex hull
When spheres are near, their convex hull fits the union tightly. This is also an overestimation,
as rays crossing the hull but not the union are considered to be hitting. See Figure 5.4 for
nomenclature.
Sr = 2πr2 (1 − cos α),

SR = 2πR2 (1 + cos α),

q

l=

d2 − (R − r)2 .

The surface area of the conical segment is
SC = πl(r + R) sin α,

Aconvex (R, r, d) = SR + SC + Sr .

For intersecting or almost touching spheres, this estimator fits more tightly than either above.
To handle every case, the minimum of the three should be taken. Note that the first two will
be identical for non-intersecting spheres.
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Measurement using Monte Carlo integration
The algorithm may tolerate overestimation well, but the result could be slightly larger occluders
than needed. This could force us to correct the radii by some arbitrary factor. Therefore, we
opted to construct an approximate function for A(R, r, d). The surface area of an object scaled
by s changes by the factor of s2 . To see if this is true for GSSA, let us consider its definition in
Section 5.2.3. If an object is scaled by s, its enclosing convex object may also be scaled by the
same factor, retaining the enclosing property. The surface area of the enclosing object will be
scaled by s2 , just like the GSSA of the original object. Therefore, it is true that
A(R · s, r · s, d · s) = s2 · A(R, r, d).
Using this we may state
A(R, r, d) = R2 · P (1, r/R, d/R),
where P denotes the probability of the spheres being hit by a ray. Conclusively, it would be
enough to know values of P (1, r/R, d/R), where r/R ∈ (0, 1] and d/R ∈ [0, ∞). Furthermore,
cases where d/R + r/R < 1 are trivial, because the large sphere contains the small one.
We carried out measurements for P (1, r/R, d/R), for a large number of different values of
r/R and d/R. Random rays were generated by selecting two random points on the surface of
the enclosing sphere of the two spheres, and connecting them. The number of rays that had
hit either of the spheres was recorded, and the probability was approximated as the ratio of the
number of hits and the number of rays shot. The GSSA of the two spheres is
Aapprox =

nHits
· surface area of enclosing sphere.
nRays

100000 rays for every pair of parameters were shot. We used a curve fitting utility, to find a
closed form approximating function
Aapprox (1, r/R, d/R) = 1.1824 · 0.42615R/d · r/R1.972 + 0.991
This makes the general estimator
Aapprox (R, r, d) = R2 Aapprox (1, r/R, d/R).

5.2.4

Center of the new sphere

The substitute should be placed so that it is near the union of the spheres, or between the two if
they are at a distance. The new center is a weighted average of the two previous centers, where
the weighting corresponds to shadowing capability of the respective spheres. The quantities SR
and Sr defined in Section 5.2.3 are meaningful measures of this, and can be used as weights.

5.2.5

Occluder generation results

Using the algorithms described above, we were able to generate visually plausible sphere representations. In Figure 5.5 and Figure 5.6, occluder representations of two models at different
detail levels are shown. As it would be less challenging to find a sphere set for a stocky convex object, both the dragon and the torus knot are concave and exhibit a complicated shadow
pattern. In the figures, shadows cast by small light sources may be compared to see differences
between full ray tracing and the occluder solution. While actual contours are irrelevant, the area
of the shadows is preserved as much as possible. The images were rendered at 600 × 600 pixels
resolution, with the indirect photon mapping method, but using shadow rays for visibility tests.
500 photons and 100 direct light samples per pixel were used. For the dragon scene (108588
triangles), the reference image was rendered in 26.95 seconds, and sphere generation took 2.28
seconds irrespective of the number of occluders. For the torus knot scene (2880 triangles), the
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reference image was rendered in 43.7 seconds, and sphere generation took 3.92 seconds irrespective of the number of occluders. Ray tracing was accelerated using a kd-tree described in
Chapter 4. An AMD Athlon XP 2600+ running at 2.08 GHz with 1 Gbyte RAM was used.
How much the rendering is accelerated using the spheres is detailed in Section 5.3.3.

Figure 5.5: Original dragon model, and occluder representations using 1000, 250, 100, 25 and
10 spheres

Figure 5.6: Original torus knot model, and occluder representations using 1000, 250, 100, 25
and 10 spheres

5.3
5.3.1

Rendering
Occluder search structures

The basic mechanism of using occluders in visibility tests was introduced in Section 5.1. Following the idea of spatial subdivision schemes for ray shooting, the number of tests may be reduced
by checking possible candidates only. However, as a test itself is nothing more than calculating
a dot product and a comparison, the support methods should also be very lightweight to pay
off.
There are two classes of occluders that can be trivially neglected: those behind the plane of
the surface element on which our shaded point is and those further away from the surface than
the light source. The rest may be processed linearly. Although linear complexity is obviously
not the best that is algorithmically possible, it may be suitable for a low number of occluders.
It is very much likely that typical applications will trade accuracy for speed and use only a few
occluders.
If occluders are arranged into a spatial subdivision hierarchy like the kd-tree, the complexity
of the traversal is tuned down to a logarithmic level. However, the overhead cost of searching
the structure may be comparable with the time gain. Our measurements, using a kd-tree
implementation based on the findings of described Chapter 4, versus linear occluder processing,
showed that it needs about 800 spheres for the logarithmic method to be on par with the simple
linear one. The results are depicted in Figure 5.7. The same test scene as in Figure 5.6 was
used, the 600 × 600 pixels image was rendered using 500 photons in the indirect photon mapping
method, without direct illumination. The test machine in this case was an AMD Athlon 950
MHz with 128 Mbyte memory.
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Figure 5.7: The performance of the simple linear and the kd-tree based methods

5.3.2

Self shadowing

Although the use of occluders may stay unnoticeable in most cases, it can cause very disturbing
artifacts when it comes to self-shadowing. Because spheres may intersect the surface of the
original object, sharp edges may appear even on completely smooth surfaces. There are several
options to handle the problem. First, self-shadowing may simply be neglected. In order to
achieve this, the occluders of the object on which our shaded point is should be excluded from
the visibility tests. This may be a legal decision if the object is convex, or we know that selfshadowing is negligible. Even for a complex object, especially when only indirect illumination
is concerned, the introduced error may remain unnoticeable.
The second, absolutely conservative approach is to carry out the classical intersection test
for the object and the shadow ray. In case of a complex model, this may still be very expensive.
If the object were the only complex object within the scene, we would practically return to the
classical shadow ray solution.
The method offering both proper self-shadows and retaining the speed of the occluder approach has to select - independently for every shaded point - which spheres actually represent
a part of the object that would cast a shadow, and which spheres belong to the shaded surface
and block the light just because they do not follow the object surface accurately. The choice
can be based on the distance between the sphere and the shaded point. It proved to be a proper
heuristic to exclude those spheres, the center of which was at a smaller distance from the shaded
surface point than the double of their radius. At such a distance the shadowing effect of the
sphere should be negligible enough to allow for seamless clipping, but real occluding parts of
the object are probably further away. Naturally, the accuracy of self-shadowing depends on the
accuracy of the sphere representation, and, consequently, on the number of spheres. Figure 5.8
compares the shadows produced by the conservative approach, and the heuristic one at different
numbers of occluders. Self shadowing errors are most obvious within the mouth of the dragon.
The images were rendered at 600 × 600 pixels resolution, with the indirect photon mapping
method. 500 photons and 100 direct light samples per pixel were used. The model consisted of
108588 triangles. The image in the upper left was rendered in 52.25 seconds, using classical ray
shooting for direct, and occluders for indirect illumination. The rest of the images were rendered
using occluders for both direct and indirect illumination, applying the double radius heuristics.
They feature 200, 150 and 50 occluders, and were rendered in 46.32, 23.00 and 16.20 seconds,
respectively. An AMD Athlon XP 2600+ running at 2.08 GHz with 1 Gbyte RAM was used.
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Figure 5.8: Dragon with approximated direct illumination and self shadowing.

5.3.3

Rendering results

Using occluders, rendering of scenes with the indirect photon mapping method could be accelerated by an order of magnitude. Furthermore, significant change of image quality was only
observable when it came to precise self-shadowing or casting shadows on close surfaces. Figure 5.9 compares result images. The image in the upper left was rendered using shadow rays,
and the rest were rendered using 150, 50 and 10 occluders. The model consisted of 33094 triangles. Only the indirect visibility tests were accelerated. The four images were rendered in 52,
21, 10 and 5.5 seconds, respectively. Other circumstances were identical to those listed above.
As the number of virtual light sources, and, consequently, the ratio of shadows rays was selected
to be extremely high, the time cost of tracing primary rays is negligible. Therefore, results of
measurements considering the shadow computation only would be very similar.

Figure 5.9: Indirect photon mapping without and with occluders, and inverted difference images

5.4

Conclusions

Approximate visibility testing methods are extremely useful in the virtual light sources algorithm, and other successful solutions [RGK+ 08] based on this recognition have been published
after the proposed spherical occluder method. We have demonstrated that our algorithm is able
to speed up rendering of indirect illumination by an order of magnitude, albeit at the cost of
some minor artifacts. There is also no reason why spherical occluders would not work perfectly
with the light cuts method [WFA+ 05], which would allow for effective rendering of massively
complex scenes.
The algorithm has also been successfully used in Monte Carlo global illumination variance
reduction techniques to get a good a-priori approximation of integrands containing a visibility
term [I8, F8].

Chapter 6

The hierarchical ray engine
Ray shooting acceleration hierarchies discussed in Chapter 4 have favorable complexity characteristics in the number of scene primitives and they do not assume any coherence between
the processed rays. Therefore, they are well suited for random walk algorithms like the photon
shooting phase of the virtual light sources method. In the gathering phase, however, it might be
necessary to trace coherent secondary rays if reflective or refractive objects are visible. These
objects might also be dynamic, excluding the possibility of building acceleration structures as
pre-processing.
In this chapter we describe an improved algorithm [I2] based on the ray engine approach,
which aims at hardware supported ray tracing in these situations. The algorithm builds a hierarchy of rays instead of objects, completely on the graphics card. Our algorithm circumvents the
problems that prohibited the adaptation classical spatial subdivision schemes that had proven
to be successful on the CPU, because it uses a different approach, more fitting the the GPU
architecture. We evaluate the method in comparison to contemporary solutions, as the rapid
evolution of GPU hardware allowed for even more effective algorithms to be born. The applicability of the method on current hardware and its impact on later algorithms is briefly discussed
in Section 6.7 at the end of this chapter.
If we are looking for a solution which does not rely on a pre-built acceleration structure, the
most important milestone we find is the ray engine [CHH02]. Based on the recognition that ray
tracing is a crossbar on rays and primitives, while scan conversion is a crossbar on pixels and
primitives, they have devised a method for computing all possible ray–primitive intersections on
the GPU. On contemporary hardware they could achieve processing power similar to the CPU’s.

rays texture

refracted rays

raytracing
primitives

fetch
RayCastPS
ray-primitive
intersection

draw
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full screen
quad
Figure 6.1: Rendering pass implementing the ray engine.
As the ray engine serves as the basis of our approach, let us reiterate its working mechanism
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in current GPU terminology. Figure 6.1 depicts the rendering pass realizing the algorithm.
Every pixel of the render target is associated with a ray. The origin and direction of rays to be
traced are stored in textures that have the same dimensions as the render target. One after the
other, a single ray tracing primitive is taken, and it is rendered as a full-viewport quad, with the
primitive data attached to the quad vertices. Thus, pixel shaders for every pixel will receive the
primitive data, and can also access the ray data via texture reads. The ray-primitive intersection
calculation can be performed in the shader. Then, using the distance of the intersection as a
depth value, a depth test is performed to verify that no closer intersection has been found yet.
If the result passes the test, it is written to the render target and the depth buffer is updated.
This way every pixel will hold the information about the nearest intersection between the scene
primitives and the ray associated with the pixel.
From this point on, we will refer to the primitives for the ray tracing as triangles, this being
the general case. However, please note that the method is applicable to any other type of object
for which an intersection test against a ray can be implemented in a shader. Thus, the ray
engine implements the naive ray tracing algorithm of testing every ray against every primitive.

6.1

Acceleration hierarchy built on rays

CPU-based acceleration schemes are spatial object hierarchies. The basic approach is that, for
a ray, we try to exclude as many objects as possible from intersection testing. This cannot be
done in the ray engine architecture, as it follows a per primitive processing scheme instead of
the per ray philosophy. Therefore, we also have to apply an acceleration hierarchy the other
way round, not on the objects, but on the rays.

rays texture

refracted rays

raytracing
primitives

fetch
draw

RayCastPS
ray-primitive
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z-test

DirectX point
primitives
covering the screen
Figure 6.2: Point primitives are rendered instead of full screen quads, to decompose the array
of rays into tiles.
In typical applications, real-time ray tracing augments scan conversion image synthesis where
recursive ray tracing from the eye point or from a light sample point is necessary. In both
scenarios, the primary ray impact points are determined by rendering the scene from either
the eye or the light. As nearby rays hit similar surfaces, it can be assumed that reflected or
refracted rays may also travel in similar directions, albeit with more and more deviation on
multiple iterations. If we are able to compute enclosing objects for groups of nearby rays, it
may be possible to exclude all rays within a group based on a single test against the primitive
being processed. This approach fits well with the ray engine. Whenever the data of a primitive
is processed, we should find a way not to render it on the entire screen as a quad, but invoke
the pixel shaders only where an intersection is possible.
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The solution (as illustrated in Figure 6.2) is to split the render target into tiles, render a
set of tile quads instead of a full-viewport one, but make a decision for every tile beforehand
whether it should be rendered at all. At a first glimpse, this may appear counterproductive,
as, apparently, far more quads will be rendered. However, there is a set of issues that disprove
concerns:
• The ray engine is pixel shader intensive, and vertex processing time is negligible in comparison. The number of pixel shader runs, which remains crucial, is by no means increased.
• Instead of small quads, one can use point primitives, described by a single vertex. This
eliminates the fourfold overhead of processing the same vertex data for all quad vertices,
and needlessly interpolating values.
• The high level test of whether a tile may include valid intersections can be performed in
the vertex shader. If the intersection test fails, the vertex is transformed out of view, and
discarded by clipping. Moving the vertices out of view does not require any computation,
they are simply assigned an outlying extreme position.
• We can render all the triangles (the primitives of ray tracing) for a single tile at once. With
a vertex buffer encoding the triangles, this will be a single draw call of point primitives.
Tile data will be constant for all triangles, and can be passed in uniform registers.

rays texture

cones texture

ConePS
render
fetch compute enclosing to
texture
cone for tile
copy

cone array in system memory
Figure 6.3: Data flow in the hardware pass computing enclosing cones for tiles of rays.
To be able to perform the preliminary test, for rays grouped in the same tile an enclosing
object should be computed. This object will be an infinite cone. If we test it against the
enclosing sphere of the triangle, we can exclude tiles not containing any intersections. As rays
are described in textures, and are not static, the computation of ray-enclosing cones should be
performed on the GPU, in a rendering pass, computing data to a texture. This step is shown
in Figure 6.3.
Figure 6.4 shows how the hierarchical ray engine pass proceeds. For all the tiles, the vertex
buffer is rendered that contains triangle data including the description of the triangle’s enclosing
sphere. The tile position and the ray-enclosing cone data for the current tile are uniform parameters to the vertex shader. Based on the intersection test between the current triangle’s and
the tile’s enclosing objects, the vertex shader either transforms the vertex out of view, or moves
it to the desired tile position. The pixel shader performs the classic ray engine ray–triangle
intersection test.

6.2

Construction of an enclosing cone

We need to be able to perform the intersection test between the enclosing object and the ray
tracing primitive as fast as possible. At the same time, representation of both the primitives and
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Figure 6.4: The rendering pass implementing the hierarchical ray engine.
the ray-enclosing objects must be compact, because primitive data has to be passed in a very
limited number of vertex registers, and enclosing objects must be described by a few texels. One
rapid test is the intersection test between an infinite cone and a sphere. Enclosing spheres for
all ray tracing primitives can easily be computed, and described by a 3D position and a radius.
Enclosing infinite cones of rays are described by an origin, a direction and an opening angle.
The infinite enclosing cones must be constructed in a pixel shader, in a pass before rendering
the intersection records themselves. Note that in a practical application, the rays to be traced
will be different for every frame, and for every level of refraction, so the reconstruction of the
cones is also time critical. Therefore, a fast incremental approach is preferred over a tedious
one, which could possibly produce more compact results, via, for instance, linear programming.
The algorithm goes as follows:
1. Start with the zero angle enclosing cone of the first ray.
2. For each ray
(a) Check if the direction of the ray lies within the solid angle covered by the cone, as
seen from its apex. If it does not, extend the cone to include both the original solid
angle and the new direction.
(b) Check if the origin of the ray is within the area enclosed by the cone. If it is not,
translate the cone so that it includes both the original cone and the origin of the ray.
The new cone should touch both the origin of the ray and the original cone, along
one of its generator lines.
Both steps of modifying the cone require some mathematics. Let ~x be the axis direction of
the cone, ~a its apex, ϕ the half of the opening angle, ~r the direction of the ray, and ~o its origin.
First, if the solid angle defined by the cone does not include the direction of the ray, the
cone has to be extended (See Figure 6.5). Note that we only consider directions in this case, the
apex ~a and the ray origin ~o are irrelevant. This is the case if ~x · ~r < cos ϕ. Then, the generator
direction ~e, opposite to the ray direction, has to be found. If ~r is projected onto ~x, the direction
from ~r to the projected point defines ~q:
~q =

(~x · ~r) · ~x − ~r
.
|(~x · ~r) · ~x − ~r|

Then ~e is found as a combination of ~x and ~q:
~e = ~x · cos ϕ + ~q · sin ϕ.
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Figure 6.5: Extending the cone.
The new axis direction should be the average of ~e and ~r, and the opening angle should also be
adjusted:
~e + ~r
~xnew =
,
cos ϕnew = ~xnew · ~r.
|~e + ~r|
Given the information we had, which does not include any knowledge of rays already within the
cone, we can state that this method computes the cone of minimum opening angle necessary to
hold the given infinite semi-line and the cone.
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Figure 6.6: Finding the near and far generators, and translating a cone.
Translating the possibly extended cone to include the origin is somewhat more complicated,
but follows the same trail (See Figure 6.6). First the nearest generator direction ~n and the
farthest generator direction ~e are found just like before. The vector ~c = ~o − ~a plays the role
what ~r had in the previous computation;
~q =

(~x · ~c) · ~x − ~c
.
|(~x · ~c) · ~x − ~c|

Like before,
~e = ~x · cos ϕ + ~q · sin ϕ,

~n = ~x · cos ϕ − ~q · sin ϕ.

We want to translate the cone along generator ~e so that the generator ~n moves to cover the ray
origin ~o (Figure 6.6, on the right). The distance vector ~g between the origin and the nearest
generator is found as:
~g = ~c − (~n · ~c) · ~n.
The translation distance t and the new apex position are:
t=

~g 2
,
~e · ~g

~anew = ~a − ~e · t.
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Using the two steps together, we find a new cone that includes both the previous cone and
the new ray, has a minimum opening as a priority, and was translated by a minimum amount
as a secondary objective. Of course, knowing nothing about the rays already included in the
cone, we cannot state that the computation achieves an optimal result in any way. However, it
is conservative and mostly needs vector operations, fitting well in a pixel shader. Furthermore,
cone construction is only performed once for every tile of rays.

6.3

Recursive ray tracing using the ray engine
for every frame

render primary
refracted rays

ray
texture

for
every
iteration

compute
ray casting
primitive data,
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with ray casting
primitives data

compute
enclosing cones

cone
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refracted
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ray-primitive
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test primitive
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Figure 6.7: Block diagram of the recursive ray tracing algorithm. Only the initial construction
of the vertex buffer is performed on the CPU.
Figure 6.7 depicts the data flow in an application for tracing refracted rays. The ray engine
passes are iterated to render consecutive refractions of rays. The pixel shader performing the
intersection tests outputs the refracted ray. That is, the ray defining the next segment of the
refraction path is written to the render target. Then these results are copied back to the ray
texture, and serve as input for the next iteration. Those pixels in which the path has not
terminated yet must not be processed. In the beginning of every iteration, an enclosing cone of
rays is built for every tile, and stored in a texture. Data from this texture is used in ray tracing
vertex shader runs to carry out preliminary intersection tests.
Note that the cones have to be reconstructed for every new generation of rays, before the
pass computing the nearest intersections.
The steps of the complete algorithm therefore can be listed as follows:
1. Assembly of the vertex buffer encoding triangles (Section 6.3.1).
2. For every frame:
(a) Generate the primary ray array. This is done by rendering the scene with a shader
that outputs primary refracted rays (see Section 6.3.2).
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(b) Compute the enclosing cones for tiles of rays (see Section 6.3.3).
(c) For every tile, draw the vertex buffer, rendering refracted rays where an intersection
is found (see Section 6.3.4). Valid results are flagged in the stencil buffer.
(d) Copy valid refracted rays back to the ray texture.
(e) Repeat from step 2b until desired refraction depth is reached.
(f) Draw a full-viewport quad, using the refracted exiting rays in the ray texture to
address an environment map. This renders the refractive objects with environment
mapping.

6.3.1

Construction of the vertex buffer

We need to be able to perform the intersection test between the enclosing object and the ray
tracing primitive as fast as possible. At the same time, representation of both the triangles and
the cones must be compact, because a triangle has to be passed in a very limited number of
vertex registers, and enclosing cones must be described by a few texels when computed to a
render target.
The triangle description must be adequate for two operations: cone–circumsphere intersection and ray–triangle intersection. For the cone–circumsphere intersection, the center (3 floats)
and the radius (1 float) of the sphere are stored. For the ray–triangle intersection, we store the
IVM (see Section 4.1).

6.3.2

Rendering primary rays

In order to create the initial rays for the ray engine, we must render the scene using standard
modeling and camera transformations. The pixel shader outputs the fragment position in world
coordiantes as the origin, and computes the refracted view direction. The ray origin and direction
textures are set as render targets.

6.3.3

Construction of enclosing spheres and cones

The intersection test between an infinite cone and a sphere is simple enough to be quickly
performed in the vertex shader. Enclosing infinite cones of rays are described by an origin, a
direction, and an opening angle.
Enclosing spheres for all ray tracing primitives can easily be computed when the model
mesh is loaded and the vertex buffer is assembled. A sphere is described by a 3D position and a
radius. Note that these are always given in modeling coordinates, and transformations have to
be applied when using them in shaders. The enclosing cones for the tiles of rays are computed
as described in Section 6.2.

6.3.4

Ray tracing

The cone intersects the sphere if
ϕ > arccos[(~v − ~a) · ~x] − arcsin[r/|~v − ~a|],
where ~a is the apex, ~x the direction and ϕ the half opening angle of the cone, ~v is the center
of the sphere and r is its radius. The vertex shader has to test for this, and pass all the
information necessary for the ray intersection test to the pixel shader. The pixel shader performs
the intersection test on ray data read from the textures.
If we need to consider multiple reflections and refractions, the pixel shader has to output
these secondary rays. Then, in the next pass, the generated texture of ray data is used as input
(see Figure 6.4). If a ray does not intersect any object, the radiance read from an environment
map is returned, and the light path should be terminated.
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Firstly, there may be pixels in which no refractive surface is visible. Furthermore, in every
iteration replacing rays with their refracted successors, there will be rays not arriving on any
refractive surface, producing no secondary ray output. For those pixels where there is no ray
to trace, the pixel shader is not invoked at all. We achieve this using the stencil buffer and
early stencil testing. When rendering intersections, every bit of the stencil serves as a flag for a
specific iteration. The stencil read and write masks select the flag bit of the previous and current
iterations, respectively. Should ray tracing fail to hit any object, the stencil bit will not be set,
and in the next iteration the pixel will be skipped. With an eight bits deep stencil buffer, this
allows for eightfold reflection or refraction to be traced. Further iterations are possible without
excluding further terminated paths.

6.4

Results

We have implemented the ray engine for tracing refracted eye rays, without the CPU-GPU load
sharing scheme, and our algorithm (Figure 6.8), to compare their performance. Both algorithms
also performed a refracted direction calculation for every intersection test.

Figure 6.8: Images rendered using the hierarchical algorithm at 256 × 256 resolution.
For the hierarchical ray engine implementation, we divided the 256×256 ray array into 16×16
tiles. As depicted in Figure 6.7, the enclosing cones for the tiles were computed in a shader.
The results shown in Figure 6.10 were obtained for different geometries, with the maximum
path length set to 5, using a NV8800GTX graphics card. The characteristics of the curves
did not change compared to our original measurements on earlier hardware [I2]. A refractive
surface was visible in every pixel. Considering that it takes at least two iterations to discard a
path that has entered an object, a minimum estimate for the throughput can be given. With
256 × 256 pixels, 5000 triangles, 0.5 iterations, and an FPS of 20, our ray engine implementation
computed 300M intersections per second. With the hierarchical approach achieving 8 FPS, this
figure reaches 4G. The improvement over the naive approach is very much dependent on the
complexity of the geometry. If there are few primitives, the ray tracing does not take much time,
and the constant overhead of constructing the enclosing cones does not pay off. However, as the
number of primitives increases, the situation is reversed. Already at a triangle count of 100, the
new algorithm runs twice as fast. Furthermore, for 256 × 256 eye rays, all hitting a refractive
surface, frame rates enough for real time rendering have been achieved. This makes it possible
to interactively and accurately render visible refractive objects, or, when using the technique to
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Figure 6.9: Images rendered using the hierarchical algorithm at 512 × 512 resolution.
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Figure 6.10: Frames per second rates achieved for rendering refractive objects.
trace photon paths, correct caustic patterns.

6.5

Comparison with other algorithms

Compared to the brute force algorithm, Foley and Sugerman [FS05] reported relative speedups
for their grid and kd-tree GPU acceleration structures between a factor of 5 and 9. Their test
scenes contained up to 100000 triangles. As complex acceleration structures have to be built
using the CPU, the algorithms are very well suited for high triangle count static scenes, and
impose no constraints on the coherence of the rays whatsoever.
With a quite different set of preferences, the hierarchical ray engine can achieve a relative
speedup factor of 15 − 20, outperforming its contemporary GPU spatial hierarchy implementations. However, the algorithm is linear in the number of triangles, making it less suitable for
scenes with more than a few thousand triangles, and it also assumes strongly coherent rays.
This restricts the application of the hierarchical ray engine to rendering caustics and visible
multiple refractions. It has to be noted, however, that the problem of tracing incoherent rays
is not fit for SIMD architectures, and it remains challenging for any algorithm, including the
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spatial subdivision schemes.
The approximate ray tracing approach [SKALP05] has a very similar area of application
compared to our algorithm. Its main limitations are that it uses pre-computed distance impostor
textures, and only two refractions can be handled. It is impossible to render a refractive object
seen through a refractive object. Furthermore, the refraction computation is only accurate
for a single star-shaped object, the geometry of which can be captured in a single cube map.
Therefore, while the approximate ray tracing is extremely fast and convincing for some special
cases, our algorithm offers accurate multiple refractions and a potential to handle dynamic
objects or even liquids.

6.6

Conclusions

The hierarchical ray engine was a significant improvement over the original ray engine in terms
of performance, and allowed for effective ray tracing on the GPU when CPU methods could
not yet be ported. Now, spatial hierarchy algorithms offer better performance in most cases.
However, the ray hierarchy approach offers very different complexity characteristics from that
of spatial object hierarchies. Therefore, in cases when coherent rays are to be traced against
dynamic geometries of low triangle counts, the hierarchical ray engine, and newer methods based
on it (see Section 6.7) can still offer an effective solution.

6.7

Later reseach

Since the hierarchical ray engine algorithm was published, the GPU architecture has changed
significantly. Firstly, with the unified shader architecture, load balancing between processing
units acting as vertex and pixels shaders is automatic, thus weakening one of the basic tenets
of our algorithm, the utilization of idle vertex shaders. Furthermore, with more flexible data
access and general purpose computability of Shader Model 4.0 hardware, obstacles preventing
full implementation of recursive spatial subdivision hierarchy traversal have been removed. In
Chapter 4, we have already discussed some details of such algorithms. Although the hierarchical
ray engine outperformed its contemporaries, it can only compete with the latest implementations
in case of a few hundred triangles.
At the same time, new hardware features opened up possibilities for the further development
of the ray engine concept. While the vertex shader and pixel shader architecture only allowed
for a two-level hierarchy of rays, the geometry shader and transform feedback could be used to
implement a multi-level structure. Based on our research, Roger et al. [RAH07] have proposed
such an algorithm. They reported interactive results (at least 2 FPS) for scenes of up to 700K
triangles. An important conclusion was that the rendering time scales sub-linearly in the number
of pixels, making the algorithm a good candidate for rendering high resolution images. This
property stems from the idea of the hierarchical ray engine.
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Chapter 7

Real-time light animation
In order to take global illumination algorithms to real-time performance, we may exploit not
only object space and view space coherence [CLSS97, Chr00] but also time coherence, and
recompute only those parts of the illumination, which became invalid [Che90, DS97, TPWG02,
BS96, BP01, SSG+ 00, MPT03]. Exploiting coherence reduces the number of required samples
and makes the error correlated, which is an additional advantage in animation since it can reduce
and even eliminate dot noise and flickering [MTAS01, NDR96]. Coherence is relatively easy to
take advantage of in a walkthrough, but gets harder in general animations and especially in
cases when the light sources also move.
Global illumination algorithms can be considered as particular ways to generate paths connecting the light sources to the eye via reflections and refractions. The computation time can
be reduced if the previously obtained paths are reused when generating new paths instead of
building paths independently. When a random walk arrives at a point, instead of continuing the
path building, this point is connected to some part of a previously obtained light path. This
way, tracing a single connection ray to detect mutual visibility, we can obtain a complete new
light path. This trick is particularly effective if the surfaces are not very shiny and their albedo
is high.
A well known early method that reuses path segments is bi-directional path tracing [LW94,
VG95]. Bi-directional path tracing starts a gathering walk from the eye, and a shooting walk
from the light source, then connects all visited points of the gathering walk to all visited points
of the shooting walk deterministically, generating a complete family of paths. The number of
paths to be reused can be greatly increased if a gathering path is connected to all shooting
paths simultaneously, as happens in the instant radiosity or virtual light sources algorithm [Kel97b, WKB+ 02]. Paths can be reused not only in bi-directional but also in unidirectional approaches such as in path tracing [BSH02]. In path tracing the paths are initiated
from the eye through a randomly selected point of the pixel. The image consists of a lot of pixels
where we usually see the same surface in neighboring pixels. Thus, when the neighboring pixel
is sampled, a complete path can be gained by connecting the visible point to the paths obtained
in the neighboring pixels.
Instead of tracing connection rays, close points associated with similar normal vectors can
also be assumed to be identical and merged together to form new paths. This merging is usually
cheap computationally, but introduces some error and makes the algorithm biased. In fact, all
finite-element based iteration algorithms [SK99] follow this strategy since when they transfer the
radiance of a patch, they continue all paths having visited this patch before. Another example
of approximate merging is the photon map algorithm [Jen96], which stores the shooting walks
in a map of hit points. When rays are traced from the eye, the radiance of the visible point
is approximated from the photon hits nearby. Irradiance caching [WRC88] also utilizes the
results at the previously illuminated nearby points. An image space solution of this idea is the
discontinuity buffer [WKB+ 02] that allows to reuse the irradiance of the neighboring pixel in
a given pixel if the visible points are close and the surface orientations are similar.
65
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When path reuse algorithms are developed, special care should be devoted to finding the
appropriate weighting of the random samples. In classical random walk algorithms, a ray in a
path can either be obtained by path continuation or by connection, but not by both techniques.
Thus, the probability of generating the sample is known. However, if a path can be generated
by multiple sampling techniques, then the weights should be based on all of them, in order to
minimize the variance of the estimator. A quasi-optimal solution of this problem is multiple
importance sampling [Vea97].
Note that all these path reuse methods have been developed for static scenes, and their
extension to dynamic scenes is not straightforward. The reasons are that paths and their associated weights may be invalidated when the objects are moving, and sophisticated techniques are
needed to find and update invalidated paths [DBMS02]. Invalidation most certainly happens
when the light sources move, and in this situation the path generation should be started from
scratch.
In this chapter we address an important special case, when the light sources are small and
moving but other objects and the camera remain still [SCH04]. We show that in this case light
paths can be reused from the second point of the path in different frames. In order to store light
paths and compute the image from them, we apply the concept of virtual light sources. In the
following sections we review the basic ideas of path reuse, then present the new algorithm.

7.1

Reusing light paths

Let us suppose that a small (point-like) light source is moving in a static scene. The posi(1) (2)
(F )
tions of this light source are ~z , ~z , . . . , ~z
in frames 1, 2, . . . , F . If the frames were consid(f )
ered independently, and light source position ~z
were the starting point of N shooting paths
(f
)
(f
)
z [1], . . . , z [N ], then the generation of the whole sequence would require the computation
of N × F complete shooting paths. Since a single frame is computed only from N paths, N
should be reasonably large (at least a few hundred) in order to obtain an acceptable, flicker-free
sequence. This makes the computation process slow.
The idea to speed up this computation is based on partially reusing paths obtained in
(f )
other frames. Let us denote the ith visited point of path z(f ) by ~zi (for the starting point
(f )
(f )
~z0 = ~z ). If only the light source is moving, then the locations of all path nodes but the origin
(f ) (f )
will stand still during the animation sequence, and thus subpath (~z1 , ~z2 , . . .) is a candidate
for reuse [SCH04].
frame 1

frame 2

frame 3

original
light path
valid
connection
occluded
connection
first hit

Figure 7.1: Reusing light paths if we compute one original path in each frame and reuse the
subpaths of all the other frames
Instead of generating independent light paths in other frames, the moving light position can
be connected to the first point of the subpath. This way, for the price of a single connection
0
(f )
(i.e. tracing a single ray) between the first hit point (~z1 ) and light source position ~z(f ) at

CHAPTER 7. REAL-TIME LIGHT ANIMATION

67

another frame f 0 , we can obtain a new complete light path. If the connection is invalidated by
an occlusion between the new light source position and the first hit point, the light path must
be discarded. The process can be repeated for light paths from all other frames.
(f ) (f )
From another point of view, subpath (~z1 , ~z2 , . . .) is used not only in frame f , but can be
potentially reused in all frames (Figure 7.1). Note that these subpaths remain valid in all frames
if the objects visited by this subpath do not move and other objects do not introduce occlusions
between the visited points. When animating point-like light sources, these requirements are
met.
This method results in N × F light paths for each frame, which makes it possible to significantly reduce N without sacrificing accuracy. In each frame N original paths are obtained, and
(F − 1) × N additional paths are borrowed from other frames. We have to compute at least one
path in each frame to guarantee that the method is unbiased. If a small bias can be tolerated,
the number of paths can even be less than the number of frames in a long animation sequence.
When combining the original and borrowed frames, we have to take into account that different
frames use different sampling schemes. For example, importance sampling can be fully respected
in the original frames, but only partially in borrowed frames. It means that the paths inherited
from other frames may be poorer samples. On the other hand, borrowed paths may be invalid
because of occlusions (in Figure 7.1 the light path generated in frame 3 becomes invalid in frames
1 and 2). In order to incorporate only the valid paths and without inheriting the variance caused
by the non-optimal importance sampling, we apply multiple importance sampling [Vea97],
already discussed in Section 1.3.2.
Let us consider the variations of path z(f ) in different frames. Since only the starting point
(i) (f ) (f )
changes, the path in frame i is (~z , ~z1 , ~z2 , . . .). If this particular path were computed in frame
(f ) (i) (f )
i, then the generation probability would be p(i) (~z , ~z1 , ~z2 , . . .). The balance heuristics
(see Section 1.3.2) of multiple importance sampling proposes weights to be proportional to this
probability, thus the weight to multiply the estimator with in frame i is:
(i)

(f )

(f )

p(i) (~z , ~z1 , ~z2 , . . .)
(i) (f ) (f )
.
α(i) (~z , ~z1 , ~z2 , . . .) = P
(f ) (f )
F
(j) z (j) , ~
z1 , ~z2 , . . .)
j=1 p (~

(7.1)

Note that if a path is only valid in a single frame, then the weight of this path becomes
one in this frame and zero elsewhere. Thus we get the naive approach and its computational
cost back in the worst case if no coherence can be detected in the set of frames. However, if
several valid paths exist, then their weighted combination is used. The weighting prefers those
paths, which would be generated with higher probability, that is, which comply to importance
sampling better.

7.2

The new global illumination animation method

Let us consider a single shooting path. In order to compute the effect of this shooting path onto
the image, virtual light sources are placed at the points visited by the shooting path, and the
reflection of these virtual light sources is obtained in every pixel. The reflected illumination can
be calculated using the graphics hardware, with visibility determined by tracing shadow rays or
using shadow maps.
The image produced by the illumination of this single light path (i.e. due to the virtual light
sources along this path) is computed and stored. The new algorithm tries to reuse this path, or
the image computed from the illumination of this path, in all frames. Since the light source is
moving, the origin of the light paths is different in every frame. To cope with the change of the
light path geometry, the moving light source position is connected to the first hit point of the
given shooting path in each frame, i.e. we generate a modified version of the shooting path for
each frame. The connection of the moving light position and the first hit point requires a ray
to be traced to detect occlusions that might forbid the new light path to be formed.
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Then we compute the probability of the random walk algorithm generating this modified
path, which is given by Equation 1.14. The weights are computed from these probabilities
according to Equation 7.1. The factors in Equation 1.14 are quite similar for the different
versions of the same shooting path, thus most of the factors are compensated in the weights:
(i)

(i)

plight (~z , ω~z(i) →~z )ξ(~z

α(i) (~z , ~z1 , ~z2 , . . .) = P
F

1

(i)

→ ~z1 )p(ω1 , ~z1 )

(j)
(j)
light (~
z , ω~z(j) →~z )ξ(~z
j=1 p
1

→ ~z1 )p(ω1 , ~z1 )

.

Note that ξ includes the visibility factor, thus if the first hit of the path to be reused turns
out not visible from the actual light position, then the new light position has zero weight. This
means that only valid light paths can affect the result in a particular frame.
The algorithm processes all frames and repeats these steps for all shooting paths.
When the combined estimates are obtained, all light paths (i.e. all virtual light sources) are
taken into account having weighted their contribution according to the balance heuristics. The
non-weighted image due to a single light path is stored. When a particular frame is rendered, the
direct illumination should be recomputed, but the update of the indirect illumination requires
only the computation of the weighted impact of all virtual light sources.
Since the order of rendering and weighting can be exchanged, this is equivalent to the
weighted addition of the stored images. Thus not only the shooting path, but also its final
gathering computation can be reused in all frames. This is the primary reason that the speedup
is close to the number of frames.
The algorithm implementing this idea consists of two phases. In the first phase, N original
shooting paths are generated in each frame, and for each shooting path the image representing
the indirect illumination is stored.
The preprocessing phase of the algorithm visits all frames, generates original light paths and
images in a given frame, and computes the weights of the images for all other frames:
Preprocessing( )
for each frame f
Find light positions in frame f
Generate N shooting paths in f and store virtual lights
for each shooting path s of N paths
Render image(s) from the illumination of path s
Store image(s), light position and first hit point
endfor
endfor
for each shooting path s0 of F × N paths
for each frame f
Compute weight α(f ) (s0 )
endfor
endfor
end

In the animation phase of the algorithm, the precomputed images and weights are retrieved
and combined in the sequence of the frames.
Animation( )
for each frame f
Compute direct illumination to current image
for each shooting path s0 of F × N paths
Add image(s0 )α(f ) (s0 ) to current image
endfor
Display current image
endfor
end
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The advantage of the algorithm is the speedup of the indirect illumination and the reuse of
points visible from the eye in direct illumination. Roughly speaking, if the accuracy requires
N shooting paths per frame and assuming that we have F frames, V virtual light sources per
shooting path, and P pixels, then the shooting paths are built with F × N × V rays, the visible
points are obtained with P × F rays (assuming one ray per pixel), and the visibility of the real
and virtual light sources requires P × F × N × (V + 1) shadow rays to be traced in the naive
(original) approach. However, when the shooting paths are reused, we reduce the paths per
frame to N 0 = N/F , and in the optimal case we still compute the solution from N sample paths
in all frames. Thus in the new algorithm shooting requires F × N 0 × V rays, the connections
need additional (F − 1) × F × N 0 rays, visible points are obtained with P rays, and gathering
uses F × N 0 × (V + 1) × P shadow rays.
The total number of rays reduces from
P × F × N × (V + 1) + P × F + F × N × V
to
P × F × N 0 × (V + 1) + (F − 1) × F × N 0 + F × N 0 × V.
Since N, N 0 and F are orders of magnitude smaller than P (in our case N 0 = 1, N = F , F ≈ 102
and P ≈ 105 ), this corresponds to an improvement of factor N/N 0 = F in the optimal case.
The method is particularly efficient when the animation is long and the indirect illumination is
significant. In practical cases, the speedup is less since the paths to be reused may be useless
due to temporary occlusions or because they do not follow optimal importance sampling.
The method stores an image for each shooting path, which results in a storage overhead
of N 0 × F floating point images. In order to reduce this overhead, we can use the format of
real-pixels presented in [War91], which requires just four bytes per pixel. For example, if we
render a 100 frame long animation and the images have 300 × 300 resolution, then the total
storage requirement is about 40 Mbytes, which is quite reasonable.

7.2.1

Application of path splitting and joining

z1

Figure 7.2: Splitting of shooting paths
The presented algorithm stores an image for each light path, which is weighted according to
the relative position of the new light position and the first hit point of this path. This method
can render general, non-diffuse scenes, with the storage requirement of N 0 × F floating point
images.
However, for diffuse scenes, the storage requirements can be significantly reduced. Note that
for diffuse scenes, if several light paths had the same first hit point, then their images could
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be summed in the preprocessing phase, since the weights of these light paths would be similar.
This means that in diffuse scenes, generating many shooting paths sharing the first hit point
can significantly reduce the memory requirements. This means splitting of the shooting path
at the first hit point, thus an image would correspond to not only a single path, but to a tree of
rays.
The idea can also be generalized to exploit space coherence of multiple light sources. Shooting
paths obtained for a light source in a frame can be reused for other light sources in the same
and in other frames as well, if the first hit point of the shooting path is connected to the other
lights. This means joining the paths. However, path joining does not increase the number of
virtual light sources in a frame, thus we can expect just a small improvement.

7.2.2

Simulation results

Figure 7.3: Images of the indirect illumination caused by the original light paths of 3 different
frames of a 10 frame long animation using 1 shooting path per frame

Figure 7.4: Combined images of the indirect illumination in 3 different frames of a ten frame
long animation using 1 original and 9 borrowed paths per frame
The algorithm has been tested with the scene of Figure 7.3. Note that we removed the
direct illumination from the images of Figures 7.3 and 7.4, since the method aims at the fast
computation of the indirect illumination. Figure 7.3 shows three uncombined frames of a ten
frame long animation, obtained by generating a single shooting path in each frame. We used
the proposed combination scheme to produce Figure 7.4, and computed the images from not
only a single path generated in this frame, but from 9 other paths of the other frames as well.
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Figure 7.5: Reference images of the indirect illumination in 3 different frames of a ten frame
long animation obtained with 100 shooting paths per frame
The rendering of the complete animation took 3 seconds in both cases, including preprocessing
when the new method was used. By combining the samples from the ten frames, the results
obtained had similar quality than what the original method could achieve only using ten times
more independent samples per frame. The sharp shadows caused by the small number of virtual
light sources became much softer and the images got closer to the reference solution obtained
with 100 shooting paths per frame (Figure 7.5).

Figure 7.6: Combined images of the direct and indirect illumination in 3 different frames of a
100 frame long animation
The images of a 100 frame long animation, taking into account both direct and indirect
illumination, are shown in Figure 7.6. Since this animation is longer than the previous ten
frame long test case, we have more opportunities to reuse light path data. A single light path
was initiated in each frame, and each light path was broken to 10 child paths at the first hit
point according to the proposed splitting scheme. We also used a 4 × 4 pixel discontinuity
buffer [WKB+ 02] to speed up the final gathering. The resolution of the images is 300 × 300.
Preprocessing and animation phases required 31 and 5 seconds, respectively, on an AMD Athlon
x64 Dual Core 4600+ processor, but without any multicore parallelization. This corresponds to
2.87 and 20 frames per second depending on whether or not the preprocessing time is included
in the average rendering time. Rendering a single image without the proposed technique took
30 seconds. Thus, even with the preprocessing time included, the new algorithm achieved a
speedup factor of 86. Generally speaking, the speedup is always near to the number of frames,
from which light paths are combined. How quality is affected depends on how much the light
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source moves during these frames.
To investigate this, we also rendered the same animation using the original virtual light
sources algorithm with the discontinuity buffer, but without the proposed combination. We
generated 10 independent random paths per frame in one test case, and we generated the path
using dependent sampling (with the same pseudo-random numbers in every frame) in another,
making the complete rendering time equal to that of the new method in both cases. The bad
flickering of independent sampling has been reduced a little by dependent sampling, but the
results are still far poorer than obtained with the proposed algorithm, which could eliminate
almost all flickering.

7.3

The incremental, GPU accelerated version of the new algorithm

So far we have assumed that the position of the light source is known in each frame in advance.
This is not the case in games or interactive simulations, where the light source can follow user
interactions. The proposed algorithm can also be adapted to this on-line scenario if the reuse is
restricted to frames corresponding to the past.
In each frame a given number of new light paths are generated. When the image is obtained
in a frame, we use not only the current paths, but also the paths generated by the last few, not
too old frames (in our implementation we used the last 256 frames). The algorithm executed
for current frame cf is the following:
RenderFrame(cf )
Move lights to the current location
Generate shooting paths and virtual lights
for each shooting path s
Render image(s) from the illumination of path s
Store image(s), light position and first hit point
endfor
Compute direct illumination to current image
for each shooting path s0 of the last few frames
Compute and store weight α(cf ) (s0 )
Add image(s0 )α(cf ) (s0 ) to current image
endfor
Display current image
end

The combination of images rendered for the different shooting paths is a simple, but expensive
task. When using the CPU for summation, this operation took 80% of the rendering time for a
new frame. However, graphics hardware can be used to eliminate this overhead. We uploaded
the rendered images as floating-point textures, and used a simple fragment shader program for
scaling and summing them. Four images were tiled into a single texture to reduce the number
of textures, and multiple pass rendering was used to exceed the limitation on the number of
texture accesses. Direct illumination was also rendered to a texture and added in the same
manner. Execution times of the rendering phases are shown by table 7.1.
A startup phase of 3.22 seconds was necessary to calculate the initial 256 shooting paths
and the corresponding textures. After the startup phase we could achieve 18 frames per second.
Figure 7.7 shows four images captured during the interactive session. The scene is illuminated by
a moving spot light source radiating downward, thus the ceiling gets just indirect illumination.
Note also the color bleeding effects when the light is close to the chess pieces.
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time in seconds
0.02
0.015
0.003
0.01

Table 7.1: Running times of the rendering phases of the hardware accelerated algorithm using an
nVidia geForce 8800GTX graphics card. The image resolution is 256 × 256. The scene consists
of 3500 triangles and is illuminated by a point light source.

Figure 7.7: Images captured during interactive positioning of a spot light radiating downward.
The system was running at 18 fps.

7.4

Conclusions

This chapter presented a light source animation algorithm that took advantage of the shooting
paths not only in the frame where they were generated, but in all frames of the animation.
This replaces the computation of a full shooting path and the final gathering of the illumination
caused by this shooting path by tracing a single ray and an image multiplication. The real
power of the algorithm stems from the reuse of final gathering results since final gathering is
the most time-consuming part of the global illumination computation. Additional advantage of
the reuse is that it makes the error correlated, which eliminates flickering. If the visibility of the
moving light source does not change too often, we can expect a speedup close to the number of
computed frames. Due to the exploited coherence very few shooting paths per frame are needed
to render a complete global illumination animation. We have also demonstrated that the GPU
can also be exploited to combine the images, resulting in an interactive light source positioning
system.
The possible applications of this algorithm are the lighting design and systems to convey
shape and features with relighting. When we face the problem of light positioning, for example,
other methods would recompute everything from scratch when taking the light to a new position. The proposed method, on the other hand, optimizes it, and computes all light positions
simultaneously at a fraction of the cost and then we can select any of the solutions. The combination is made possible by the linearity of the rendering equation, and the efficiency of the
combination is the result of multiple importance sampling.
The proposed idea can also be used in the classical photon map algorithm. We can build a
single photon map for all the light positions, and apply the proposed weighting in the gathering
step.

Chapter 8

Precomputed Light Path Maps
This chapter presents a real-time global illumination method for static scenes illuminated by
arbitrary, dynamic light sources. The algorithm obtains the indirect illumination caused by the
multiple scattering of the light from precomputed light paths.
In static scenes we can exploit the fact that the light paths visiting the points on objects
do not change when lights or the camera move. This recognition allows us to precompute those
integrals that are responsible for the indirect illumination of the scene, and combine the prepared
data with the actual lighting conditions during rendering. This means that during rendering
just a low dimensional integral needs to be evaluated, which makes high frame rates possible.
The method is close conceptually to the light path reuse approach described in Chapter 7 in
the sense that parts of light paths generated in the preprocessing phase are reused in many different light paths either originating at a different light source point or arriving at a different visible
point. However, now we do not reuse the paths of different frames, but camera-independent
path segments are stored in a compact way. The actual lighting for which the segments will be
used is not known in the preprocessing phase.
From mathematical point of view, the high-dimensional integrals arising from the rendering
equation are partly precomputed, i.e. the integrals along all but one variable are evaluated in the
preprocessing phase. Then the remaining one-variate quadrature is computed during rendering.

8.1

Method overview

The method consists of a preprocessing step and a fast rendering step.

entry point

entry point

entry point

Si

unit
irradiance

Sj
Sk

Random beams of unit irradiance

paths

LPM: illumination at reference points

Figure 8.1: Overview of the preprocessing phase
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Preprocessing

The preprocessing step determines the indirect illumination capabilities of the static scene. This
information is computed for finite number of reference points on the surface, and we shall use
interpolation for the other points. The reference points are depicted by symbol × in Figure 8.1.
The reference points can be defined as points corresponding to the texel centers of the texture
map of the surface.
The first step of preprocessing is the generation of certain number of entry points on the
surface. These entry points are samples of first hits of light paths emitted by moving light
sources. During preprocessing we usually have no specific information about the position and
the intensity of the animated light sources, thus entry points are selected to cover the surfaces
densely, and unit incoming radiance is assumed at these sample points. Entry points are depicted
by symbol • in Figure 8.1. Starting from the entry points, a given number of light paths are
traced. In order to limit the length of paths, we use Russian roulette. The visited points of
the generated paths are connected to all those reference points that are visible from them. This
way we obtain a lot of paths originating from an entry point and arriving at one of the reference
points. The contribution of a path divided by the probability of the path generation is a Monte
Carlo estimate of the indirect illumination caused by the given reference lighting environment.
The sum of the Monte Carlo estimates of paths associated with the same entry and reference
point pair is stored. We call this data structure the precomputed light path map, or LPM
for short. Thus a LPM contains items corresponding to groups of paths sharing the same entry
and reference points. Items that belong to the same entry point constitute a LPM pane.

8.1.2

Rendering

entry point

entry point
irradiance I
Si .I

Si

Sj .I

Sj
Sk

Sk .I

1. Direct illumination + entry point visibility 2. Weighting irradiance I with items S
Figure 8.2: Overview of the rendering phase. The illumination of the entry points are computed,
from which the illumination of the reference points is obtained by weighting according to the
LPM.
During real-time rendering, LPMs are taken advantage of to speed up the global illumination
calculation. The lights and the camera are placed in the virtual world (see Figure 8.2). The
direct illumination effects are computed by standard techniques, which usually include some
shadow algorithm to identify those points that are visible from the light source. LPMs can be
used to add the indirect illumination. This step requires visibility calculations, which is for free,
since this visibility information was already obtained during direct illumination computation
when shadows were generated.
A LPM pane stores the indirect illumination computed for a light ray coming from the
sampled direction and causing unit irradiance. During the rendering phase, however, we have
to adapt to a different lighting environment, that is, to consider other light rays of different
radiance and direction arriving at the same entry point. Taking into account the differences
of carried radiance and incoming direction, the LPM pane associated with this entry point
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should be weighted in order to make it reflect the actual lighting situation. Doing this for every
entry point hit by a light ray and adding up the results, we can obtain the visible color for
each reference point. Then the object is rendered in a standard way with linear interpolation
between the reference points. If reference points are texel centers of a texture mapping, then
this interpolation is strongly supported by texture filtering hardware.
In order to compute the weights, we have to take into account the contribution and the
probability density of the light paths obtained during preprocessing. The mathematics needed
for this computation is discussed in the following section.

8.1.3

Formal discussion of the method
entry point z1

θ

z0

θ

’

z2

yn+1= e
zn-1

zn= x
Figure 8.3: Notation used in the formal discussion
Let us denote the visited points of a path by ~z0 (light source), ~z1 (entry point on the
surface), ~z2 , . . . , ~zn−1 (internal path points), ~zn = ~x (visible point of the surface), ~zn+1 = ~e (eye)
(Figure 8.3). The contribution of this path is
Le (~z0 → ~z1 )Γ0 f1 Γ1 . . . fn−1 Γn−1 fn ,
where Le (~z0 → ~z1 ) is the emitted radiance from ~z0 toward ~z1 ,
fk = fr (ωzi−1 →zi , ~zi , ωzi →zi+1 )
is the BRDF, and
Γk = G(~zk , ~zk+1 )ν(~zk , ~zk+1 ) =

cos θ~zk cos θ~z0 k+1
|~zk − ~zk+1 |2

ν(~zk , ~zk+1 )

is the visibility masked geometric factor.
Let us rewrite Equation 1.7, which gives the radiance of ~x at the direction of the eye as an
infinite sum of high-dimensional integrals, with the above shorthand notation as
L(~x → ~e) =

∞ Z
X
n=2 ~
z

0

Z

...

Le Γ0 f1 . . . Γn−1 fn dzn−1 . . . dz0 .

(8.1)

~
zn−1

Note that the length of the light paths starts at 2, because now we are interested in the
indirect illumination.
In order to speed up the evaluation of these high-dimensional integrals during rendering,
the inner integrals along ~z1 , . . . , ~zn−1 are estimated in a preprocessing step. Suppose that we
have a sampling scheme that generates partial light path ~z1 , . . . , ~zn−1 with probability density
p(~z1 , . . . , ~zn−1 ), where path length n is also a subject of sampling.
(i)
(i)
Having obtained N samples (~z1 , . . . , ~zni −1 ), (i = 1, . . . , N ) with this sampling scheme, we
can replace the inner integrals of Equation 8.1 by their Monte Carlo estimate:
Z

Z

...
~
z0

~
zn−1

Le (~z0 → ~z1 )Γ0 f1 . . . Γn−1 fn dzn−1 . . . dz0 ≈
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(i) (i) (i)
(i)
(i)
(i) f1 Γ1 f2 . . . Γni −1 fni
(i)
(i)
N p(~z1 , . . . , ~yni −1 )

(i)

Le (~z0 → ~z1 )Γ0

i=1 ~
z

0

Note that factor

(i) (i) (i)

R

(i)

=

(i)

dz0 .

(i)

f1 Γ1 f2 . . . Γni −1 fni
(i)

(8.2)

(i)

N p(~z1 , . . . , ~zni −1 )

depends only on (~z1 , . . . , ~zn ) and is independent of the illumination and viewing directions. This
(i)
term can be precomputed for each reference point ~x = ~zn , and stored together with pair (~x, ~z1 ).
From stored values R(i) , the reflected radiance can be computed as a low dimensional integral:
L(~x → ~e) ≈

N Z
X

(i)

(i)

Le (~z0 → ~z1 )Γ0 R(i) dz0 ,

i=1 ~
z

0

(i)

where the integrand is precomputed value R(i) multiplied by weight Γ0 and emission Le (~z0 →
(i)
(i)
~z1 ), both representing the actual lighting and depending only on entry point ~z1 . For those
samples that share this point, the order of weighting and summation can be exchanged, thus
different precomputed factors R(i) can be summed in the preprocessing phase. Let us denote
the sum of those factors R(i) which share entry point k by S (k) . Using these summed factors we
can express the radiance in the following form:
L(~x → ~e) ≈

K Z
X

(k)

(k)

Le (~z0 → ~z1 )Γ0 S (k) dz0 ,

(8.3)

k=1 ~
z

0

where K is the number of different entry points. Summed factors S (k) are the items of the
light path map (LPM) associated with reference point ~x. An item of the LPM is selected by
entry point ~z1 and reference point ~x, and represents the Monte Carlo estimate of the indirect
illumination of point ~x when the light ray causing unit irradiance arrives at the surface at ~z1 .
The objective of preprocessing is the computation of these items for the reference points and
entry points.
Having obtained the items of the LPM, the computation of the indirect illumination caused
by a small light source is straightforward. Let us denote the origin and the area of the source by
~z0 and ∆z0 , respectively. Substituting these into Equation 8.3, the indirect reflected illumination
of reference point ~x is:
L(~x → ~e) ≈

K
X

e

L (~z0 →

(k)
~z1 )S (k)

k=1
K
X

e

L (~z0 →

k=1

Z

(k)

Γ0

dz0 ≈

~
z0

(k)
(k)
~z1 )ν(~z0 , ~z1 ) ¯
¯

cos θ~z0 cos θ0 (k)
~
z1

¯

(k) ¯2
z0 − ~z1 ¯
¯~

S (k) .

(8.4)

+ ∆z0 /π

Note that we applied the point to disc form factor approximation [Gla95]. In the special case
when the source is a point light with total emission power Φe , the formula is written as
L(~x → ~e) =

K
X

Φe

(k)

z0 , ~z1 ) cos θ0 (k) S (k) .
¯
¯ ν(~
~
z1
(k) ¯2
¯
z0 − ~z1 ¯ π
k=1 4 ¯~

In order to use these formulae, we have to check whether or not the entry points are visible
from the light source and carry out the summation only for the visible entry points.
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Definition of the sampling scheme
The core of the presented method is the sampling scheme which obtains light paths (~z1 , . . . , ~zn−1 )
with probability density p(~z1 , . . . , ~zn−1 ). All those schemes where p is not zero for paths carrying
nonzero radiance are unbiased in Monte Carlo sense, i.e. the expected value of the estimator
gives back the correct result. We should prefer those sampling schemes that meet this criterion
and have small variance, and consequently result in small error.
The first step of sampling is the generation of E entry points on the surfaces with probability
density p• (~z1 ). The simplest approach obtains these points uniformly, first selecting patches
proportionally to their area, then a random point on the patch with uniform distribution.
Taking the entry point as the origin Ns a(~z1 ) number of paths are generated where a(~z1 ) is
the albedo of the surface, and splitting factor Ns is a global constant of the method. The reason
behind splitting is that in this way the number of random paths can be increased without
increasing the number of entry points, i.e. the size of the LPM. The direction of the ray
originating in a particular entry point is obtained with cosine distribution.
If the ray hits the surface again, then at the hit point a new direction is sampled with BRDF
sampling and this step is continued until the path is terminated by Russian roulette. If the path
is terminated, then the hit points are assumed to be virtual light sources that illuminate the
reference points visible from them. In order to compute this, all reference points are connected
with the points of the paths by shadow rays.
These instructions establish a sampling scheme that obtain point sequences (~z1 , . . . , ~zn−1 ) of
random length n on the surface. Let us now consider the probability density of these sequences.
At entry point ~z1 we decide whether or not a random path is initiated using probability
a(~z1 ). If the path is needed, we sample the first direction from cosine distribution, thus the
probability density of selecting ~z2 as the second point of the path, given entry point ~z1 , is:
a(~z1 )
Γ(~z1 , ~z2 ).
π
In the following steps, we apply Russian roulette and BRDF sampling again to obtain a
new direction. Note that in case of diffuse materials BRDF sampling results in the application
of cosine distribution similarly to the entry point. The probability density of a complete path
(~z1 , . . . , ~zn−1 ) given that it originates at ~z1 is then
p~z1 (~z1 , . . . , ~zn−1 ) =

a(~zn−2 )
a(~z1 )
Γ(~z1 , ~z2 ) . . .
Γ(~zn−2 , ~zn−1 ).
π
π

The unconditional density of sequences (~z1 , . . . , ~zn−1 ) is the product of this conditional probability and the probability of selecting entry point ~z1 , which is p• (~z1 ).

8.2

GPU implementation

The new algorithm consists of a preprocessing step, which builds the LPM, and a rendering
step, which takes advantage of the LPM to evaluate indirect illumination. For the preprocessing
step we implemented a combined CPU ray tracing and GPU method. On the other hand, the
rendering step was realized completely on the GPU.
The first step of preprocessing is the generation of entry points and of paths, which is executed
by the CPU. Having completed a path, we compute the visibility between each path point and
each reference point. Assuming that the entry point has unit irradiance, the contributions at the
reference points are evaluated. For each reference point, the sum of the contributions is stored
together with the index of the entry point, which constitutes the LPM. In fact, we should execute
the virtual light sources algorithm. Since the reference points are the texels of a texture map,
the algorithm should be implemented in a way that it renders into a texture map. Items are
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reference point (u,v)

r,g,b

entry point

LPM pane

LPM item
Figure 8.4: Representation of a LPM as an array indexed by entry points and reference points.
A single element of this map is the LPM item, a single row is the LPM pane.
computed by rendering into the texture with the random walk nodes as light sources. Visibility
can be determined using the shadow map technique.
A single texel stores a LPM item that represents the contribution of all paths connecting
the same entry point and reference point. A LPM can thus be imagined as an array indexed by
entry points and reference points, and storing the radiance on the wavelengths of red, green, and
blue (Figure 8.4). Since a reference point itself is identified by two texture coordinates (u, v), a
LPM can be stored either in a 3D texture or in a set of 2D textures (Figure 8.5), where each
represents a single LPM pane (i.e. a row of the table in Figure 8.4, which includes the LPM
items belonging to a single entry point).

reference point

v

reference point

r,g,b
u

v

r,g,b
u

entry point 1

entry point 2

Figure 8.5: LPM stored as 2D textures
The number of 2D textures is equal to the number of entry points. However, the graphics
hardware has just a few texture units. Fortunately, this can be sidestepped by tiling the LPM
panes into one or more larger textures.

8.2.1

Entry point clusters

Using the method as described above allows us to render indirect illumination interactively with
a typical number of 256 entry points. While this figure is generally considered sufficient for a
medium complexity scene, difficult geometries and animation may emphasize virtual light source
artifacts as spikes or flickering, thus requiring even more samples. Simply increasing the number
of entry points and adding corresponding LPM panes would quickly challenge the hardware in
terms of texture memory. To cope with this problem, we can apply an approximation (a kind
of lossy compression scheme), which keeps the number of panes under control when the number
of entry points increase.
The key recognition is that if two entry points are close and lay on similarly aligned surfaces,
then their direct illumination will be probably very similar during the light animation. Of course
this is not true when a hard shadow boundary separates the two entry points, but due to the
fact that a single entry point is responsible just for a small fraction of the indirect illumination,
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these approximation errors can be tolerated and do not cause noticeable artifacts. Based on this
recognition, near entry points are clustered and only single weight per reference point is stored
for the cluster.
Errors caused by clustering are in the low frequency domain, which are not disturbing for the
human eye. Clustering also helps to eliminate animation artifacts. When a small light source
moves, the illumination of an entry point may change abruptly, possibly causing flickering. If
multiple entry points are clustered together, their average illumination will change smoothly.
This way clustering also trades high-frequency error in the temporal domain for low-frequency
error in the spatial domain. Our clustering approach aims at compressing indirect illumination
information similarly to precomputed radiance transfer and to Lightcuts [WFA+ 05]. However, in
our case not the incoming radiance field is compressed, but the indirect illumination capabilities,
which have low-frequency characteristics.
To reduce the number of panes, contributions of a cluster of nearby entry points are added
and stored in a single LPM pane. As these clustered entry points cannot be separated during
rendering, they will all share the same weight when the entry point contributions are combined.
This common weight is obtained as the average of the individual weights of the entry points.
Clusters of entry points can be identified by the K-means algorithm [LK97] or, most effectively,
by a simple object median splitting kd-tree. It is notable that increasing the number of samples via increasing cluster size Nc has only a negligible overhead during rendering, namely the
computation of more weighting factors. The expensive access and combination of LPM items
is not affected. This way the method can be scaled up to problems of arbitrary complexity
at the cost of longer preprocessing and smoothing the indirect illumination. Clustering entry
points corresponds to a low-pass filtering of the indirect illumination, which is usually already
low-frequency by itself, thus the filtering does not cause significant error.

8.2.2

Principal component analysis

Simple averaging of the individual entry point contributions for a cluster can be seen as projecting a transfer function of high dimensionality to a single dimension, namely scaling the basis
vector that is the LPM pane. This is only valid if entry points in a cluster receive similar illumination. The size of clusters can be increased if we apply principal component analysis
(PCA) [SSH03] to get a basis of low, but not unit dimensionality.
The transfer function can be imagined as separate N × M resolution textures for the E
entry points: T1 [u, v], . . . , TE [u, v]. These textures can be imagined as E number of points in
an N × M -dimensional space.
To compress this data according to clustered PCA, we first cluster those entry points that
are close to each other and are on similarly oriented surface, then apply PCA compression
separately for each cluster. PCA finds a subspace (a hyperplane) in the high-dimensional space
and projects the eth point Te into the basis of its cluster c(e). Since the subspace has lower
dimensionality, the projected points can be expressed by fewer coordinates, which results in data
compression.
Let us denote the means and the basis vectors of cluster c by Mc , and Bc1 , . . . , BcD , respectively. Each entry point e belongs to exactly one cluster, which is denoted by c(e). Projecting
into this subspace means the following approximation:
c(e)

Te ≈ T̃e = Mc(e) + µe1 B1

c(e)

+ . . . + µeD BD ,

where µe1 , µe2 , . . . , µeD are the coordinates of the projected point in the subspace coordinate system. Orthogonal projection results in the following approximating coordinates:
c(e)

µej = (Te − Mc(e) ) · Bj

.

Origin Mc [u, v] is the average texture of the cluster, and basis vectors Bc1 [u, v], . . . , BcD [u, v] are
the eigen-textures. They must be selected to minimize the total approximation error, i.e. the
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sum of the square distances between the original and projected points. As can be shown, the
error is minimal if the origin is the mean of the original data points and the basis vectors are
the eigenvectors corresponding to the largest D eigenvalues of the covariance matrix
X

(Te − Mc )T · (Te − Mc ),
e in cluster c
where superscript T denotes transposition to a column vector. Intuitively, this error minimization process corresponds to finding a minimal ellipsoid that encloses the original points, and
obtaining the center of this ellipsoid as Mc and the longest axes of the ellipsoid to define the
required hyperplane. Indeed, if the remaining axes of the ellipsoid are small, then the ellipsoid
is flat and can be well approximated by the plane of other axes.

8.2.3

Rendering

While rendering the final image, the values stored in the LPM should be summed according to
Equation 8.4. If clustering and PCA are used, the cluster or basis weights must be computed
from the individual entry point weighting factors. Computing this weighting factor
(k)
ν(~z0 , ~z1 )

cos θ~z0 cos θ0 (k)
~
z1

(k)
|~z0 − ~z1 |2

+ ∆z0 /π

involves a visibility check that could be done using ray shooting, but, as rendering direct illumination shadows would require a shadow map anyway, it can effectively be done in a shader,
rendering to a one-dimensional texture of weights. Note that for spot sources one shadow
map is enough, but for omnidirectional lights we need to maintain several shadow maps per
light source. Although textures generated during shadow mapping would later be accessible via
texture reads, they can be read back and uploaded into constant registers for efficiency. Furthermore, zero weight textures can be excluded, sparing superfluous texture accesses. Furthermore,
excluding not only zero but negligible weight clusters, the performance can be increased at the
cost of a minor decrease of the accuracy.
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Figure 8.6: Dataflow in the rendering step
In order to find the indirect illumination at a reference point, the corresponding LPM items
should be read from the textures and their values summed having multiplied them by the
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weighting factors and the light intensity. For the sake of efficiency, we can limit the number
of entry points to those having the highest weights. Selection of the currently most significant
texture panes can be done on the CPU before uploading the weighting factors as constants.

8.3

Results

The proposed method has been implemented on a P4/2GHz computer with NV6800GT graphics
card. Figure 8.7 shows a marble chamber test scene rendered on 1024 × 768 resolution using
splitting factor 2. We set the LPM pane resolution to 256 × 256, and used the 256 highest
weighted entry clusters. In this case the peak texture memory requirement was 128 Mbytes. The
constant parameters of the implementation were chosen to fit easily with hardware capabilities,
most notably the maximum texture size and the number of temporary registers for optimized
texture queries. Assuming an average albedo of 0.66 and a splitting factor of 2, the 4096 entry
points translate to approximately 24000 virtual light sources.

Figure 8.7: Comparison of local illumination and the proposed global illumination rendering
methods. One half of these images has been rendered with local illumination, while the other
half with the proposed global illumination method at 40 FPS.
For this scene, the preprocessing took 310 sec, which can further be decomposed as building
the kd-tree for ray shooting, light tracing with ray shooting, and LPM generation. Having
obtained the LPM, we could run the global illumination rendering at 40 frames per second
interactively changing the camera and light positions. Figure 8.7 shows screen shots where half
of the image was rendered with the new algorithm, and the other half with local illumination
to allow comparisons. The effects are most obvious in shadows, but also notice color bleeding
and finer details in indirect illumination that could not be achieved by fake methods like using
an ambient lighting term.
We used just 128 × 128 resolution panes and 32 entry point clusters in the chairs scene
(Figure 8.8). Only 28Mb texture space was required.

Figure 8.8: The chairs scene lit by a rectangular spot light, whose illumination can be easily
identified. The rest is pure indirect illumination obtained with the proposed method at 35 FPS.
The discussed method has been integrated into the Ogre3D game engine, and used in various
demo games. Figures 8.3 and 8.10 show the Space Station game. Figure 8.10 also compares
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the proposed real-time global illumination method with classical local illumination rendering.
Figure 8.11 shows close ups and an overview of the Moria game. All these games run at 30 FPS
on NV7900 GPUs.

Figure 8.9: The Space Station scene.

Figure 8.10: Indirect illumination computed by the light path map method in the Space Station
game (left) and the same scene rendered with local illumination (right) for comparison. Note
the color bleeding effects.

8.4

Conclusions

This chapter proposed a global illumination algorithm for static scenes, but allowing fast moving
light sources and camera. Since the geometry is static, we could pre-compute most of the
integrals of the infinite Neumann series of a full global illumination solution. This means that in
the rendering phase, when light sources are introduced, only a one-variate integral needs to be
evaluated, which is possible in real-time. The method can be used in walk-through animations
when the avatar takes his own light sources with him, and in lighting design when the light
sources are placed interactively and also in games and real-time animations. Of course, the
geometry is not constant in games, but in a typical gaming environment, the static environment
is usually much larger than the moving dynamic objects. In this case we can suppose that
the dynamic objects alter only the direct illumination and the caustic patterns on the large
static environment, but its indirect illumination is not affected. Thus we can still use the
proposed method for rendering the environment under dynamic lighting, and apply some fast
final gathering technique to shade dynamic objects.
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Figure 8.11: A knight and a troll are fighting in Moria illuminated by the light path map
algorithm. The upper image is a bird’s eye view of the Moria scene. Note that the hall on the
right is illuminated by a very bright light source. The light enters the hall on the left after
multiple reflections. The troll and the knight with his burning torch can be observed in the
middle of the dark hall.
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Chapter 9

Conclusions
In this chapter, we evaluate the impact of the proposed algorithms, and formulate the results
as thesis points.
All of the results have been published in international journals and at notable conferences.
The publications behind each of the three thesis groups have received at least 12 independent
citations, only counting those that specifically reference the algorithms described here.
The optimization of Russian roulette (Chapter 2) can speed up random walk algorithms by up
to 30%, or 50% if the scene has of highly saturated colors. We use these techniques as a standard
practice in all of our global illumination random walk algorithms [I3, I4, F2, F4, I1, LGS05].
The combination of correlated and importance sampling (Chapter 3) enjoyed considerable
attention in the graphics community, partly because of its theoretical merits, but mostly because
it directed some spotlight on the previously neglected correlated sampling technique. The main
attraction of the method is that the noise not due to occlusions is fully eliminated, while the
evaluation overhead remains negligible.
The results on spatial ray shooting acceleration and data structures concerned a highly
competitive field of research. The findings were as often referenced as basic wisdom as often
they were contested by improvements. Some of the results, like the ray–triangle intersection
algorithm, are minor gems that do not warrant a full research paper on their own, but have
been published in various books and tutorials, and applied in all ray-tracing based algorithms,
which is to say, practically all publications listed as own publications, save for a few.
Approximate visibility testing with occluding spheres (Chapter 5) speeds up the virtual light
sources algorithm by an order of magnitude, and provides a cheap way for visibility estimation
in general. Although the final linear processing of the occluding spheres might be replaced
with methods that tolerate a high number of occluders better, like shadow maps [RGK+ 08],
an approximate geometry has to be constructed in any case. For this, the proposed algorithm
provides a robust and automated solution, which was designed specifically to keep the shadowing
characteristics of the geometry. We continue to use the algorithm in our research, in particular in
the context of sample importance resampling, where a cheap approximation of the integrand
is required for quasi-perfect importance sampling [I8, F8].
The hierarchical ray engine (Chapter 6) was an innovative idea which could achieve 15fold performance over the original ray engine algorithm in case of coherent rays. Although the
evolution of the architecture now allows for the implementation of algorithms that behave more
favorably for high numbers of triangles, the hierarchical ray engine has also inspired research
that generalizes it exploiting new hardware capabilities [RAH07].
Both light animation (Chapter 7) and light path maps (Chapter 8) have been regarded as
noteworthy contributions to the fields of ray use and global illumination in real-time graphics.
Since they were first published, light path maps have been generalized using principal component
analysis, and combined with lesser-scale indirect illumination algorithms to provide convincing
results in real-time. The algorithm was one of the key contributions of the GameTools project,
and was thus integrated into the Ogre3D game engine, and featured in several demo games of
86
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the project.
The last two algorithms apply results of earlier thesis points in their random walk phases,
both in case of sampling and ray shooting. The hierarchical ray engine is an exception. Although
it is not necessarily required for the animation algorithms, it could complement them in the final
gathering phase. Light path maps could be used to render the low frequency (diffuse) indirect
illumination, and the hierarchical ray engine could render the high frequency (ideal) reflections.

9.1
9.1.1

Thesis Group 1. Sampling in random walk algorithms
Thesis 1.1 Variance reduction and spectral optimization for Russian
roulette and combined BRDF sampling

The Russian roulette technique introduces additional variance into the Monte-Carlo radiance
estimator as it violates importance sampling by assigning a non-zero probability to walk termination, which equals to sampling the integrand where it has zero contribution. I have shown
that this effect can be reduced by a modified estimator, which is still unbiased, but assigns a
non-zero contribution to termination.
I have composed and analyzed different random estimators according to how we use the
individual probability densities of BRDFs and the contributions they provide for a given sample.
A random walk light path is assumed to transport light on all representative wavelengths.
I have proved that both Russian roulette and BRDF selection can be improved by evaluating
selection probabilities separately for all wavelengths, and averaging the results. When colored
light would be reflected according to a disjunctly colored BRDF, traversing light rays of little
contribution can be avoided. [F5]

9.1.2

Thesis 1.2 Combined correlated and importance sampling

I have proposed a sampling scheme for the evaluation of direct illumination due to huge light
sources and environment lighting, combining importance sampling and correlated sampling using
an optimal weighting computed from the samples themselves. I have described main part approximations that can be evaluated analytically for illumination by polygonal light sources and
environment lighting. As only the difference of the predicted and actual lighting has to be integrated, all noise not due to occlusions is eliminated, while preserving better noise characteristics
of importance sampling in highly occluded areas. [F3]

Figure 9.1: Reduced variance for environment mapping using correlated sampling.
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Thesis Group 2. Ray shooting acceleration
Thesis 2.1 Ray shooting acceleration hierarchies

I have proposed new representations of triangle meshes and binary acceleration hierarchies. The
triangle representation uses the inverse of the matrix of vertex coordinates. I have shown that
the triangle plane parameters and the barycentric coordinates can be effectively calculated from
such a representation, and I have introduced a novel, minimum input ray–triangle intersection
algorithm based on these findings. The proposed representation of binary trees allows pointers
to reference internal nodes of compact subtrees, thus reducing the storage requirements of the
subtree-based representation by up to 50%. [I6, D1, J2, J5, H1, D5, B1]

9.2.2

Thesis 2.2 Approximate visibility testing with occluding spheres

I have proposed an approximate visibility testing algorithm most effective for a large number of
point-like light sources. Triangle mesh geometry is converted into a set of spheres using Delaunay
tetrahedralization. Then a novel merging algorithm is applied to decrease the number of spheres
while keeping general shadowing capacity, for which a metric based on ray hit probabilities is
introduced. Interpreting the spheres as occluding discs when shading surface point, visibility of
indirect light sources can be tested extremely efficiently. [F4]

Figure 9.2: Sets of spherical occluders

9.2.3

Thesis 2.3 Ray shooting on modern programmable graphics hardware
with ray hierarchy

I have proposed a specialized, accelerated approach based on the ray engine. As opposed to the
original scheme, which intersects every primitive with every ray, the new algorithm builds an
acceleration hierarchy on the ray domain, making use of coherence. [I2]

9.3
9.3.1

Thesis Group 3. Ray reuse with virtual light sources
Thesis 3.1 Real-time light animation with path reuse

I have devised a rendering algorithm for animations addressing an important special case, when
the light sources are small and moving but other objects and the camera remain still. In this case
light paths can be reused in different frames. In order to store light paths and compute an image
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Figure 9.3: Refractive objects rendered real-time with the hierarchical ray engine.
from them, virtual light sources are applied. When rendering a specific frame, contributions in
other frames are re-weighted according to the actual light position. As a result, a single frame is
rendered in a fraction of time required to render an individual still image, making fast animation
possible. [F2]

Figure 9.4: Images captured during interactive positioning of a spotlight.

9.3.2

Thesis 3.2 Dynamic indirect lighting with precomputed light paths

I have introduced the concept of light path maps, where pre-generated light paths connect entry
points to reference points, and the light appearing at reference points due to unit irradiance
arriving at an entry point is stored in a precomputed Light Path Map. The computation of the
LPM uses the virtual light sources method itself. When rendering the scene, LPM entries can
be combined according the to actual lighting, yielding indirect illumination results at reference
points. For surface points between reference points, the results are interpolated. The algorithm
works on the GPU, offering real-time indirect illumination. [I1, J1, I7, D4, B1]
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albedo, 7
balance heuristics, 11, 19, 67
barycentric coordinates, 37
bi-directional path tracing, 65
Bidirectional Reflectance Distribution Function, 6
BIH, 40
bounding interval hierarchy, 40
bounding volume hierarchy, 40
BRDF, 6
BVH, 40
clustered, 80
combined sample distribution, 11
compact representation, 41
conical-directional reflectance, 7
control variates, 25
Correlated sampling, 25
decomposition and importance sampling, 17
dependent sampling, 72
differential radiant power, 8
directional-hemispherical reflectance, 7
discontinuity buffer, 65
entry points, 75
fragmentation, 41
gathering walks, 8
generalized shadowing surface area, 48

next event estimation, 9
node texture, 42
PCA, 80
photon hit, 12
photon map, 65
point-to-polygon form-factor, 29
principal component analysis, 80
randomized reflected radiance, 12
ray casting, 6
ray shooting, 6
recursive ray tracing, 6
reference points, 75
root mean square, 4
sample importance resampling, 86
scattering density, 8
shooting walks, 8
splitting, 70
surface area, 46
teapot in the stadium, 40
unified shader architecture, 63
virtual light sources, 14, 65
virtual light sources method, 5
virtual point lights, 14
visibility factor, 8
weighted combination, 17

importance sampling, 10
instant radiosity, 12, 65
inverse scattering density, 7
irradiance caching, 65
items, 75
IVM, 38
joining, 70
leaf list, 42
light path map, 75, 77
light paths, 8
light source sampling, 8
LPM, 75, 77
LPM pane, 75
luminance, 20
luminosity function, 20
main part separation, 25
multiple importance sampling, 11, 17, 18, 66, 67
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Nomenclature
~b?

α(f )

weight of light paths from frame f

αi (u)

s

weighting functions of multiple importance ~c
sampling
d~
visibility masked geometric factor
~e
number of representative wavelengths
~n
wavelength index; combination weight
~o
the ith node of a light path from frame f
~q
the ith node of a light path
~q)†
shooting path

u

point in multidimensional space

Γ
Λ
λ
(f )

~zi
~zi

~vi

(λ)

combined scattering density of sampling tech- ~x
nique i at wavelength λ
~x?
y
vector of light samples
~y
z
light path
ξ
L
domain of light surface points
a
U
multidimensional integral domain
d
Z
domain of light paths
D2 [·]
dΦ
differential radiant power
E[·]
dΦvpl differential radiant power arrving at a virf
tual point light
fr
ν(~x, ω) environment visibility
Wi

ν(~x, ~y ) point to point visibility factor
Ω

domain of directions

ω

direction

ΩP

solid angle of measurement

Φ

radiant power

Φe

barycentric coordinates of intersection
sphere center
ray direction
eye position
plane normal
ray origin
plane parameter vector
geometric inverse of the plane parameter
vector with respect to the unit sphere
position vector of the ith vertex of a triangle
shaded point
intersection point
light sample point
geometric attenuation factor
albedo
distance
variance
expected value
frame index
bidirectional reflection distribution function
(BRDF)

G

geometric factor

g(u)

main part function

h(~x, ω) directional visibility function
H (λ)

luminosity weight of representative wavelength λ

emitted radiant power

L

radiance

Pr{·}

probability

l

length of a gathering path

θ

outgoing light angle

Le

emitted radiance

θ0

incoming light angle

Lrd

radiance reflected due to direct illumination

ã

average albedo

Lri

~b

barycentric coordinate vector

radiance reflected due to indirect illumination
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INDEX
Lrr(DIS) reflected radiance estimate with the decomposition of the integration domain
Lrr(MIS) reflected radiance estimate obtained with
multiple importance sampling
Lrr(W) reflected radiance estimate obtained as a
weighted combination of estimators
Lrr

randomized reflected radiance

Lr

reflected radiance

n

length of a shooting path

p(u)

probability distribution function

q

VPL distance

R

sphere radius

r

sphere radius

s

light path continuation probability

si

sampling technique selection probability

t

ray parameter

w

scattering density

w0

inverse scattering density

wi

scattering density of sampling technique i
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