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Abstract

This dissertation aims at investigating the capabilities of traffic character-
isation techniques in a number of research and real-life applications. From
the sizable research areas in this field, this work addresses the measurement-
based construction of traffic models, the creation of measurement-based re-
source requirement estimators, their applications in node level measurement-
based admission control and network performance management, and the
development of architectures for traffic generator tools specialised for the
verification of measurement-based traffic characterisation techniques. The
first area of study is an empirical stochastic network operating system model
that provides a solution for simulation-based studies requiring high statis-
tical accuracy on the packet level. The model can interoperate modularly
with all Layer 4 protocols of the TCP/IP protocol stack, with ATM and
Ethernet in Layer 2 and with arbitrary Layer 1 protocols, and it can be
parametrised with a measurement-based procedure. In the second part of
the study, an analytical investigation is carried out to arrive at expressions
for the optimal, direct computation of the equivalent capacity and the buffer
requirement of conversational or streaming voice and video traffic flows. The
results are made part of a general methodology for reformulating earlier net-
work performance estimators into resource requirement estimators. In the
third part of the work, the achieved results are applied in the field of adaptive
network control solutions in the form of a measurement-based CAC scheme
and a network performance management architecture, both based on the
distributed, on-line computation of the novel equivalent capacity estimator.
The fourth part of the work deals with the verification of the proposed so-
lutions through a precision traffic generator architecture which can produce
traffic-model-driven, accurately timed test traffic patterns through the use
of a novel time-shifted precision packet generation process for UNIX-type
operating systems.
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Chapter 1

Introduction

The design methods and the operation practices of today’s telecommuni-
cation networks have been shaped by numerous measurement-based traf-
fic characterisation (MBTC) techniques. Measurements have provided the
foundation of traffic models, which in turn made the dimensioning of net-
work nodes and communication links possible. When deployed, traffic mod-
els need further measurement data in order to align their parameters to the
particular network type and network conditions they are used in. Appropri-
ate traffic models parameterised using measurements taken in live networks
are key in traffic engineering and network capacity extension planning. As a
recent step in the evolution of telecommunications, network control applica-
tions have as well started to rely on real-time measurements so as to incor-
porate information on the momentary operational state of the network into
network control decisions. The measurement of link utilisation, round trip
delay, jitter, and packet loss is quickly becoming commonplace in many con-
temporary adaptive network control systems. This dissertation investigates
measurement-based traffic characterisation techniques in the field of traffic
modelling, adaptive network control based on network performance and re-
source requirement estimation and in the verification of these solutions. In
the following, a high-level overview is given on the topic of measurement-
based traffic characterisation, that will later help position the contributions
of this dissertation in this vast research area.

1.1 Traffic Characterisation Methods

The term traffic characterisation encompasses a number of methods tai-
lored to represent all or a selected set of traffic properties. The diversity in
traffic characterisation methods has been fostered by different applications.
The analytical analysis of a specific traffic type in a queuing system neces-
sitates the construction of traffic models capturing the complete statistical
behaviour of the traffic, while for an adaptive network control system it may

1



2 CHAPTER 1. INTRODUCTION

suffice to present a metric describing one aspect of the traffic or the network,
such as the expected packet loss or the bandwidth requirement of the traf-
fic. Consequently, traffic characterisation is typically conducted according
to three main approaches. In the first approach, traffic models are built to
reproduce the measured characteristics of real traffic in full statistical detail
on the selected abstraction level, with the focus only on the traffic isolated
from the specific network context. In the second approach, the focus of in-
vestigation is directed on the performance aspects created by the traffic in
network nodes and network paths. The third approach deals with the traffic
itself again, but this time in a specific network context, in which resource
requirement estimators are computed that represent a selected property of
network traffic in the presence of performance constraints.

Depending on the motive behind traffic characterisation, either of these
three approaches or their combinations can be used to deliver information
about the behaviour of the traffic in the network.

1.1.1 Traffic Models

Traffic models are the mathematical description of the behaviour of real traf-
fic on a selected abstraction level. These models reproduce the measured
characteristics of real traffic to a very large extent on a specific abstraction
level, making it possible to investigate analytically or in a simulated envi-
ronment behaviours that would by other means be prohibitively complex.
The goal of traffic modelling is to grasp the full statistical behaviour of data
sources and network components on a given abstraction level by providing
an algorithmic or statistical description of the traffic, as much generalised
as possible.

This approach was successfully applied to telephony traffic in circuit-
switched networks. Based on observations of telephony traffic, Erlang has
created models of circuit-switched connections, and based on these models
formulae were derived for dimensioning the size of Public Switched Tele-
phone Network (PSTN) exchanges and the capacity of the links between
them. In circuit-switched networks the dimensioning can entirely be done
by relying on traffic models only, as there is a satisfactory fit between the
model and reality.

Similarly, efforts have been made in the field of packet-switched traffic to
create models that describe the various traffic types in the network. Traffic
in packet-switched networks is, though, more difficult to characterise, as it
also carries more complex traffic types than voice. Successes in developing
comprehensive models of packet-switched traffic [1], [2] were mainly achieved
in the field of conversational voice and streaming voice/video traffic, as these
have an intrinsic traffic pattern that is unaffected by network conditions.
Elastic or adaptive traffic is on the other hand more difficult to grasp as
the properties of this traffic type are dependent both on the content to be
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transmitted and on the conditions inside the network (available bandwidth,
momentary delay, and loss).

In all of the above circumstances measurements provide the foundation
of the modelling work and they serve as the reference, which the created
traffic models are compared to.

1.1.2 Network Performance Estimators

Network performance estimators are expressions describing the expected
behaviour of a communications link or network segment when loaded with
traffic of known statistical properties. The behaviour is generally described
in terms of the rate overflow probability, packet loss, delay, and delay varia-
tion. In order to compute these performance metrics, network performance
estimators have to incorporate knowledge of the attributes of the node or
network path that carries the traffic, such as the service capacity of com-
munications links and the available buffer space. The properties of network
traffic is also an input to these estimators. This information can be pro-
vided either by appropriately parameterised traffic models or by measure-
ment samples of real traffic. Expressions developed so far in the field of
network performance estimators are typically derived from the tail distribu-
tion of the arrival rate process or that of the queue length process.

1.1.3 Resource Requirement Estimators

Resource requirement estimators are expressions representing a selected
property of the traffic in a particular queuing system, instead of the context-
free, generic statistical or algorithmic characterisation traffic models pro-
vide. These estimators also incorporate information about the queuing sys-
tem serving the traffic, such as the service capacity and buffer size, but
in addition to these, they also need the targeted network performance as
input, typically specified as a loss or delay criterion. Thus resource re-
quirement estimators predict the requirements of network traffic if it is to
pass a specific network device while complying to a predetermined perfor-
mance constraint. This is in sharp contrast to generic traffic models that
are context-independent.

Resource requirement estimators were brought to existence driven by
the special needs of adaptive network control systems, which require ready-
to-use performance metrics instead of an abstract and detailed statistical
characterisation of the traffic. Traditionally, resource requirement estima-
tors (and also network performance estimators) were derived from traffic
models and expressions describing the operation of the queuing system im-
plemented in network nodes. Yet, this method is ineffective as traffic models
assume detailed a-priori knowledge of the traffic sources that is typically
not available in live networks, and the frequently complicated traffic mod-
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els make the estimators grow too complex to operate in real-time. Hence,
recent research has been focusing on techniques that deliver resource re-
quirement estimators that skip the traffic modelling phase and extract the
necessary statistical information about the traffic from measurements. The
resulting new generation of resource requirement estimators need no or only
very limited a-priori knowledge of the traffic (such as the first moment of
the arrival process) and have more favourable computational properties that
make them suitable for real-time operation.

1.2 Traffic Characterisation Applied

In course of the evolution of telecommunication systems, control systems
have become increasingly automated by incorporating more and more infor-
mation in a gradually more complex decision process. The network design
practice and the control systems deployed in packet switched networks broke
up with the traditional static, configuration-based rules typically used in
circuit-switched telephony networks and have become automated in a grow-
ing number of areas. As control systems embarked on using measurements,
the requirements of these systems have steered the creation of sophisticated
measurement-based traffic characterisation techniques.

In general, adaptive control systems utilising measurement-based traf-
fic characterisation techniques can be categorised according to four main
aspects.

1. Sample acquisition and decision method

• offline: the measurement procedure, the traffic characterisation
process and the application of the results are performed in three
different points in time;

• online: measurements are taken and traffic characterisation is
performed simultaneously in real time, which influence network
control decisions instantly.

2. Decision strategy

• distributed: individual network nodes have the mandate of per-
forming traffic characterisation and making control decisions of
local scope;

• centralised: traffic characterisation results are transferred to a
central network control centre where network-wide decisions are
made.

3. Scope of measurements

• link-based: the measurements and the traffic characterisation
process is concerned with a single link in the network;
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• path-based: the measurements and the traffic characterisation
process analyse the performance of a series of links, in most cases
between two edge nodes.

4. Measurement method

• passive: traffic characterisation is done through the analysis of
regular (live) traffic in a non-intrusive manner;

• active: traffic characterisation and performance evaluation is car-
ried out by transmitting (test) traffic in the network and analysing
the distortions introduced by the network.

Figure 1.1 classifies current adaptive network control system types ac-
cording to the first three aspect outlined above.
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Figure 1.1: Classification of measurement-based adaptive control systems

The traditional way of processing measurement data stemming from
telecommunication systems is done in an offline manner. The collected data
is used to construct new traffic models or to parameterise existing traffic
models. With this at hand, the performance analysis of the network can be
carried out analytically or in a simulated environment. The result of the
analysis is then fed back to the network in the form of node or network
reconfiguration or network capacity extension. According to this practice,
many network operators today collect link utilisation information in their
network and feed this input to offline traffic engineering tools. These tools
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then have the necessary network-wide information to either adjust the rout-
ing cost of the network links in case of pure Internet Protocol (IP) based
networks or to reroute Label Switched Paths in networks using Multiproto-
col Label Switching (MPLS). The planning of network capacity extension is
conducted in a similar manner using measurement-based offline tools.

Recent advances in the area of network processors and embedded net-
work operating systems have made it possible to perform measurements
continuously in network devices and use this information on-line in network
control decisions either locally or in a centralised network management sys-
tem. As the first step, network devices can measure the traffic flows passing
through their links and compute network performance estimators and re-
source requirement estimators locally within a node in the form of packet
loss probability, bandwidth requirement or buffer requirement. The network
nodes can then use this information in resource management and/or con-
nection admission control decisions (node Measurement-Based Admission
Control, MBAC). In Quality of Service (QoS) architectures where nodes in-
side the core network do not perform connection admission control (such
as in the Differentiated Services, DS, framework), the computed bandwidth
and buffer requirement figures can be channelled to a central entity, the
bandwidth broker, that coordinates the resource reservations throughout a
DS domain and negotiates transit traffic permissions with other DS domains.

A further step in enhancing the quality of network performance measure-
ments is the extension of the scope of measurements from local link-based
scope to path-based scope, which reveals the flow structure and the inter-
node traffic requirements. Even when used in networks built on distributed
QoS control architectures, this measurement strategy makes it sufficient that
nodes at the edge of the network provide the MBAC function. The end-to-
end (or edge-to-edge) scope of measurements conducted over network paths
between pairs of edge nodes allow for a new end-to-end MBAC scheme.
Here, admission control and/or route selection decisions are based on end-
to-end path-based network performance estimators such as measured packet
loss, round-trip delay, jitter, or a combination of these [P1], [P2]. The sam-
ple acquisition process feeding measurement data into network performance
estimators is generally passive or non-intrusive, that is, the necessary perfor-
mance data is extracted from regular live traffic (e.g. from plain measured
packet arrival timestamps or from the Real Time Protocol, RTP, header of
voice packets in IP networks). A promising alternative strategy still under
research is the emission of test packets into the network either on a single
packet basis or using packet trains, commonly referred to as active prob-
ing. Though the measurement strategy is intrusive, the measurement of the
change in the statistical properties of the test traffic pattern reveals a more
detailed characterisation of the network path. The information on traffic
characteristics, obtained either by passive or active measurements, can also
be collected in a centralised network control system, such as a traffic engi-
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neering tool. Since this information is available online, traffic engineering
can be performed dynamically, relying on similar tools to the offline variant.
In order to automate network performance management entirely, an addi-
tional tool is needed that reconfigures the managed network elements based
on the output of the dynamic traffic engineering tool.

1.3 QoS Deployment in the Internet

The majority of Internet based applications today offer a best-effort type
of service. The deployment of QoS mechanisms shows a very varied picture
across the globe. In most network installations the network nodes support
some form of service differentiation. This can range from simple priority
queues supporting the separation of traffic aggregates in the Differentiated
Services framework of IETF, to an array of complex functions ranging from
advanced packet scheduling to high level network-wide signaling protocols
such as the ones defined by 3GPP and TISPAN for the IP Multimedia
Subsystem (IMS). The coordination of all these mechanisms to ensure end-
to-end service quality guarantees is the real challenge. In the rest of this
section some QoS solutions are described that have successfully addressed
this problem and have been deployed.

1.3.1 Wireless Packet Networks

The current QoS architecture of wireless IP networks is a blend of two
QoS approaches: the IETF QoS development for fixed IP networks, and the
3GPP QoS architecture designed for efficient bandwidth utilisation of scarce
radio recourses.

The forwarding of IP packets over the IP backbone network is controlled
by the DiffServ mechanisms and MPLS. The IETF DiffServ protocol is de-
signed to achieve a coarse and simple way to categorise and prioritise network
traffic aggregates. It minimises delay and jitter, and provides the highest
level of aggregate quality of service. Furthermore, the IETF MPLS proto-
col provides traffic engineering functionality, as well as fast packet routing
and protection switching. In addition, admission control and traffic policing
in the core network nodes protects the core network, the WCDMA Radio
Access Network (RAN) and the GSM RAN from excessive traffic to avoid
possible congestion.

In the GSM/WCDMA network the end-to-end QoS handling for packet
switched and IP multimedia services is initiated by the application in the
mobile terminal. The parameters of the WCDMA/GPRS bearer service re-
quested by the terminal are mapped over the WCDMA RAN, GSM RAN
and IP backbone network. It is the RAN control functions that are respon-
sible for negotiation and allocation of packet channel with appropriate QoS
over the radio interface. Several flows are supported for the MT having
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only one end-user IP address. The flows are differentiated at the IP level by
classification (and possibly filtering) of the IP traffic into several different
WCDMA/GPRS end-user flows having different QoS characteristics. Clas-
sification and filtering are done in the mobile terminal and in the GGSN. For
scalability reasons the QoS is controlled on aggregated flows (each aggregat-
ing flow consists of several user flows). This may be done using DiffServ
where the packets are forwarded in the IP routers based on the DSCP. Diff-
Serv is preferably used together with MPLS for control of QoS in the IP
backbone network. By using policing and admission control when setting
up a PDP context in the GGSN it is also possible to control the volume of
the traffic entering the IP backbone network.

During the activation of the PDP context the end-user sends request
for QoS profile to be used during the data transfer. The requested QoS
profile represents the application requirements in terms of delay, packet loss,
bandwidth, traffic priority, etc. The QoS profile is checked in the SGSN
against the subscribed QoS profile. In addition, the QoS profile is checked
against traffic load in the network including the internal SGSN and GGSN
load. The result of this is the negotiated QoS profile which represents the
minimum of the subscribed QoS profile and the available network resources.

1.3.2 Wireline Networks

The roll-out of an IPTV service is one of the biggest opportunities and
challenges for an operator today. The operator goal is to get additional rev-
enues, reduced churn and growing market shares by offering IPTV services
as part of a multi play service strategy. The challenge is to secure that the
broadband infrastructure is capable of delivering IPTV services. The IPTV
service is putting a complete new set of requirements on the broadband ac-
cess and metro-ethernet transport network in terms of QoS, delay-variation,
security and capacity. Furthermore, the analysis, design and roll-out of an
IPTV enabled network infrastructure require thorough analysis, competence
and resources.

Picture quality is directly impacted by following parameters:

• Packet loss: Packet loss occurs as a result of congestions in network
nodes or bit errors in transmission media.

• Packet delay: Packets can take different routes and arrive out of order
at set-top box (STB). If the packets arrive too late, then those packets
are discarded by the STB.

• Packet jitter: Excessive jitter in the network can overwhelm the buffer
in the set top box and result in packet drops.

The following QoS mechanisms must be supported by underlying IPTV
infrastructure:
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• Traffic differentiation/separation. The DSLAM/BRAS/MSER should
support various traffic marking techniques like DSCP, IEEE 802.1p-
bits etc. to differentiate between high priority traffic like VoIP/IPTV
and low priority traffic like web browsing and e-mail.

• Active queue management. These techniques enable operators to ran-
domly discard packets from the queue according to a preconfigured
value rather than at the tail end of the queue. This more subtle dis-
card approach avoids impacting several flows at once. Most commonly
used algorithms are Random Early Detection (RED) and Weighted
Random Early Detection (WRED).

• Policing/traffic shaping/rate limiting on per subscriber and session
level.

• Scheduling is one of the most critical elements in the QoS architecture.
After the traffic has been classified (marked) and distributed among
several queues, it is the responsibility of scheduler to ensure that the
Per Hop Behaviours (PHBs) are maintained. The IPTV infrastruc-
ture (DSLAM and BRAS/MSER) must support advanced scheduling
mechanisms to minimize jitter, delay and loss of video packets. Some
of the required algorithms are Deficit Round Robin (DRR), Weighted
Round Robin (WRR). Advanced scheduling mechanisms are required
to apportion bandwidth between queues within a single subscriber ses-
sion in a triple or multi-play environment.

• Admission control. The IGMP White List functionality when imple-
mented inside the IP DSLAM allows the operator to specify content
differentiated services to be filtered in the IP DSLAM. The white list
is end-user specific and is used to validate end-user IGMP reports
(join requests). It can be updated with definitions of allowed multi-
cast group addresses and address ranges, and with information about
the VLAN, in which the multicast group is available.

One approach to solve network congestion caused by video-on-demand
(VoD) kind of IPTV applications is to use application intelligence to deny
a new subscriber’s VoD request when the network is operating at full ca-
pacity, to prevent congestion in the first place. This solution affects only
this one subscriber by delaying the request until sufficient bandwidth be-
comes available and simultaneously retains the viewing experience for all
those that were subscribed to the service. In this solution the video dis-
tribution network elements to communicate directly with the VoD server
and perform video Call Admission Control (CAC) to prevent network con-
gestion associated with admitting too many video streams. This integrated
admission control solution is designed primarily for VoD services and in-



10 CHAPTER 1. INTRODUCTION

teroperates with complex network topologies that have redundant and load
sharing paths in the transport layer of the network.

1.4 Verification of Measurement-Based Traffic

Characterisation Techniques

The proliferation of adaptive network control systems have accelerated the
transfer of measurement-based traffic characterisation techniques from re-
search testbeds into real-life applications, which applies in particular to net-
work performance estimators and resource requirement estimators. At the
same time, this process has increased the importance of the verification of
the correct operation of these estimators, their robustness against sources
of errors that can be kept under control in research testbeds but not in
networking products deployed in live networks.

The first and foremost task of the verification is to warrant that the
traffic characterisation expression or algorithm provides an accurate, undis-
torted estimate of the quantity it was designed to measure (e.g. bandwidth
requirement, buffer overflow probability, or delay). The second task dur-
ing verification is the survey of the sensibility of the estimator to different
sources of errors stemming from distorted statistical estimators or inaccurate
sampling.

The verification of the accuracy of traffic characterisation algorithms is
most commonly carried out by feeding the measured link with traffic of pre-
determined statistical properties. For certain traffic patterns, such as those
generated by Markov modulated ON-OFF sources, the traffic characterisa-
tion can be performed analytically, yielding closed-form solutions. Provided
that the test traffic realises such a pattern, the measured estimate can be
compared to the result of the analytical computation. The primary pitfall
that needs to be avoided is the inaccurate realisation of the test traffic pat-
tern. If the timing of the test packets deviates from the theoretical values,
no firm conclusion can be given on the accuracy of the algorithm.

For the reasons above, the implementation of any traffic characterisation
technique needs to be meticulously investigated with high precision traffic
generators prior to deployment in networking products.

1.5 Research Objectives

This dissertation aims at investigating the capabilities of traffic charac-
terisation techniques in a number of research and real-life applications.
From the sizable research areas outlined in the introduction, this work ad-
dresses the measurement-based construction of traffic models, the creation
of measurement-based resource requirement estimators, their applications in
node MBAC and network performance management, and the development
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of architectures for traffic generator tools specialised for the verification of
measurement-based traffic characterisation techniques.

In the field of traffic modelling, a partly unexplored area is the detailed
packet-level modelling of traffic sources in network simulators, down to the
extent that the statistical properties of simulated traffic patterns match
those of measured traffic traces recorded under similar network conditions.
Often, experiments in network simulators are capable of reproducing long-
term traffic characteristics, such as throughput or overall packet loss, but fail
to recreate subtle fluctuations in the traffic on the burst or packet levels. As
described earlier, elastic datacommunications traffic is one peculiar example
of the case where precise analytical modelling has proven to be too complex.
For this reason, network simulators are in most cases equipped with the full
implementation of the concerned protocol state machines, instead of only
models of the protocols in the protocol stack. Yet, in real network devices the
generated traffic pattern is not shaped only by the protocols state machines
alone. In order to realise the exact behaviour of real sources, some modelling
is needed in the non-adaptive part of the model to describe the behaviour of
the network operating system hosting the adaptive protocol implementation.
Chapter 2 sets the goal to construct a measurement-based network operating
system model, which extends the protocol state machines with the necessary
stochastic behaviour observed in real hosts to create realistic traffic patterns
in simulated networks.

The needs of adaptive network control systems have significantly changed
the requirements placed on measurement-based traffic characterisation tech-
niques. The straightforward interpretation and ease of use associated with
the metrics provided by resource requirement estimators have placed this
traffic characterisation technique into the spotlight. The need for a new
generation of resource requirement estimators has emerged that provide ex-
pressions for the direct computation of the bandwidth requirement and the
buffer requirement of traffic flows in the presence of QoS constraints, and
all of these in a computationally favourable form. In an attempt to address
these requirements, Chapter 3 defines the direct form of the bandwidth
requirement and of the buffer requirement, provides a general methodol-
ogy for reformulating earlier overflow probability estimators into the new
direct form. Methods are introduced in Chapter 3 on the way to exploit
the advantages provided by the novel resource requirement estimators in
the implementation of adaptive network control systems. Here, the goal
is the engineering of a node MBAC solution that benefits from the QoS-
constraint-aware information provided by a measurement-based bandwidth
requirement estimator, which at the same time can also meet the strict tim-
ing constraints placed by the real application on the computation process.
The scope of the investigations on the applicability of resource requirement
estimators also extends to a network performance management scheme that
employs the centralised decision strategy.
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Traffic generator tools play a key role in the verification of measurement-
based traffic characterisation techniques and adaptive network control sys-
tems built on top of these techniques. The requirements on such tools in
the verification process are more stringent in case the system under test is a
measurement-based traffic characterisation algorithm. Besides the high pre-
cision of the packet transmission process conventionally expected from the
tool, it has to support packet generation governed by sophisticated traffic
models both on the call and the packet levels. In all test organisations, but
especially in research testbeds, the cost of the tool is also a key factor, which
raises the value of low-cost workstation or PC-based traffic generator tools.
Chapter 4 introduces the key architectural elements that workstation-based
traffic generator tools need to implement in order to meet the technical
requirements outlined above.



Chapter 2

Network Operating System

Model

The packet level analysis of high-speed local area and access networks by
means of simulation requires an accurate model for traffic sources. This
chapter presents an empirical model of the network operating system found
in Internet hosts. The proposed model, in conjunction with a transmis-
sion control protocol (TCP) state machine implementation, can be used to
simulate datacom traffic sources in Asynchronous Transfer Mode (ATM) or
Ethernet based local area networks (LANs) and access networks. The model
is derived in a measurement-based manner from traffic traces recorded in
an ATM Local Area Network (LAN). The resulting model captures the
behaviour of the network operating system in a general, physical-layer-
independent expression, hence the model is applicable to Ethernet-based
networks as well. Simulated traffic generated by the proposed model has
roughly the same properties as those observed in real traffic, even on the
time scale of milliseconds. This makes it suitable for use in the analysis of
various scheduling and congestion management algorithms.

2.1 Problem Statement

The analysis of packet-level control mechanisms, such as flow and congestion
control, is often carried out in network simulators as these tools offer an un-
matched level of control in almost all aspects of the investigation. Yet, the
validity and the plausibility of the conclusions derived using this research
method largely depends on the accuracy of the simulated network devices
and protocols. In many simulation studies, the results revealed that the
traffic pattern generated by protocol implementations in simulated commu-
nications hosts does not exhibit all the characteristics that traces of real
traffic possess. Hence, additional models are needed that close the gap be-
tween simulations and reality as a complement to raw protocol state machine

13
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implementations.
Observations indicate that in local area networks and access networks

the bottleneck is often located in the communicating computers, not in the
network itself [3]. Thus the characteristics of the traffic are primarily deter-
mined by the source. In IP networks, the properties of the generated traffic
using the reliable transport service are mainly determined by TCP’s flow
control, but the resulting traffic pattern is further influenced by the inter-
action of several limiting factors inside the communicating host. The main
contributors to the latter are processor and operating system performance,
scheduling contentions and socket buffer copy rules. These performance
limitations are often not modelled in simulated traffic sources. This simpli-
fication is acceptable in some cases, but it can lead to incorrect simulation
results. The performance analysis of ATM based LANs and the investiga-
tion of the impact of traffic management algorithms on TCP performance
are both examples of environments where the inclusion of these details is
necessary for correct results.

The most widespread transport protocol that needs a further comple-
ment in simulations in the form of a network operating system model is
the transmission control protocol. The short-time-scale dynamics of TCP is
heavily influenced by the network operating system that hosts the protocol.
The analysis of TCP behaviour in high-speed networks have been on the
research agenda for a number of years. The TCP protocol has proven its
ability to provide a reliable and efficient transport service over numerous
packet-switched networks. However, the worldwide deployment of networks
built on high-speed transmission techniques (ATM and Packet Over SONET
– POS – from STM-1 to STM-64 speeds; Gigabit Ethernet) presents a new
challenge. The flow- and congestion control mechanisms of TCP do not
work well in networks with a high bandwidth-delay product. The analysis
of TCP in this environment has resulted in a number of proposals introduc-
ing enhanced versions of the protocol [4].

One of the first high speed networking environments in which TCP ex-
hibited poor performance was ATM. Since ATM unites traditional telecom-
munications with datacommunications, it must simultaneously carry con-
nections with diverse requirements. In order to fulfil this task, traffic man-
agement in ATM is significantly different from those in conventional packet-
switched networks. The interaction between TCP flow control and ATM
traffic management can be analysed most efficiently by means of simulation.
However the credibility of simulation results largely depends on the precision
of the traffic model used.

In the remainder of this chapter, an empirical model of network operating
systems is developed, which describes the network-independent performance
limitations of the communicating hosts. Instead of modelling each limiting
factor individually, the proposed model attempts to capture the aggregate
effect of these factors. The model is based on the statistical analysis of



2.2. RELATED WORK 15

traffic traces recorded in the network to be modelled. The model aims at
capturing some of the key statistical properties of TCP traffic sources in an
ATM LAN, both on the short and long timescales.

2.2 Related Work

The construction of a traffic source (network host) model for simulators
involves two initial decisions. First, the level of detail has to be decided, in
which the used protocols themselves are to be modelled. In the investigated
context, this decision determines the level of detail which TCP is modelled
on. In the second step a decision has to be made to which extent the model
shall describe the performance limitations imposed by the hardware and
software of the communicating host. The following paragraphs provide an
overview of different modelling approaches published so far, in particular
from the perspective of their ability to deliver high-precision analysis results
both on long and short time scales.

2.2.1 TCP models

The modelling of the behaviour of the transmission control protocol in a
simulator can be performed according to three approaches: analytical model-
based, algorithmic (implementation-based) and trace-based.

The main macroscopic characteristics of the traffic generated by TCP
can be captured in an analytical manner [5], [6], [7]. The obtained analyt-
ical formula can be used in simulations for traffic generation. Macroscopic
parameters like throughput is expected to match figures measured in real
networks, but only in simple network configurations. The advantage of im-
plementation easiness is considerably faded by the model’s inability to adapt
to changing network conditions.

A natural choice is the implementation of the investigated protocol in the
simulated environment. At the cost of increased simulator complexity, all
nuances of TCP’s behaviour can be replicated in the simulated environment
[8].

Generating traffic from recorded traces is the third option for increasing
the precision of simulations [9]. This method delivers highly precise results
as long as network conditions in the simulated network do not differ sig-
nificantly from the network where the traces were recorded. An inherent
limitation is that adaptive traffic, such as the one generated by TCP, is not
well represented by traces. Further, the length of the trace confines the
duration of the simulated connection.
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2.2.2 Host models

As it was already described in the problem statement, having a simulation
model for TCP is often not enough for high-precision analysis. An exception
to this is the use of a trace-based TCP model, which already contains the
host-specific traffic patterns.

The interaction of the numerous performance limiting factors is very
difficult to capture with analytic methods. The Poisson assumption or uni-
form packet/cell spacing commonly used to describe the forwarding-plane
traffic can lead to overly optimistic performance predictions, especially for
the packet or cell loss probability.

A detailed model of hardware and software limitations can be built if suf-
ficient information is available about the system to be modelled. Low-level
structural or behavioural models [10] deliver extremely precise simulation re-
sults, but the necessary details of the system is usually not available to the
research community. The approach also produces complex models, which
limit the maximal size of the simulated network.

A less demanding method is the construction of an empirical model by
the analysis of measured traffic traces. Such a model can reach sufficient
precision and requires only minimal information about the modelled system.
Here the main difficulty lies in the separation of the characteristics of the
applied protocol and those of the communicating host.

The model introduced in this chapter is based on a full TCP implementa-
tion extended with an empirical host-model built up by measurement-based
traffic analysis.

2.3 Inspected Environment

The measurements and simulations described in this chapter examine an
ATM LAN constituted by two Sun workstations attached to a network of
four ATM switches (Fig. 2.1). Both workstations were equipped with ATM
cards, which linked the hosts to ATM access switches. A ’backbone’ network
consisting of two core ATM switches interconnected the two access switches.
In order to isolate the effect of the performance limiting factors from the
randomness of traffic generated by the source application, a single TCP
connection was studied that was fed by a greedy data source. In this lossless
environment the flow control in TCP quickly reaches a stable state, thus the
irregularities in the output traffic pattern can be attributed to the limiting
factors in the host.

The introduced model was created in a measure-and-model approach.
Initially, measurement data was collected for the modelling step by record-
ing traces of cell level traffic between the two core switches. During these
measurements, the network placed no constraints on the bandwidth of the
connection. In the verification phase, the model was first tested in the same
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Figure 2.1: The studied network configuration

environment where it was created, while in the subsequent experiments the
ATM connection carrying the TCP traffic was subjected to usage parameter
control (UPC). The simulations were performed in the PlasmaIP environ-
ment [11][8]. Plasma is a network performance analysis tool, which inte-
grates network simulation, analytical evaluation and optimisation methods
in a uniform system. It was developed in the Traffic Analysis and Network
Performance Laboratory at Ericsson Hungary.

2.4 Construction of the Network Operating Sys-

tem Model

The proposed network operating system model [J3], [C3] was created with
the intention to supplement the TCP/IP protocol stack implementation in
the simulator with the randomness of the packet transmission process of
a real host. The developed composite traffic source creates lifelike traffic
patterns in a simulated environment and hence allows the investigation of
the dynamics of TCP in greater detail than possible with measurements.
Further, having a model that produces traffic patterns with similar proper-
ties to those encountered in measurements makes it possible to investigate
complex network configurations and test new traffic management algorithms
under conditions similar to real networks.

As a complement to the full implementation of the TCP protocol, the
proposed network operating system model describes the internal perfor-
mance limitations of communicating computers. Since the factors deter-
mining the source behaviour are unmanageable with theoretical models, the
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Figure 2.2: Placement of the network operating system model in the protocol
stack

model was constructed by the statistical analysis of traffic traces. The in-
troduced model aggregates the effect of all operating system related perfor-
mance limiting factors into a single algorithm which describes the behaviour
of one host in the network. The algorithm influences the time spent with
processing between two successive packet transmissions, which is referred
to as inter-packet gap and inter-packet time in the rest of the document.
The host model is placed in the protocol stack of the simulator as a layer
between the IP and the data link layer protocol. In the reference scenario of
the ATM LAN, the latter means the ATM adaptation layer 5 (AAL5). The
analysis of AAL5 inter frame times revealed that the randomness is only
present on the frame level as all cells belonging to the same AAL5 frame are
transmitted at the line rate in a deterministic manner. Though this method
implies that the proposed model has to be parametrised for each source (or
source class), the advantages of accuracy outweigh the initial extra work.

The next subsections introduce two variants of the constructed network
operating system model. The accuracy of the model is refined step by step
up to the final formulae, which are given in subsection 2.4.2.

2.4.1 Deterministic Model

A simple and straightforward way of modelling the bottleneck inside a source
is a large buffer serviced at a constant rate. This buffer receives packets from
the TCP/IP protocol stack and adds a packet-length dependent delay prior
to forwarding each packet. Thus the service rate of the buffer limits the
achievable peak rate of the source. However it does not reflect the property
of real networks, where the experienced delay does not solely depend on the
length of the packet. The service rate can be adjusted so that simulated
throughput matches reality, but it is only possible if all packets have the
same length.

In order to produce results, which match measurements from real net-
works for arbitrary packet lengths, the model have to be extended with
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a second component. This accounts for a fixed delay to be added before
passing on a packet:

d = dpacket + ldbit . (2.1)

The delay components in (2.1) can be interpreted as each packet is de-
layed with a constant packetisation delay (dpacket) and a transmission delay
(lpacketdbit) that is dependent on the length of the packet (lpacket). Several
measurements and a similar conclusion in [3] support the assumption of
linearity of the introduced delay in terms of packet length. This way the
achievable peak rate of the source becomes limited by the host itself, not
only by the network.

The model can be calibrated by performing two measurements (in the
network to be simulated) using two different packet lengths. The delay
parameters are determined by starting out from the following formula:

R =
luser unit

dpacket + lpacketdbit
. (2.2)

This formula gives an estimate of the long-term application-level throughput
R by dividing the size of the data unit to be transferred by the amount
of time required for transmission. In (2.2), luser unit is the length of user
data unit prior to reaching the transport protocol (i.e. the TCP maximum
segment size in this case) and lpacket is the length of the packet with all the
overheads added (e.g. IP maximum transmission unit, usually luser unit + 40
bytes, assuming the use of TCP and no IP options). The assumption of
linearity in (2.1) makes two measurements sufficient for the parametrisation
of this model. Having obtained R1 for packet length lpacket1 and R2 for
packets of length lpacket2 6= lpacket1 , the delay parameters dpacket and dbit can
be expressed in the following form:

dpacket =
−R2lpacket2 luser unit1 + R1lpacket1 luser unit2

R1R2(lpacket1 − lpacket2)
, and (2.3)

dbit =
R2luser unit1 − R1luser unit2

R1R2(lpacket1 − lpacket2)
. (2.4)

The use of this model yields a satisfactory fit between simulated and
measured TCP behaviour in terms of throughput. However a comparison
of traffic traces from simulations and measurements shows that simulated
traffic is far too regular and is missing the significant dynamics found in real
traffic on the millisecond time scale. While this model already describes
the performance limitations of a source to an extent sufficient for many
applications, it is still not precise enough for the analysis of flow control,
congestion control, scheduling and buffer management algorithms. In the
next subsection this deterministic model is further refined with the require-
ment that simulated traffic should resemble real traffic even on the time
scale of packets and cells.
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Figure 2.4: Autocorrelation func-
tion of inter-frame times

2.4.2 Stochastic Model

It is possible to introduce stochastic behaviour in the model developed in
subsection 2.4.1, while still keeping the formula for the introduced delay in
the form of (2.1). This is achieved by the analysis of traffic traces recorded
on the AAL5 segment level. By subtracting the transmission time of each
AAL5 segment (i.e. IP packet) from the interarrival times, the packetisation
process can be extracted from a traffic trace (referred to as inter-frame
times). Based on the analysis of inter-frame times, the assumption is made
that the packetisation process is not deterministic: it takes a random amount
of time for each packet (AAL5 segment), depending on the current state of
the computer. The refined model of dpacket introduced in this subsection
was built up by the analysis of series of such inter-packet times.

The trace file used here in the construction of the model contains AAL5
frame level (equivalent to TCP segment level) inter-frame times from a
greedy TCP connection. The measured throughput at the application layer
was 118.5 Mbps, which corresponds to 131.8 Mbps at the ATM layer. The
maximum transmission unit (MTU) parameter of the IP interfaces was set
to 9180 bytes.

In Figure 2.3 the inter-frame times belonging to the arriving frames are
plotted with linear scale on both axes. It is apparent from the plot that
there are some outstanding inter-frame times among the samples, which
occur periodically. These delays, which are in the order of milliseconds,
separate large bursts in the traffic.

The periodicity of the process can be clearly seen on the autocorrelation
function of the samples in Figure 2.4: the period is 63 frames. It is important
to note that there is no repeating pattern among the samples, the autocor-
relation function only indicates the periodic occurrence of single, large delay
values.
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The same data plotted on a logarithmic time scale on the vertical axis
(Fig. 2.5) reveals another important property of the packetisation process –
the samples can be separated into three distinct categories:

• big values, which have small variance and occur periodically (period
is 63 frames);

• medium values, which have large variance and arrive periodically (pe-
riod is 4 frames);

• small values, which are non-periodic and are concentrated in a well
definable interval.

The same layered structure can be detected in traffic traces recorded in
ATM and Ethernet networks. This supports, on the one hand, the proposi-
tion that the properties of the traffic are mainly determined by the source
hosts in local area networks and in high-speed backbones, and on the other
hand, that this effect is independent of the type of the underlying packet-
switching technology.

Though it is not apparent from the logarithmic plot, the medium-sized
values also occur periodically. This is unveiled by plotting the autocorre-
lation function of the samples where instances of the large component are
reduced to the range of the small components (Fig. 2.6). The autocorrela-
tion function of the resulting set peaks at a lag of 4 frames. The samples
belonging to the class of small values account for long bursts, in which AAL5
frames (=TCP segments) arrive back-to-back or with just a few idle cells in
between. These samples are not periodic.

The proposed model attempts to reproduce this three-state stochastic
process. The packetisation delay of the ith packet (Dpacketi

) is a random
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variable with a distribution chosen from one of the three states. Formally,

Dpacketi
=





Xi if imodB = 0
Yi if imodM = 0, imod B 6= 0 ,
Zi otherwise

(2.5)

where Xi, Yi and Zi are random variables with cumulant density function
F , G and H respectively, which represent the distributions of the delay in
the three-state packetisation process. The periodicity of samples occurring
in the big and medium packetisation delay categories is given by B and M ,
where B > M .

In order to ensure the stationarity of the resulting stochastic process, a
random start offset is needed taken from a uniformly distributed random
variable S taking integer values from the interval [0, BM − 1]:

D̂packeti
= Dpacketi+N

, S = U(0, BM − 1) . (2.6)

The total delay in this model is then given by the sum of the stochastic
packetisation delay and the deterministic transmission delay. The value of
the latter packet-length-dependent delay component is kept from (2.4).

Di = D̂packeti
+ lpacketi

dbit . (2.7)

The realisation of the stochastic host operating system model defined
in (2.7) can be used in network simulators to create statistically faithful
traffic patterns. Let bi, mi and si be samples of the random delay vari-
ables Xi, Yi and Zi respectively: b1, b2, . . . are independent samples from
distribution F ; m1,m2, . . . are independent samples from distribution G;
and s1, s2, . . . , sM−1, sM+1, . . . , sB−1, sB+1, . . . , sBM−1, sBM+1, . . . are inde-
pendent samples from distribution H. Hence, a sample path di of Di is
given by

dpacketi
=





b i
B

if imod B = 0

m i
M

if imod M = 0, imod B 6= 0 ,

si otherwise

(2.8)

di = dpacketi
+ lpacketi

dbit . (2.9)

Similarly to (2.6), the simulation has to be started with a random value for
i in order to ensure stationarity.

The calibration procedure of this stochastic model consists of two steps.
In the first step, the deterministic part of the model (dbit) needs to be
determined. Identically to the procedure described in Section 2.4.1, two
throughput measurements need to be conducted using two different packet
sizes (lpacket1 6= lpacket2) in a testbed where the source hosts to be modelled
are interconnected by an unloaded high-speed network. The traffic shall be
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generated by an application creating persistent, greedy TCP connections,
such as a file transfer utility using the File Transfer Protocol. The trans-
mission delay can then be computed according to (2.4) from the measured
average throughput values.

In the second step of the calibration procedure, the three-state stochastic
process Dpacketi

is determined. Due to the non-ergodic nature of Dpacketi
,

BM traffic traces need to be taken under similar conditions as the ones for
the computation of dbit, but this time with a packet length matching the one
to be used in the simulator. These traces shall contain the observed arrival
time of IP packets, i.e. if the link layer technology is ATM, packets need to
be reconstructed from the cell stream. First, the packetisation process has
to be extracted from the traces by subtracting the transmission time of each
packet from the the interarrival times.

dpacketi
= di − lpacketi

dbit . (2.10)

This can be done since packets are transmitted at the line rate of the physical
medium regardless of the technology used (e.g. ATM network interface cards
transmit cells belonging to one packet back-to-back, at the line rate).

Assuming that the proposed stochastic model holds, the structure of the
samples in the extracted packetisation process shall be according to (2.8),
which can also be written as

dpacketi
= Ibi

b i
B

+ Imi
m i

M
+ (1 − Ibi

)(1 − Imi
)si , (2.11)

where

Ibi
=

{
1 if imod B = 0
0 if imod B 6= 0

, and (2.12)

Imi
=

{
1 if imod M = 0
0 if imod M 6= 0

. (2.13)

The periodicity parameter B of the category of big packetisation delay
values is established from the autocorrelation function of the packetisation
process (Fig. 2.4).

In order to determine the periodicity of the samples in the medium cat-
egory, the instances of the big values must be reduced to the range of the
medium and small components. This can be achieved by replacing the sam-
ples in the big category with placeholder samples of a value equal to the
average value of the samples in the medium and small categories. The mod-
ified sample set takes the form of

d′packeti
= Ibi

(m + s) + Imi
m i

M
+ (1 − Ibi

)(1 − Imi
)si , (2.14)

where b and m are sample averages of the respective sample subsets corre-
sponding to the first and second states and N is the total number of samples
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Figure 2.7: Quantile-quantile plot of the large samples vs. the fitted normal
distribution

in the trace

m =

⌊
M

N

⌋ ⌊ N
M ⌋∑

k=1

mk , and (2.15)

s =
1

N −
⌊

N
B

⌋
−

⌊
N
M

⌋
N−⌊N

B ⌋−⌊ N
M ⌋∑

k=1

sk (2.16)

It is important that the samples are not deleted but replaced, as it is the
periodicity of the packet arrival process that is of interest. The autocorre-
lation of the modified data set {d′packeti

} reveals the value of the periodicity

parameter M (Fig. 2.6).
Once the periodicity parameters are known, the distribution of the three

layers of the packetisation process can be determined. The strict periodicity
of the samples in the big and the medium categories makes it possible to iso-
late the samples in the trace of the packetisation process into three distinct
data sets representing the three categories: {b i

B
}, {m i

M
} and {si}. The em-

pirical distributions of the samples in the three categories, F , G and H, can
be approximated by parametric distributions. The type of distribution are
determined through the analysis of the empirical cumulative density func-
tion, quantile-quantile plots and statistical tests of the three sample sets.
The acceptance criterion for the distribution fitting is a quantile-quantile
plot that shows a good match. Figure 2.7 depicts the quantile-quantile plot
of the large samples against a normal distribution parametrised by the sam-
ple average and standard deviation, which was deemed a good-enough fit by
the author.
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The final verdict regarding the goodness of the stochastic network oper-
ating system model is, however, measured by its performance target, i.e. how
simulation results using the model compare throughput-wise and packet loss-
wise to the actual measurements performed in the testbeds. Such an analysis
is the subject of Section 2.6.

2.5 Reconstruction of the Correlation Structure

This section demonstrates that the stochastic model of the packetisation
process introduced in Section 2.4.2 produces inter-packet gap times which
have non-zero autocorrelation structure.

2.5.1 Correlation Formulae for a Two State Packetisation

Model

In order to prove that the multi-state model of the packetisation process
reconstructs the correlation structure of inter-packet gap times, it is suffi-
cient to study a two-state model. It is complex enough to demonstrate the
concept, while it keeps the calculations simple.

Di =

{
Yi if imod M = 0,
Zi if imod M 6= 0

(2.17)

D̂i = Di+S , S = U(0,M − 1) (2.18)

Note that the stochastic process defined by (2.17) is non-stationary and non-
ergodic. Stationarity, however, can be ensured by starting the process with
a random offset (2.18) taken from a uniformly distributed random variable
S taking integer values from the interval [0,M − 1].

The covariance of the randomly started D̂ process is defined as

cov
(
D̂0, D̂i

)
= E

[
D̂0D̂i

]
− E

[
D̂0

]
E

[
D̂i

]
. (2.19)

The expectation of the packetisation process is obtained from the weighted
average of the expectation of its constituents

E
[
D̂0

]
= E

[
D̂i

]
=

M − 1

M
E

[
Z0

]
+

1

M
E

[
Y0

]
. (2.20)

The expectation of the joint distribution D̂0D̂i can be computed using the
total probability theorem

E
[
D̂0D̂i

]
= E

[
E

[
D̂0D̂i|N

]]
, (2.21)
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where

E
[
D̂0D̂i|N = n

]
= E

[
D̂0|N = n

]
E

[
D̂i|N = n

]
=

=





E[Z0]E[Z0] if 1 < n < M − 1 and (i + n)modM 6= 0
E[Z0]E[Y0] if 1 < n < M − 1 and (i + n)modM = 0
E[Y0]E[Z0] if n = 0 and (i + n)modM 6= 0
E[Y0]E[Y0] if n = 0 and (i + n)modM = 0

(2.22)

and hence

E
[
D̂0D̂i

]
=

= E[Z0]E[Z0] P [1 < n < M − 1 and (i + n)modM 6= 0] +

+E[Z0]E[Y0] P [1 < n < M − 1 and (i + n)modM = 0] +

+E[Y0]E[Z0] P [n = 0 and (i + n)modM 6= 0] +

+E[Y0]E[Y0] P [n = 0 and (i + n)modM = 0] (2.23)

Note that in (2.22) E
[
D̂0D̂i|N = n

]
= E

[
D̂0|N = n

]
E

[
D̂i|N = n

]
holds

as once the value of the random offset S is known, the random variables
become independent.

Now consider an example where M = 3. The subsequent three sub-
sections demonstrate that the covariance function (2.19) is non-zero for all
values of i.

2.5.2 Lag 1 Covariance Coefficient

Consider the case when i = 1. The covariance can then be written as

cov
(
D̂0, D̂1

)
= E

[
D̂0D̂1

]
− E

[
D̂0

]
E

[
D̂1

]
=

= E
[
D̂0D̂1

]
− E

[
D̂0

]2
. (2.24)

Using (2.22) the joint conditional expectation takes the form of

E
[
D̂0D̂1|N = n

]
=





E[Z0]E[Z0] if N = 1
E[Z0]E[Y0] if N = 2
E[Y0]E[Z0] if N = 0

. (2.25)

The first term in (2.24) can then be computed according to (2.23)

E
[
D̂0D̂1

]
= E[Z0]E[Z0]

1

3
+ E[Z0]E[Y0]

1

3
+ E[Y0]E[Z0]

1

3
=

=
1

3
E[Z0]

2 +
2

3
E[Z0]E[Y0] , (2.26)

while the expectation of the randomly started process becomes

E[D̂0] =
1

3
E[Y0] +

2

3
E[Z0] . (2.27)
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Substituting these results in the formula for covariance gives

cov
(
D̂0, D̂1

)
=

1

3
E[Z0]

2 +
2

3
E[Z0]E[Y0] −

(
1

3
E[Y0] +

2

3
E[Z0]

)2

=

=
2

9
E[Z0]E[Y0] −

1

9
E[Z0]

2 − 1

9
E[Y0]

2 . (2.28)

Unless E[Z0] = E[Y0], the result in (2.28) is non-zero.

2.5.3 Lag 2 Covariance Coefficient

The case of i = 2 can be analysed identically to the line of thought in the
previous section. The covariance can be written as

cov
(
D̂0, D̂2

)
= E

[
D̂0D̂2

]
− E

[
D̂0

]
E

[
D̂2

]
=

= E
[
D̂0D̂2

]
− E

[
D̂0

]2
. (2.29)

The joint conditional expectation in (2.22) becomes

E
[
D̂0D̂2|N = n

]
=





E[Z0]E[Z0] if N = 2
E[Z0]E[Y0] if N = 1
E[Y0]E[Z0] if N = 0

(2.30)

The first term in (2.29) can then be computed according to (2.23)

E
[
D̂0D̂2

]
= E[Z0]E[Z0]

1

3
+ E[Z0]E[Y0]

1

3
+ E[Y0]E[Z0]

1

3
=

=
1

3
E[Z0]

2 +
2

3
E[Z0]E[Y0] . (2.31)

The covariance formula then gives

cov
(
D̂0, D̂2

)
=

1

3
E[Z0]

2 +
2

3
E[Z0]E[Y0] −

(
1

3
E[Y0] +

2

3
E[Z0]

)2

=

=
2

9
E[Z0]E[Y0] −

1

9
E[Z0]

2 − 1

9
E[Y0]

2 . (2.32)

Again, unless E[Z0] = E[Y0], the result in (2.32) is non-zero.

2.5.4 Lag 3 Covariance Coefficient

Now consider the case when i = 3. As previously, the covariance can be
written as

cov
(
D̂0, D̂3

)
= E

[
D̂0D̂3

]
− E

[
D̂0

]
E

[
D̂3

]
=

= E
[
D̂0D̂3

]
− E

[
D̂0

]2
. (2.33)



28 CHAPTER 2. NETWORK OPERATING SYSTEM MODEL

The joint conditional expectation in (2.22) in this case is

E
[
D̂0D̂3

]
=

{
E[Z0]E[Z0] if N = 1, or N = 2
E[Y0]E[Y0] if N = 0

(2.34)

The first term in (2.33) can be computed according to (2.22) as

E
[
D̂0D̂3

]
= E[Z0]E[Z0]

2

3
+ E[Y0]E[Y0]

1

3
=

=
2

3
E[Z0]

2 +
1

3
E[Y0]

2 . (2.35)

The covariance formula then gives

cov
(
D̂0, D̂3

)
=

2

3
E[Z0]

2 +
1

3
E[Y0]

2 −
(

1

3
E[Y0] +

2

3
E[Z0]

)2

=

=
2

9
E[Z0]

2 +
2

9
E[Y0]

2 − 4

9
E[Z0]E[Y0] . (2.36)

Yet again, unless E[Z0] = E[Y0], the result in (2.36) is non-zero.

2.5.5 Numerical Example

A simple numerical example can shed some light on the autocorrelation
structure of the stochastic packetisation delay model. Let us proceed with
the assumption that M = 3, while for all i, E[Yi] = 50, D2[Yi] = 7326 and
E[Zi] = 15, D2[Zi] = 246.

The autocorrelation function requires the knowledge of both the covari-
ance coefficients computed in the previous subsections and the variance of
the packetisation process. The latter is defined as

D2
[
D̂i

]
= E[D̂2

i ] − E[D̂i]
2 . (2.37)

The second term of this expression is known already from (2.20). The first
term can be computed as

E
[
D̂2

i

]
=

M − 1

M
E

[
Z2

0

]
+

1

M
E

[
Y 2

0

]
. (2.38)

The second moments of the random variables Y and Z are given by

E[Y 2
0 ] = D2[Yi] + E[Yi]

2 , and (2.39)

E[Z2
0 ] = D2[Zi] + E[Zi]

2 . (2.40)

Equations (2.37)–(2.40) together make up the variance of the packetisation
process in known terms:

D2
[
D̂i

]
=

M − 1

M

(
D2[Z0] + E[Z0]

2
)

+
1

M

(
D2[Z0] + E[Z0]

2
)
−

−
(

M − 1

M
E

[
Z0

]
+

1

M
E

[
Y0

])2

. (2.41)
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The autocorrelation coefficients take the following values for the first
three lags:

ρ1 =
cov

(
D̂0, D̂1

)
√

D2[D̂0]D2[D̂1]
=

=
2
9E[Z0]E[Y0] − 1

9E[Z0]
2 − 1

9E[Y0]
2

2
3 (D2[Z0] + E[Z0]2) + 1

3 (D2[Z0] + E[Z0]2) −
(

2
3E

[
Z0

]
+ 1

3E
[
Y0

])2 =

= −0.05 ;

ρ2 =
cov

(
D̂0, D̂2

)
√

D2[D̂0]D2[D̂2]
=

=
2
9E[Z0]E[Y0] − 1

9E[Z0]
2 − 1

9E[Y0]
2

2
3 (D2[Z0] + E[Z0]2) + 1

3 (D2[Z0] + E[Z0]2) −
(

2
3E

[
Z0

]
+ 1

3E
[
Y0

])2 =

= −0.05 ;

ρ3 =
cov

(
D̂0, D̂3

)
√

D2[D̂0]D2[D̂3]
=

=
2
9E[Z0]

2 + 2
9E[Y0]

2 − 4
9E[Z0]E[Y0]

2
3 (D2[Z0] + E[Z0]2) + 1

3 (D2[Z0] + E[Z0]2) −
(

2
3E

[
Z0

]
+ 1

3E
[
Y0

])2 =

= 0.09 .

This concludes the proof that the introduced model of the stochastic
packetisation delay (2.5) is able to reconstruct the correlation structure of
the sample set used for calibrating it.

2.6 Verification of the Model

The introduced model was evaluated in two configurations. First it was
tested in the same environment where it was created: in an empty network
with no restrictions on bandwidth usage. In the second setup, the focus of
interest was the behaviour of the developed model in case the ATM connec-
tion carrying TCP traffic was supervised by traffic policing. In both of the
tests, a bulk data transfer was recorded in the testbed and then simulated
with the introduced model. Two experiments were in each network config-
uration, one with an MTU size of 9180 bytes and another with an MTU of
1500 bytes. The objective of the verification was to obtain similar results
both in terms of throughput, a property on the long time scale (on the order
of seconds), and in terms of short time scale (on the order of milliseconds)
traffic properties.
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Figure 2.8: Simulation model of the network depicted in Figure 2.1

2.6.1 Simulation model

Figure 2.8 illustrates the simulation model of the network depicted in Fig-
ure 2.1. The path of the investigated connection involved only links of the
same speed, therefore the four ATM switches could be modelled with one
switch. The propagation delay of the links were summed up and modelled
with only one link introducing this aggregate delay. The links are unidi-
rectional in the simulator, thus two sets were needed of each object in the
transmission path. Since the experiments involved only a single connection,
there was no need to model the switching process. The ATM switch was
modelled with a FIFO queue serviced at a rate corresponding to the link
speed, and a leaky bucket based usage parameter control mechanism.

The communicating hosts were modelled with the following components:

• greedy data source and receiver at the application layer;

• TCP Reno Plus and IP protocol implementation

• network operating system model according to (2.8) and (2.9)

• AAL5 layer and ATM segmentation and reassembly units;
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2.6.2 Unloaded Network

In the first experiment the same environment was recreated in the simulation
as the one in which the traffic trace used to parametrise the model was
recorded. The UPC function in the ATM switch was turned off, the traffic
flow was only constrained by the finite capacity of the hosts.

In terms of throughput, the results from the simulation met the expec-
tations, the value indicated by the simulator was the same as the measured
throughput. To analyse TCP dynamics on short timescales, the traffic was
analysed from the perspective of the UPC supervisor function. A leaky-
bucket algorithm was implemented both as a standalone program and as a
module inside the simulator. The investigations focused on the changes of
’water-level’ in the bucket as the traffic was passing through it. In this ex-
periment the bucket had infinite depth, only the ’water level’ changes were
monitored. Provided that the leak rate corresponds to the mean rate of the
connection, the ’water-level’ function is bounded above. From the highest
level reached, the maximum burst size can be calculated. Comparing plots
of ’water-level’ changes versus time gives a good indication of the accuracy
of the simulation. The goal was to achieve realistic burst lengths in sim-
ulated traffic, as this leads to the same cell-loss process as in reality when
policing takes place.

In the first experiment, an MTU of 9180 bytes were used, which corre-
sponds to the maximum frame size allowed by AAL5. Figure 2.9 illustrates
the ’water-level’ changes induced by measured traffic, while in Figure 2.10
its simulated counterpart is shown. Each sudden rise in the ’water-level’
corresponds to a burst of 63 frames (=segments). The diagram shows the
stationary behaviour of TCP, where the flow control had already reached a
stable state. Though the simulated traffic is less vigorous, the lengths of the
bursts are approximately the same and so are the lengths of the idle peri-
ods. If the deterministic model had been used for packetisation times, the
’water-level’ function plotted in this scale would have been a straight line in
0. The magnitude of the bursts in that case would have been approximately
30 times smaller.

In the second experiment, the MTU was set to 1500 bytes, which corre-
sponds to a more common scenario where the ATM LAN is using a packet
size compatible with Ethernet based LANs. In this case as well, the appli-
cation level throughput was the same in the simulation as in reality, which
indicate a good fit on the long time scales. Again, both simulated and real
traffic were monitored by an infinitely deep leaky bucket. The ’water-level’
functions obtained are shown in Figures 2.11 and 2.12. The lengths and the
frequency of the bursts are on the same order of magnitude in both cases,
and this time it is the real traffic trace that behaves more regularly. The
reason for this is that the frequency of occurrence of big and medium sample
values are closer to each other which causes a superpositioning effect in the
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Figure 2.9: ’Water level’ changes
induced by real traffic, MTU =

9180 bytes
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Figure 2.10: ’Water level’ changes
induced by simulated traffic,

MTU = 9180 bytes
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Figure 2.11: ’Water level’ changes
induced by real traffic, MTU =

1500 bytes
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Figure 2.12: ’Water level’ changes
induced by simulated traffic,

MTU = 1500 bytes

model. At the same time, the smaller expected value of big and medium
delays allow significantly less time for the bucket level to fall than in the
previous case. Nevertheless, the order of magnitude of the induced bucket
level changes match the reconstructed process from the trace files and hence
the resulting accuracy is sufficient for the vast majority of simulation-based
analyses.

2.6.3 UPC Supervised Network

In this experiment the behaviour of simulated and real TCP was compared,
when the connection was subjected to traffic policing. The ATM traffic
descriptors were chosen by the following considerations:

• the peak cell rate was set to the line rate, since it was found out that
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all networking equipment (ATM NICs, access ATM switches) transmit
cells belonging to the same AAL5 frame at line rate

• the sustainable cell rate was chosen to be 80 Mbps

• the maximum burst size was 85000 cells, which corresponds in time to
the granularity of the retransmit timer in the Solaris operating system
(200 ms)

The measured cell loss ratio (CLR) was compared to the CLR encoun-
tered in the simulator and the average bandwidth was computed that was
utilised from the available 80 Mbps. As Table 2.1 indicates, the cell loss
ratio was the same in both cases while the bandwidth utilisation is slightly
better in the simulation. The latter can be attributed to the superiority of
the TCP Reno Plus version implemented in the simulator over the Solaris
2.5 TCP code, with respect to the capability of recovering from packet loss
events. From a validation perspective, though, the important metric is the
packet loss, where there is a good match between the simulation result and
reality.

CLR BW utilisation

Measurement 0.195 % 60 %

Simulation 0.193 % 70 %

Table 2.1: Comparison of measurement and simulation results

The fact that simulated TCP traffic generated by the proposed model
delivers very similar results to measurements in an entirely different envi-
ronment indicates that it does not simply reproduce a recorded traffic trace,
but it captures the important properties of the TCP protocol operating on
a limited-capacity platform.

2.7 Summary

This chapter introduced a network operating system model that captures
the stochastic characteristics of the packet transmission process inside the
operating system kernel, and hence describes the limited performance of
communicating computers. It combines the effect of all performance lim-
iting factors in a source into one model, which can be used in simulations
requiring high accuracy on the short, millisecond, timescales. The model was
developed for local area networks, where the characteristics of the traffic are
mainly determined by the source. It was built up in a measurement-based
manner by the statistical analysis of traffic traces. The model exploits the
layered structure of the packetisation delay process. The resulting model,
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when combined with a TCP protocol implementation in a simulated envi-
ronment, characterises the behaviour of a single host. The parametrisation
of the model requires greedy TCP sources in an empty network, in order to
eliminate traffic characteristics stemming from the operation of TCP flow
control. The applicability of the model is, however, not restricted to the
modelling of greedy sources. The network operating system model describes
the random behaviour of the source host, which is independent of the type
of data source at the application layer.

The introduced model makes it possible to investigate new congestion
and flow control schemes in next generation TCP protocols as well as the
study of scheduling and buffer management schemes under conditions very
similar to those created by real TCP sources. It also enables the study of
the properties of aggregate traffic and the behaviour of multiple connections,
which would be difficult with measurements.

Since the proposed network operating system model concentrates on the
source behaviour, the presented approach to source modelling can be used
with other types of networking technologies.



Chapter 3

Resource Requirement

Estimation and Its

Applications

Network operators measure the efficiency of the use of network resources by
monitoring the network utilisation, a metric that has to be maximised to
warrant profitable operation. Network utilisation is a seemingly straightfor-
ward metric, which is indeed true in telecommunication networks based on
circuit switching, but in packet-switched networks it becomes less tractable.
In these networks, fluctuations occur in the transmission rate of the traffic
on many timescales, which alone make the characterisation of the traffic
difficult using a single network-utilisation-type metric. The task is further
complicated by the difficulty of delivering service quality assurances using
the packet-switched technology. As the mission-critical business operations
of customers rely on the operator’s ability to meet the service-level require-
ments specified in the Service Level Agreement (SLA), customer satisfaction
is a large part dependent on the service quality delivered to them. In order
to avoid service degradation, the utilisation of the network must be kept be-
low a limit by which the service quality indicators exceed their target values.
The strategic role that network utilisation plays in ensuring profitability re-
quires that it is constantly monitored and every attempt is made to keep it
near its optimal value. The duality of the requirements (maximisation and
limitation at the same time), though, necessitates the redefinition of the
conventional notion of network utilisation in QoS assured packet-switched
networks.

3.1 Problem Statement

Packet-switched data communications networks offering service quality as-
surances do not employ physical resource allocation, which means that on

35
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the physical layer there is no “time slot” or transmission capacity set aside
to carry the individual traffic flows. Rather, resource allocation is done in a
virtual manner and the whole transmission capacity of the physical layer is
shared by all traffic streams dynamically. Virtual resource allocation means
that congestion is prevented by constantly keeping track of the amount of
bandwidth used by traffic flows and by not allowing this figure to exceed
the capacity of the physical link. By using this method, there is no need for
additional support for resource allocation to be built into the transmission
medium. The dynamic sharing of the available link capacity brings about
a tremendous gain in terms of the amount of traffic the network can carry
and at the same time gives network operators a high degree of freedom in
selecting a transmission technique for the physical layer.

The random nature of the transmission rate of traffic flows and the use
of virtual resource allocation implies that there is no straightforward metric
that describes the bandwidth taken up by the traffic and which corresponds
to the conventional notion of network utilisation. It is for the same reason
that the estimation of the delay introduced by a given network node and
the approximation of the total delay introduced along a network path are
difficult. The complexity of the problem is rooted in customer requirements
such as the demand for guaranteed service quality. In order to meet the
quality aspects of the SLA, it is not enough to dimension and operate com-
munication systems based on the sum of the average transmission rate of
the traffic.

3.1.1 Network Utilisation Redefined

The notion of network utilisation has to be redefined in such a way that
it takes into account the service quality requirements of the users and by
this it becomes capable of maintaining SLA-type guarantees. The proper
characterisation of traffic flows requires a composite metric from which net-
work utilisation can be inferred. This metric must describe the bandwidth
requirement of traffic flows taking into account the targeted level of service
quality as settled in the SLA and at the same time the resource character-
istics of the network nodes (such as link rates and buffer sizes).

The appropriate metric for capturing the true notion of utilisation in an
assured-quality multiservice network is delivered by resource requirement
estimator techniques, according to the definition given in the Introduction.
Within these estimates the SLA requirements and the resource budget of
the network node are incorporated. There are two main strategies for char-
acterising traffic flows:

• the traffic model- and parameter-based approach and

• the measurement-based approach.
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Estimator
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QoS target

(C, B)

Traffic Model

Resource Requirement Estimate

Network Performance Estimate

Figure 3.1: Model-based approach to traffic characterisation

3.1.2 Traffic Model-Based Approach

Provided that there is a traffic model at hand that can describe network
traffic with a sufficient precision, the traffic model- and parameter-based
approach can be used. In this approach, the knowledge of the arrival pro-
cess supplied by the traffic model can be combined with knowledge of the
queuing system that serves the traffic. For many traffic models, the per-
formance analysis of such a combined system description can be performed
analytically. The analysis can be shaped to result either in a network per-
formance estimator or in a resource requirement estimator (Fig. 3.1).

The traffic model usually has a number of parameters with which it
can be fitted to a particular traffic stream. In order to use this approach
in practice, these parameters must be known for all traffic streams passing
through the network. The task of supplying the necessary parameters for the
traffic model can be left to the user or the parameters can be extracted from
the traffic stream by means of measurements. This approach has a limited
applicability, as it is difficult to obtain generic traffic models which require
an acceptable number of parameters and which can be fitted to a broad range
of traffic types. Traffic models in general describe a certain application only,
thus a large number of these would be needed to characterise the traffic found
in today’s multiservice networks. It is not reasonable to expect end users
to supply the multitude of parameters needed by the above set of traffic
models, so the remaining option is the automatic classification of traffic
flows to one of the traffic models and the on-line extraction of the required
model parameters from the data stream. The traffic model- and parameter-
based approach to traffic characterisation provides a solution for the accurate
description of the resource requirements of network traffic in terms of the
bandwidth requirement, the packet loss and the per-node delay. However its
inherent shortcomings make it not particularly well suited for reaching the
level of accuracy demanded by network performance management tasks.
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Figure 3.2: Measurement-based approach to traffic characterisation

3.1.3 Measurement-Based Approach

Measurement-based traffic characterisation takes advantage of a favourable
property of the bandwidth requirement, namely that it (as well as the packet
loss and the delay estimates) can directly be extracted from traffic streams
through on-line measurements. This implies that there is no need to set up a
traffic model, no need to find the appropriate parameters that fit the actual
traffic stream to the model and no need to compute the bandwidth require-
ment from the parameterised traffic model. The measurement-based method
eliminates many estimation errors that stem from the imperfect match be-
tween the traffic model and the actual traffic stream, from the overly cau-
tious choice of traffic parameters by users and from the rigid, time-invariant
nature of the pre-computed estimate. The aforementioned errors usually
cause the traffic model- and parameter-based bandwidth requirement esti-
mates to become excessively conservative, leaving costly network resources
under-utilised. The measurement-based bandwidth requirement, packet loss
and delay estimates are in consequence more accurate and able to adapt to
changing traffic conditions, thereby allowing the network operator to run
the network more efficiently and more economically.

Most of the results so far in the field of measurement-based traffic char-
acterisation have been focused on a network performance estimator type
analysis, that is forming expressions to describe the estimated packet loss
and delay in network nodes or along network paths. This chapter sets the
goal to complement these results with resource requirement type estima-
tors that capture the bandwidth requirement or the buffer requirement of
the traffic, and to develop new network control solutions based on these
estimators.

3.2 Related Work

The topic of traffic characterisation has been investigated most exhaustively
in the area of connection admission control. A large part of the results
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achieved in this context provided network performance estimators [12], [13],
[14], [15], [16], [17], [18], [19], which can not be directly applied by control
functions of packet-switched networks such as the Internet. The majority
of these network performance estimators are based on the estimation of an
overflow-probability-type quantity instead of the bandwidth requirement.

Most of the mathematical techniques that can be used to describe queue-
ing systems are inherently based on an overflow-probability-type inequality
used to check whether the system meets the target QoS level at its current
state. In these schemes an estimate of a rate or buffer overflow probability
is compared to the specified target value (denoted by ε

def
= e−γ):

P
(
overflow

)
≤ ε. (3.1)

Methods based on the Chernoff-bound [20] and those rooted in the theory
of large deviations form two representative families among the numerous
other approaches to estimating the overflow probability.

Solutions rooted directly in the Chernoff bound have been proposed by
Hui [12], Kelly [21] and by Gibbens and Kelly [13]. Given that considerably
simpler but less tight variants of the original bound are known such as the
Hoeffding bound [22], newer methods generally use the latter or refinements
of it. The scheme introduced by Floyd [14] and that of Gibbens and Kelly
[13] build directly on the Hoeffding bound, while the solution of Brichet and
Simonian [15] and the algorithms of Heszberger et al. [16] utilise improved
versions.

The asymptotic equalities provided by the theory of large deviations
(see Botvich and Duffield [17]) are also formulated as overflow probabili-
ties. Courcoubetis et al. [18], Walsh and Duffield [19] introduced admission
control methods that stem from the many sources asymptotics. To date all
methods derived from the latter asymptotics are still based on the estimation
of the buffer overflow probability.

3.3 Review of Large Deviations Results

The theory of large deviations provides powerful tools for estimating rare
events such as the rate or buffer overflow probability. For systems with no
or small buffers, the rate overflow probability can be estimated using an
upper bound from the family of Chernoff bounds. In systems with buffering
capacity, there are two asymptotics that can be used to approximate the
probability of buffer overflow: the large buffer asymptotics and the many
sources asymptotics. The large buffer asymptotics provides a rate function
describing the decay rate of the tail of the probability of buffer overflow,
when the size of the buffer gets very large. The many sources asymptotics
also offers a rate function, but with the assumption that the number of
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traffic flows in the system gets very large, while the traffic mix, per-source
buffer space and system capacity are held constant.

All of the above techniques rely heavily on the generic effective band-
width defined by Kelly in [23], which is a function of the arrival process
X[0, t) and two parameters s and t:

α(s, t)
def
=

1

st
log E

[
esX[0,t)

]
. (3.2)

This expression captures the statistical properties of a source along with its
QoS requirements. The two arguments of the function adapt it to the specific
network context, as these are the parameters that incorporate the charac-
teristics of the queueing system and the properties of the actual traffic mix
being served. Given the appropriate (sopt, topt) pair describing the momen-
tary state (operating point) of the queueing system, the effective bandwidth
function yields a scalar that is in direct connection with the bandwidth re-
quirement of the traffic. The effective bandwidth can either be computed
analytically for simple traffic models, or it can be measured directly for more
complex traffic.

3.3.1 Bufferless Multiplexing

Bufferless statistical multiplexing provides a firm theoretical background for
the problem of analysing the frequency of the combined arrival rate of the
traffic exceeding the transmission capacity of the multiplexer. The abstract
model corresponds to the operation of queues serving real-time traffic in
network nodes. In practice, however, the packet scale congestion has to
be considered. Therefore, network devices feature a small buffer to absorb
congestion due to coinciding packet arrivals from different streams.

Henceforth, let X denote a random variable describing the rate of ag-
gregate traffic at an arbitrary instant made up by sources transmitting at
rate Xi (X =

∑N
i=1 Xi). Then the probability of resource overload on a

transmission link with capacity C can be written as P
(
X > C

)
and can

be interpreted as the fraction of time when the traffic offered to a link ex-
ceeds the capacity of the link. One of the most common methods for the
estimation of this performance measure (the tail probability of the random
variable X) is the widely used Chernoff upper bound [20]:

P
(
X > C

)
≤ einfs>0{sα(s)−sC} , (3.3)

where the effective bandwidth function (3.2) in this case takes the form of
the scaled logarithmic moment generating function:

α(s)
def
=

1

s
log E

[
esX

]
, s > 0 , (3.4)
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since overflow occurs instantly (t → 0) as the rate of the traffic exceeds the
link capacity (X > C). The optimising value in (3.3) depends on the arrival
rate X through α(s) and on the link capacity C:

s0,C

def
= arg inf

s>0
{sα(s) − sC} . (3.5)

The principle of the Chernoff bound and the dependence of the optimising
value of s0,C on the link capacity is depicted in Figure 3.3. Here the traffic
is assumed to be Gaussian, with parameters m = 10Mbyte/s and σ =√

2 Mbyte/s. A precise definition of this traffic type will follow later in this
chapter. In this case the function within the optimisation in (3.3) takes the
form of sm + 1

2s2σ2 − sC. The function is plotted for four different values
of C: 13, 14, 15 and 16 Mbyte/s. It is apparent from the figure that the
optimisation in s is serving the purpose of obtaining the sharpest upper
bound of the probability of resource overload and that the value of s0,C is a
function of C.
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Figure 3.3: The principle of the Chernoff bound

Though theoretically the Chernoff bound gives a sharp upper bound to
the rate overflow probability, it requires full statistical knowledge of the
traffic sources. This information is seldom available in practice, thus re-
laxed versions of the original bound have to be found that settle for less
information about the sources. The methods that use some upper bound
α̃(s) ≥ α(s) to arrive at simpler formulae (perhaps with closed-form s0,C) for
the overflow probability are termed Chernoff-type bounding methods.

One of the most widely used Chernoff-type bounds is the Hoeffding
bound [22] that transforms (3.3) into the form of

P
(
X > C

)
≤ e

−2
(C−M)2
PN

i=1
p2
i , (3.6)

where M
def
= E [X] is the aggregate mean rate of the arrival rate X and pi are

the peak rates of the individual flows. The advantage of the Hoeffding bound
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over the general Chernoff bound is that its overflow probability estimate does
not require any optimisation, but this comes at the price of a looser bound.

3.3.2 Large Buffer Asymptotics

As network devices generally provide some buffer space to cope with the
burstiness of the traffic, bufferless methods frequently overestimate the true
bandwidth requirement. This is because they ignore the temporary stor-
age capability and smoothing effect of the buffer. In the asymptotic regime
of large buffers it can be shown that the tail probability of buffer over-
flow decays exponentially with increasing buffer sizes for most traffic types.
Hence, the large buffer asymptotics is concerned with the estimation of the
buffer overflow probability when the buffer size gets very large. Consider a
single-server queueing system with buffer size B and service rate C. Let Q
denote the queue length in the system. The large buffer asymptotics states
that the decay rate of the logarithm of the buffer overflow probability is
asymptotically linear in B, as B approaches infinity (Botvich and Duffield
[17])

lim
B→∞

1

B
log P

(
Q > B

)
= −s∞,C, (3.7)

where s∞,C is the rate function of the tail probability. It is computed as

s∞,C = sup{s > 0 : α(s) ≤ C} (3.8)

and is parameterised by the total amount of arriving work through α(s) and
by the server capacity C. The effective bandwidth function (3.2) is reduced
to

α(s) = lim
t→∞

1

st
log E

[
esX[0,t)

]
(3.9)

due to the assumption of the infinite buffer.

Once the decay rate is determined from the optimisation defined in (3.8),
the buffer overflow probability can be computed according to (3.7) for large
buffers:

P
(
Q > B

)
≈ e−Bs∞,C. (3.10)

3.3.3 Many Sources Asymptotics

The method of the many sources asymptotics holds the promise of taking
full advantage of the statistical multiplexing gain. It encompasses all the
statistical mechanisms that the large buffer asymptotics builds on and takes
it a step further by exploiting the gain arising from the multiplexing of a
large number of flows. Therefore, it can be expected that the approximation
of equivalent capacity delivered by the many sources asymptotics is the most
precise of all in the large deviations context.
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Let the stochastic process X[0, t) denote the total amount of bits ar-
riving in the time interval [0, t) from N independent flows at a buffered
communication link with buffer size B and transmission capacity C. The
probability of buffer overflow in this finite-buffer queueing system can be
deduced from the proportion of time over which the queue length Q(N,C)
is above level B in a queue of infinite buffer. The many sources asymptotics
states that the decay rate of the logarithm of the corresponding overflow
probability is asymptotically linear in the number of sources N in a system
where the per-source buffer b = B

N
and the per-source capacity c = C

N
are

kept constant:

lim
N→∞

1

N
log P

(
Q(N, cN) > bN

)
=

= sup
t>0

inf
s>0

{st αv(s, t) − s(b + ct)} def
= −I (3.11)

(see Botvich and Duffield [17], Courcoubetis and Weber [24]). Here I is
called the asymptotic rate function that depends on the per-source system
parameters and the scaled arrival process. The term αv(s, t) describes the
effective bandwidth of a virtual source, the third scaling constant of the
system besides b and c. For the aggregate arrival process X[0, t) made
up by N sources the effective bandwidth of a virtual source is given by
αv(s, t) = α(s,t)

N
1 , where α(s, t) is the effective bandwidth of X[0, t) from

(3.2).
Equation (3.11) practically means that for N large the probability of

overflow can be approximated as

P
(
overflow

)
= P

(
Q(N,C) > B

)
≈ e−NI , (3.12)

where the exponent can be computed as −NI = supt>0 infs>0 J(s, t) with

J(s, t)
def
= st α(s, t) − s(B + Ct). (3.13)

Introducing the optimising values

sB,C(t)
def
= arg inf

s>0
J(s, t); and (3.14)

tB,C

def
= arg sup

t>0
J(sB,C(t), t), (3.15)

the corresponding decay rate −NI can be expressed as J(sB,C(tB,C), tB,C). The

extremising values tB,C and sB,C

def
= sB,C(tB,C) depend on the system parameters

B,C and the statistical properties of X[0, t).

1If the effective bandwidths αi(s, t) of the individual constituents of X[0, t) are known,

then αv(s, t) =
PN

i=1
αi(s,t)

N
, i.e. in practice the constituent flows are not required to be

identical. In case of homogeneous sources the effective bandwidth of the virtual source
coincides with that of the individual flows, αv(s, t) = αi(s, t).
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3.4 Estimation of the Bandwidth Requirement

Network performance management systems and the majority of adaptive
network control systems designed for the Internet prefer resource require-
ment estimator type traffic characterisation techniques over the network per-
formance estimator type methods such as the ones introduced in the previ-
ous section. This is mainly because resource requirement estimators provide
metrics – such as the bandwidth requirement – that are more tractable and
more useful than the estimate of the overflow probability. For instance, the
on-line estimation of the bandwidth requirement of the traffic enables the
network operator to track the amount of allocated (and free) capacity in the
network. Furthermore, the impact of network management actions (e.g. di-
recting more traffic on the link) on the resource status of the network can
be more easily assessed. The overflow probability, on the other hand, is a
less straightforward quantity that depends on the parameters of the queue-
ing system in a more complex way, thus changes in it imply a less tractable
and computationally more complex update procedure. For these reasons the
network performance estimators introduced in the previous section have to
be reshaped into resource requirement estimators, so that their output be-
comes an estimate of the bandwidth requirement of traffic flows. Since the
mathematical foundations are common to both approaches, it is reasonable
to expect that the steps taken during the derivation of overflow probability
estimates can be altered in such a way that the estimators result in the
bandwidth requirement. This has already been done in a number of cases
through the use of the concept of effective bandwidths. Methods relying on
the large buffer asymptotics, as presented by Guérin et al. [25], Kesidis et
al. [26] and by Crosby et al. [27], have been used since their inception as
bandwidth requirement estimators.

Expressions for bandwidth-type resource measures can be given in two
distinct forms. Both expressions grasp the same statistical properties that
describe the resource needs of network flows. Accordingly, the conversion
process of overflow probability type expressions leads to the following two
types of methods for bandwidth requirement estimation:

• methods that compute an overflow probability type quantity as an
intermediate step in the computational process: indirect methods; and

• methods that produce directly the equivalent capacity: direct methods .

Many of the intuitive natural approaches to the problem of resource
requirement estimation approximate the system attribute for which a target
value is specified (e.g. loss or overflow probability). This implies that such
methods belong to the group of indirect methods when used in their native
form for computing the equivalent capacity. Direct methods, on the other
hand, are somewhat more difficult to derive by practical considerations, but
they can compute the equivalent capacity more efficiently.
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3.4.1 Indirect Bandwidth Requirement Estimation

In this work the term bandwidth requirement is defined as the minimal service
rate that has to be provided on the long term for a traffic flow in order to
satisfy its QoS requirement in the given queueing system. In a slightly more
formal way, it can be written as

Cequ
def
= inf

{
C : P

(
overflow

)
≤ ε

}
, (3.16)

since P (overflow) is a function of C, the server capacity. In this context
it is assumed that the primary QoS target (ε) is a bounded overflow prob-
ability. A constraint on the delay can be reformulated into the overflow
probability problem by limiting the queue length to the maximum allowed
delay. In specific queuing system models such as the bufferless system, the
large buffer asymptotics or the many sources asymptotics, P (overflow) is an
approximation of the exact overflow probability obtained either through the
use of an upper bound or through some kind of asymptotics.

The computation of the bandwidth requirement according to (3.16) means
the iterative re-computation of the loss probability in abstract systems with
gradually decreasing server capacity. Since a bandwidth requirement type
quantity is computed through a loss probability type estimator, expression
(3.16) is termed as the indirect form of the equivalent capacity. Note that
in real-time systems the iteration may not be fast enough to compute the
bandwidth requirement within the available timeframe.

3.4.2 Direct Form of the Bandwidth Requirement Estimator

An alternative expression of the bandwidth requirement can be given through
the use of the effective bandwidth concept (3.2). As stated earlier, the effec-
tive bandwidth function incorporates all statistical properties of the traffic in
an expression that needs to be parameterised by the appropriate (sopt, topt)
pair that describes the network context. Yet, it is important to note that
the value of the effective bandwidth function taken at (sopt, topt) is gener-
ally not equal in itself to the bandwidth requirement of the traffic in the
given network context. A complementary term is still needed in the form
of κ(s, t,B, ε), which is a function of the buffer size B and the target QoS
metric ε (e.g. packet loss probability) in addition to the same s and t that
α(s, t) depends on. The bandwidth requirement can then be expressed in
the alternative form of

C̃equ = α(sopt, topt) + κ(sopt, topt, B, ε), (3.17)

which can be shown to be identical to the first expression given for the
bandwidth requirement in (3.16). The quantity defined by (3.16) and (3.17)
is henceforth termed the equivalent capacity. The expression of the com-
plementary term κ(s, t,B, ε) depends on the construction of the abstract
queuing system used to model the multiplexer [J4].
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The next subsection demonstrates how expressions of the equivalent ca-
pacity in the form of (3.16) and (3.17) can be arrived at in the case of the
representative algorithms reviewed in Section 3.3 both from the group of
bufferless and the group of buffered algorithms.

3.4.3 Transformation of Estimators from Indirect to Direct

Form

Regardless of which abstract model (bufferless, large buffer or many sources
asymptotics) is used to describe the queuing system, the procedure of con-
verting the rate function type (indirect) computation of Cequ (3.16) into the
bandwidth requirement type (direct) expression (3.17) is based on the same
guiding principles [J4], [J6], [C5], [C6]. The essence of the equivalence is the
exchangeability of the overflow probability type admission criterion and the
bandwidth requirement type admission criterion:

log P
(
overflow

)
< −γ ⇔ C̃equ < C, (3.18)

log P
(
overflow

)
= −γ ⇔ C̃equ = C, (3.19)

log P
(
overflow

)
> −γ ⇔ C̃equ > C , (3.20)

which holds given that some model-dependent technical conditions are met.
These conditions are discussed in the model-specific subsections below.

The property that rate functions (which in turn determine P (overflow))
in general are strictly monotonously decreasing in the service capacity C
implies that

Cequ = inf
{
C : P

(
overflow

)
≤ ε

} str.mon.decr.in C
=

= inf
{
C : P

(
overflow

)
= ε

} (3.19)
=

= inf
{
C : C̃equ = C

}
=

= C̃equ. (3.21)

At this point it is possible to exploit equality (3.19), which entails that the
expression becomes independent of C and thus the number of optimisations
is reduced by one. This concludes the general methodology for proving
that definitions (3.16) and (3.17) of Cequ are equivalent and the resulting
expression takes the form of (3.17).

Bufferless Multiplexing

The Chernoff bound based overflow probability estimator (3.3) presented in
Subsection 3.3.1 provides a good approximation of the behaviour of systems
with small or no buffers from the perspective of network performance esti-
mation. Applying definition (3.16) from Subsection 3.4.1 to this abstract
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model leads to the indirect form of the equivalent capacity, implying the
embedded recalculation of log P (overflow) in each iteration step:

Cequ = inf

{
C : inf

s>0
{sα(s) − sC} ≤ −γ

}
. (3.22)

In order to convert this indirect expression into the direct form as given
by (3.17) in Subsection 3.4.2, the general methodology outlined above has
to be followed. Thus, the strictly monotonously decreasing nature of the
“rate function” infs>0 {sα(s) − sC} simplifies (3.22) into

Cequ = inf

{
C : inf

s>0
{sα(s) − sC} = −γ

}
(3.23)

= inf
{
C : s0,Cα(s0,C) − s0,CC = −γ

}
. (3.24)

The interchangeability of the overflow probability type and the band-
width requirement type admission criteria (3.18)-(3.20) make it possible to
rearrange the expression inside the optimisation in (3.23) and cancel out
C. This yields the direct form of the equivalent capacity in the bufferless
multiplexing model built around the Chernoff bound:

Cequ = C̃equ = inf
s>0

{
α(s) +

γ

s

}
= αs0,γ +

γ

s0,γ

. (3.25)

A necessary condition of the transformation is that the optimising s in (3.22)
and (3.25) takes a finite, nonzero value at C = Cequ.

Comparing (3.25) to the notation of Subsection 3.4.2, the following cor-
respondences can be made: sopt = s0,γ, topt = 0, B = 0 (bufferless model),
ε = e−γ and κ(s0,γ, 0, 0, e

−γ) = γ
s0,γ

.

Large Buffer Asymptotics

The asymptotic regime of large buffers provides a theory that captures the
traffic smoothing effect of buffers in network devices. The application of the
asymptotics for determining the overflow probability in the form of (3.10)
was presented in Subsection 3.3.2. Like all rate functions, this at the same
makes the indirect formulation of the equivalent capacity possible:

Cequ = inf
{
C : −B sup {s > 0 : α(s) ≤ C} ≤ −γ

}
=

= inf {C : −Bs∞,C ≤ −γ} . (3.26)

The first step of the general methodology for the conversion into the
direct form of the equivalent capacity exploits the monotonously decreasing
property of rate functions in terms of C, in our case that of −Bs∞,C. This
transforms (3.26) into

Cequ = inf
{
C : −B sup {s > 0 : α(s) ≤ C} = −γ

}
=

= inf {C : −Bs∞,C = −γ} . (3.27)
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The equivalence of the overflow probability type and the bandwidth re-
quirement type admission criteria (3.18)-(3.20) allows this time as well the
rearrangement of the expression inside the optimisation in C, leading to
s∞,C = γ

B
. Here as well, the condition of the rearrangement is that the

optimising s in (3.26) at C = Cequ is finite and nonzero. The resulting ex-
pression implies that the both the external and the internal optimisations
are cancelled, since α( γ

B
) depends on neither s nor C anymore:

Cequ = C̃equ = α(s∞,C) = α(
γ

B
) , (3.28)

yielding the direct form of the equivalent capacity for the large buffer asymp-
totic regime. Contrasted with the model-independent notation set up in Sub-
section 3.4.2, the corresponding parameters are sopt = s∞,Cequ = γ

B
, topt = ∞

(implied by (3.9)), ε = e−γ and κ
(

γ
B

,∞, B, e−γ
)

= 0.

Note that the case of the large buffer asymptotics is the only example
where the equivalent capacity equals the effective bandwidth function taken
at the corresponding operating point of the system, i.e. the complementary
term is 0.

Many Sources Asymptotics

In the abstract queuing system model based on the many sources asymp-
totics, formulae for the indirect (3.16) and the direct expression (3.17) of the
equivalent capacity can also be obtained according to the general method-
ology outlined on page 46 in the beginning of this section [J4], [J6], [C5],
[C6], [C7]. Based on the rate function type overflow probability estimator
(3.12) introduced in Subsection 3.3.3, the indirect definition of Cequ is nat-
urally given by an optimisation which locates the minimal service rate that
satisfies the admission criterion based on the the buffer overflow probability
P

(
Q(N,C) > B

)
≤ e−γ :

Cequ
def
= inf

{
C : sup

t>0
inf
s>0

{
st α(s, t) − s(B + Ct)

}
≤ −γ

}
=

= inf
{
C : sB,CtB,C α(sB,C, tB,C) − sB,C(B + CtB,C) ≤ −γ

}
. (3.29)

In order to transform this expression of Cequ into the bandwidth require-
ment type form, the process defined in the beginning of the section has to
be followed. As all rate functions, the scaled many sources asymptotics rate
function supt>0 infs>0

{
st α(s, t)−s(B+Ct)

}
is monotonously decreasing in

C, hence the function takes its infimum in C when supt>0 infs>0

{
st α(s, t)−

s(B+Ct)
}

= −γ. The interchangeability of the rate function type admission
criterion and the bandwidth requirement type admission criterion settled in
(3.18)-(3.20) holds, provided that ∀t: sB,C(t) and tB,C are finite and nonzero.
Thus C can be isolated from the expression.
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Note that while this conversion seemingly boils down to a simple rear-
rangement of the terms in the optimization in C in (3.29), strict conditions
must hold to allow this operation. The variables s and t in the optimisa-
tion are dependent on a different set of system parameters and performance
targets in the overflow probability type formulae (sB,C, tB,C) and in the band-
width requirement type formulae (sB,γ, tB,γ), as signified by their indices. The
exchangeability criteria (3.18)-(3.20) must hold for the rearrangement to
be allowed. A formal proof of the reformulation of the indirect equivalent
capacity into the direct form is provided in [J6].

The resulting expression is the direct form of the equivalent capacity in
the many sources asymptotics model:

Cequ = C̃equ = sup
t>0

inf
s>0

{
α(s, t) +

γ

st
− B

t

}
. (3.30)

The optimising values of the direct equivalent capacity expression are

sB,γ(t)
def
= arg inf

s>0
K(s, t) , and (3.31)

tB,γ

def
= arg sup

t>0
K(s, t) , where (3.32)

K(s, t)
def
= α(s, t) +

γ

st
− B

t
. (3.33)

Contrasted with the general model-independent form of Cequ defined in Sub-

section 3.4.2, it is apparent that in this model in (3.17) sopt = sB,γ(tB,γ)
def
= sB,γ,

topt = tB,γ, ε = e−γ and κ(sB,γ, tB,γ, B, e−γ) = γ
s
B,γ

t
B,γ

− B
t
B,γ

.

3.5 Estimation of the Buffer Requirement

Analogously to the definition of the equivalent capacity (3.29), the buffer
requirement of the traffic can be defined in the many sources asymptotics
model. The buffer requirement is the minimal buffer size by which a system
of service capacity C, fed by the arrival process X[0, t), meets the predefined
overflow probability ε = e−γ :

Breq
def
= inf

{
B : sup

t>0
inf
s>0

{
st α(s, t) − s(B + Ct)

}
≤ −γ ,

}
(3.34)

by the asymptotic equality (3.11). The definition (3.34) provides an indi-
rect method for the evaluation of the buffer requirement, as it is computed
through a loss probability type expression.

A direct method for obtaining the buffer requirement can be deduced
from the indirect form of (3.34) based on similar considerations as outlined
in Subsection 3.4.3 on page 46. Again, due to the strictly monotonously
decreasing property of the scaled many sources asymptotics rate function
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supt>0 infs>0

{
st α(s, t) − s(B + Ct)

}
in B it takes its infimum in B at

supt>0 infs>0

{
st α(s, t) − s(B + Ct)

}
= −γ. The interchangeability of the

rate function type and the bandwidth requirement type admission criteria
can be extended to apply also to a buffer requirement type admission crite-
rion:

Cequ < C ⇔ log P
(
overflow

)
< −γ ⇔ Breq < B , (3.35)

Cequ = C ⇔ log P
(
overflow

)
= −γ ⇔ Breq = B , (3.36)

Cequ > C ⇔ log P
(
overflow

)
> −γ ⇔ Breq > B . (3.37)

Using (3.36), the expression inside the optimisation for B in (3.34) can be
rearranged for B, provided that ∀t: sB,C(t) and tB,C are finite and nonzero.
This eliminates the optimisation itself and yields the direct form of the buffer
requirement:

Breq = sup
t>0

inf
s>0

{
t α(s, t) +

γ

s
− Ct

}
, (3.38)

with optimising values

sC,γ(t)
def
= arg inf

s>0
L(s, t) , and (3.39)

tC,γ

def
= arg sup

t>0
L(s, t) , where (3.40)

L(s, t)
def
= tα(s, t) +

γ

s
− Ct . (3.41)

In the same way as for the equivalent capacity (3.17), the direct expres-
sion of the buffer requirement [J4], [J6], [C5], [C6], [C7] can be written in a
general form centered around the definition of the effective bandwidth (3.2):

Breq = topt α(sopt, topt) + λ(sopt, topt, C, ε) . (3.42)

The additive term in (3.42) takes the form of λ(sC,γ, tC,γ, C, e−γ) = γ
s
C,γ

−CtC,γ

with parameter values sopt = sC,γ(tC,γ)
def
= sC,γ, topt = tC,γ and ε = e−γ .

3.6 Alternative Space and Time Scales

The extremising s and t values of the rate function, equivalent capacity and
buffer requirement surfaces are commonly termed as the critical space and
time scales of the given system. In the rate function type optimisation, the
intuitive explanation of the critical time scale is that it is the most prob-
able time interval after which overflows occur in the multiplexing system
(i.e. the most likely length of the busy period prior to overflow). Although
many other busy periods may contribute to the total overflow, large devi-
ation theory takes into account only the most probable one, which is the
most dominant in the asymptotic sense. The rationale behind the critical
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space parameter is that it captures the statistical behaviour of the workload
process, that is the amount of achievable statistical multiplexing gain and
the burstiness. Critical space values close to 0 describe a source (or an ag-
gregate) that can benefit from statistical multiplexing, while larger values
imply a higher bandwidth requirement.

3.6.1 The Three Optimisation Domains

The majority of traffic characterisation methods proposed so far in the lit-
erature [1], [2], [28], [12], [29], [13], [14], [15], [16], [17], [18], [19] have been
focusing on a comparative-type analysis, where the focus of interest was the
binary result (true/false) of a comparison between the estimated quantity
(overflow probability or bandwidth requirement) and a pre-established tar-
get value (maximum loss or link capacity). With the shift in focus it is
the exact value of the equivalent capacity that is of interest. Consequently,
the alternative regime of space and time scales has to be used to describe
the operating point of the system. The presented methods for deriving the
equivalent capacity (indirect and direct forms) and the buffer requirement
lead to three sets of alternative time and space scale domains in the many
sources asymptotics model. The optimisations

log P
(
overflow

)
= sup

t>0
inf
s>0

{
st α(s, t) − s(B + Ct)

}
; (3.43)

Cequ = sup
t>0

inf
s>0

{
α(s, t) +

γ

st
− B

t

}
; (3.44)

Breq = sup
t>0

inf
s>0

{
t α(s, t) +

γ

s
− Ct

}
; (3.45)

all yield different values for the optimal (sopt, topt) parameter pairs: (sB,C, tB,C);
(sB,γ, tB,γ) and (sC,γ, tC,γ). Though all three pairs are derived using the many
sources asymptotics model, the different optimising pairs are not even com-
parable as such, since they depend on a different set of variables (Fig. 3.4).
This dependence is reflected in the notations, for instance sB,C and tB,C in
the case of the overflow probability estimator (3.43) the optimising s and t
are dependent on B and C (it is only the distinguishing parameters that are
shown in the subscript, the dependence on the arrival process X[0, t) is com-
mon in all three domains). Thus substituting the optimal parameter values
obtained from any of the optimisations into an expression defined for an-
other time and space domain produces an incorrect result as the extremising
values generally differ [J4], [J6], [C5], [C6].

The only exception is the boundary of the admission region, borrowing
the terminology of connection admission control. This can be conceived as
an M dimensional hyperplane (where M is the number of traffic classes)
that separates traffic vectors for which the system satisfies the performance
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Figure 3.4: Estimator types and their dependence on system parameters

targets from those vectors that lead to the violation of the targets. Con-
sequently, on the boundary of the admission region the system operates
at full utilisation, implying that network performance and resource require-
ment metrics equal their respective limits. If one of the double optimisations
(3.43), (3.44) and (3.45) has a unique extremising pair and J(sB,C, tB,C) = γ
(or K(sB,γ, tB,γ) = C or L(sC,γ, tC,γ) = B), then the three extremiser pairs coin-
cide, tB,C = tB,γ = tC,γ and sB,C = sB,γ = sC,γ. For a more detailed discussion of
the equivalence, refer to Seres et al. [J6].

3.6.2 Comparison of the Methods for fBm Traffic

This subsection presents a comparison of the three space and time scale
domains, through the example of fractional Brownian motion traffic. The
advantage of fBm traffic is that the network performance and resource re-
quirement expressions presented so far involve closed-form formulae in this
traffic case, due to its Gaussian nature.

Key Formulae for Fractional Brownian Motion Traffic

The stochastic process {Zt, t ∈ R} is called normalised fractional Brownian
motion with self-similarity (Hurst-) parameter H ∈ (0, 1), if it has stationary
increments and continuous paths, Z0 = 0, E[Zt] = 0, V ar[Zt] = |t|2H and if

Zt is a Gaussian process. Let us define the process X[0, t)
def
= mt + Zt, for

t > 0. It is known as fractional Brownian traffic and can be interpreted as the
amount of traffic offered to the multiplexer in the time interval [0, t). This
is a so-called self-similar model, which has been suggested by Norros in [30],
Gibbens and Teh in [31] for the description of Internet traffic aggregates.

Using this model, the effective bandwidth (3.2) can be written as α(s, t) =
m + 1

2sσ2t2H−1 and accordingly J(s, t) = st m + 1
2s2σ2t2H − s(B + Ct).

The extremisers of the function J(s, t) and the value of −NI can be found

in Table 3.12, where κ(H)
def
= HH(1 − H)1−H . For fBm traffic K(s, t) =

2An identical expression for the approximation of the overflow probability was ob-
tained by Norros in [30] with a different approach. Duffield and Low arrived at the same
expressions for the overflow probability and the buffer requirement in [32].
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Table 3.1: Comparison of the three admission control methods for fBm
traffic

f(s, t)

J(s, t) K(s, t) L(s, t)
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st
− B

t
, its extremisers and C̃equ are listed in Table 3.1. In

a similar way, sC,γ, tC,γ and Breq can be computed (Table 3.1).

Confirming the statements in the previous section, it is apparent from
Table 3.1 that the critical space scales sB,C, sB,γ and sC,γ are usually different
and depend on different parameter sets. For given B, C, γ, m, H and σ, the
corresponding scales match only when equalities (3.36) hold, i.e. when the
system is operating on the border of the admission region (all three metrics
(3.43)-(3.45) equal their respective targets). An interesting consequence of
this fact is that the solution of tB,C(m,H) = tB,γ(σ,H) for C results in the
equivalent capacity Cequ and its solution for −γ is −NI. Similarly, the
solution of sB,C(m,σ,H) = sB,γ(H) for C results in the equivalent capacity
Cequ and its solution for −γ is −NI.

A Numerical Example

In this subsection a numerical example is presented to demonstrate the
results of the previous subsection. Let us take the fBm model of one of the
Bellcore Ethernet data traces (Gibbens and Teh [31]): m1 = 138 135 byte/s,
σ1 = 89668 byte/sH , H = 0.81. Assume that N = 100 of such sources
are multiplexed into a buffer. Hence, the model parameters of the fBm
model for the aggregate traffic workload are: m = 13.8135Mbyte/s, σ =
0.89668Mbyte/sH , H = 0.81. The buffer size is chosen to be B = 5.3Mbyte,
the service rate is C = 17Mbyte/s and let the constraint for the overflow be
e−16 ≈ 10−7 (γ = 16).

For these system parameters, the overflow probability specific extremiser
pair is (sB,C, tB,C) = (1.453, 7.091) (Fig. 3.5a) and therefore −NI = −20.26.
Clearly, −NI < −γ, that is the QoS requirement is fulfilled. The equivalent
capacity specific critical space and time scales are obtained as (sB,γ, tB,γ) =
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(1.147, 8.203) (Fig. 3.5b), which differ from the rate function specific criti-
cal scales (sB,C, tB,C) as claimed. The equivalent capacity of the multiplexed
traffic is Cequ = C̃equ = 16.568Mbyte/s, thus Cequ < C holds and there is
exactly 0.432Mbyte/s of free transmission capacity available in the given
system. The buffer requirement specific critical space and time scale pair
is (sC,γ, tC,γ) = (2.135, 3.81) (Fig. 3.5c), which again differs from the above
two pairs (sB,C, tB,C) and (sB,γ, tB,γ). The buffer requirement of the traffic is
Breq = 2.848Mbyte, hence Breq < B is true and 2.452Mbyte of free buffer
space remains in the system.

1 1.1 1.2 1.3 1.4 1.5 1.6

s

6.5

7

7.5

8

8.5

9

9.5

t

1 1.1 1.2 1.3 1.4 1.5 1.6

s

6.5

7

7.5

8

8.5

9

9.5

t

1.5 2 2.5 3 3.5 4 4.5

s

2

3

4

5

6

t

a. J(s, t) b. K(s, t) c. L(s, t)

Figure 3.5: Contour plots of the surface functions on the (s, t) plane
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3.7 Applications of Equivalent Capacity Estima-

tors

The profitable operation of today’s complex multiservice networks depends
heavily on the network operator’s ability to efficiently utilise the network re-
sources at his or her disposal. The task is difficult. Network resources must
not be run at peak utilisation so as to avoid compromising the contracted
level of service quality that customers demand, yet these resources must
serve the highest number of customers possible in order to ensure a decent
revenue. Ideally, the network load should be controlled in such a way that it
fluctuates around the highest level of utilisation by which the performance
metrics settled in service level agreements are still within their respective
bounds. In the quest to generate the greatest return on investment, net-
work operators have two key methods for taking control of the utilisation of
their networks: automatic adaptive network control functions and network
management systems.

3.7.1 Measurement-Based Connection Admission Control

and Path Selection

Automatic adaptive network control functions address the problem of opti-
mising network resource usage through the deployment of intelligent control
mechanisms inside network nodes. These devices constantly maintain an
up-to-date picture of performance indicators by performing some kind of
traffic characterisation. Provided that these predict degradation in network
performance they either reject new traffic from entering the network or they
reroute existing traffic flows to optimise the resource allocation and to pre-
vent congestion from occurring. The instruments of these automatic control
functions are flow/connection admission control schemes and traffic engi-
neering techniques based on the load-dependent manipulation of link costs,
as described in the Introduction. This section is concerned with the for-
mulation of connection admission control rules that are based on the many
sources asymptotics results presented in Section 3.4

Admission Rule Based on the Overflow Probability Estimate

The many sources asymptotic equality is in itself a native network perfor-
mance estimator and therefore it can directly be applied as an admission
decision rule. Upon an increase in the traffic demand, the aggregate ef-
fective bandwidth of the already admitted traffic has to be raised by the
expected capacity requirement of the extra traffic, or by its peak bandwidth
requirement, if no other information is available (which is the typical case):

α′(s, t) = α(s, t) + p. (3.46)
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Thus, given the effective bandwidth α(s, t) of the aggregated arrival process
X[0, t) made up by N − 1 flows, the peak bandwidth requirement of the
additional traffic p, the buffer size B and the service rate C, the many
sources asymptotics provide an updated estimate of the probability of buffer
overflow that can be compared to the target QoS constraint ε:

log P
(
overflow

)′
= −NI ′ = sup

t>0
inf
s>0

{
stα′(s, t) − s(B + Ct)

}
, (3.47)

The modified decision rule (3.12) then provides the binary result of the
admission decision:

P (Q(C,N) > B)′ ≈ e−NI′ ≤ e−γ = ε (3.48)

Using this approach, the estimation procedure of the overflow proba-
bility can only be performed when the amount of increase in the traffic
demand is already known, which implies that the computationally complex
optimisation procedure must be completed at the instant of the admission
decision.

Admission Rule Using the Equivalent Capacity

The investigation of the overflow-probability-type CAC solution in the pre-
vious subsection clearly indicates that a solution is needed for delegating the
resource consuming part of the computation away from the timing-sensitive
decision instant, reducing the decision rule into a simple operation. The re-
sult of the overflow-probability-type admission rule can, though, be reused
in a rephrased decision method: for a given arrival process X[0, t), buffer
size B and a target QoS level ε = e−γ the minimal service rate is sought by
which the estimated probability of overflow is still below the target value:

Cequ = inf

{
C : sup

t>0
inf
s>0

{
stα(s, t) − s(B + Ct)

}
≤ −γ

}
. (3.49)

An alternative decision method can then be formulated by exploiting
the definition of the equivalent capacity. This time the decision step con-
sists only of a simple comparison of the estimated aggregate bandwidth
requirement of the existing and the applicant traffic to the available service
rate:

Cequ + p ≤ C . (3.50)

This method enables the periodic recomputation of Cequ for the existing
traffic between two admission decisions, thereby significantly reducing the
time an actual admission procedure takes [J4], [J6], [C5], [C6]. However, the
computation of the equivalent capacity according to the definition involves
a triple optimisation (3.49), which, when compared to the original overflow



3.7. APPLICATIONS OF EQUIVALENT CAPACITY ESTIMATORS 57

Eq.(3.47) Eq.(3.51)
γ

Povf

C

C

Cequ

e−γ

??
BB

X[0,t)X[0,t)

≤≤

performed at

admission time

background

task
performed at

admission time

Figure 3.6: Alternative admission decisions

probability estimation, drastically increases the computational complexity
of the task.

The significance of the existence of the direct form of the equivalent
capacity becomes apparent when it is called for performing the same function
as (3.49) but it performs the task at the same computational complexity as
its overflow-probability-type counterpart. Derived from the same underlying
principles, and through the use of the effective bandwidth function, the
direct form of the equivalent capacity involves only a double optimisation:

Cequ = sup
t>0

inf
s>0

{
α(s, t) +

γ

st
− B

t

}
. (3.51)

Computational Properties

The indirect method of evaluating the equivalent capacity requires a triple
optimisation (3.49) in case of the many sources asymptotics. When it comes
to numerical evaluation, this is significantly more demanding than the dou-
ble optimisation found in the direct method (3.30), hindering the deployment
of the solution in real systems.

The optimisation in (3.49) with respect to C generally takes numerous
steps. Consequently, the extremising (sB,C, tB,C) pair of J(s, t) needs to be
computed several times (for each intermediate value of C). In contrast, the
direct method involves only one double optimisation for locating the optimal
(sB,γ, tB,γ) pair of K(s, t), which corresponds to one step from the perspective
of the indirect method.

The rest of this section demonstrates the degree of this discrepancy in
computational complexity through a numerical example and also sheds some
light on its implications on the implementation aspects of the direct and
indirect methods. In the example, a queueing system is investigated that is
fed by the superposition of several Markov on-off sources. For this kind of
traffic the effective bandwidth function (3.2) can be computed analytically,
as given by Kesidis et al. [26]) and Seres et al. [J4], [C6]). The parameters
of the system under study are the following: the traffic is made up by
N = 15 Markov modulated on-off flows with per-flow peak rate p = 4 Mbps,
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λ = 10 1/s and µ = 90 1/s. The system is equipped with a buffer of size
B = 52500 byte. The target overflow probability is set to ε = e−γ = 10−4.

In an imaginary implementation of (3.49) one would start the search for
the bandwidth requirement by optimising the J(s, t) function with a service
rate that is definitely above the equivalent capacity of the traffic. Provided
that no a priori information is available on the traffic, this could be the ser-
vice rate of the physical link. Subsequent iterations would employ smaller
and smaller values of C until the best approximation of the equivalent ca-
pacity is reached, for which the overflow probability estimated by J(s, t) still
satisfies the predefined target value.

In the system studied by this example, Figure 3.7 illustrates the trail of
the saddle point of J(s, t) projected over the (s, t) plane for several values of
C. The size of the search region shall be chosen in such a way that the (s, t)
pair marking the saddle point of the J(s, t) surface lies within the search
region for all intermediate C values. In the course of the search the optimal
(s, t) pair steers through a broad range of values in both variables (Fig. 3.7),
which implies that the search region must be large.
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Figure 3.7: Trajectory of optimising (sB,C(tB,C), tB,C) pairs of J(s, t) as a func-
tion of C

In the same set-up, but this time with the direct method, the identifica-
tion of the equivalent capacity would take one step, as settled in (3.51). As
a practical consequence, the range of s and t values over which the search for
the saddle point of the K(s, t) surface is performed can be narrowed down.
In a real implementation of the Cequ estimator this brings along an improve-
ment in the achievable precision of the saddle-point locator algorithm, and
consequently in the accuracy of the equivalent capacity estimate. This is
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because the K(s, t) function is typically evaluated (measured) over a grid
made up by a fixed number of (s, t) points and the search for the supinf point
of this sampled surface is performed in discrete steps. Hence, in case of a
narrower search range the spacing of the grid becomes considerably finer,
leading to a more precise estimate of Cequ.

In summary, the implementation of the optimisation in the direct method
can work with a finer granularity than its indirect counterpart, which is
forced to use a coarse-grained grid to ensure the wide s and t ranges neces-
sary for enclosing the saddle points of the J(s, t) surface for all intermediate
values of C in (3.49). In addition to the reduction in computational com-
plexity the direct method thus offers an increased precision for the equivalent
capacity estimate.

In the last step of the search the values of the extremising parameters for
the two optimisation regions would tally, as the saddle point of the J(s, t)
and the K(s, t) functions are co-located when the indirect expression (3.49)
is evaluated for Cequ, as stated in Section 3.6. Figures 3.8 and 3.9 depict
fragments of the J(s, t) surface for C = Cequ and the K(s, t) surface in which
the saddle points can be found. The exact location of the supinf point is
marked by a dot on both surfaces. The extremising values in both cases are
sB,γ = 17.15 1/Mbit, tB,γ = 0.0685 s and the equivalent capacity of the traffic
is Cequ = 12.87 Mbps.

This simple analytical example thus demonstrates that the direct and
the indirect methods for obtaining the equivalent capacity lead to the same
solution. Note, however, that in terms of computational complexity the
direct method is an order of magnitude smaller than its indirect counterpart.
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3.7.2 Network Performance Management Based on the

Equivalent Capacity Estimate

Network management systems provide the means for network operators to
monitor and control the state of the network and the services it provides.
The data gathered by network performance management and service quality
management subsystems enable network operations staff to monitor, mea-
sure and verify the service levels delivered to the customers. Through a
detailed analysis of network health and performance indicators, operators
can determine the corrective configuration actions to be carried out in order
to improve the utilisation of the network or to resolve performance-related
problems identified by the analysis. The level of detail and the quality of the
performance indicators made available by the network management system
fundamentally determines the possibilities and the limits of the performance
analyst and thus his or her ability to accurately survey the resource state of
the network and the proposed corrective interventions.

Current Practice

Network management systems used these days typically provide network
performance indicators such as packet counts, traffic bandwidth and roundtrip
delay figures using average type statistics. The averaging process takes place
centrally in the network management system, based on samples collected
from individual network nodes on the timescale of minutes in the best case,
but more typically on the timescale of quarter of an hour to hours. Com-
pared to the bandwidth fluctuations of actual traffic taking place on the
timescale of milliseconds, the statistical samples reaching the network man-
agement system are too coarse and can not be used to reconstruct the real
characteristics (and thus the resource requirements) of network traffic. The
inadequate quality of the network performance statistics impairs the effi-
ciency of the manual control measures taken by the network operator.

Enhanced Network Performance Management Architecture

In order to make precise traffic characterisation possible, through which op-
timal network utilisation can be ensured, agents must be installed in (or
beside) network devices that have access to traffic statistics with the appro-
priate granularity. These agent distill the necessary network performance
metrics accurately from the fine-grained statistics prior to forwarding them
to the network management system or to the automatic resource manage-
ment functions inside the network devices.

The resource requirement estimators introduced in Section 3.4 and Sec-
tion 3.5 allow a new traffic characterisation scheme to be introduced in
network performance management according to the following architecture
[33]:
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• sample acquisition agents gather traffic statistics (packet counters and
timestamps) at a high sampling rate in all or in selected network nodes,
for each interface and service class;

• traffic characterisation agents compute the resource requirement esti-
mates (3.30) and (3.38) on-line in a distributed manner, still inside the
network nodes; and

• the network management system fetches the resource requirement esti-
mates and collates the performance information received from multiple
nodes to form a network view.

This architecture significantly improves the quality of the resulting net-
work performance indicators in a number of ways. The decentralisation of
the sample acquisition process allows high-frequency sampling, which would
be impossible if the resulting high-bandwidth statistics stream had to be
transferred out of the network device. The enhanced statistical informa-
tion on the traffic flows make it possible to employ the resource requirement
estimators of Section 3.4 and Section 3.5. In contrast to present average-
type metrics, measurement-based traffic characterisation techniques are ca-
pable of delivering accurate figures for the bandwidth requirement of traffic,
providing the right performance indicator for the successful provisioning of
assured-quality services by taking into account the queueing and scheduling
characteristics of the node and the QoS requirement of the traffic. These
metrics can be delivered on a per-interface basis, but they can be broken
down to individual services within an interface as well.

The basic input from which these performance metrics are computed
by the traffic characterisation module is rather simple, all is needed is just
a simple count of packets at regular intervals. Depending on the target
application counters can be accumulated at different levels of granularity.
To provide a common predetermined quality for all services, it is enough
to collect aggregate packet counters. The distinction of separate levels of
quality for a set of services or groups of customers entails that packet counts
must be broken down to the respective granularity.

Network interfaces under the supervision of the traffic characterisation
modules are polled by a measurement agent with a frequency of 1 to 10
samples per second and the collected packet counters are forwarded to the
estimator module. The estimator module is responsible for maintaining an
up-to-date estimate of the bandwidth requirement of the traffic. Due to the
timing-sensitive nature of the sampling process and to the large volume of
the measurement data, the estimator module is usually co-located with the
monitored network node.

The network performance indicators are then delivered to network per-
formance control entities, which can be a remote network management
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system or an automatic resource management function built into the net-
work device. The industry-standard Simple Network Management Protocol
(SNMP) is typically used to convey this information outside the network
device in order to ensure the broadest field of use. An additional benefit of
the architecture is that the quality of the resource requirement estimates be-
comes independent from the pace used by the network management system
to query the agents in the network nodes, as the estimates are continuously
and autonomously updated by the agents based on fresh traffic statistics.

An analogy can be drawn between this on-line traffic characterisation
process and the routine analysis of network performance data performed by
network operations staff at the network management centre. Despite of the
similarity, the quality of the estimates differs significantly. The precision of
the network performance indicators prepared from a small number of heav-
ily aggregated traffic statistics at the network management centre can not
compete with the one computed at the spot by the estimator module using
an immense number of fine-grained traffic samples. The increased precision
is most visibly manifested in the firm guarantees on service quality the op-
erator can offer and in the reduction of the bandwidth safety margin, which
keeps a certain amount of network capacity free in order to avoid congestion.
The other significant difference between the two methods lies in the time-
frame required to make the decisions on network performance management
interventions. The real-time nature of measurement-based traffic charac-
terisation directly provides the true network performance indicators to the
operator. Thus, the data provided by the network management system can
form the basis of performance management actions.

3.8 Summary

The efficiency of the use of network resources is measured by the network
utilisation, a metric that has to be maximised to ensure profitable opera-
tion. Yet, at the same time the utilisation of the network must be kept
below a limit so as to prevent congestion and ensure that service quality
indicators settled in SLAs do not exceed their target values. The strategic
role that the network utilisation plays in ensuring profitability requires that
it is constantly monitored and every attempt is made to keep it near its opti-
mal value. It was argued that in QoS-assured, packet-switched multiservice
networks the concept of network utilisation has to be reformulated in such
a way that it considers the QoS requirements of customers and the traf-
fic handling capabilities of network devices. By incorporating a bandwidth
safety margin on top of the current average-type bandwidth occupation of
network paths, the redefined notion of network utilisation becomes capable
of maintaining SLA-type guarantees.

The presented work has started out from known large deviations theory
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based results in the form of over ow probability estimators and provided a
method for transforming these into bandwidth requirement type estimation
techniques that conform to the requirements of the redefined network util-
isation metric. The conversion procedure was demonstrated for estimators
relying on the Chernoff upper bound and on the large buffer asymptotics,
but the procedure was also applied to create a new equivalent capacity
estimator that is based on the many sources asymptotics regime. As a com-
plement to the bandwidth-requirement-type estimators, a novel QoS-aware
buffer requirement expression was derived from the basic overflow proba-
bility estimator based on the many sources asymptotics, which presents a
less straightforward, but still an alternative way of characterising resource
occupancy.

The extension of overflow probability estimators with bandwidth- and
buffer requirement estimators brought along the introduction of two novel
space and time scale domains. In a given system the optimisations defining
the overflow probability, the equivalent capacity and the buffer requirement
estimates all yield different optimal parameter values. The distinction of
the three optimisations and their respective critical space and time scales
is of paramount importance for obtaining precise network performance and
resource requirement estimates in real applications of the theory.

The applicability of the results was demonstrated by the construction
of a new measurement-based connection admission control scheme and by
the development of a novel network performance management architecture.
The presented admission control scheme builds on the direct computation
of the equivalent capacity. The conventional structure of connection admis-
sion control algorithm was split into an equivalent capacity estimator part
that is running continuously as a background task and a decision rule part
that is reduced to a simple addition to be performed at the instant a new
connection or traffic flow arrives. This scheme allows the highly precise but
computationally complex equivalent capacity estimation to be performed
with significantly relaxed timing constraints. As the estimator is based on
the many sources asymptotics, the both the statistical multiplexing gain and
the smoothing gain of the buffer is exploited. The introduced network per-
formance management architecture extends the scope of the decisions made
on the measurement-based computation of the equivalent capacity from the
node level to the network level. By the deployment of sample acquisition
and traffic characterisation agents in network nodes the right amount of
statistical information becomes available for precise traffic characterisation.
This information is then conveyed to the network management centre by the
industry standard methods. The distribution of the processing of measure-
ment samples allows orders of magnitude more precise resource requirement
estimators to be computed using high sampling rate. This improvement in
the precision of traffic characterisation enables network operators to provi-
sion assured quality services beside the current best-effort service.
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Chapter 4

Tools for the Verification of

Measurement-Based Traffic

Characterisation Methods

The practical value of any resource requirement estimator algorithm can be
assessed only in the constraint-packed environment of a real network device.
The algorithm must, in the first place, meet the strict real time constraints
on the time allowed to be spent on computing the estimate, which is typ-
ically on the order of magnitude of tens of milliseconds. The algorithms
must also face the limits placed by the sample acquisition process. For large
deviations based methods, at least one to ten samples per second are de-
sirable for optimal performance, but at the time of writing only few traffic
handling hardware or software components can deliver samples at this rate,
it is more common that samples are supplied orders of magnitude less fre-
quently. Moreover, as the only interface of traffic characterisation algorithm
implementation to the outside world is the sample acquisition mechanism,
its verification can only be performed with real traffic. A significant hurdle
in the verification process is that the noise introduced by the traffic genera-
tor tool adds up with other distortions influencing the resource requirement
estimate. For this reason, it is of primary interest that the test traffic pat-
tern is fed into the system under test is as much undistorted as possible so
that the verification eventually identifies the shortcomings of the resource
requirement estimator implementation and not those of the test tool.

4.1 Problem Statement

The resource requirement estimate is influenced by errors originating in dif-
ferent stages of the computation process (Fig. 4.1). Analytical estimation
errors in the resource requirement estimator algorithms have largely been
eliminated by the research community. The second, perhaps most significant
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source of errors is introduced when analytical expressions in an algorithm
are substituted with their statistical equivalents that can work with sam-
ples instead of abstract random variables. This area is to a large extent
unexplored as it has only been briefly investigated in the literature [34].
Statistical errors and analytical estimator errors (Fig. 4.1a) can be analysed
and eliminated using a pure analytical approach and simulations.

a) Statistical and/or estimator
error

Can be analysed & eliminated analytically or numerically

Can only be detected and treated in a real implementation

Can be eliminated by using a precise traffic generator tool

b) Measurement error

c) Error in generated traffic

Figure 4.1: Sources of errors during the validation of resource requirement
estimator algorithms

The performance of the algorithm becomes significantly more difficult to
evaluate when it comes to an implementation embedded in a network device.
In this environment, a third type of error is introduced: measurement errors
rooted in the sample acquisition process (Fig. 4.1b). Traffic handling devices
such as network processors and traffic management chipsets are designed to
prioritise packet processing functions over statistics collection, implying that
counters can typically be read only in service time slots. This property in-
troduces a significant distortion in the sample acquisition process that shows
up in the layers above as deviations from the theoretical sampling frequency.
The time interval between subsequent samples, however, is assumed to be
strictly deterministic by the resource requirement estimator algorithm, hence
any deviations in this results in a distorted estimate. As this type of error in
the sample acquisition layer is generally unavoidable, either the algorithms
must be equipped with the appropriate counter-measures or the sample data
has to be pre-processed by noise-reduction filters.

In the verification phase, the resource requirement estimator is further
disturbed by a fourth type of error (Fig. 4.1c). The algorithm can only be
evaluated using real traffic, as there is no other interface to the algorithm.
One of the key issues in this phase is the timing precision of the traffic
stream the algorithm measures. In order to draw conclusions on measure-
ment errors, estimator errors and algorithm shortcomings, there must be a
complete trust in the statistical properties of the test traffic.

This chapter is concerned with the design of a traffic generator architec-
ture, that is
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• flexible enough to create complex test traffic patterns based on traffic
models, and

• allows the accurate realisation of these patterns in real networks by
using commercial off-the-shelf PC or workstation hardware and by
overcoming the timing disturbances caused by the operating system.

The above properties ensure that the errors stemming from the traffic gen-
eration process are eliminated.

4.2 Related Work

Until recently, no traffic generator existed that complied to both of the
requirements described in the previous section. Hardware-based tools [35],
[36], [37], [38], [39] meet the requirement on precision, but unfortunately the
software controlling these tools is in most cases quite rudimentary when in
comes to the selection of traffic models. PC or workstation based tools [40],
[41] on the other hand often provide the possibility for defining and using
customised traffic models, but fail to deliver the timing precision of packets
on the order of microseconds required by the task. These tools generally
run on common workstation operating systems, which were not designed for
strict real-time tasks.

In general, it can be said that the current tools (commercial and open-
source alike) are optimised for one specific narrowed-down task that is imple-
mented very precisely and optimally, but in most cases they are not suitable
for performing complex tests on the call and flow levels simultaneously.

In the ATM range of products, only the Adtech AX4000 [38] offers ad-
vanced traffic models, but with considerable modelling limitations (only
continuous-time Markov-modulated processes up to three states) and only
on a limited number of dynamic connections (up to 16). The Broadband
Analyser and Generator (BAG) unit of the Acterna ANT-20 [36] can handle
only 4 dynamic connections, with even more limited traffic modelling capa-
bility. The HP Broadband Series Test System (BSTS) [35] offers complex
call-level and traffic management experiments, but it can not perform the
two at the same time. The GN Nettest InterWATCH 95000/96000 [37] is
capable of operating on the call and the traffic levels simultaneously, but the
traffic modelling framework is overly simplistic for the purposes of feeding
resource requirement estimators with appropriate test traffic.

The range of IP test equipment is not more sophisticated either, when
measured by the standards of verifying measurement-based traffic character-
isation methods. MGEN [40] is an open-source product, which can generate
UDP flows. It is to a large degree customisable with scripting and provides
signalling protocol support. Though call level modelling is not supported,
traffic can be described by some basic models (Poisson, periodic and burst).
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Unfortunately the precision of the tool is low (∼ 10 ms), as it runs in UNIX
user space. ISI’s TG [41] (originally developed by SRI) is a simple, script
based packet generator, which is able to use some mathematical models
(constant, exponential, uniform and 2 state Markov-modulated) for packet
generation both with regards to the inter-packet gap and to the packet size.
This tool as well runs in the user space, which results in an unacceptably low
packet timing precision. Agilent’s all-in-one network tester solution, N2X
[42] is built on dedicated hardware, that guarantees the required precision in
realising test traffic patterns. Being a complex and integrated test solution,
traffic generation is only an auxiliary function of N2X. It offers excellent
scalability (32k independent traffic streams can be defined), but lacks the
traffic modelling capabilities needed to generate complex traffic patterns. It
offers only two models (burst and constant packet interarrival times), and
four packet length models (fixed, incrementing, decrementing and uniformly
distributed).

In summary, many existing tools exist on the market which are excel-
lent for protocol tests, routine test tasks and network troubleshooting, but
these tools are generally not sophisticated enough for the verification of
measurement-based traffic characterisation techniques.

4.3 Precision Traffic Generator Architecture

The verification of resource requirement estimators places a number of strict
requirements on the traffic generator tool used. As described in Section 4.1,
the tool must support complex traffic models, including abstract mathemat-
ical models for which the behaviour of the queueing system can be computed
analytically or numerically (e.g. Markov-modulated processes and fractional
Brownian motion, as discussed in Chapter 3). The traffic generator tool used
to feed the device under test with test traffic must also ensure that packet
sizes and inter-packet gaps created by the applied traffic model are realised
precisely and without distortion. A compliant traffic generator makes it pos-
sible to create traffic conditions in which the measured resource requirement
can be compared to an estimate computed analytically or numerically.

4.3.1 Outline of the Architecture

The traffic generator architecture [C4] designed for creating traffic-model-
driven, accurate, noise-free test traffic free from operating system disruptions
consists of three components (Fig. 4.2):

• a traffic model module generating packet sizes and packet departure
timestamps for a number of parallel emulated traffic flows, based on
configurable probability distributions;
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• a time-shifted scheduling and buffer module arranging the created
packets in the order of departure time (performing a reorder every
time a new packet is generated by the traffic model module), and
downloading the packets to the timer module ahead of their scheduled
departure time as governed by an adaptive time-shift offset; and

• a precise timer module either in hardware or in a real-time operating
system kernel with an adaptive buffer to ensure continuous and high
precision packet emissions according to the timestamps attached to
the packets.

Traffic models

UNIX kernel space or hardware

Kernel space /

UNIX user space

Time−shifted
Scheduler & buffer hardware timer

Figure 4.2: Precision traffic generator architecture

A PC- or workstation-based traffic generator tool using the time-shifted
packet transmission process introduced above can achieve the accuracy in
the range of 5-10 µs required for the verification of measurement-based traffic
characterisation methods. The first two modules reside in the UNIX user
space. The first module generates packet departure timestamps and packet
sizes based on probability distributions that are specified per flow. The
second module buffers and reorders packets generated by the traffic model
module and downloads packets to the buffer in the third module if their
scheduled departure time is within an offset of the current time. The third
module resides in the UNIX kernel space or it is implemented in hardware.
It transmits packets exactly at their scheduled departure time using a high-
resolution timer.

4.3.2 Real-Time Considerations

In a precision traffic generator architecture the design must be built around
the timer component guaranteeing the accuracy of packet departures. The
design must ensure that there is always enough CPU time for the timer
component to run uninterrupted. This necessitates the isolation of other
CPU intensive operations, such as the packet reordering in the scheduler
according to the timestamps and the generation of packet sizes and departure
timestamps according to complex probability distributions.
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The packet transmission process of common workstation operating sys-
tems (e.g. Sun Solaris and Linux) was not designed for real-time operation:
a precisely timed packet in the user space suffers from non-deterministic
delays with a high variance as it travels through the kernel to the network
interface card.1 The process scheduling and execution in these operating
systems is preemptive. System calls, such as the functions used for send-
ing and receiving packets to and from the network cause an instantaneous
rescheduling of processes. Provided that there are other processes in the
run queue of the scheduler, this can lead to a context switch that suspends
the execution of calling process, which is in this case the traffic generator
process. Such user space contention for CPU resources can lead to delays on
the millisecond timescale in the packet sending process. System calls switch
the execution mode of the process from user mode to kernel mode. The
available system memory is split into separate ranges used by user processes
and kernel processes. Hence, once the process is switched to kernel mode
execution for the duration of the system call, the socket buffer structures
containing the data to be transmitted need to be copied from user mem-
ory to kernel memory. Depending on the occupancy of the socket buffers
in the kernel memory range, this can trigger memory management actions
that allocate additional memory for accommodating the socket buffer data
arriving from user memory space. These operations can introduce delays in
the packet sending process on the order of 100 µs. Regardless of the actual
state of the traffic generator process, it can be preempted by hardware or
software interrupts. If, for instance, a packet is received by the network
interface card (NIC), an interrupt is generated that immediately suspends
the execution of the currently executing process. The reception of a packet
also involves socket buffer copy operations, first from the buffer of the NIC
to the kernel memory range (performed by the NIC device driver during the
interrupt) and later a from the kernel memory range to the user memory
range (via a system call initiated by the user process). Such interrupts can
cause the suspension of the traffic generator process for a time ranging from
a few hundred microseconds to a few milliseconds.

Because of the disturbances described above, the accurate timing of
packet transmissions is only feasible by either relying on real-time capa-
bilities of the operating system kernel (through the use of the real-time
scheduling class in Sun Solaris [43] or by using the real-time extension of
Linux), or by the introduction of a dedicated NIC [44] that takes care of
the accurate transmission of packets, independent from the operating sys-
tem. Both of these methods have proven to be suitable for compensating
the random delays introduced by the operating system.

1Note that this is the same problem area that was investigated in Chapter 2, but there
the goal was to provide a black-box model of this stochastic process.
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4.3.3 Time-Shifting

Regardless of the type of implementation (hardware based or real-time oper-
ating system based), the timer component must be able to transmit packets
accurately based on timestamps and a high resolution time reference. In
order to overcome the scheduling inaccuracy of operating systems, the pro-
cess of traffic generation has to be split into two separate functional parts.
The first part can run in user mode and create packets of varying size and
inter-packet gap. Once the packets are ordered according to their transmis-
sion time, they have to be transferred to the second functional part, that is
responsible for transmitting the packets exactly at the departure time de-
termined by the traffic models and which is executed in kernel mode or in a
dedicated NIC with packet timestamp support.

At times of high traffic intensity, the timer module may intermittently
starve the scheduler and the traffic model components. This calls for a buffer
in the timer component that can store additional packets beyond the one
waiting for transmission, this way ensuring the continuity of the generated
traffic stream. Yet, the number of packets in this buffer has to be kept as low
as possible. The packets in this buffer have already passed the scheduler,
which implies that out-of-order delivery and consequently a distortion in the
theoretical traffic pattern can be caused by a new packet generated by the
traffic modelling module with an earlier timestamp than those of the packets
already in the tranmission buffer. Such distortion occurs only if there are
multiple parallel flows defined in the traffic model module, as within one
flow packets are generated in the order of departure time.

The mechanism that minimises the occurrence of out-of-order delivery
(and the reduction in precision it causes) is called adaptive time-shifting.
The buffer of the precise timer module is fed by the time-shifted server of
the user-space scheduler buffer. Time shifting means that the transmission
time of a packet from the scheduler and buffer module in the user space is
brought ahead by a variable offset, which ensures that the timer module in
the kernel receives packets well before their departure timestamp (Fig. 4.3).
At the same time the shifting of the service time by the offset keeps the
amount of packets downloaded to the timer module’s buffer within bounds
to prevent out-of-order delivery.

The exact number of packets pre-generated with a departure timestamp
specifying a future time instant and downloaded to the buffer of the precision
timer module is dependent on many factors. Besides the known characteris-
tics of the traffic model and scheduler modules, the resource requirement of
other user-space processes and operating system kernel functions contribute
to the overall packet generation speed of a specific PC or workstation. An
upper bound can be given on the maximum number of packets that can
be pre-generated and downloaded to the precision timer module. Let R(t)
denote the aggregate rate of the generated packet stream at time instant
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Figure 4.3: Flow chart of the time-shifted traffic generation process

t, expressed in units of [packet/ms], from which the packet inter-departure
time d(t) can be inferred d(t) = 1

R(t) [ms]. In a traffic generator system

equipped with a real-time buffer of B [packets], and a configured maximum
time-shift offset of Tmax [ms], the maximal queue length Qmax(t) [packet]
that is used in this configuration is given by

Qmax(t) = min
{
⌊R(t)Tmax⌋, B

}
(4.1)

The safety margin provided by the time-shifting mechanism of the pre-
cision traffic generator architecture is adaptive (Table 4.1. If the volume
of the generated test traffic is low, then the CPU utilisation is low as well,
hence the probability of the user space traffic generator modules not being
able to create packets because of a CPU bottleneck is low. Accordingly,
the number of packets stored in the buffer of the precise timer module is
low in this traffic case, minimising the chance of out-of-order delivery. The
strategy of avoiding the downloading of packets to the timer’s buffer is also
beneficial from the accuracy point of view – inter-packet gaps of low-volume
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R [pkt/s] d [ms] Qmax [pkt] Tshift [ms]

100 10 100 1000

111 9 111 1000

125 8 125 1000

143 7 143 1000

167 6 167 1000

200 5 200 1000

250 4 250 1000

333 3 333 1000

500 2 500 1000

1000 1 512 512.0

1111 0.9 512 460.8

1250 0.8 512 409.6

1429 0.7 512 358.4

1667 0.6 512 307.2

2000 0.5 512 256.0

2500 0.4 512 204.8

3333 0.3 512 153.6

5000 0.2 512 102.4

10000 0.1 512 51.2

Table 4.1: Allowed peak utilisation of the buffer in the precision timer mod-
ule and the degree of timeshifting as a function of packet generation rate,

B = 512 packet, Tmax = 1000 ms

traffic are large, hence a single misinserted packet can cause large distortions
in the traffic pattern. On the other hand, when the rate of the generated
traffic is high, the CPU may become a bottleneck. By the construction of
the precision traffic generator architecture, the impact of CPU overload is
directed on the user space traffic model and scheduler modules, while the
precision timer module can perform its duty uninterrupted. In this traffic
case, a larger time-shift offset allows the user space modules to run ahead of
real time significantly, filling up the buffer of the precision timer module with
a large number of packets. Even in case of interruptions of the user space
processes (by other processes or by operating system functions), this buffer
ensures that there are always enough packets queued up in the buffer of
the precision timer module to guarantee a continuous packet stream. Since
inter-packet gaps are short in this case, a few misordered packets do not
deteriorate the accuracy of the generated packet pattern significantly.
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4.4 Validation of the Precision Traffic Generator

Architecture

This section demonstrates the measured accuracy of two different realisa-
tions of the precision traffic generator architecture introduced in Section 4.3.
These tools make it possible to generate test traffic patterns in ATM and IP
networks with a sufficient timing precision to verify the accuracy of resource
requirement estimator implementations.

4.4.1 ATM Version of the Traffic Generator

The ATM reference implementation of the traffic generator [C4] was devel-
oped with the ambition to meet the requirements of testing real-life ATM
networks. The tool supports a set of highly configurable traffic models, all
of which can be used both at the call- and traffic (cell) level modelling.
Multiple source types are supported, where each type is characterised by
its connection arrival intensity, holding time and traffic pattern. The tool
uses ATM Forum UNI 3.1 signalling to set up and release connections with
configurable source traffic descriptors, arbitrary service category and QoS
parameters.

The tool runs on the Sun SPARC platform and uses a custom ATM NIC,
TANYA [44], which has the ability of handling timestamped cells. This
is essentially the hardware-supported implementation of the time-shifting
scheme introduced in Section 4.3. As a result, the tool can construct cells
well before they are emitted into the network, so it can produce a test cell
pattern with a precision of 90 ns.

The output of the traffic generator was tested for a representative set of
cell inter-departure time distributions, with and without background traf-
fic. The generated cell stream maintains its precision of 90 ns as long as
the CPU processing capacity of the workstation on which the generator is
running is enough for computing the cell departure events in real time. It
is enough if this condition is satisfied on a long timescale (seconds), as for
short intervals a computational burst can be handled by the time-shifting
mechanism without distorting the traffic. The tests presented here were per-
formed on a Sun Ultra 1 equipped with a 167Mhz UltraSPARC I processor.
This machine is capable of generating traffic in real time approximately at
a rate of 70 Mbps. Until this limit is reached, the generator works precisely.

The statistical analysis of the generator’s output was done through the
use of an ATM analyser and a statistics program. A large number of cells
sent out from the TANYA board were captured, and saved. Then the pat-
terns were loaded into S-Plus [45], a statistics package. The statistical good-
ness of the samples was validated by quantile-quantile (Q-Q) plots.

Two of such plots are shown in Figure 4.4 and Figure 4.5. All of the
plots were taken in an environment where 200 low-speed connections were
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simultaneously active beside a high-speed test connection. The cell pattern
generated by this latter connection were captured in the form of cell in-
terarrival times and analysed according to the procedure described above.
The good fit between the samples from the trace file and the reference sam-
ples generated by S-Plus also demonstrate that individual connections are
well isolated and traffic on other connections can not interfere with their cell
streams. The occasional small deviations between the actual cell interarrival

Figure 4.4: Q-Q plots of exponentially distributed cell interarrival times

Figure 4.5: Q-Q plots of normally distributed cell interarrival times

times and the times given by the mathematical model may occur because of
the following reasons:
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• The process scheduler of the Solaris operating system can suspend the
generator thread for more than 20 ms in case of user-space contention
for CPU resources. In this case, the precision timer’s buffer in NIC may
become empty, causing the appearance of one bigger cell interarrival
time and a subsequent burst of a few cells at the line rate. The burst
occurs because the virtual time of the time-shifted buffer is behind
the real time when the resumes control, which means that for a short
period, the generator produces timestamps, which are already expired.
This phenomenon can completely be prevented by enabling the real-
time scheduling option of the generator that makes use of the real-time
scheduling class of Solaris.

• The SDH framing is using time slots, where the generator can insert
its cells. It causes a slight variation in the cell interarrival time. This
cannot be avoided, but it does not cause large differences between
the actual cell interarrival pattern and the mathematical model as the
timeslots are spaced in average 2.73 µs on the STM-1 interface of the
tool.

4.4.2 IP Version of the Traffic Generator

The IP edition of the precision traffic generator architecture [46], [47] pro-
vides a flexible platform for generating test traffic in IP-based testbeds. The
tool offers a versatile traffic modelling environment with four modelling lay-
ers governing the behaviour of emulated user populations, users, traffic flows
and that of the packet stream. In parallel to these, a number of generator
tools can cooperate and model user mobility by handing off emulated users
to each other according to a configurable mobility model. The tool can emu-
late the aggregated network traffic generated by hundreds of emulated users.
Besides using the built-in models, users can create custom traffic models in
all four layers by combining a number of traffic model building blocks in
form of probability distributions.

The tool runs on the x86 architecture and on the Linux operating sys-
tem, and uses the Real Time Linux extension to gain high-level precision.
In this real-time-operating-system-type implementation of the timer com-
ponent, the tool can construct packets well before they are emitted into the
network. All possible measures were taken to improve the performance and
the real time behaviour of the tool: POSIX-type multithreading, real-time
low-level scheduling and advanced code optimisation techniques. As a re-
sult, the tool can produce a packet stream with a precision of 3-4 µs without
any specialised hardware support for timing.

The IP version of the traffic generator tool was tested in a simple testbed
consisting of two PCs, one running the traffic generator, the other moni-
toring the network link. The two PCs were directly interconnected by a
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100BaseTX Ethernet link. The traffic generator PC was equipped with
an Intel Pentium II processor at 266 MHz, 64 Mbyte RAM, and a PcNet
10/100BaseTX network card.

The accuracy of the tool was evaluated in three configurations where
packet inter-departure times were generated according to the following prob-
ability distributions:

• normal distribution, E[d] = 1000 µs, D[d] = 62500 µs;

• exponential distribution, λ = 10−3; and

• uniform distribution, dmin = 800 µs, dmax = 1200 µs.

In all three test cases, packets of 140 bytes were generated. The histograms
of the measured packet inter-departure times are shown in Figures 4.6, 4.8
and 4.10 for the normal, exponential and uniform distributions, respectively.
The accuracy of the generated packet inter-departure times was also anal-
ysed using quantile-quantile (Q-Q) plots, as shown in Figures 4.7, 4.9 and
4.11. All three Q-Q plots indicate a good fit between the measured samples
and the generated reference samples, demonstrating the statistical accuracy
of the traffic generator tool based on the time-shifted packet sending process.

It is worth noting that the packet generation frequency used in these
experiments would be impossible to reach using a non-real-time operating
system such as Sun Solaris or Linux. Without the Real-Time Linux exten-
sion, the smallest packet inter-departure time the Linux PC used in these
experiments can generate is 20 ms. The Real-Time Linux extension and the
time-shifted traffic generation process allows this figure to be brought down
to as low as 100 µs, still keeping the accuracy of 5-10 µs.

An additional test case was created for verifying the operation of the
time shifting mechanism in the packet transmission process. Here, the traffic
pattern specified by the first 10 rows of Table 4.1 was realised sequentially,
starting with a flow generating packets every 10 ms and concluding with a
flow generating packets in every millisecond. For all flows, the packet size
was fixed to 40 bytes and the lifetime was set to 5 seconds. As shown in
Figure 4.12, the measured maximal queue length for each packet departure
frequency d matches the corresponding Qmax entry in Table 4.1.
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Figure 4.6: Histogram of normally distributed packet interarrival times (log
scale on vertical axis)
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Figure 4.9: Q-Q plot of exponentially distributed packet interarrival times
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Figure 4.11: Q-Q plot of uniformly distributed packet interarrival times
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4.5 Summary

The verification of measurement-based traffic characterisation techniques
provides a challenge for networking device manufacturers and service pro-
viders as it places requirements that are not met by regular network test
equipment. The only way of accessing the algorithm implementation inside
the network device is through the packet stream that passes through the
node. In order to be able to assess the quality of the network performance
estimate or the resource requirement estimate provided by the algorithm,
a traffic stream needs to be injected in the node that follows a mathemat-
ical model for which the above estimates can be computed analytically or
numerically. The task is further complicated by numerous sources of errors
that distort the statistical data the algorithm implementations are working
with. Therefore it is of utmost importance that the traffic generator used
to feed the node with test traffic realises the traffic pattern governed by the
selected traffic model as accurately as possible.

It was shown that general-purpose network analysers and network test
tools are not prepared to simultaneously meet the requirements on model-
based traffic generation both on the call and packet levels and the require-
ment on high packet-timing precision. The most viable option is the use of
PC- or workstation-based tools that allow the quick development of traffic
modelling frameworks. Yet, conventional PC- and workstation-based op-
erating systems are inappropriate for transmitting packets at a high rate
and at the same time with a high timing accuracy. This limitation is due
to the random delays packets are exposed to in course of the transmission
process in the operating system kernel. This chapter introduced a PC-
and workstation-based precision traffic generator architecture that provides
a high degree of freedom in constructing model-based traffic patterns and
at the same enables these systems to realise the resulting traffic with an
accuracy on the order of microseconds. This was achieved by relying on
UNIX-type operating systems in which the modelling and scheduler parts
run in user mode and a precision timer component is executing either as a
real-time kernel module or in a dedicated NIC with packet timestamp sup-
port. This architecture guarantees that the precision timer component is
always prioritised over other user-space processes and kernel functions so it
can accurately control the departure time of the packets. The mechanism
that guarantees that packets are always available for transmission by the the
precision timer component is the novel time-shifted downloading process of
packets from the user-space traffic model and scheduler components to the
buffer of the precision timer component. This mechanism overcomes the tim-
ing difficulties in UNIX user space and allows temporary CPU bottleneck
periods to be resolved without affecting the packet generation performance
of the system. The adaptive time-shifting mechanism simultaneously keeps
the packet departure timing errors within predictable and low bounds and
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protects the precision timer module’s buffer from depleting because of tem-
porary user space contentions.

The precision traffic generator architecture was realised for ATM net-
works using the hardware-supported version of the timer component, and
for IP networks using a software-based precision timer supported by a real-
time operating system extension. It was demonstrated with measurements
using various packet inter-departure time distributions that both versions
generate model-based traffic patterns with an accuracy that is satisfactory
for the purposes of verifying measurement-based traffic characterisation al-
gorithm implementations.
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Chapter 5

Conclusion

The proliferation of measurement-based traffic characterisation techniques
in the dimensioning, control, and performance evaluation of IP and ATM-
based telecommunication networks brought about a number of challenges
that motivated this work. Measurements provide a firm anchor to the ground
of reality – by using measurement-based techniques, the information gap can
be narrowed between reality and the model of a device or network used in
the analysis or control methods of telecommunication networks.

5.1 Research Contributions

This dissertation has contributed the following results in the fields of mea-
surement-based traffic modelling, resource requirement estimation, adaptive
control systems, and verification tools:

• An empirical stochastic network operating system model with a measu-
rement-based parameterisation procedure that can interoperate mod-
ularly with all Layer 4 protocols of the TCP/IP protocol stack, with
ATM and Ethernet in Layer 2 and with arbitrary Layer 1 protocols;

• Novel analytical expressions for the optimal, direct computation of the
equivalent capacity and the buffer requirement of conversational or
streaming voice and video traffic flows, in conjunction with a method-
ology for reformulating earlier network performance estimators into
resource requirement estimators and the alternative space and time
scales entailed by the new optimisation domain;

• Adaptive network control solutions in the form of a measurement-
based CAC scheme and a network performance management architec-
ture, both based on the distributed, on-line computation of the novel
equivalent capacity estimator;
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• A precison traffic generator architecture that enables the verification
of the above resource requirement and network performance estima-
tors by producing traffic-model-driven, accurately timed test traffic
patterns through the use of a novel time-shifted precision packet gen-
eration process for UNIX-type operating systems.

The measurement-based traffic characterisation technique of measure-
ment-based model construction was applied in Chapter 2. The network
operating system model introduced in Chapter 2 provides a modular solu-
tion for simulation-based studies requiring high statistical accuracy on the
packet level. The model provides an easy-to-parameterise statistical black-
box description of the cumulative effect of all operating system effects on
the packet transmission process, on three of the the most representative
timescales. The modularity of the model allows its use with arbitrary IP
transport protocols as well as with numerous Layer 2 protocols and physical
media. It was demonstrated that simulated traffic generated by a TCP pro-
tocol implementation coupled with the proposed network operating system
model does not only reconstruct the statistical properties of the traffic trace
that was used to parameterise the model, but it also provides statistically
correct behaviour under completely different network conditions.

Chapter 3 investigated the resource requirement estimation aspects of
measurement-based traffic characterisation in an analytical manner. It was
argued that resource requirement estimators are more favourable for use
by adaptive network control applications than traditional network perfor-
mance estimators, due to the more hands-on, easy-to-interpret quantity they
provide, their better computational properties and the simpler update pro-
cedure upon a change in the traffic flow structure. In response to this need,
a procedure was given that enables the conversion of earlier network perfor-
mance estimators into resource requirement type expressions. The proposed
general conversion process was applied to three different overflow probabil-
ity estimators (bufferless Chernoff-type, large buffer asymptotics, and many
sources asymptotics), which resulted in direct equivalent capacity estimator
expressions for all three methods. Based on similar considerations that led
to the definition of the direct form of the equivalent capacity, a second type
of resource requirement estimator was defined – the buffer requirement of a
traffic flow in the asymptotic regime of the many sources asymptotics.

The focus of the analytical investigations in Chapter 3 was to make the
best use of measurements in statistical estimation techniques used to de-
scribe the resource requirement of network traffic in various abstract queuing
system models. Besides optimising for capturing the statistical multiplex-
ing gain as much as possible, the work aimed at creating expressions that
have favourable implementation properties. The improved equivalent ca-
pacity expression proposed in Chapter 3 does not only harvest the power of
the many sources asymptotics model to get the most out of the statistical
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multiplexing gain, but at the same time it reduces the amount of optimi-
sations required to compute the estimate from three to two. The emphasis
on the implementation properties was motivated by the goal of deploying
the proposed estimators in adaptive network control applications. The novel
measurement-based connection admission control scheme presented in Chap-
ter 3 builds on the unique property of the novel equivalent capacity estima-
tor that the computationally complex optimisations can be performed as a
background task between two connection admission decisions, under relaxed
timing requirements. At the timing critical decision instant, this always-up-
to-date equivalent capacity estimate of the already admitted traffic merely
needs to be summed up with the requested bandwidth of the arriving flow,
which is a computationally cheap, quick operation. The second application
area disussed in this work was a network performance management archi-
tecture built on the distributed computation of the equivalent capacity in
intelligent network nodes. In this architecture, the traffic characterisation
task is distributed among network nodes that compute the equivalent ca-
pacity estimate of the traffic per interface and per service. By delegating
the traffic characterisation task to the individual nodes, the data collection
frequency can be increased by orders of magnitude, to the extent that the
many-sources-asymptotics-based equivalent capacity estimator can be used.
The resulting network performance metric that reaches the network manage-
ment centre thus already incorporates the target-QoS-dependent bandwith
safety margin over the conventional average-type bandwidth metric, allow-
ing network operators maintain a tight control of service quality levels that
customers experience.

The verification of measurement-based traffic characterisation techniques
presents unprecedented challenges in the field of test tools. Chapter 4 un-
dertook the task to construct a traffic generator tool architecture that meets
the stringent requirements of MBTC algorithm verification. The architec-
ture allows the traffic pattern to be governed by traffic models both on the
call and the packet levels, while at the same time guarantees the highly
accurate timing of packet departures, as dictated by the traffic models. De-
spite relying on a timing-wise unreliable PC- or workstation-based platform
running a UNIX-type operating system, the novel time-shifting mechanism
of the architecture overcomes all timing disturbances that normally occur
in the packet transmission process of UNIX-type operating systems. The
time-shifting mechanism and the precise timer module, implemented either
in hardware or in a real-time operating system extension, together guarantee
a packet departure timing accuracy in the microsecond range.
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5.2 Future Research Directions

Measurement-based traffic characterisation is an active research area with
an abundant number of unsolved issues, of which only a small subset was
addressed in this dissertation.

The network operating system model introduced in Chapter 2 can sup-
port a number of protocol and algorithm design activities that govern or
depend on packet-level mechanisms in IP networks. The proposed model
provides the possibility for evaluating the performance of new TCP versions
optimised for operating in high-speed networks. The lifelike simulation en-
vironment made possible by the model can support the ongoing protocol
design efforts in the research community for resolving the problems of TCP
in networks with a high bandwidth-delay product. The engineering of end-
to-end (or edge-to-edge) admission control and adaptive routing solutions
is a further area of active research. These solutions are designed to control
large networks, which implies that their verification needs to be performed
in packet-level simulators. The network operating system model supports
the design and verification work by creating realistic traffic patterns in the
simulator.

The work presented in Chapter 3 has only dealt with a selected set of
key issues in the area of resource requirement estimation and adaptive net-
work control. The analytical work on the equivalent capacity estimators
needs to be continued in the direction of providing analytical, or at least
computationally less complex numerical methods for localising the sup inf
point of the equivalent capacity surface. Another area for future research is
the adjustment strategy of the equivalent capacity estimator, when a new
flow is arriving. The peak rate adjustment discussed in this work is the
most straightforward, but definitely not the most efficient stategy from the
perspective of network utilisation. The applications of the on-line computed
equivalent capacity estimate are truly manifold. The favourable traffic char-
acterisation properties of the equivalent capacity estimate open up the way
for less straightforward applications as well. As all large-deviations-based
method, the equivalent capacity is also adhering to the principle of the
largest term. In practice, this means that the estimate is very sensitive for
increased workloads – a single larger sample can already cause an upwards
step in the estimate. This property is very useful for detecting flow arrivals,
such as the sudden appearance of rerouted traffic caused by disturbances in
other parts of the network.
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approach,” Magyar Távközlés (Selected Papers from the Hungarian
Telecommunication Periodical), vol. 1, pp. 11–16, July 1997.

[J2] G. Seres, “A General Datacomm APEX-DV2 ATM kapcsoló,”
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age: A large deviation-based approach,” IEICE Transactions on Com-
munications, vol. E85-B, no. 1, pp. 25–34, 2002. Invited Paper.
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rules for admission control based on the many sources asymptotics,”
Performance Evaluation, vol. 53, no. 3-4, pp. 209–223, 2003.

Conference Publications

[C1] G. Seres, F. Baumann, G. Gordos, and T. Henk, “ATM alkalmazása
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[C5] G. Seres, Á. Szlávik, J. Zátonyi, and J. B́ıró, “Towards efficient decision
rules for admission control based on the many sources asymptotics,”
in Lecture Notes in Computer Science (Networking 2002), vol. 2345,
pp. 166–177, Springer, May 2002.

[C6] G. Seres, Á. Szlávik, J. Zátonyi, and J. B́ıró, “Alternative admis-
sion rules based on the many sources asymptotics,” in Proc. of In-
ternational Symposium on Computer Communications (ISCC) 2002,
(Giardini-Naxos, Italy), pp. 995–1000, July 2002.
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