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Abstract

Wireless sensor networks are considered as a promising technology that has a wide range of ap-

plications including environmental monitoring for agricultural and ecological purposes, wild life

monitoring, remote patient monitoring in electronic health care systems, building automation, and

reconnaissance applications for military purposes, etc. Sensor networks typically consist of a large

number of sensor nodes and a few base stations. The sensor nodes measure some physical phenom-

ena (e.g., temperature, humidity, vibration) that are important in the given application, and report

their sensor readings to the base stations (typically via wireless communication channels). As both

the number of the sensors and the amount of the measurements that they perform can be large, in

many applications, the base stations or some intermediate nodes aggregate the individual sensor

readings into a compact report. Aggregation can be useful to keep the amount of information that

need to be handled under control, and to improve the energy-efficiency of the network.

A potential problem in this scenario is that sensor readings can be compromised before they

reach the base station or the aggregator node. This can be achieved by an attacker for example by

altering the environmental parameters around some sensors and thus corrupt their readings. This

type of attack cannot be detected, nor prevented, by cryptographic means. In addition, this type

of attack is relatively easy to carry out: Firstly, an attacker can easily approach a sensor node, as

sensor networks are typically assumed to operate in an unattended manner. Secondly, corrupting

the measurement of a nearby sensor does not require sophisticated mechanisms, but in most of the

cases, everyday tools can be used effectively (e.g., a lighter, a pocket lamp, or a glass of water can

be used to corrupt temperature, light, and humidity measurements, respectively). Unfortunately,

many useful aggregation functions are sensitive to even a single compromised sensor reading. In my

dissertation, I propose countermeasures against this type of attack – i.e., CORA and RANBAR –

that are based on statistical hypothesis testing and sample filtering. The common property of the

proposed solutions is that they perform an analyzing step before the aggregation, and with that,

one is able to detect an attack or even filter out the compromised measurements. CORA is a two-

sample homogeneity test that is flexible enough to be applied without any special assumption on

the distribution of the sensor readings or on the strategy of the attacker, while RANBAR is able to

filter out a high percent of compromised measurement data by leaning on only one preassumption,

namely that the sample is independent and identically distributed in the unattacked case.

Besides protecting the aggregation function against input attacks, it is also highly important to

efficiently assign the role of the aggregator among the nodes. As sensor nodes are usually resource-

constrained, and the aggregator nodes consume more energy than usual nodes (i.e., they spend
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extra energy for processing and message sending), one has to ensure that the role of the aggregator

is reassigned from time to time. With this principle in mind, one can flatly balance the energy

consumption of the sensor network and thus prolong the network lifetime, which is one of the main

design objectives in general in sensor networks. For this purpose, aggregator node election protocols

can be used in the sensor network. In my dissertation, I also introduce PANEL, a position-based

aggregator node election protocol for wireless sensor networks. As its name indicates, PANEL

uses the geographical position information of the nodes to determine which of them should be the

aggregators. PANEL also ensures load balancing in the sense that each node is elected aggregator

nearly equally frequently. The salient feature of PANEL that makes it novel and different from

other aggregator node election protocols is that besides synchronous applications, PANEL also

supports asynchronous applications, where the sensor readings are fetched by the base station not

immediately, but after some delay.
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Kivonat

A vezetéknélküli szenzorhálózatokat egy olyan ígéretes technológiának tartják, amelynek széles al-

kalmazási köre magában foglalja a környezet megfigyelését mezőgazdasági és ökológiai célzattal, a

vadon élő állatok megfigyelését, a páciensek megfigyelését elektronikus egészségügyi rendszerekben,

az épületautomatizálást, valamint a területfelderítési alkalmazásokat katonai célokra, stb. A szen-

zorhálózatok jellemzően nagyszámú szenzor csomópontból és néhány bázisállomásból állnak. A

szenzorok valamilyen fizikai tényezőt (pl. hőmérsékletet, páratartalmat, rázkódást) mérnek, ame-

lyek fontos az adott alkalmazásban, és a méréseiket a bázisállomás felé továbbítják (tipikusan

vezetéknélküli csatornán). Tekintve, hogy mind a szenzorok száma, mind az általuk végzett mérések

száma nagy lehet, számos alkalmazásban a bázisállomás vagy a közbenső csomópontok egy tömör

jelentésbe aggregálják az egyes szenzorok mérési eredményeit. Ez az aggregálás hasznos lehet az

információ mennyiségének kordában tartására és a hálózat energiahatékonyságának javítására.

A fentiekben leírt forgatókönyv szerinti működés esetén potenciális problémát jelenthet, hogy

a szenzorok mérési eredményei kompromittálódhatnak, mielőtt elérik a bázisállomást vagy az

aggregáló csomópontot. Egy támadó ezt például a szenzorok mérési sugarában a környezeti

paraméterek megváltoztatásával érheti el. Ezt a támadást nem lehet kriptográfiai úton detek-

tálni vagy kiküszöbölni. Sőt, ezt a támadást viszonylag könnyű kivitelezni. Először is, a támadó

könnyedén megközelítheti a szenzorokat, tekintve, hogy azok általában felügyelet nélkül működnek.

Másodszor, ezen szenzorok méréseinek kompromittálása nem igényel speciális eszközöket, hanem

általában mindennapi eszközök használhatóak hatékonyan (pl. egy öngyújtó, egy zseblámpa, vagy

egy pohár víz elegendő lehet hőmérséklet-, fényerősség-, ill. páratartalom mérő szenzorok mérési

eredményeinek kompromittálásához). Sajnálatos módon a legtöbb aggregáló függvény érzékeny

akár egyetlen hibás mérési eredményre is. A disszertációmban ellenintézkedéseket javasolok ezen

támadás hatásának kiküszöbölésére (lsd. CORA és RANBAR), amelyek statisztikai hipotézisvizs-

gálatra és mintaszűrésre épülnek. A javasolt eljárások közös tulajdonsága, hogy az aggregálás

előtt megvizsgálják a mintát és ezáltal lehetővé válik egy esetleges támadás felismerése, illetve akár

a kompromittált elemek kiszűrése. A CORA egy kétmintás homogenitásvizsgáló eljárás, amely

flexibilitása miatt a mérési eredmények eloszlásától és a támadó stratégiájától függetlenül alkal-

mazható. A RANBAR pedig képes a kompromittált elemek nagy részét kiszűrni mindössze azon

előfeltevésre alapozva, hogy az eredeti minta független azonos eloszlású.

Mindamellett, hogy megvédjük az aggregáló függvényt a bemenetét célzó támadásoktól, nagyon

fontos az is, hogy hatékonyan válasszuk ki az aggregálást végző csomópontokat. Tekintve, hogy a

szenzor csomópontok általában korlátozott erőforrásúak és az aggregátor csomópontok több ener-
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giát fogyasztanak, mint a többi csomópont (hiszen az aggregálás és az ehhez szükséges kommuniká-

ció is extra energiát igényel), gondoskodnunk kell arról, hogy az aggregátor szerepkörét időről időre

másik csomópont vállalja át. Ezen elv használatával lehetőségünk nyílik egyenletesen elosztani a

hálózat által elhasznált energiát a csomópontok között, ezzel növelve a hálózat élettartamát, ami

az egyik legfontosabb tervezési kritérium szenzorhálózatok esetén. Disszertációmban bemutatom

a PANEL algoritmust, egy szenzorhálózati pozíció-alapú aggregátor node választási eljárást. A

PANEL algoritmus a node-ok geográfiai elhelyezkedése alapján határozza meg az aggregátor node

kilétét. A PANEL egyben egyenletes energiaelosztást is garantál, vagyis minden node nagyjából

azonos gyakorisággal lesz aggregátor. A PANEL kiemelkedő tulajdonsága, amely megkülönbözteti

a többi aggregátor node választási algoritmustól az, hogy a szinkron működés mellett az aszinkron

működést is támogatja, amikoris a szenzorok mérési eredményei nem azonnal továbbítódnak a

bázisállomás felé, hanem csak egy bizonyos idő elteltével.
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Chapter 1

Introduction

Sensor networks are distributed systems, consisting of hundreds or thousands of tiny, low-cost,

low-power sensor nodes and one or few powerful base stations. These networks are designed to in-

teract with the physical environment. Typically, sensors measure some physical phenomena (e.g.,

temperature, humidity, vibration) and send their measurements to the base station using wire-

less communications. The base station performs data processing functions and provides gateway

services to other networks (e.g., the Internet). Sensor nodes are able to transmit messages only

within a short communication range, therefore, it is envisioned that the sensors form a multi-hop

network in which the nodes forward messages on behalf of other nodes towards the base station

and back to the nodes from the base station. The typical topology of a sensor network is a tree

with the base station at the root. In order to reduce the total number of messages sent by the

sensors, in-network processing may be employed, whereby some sensor nodes perform data aggre-

gation functions. Aggregator nodes collect data from surrounding sensors, process the collected

data locally, and transmit only a single, aggregated message towards the base station. Finally, the

base station computes a single aggregated value from the data received from the network.

After deployment, sensors are typically left unattended for a long period of time. In order to

keep their cost acceptable, common sensor nodes are not tamper resistant. This means that they

can be captured and compromised at a reasonable cost. Therefore, we cannot assume that common

sensors attacked by a determined adversary are able to protect any secret cryptographic elements

(e.g., secret keys). Once a sensor is compromised, it can send authentic messages to other nodes

and to the base station, but those messages may contain arbitrary data created by the adversary

(e.g., bogus measurements, wrong status information, etc).

Note that even if we assume that the adversary is less powerful or that the nodes are tamper

resistant, the adversary can still perform input based attacks, meaning that it can directly manip-

ulate the physical environment monitored by some of the sensors, and in this way, it can distort

their measurements and the output of the aggregation mechanism at the base station. This can

be achieved by an attacker by altering the environmental parameters around some sensors and

corrupt their readings. This type of attack cannot be detected, nor prevented, by cryptographic

means. In addition, this type of attack is relatively easy to carry out: Firstly, an attacker can eas-

ily approach a sensor node, as sensor networks are typically assumed to operate in an unattended
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CHAPTER 1. INTRODUCTION

manner. Secondly, corrupting the measurement of a nearby sensor does not require sophisticated

mechanisms, but in most of the cases, everyday tools can be used effectively (e.g., a lighter, a

pocket lamp, or a glass of water can be used to corrupt temperature, light, and humidity mea-

surements, respectively). Unfortunately, many useful aggregation functions are sensitive to even

a single compromised sensor reading, meaning that their output can be arbitrarily modified by

appropriately modifying a single sensor reading. Depending on the nature of the application, this

may have fatal consequences.

An example of such an attack is the following. Let us assume that we have a sensor network

on the vineyard that measures some microclimate characteristics by calculating the min/max (or

the average, etc.) of the measurements of the individual nodes [Arampatzis et al., 2005; Burrell et

al., 2004; Brooke and Burrell, 2003; Vineyard, 2004]. The owner of the vineyard is assisted by the

aggregated reports in the decision making about what task is needed to be done on the vineyard,

which ensures the maximum quality of the grapes. Obviously, a malicious outsider can easily

mislead the aggregate by approaching only one sensor node and compromising its measurement for

example by a lighter, or by using chemicals, according to the measured characteristics. The misled

aggregate can encourage the owner to perform inappropriate operations (e.g., grape harvesting in

wrong time, inappropriate usage of chemicals, etc).

Another example can be considered in the case of bridge monitoring sensor networks that

are deployed to permanently monitor the structural and seismic conditions of the bridge [Lee et

al., 2007; Chebrolu et al., 2006]. Even one compromised measurement in the aggregate of these

measurements can cause false alarms for the bridge maintainers, and what is more, suppressed

alarms can lead to disasters because of the missing maintenance.

I emphasize that the mentioned attacker does not have to tamper with the nodes or reverse-

engineer the crypthographic keys, neither needs he to destroy the communication protocols used

in the network – he only needs physical proximity!

The use of wireless communication channels induces additional vulnerabilities. For instance,

data can be easily eavesdropped or disrupted by jamming. Jamming may lead to temporary link

failures, which may be viewed as a kind of Denial of Service (DoS) attack. I note, however, that in

general, the adversary can be assumed to be more or less aware of the data measured in the network.

Consequently, its primary goal may not be eavesdropping, but instead, it wants to modify the data

delivered to the base station. Similarly, we can assume that it is more valuable for an adversary

to manipulate the data collected from a given part of the network, than completely eliminate the

corresponding subset of data via applying DoS attacks. On the other hand, if degradation of the

communication endangers the fulfillment of the mission of the network, then techniques ensuring

reliable communications (e.g., redundant paths, diversification techniques) must also be applied.

There is already a well-studied part of statistics that deals with observations that deviate

from the pattern set by the majority of the data; this field is called robust statistics. (I give a

brief introduction on robust statistics in Appendix A.) However, robust statistical tools may be

inappropriate for sensor network applications. Generally, robust and resistant methods can only

detect certain configurations of deviating observations, and the ability to detect such observations

rapidly decreases as the sample size increases [Olive, 2005]. In our scenario, an attacker is able
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to produce any kind of deviations (i.e., outliers) according to its will, thus, methods that are only

able to detect certain configuration may not be satisfactory. Moreover, most robust and resistant

methods have high computational complexity, which makes them unsuitable for low-power, low-

end sensor nodes. Finally, resistant estimators may outperform classical estimators when deviating

elements are present but they are far worse if no outliers are present [Olive, 2005]. These problems

motivated my research aiming at developing novel solutions for sensor networks that are able to

cope with a determined attacker.

In my dissertation, in Chapter 3 and Chapter 4, I put my emphasis on statistical approaches

to detect and mitigate deliberate attacks stemming from the insertion of bogus data by compro-

mised sensors or by the manipulation of the physical environment of some uncompromised sensors,

called the environment altering attack. The environment altering attacks can totally mislead the

aggregate considering the usual aggregation functions (like e.g., mean, min/max, etc). In partic-

ular, I focus on solutions that overcome the drawbacks of robust statistics. In the corresponding

literature, the methods that aim at alleviating this problem in the context of sensor networks are

called resilient data aggregation schemes. More specifically, resilient data aggregation schemes try

to minimize the effect of bogus data on the output of the aggregation function. These approaches

help to detect and eliminate unusual, strange data values from the pool of data before the aggre-

gation is performed, or they can considerably suppress the effect of bogus data on the aggregated

value. The strength of these methods depends on the accuracy of the statistical model assumed

for the data as statistical sample, and on the accuracy of the assumptions about the capabilities

of the adversary (e.g., the percentage of the compromised sensors and/or aggregators). In general,

I do not make assumptions about how the compromised nodes behave (i.e., Byzantine fault model

is assumed). I do assume, however, that the objective of the attacker is to maximally distort the

aggregated value computed by the base station, while at the same time, the adversary does not

want to be discovered.

In order to circumvent the disadvantages of robust statistics, in Chapter 3, I propose to apply

two-phase solutions for resilient data aggregation that, in the first phase, analyze the sample and

search for an attack using classical statistics, and then, if no attack was detected, perform the

aggregation in the usual way in the second phase. Otherwise, if an attack is detected, then special

operation is performed in order to mitigate the effect of the attack on the aggregation result.

One of the proposed solution relies on the two sample U-test, while the other applies conditional

probability density functions. As one can see, the attack detection phase of the proposed solutions

is based on classical statistics that are light-weight enough to be applicable even on low-end sensor

nodes.

Then, in Chapter 4, I propose a sample filtering approach, called RANBAR, for resilient data

aggregation that relies on the RANSAC (RANdom SAmple Consensus) paradigm. The RANSAC

paradigm gives us a hint on how to instantiate a model if there are a lot of compromised data

elements. The most interesting property of the paradigm is that it suggests to use as few elements

for instantiating the model as possible, on the contrary to classical statistical methods that usually

suggest to use as many elements as possible. The main advantage of RANBAR is that it only

relies on one assumption, namely that the sample is normally distributed in the unattacked case.
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This approach helps to eliminate unusual, strange data values from the pool of data before the

aggregation is performed, or it can considerably suppress the effect of bogus data on the aggregated

value.

Beside resilient data aggregation in sensor networks, in my dissertation, in Chapter 5, I deal

with the problem of aggregator node election in sensor networks. As already mentioned, the typical

topology for a sensor network is a tree, where the base station is the root, and the non-leaf nodes are

called aggregator nodes. Aggregator nodes aim at collecting the measurement data from the other

nodes and perform some kind of aggregation in order to reduce the amount of the information that

has to be sent to the base station; this principle of operation is called in-network aggregation. As

aggregator nodes perform more task than usual nodes (i.e., they also have to collect and aggregate

measurements), these nodes use more resources than the regular sensor nodes. For this reason, it

is desirable to change the aggregators from time to time, and thereby, to better balance the load

on the sensor nodes. For this purpose, aggregator node election protocols can be used in the sensor

network that allow for dynamic re-assignment of the aggregator role.

In Chapter 5, I propose an aggregator node election protocol for wireless sensor networks,

called PANEL, which uses the geographical position information of the nodes to determine which

of them should be the aggregators. Like other aggregator node election protocols, PANEL also

ensures load balancing in the sense that each node is elected aggregator nearly equally frequently.

Moreover, an important design criterion of PANEL was to perform aggregator node election in a

non-manipulable way, i.e., to ensure that none of the nodes can become aggregator more frequently

than the others. Otherwise, an attacker could force its compromised node to become aggregator all

the time, and thus, it might manipulate the aggregated data collected from a larger set of common

sensors continuously. Beside this non-manipulability property, PANEL also achieves a high level of

security in the sense that it can defend against various attacks aiming at distorting the aggregation

result, or ruining the aggregator node election process completely. In addition, in order to increase

reliability, in PANEL, the aggregators replicate their stored data at the aggregators of some selected

backup clusters. These backup aggregators must be chosen in such a way that they are further

away from the primary aggregator than a certain distance called the disaster radius [Girao et al.,

2006]. The rationale is that if there is a disaster in which the primary aggregator is destroyed, its

data is still available at and can be retrieved from the backup aggregators.

In particular, the motivation for the design of PANEL was to support TinyPEDS (Tiny Persis-

tent Encrypted Data Storage) [Girao et al., 2006], and other similar asynchronous sensor network

applications. Based on how the sensor readings reach the base stations, we can distinguish syn-

chronous and asynchronous sensor networks. In the synchronous case, the sensor readings are sent

to the base stations in real-time using multi-hop wireless communications, where the sensor nodes

cooperatively forward data packets on behalf of other sensor nodes towards the base stations. In

the asynchronous case, the sensor readings are fetched by the base stations after some delay (e.g.,

once every day or week). In this case, the base stations are often mobile, and they physically

approach the sensors in order to fetch their data through a single wireless hop. Examples of syn-

chronous sensor network applications include forest fire alarm systems and building automation

systems where real-time operation is indispensable. Examples of asynchronous applications in-
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clude habitat monitoring systems and agricultural applications such as vineyard monitoring where

real-time operation is not an issue. The salient feature of PANEL that makes it novel and different

from other aggregator node election protocols is that, beyond its security properties, it supports

both synchronous and asynchronous applications.

The organization of my dissertation is the following. In Chapter 2, I summarize the related

work on both of the topics of resilient aggregation in sensor networks and aggregator node election

in sensor networks. In Chapter 3, I present two approaches to resilient data aggregation that

employ an attack detection phase before the aggregation. In Chapter 4, I propose another method

for resilient data aggregation that exploits the RANSAC paradigm. In Chapter 5, I present my

work on aggregator node election, namely, I introduce the PANEL algorithm that uses the nodes’

position for electing the aggregator. In Chapter 6, some possible ways of practical applications of

my results are envisioned. Finally, in Chapter 7, I conclude my dissertation and summarize my

contributions.
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Chapter 2

Related Work

In this chapter, I detail the literature related to resilient data aggregation in sensor networks in

Section 2.1, and to aggregator node election in sensor networks in Section 2.2.

2.1 Related Work on Resilient Data Aggregation

The term resilient aggregation has been coined by David Wagner in his SASN 2004 paper [Wagner,

2004]. In that paper, Wagner investigates the following question: Which aggregation functions can

be securely and meaningfully computed in the presence of a few compromised sensors? The rather

bad news of Wagner’s paper is that some of the very useful and widely used aggregation functions,

such as the average, the minimum, and the maximum are inherently insecure, which means that an

adversary can cause arbitrary distortion in the aggregated value by modifying only a small number

of sensor readings. Wagner proposes to use the median instead of the average, which is a more

robust aggregation function. He also proposes trimming as a mechanism that can help to achieve

resilience.

Apart from the idea of trimming, Wagner assumes that the data is fed into the aggregation

function immediately, without prior analysis. In my work, I relax this assumption. More precisely,

I propose a novel data aggregation model, where the aggregator analyzes the input data before

aggregation, and tries to detect and filter inconsistent sensor readings. (In fact, trimming is

a special case of this more general idea.) In my model, the adversary does not only want to

cause maximal distortion in the output of the aggregation function, but he also wants to remain

undetected. I show that in this case, the distortion caused by the adversary can usually be upper

bounded, even for aggregation functions that were considered to be insecure earlier (e.g., the

average). This result has high practical importance, since these functions are commonly used in

practice.

Robust statistics: A closely related field of research is that of robust statistics. In fact, there

exist a number of papers dealing with robust techniques for securing measurement data, however,

they do not explicitly mention the problem of resilient aggregation. For example, in [Li et al.,

2005b] and [Bychkovskiy et al., 2003], statistical tools are deployed for securing the localization
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in sensor networks as well as allowing in-place sensor calibration. The applied statistical tools are

the median and the method of cutting outlier measurements to secure these functions. However,

the problem with the median is that it can be significantly far from the average, especially for

a large number of compromised nodes. The solution for the in-place sensor calibration problem

in [Bychkovskiy et al., 2003] is built on time series correlation analysis and pairwise relations

between sensor nodes. Experiments show that the results of the algorithm are promising but the

algorithm is still in an early development phase.

Deviation detection in correlated data: Even though the naturally existing phenomenon

of correlation is sometimes neglected in research papers considering sensor measurement data, it

can be exploited in many ways. In the following, I present the related papers in the field of data

aggregation, deviation detection and attack detection considering correlation.

A research paper that aims at data aggregation considering correlation is [Zhu et al., 2005],

the authors of which propose an aggregator node election mechanism that aims at load balancing

too. According to this mechanism, the network is partitioned into equally sized sectors, wherein

the aggregator nodes – that are selected considering the correlation – collect the data from their

children in case an event occurs. In [Yoon and Shahabi, 2005], correlation is exploited in in-

network aggregation. The highly correlated nodes are assumed to have similar measurement results,

therefore, only one of them is sufficient to fulfill the sensing task. Relying on this assumption,

the proposed solution reduces the number of transmissions and provides approximate results to

aggregate queries by utilizing the spatial correlation of sensor data.

There are papers that aim at detecting anomalies (outliers, deviations) in the system usually by

exploiting the phenomenon of correlation, but not in the context of sensor networks. In [Lakhina et

al., 2004], the authors propose a method to detect anomalous network conditions with the help of

Principal Component Analysis (PCA), while in [Papadimitiou et al., 2003], one can read about an

outlier detection scheme that uses approximate computations in order to accelerate the operation,

and detects outliers with the help of the so called ’multi-granularity deviation factor’. While

these papers are not designed for sensor networks, there is a related solution for sensor networks as

well [Palpanas et al., 2003], in which the authors deal with the problem of identification of deviating

values in streaming data. Regrettably, this latter paper assumes a special network topology with

a powerful backbone, and applies kernel density estimators, thus restricting itself to independent

and identically distributed samples.

These papers do not consider attacks, only anomalies (or outliers, deviations). The main dif-

ference between the two concepts is that anomalies are random events, while attacks are controlled

events that aim at disturbing some functionalities of the sensor network. The problem of defending

such attacks in sensor networks is obviously important, hence, there are more and more papers

discussing countermeasures.

An example of such papers is [Tanachaiwiwat and Helmy, 2005], in which the authors propose

a method to reduce the effect of unauthorized data inserted by sybil and compromised nodes. The

paper exploits correlation using a modified, sliding-window t-test that will point out the nodes that

are suspected to be captured or sybil nodes, and these nodes have to authenticate themselves in
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this case. If a node fails to authenticate itself, its message will be dropped and the malfunctioning

will be reported to the base station. Another related paper is [Ye et al., 2005], in which one

can read about an en-route filtering method against injected false messages using multiple MACs

(Message Authentication Codes). The main idea here is that the sensor nodes have disjoint sets of

cryptographic keys, and the nodes that sense the same event can attach multiple MACs calculated

by each of them to the message. Thus, if an attacker wants to forge a message, it has to forge

several MACs as well, but this forged message will be detected during its route to the base station

as the forwarding nodes can check the validity of the MACs with some probability. Regrettably,

neither [Tanachaiwiwat and Helmy, 2005] nor [Ye et al., 2005] propose resilient solutions: these

solutions are not applicable against an outsider attacker who alters the measured parameters of

the environment in order to have the sensors perform falsified measurements. This kind of attack

results in messages that are cryptographically sound but false in content. This is a serious security

threat in the sensor networks, as already mentioned in Chapter 1.

In [Chatzigiannakis and Papavassiliou, 2007], one can read about a security solution that al-

ready assumes compromised nodes and the defense against them with the help of correlation.

The authors employ Principal Component Analysis (PCA) in order to detect the misbehaviour

of the nodes and filter out their measurements. According to the simulation results, the pro-

posed methodology outperforms conventional anomaly detection approaches. However, the paper

assumes a special network topology with more powerful primary nodes that, at the same time,

cannot be compromised. Moreover, the a priori assumption in PCA is that the most important

components (i.e., sensors) are those that have a high variance in their values, which is not true

in general in our case. Another interesting paper is [Cristofaro et al., 2009], in which the authors

propose to use several witness nodes that not only confirm the aggregator’s result, but aggregate

the received data and forward the result themselves. Thus, the aggregator nodes on a higher level

receive the full data and extract information even if the nodes disagree. Based on this data, the

base station can apply fuzzy logic to decide about the correctness of the query result. This latter

approach also addresses the possibility of malicious aggregator nodes manipulating data. However,
[Cristofaro et al., 2009] induces overhead with the application of witness nodes, moreover, this

solution only supports clusters within which the nodes are in one-hop distance to each other.

Cryptographic approaches: Although loosely related, I mention another set of related works
[Hu and Evans, 2003; Przydatek et al., 2003; Anand et al., 2005] that are concerned with the

application of cryptographic techniques, such as encryption and authentication, in order to prevent

that forged data are input into the aggregation function.

In [Anand et al., 2005], the adversary wants to estimate the network-wide aggregate as ac-

curately as possible. To achieve this, the adversary can eavesdrop the communication between

some of the sensors. The authors show a way how the probability of a meaningful eavesdrop can

be calculated, where ’meaningful’ means that the information obtained by the eavesdropper helps

him to calculate a good estimate of the real aggregate. The function that measures this probabil-

ity is called eavesdropping vulnerability and it depends on the set of eavesdropped nodes, on the

adversary’s error tolerance, and on the aggregation function used to calculate the aggregate.
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Hu et al. [Hu and Evans, 2003] consider large sensor networks where the sensor nodes organize

themselves into a tree for the purpose of routing data packets to a single base station represented by

the root of the tree. The authors present countermeasures against intruder nodes deployed by the

adversary and against a single node compromise. Their approach is based on delayed aggregation

and delayed authentication. Delayed aggregation means that instead of performing the aggregation

at the parent node, messages are forwarded unchanged to the grandparent and aggregation is

performed there. This increases the overall transmission cost but it allows the detection of a

compromised parent node if the grandparent is not compromised. Delayed authentication refers to

the method when intermediate nodes receive messages that contain values authenticated by their

grandchildren and a MAC (Message Authentication Code) on the aggregated value computed by

their child.

Przydatek et al. [Przydatek et al., 2003] present cryptography based countermeasures against

the attacker who wants to distort the aggregate. The secure aggregation approach proposed in

that paper is based on cryptographic commitment and interactive proof techniques. The aggre-

gator sends the aggregate statistics to the home server together with a Merkle hash tree based

commitment. In the proof step, the home server asks the aggregator for a randomly selected sub-

sample. In this step, the aggregator sends the wanted subsample in the form protected by the keys

shared between the nodes and the home server. The home server checks elements of this subsample

against the commitment by interacting with the aggregator. If this check is successful, i.e., the

home server is convinced that the subsample really comes from the sample used for the calculation

of the commitment and sent by the corresponding sensors, it calculates the actual statistics for this

subsample and compares the result to the value sent previously by the aggregator and calculated

for the whole sample. If the distance between these two values is small enough, the home server

accepts the statistics as authentic.

While these techniques allow the detection of an adversary that modifies the data packets that

carry the sensor readings, they cannot be used to detect the type of adversaries considered in this

dissertation that can falsify the sensor readings before they are placed in the data packets.

RANSAC: As mentioned before, one of my proposed resilient aggregation mechanism is based

on the concept of RANdom SAmple Consensus (RANSAC). RANSAC was suggested by A. Fischler

and R. C. Bolles in 1981 [Fischler and Bolles, 1981]. The RANSAC approach relies on random sam-

pling selection to search for the best fit. The model parameters are computed for every randomly

selected subset of points. Then, the points within some error tolerance are called the ’consensus

set’ of the model, and if the cardinality of this set exceeds a prespecified threshold, the model is

accepted and its parameters are recomputed based on the whole consensus set. Otherwise, the

random sampling and validation is repeated. Hence, RANSAC can be considered to seek the best

model that maximizes the number of inliers. The problem with this approach is that it requires

the prior specification of a tolerance threshold which is actually related to the inlier bound. The

authors proposed this technique for fitting a model to experimental data, and applied it to the

Location Determination Problem: given a set of control points in the image with known locations,

determine the point in space from which the image was obtained. The proposed principle worked
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well, however, it is just a principle without defined parameters. I have adopted it for the purposes

of resilient aggregation in sensor networks.

There are several publications about applications of RANSAC. The main orientation of these

papers is computer vision and image processing. In [Lacey et al., 2000], the authors compare a

RANSAC-based algorithm with traditional optimization schemes and find that in case of stereo

camera calibration, the use of RANSAC seems unjustified, while in motion estimation, it is benefi-

cial. In [Chum and Matas, 2002], RANSAC was improved by randomizing its hypothesis evaluation

step and it was shown that under some conditions this approach is significantly more efficient than

the standard RANSAC method. In [Yan and Pollefeys, 2005], the authors use RANSAC for ar-

ticulated motion segmentation, and test their algorithm with both synthetic and real data. They

have found that their algorithm shows both the properties of efficiency and robustness. The au-

thors of [Zuliani et al., 2005] extended RANSAC to handle the problem of simultaneous parameter

estimation of multiple models in data sets with a high percentage of outliers. Experimental results

on synthetic data seem to support the robustness of their approach.

2.2 Related Work on Aggregator Node Election

Dividing the sensor network into clusters and using in-network aggregation is an effective way to

treat the enormous amount of information produced by the sensor nodes. Several papers have been

published in this research area of sensor networks, we list the related ones below.

There are some papers that give an overview of in-network aggregation and cluster formation

solutions. One of these papers is [Younis et al., 2006], which discusses the main issues of clustering

in sensor networks and concludes that clustering is a useful tool for topology-management and

for in-network data aggregation. In [Rajagopalan and Varshney, 2006], the authors detail the

different data aggregation techniques and highlight the trade-offs between energy efficiency, data

accuracy, and latency. In [Mhatre and Rosenberg, 2004b], one can read about a comparison of

homogeneous (i.e., all the nodes have same hardware capability) and heterogeneous (i.e., nodes have

different hardware capabilities) sensor networks from clustering point of view, while in [Mhatre and

Rosenberg, 2004a], the authors investigate the schemes of single-hop and multi-hop communication

and their impact on clustering. In [Thai et al., 2008], the authors survey the different designs and

formulations of coverage problems in sensor networks, and present an overview of the solutions

proposed in the literature.

Papers aiming at lifetime maximization: The papers that propose solutions for clustering

can be classified based on their primary aim (however, most of these papers have multiple aims).

The largest group according to this classification consists in papers that aim at lifetime maximiza-

tion of the sensor network. This group of papers can be further divided based on the method that

they use for the clustering: it can be either probabilistic or deterministic. In case of probabilistic

solutions, the cluster heads are elected based on some randomness, while in case of deterministic

solutions, iterative or centralized strategies are deployed.

The most known probabilistic cluster formation algorithm is the LEACH protocol [Heinzelman
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et al., 2000; Heinzelman et al., 2002]. In LEACH, the clustering goes as follows: in every round

each sensor node picks a random number, and if this random number is smaller than a threshold,

the node becomes a cluster head. Next, it advertises itself with constant energy via radio commu-

nication and waits for cluster members. The cluster members are the non-cluster head nodes, and

each of them joins that cluster head’s cluster whose advertisement was received with the highest

energy (in general, this is the nearest cluster head’s cluster). The properties of LEACH are that

it flatly balances the energy consumption of the network, however, it uses only one-hop commu-

nication, the remaining energy of the nodes is not a parameter by the election (but it should be

because of the increased energy needs of a cluster head node), and the protocol requires every node

to be able to reach the base station in one hop, which is not generally true in sensor networks.

Other related probabilistic cluster formation solutions can be found in [Lindsey and Raghaven-

dra, 2002; Lindsey et al., 2002; Bandyopadhyay and Coyle, 2003; Ye et al., 2004; Soro and Heinzel-

man, 2005; Li et al., 2005a]. In [Lindsey and Raghavendra, 2002; Lindsey et al., 2002], one can

read about a data gathering scheme, called PEGASIS, that forms a chain of nodes and elects a

leader node for energy efficient collection of the sensors’ measurements. In [Bandyopadhyay and

Coyle, 2003], the authors propose a technique to build k-hop clusters, i.e., where the cluster mem-

bers are at most k-hops away from the cluster head. In [Ye et al., 2004], a LEACH-like idea is

exploited considering the residual energy of the nodes as well. In [Soro and Heinzelman, 2005;

Li et al., 2005a], the problem of unequal energy dissipation is considered in case of equally sized

clusters. Therefore, in these latter papers, the authors propose to form unequal size clusters:

smaller ones close to the base station and larger ones further from it, as the cluster heads of closer

lying clusters have more load due to the message forwarding task for further lying clusters.

The most important probabilistic solution for our purposes is HEED [Younis and Fahmy, 2004],

which can also be considered as the generalization of [Heinzelman et al., 2000] and [Ye et al., 2004].

In HEED, the cluster formation algorithm is more sophisticated; it elects the cluster heads based

on their remaining energy and on a secondary parameter that can control the cluster density, the

load balancing, and the amount of intra-cluster communication. The HEED protocol seems to

be a good trade-off between termination speed and cluster head distribution by allowing some

communication between neighboring nodes. The simulation results in [Younis and Fahmy, 2004]

show that HEED outperforms LEACH in terms of network lifetime and in ratio of energy dissipated

for clustering.

The list of papers that aim at network lifetime maximization using a deterministic aggregator

node election method is quite extensive as well. In [Younis et al., 2003], one can find solution

for the mentioned problem assuming that the sensor network is heterogeneous, i.e., there are less

energy constrained gateway nodes among the usual constrained sensor nodes that can help in

cluster formation and in the routing of sensor messages. The authors of [Dasgupta et al., 2003;

Kalpakis et al., 2003] approach the clustering problem from data gathering point of view, and

propose a centralized solution for near optimal scheduling of the message sending. In [Ghiasi et

al., 2002], the problem of lifetime maximization is handled by balancing the load of cluster heads

and by minimizing the total distance between sensor nodes and cluster heads. [Gupta et al., 2005]

tackles the same problem using fuzzy logic with the variables of energy, node concentration and
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node centrality with respect to the entire cluster. Another fuzzy-based approach is [Xiaorong and

Lianfeng, 2007], in which a static type clustering method is proposed, where the cluster head is

rotated within the cluster by a fuzzy logic algorithm that optimizes the network lifetime. The

authors of [Bae and Yoon, 2005] propose to use coverage-based self-pruning using continuous

expected coverage prediction in order to mitigate unnecessary broadcasts, thus saving energy.

In [Wang and Jantsch, 2006], one can read about a cluster head election proposal that is based

only on the maximum residual energy of the nodes. In [Liu and Lee, 2005], the authors explore

how to elect the cluster heads when assuming node mobility. The proposed algorithms in [Liu and

Lee, 2005] make each round have the same number of cluster heads and guarantee that each round

has at least one cluster head elected.

Papers aiming at quick cluster formation: There are some papers that do not primarily

aim at network lifetime prolongation, but at quick cluster formation. In [Popovski et al., 2004],

the authors consider event-driven sensor networks with high degree of spatial-temporal correlation.

The main focus of the paper is on cross-layered design of localized algorithms for performing quick

data aggregation and quick hierarchy formation allowing prompt response to queries. In [Demirbas

et al., 2004], one can read about a fast clustering algorithm suitable for large scale sensor networks

by its property of locality, scalability, and self-healing in case of node failures and newly deployed

nodes.

Papers aiming at enhanced network management: The following group of papers collects

those works that aim at enhanced network management. For example, the objective of [Kuhn et

al., 2004] is to show that one can efficiently compute an asymptotically optimal clustering, even

when collision resistant packet forwarding is not ensured. The authors of [Banerjee and Khuller,

2001] propose a hierarchical clustering approach, where the cluster heads are clustered again at

the higher layer of the hierarchy. Here, the clustering problem is defined in a graph theoretic

framework, and a distributed solution is presented that results in size-bounded clusters. The ACE

algorithm [Chan and Perrig, 2004] aims at forming minimally overlapping clusters with the help

of cluster migration. The algorithm ends in constant time regardless of the size of the network

and uses only local communications between nodes. In [Soro and Heinzelman, 2008], one can read

about the cluster head election problem concentrating on applications where the maintenance of

full network coverage is the main requirement. The approach presented in the paper is based on a

set of coverage-aware cost metrics that favor nodes deployed in densely populated network areas

as better candidates for cluster head nodes. [Virrankoski and Savvides, 2005] focuses on extracting

regularity from irregular network topologies by allowing the nodes to organize themselves into

groups of locally isotropic (or regular) non-overlapping clusters without requiring the knowledge of

node locations. Some papers aim at achieving a single-hop backbone consisting purely of aggregator

nodes, like [Gupta and Younis, 2003a; Gupta and Younis, 2003b]. The energy consumption of such

protocols is naturally higher.

Security of aggregator node election: Security is rarely considered in the cluster formation

or aggregator node election problem. An exception is [Sirivianos et al., 2007], where the authors
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deal with the issue of non-manipulable aggregator node election. When an attacker node is able to

manipulate the aggregator election process, it is also able to influence the operation of the network,

for example, by electing itself as aggregator and maliciously filtering the sensors’ measurements.

Three independent countermeasures are proposed against such an attacker in [Sirivianos et al.,

2007], all of them based on distributed random number generation. Another exception is [Liu,

2007], where the author proposed a technique for resilient cluster formation, which consists of a

neighbor validation module based on wormhole detection, a priority-based selection of the cluster

head nodes, and a centralized detection module that aims at detecting the nodes that have an

abnormally large number of neigbors (as these are most likely compromised).

The papers listed above are all related to the aggregator node election problem assuming

clustering. However, none of the above methods are able to guarantee a minimum distance between

certain aggregators. However, in our motivating application area (i.e., reliable and persistent

distributed data storage), backup aggregators must be chosen in such a way that they reside

farther away from the primary aggregator than a certain disaster range. In [Al-Karaki et al.,

2004], the authors detail an approach for aggregator node election that is able to guarantee this

minimum distance, however, the proposed solution is centralized, and thus, its applicability is

limited. On the contrary, PANEL can guarantee a minimum distance between aggregators in a

distributed manner, because in PANEL, the aggregator nodes reside within fixed size clusters and

are elected locally without the need of a central controller. For instance, the minimum distance

between two aggregators belonging to non-neighboring clusters is dx, where x is the number of

clusters between the two aggregators, and d is the physical size of the cluster.
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Chapter 3

The Sample Halving Approach to

Resilient Data Aggregation

The sample halving approach performs consistency checking of the sample by halving the sample

and comparing the two halves in a statistical fashion (in other words, it performs statistical data

splitting). Below, I present two slightly different usage mechanism of this general idea. First, I

consider the case when the received sample consists of independent elements, and then, I apply

the sample halving approach to samples with correlated elements. In both cases, I separate attack

detection from aggregation. The halving of the sample and the cross-checking is performed in the

attack detection phase, and the aggregation (i.e., the calculation of the desired statistical functions)

is performed after the attack detection phase has indicated that the sample is intact.

3.1 The Case of Independent Samples

3.1.1 The model

My model of data aggregation with attack detection in the independent case is illustrated in

Figure 3.1. I assume that there are n sensors, which perform some measurement and send their

readings to a base station. The base station aggregates the received data; the objective of this

aggregation is to estimate the value of an unknown parameter θ. I represent the reading of the

ith sensor by a random variable Xi, whose distribution is a function of θ. For instance, θ may be

the average temperature, and Xi’s distribution may be N (θ, 1), the Gauss distribution with mean

θ and variance 1. I assume that Xi (i = 1, 2, . . . , n) are identically distributed and independent.

X̄ = (X1,X2, . . . ,Xn) is the vector that contains the readings of all sensors.

The adversary is allowed to modify the sensor readings before they are submitted to the ag-

gregation function. This is modelled by a function A, which inputs the original sensor readings X̄

and outputs the modified vector X̄ ′.

The aggregation procedure S has two steps. First, input X̄ ′ is analyzed in order to detect

attacks. This is modelled by a function D, which outputs 1 if an attack is detected, and 0 otherwise.

I assume that if an attack is detected, then X̄ ′ is thrown away. If no attack is detected, then the
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Figure 3.1: Model of data aggregation with attack detection

processing continues with executing the aggregation function R on input X̄ ′, which outputs the

aggregated value Θ̂. Formally, the operation of S is described as follows:

S(X̄ ′) =

{

R(X̄ ′) = Θ̂ if D(X̄ ′) = 0

⊥ if D(X̄ ′) = 1
(3.1)

where ⊥ is a special symbol that means that an attack was detected.

I assume that the adversary wants to maximize the distortion d of the aggregation function,

which I define as follows:

d = E[ |θ − Θ̂| ] = E[ |θ −R(A(X̄))| ] (3.2)

In addition, I assume that the adversary wants to remain hidden, or more precisely, the adversary

wants to keep the probability of successful detection of an attack under a given value p∗:

P{D(X̄ ′) = 1} = P{D(A(X̄)) = 1} ≤ p∗ (3.3)

I assume that the adversary knows the detection algorithm D (including the a priori knowledge

used in the algorithm) and the aggregation function R. I further characterize the adversary by the

number t < n of sensors that it has compromised. This means that X̄ and X̄ ′ differ in t positions.

Finally, following [Wagner, 2004], we may distinguish omniscient and myopic adversaries. An

omniscient adversary first observers the readings of all n sensors, then chooses t sensors to attack

and modifies their readings. A myopic adversary can only observe and modify the readings of t

sensors that are selected before the attack.

3.1.2 Attack detection mechanism

In this section, I illustrate through an example how attack detection can be implemented, and how

useful it can be in upper bounding the distortion achievable by the adversary.

I consider a myopic adversary, which can observe and modify the readings of t ≪ n sensors

(selected before the attack). The adversary attacks by adding a constant valuem > 0 to the reading

of each selected sensor. Therefore, X ′
i = Xi for the non-compromised sensors, and X ′

i = Xi +m

for the compromised ones. Of course, it is not known which sensors are compromised, and the

value of m is unknown to the detection algorithm as well.

Recall the assumption that the sensor readings Xi (1 ≤ i ≤ n) are independent and identically

distributed. I assume that nothing is known about this distribution except for the fact that its
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variance is 1. I assume that the goal of the aggregator is to estimate the mean θ, and therefore a

natural choice for the aggregation function is the average:

R(X̄ ′) =
1

n

n
∑

i=1

X ′
i (3.4)

Then, the distortion d achieved by the adversary can be computed as follows:

d =
t ·m
n

(3.5)

The attack detector uses the following algorithm. It first computes Z1 = X ′
1 + . . .+X ′

n/2 and

Z2 = X ′
n/2+1 + . . . + X ′

n, where, for simplicity, I assume that n is even, and then it computes

W = Z1 − Z2. It is known from the central limit theorem that if there was no attack, then the

distribution of W would be approximately N (0,
√
n), the Gauss distribution with mean 0 and

variance
√
n. Therefore, it is suspicious if |W | is not close to 0. The attack detection algorithm

uses a threshold hα > 0 in the natural way:

D(X̄ ′) =

{

1 if |W | > hα

0 otherwise
(3.6)

The value of hα is determined by a parameter α of the detection algorithm that represents the

probability of false detection in the case when there is no attack (H0 hypothesis):

P{|W | > hα | H0} = 2− 2 · Φ(hα/
√
n) = α (3.7)

The relationship of hα and α is illustrated in Figure 3.2. As a matter of fact, this algorithm is

highly related to the two-sample U-test, however, while this latter test requires normality, the idea

of the sample halving appoach can be considered as a more general one as it can be applied to any

parameterized distribution (e.g., to asymmetric distributions as well).

Analysis: Now, I will determine the probability of detection in the case when there is an attack

(H1 hypothesis). I use the following simple observation: in this example, the expected value E[W ]

of W is a multiple of m, and it lies in the interval [−tm, tm]. Indeed, if t1 denotes the number of

compromised readings in the first half X ′
1, . . . ,X

′
n/2 of the readings, and t2 denotes the number of

compromised readings in the second half X ′
n/2+1, . . . ,Xn of the readings, where t1 + t2 = t, then

E[W ] = E[X ′
1 + . . .+X ′

n/2]− E[X ′
n/2+1 + . . .+X ′

n]

= (
n

2
· θ + t1 ·m)− (

n

2
· θ + t2 ·m)

= (t1 − t2) ·m

Therefore, we can write the following for the probability of detection in the case when there is an

attack:

P{D(X̄ ′) = 1 | H1} =

t
∑

ℓ=−t

P{|W | > hα | E[W ] = ℓm} · P{E[W ] = ℓm} (3.8)
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Figure 3.2: The value of hα is determined by the probability α of false detection in the case when

there is no attack, which corresponds to the tails of the distribution N (0,
√
n)

The first factor of the terms in the above sum can be easily computed using the fact that if

E[W ] = µ, then the distribution of W is N (µ,
√
n) (see also Figure 3.3 for illustration):

P{|W | > hα | E[W ] = µ} =

= P{W > hα | E[W ] = µ}+ P{W < −hα | E[W ] = µ}

= 1− Φ

(

hα − µ√
n

)

+ Φ

(−hα − µ√
n

)

(3.9)

In order to compute the second factor, I assume that the sample is divided into two halves in a

random manner (or equivalently, that the adversary compromises sensors in a random manner, and

it does not know in advance, in which halves the compromised sensors will fall when the detection

algorithm is run). Therefore, the probability of the event E[W ] = ℓm is equal to the probability

that the difference between the number of compromised sensors in the two halves is ℓ, when the

sample is halved randomly. This can be calculated using basic combinatorics:

• if t is odd, then P{E[W ] = ℓm} = 0 if ℓ is even, and

P{E[W ] = ℓm} =

(

t
t+ℓ
2

)

·
(

n− t
n
2 − t+ℓ

2

)

(

n
n
2

) (3.10)

if ℓ is odd and −t ≤ ℓ ≤ t;

• if t is even, then P{E[W ] = ℓm} = 0 if ℓ is odd, and

P{E[W ] = ℓm} =

(

t
t+ℓ
2

)

·
(

n− t
n
2 − t+ℓ

2

)

(

n
n
2

) (3.11)
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Figure 3.3: The distribution of W in the case when there is an attack is N (µ,
√
n), where µ = E[W ].

The probability of detection corresponds to the tails of this distribution.

if ℓ is even and −t ≤ ℓ ≤ t.
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Figure 3.4: The attack detection probability as a function of the distortion achieved by the adver-

sary for n = 100 and α ≈ 0.05 (which gives hα = 20).

Using the above formula and Equation (3.9), I can evaluate Equation (3.8) for given values

of the parameters. Figure 3.4 illustrates the result of this calculation for n = 100 and α ≈ 0.05

(which gives hα = 20). The left subfigure corresponds to odd values of t, while the right subfigure

corresponds to even values of t. The different curves belong to different values of t.

It is easy to see that if the adversary wants to keep the attack detection probability below a given

threshold p∗, then the distortion that it can achieve is severely limited. For instance, if p∗ = 0.3,

then the distortion cannot be larger than 0.5 even if 9 out of 100 sensors are compromised. For the

same value of p∗, the maximum achievable distortion reduces to about 0.1 if only 1 compromised

sensor is used in the attack. Interestingly enough, the upper bound on the achievable distortion
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does not depend on the value of θ (i.e., the parameter to be estimated), which means that the

relative distortion d/θ can be very small for large values of θ.

3.1.3 Generalization

When trying to distort the distribution parameters (mean, median, etc.), the attacker puts more

weight into one of the tails of the probability density function, which leads to an asymmetric, skewed

distribution. In some sense, the sample halving technique described above tries to detect this

asymmetry. The idea of detecting asymmetry can be generalized as follows. It is well known that

the standard characterizing parameters of a distribution are the mean (or median), the standard

deviation, the kurtosis, and the skewness. Here, I emphasize the role of the skewness, which

measures the asymmetry of the distribution. It is reasonable to assume that some empirical

distribution of the skewness is available in case there is no attack, since normally, the system is

not attacked, most of the time. The attack detection algorithm can compare the skewness of the

sample to the expected value of the skewness in order to decide if an attack is taking place or not.

3.2 The Case of Correlated Samples – CORA

In most of the sensor network applications one needs to have a densely deployed network in order

to satisfy the coverage requirements. Consequently, events on the field are usually recorded by

multiple sensors. Due to the high density of nodes, sensors in proximity will measure spatially cor-

related values of the same event with the degree of correlation increasing with decreasing internode

distances.

Spatial correlation can be exploited to cross-check the sample, testing whether there is an

(environment altering) attack or not. This naturally existing characteristic of the sample produced

by the sensor network helps in improving the attack detection algorithms proposed so far in this

context. Furthermore, adding correlation to the model of the sensor networks is a significant step

towards having a realistic data processing model of these networks.

An attacker, who is able to alter the measured parameters of the environment in the proximity

of the sensor nodes, represents a serious threat against even the sensor network that is equipped

with cryptographical tools. Handling the problem of such an attacker is a must in order to realize

security in sensor networks. However, if cryptography does not help, one can still rely on statistics.

3.2.1 The model

The adversary I consider is able to produce some kind of ”offsets” which are added to the mea-

surements of the sensors. These offsets are under the control of the adversary, but are considered

to be independent and identically distributed. Moreover, those are considered to be of the same

kind as the sensor readings, e.g., temperature in case of thermometer sensors, or light in case of

photometer sensors. (I note that this offset is not the same as the previously used m.) This attack

can totally distort the aggregate considering the commonly used aggregation functions like the

average or the min/max.
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I do not restrict the adversary in the number of sample elements he is able to compromise, but

I assume that the adversary’s knowledge do not extend to the distribution of the sample produced

by the sensor network, neither to the size of the sample gathered by the base station in a given

query (some of these assumptions will be relaxed later in Section 3.2.3). Finally, I do not consider

any particular distribution for the attacker’s offset.

In my envisioned application, the base station collects a sample of measurements from the

sensors and tries to aggregate them in a secure way. Each sensor contributes to this sample with

its measurement by replying to the base station’s query in an encrypted message. (I note that

assuming even public key encryption in sensor networks is not far-fetched according to [Piotrowski

et al., 2006]. Moreover, I note that my scheme supports distributed in-network aggregation as well,

see Section 3.3 for the related discussion.) Upon reception of the messages, the base station decrypts

the messages and aggregates their information content. The aggregation is done in two steps: At

first, the sample is analyzed and a decision is made whether it is compromised or not. After that,

an aggregation step is performed depending on the previous decision. The aggregation step is

different for the two outputs of the decision function, namely when an attack is detected or when

no attack is detected. If there is no attack detected then usual aggregation is performed, otherwise

the final output is calculated by extrapolation based on the previous outputs (see Figure 3.5).

This separation of cases helps us to obtain a significantly smaller distortion at the output of the

Det()

D = 0

D = 1

yAggregation

Extrapolation

Enhanced Data Aggregation Algorithm

Sample

y
extr

Attack
1 nX ,..., X 1 nZ ,..., Z

Figure 3.5: Resilient aggregation scenario including the attacker and the data processing part

aggregation function than having done the aggregation without attack detection.

In order to be able to measure the gain of my approach, I model the sensor network to produce

measurements that can be represented by random variables, but instead of assuming the indepen-

dence of these random variables I exploit the correlation among them (in other words, I consider

dependent random variables). Therefore, my sensor network data model consists of the following

elements:

• n: number of sensor readings in the sample

• t: number of readings compromised by the attacker

• Xi: random variable denoting the ith uncompromised reading

• rXi,Xj
= r: correlation coefficient between Xi and Xj , ∀i, j, i 6= j

• Gi: random variable denoting the additive offset produced by the attacker (Gi is independent

of Xi, ∀i)

• Zi = Xi +Gi: random variable denoting the compromised sample elements (0 < i ≤ t)
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As this model handles the dependence of the sensor measurements, it can help us to quantify

the power of correlation in attack detection. In the next section, I will show how this quantification

can be performed.

3.2.2 The two-nodes scenario

Correlation among sample elements is a naturally existing phenomenon. In this section, I show

how this correlation can be exploited. For didactical reasons, I start with a deliberately simplified

scenario of two nodes in Section 3.2.2 in order to get a first insight into the problem. After that, I

study the problem in its full generality in Section 3.2.3 with arbitrary number of nodes and attack

strengths.

As a first step, I investigate the case when there are only two sample elements (i.e., n = 2),

and there is at most one element that is attacked (i.e., t ≤ 1). My primary aim now is to pursue

attack detection on this 2-element sample with a small error probability (both false negative and

false positive). Then, based on this decision, we are able to perform data aggregation of the same

2-element sample with a remarkably lowered distortion, where the distortion is defined as the

expected value of the squared absolute difference between the aggregate of the sample and the

aggregate in case there is no attack. My secondary aim is to show how correlation influences my

results calculated for the distortion.

Algorithm 1 Det(x1, x2) Attack Detection Algorithm
1: Randomly select one element from the sample {x1, x2} and let the selected element be denoted

by x′, the remaining one by x′′

2: Calculate the (1 − α)% confidence interval for x′′ conditioned on x′ according to the p.d.f.

pX′′|X′(·|x′)
3: if x′′ is inside this confidence interval then

4: D = 0 (* no attack detected *)

5: else

6: D = 1 (* attack detected *)

7: end if

The solution I propose to fulfill my primary aim is the Attack Detection Algorithm Det(x1, x2)

(Algorithm 1). This algorithm randomly chooses one of the two elements from the sample and

computes the (1 − α)% confidence interval for the remaining one conditioned on the chosen one,

where α is the false positive probability. If the remaining one is inside this confidence interval, then

the output of the algorithm is that there is probably no attack (D = 0), otherwise the algorithm

signals that an attack is detected (D = 1).

This straightforward approach already exploits correlation by using the conditional probability

density functions pX1|X2
(·|·) and pX2|X1

(·|·), which are assumed to be known. I note, however,

that the knowledge of pX1|X2
(·|·) and pX2|X1

(·|·) does not imply the a priori knowledge of the p.d.f.

of the measurement data at individual sensors. For example, a given conditional p.d.f. pX1|X2
(·|·)

gives a different joint p.d.f. for different distributions of X2, which then results in different marginal
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distributions for X1. Consequently, I do not assume any a priori knowledge about the expected

value of the measurement data.

The output of the Attack Detection Algorithm can be applied in selecting the adequate way

of data aggregation. If no attack is indicated then the sample can be handled in the usual way,

e.g., its average can be calculated without the fear of obtaining a highly distorted aggregate.

Otherwise, equipped with the knowledge that the sample is compromised with high probability,

one can mitigate the effects of an attacker by handling the sample in a special way. Usually,

dropping the compromised sample is the easiest method to apply, while extrapolating the current

aggregate from the previous (unattacked) results can guarantee a small distortion without relying

on other information. The type of the extrapolation can be suitably chosen to the characteristics

of the data one is going to measure.

This approach is formalized in the Enhanced Data Aggregation Algorithm (Algorithm 2), where

output y is the aggregate of the input, while the output denoted by yextr is the minimum distortion

output when we do not use outlier filtering. yextr is usually calculated as an extrapolation based

on the output of the previous uncompromised outputs. For example, yextr can be the output of

the last run of the data aggregation algorithm when the attack detection algorithm detected no

attack; this possesses the smallest distortion for ordinary samples.

Algorithm 2 Enhanced Data Aggregation Algorithm
1: Take both of the readings and apply the Attack Detection Algorithm Det(x1, x2)

2: if Det(x1, x2) indicates an attack then

3: Output = yextr

4: else

5: Output = y

6: end if

The output of the Enhanced Data Aggregation Algorithm is interpreted as the aggregate value

of the current round. Using the Attack Detection Algorithm and the Enhanced Data Aggregation

Algorithm one can notably reduce the distortion of the aggregate compared to the case when

aggregation is performed without prior analysis.

Why not using standard statistical decisions instead of Det(·, ·)?

Decision theory (or more precisely, hypothesis testing) is a well-elaborated part of statistics. It is

concerned with the topic of how to behave optimally under uncertainty. The basic guideline in

decision theory is minimizing the expected loss encountered after the decision. Generally speaking,

I have the same objective in this chapter: I want to minimize the distortion of the aggregation

function. Thus, the distortion can be considered as the loss in my case, while the decision we have

to make is about signalling an attack or not. Why not using then well-known statistical decisions

instead of inventing a new one? To answer this question, we have to take a deeper look at the

modus operandi of the decision algorithms proposed so far. The two most prevalent statistical

decisions I investigate are the Bayesian decision and the Maximum Likelihood decision.

Informally, the Bayesian decision is concerned with making a decision about the state of nature
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based on how probable that state is. Therefore, Bayesian decision theory plays a role when there is

some a priori information about the states we are trying to classify. As I want to decide whether

there is an attack occurred or not, the a priori information would be in my case the probability

of facing an attack. However, my attacker model presented in Section 3.2.1 does not contain any

kind of information about this probability. In other words, I do not rely on assumptions about

the attacker’s attacking frequency or distribution in time. Therefore, the Bayesian decision that

requires information about the attacking probability cannot be applied in my case.

The Maximum Likelihood decision seems to be more attractive in our scenario. Generally, the

Maximum Likelihood approach decides to that state of nature for which it holds that the value

of the p.d.f. for the input conditioned on that state is the maximum value among all the values

of p.d.f’s conditioned on other states for the same input. The sample received from the sensor

nodes can be considered as the mentioned input, while the states of nature are ’attack’ or ’no

attack’. The problem with this approach is that without assuming a concrete distribution of the

attacker’s additive offset we cannot figure out the p.d.f. of a vector of sample elements conditioned

on the class ’attack’. Therefore, regrettably, the Maximum Likelihood decision needs too much

information that is not available in my model and thus, it is not applicable either in my case.

Evaluation of the Enhanced Data Aggregation Algorithm under a Gaussian data model

To quantify the gain in the distortion of the output of the Enhanced Data Aggregation Algorithm,

we first have to evaluate the error probabilities of the Attack Detection Algorithm. These prob-

abilities are the false positive (α) and the false negative (β) probabilities. α is the probability of

signalling an attack in the unattacked case, while β is the probability of not signalling the attack in

the attacked case. In order to be able to define β, I fix α to 0.1 (i.e., I tolerate 10% of false alarms).

Moreover, for the evaluation I assume that both the distribution of Xi and the distribution of Gi

is the Gaussian distribution, i.e., Xi ∼ N (µ, σ) and Gi ∼ N (µ̃, σ̃). (I note that this assumption

is only needed for the calculations below, Algorithm 1 and Algorithm 2 do not rely on it. I also

note that a more general attacker will be considered later and analyzed by means of simulation

in Section 3.2.3.) Here, the choice of the Gaussian distribution for Gi simplifies the analysis and

its two parameters allow us to consider attacks of significantly different styles. Without loss of

generality, I further assume that the first sample element is compromised, i.e., Z1 = X1 + G1.

As t = 1, we can set aside the lower indices of the symbols corresponding to the attacker, thus

Z = X1 + G. Based on these, the β error probability can be determined by averaging the two

particular false negative error probabilities corresponding to the two cases when (i) we select the

compromised element as the condition (i.e., x′ = z) or (ii) we select the uncompromised reading

for the same role (i.e., x′ = x2). The averaging is justified by the fact that both of these events

have a probability of 0.5 to occur because of the randomness of the selection. Formally,

β =
1

2
(β(1) + β(2)) (3.12)
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where

β(1) =

∫ ∞

−∞

[

∫ b2(z)

b1(z)

pX2|Z(u|v)du
]

pZ(v)dv

=

∫ ∞

−∞

∫ b2(z)

b1(z)

pX2,Z(u, v)dudv (3.13)

β(2) =

∫ ∞

−∞

[

∫ b2(x2)

b1(x2)

pZ|X2
(u|v)du

]

pX2
(v)dv

=

∫ ∞

−∞

∫ b2(x2)

b1(x2)

pZ,X2
(u, v)dudv (3.14)

The b1(z), b2(z), b1(x2) and b2(x2) integration bounds are defined with the help of the previously

fixed false positive probability as

∫ b1(z)

−∞
pX2|X1

(u|z)du =
α

2
(3.15)

∫ ∞

b2(z)

pX2|X1
(u|z)du =

α

2
(3.16)

∫ b1(x2)

−∞
pX1|X2

(u|x2)du =
α

2
(3.17)

∫ ∞

b2(x2)

pX1|X2
(u|x2)du =

α

2
(3.18)

respectively. Additionally, the correlation coefficient in pX2,Z(·, ·) is calculated as

rX2,Z =
E
[

(X2 − µ)(X1 +G− µ− µ̃)
]

σ
√
σ2 + σ̃2

= rX1,X2

σ√
σ2 + σ̃2

(3.19)

and the correlation coefficient in pZ,X2
(·, ·) is rZ,X2

= rX2,Z .

With the help of β, I can analyze the Enhanced Data Aggregation Algorithm from its dis-

tortion’s point of view. As the most interesting aggregation function is the average because of

its vulnerability (only one compromised measurement can totally mislead it) and its widespread

usage, I considered it in my analysis too. To evaluate the distortion of the output of Algorithm 2,

I have to distinguish two basic cases: the case when an attack happens, and another one when

there is no attack. I introduce the following notations:

• A: indicator random variable denoting whether there is an attack or not (0 - no attack, 1 -

attack)

• Y : random variable denoting the average of the sample

• Yextr: random variable denoting the minimum distortion output in case an attack is detected

• Ŷ : random variable denoting the average of the sample elements when there is no attack
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Considering the first reading to be compromised (without loss of generality), the distortion in the

first case can be expressed as

d(Y |A = 1) = E
[

|Y − Ŷ |2
∣

∣A = 1
]

=

= E
[

|Y − Ŷ |2
∣

∣A = 1,D = 1
]

· (1− β) + E
[

|Y − Ŷ |2
∣

∣A = 1,D = 0
]

· β

= E|Yextr − Ŷ |2 · (1− β) +
1

4

(

µ̃2 + σ̃2
)

· β (3.20)

While in the second case the distortion can be formalized as

d(Y |A = 0) = E
[

|Y − Ŷ |2
∣

∣A = 0
]

=

= E
[

|Y − Ŷ |2
∣

∣A = 0,D = 1
]

· α+ E
[

|Y − Ŷ |2
∣

∣A = 0,D = 0
]

· (1− α)

= E|Yextr − Ŷ |2 · α (3.21)

To show how much gain my Enhanced Data Aggregation Algorithm induces compared to a

scenario where no attack detection is employed, I define dimp as the improvement in the distortion

in case of an attack as follows:

dimp = d(Y |A = 1,D = 0)− d(Y |A = 1)

=
1

4

(

µ̃2 + σ̃2
)

−
[

E|Yextr − Ŷ |2 · (1− β) +
1

4

(

µ̃2 + σ̃2
)

β
]

∼= 1

4

(

µ̃2 + σ̃2
)

· (1− β) (3.22)

where I assume that E|Yextr − Ŷ |2 is close to zero. In Figure 3.6, one can see a plot of dimp where

the different curves belong to different correlation coefficients. The horizontal axis corresponds to

the expected value of the attacker’s distribution (i.e., µ̃). For the calculations I choose µ = 0,

σ = 1, and σ̃ = 1. I note that the choice of σ̃ in the range [0.5, 1.5] does not alter the results

significantly. In the figure, the steeply ascending lines show that the improvement in the distortion

grows with a growing difference between µ and µ̃. The fact the curve of r = 0.5 runs near to

the curve of r = 0.95 clearly indicates that my approach considerably exploits even correlations of

moderate power.

As a second comparison, I show how much influence the correlation has on the distortion. In

Figure 3.7, one can see the distortion d(Y |A = 1) for different values of the correlation coefficient

r. The horizontal axis represents the expected value of the attacker’s distribution (i.e., µ̃). The

corresponding values for the calculations are µ = 0, σ = 1, and σ̃ = 1. Here again, assuming that

E|Yextr − Ŷ |2 is close to zero, I can characterize the distortion as

d(Y |A = 1) ∼= 1

4

(

µ̃2 + σ̃2
)

· β (3.23)

In Figure 3.7, the difference in the form of the curves for the dependent cases (r > 0) and the

independent case (r = 0) shows that considering correlation helps in maintaining a very moderate

distortion in the aggregate in case of an attack. When the sample elements are independent, the

distortion caused by the adversary grows steeply with µ̃, while in the dependent cases the effects

of an attack are strictly upper bounded, even when the correlation is moderate.

To understand the behaviour of Algorithm 1 more deeply, I compared it to the already detailed

Maximum Likelihood decision. As already mentioned, the Maximum Likelihood decision is not
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Figure 3.6: Calculated values for dimp for different values of the correlation coefficient r

0 1 2 3 4 5 6 7
0

1

2

3

4

5

6

exp. value of  G

d(
 Y

 | 
A

=
1 

)

r = 0
r = 0.5
r = 0.95

Figure 3.7: Distortion caused by the adversary for different values of the correlation coefficient r

applicable in my data and attacker model, however, its importance in decision theory lead me

to compare its efficiency to the efficiency of Algorithm 1 in a significantly restricted model. The

restriction is the following: I assume that the attacker’s distribution is a priori known. I emphasize

that this assumption is required for the Maximum Likelihood decision to be able to operate, and

it should not be confused with the assumption about the normality made only in order to perform

the analysis of my approach; the Attack Detection Algorithm does not need to know the attacker’s

distribution while the Maximum Likelihood decision needs. For sake of simplicity, I assume that

the attacker’s distribution is the Gaussian distribution with known expected value and variance.

The Maximum Likelihood decision is the following. Let us take the joint p.d.f. of the sample

in case there is no attack (i.e., pX1,X2
) and divide it with the joint p.d.f. corresponding to the

attacked case (i.e., pX1,Z or pZ,X2
). An attack is signalled if this quotient is smaller than T . More

formally, D = 1 if

pX1,X2
(xxx)

1
2pX1,Z(xxx) + 1

2pZ,X2
(xxx)

< T (3.24)
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where T can be obtained with the help of the false positive probability α. Therefore, T can be

determined using that

α =

∫

R
pX1,X2

(xxx)dxxx (3.25)

where R is defined as

R =
{

xxx : pX1,X2
(xxx) < T

(

1

2
pX1,Z(xxx) +

1

2
pZ,X2

(xxx)

)

}

(3.26)

After having the Maximum Likelihood decision described, we have to evaluate its probability

of missed detection. This can be formalized as

β = 1−
(1

2

∫

R
pX1,Z(xxx) +

1

2

∫

R

1

2
pZ,X2

(xxx)
)

(3.27)

To be able to observe the effect of the Maximum Likelihood decision on the distortion, I have put

it in the Enhanced Data Aggregation Algorithm in place of Det(·, ·). Using the new values of β,

the improvement in the distortion of the Enhanced Data Aggregation Algorithm can be calculated

using Equation (3.22).

Figure 3.8 shows the results of the comparison of the Attack Detection Algorithm and the Max-

imum Likelihood decision, both as a building block in the Enhanced Data Aggregation Algorithm.

The corresponding values for the calculations are µ = 0, σ = 1, σ̃ = 1. As one can see in Figure 3.8,
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Figure 3.8: Comparison of Maximum Likelihood decision and the Attack Detection Algorithm

the improvement in the distortion implied by the Maximum Likelihood decision is higher than for

the Attack Detection Algorithm in case of low correlation, however, the difference becomes very

small if the correlation is higher. This difference is based on the fact that the Maximum Likelihood

decision takes advantage of the knowledge of the distribution of the attacker’s offset. Therefore,

in this comparison, where this distribution is assumed to be known to the Maximum Likelihood

decision algorithm, this latter can perform better than the Attack Detection Algorithm. However,

if the correlation is higher, the Attack Detection Algorithm performs as well as Maximum Likeli-

hood decision, even without relying on this extended knowledge. Nevertheless, I emphasize again

that the Maximum Likelihood approach is only applicable if one knows the distribution of the

attacker’s offset, while the Attack Detection Algorithm does not need this knowledge.
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Figures 3.6, 3.7 and 3.8 clearly show that correlation has a significant influence on the attack

detection capabilities of Algorithm 1 and therefore on the distortion that the attacker is able to

cause in the output of Algorithm 2. Compared to the independent case (i.e., when r = 0), consid-

ering the naturally existing correlation between the sample elements results in smaller distortion

and allows the base station to make nearly as precise decisions as for example the Maximum

Likelihood approach which needs more knowledge about the attacker in order to be able to oper-

ate. In other words, the attacker’s abilities are more restricted when the base station maintains a

correlation-based data model.

Using the preliminary data model consisting of only two nodes from which one is possibly

attacked we are able to quantify the ”strength” of correlation. The results justify our suspicion:

exploiting correlation can help in developing data aggregation algorithms for sensor networks that

are more powerful from the resilience point of view than algorithms not considering correlation.

Now that the importance of correlation is clarified, we can go further by enabling my algorithms

to elaborate on data sets that are containing more than two elements. In Section 3.2.3, I will show

how this generalization can be performed.

3.2.3 Generalization using Sample Halving

Usually, sensor networks are imagined to contain a high number of sensor nodes, and in my

simplified case the number of nodes is strictly related to the sample size. Thus, in this section, I

propose a generalized approach for attack detection and resilient aggregation in sensor networks

that is able to handle a sample of arbitrary size. That means that in this section I consider samples

for which

• n ≥ 2

• t ≥ 1, i.e., the attacker’s strength is also considered to be arbitrary

As the Attack Detection Algorithm and the Enhanced Data Aggregation Algorithm are efficient

considering a small sample, it is a natural idea to reuse them in this general case. In the first step,

one has to shrink a sample of n elements into a sample of two elements which can be achieved,

for example, by halving the sample into two partitions and compressing the partitions into one

element each. The way of partitioning (i.e., the dispensation of the sample elements into the two

halves) is determined, and it can be considered as a parameter of the algorithm. The compression

can be done for the two partitions independently from each other by e.g., averaging the halves. In

my case, the partitions do not need to have equal size but for simplicity I require this property

now. With this sample halving approach we are able to reduce the general problem (i.e., n ≥ 2) to

a special case (i.e., n = 2) where I can apply my previously introduced Attack Detection Algorithm

and Enhanced Data Aggregation Algorithm.

A sketch of the sample halving approach can be seen in Figure 3.9, in which a sample with six

elements is represented by circles, where the white circles correspond to ordinary elements and the

black circle corresponds to an element that is compromised by the adversary. The sample halving

approach divides the sample into two partitions and compresses the two partitions independently

from each other to obtain a sample of size two. As the first partition contains a compromised
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element its compressed counterpart is also considered as compromised, but since the averaging

blurs the effect of the adversary the circle of the resultant value is grey instead of black.

x 2

x 3 x 5

x 6

x 4z

x h x 2,1

Figure 3.9: A sketch of the sample halving approach

To be able to use the Attack Detection Algorithm Det(·, ·) and the Enhanced Data Aggre-

gation Algorithm presented in Section 3.2.2, we have to know the conditional p.d.f. of the two

averages conditioned on each other, as instead of pX1|X2
(·|·) and pX2|X1

(·|·), we need pX1|X2
(·|·)

and pX2|X1
(·|·) in Algorithm 1 to evaluate the corresponding confidence interval in the general

case. I note that the knowledge of these conditional p.d.f’s does not assume anything about the

knowledge of the distribution of the measured parameter of the sensor network.

With this modified assumption I can reduce the problem of resilient data aggregation on an

arbitrary-sized sample to the already solved problem of data aggregation on a sample of size two.

Therefore, we are now able to perform attack detection and resilient aggregation on a sample

without restriction on its size or the number of compromised elements. In the next subsection, I

formally evaluate this generalized approach.

Evaluation of the generalized algorithm under a Gaussian data model

The quantification of the gain introduced by the Enhanced Data Aggregation Algorithm in the

case of samples of arbitrary size is similar to the evaluation of the case of 2-element samples in

Section 3.2.2. However, even if some of the formulas look similar, the reason of their usage can

be very different compared to the previous case. Moreover, the increased number of possibly

compromised elements renders the analysis a bit more difficult.

Firstly, I introduce the notations needed:

• X: random vector denoting the original sample

• Xh: random vector denoting the sample in case of an attack

• X: random vector produced by averaging the halves of X in the unattacked case

• Xh: random vector produced by averaging the halves of Xh in case of an attack

• rX1,X2
: correlation coefficient between the elements of X
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The sample X in the unattacked case has a multivariate normal distribution with mean (ex-

pected value) vector

µ = (µ, . . . , µ)T (3.28)

and with covariance matrix

Σ =















σ2 rσ2 . . . rσ2

rσ2 σ2 . . . rσ2

...
...

. . .
...

rσ2 rσ2 . . . σ2















(3.29)

In case an attack happens, the mean vector and the covariance matrix of the compromised

sample Xh are respectively (without loss of generality)

µµµh = µ +µµµ∆ (3.30)

and

Σh = Σ + Σ∆ (3.31)

where µµµ∆ is a column vector the first t elements of which are µ̃’s, and Σ∆ is a n × n matrix

containing only zero elements except from its first diagonal where the first t elements are σ̃2.

The averaging transformation of the partitions can be described by matrix M which is a 2× n
matrix with the following entries:

M =

(

2
n . . . 2

n 0 . . . 0

0 . . . 0 2
n . . . 2

n

)

(3.32)

In this generalized case again, the first step is to formalize the false negative probability β as

β(t1,t2) =
1

2
(β(1) + β(2)) (3.33)

where the (t1, t2) superscript means that the first half of the sample contains t1 compromised

elements, while the second half contains t2 compromised elements (t = t1 + t2). β(t1,t2) is the

average of two particular error probabilities corresponding to the cases of the different condition

choice (see Algorithm 1). These particular error probabilities can be defined as

β(1) =

∫ ∞

−∞

∫ b2(xh,1)

b1(xh,1)

pXh,2,Xh,1
(u, v)dudv (3.34)

β(2) =

∫ ∞

−∞

∫ b2(xh,2)

b1(xh,2)

pXh,1,Xh,2
(u, v)dudv (3.35)

similarly to the definitions in Section 3.2.2. The related distributions can be defined with the help

of matrix multiplications Mµµµh and the MΣhM
T which result respectively in

µµµh =

(

µ+ 2
n t1µ̃

µ+ 2
n t2µ̃

)

(3.36)
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and

Σh =

(

Σh,11 rσ2

rσ2 Σh,22

)

(3.37)

where

Σh,11 =

(

2

n

)2

t1σ̃
2 +

2

n
σ2 +

(

1− 2

n

)

rσ2 (3.38)

Σh,22 =

(

2

n

)2

t2σ̃
2 +

2

n
σ2 +

(

1− 2

n

)

rσ2 (3.39)

Based on these, the distribution of Xh,1 is

Xh,1 ∼ N
(

µµµh,1,

√

Σh,11

)

(3.40)

and the distribution of Xh,2 is

Xh,2 ∼ N
(

µµµh,2,

√

Σh,22

)

(3.41)

Furthermore, the integration limits in Equations (3.34) and (3.35) are implicitly defined as

∫ b1(xh,1)

−∞
pX2|X1

(u|xh,1)du =
α

2
(3.42)

∫ ∞

b2(xh,1)

pX2|X1
(u|xh,1)du =

α

2
(3.43)

∫ b1(xh,2)

−∞
pX1|X2

(u|xh,2)du =
α

2
(3.44)

∫ ∞

b2(xh,2)

pX1|X2
(u|xh,2)du =

α

2
(3.45)

Finally, the corresponding correlation coefficients in Equations (3.34) and (3.35) are defined as

rXh,2,Xh,1
=

E
[

(Xh,2 −µµµh,2)(Xh,1 −µµµh,1)
]

√

Σh,22

√

Σh,11

= rX1,X2

Σ11
√

Σh,11

√

Σh,22

(3.46)

and rXh,1,Xh,2
= rXh,2,Xh,1

.

The main difference in the evaluation of the n ≥ 2 case compared to the n = 2 case stems from

the halving of the sample. Along with the increased number of compromised elements, the halving

of the sample distributes the number of compromised elements in the two halves. Assuming that

the attacker chooses the nodes to be compromised at random, the above kind of halving is related

to the hypergeometric distribution, which describes the probability that in a sample of n distinctive

objects j objects are compromised. Therefore, the final error probability β can be defined based

on the particular probabilities in Equation (3.33) as

β =

t
∑

j=0

P (t1 = j)β(j,t−j) (3.47)
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where

P (t1 = j) =

(

t
j

)(

n−t
n
2 −j

)

(

n
n
2

) (3.48)

is the hypergeometric distribution with parameters n, t, and n
2 .

To show the gain of my Enhanced Data Aggregation Algorithm compared to a scenario where

no attack detection is employed I define dimp as the improvement in the distortion in case of an

attack just like in Section 3.2.2 as follows:

dimp = d(Y |A = 1,D = 0)− d(Y |A = 1)

∼= 1

n2

(

µ̃2 + σ̃2
)

· (1− β) (3.49)

where I still assume that E|Yextr−Ŷ |2 is close to zero. In Figure 3.10, one can see a plot of values of

the redefined dimp function for different correlation coefficients represented by the different curves.

The subfigures correspond to different attack strengths, i.e., to different number of compromised

nodes. The horizontal axes correspond to the expected value µ̃ of the attacker’s distribution, while

the vertical axes correspond to the improvement in the distortion dimp defined in Equation (3.49).

σ̃ is considered to be 1, but its value in the range [0.5, 1.5] does not affect the results significantly.

The two sequences for even and odd number of compromised nodes are clearly recognizable. In

the odd sequence the correlation seems to be a dominating factor, while in the even sequence the

law of large numbers improves the attack detection capabilities and thus the value of dimp for less

correlated samples.
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Figure 3.10: The improvement in the distortion considering the sample halving approach with

n = 10 nodes and with different values of r

Secondly, I show how much influence the correlation has on the distortion. In Figure 3.11,

one can see the distortion d(Y |A = 1) for different values of the correlation coefficient r. The

subfigures correspond to different attack strengths, i.e., to different number of compromised nodes.

The horizontal axes correspond to the expected value µ̃ of the attacker’s distribution. Here again,

assuming that E|Yextr − Ŷ |2 is close to zero, I can characterize the distortion as

d(Y |A = 1) ∼= 1

n2

(

µ̃2 + σ̃2
)

· β (3.50)
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Figure 3.11: Distortion caused by the adversary for different values of the correlation coefficient r

with n = 10 nodes and with σ̃ = 1

The calculations presented in Figures 3.10 and 3.11 are performed with n = 10 (i.e., with a

10-nodes network or with a 10-nodes cluster). This small value of n helps in giving an overview

of the most probable cases considering the number of nodes an attacker is able to compromise.

Moreover, for a smaller sample, the effect of correlation is easier to trace because the compression

in the first step of the sample halving approach does not influence the distortion as much as for

larger samples. However, I note that the sample halving approach is not restricted in the value of

n.

The message of Figures 3.10 and 3.11 is manifold. Firstly, the figures clearly show the effect of

the compression step (i.e., halving and aggregating the halves). The halving of the sample results

in different behaviour of the distortion in case the attacker compromises even or odd number of

elements. The subfigures corresponding to t = 1, t = 3 and t = 5 can be considered as one sequence,

while the remaining ones as another sequence. In both figures, the odd sequence consists in three

nearly coinciding subfigures on which only the dotted line changes. This indicates that having

smaller correlation does not always mean weak resilience in aggregation. However, not considering

correlation cannot outperform the correlated case if the correlation coefficient is high enough. The

even sequence in the same figures emphasizes the effect of the law of large numbers. Namely, having

an uncorrelated (and thus in the Gaussian case independent) sample can be a better base for attack

detection than a correlated sample. The explanation for this is that an independent sample is able

to narrow very quickly by the means of its standard deviation because of the averaging, while

a correlated sample has always a bigger standard deviation. Therefore, the confidence interval

calculated based on an independent sample can be very small which then facilitates the detection

of outlier elements. The different nature of the odd and even sequences has combinatorial roots.

Having even number of compromised elements frequently results in such a halving where exactly

the half of the compromised elements are in the first half and the others in the second half. In this

case, however, the attack detection capabilities are weak, as the numerical difference between the

two sample halves is small. This then introduces a higher distortion and thus a smaller value for

dimp. In case of odd compromised elements the halving is always ”unfair”, one of the halves always
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possesses more compromised elements than the other, and therefore there is always a remarkable

difference between the halves, which implies better attack detection capabilities.

Evaluation with non-constant correlation coefficient

Until now, I have assumed that the correlation coefficient r has the same value for all pairs of

readings. In reality, every pair of readings has a specific correlation value which depends on the

distance of the nodes that produced the readings, and on some physical properties of the environ-

ment in which the nodes are deployed. Several models have been proposed so far for the calculation

of the value of the correlation coefficient based on these parameters, e.g., the Spherical, the Power

Exponential, the Rational Quadratic and the Matérn correlation models [Berger et al., 2001]. The

most widely used correlation model in the literature on spatial statistics is the Power Exponential

model [Gneiting et al., 2007; Weber and Talkner, 1993] with several applications [Stuber, 2001;

Vuran and Akyildiz, 2006; Vuran et al., 2004; Akyildiz et al., 2004; Rappaport, 2001; Bravos et

al., 2006], therefore I applied it as well.

Assuming non-constant correlation coefficients the covariance matrix in Equation (3.29) will

take the form

Σ =















σ2 r12σ
2 . . . r1nσ

2

r21σ
2 σ2 . . . r2nσ

2

...
...

. . .
...

rn1σ
2 rn2σ

2 . . . σ2















(3.51)

where rij = rji. rij can be calculated using the Power Exponential correlation model as

rij(dij) = exp
(

−
(dij

θ1

)θ2
)

(3.52)

where dij is the Euclidean distance between nodei and nodej , θ1 controls the relation between dij

and rij with usual values of different integer powers of 10 (i.e., 10, 102, . . . ,106), and it depends

on θ2 whether the model is exponential (θ2 = 1) or squared exponential (θ2 = 2). For the analysis,

I have chosen θ1 = 10 and θ2 = 1 as in [Vuran et al., 2004; Akyildiz et al., 2004].

To evaluate the distortion caused by an attacker in the output of the Enhanced Data Aggrega-

tion Algorithm in the case of non-constant correlation, one can formulate the probability density

function of the correlation coefficient rij considering uniformly randomly placed sensor nodes as

prij
(x) = (3.53)

=























































2πθ2
1

θ2x (− ln(x))
2

θ2
−1 − 8θ3

1

θ2x (− ln(x))
3

θ2
−1 +

2θ4
1

θ2x (− ln(x))
4

θ2
−1 ififif x ∈ (exp(−( 1

θ1
)θ2), 1)

4θ2
1

θ2x (− ln(x))
2

θ2
−1

[

arcsin

(

2−θ2
1(− ln(x))

2
θ2

θ2
1(− ln(x))

2
θ2

)

+ 2

√

θ21(− ln(x))
2

θ2 − 1− 1

]

−

− 2θ4
1

θ2x (− ln(x))
4

θ2
−1 ififif x ∈ (exp(−(

√
2

θ1
)θ2), exp(−( 1

θ1
)θ2))

0 ififif x 6∈ (exp(−(
√

2
θ1

)θ2), 1)

Taking a sample from this distribution (using uniformly random sampling) and applying it to

Equation (3.51) gives a realistic covariance matrix for a realization of the random node deployment.

35



CHAPTER 3. SAMPLE HALVING APPROACH TO RESILIENT DATA AGGREGATION

Then, calculating the conditional p.d.f’s pX1|X2
(·|·) and pX2|X1

(·|·) using this updated covariance

matrix and performing the analysis presented in Section 3.2.3 gives the distortion in this given

realization.

The conditional p.d.f’s pX1|X2
(·|·) and pX2|X1

(·|·) can be easily described with the help of

µµµ = Mµµµ and Σ = MΣMT (see [DeGroot, 2004]). The correlation coefficient applied in pX1|X2
(·|·)

can be defined as

rX1,X2
=

Σ12
√

Σ11

√

Σ22

(3.54)

The joint probability density functions pXh,1,Xh,2
(·, ·) and pXh,2,Xh,1

(·, ·) can be defined in the same

way as in Section 3.2.3.

Repeating the above calculations along with the sampling of prij
multiple times gives the same

result as having multiple sensor networks with different uniformly random deployment. Calculating

the average distortion of the repetitions can help us in exposing the characteristic features of this

scenario when the correlation coefficient is not constant.

The results of this analysis are very interesting. After performing the repeated sampling and

distortion calculation for t = 1, . . . , 5 (20 times for each value), the resulting curves are nearly the

same as the curves on Figure 3.10 and 3.11 when r = 0.95. As it would be difficult to distinguish

the two kind of curves in a figure, I show a comparison table consisting of numerical values for the

two curves for t = 2 (see Table 3.1). The t = 2 choice is confirmed by the fact that the differences

are the largest in that case.

Table 3.1: Numerical values of the r = 0.95 curve (in Figure 3.10) compared with the dimp values

in case the correlation coefficient is not constant
dimp for r = 0.95 dimp for rij

0.0046 0.0048

0.0115 0.0122

0.0342 0.0345

0.0700 0.0716

0.1192 0.1199

0.1823 0.1852

0.2595 0.2741

0.3508 0.3587

This small difference between the dimp values of the two cases clearly shows, on the one hand,

that one is able to model the pairwise correlation among the sample elements with a fixed corre-

lation coefficient in the long run. This, on the other hand, reinforces my previous results: even

though I used a simplified scheme in which I considered the correlation coefficient to be constant

(with two describing values of 0.95 and 0.5, and the value of 0 for the independent case), my

results are still highly relevant when we consider the more realistic scenario of distance-dependent

correlation coefficients among the sample elements. Moreover, as the curves for r = 0 and r = 0.95

are significantly different (for both the dimp and the d(Y |A = 1) metrics), the latter results also
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indicate that assuming correlation is a must in order to establish a realistic sensor network data

model.

Evaluation assuming a sophisticated attacker

The attacker I considered until now was a simplified one: he added offsets to some of the sensor

readings, where the offsets were independent and identically distributed random variables. For the

performance evaluation, I categorized the offsets as elements coming from a normal distribution

the parameters (i.e., the expected value and the standard deviation) of which are under the control

of the attacker. In this section, I investigate the case of a more sophisticated attacker. Namely, I

assume that the attacker knows the Enhanced Data Aggregation Algorithm, including the Attack

Detection Algorithm Det(·, ·). Moreover, the attacker also knows the size of the sample that the

base station gathers in a given query, and he can arbitrarily modify the observed sample elements.

However, the attacker is not assumed to know the exact way of halving that is applied to shrink

the sample of size n into two elements.

This sophisticated attacker is able to choose the best attack in the long run after estimating

the unobserved (unknown) elements of the sample. This can be done as follows. At first, the

attacker analyzes the observed sample part and gives an estimation on the remaining elements

(the attacker is able to do this since he knows the size of the gathered sample). This estimation

can be of any kind, for the simulations below I used the method to replace every unknown element

with the average of the observed elements. Then, the attacker is able to investigate all the possible

halvings and calculate the distortion for them for each possible value of the offset parameter,

which parameter is under the control of the adversary. I note that the attacker is not restricted to

compromise all the observed measurements, but he is able to choose the number of measurements

to compromise in the range [1, t], where t is the number of observed elements in this case.

After calculating the individual distortions for all cases of the halving and all combinations

of the compromised measurements, the attacker selects those measurements to compromise, the

modification of which leads to the highest distortion on average. As the attacker does not know

the sample halving procedure, the highest distortion on average is calculated by averaging the

individual distortions over the different halvings (all the halvings have equal probability in Det(·, ·),
which is 1

2t ) and taking the maximum of the resulting vector.

I simulate the sophisticated attacker assuming that the original sample is normally distributed

(with parameters µ = 0, σ = 1 and n = 10) and correlated. The correlation of the sample is

modelled with the Power Exponential correlation model with parameters θ1 = 10 and θ2 = 1

as in [Vuran et al., 2004; Akyildiz et al., 2004]. I perform simulations for two different attacker

behaviours. The first behaviour is when the attacker perturbs some of the sample elements with

an offset, while the second behaviour describes the case when the attacker replaces some of the

sample elements with a common maximum. As the resulting figures for the two behaviours are

quite similar, I only detail the results considering the first behaviour in Figure 3.12.

Figure 3.12 shows simulation results (i.e., not analytical calculations like all the figures until

now). The horizontal axes correspond to the offset value chosen by the attacker, while the vertical

axes correspond to the distortion in the aggregate. The five subfigures correspond to different
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Figure 3.12: Distortion caused by a sophisticated adversary for different values of the correlation

coefficient r

number of observed sensor measurements. As the original samples are drawn randomly for the

simulations, the curves in the subfigures are somewhat irregular.

In the first three subfigures (i.e., up to 30% compromised nodes), the highly correlated mea-

surements imply smaller distortion than the independent measurements (similarly to the t = 1 and

t = 2 subfigures in Figure 3.11). The last two subfigures, however, show that the effect of a power-

ful attacker, who can compromise the measurement of a high number of nodes, is better eliminable

when the sensor readings are independent (similarly to the t = 4 subfigure in Figure 3.11). All the

same, low correlations (like r = 0.5) usually weaken the capabilities of the proposed solution. In

a realistic attack scenario (i.e., where the attacker is only able to compromise the measurement of

a small number of sensor nodes) the distortion of the Enhanced Data Aggregation Algorithm can

grow up to 2.5σ for less correlated and independent samples, while it usually stays below 1.2σ for

highly correlated samples and for α = 0.1.

As one can see, the subfigures corresponding to t = 2 and t = 3 show similarities, and the

same happens in the case of subfigures corresponding to t = 4 and t = 5. In general, the attacker

cannot reach a significantly higher distortion by compromising 2k + 1 sensor readings compared

to the case when compromising only 2k sensor readings (maybe except for k = 1, r = 0). The

reason for this property is, on the one hand, that the attacker is able to choose the number of

measurements he is going to compromise. For example, it is possible for an attacker to observe

three sample elements but compromise only two of them. On the other hand, the halving step in

Det(·, ·) has a high influence on the result. Even numbered compromised elements can be halved

in a way that both halves contain the same number of compromised elements (which weakens the

attack detection capabilities), while odd numbered elements cannot be halved in such a ”fair” way

(which result in better attack detection capabilities).

The results for the distortion caused by a sophisticated attacker can be summarized as these

are highly related to the analytical results in Section 3.2.3 considering the form and the position

of the related curves. However, a sophisticated attacker can achieve a higher distortion than the

previously considered simplified attacker. Nevertheless, I note that the sophisticated attacker is

still not an optimal attacker, and thus, the results presented in this section do not correspond to

the worst case.
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3.3 Discussion

Does this approach allow in-network processing? The concept of performing the aggrega-

tion at the base station allows us to get rid of some typical ”networking” problems (like e.g.,

routing, lost messages, etc.) and to concentrate on the novel statistical framework presented.

However, my scheme can support in-network aggregation as well. There are two straightfor-

ward ways to perform in-network aggregation in my case: Firstly, aggregator nodes chosen

among the sensor nodes can aggregate the measurements of the sensors in their clusters.

Algorithm 1 and 2 are both very energy-efficient as they do not require additional communi-

cation, thus, they can run even on resource-constrained sensor nodes. After the aggregation,

the aggregator nodes send the result to the base station, and the base station can average

them without further investigation, as the analysis has been already done by the aggregator

nodes. The drawback of this way of processing is that the aggregator nodes have to decrypt

the messages of their corresponding clusters as the algorithms need raw data as their input.

Secondly, considering again that the algorithms run on the base station and that the Attack

Detection Algorithm only needs two averages in order to make its decision, the aggregator

nodes only have to sort the measurements into two groups accordingly, sum up these groups,

and send only the sums to the base station. Upon reception of the sums the base station is

able to calculate the averages by, again, sorting the received sums into two groups accordingly,

summing them up, and dividing the two sums by the total number of measurements they are

based upon. Having the final averages, the base station is now able to perform the Enhanced

Data Aggregation Algorithm. This latter approach has the advantage that the messages do

not have to be decrypted by the aggregator nodes while they perform the summation. The

tool that allows to sum up encrypted data is called homomorphic encryption or concealed

data aggregation (see e.g., [Peter et al., 2009; Domingo-Ferrer, 2002; Westhoff et al., 2006;

Peter et al., 2007]). Moreover, both approaches fulfill the requirement of having the minimum

number of messages transmitted (wireless transmission consumes a plenty of energy), as

aggregation invokes compression of the data too.

How to relax the knowledge about the conditional p.d.f.? In the previous sections, I as-

sumed that the conditional p.d.f’s pX1|X2
(·|·) and pX2|X1

(·|·) are known to the Attack De-

tection Algorithm. In the following, I will show how my algorithm behaves in case these

conditional p.d.f’s are not precisely known. Let us assume that the Attack Detection Algo-

rithm knows only p̂X1|X2
(x|y) = pX1|X2

(x|y) + ∆(x|y) and similarly for p̂X2|X1
(·|·), where

∫∞
−∞ |∆(x|y)|dx < δ for any given y. Moreover, since pX1|X2

(·|·) and p̂X1|X2
(·|·) are both

probability density functions,
∫∞
−∞ ∆(x|y)dx = 0 for any y. The imprecise knowledge implies

a wider confidence interval in Algorithm 1 with upper and lower bounds b̂1(·) and b̂2(·) (see

Equations (3.15)–(3.18)).

As
∫∞
−∞ ∆(x|y)dx = 0, ∆ has positive and negative domains as well. Moreover, the integral

of the positive domains is equal to the integral of the absolute value of the negative domains.

The worst case happens (i.e., |b̂i(·) − bi(·)| is the largest) when the positive domains are

smaller than b̂1(·) or greater than b̂2(·), while all the negative domains are between b̂1(·)
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Figure 3.13: The effects of the imprecise knowledge of the p.d.f’s on the distortion

and b̂2(·). Equally weakening both sides of the confidence interval means putting the same

”weight” below b̂1(·) and above b̂2(·). Instead of Equations (3.15)–(3.18), this would imply

∫ b̂1(z)

−∞
pX2|X1

(u|z)du =
α

2
− δ

4
(3.55)

∫ ∞

b̂2(z)

pX2|X1
(u|z)du =

α

2
− δ

4
(3.56)

∫ b̂1(x2)

−∞
pX1|X2

(u|x2)du =
α

2
− δ

4
(3.57)

∫ ∞

b̂2(x2)

pX1|X2
(u|x2)du =

α

2
− δ

4
(3.58)

Using these formulas one can calculate the new confidence interval bounds b̂1(·) and b̂2(·),
and with those one is able to evaluate the effect of the imprecise knowledge of the conditional

p.d.f’s on the distortion just like in Section 3.2.2. (I note, however, that Equations (3.55)-

(3.58) implicitly upper bound δ by 2α.)

Figure 3.13 shows the results of this evaluation for δ = 0.1 and n = 2. As expected, the

imprecise knowledge of the conditional p.d.f’s usually implies weaker attack detection capa-

bilities, however, these calculations belong to the worst case (i.e., for a specially constructed

∆). The interesting news of the figure is that shifting the bounds of the confidence interval

does not necessarily results in a higher distortion for correlated measurements. Especially,

for r = 0.95 the attack detection capabilities become better for µ̃ ≥ 1.5, which emphasizes

again the important role of correlation. Generally speaking, the lack of precise information

about the conditional p.d.f’s does not alter my previous results significantly when assuming

a moderate δ, while it can also be beneficial for higher correlation strength.

What is the optimal attack against the proposed scheme? An optimal attacker is defined

as an attacker who can reach the highest possible distortion at the output of the aggregation

function. I already presented two kind of attackers: a simplified one in Section 3.2.2 in order
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to carry out the analysis, and a sophisticated one in Section 3.2.3 in order to demonstrate

the capabilities of the proposed scheme in a more general setting. However, none of these

attackers are optimal attackers, as both contain some restrictions considering the way how

they perform the attack. More work needs to be done for identifying the optimal attack

against the algorithms presented in this section, and for evaluating the performance of those

algorithms when they face the optimal attacker.

3.4 Conclusion

In this chapter, I have presented how resilient data aggregation can be performed in sensor net-

works. First, I have proposed a model in Section 3.1.1 where the sensor readings are not imme-

diately aggregated, but an attack detection step is performed to detect the attacker’s activities. I

have presented the so called Sample Halving Approach for attack detection that consists in halving

the sample of the received sensor readings and comparing the two halves to each other. I have

applied this approach for attack detection considering independent sample elements using the basic

observation that the difference between the halves can be significant only if there is an attack when

considering random halving. Moreover, I have developed this approach for the case when the sensor

readings are correlated. In this latter case, the attack detection is based on the known conditional

probability density functions of the sample halves. I have formally analyzed the properties of the

proposed solutions focusing on the distortion at the output of the aggregation function.

3.5 Related Publications

My publications related to the Sample Halving Approach are as follows:

• L. Buttyán, P. Schaffer, and I. Vajda, CORA: Correlation-based Resilient Aggregation

in Sensor Networks, Accepted to Elsevier Ad Hoc Networks, September 2008.

• P. Schaffer, and I. Vajda, CORA: Correlation-based Resilient Aggregation in Sensor

Networks, 10th ACM/IEEE International Symposium on Modeling, Analysis and Simula-

tion of Wireless and Mobile Systems (MSWiM 2007), Chania, Crete Island, Greece, October

2007.

• P. Schaffer, L. Buttyán, and I. Vajda, CORA: Correlation-based Resilient Aggregation

in Sensor Networks, In Proceedings of the HSN Workshop, Balatonkenese, Hungary, May

2007. (Poster)

• L. Buttyán, P. Schaffer, and I. Vajda, Resilient Aggregation with Attack Detection

in Sensor Networks, In Proceedings of the 2nd IEEE Workshop on Sensor Networks and

Systems for Pervasive Computing (PerSeNS 2006), Pisa, Italy, March 2006.

41





Chapter 4

RANBAR: RANSAC-based Resilient

Aggregation in Sensor Networks

Here, I present another possible approach for resilient data aggregation in sensor networks that is

called RANBAR. RANBAR is based on the concept of RANdom SAmple Consensus (RANSAC).

The RANSAC paradigm is capable of handling data containing a significant percentage of gross

errors by using random sampling. That makes it a useful building block in robust statistical tools.

4.1 The RANSAC Paradigm

RANSAC is the abbreviation of RANdom SAmple Consensus and it defines a principle for filtering

non-consistent data from a sample, or in other words, fitting a model to experimental data. The

principle of RANSAC is the opposite to that of conventional smoothing techniques: rather than

using as much of the data as possible to obtain an initial solution and then attempting to eliminate

the non-consistent data elements, RANSAC uses as few of the data as feasible to determine a

possible model and then tries to enlarge the initial data set with the consistent data.

Algorithm 3 shows how the RANSAC principle works in general. In the first step, RANSAC

establishes an initial set S of minimum size s by randomly choosing sample elements. Then, it

builds a model with the help of set S. This will be model M . In the next step, all elements that

can be approximately modeled by model M (i.e., that are within some error tolerance from M)

will be collected into set S∗, the consensus set of S. If the size of set S∗ is satisfying, then the

algorithm calculates the final estimation M∗ (based on set S∗) for the missing parameter and it

ends. If set S∗ is too small, then the algorithm drops its intermediate results, and starts again

by establishing a new random set S. In the case when the algorithm is unable to find a suitable

consensus set S∗ in some upper bounded number of trials, it can either end in failure or it can give

an imprecise estimation based on the largest consensus set found during the operation. (Although

RANBAR has some similarities with bootstrapping algorithms, it is definitely not a resampling

algorithm. Bootstrapping solutions aim at measuring the parameters of the estimators (e.g., the

variance of the mean), while RANBAR aims at estimating the mean itself.)
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Algorithm 3 RANSAC Pseudo-Algorithm
1: while No. of trials ≤ Max trials do

2: Randomly select s data elements (S)

3: Instantiate the model M based on S

4: Select all data elements within some error tolerance from M (S∗)

5: if #(S∗) > threshold then

6: Instantiate the model M∗ based on S∗

return

7: end if

8: end while

9: Compute M∗ on the largest S∗ or terminate in failure

For example, if the task is to fit a circle to a set of points with two-dimensional coordinates,

then the above algorithm would randomly choose three points for the initial set S (since three

points are required to determine a circle), and it would fit a circle to this three points (this circle

would be model M). Then, the algorithm would enlarge the initial set with all the points that are

not too far from the arc of the circle (this would be S∗, called also the consensus set of S). If the

size of the consensus set is above a limit, then the algorithm would finish by fitting a final circle on

all the points within the consensus set. If the consensus set is too small, then the algorithm would

drop S and would retry to establish a suitable S∗ by picking another three points and running the

algorithm again. If after some number of trials the algorithm did not find a suitable consensus set,

it would finish with the best possible fit (that would include more errors than desired) or would

return with an error message.

The RANSAC paradigm is used in many applications, e.g., geography or computer vision (see

Section 2). However, to the best of my knowledge nobody has applied it to resilient aggregation

so far. Usually, it is impossible to protect the sensor nodes from malicious mishandling, therefore

we need resilient aggregation techniques to treat the situation of receiving some amount of invalid

data. RANSAC is able to handle data that contains a significant percentage of invalid elements,

and that makes it suitable for environments such as sensor networks where the sensors can be

affected by compromising their measurements.

Up to this point in this chapter, I have only presented a general paradigm for handling invalid

data content in a sample. In Section 4.2, I introduce my attacker model and then I show how the

paradigm can be applied against this attacker.

4.2 The Attacker Model

The RANBAR algorithm is applied against an attacker who can distort some sensor measurements.

The attacker has limited power resources, but he has control over some part of the sensor network,

thus he knows the concrete values measured by the compromised nodes and he can arbitrarily

modify the values that will be sent to the base station by the compromised nodes. The attacker

knows the RANBAR algorithm in detail, as well as the aggregation function, but he cannot con-
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trol them since they run on the base station, which is assumed to be secure. The attacker also

knows that the sample is normally distributed. The sensors communicate with the base station by

cryptographically protected messages, so the attacker cannot modify the messages after they have

been encrypted. Thus, the attacker cannot modify the readings of the non-compromised sensors.

The attacker’s objective is to cause as high a distortion in the aggregation result as possible by

altering the measurement of the compromised sensors.

As a first step, I investigate the simplest attacker, whom I call the Peak Attacker. The Peak

Attacker is a naive attacker who simply modifies the measurement values of all the compromised

sensor nodes to one common value. That implies a peak in the histogram of the sample received

by the base station (hence the name). The Peak Attacker is able to set this peak to an arbitrary

place in the histogram, in other words, he can modify the measured values to an arbitrary value.

The intuition behind the choice of this attacker model is that it models well the behavior of a

real-world attacker who simply goes to the temperature sensors and lights a lighter near to them.

(I note that I also detail the optimal attacker in Section 4.4.)

The Peak Attacker is characterized by the proportion of sensor nodes he is able to compromise

(this proportion is denoted by κ). This means that their measured values are replaced with a

common value that is best suitable for the attacker. κ is theoretically upper bounded by 0.5, since

for a higher κ no defence is possible. The attacker wants to distort the aggregate as much as

possible, therefore he chooses the common replacing value that maximizes the distortion. Since

the details of the RANBAR algorithm are known, the attacker can compute this common value.

This is the motivation behind assuming always the maximum attack strength in the simulations

in Section 4.3.1 (worst case simulations).

4.3 The RANBAR Algorithm

The RANBAR algorithm filters out outlier measurements from a sample. To do this, we need

to know something about the sample to have the possibility to distinguish between inlier and

outlier elements. For this, I assumed that the unattacked sample follows the empirical Gaussian

distribution, but I assumed nothing about the expected value or the standard deviation of this

distribution.

The operation of the RANBAR algorithm is as follows (see Algorithm 3). The base station

receives the sample compromised previously by the attacker. The sample is the input of the

RANBAR algorithm. First, a set S of minimum size will be randomly chosen to establish a

preliminary model. The size of set S is s, and the model M is the probability density function

p(x) of the Gaussian distribution with empirical mean

θ̂ =
1

s

s
∑

i=1

Si (4.1)

and with empirical variance

σ̂2 =
1

s− 1

s
∑

i=1

(Si − θ̂)2 (4.2)
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with the restriction that σ̂2 cannot be 0. Si denotes the ith element of set S. I note that the

RANBAR algorithm could be applied to any type of parameterized1 distributions, but the initial

estimation for the expected value and for the standard deviation would have another form. Gener-

ally speaking, the RANBAR algorithm uses the Maximum Likelihood Estimation (MLE) to obtain

the initial parameters θ̂ and σ̂2.

After the p.d.f. p(x) of model M (with parameters θ̂ and σ̂2) is calculated, the algorithm checks

whether the histogram h(x) of the sample is consistent with the p.d.f. of the model M or not.

The bins of the histogram are determined by dividing the elements into 10 equal width bins after

cutting the upper and the lower 0.5% of the sample. The consistency check is done as indicated

in Algorithm 4.

Algorithm 4 RANBAR Consistency Check
1: repeat

2: (re)calculate the histogram of the elements

3: calculate the distance between the p.d.f. of model M (denoted by p(x)) and the histogram

of the sample (denoted by h(x)), where the distance is defined by

d =

∫

|h(x)− p(x)|+dx (4.3)

where

|x|+ =

{

x x ≥ 0

0 x < 0
(4.4)

4: drop one element from the bin of the histogram corresponding to the maximum

|h(x)− p(x)|+
5: until d > ǫ

The remaining sample elements after Algorithm 4 constitute the set S∗, called also the consensus

set of S. If the size of S∗ is smaller than a required size q then the algorithm starts again from

the first step, otherwise S∗ will be forwarded to the aggregator. There is an upper bound on the

maximum number of retrials denoted by f . If there were more iterations than f , the algorithm

ends with failure. The estimator can be of any kind; here I use the average to estimate the expected

value of the distribution of the sample. The value produced by the aggregator is M∗.

The RANBAR algorithm has four parameters that have not been defined yet. These are the

size s of the initial set S, the required size q of the consensus set S∗, the maximum permitted

number f of iterations and the error tolerance ǫ.

The size s of the initial set is desired to be as small as possible according to the RANSAC

paradigm. For the RANBAR algorithm, we need to establish the theoretical histogram of a Gaus-

sian distribution. The Gaussian distribution has two parameters, the expected value θ and the

standard deviation σ. A rough estimate for the expected value can be based on a single ele-
1 In case of non-parameterized distributions, the RANBAR algorithm cannot work without prior analysis. Consid-
ering such a situation, we first have to approximate the underlying non-parameterized distribution with a parame-
terized one, and this has to be done when there is no attack. After this initializing step, the RANBAR algorithm

can be applied to that parameterized distribution.
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ment from the sample. For an estimate on the standard deviation, however, we need at least two

elements. This was the motivation for the choice

s = 2 (4.5)

The required size q of the consensus set is the most important parameter of the algorithm.

However, the RANSAC paradigm does not give us any hint about the correct choice of its value.

If q is small, then the algorithm has a higher probability to succeed, but the aggregate at the end

will contain a high level of error caused by an attacker. If q is too big, the algorithm cannot work

because of the high demand on the number of elements in the final set. In general, we have no

information about the percentage of compromised nodes, but we require the algorithm to work

even in extreme situations, i.e., when only half of the network is uncompromised. That is why I

have chosen

q =
n

2
(4.6)

where n is the total number of sensor nodes in the network.

The maximum number f of iterations can be determined analytically in the following way.

f · P (good fit) = 1, (4.7)

since we require to have one good fit in f trials. Here good fit is defined as

{good fit} = {θ − ǫ1 ≤ θ̂ ≤ θ + ǫ1 ; σ2 − ǫ2 ≤ σ̂2 ≤ σ2 + ǫ2}
= {θ̂ ∼= θ ; σ̂2 ∼= σ2}, (4.8)

where ǫ1 and ǫ2 are small. Thus

P (good fit) = P (p(x) ∼= h(x))

= P (θ̂ ∼= θ, σ̂2 ∼= σ2)

= P (θ̂ ∼= θ) · P (σ̂2 ∼= σ2) (4.9)

since the sample is independent and identically distributed, and therefore the Fisher-Bartlett the-

orem is applicable in the last step. The distribution of θ̂ is N (θ, σ√
s
), therefore

P (θ̂ ∼= θ) =
1√
πσ

∫ θ+ǫ1

θ−ǫ1

e−
(x−θ)2

σ2 dx

=
1√
πσ

∫ ǫ1

−ǫ1

e−( x
σ

)2dx (4.10)

As a consequence of the Fisher-Bartlett theorem, s−1
σ2 σ̂

2 follows the Chi-Square distribution with

s− 1 degrees of freedom, thus the probability density function of σ̂2 is s−1
σ2 χ

2
s−1(

s−1
σ2 x), therefore

P (σ̂2 ∼= σ2) =
s− 1

σ2

∫ σ2+ǫ2

σ2−ǫ2

χ2
s−1(

s− 1

σ2
x)dx

∣

∣

∣

∣

∣

s=2

=
1

σ2

∫ σ2+ǫ2

σ2−ǫ2

( x
σ2 )−

1
2 e−

x

2σ2

Γ( 1
2 )2

1
2

dx

=
1

σ
√

2π

∫ σ2+ǫ2

σ2−ǫ2

1√
x
e−

x

2σ2 dx (4.11)
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Table 4.1: The suitable ǫ values for different κ values
κ ǫ

0 0.25 - 0.35

0.05 0.3

0.1 0.25 - 0.3

0.15 0.2 - 0.3

0.25 0.2 - 0.3

0.35 0.25 - 0.3

0.45 0.2 - 0.3

As it can be seen from (4.10) and (4.11), the value of f depends on σ. However, I would like

to keep σ out of the list of incoming parameters. Thus, I have chosen to determine the value of

f with the help of empirical analysis. I have tested the algorithm with a couple of f values and

I have found that the choice of f does not really affect the distortion of the final aggregate, but

there is a trade-off between f and the probability of finding a good consensus set S∗. If f is small

then there is a great risk that the algorithm will not find a suitable model, and by increasing f

this probability decreases, however, the running time increases. Based on empirical analysis, the

choice of

f = 15 (4.12)

seems to be convenient. I note that in [Fischler and Bolles, 1981], the authors propose a prob-

abilistic calculation method for f . In my case it is not applicable, because we do not know the

parameter σ.

The error tolerance ǫ is defined as the stopping criterion of the algorithm. When d becomes

smaller than ǫ, the repetitive phase of the algorithm ends. Thus, ǫ can be considered as an accuracy

level requirement. If ǫ is too big, the output of the algorithm can be far from the real expected

value of the uncompromised sample. If ǫ is too small, the algorithm may cannot shape h(x) to be

enough close to p(x), thus it ends with failure. A suitable error tolerance level ǫ can be obtained by

testing this metric in the unattacked case and for different proportions of compromised nodes. In

the test cases, I have tested all the reasonable ǫ values for some typical attack strengths (denoted

by κ), and I have preferred those ǫ values by which both the average and the variance of the

distortion was small. The suitable ǫ values for different proportions of compromised nodes are

listed in Table 4.1. A value compatible with all values of κ is

ǫ = 0.3 (4.13)

4.3.1 Results of the simulations

To prove the effectiveness of the RANBAR algorithm I have tested it in a simulation environment

with the help of Matlab. The sample was generated by the randn function. The Peak Attacker was

simulated by a function which replaces those sample elements to a common value, which correspond

to the proportion determined by κ. This replacement was done in the wide surroundings of the
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Table 4.2: Simulation parameters – µ and σ are unknown to the algorithm
Parameter Value Parameter Value

sample distr. N (µ, σ) s 2

n 100 and 1000 q n
2

µ 0 f 15

σ 1 and 5 ǫ 0.3

real expected value of the sample with fine granularity. This can be considered as building a

peak in the histogram of the sample, and moving it slowly from one side to the other. In each

of the positions during this movement the distortion is obtained. The distortion is defined as the

difference between the real average and the average calculated by the algorithm.

To obtain the maximum distortion reachable by the Peak Attacker, I have made 50 simulation

runs for different values of κ (i.e., different proportion of compromised nodes). Figure 4.1 shows

my simulation results. The x axis represents the different values of κ, the y axis corresponds to

the distortion. The points in the figure represent the maximum distortion in the average of the

numerous simulation runs. The maximum distortion of a simulation run is obtained by taking the

maximum among the distortions given by the different peak positions. The parameter values of

the simulations are listed in Table 4.2.
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Figure 4.1: RANBAR simulation result (σ = 5)

As one can see, the distortion is always upper bounded for κ < 0.5, in other words, the

breakdown point of the RANBAR algorithm is 0.5 considering the Peak Attacker (see Appendix A

for the definition of the breakdown point). In addition, the distortion never goes above σ, which

means that the attacker has very limited attack strength even if he controls about half of the

network. The straight line in Figure 4.1 is a regression line on the points which is applied to

emphasize that the algorithm degrades very slowly while κ goes to 0.5. The explanation of the

linear growth of the distortion is the following. With increasing κ, the attacker alters increasing

number of sensor readings. If the RANBAR algorithm operates well, these compromised elements
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will be filtered out, thus the number of elements in the final average calculation decreases. This

implies growing inaccuracy, i.e., growing distortion.

In Figure 4.2, I have compared the resilient aggregation methods suggested by Wagner in [Wagner,

2004] (i.e., trimming and median) with RANBAR in case of the Peak Attacker. The horizontal

axis corresponds to different attack strengths, the vertical axis corresponds to the distortion of the

algorithms. The stipple line shows how the 5% trimming method performs. The idea of trimming

is that if there are some compromised readings then we should drop the upper and the lower 5-5

percent of the readings (5% trimming) and calculate the average of the remaining sample as the

estimation of the real average. It is a relatively straightforward method and it works well until the

proportion of compromised readings stays below the pre-specified trimming level, but if this con-

dition does not hold, the distortion of trimming goes to infinity. In other words, the 5% trimming

has a breakdown point of 0.05. Of course, the trimming level can be lifted up to 50%, but with

this the accuracy of the method declines. Thus, there is a need to precisely foretell the proportion

of compromised readings the method has to encounter, but in a real life situation this information

is usually not available.

The same problem occurs with the truncated average too, which is not shown in Figure 4.2.

The truncated average is another naive approach to handle outlier elements by performing the

average calculation only after a mapping phase. The mapping of element x to the [l, u] interval is

done by the following rule. Let trunc[l,u](x) be x if l ≤ x ≤ u, l if x < l, and u if x > u. The

truncated average is the average of the truncated elements (i.e., trunc[l,u](xi)). The mentioned

problem with this method is that it needs l and u as input parameters. In general, the [l, u] interval

has to contain the expected value of the distribution of the sample, otherwise the method gives a

misleading result. However, one of my preconditions was that we do not know the expected value

of this distribution, thus we cannot make appropriate guesses to l and u. This means that the

truncated average method is not applicable in my model. Moreover, the truncated average method

was found to be worse than the trimmed average method from resiliency point of view in [Wagner,

2004], therefore its application has no advantages.
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Figure 4.2: Comparison of RANBAR, median and the trimming calculation (σ = 1)
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As a consequence, the median is the only rival of RANBAR. The results of the median calcu-

lations for different values of κ are represented with the dotted line. The median is defined as the

middle element(or the average of the two middle elements) of the sorted sample. The median has a

breakdown point of 0.5 similarly to RANBAR. This means that both algorithms can tolerate up to

50 percent of compromised nodes2 in case of the Peak Attacker. The lesson of Figure 4.2 is that the

median calculation and the RANBAR algorithm produce similarly distorted estimates for κ < 1
3 ,

but for higher κ values the results of the median calculation rapidly decline, while the results of

RANBAR are still close to the real average of the original sample. The explanation for this is that

using the median method, one compromised sample element can alter the result by changing it to

its neighbor in the row of sorted elements. For more compromised elements the result can be as

many indices far from the real median as many compromised readings are presented in the sample.

Supposing a normally distributed sample by which the majority of elements are located closely to

the real median, the attacker has to compromise about one third of the sample to reach a small

distortion, but after this, each compromised node can spoil the median significantly. In contrast

to this, the result of RANBAR does not diverge notably from the real average even for high values

of κ. Recall that for example κ = 1
3 does not mean that the attacker controls everything in 1

3 of

the network (e.g., he may cannot disrupt the communication protocols), but he is able to alter the

readings of 1
3 of the sensors.

In conclusion, I can summarize the result of the comparison considering the Peak Attacker by

noting that while trimming is a natural way to defend against outliers, it is not easy to determine

the suitable level of trimming. The median calculation incurs only a small computation overhead

and still produces precise estimates for small proportion of compromised nodes, while the RANBAR

algorithm is applicable in all conceivable attack strength cases with more computational overhead.

However, RANBAR always produces reliable estimates even for a higher proportion of compromised

nodes.

4.4 The Optimal Attack Against RANBAR

One of the main questions considering RANBAR is its capability to defend against an optimal

attack, where under optimality I mean that the distortion caused by the attacker is arbitrarily

high and its value depends only on the will of the attacker, while the number of compromised

elements is the minimum. In this section, I analytically derive the conditions for the optimal

attacker, I evaluate the breakdown point of RANBAR in case of this optimal attack, and I also

propose countermeasures against the optimal attack.

First, I define some important notions, namely the notion of the original distribution, the target

distribution, and the supporting elements.

Definition 1. Original distribution is the distribution of the unattacked sample.

2 I note that Figure 4.1 does not show a breakdown of RANBAR, as the corresponding curve simply ends at κ = 0.5

(the same holds for Figure 4.2). The reason for this is that the distortion of RANBAR remains bounded until the
latter point, but above this value the algorithm fails because of the high value of the required size of the consensus

set.

51



CHAPTER 4. RANBAR: RANSAC-BASED RESILIENT AGGREGATION

Definition 2. Target distribution is the distribution that the attacker wants for RANBAR to

accept as model M∗.

Definition 3. Supporting element is an element (whether attacked or unattacked) that, when

chosen into set S∗, fits a given distribution.

The optimal attacker attacks by inventing an appropriate target distribution, and setting the

compromised elements to values the choice of which into S would result in the parameters of

the invented target distribution during the instantiation of model M . Of course, the attacker

cannot influence the choice of S, but there is a definite probability of the event that appropriate

elements of the target distribution are chosen. If model M equals to the parameters of the target

distribution, then RANBAR performs the consistency check according to Algorithm 4 using the

target distribution.

As the optimal attacker wants to attack the minimum number of elements, it has to use some

elements of the original sample as supporting elements of its target distribution in order to satisfy

the criterion regarding the minimum sample size after the consistency check, which is n
2 , where n

is the size of the original sample. Therefore, the attacker has to construct its target distribution so

that it overlaps with the original distribution, otherwise the original elements could not be fitted

under the target distribution.

Lemma 1. If the attacker constructs its target distribution in a way that at least three of its bins

overlap with the original distribution (considering the truncation at the confidence interval), then

the distortion achievable by the attacker is upper bounded.

Proof. If there are at least three bins of the target distribution inside the confidence intervals c1
and c2 (c1 < c2) of the original distribution, then the width of one bin of the target distribution

cannot be larger than c2− c1, otherwise there would be no space left for the other bins. (I assume

that the width of the bins are equal.) This means that, in this case, the width of the bins of

the target distribution are upper bounded, and therefore, the width of the confidence interval of

the target distribution is upper bounded as well. Consequently, even if RANBAR accepts the

target distribution as M∗, the estimation result based on the supporting elements of the target

distribution is upper bounded.

Definition 4. The a priori area xprior in a bin is the frequency of elements in that bin before the

operation of Algorithm 4, while the a posteriori area xpost in a bin is the frequency of elements in

that bin after the operation of Algorithm 4.

Lemma 2. If the attacker constructs its target distribution in a way that at most one of its bins

overlaps with the original distribution (considering the truncation at the confidence interval), then

#(S∗) ≥ q never holds if κ < 0.25.

Proof. I will show that even the largest bin is too small to contain the elements that were not

compromised if κ < 0.25. The largest bin is the one closest to the expected value of the distribution

(in fact, there are two largest bins as the normal distribution is symmetric), which can contain

19% of the elements in our case (in case of 10 bins, 99% confidence interval). If we assume that
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only this largest bin contains elements that do not fit M , i.e., this bin corresponds always to the

maximum |h(x) − p(x)|+ in Algorithm 4, then during the operation of Algorithm 4 n
2 elements

will be dropped, all of them from this bin. Therefore, the ǫ = 0.3 error tolerance should be added

to this bin solely. However, as Algorithm 4 always recalculates the histogram (i.e., it performs

normalization), the a posteriori area in this bin can be expressed as

xpost =
nxprior − cut_num

rem
(4.14)

where cut_num is the number of elements dropped from that bin, and rem is the total number of

remaining elements. Now, cut_num = n
2 and rem = n

2 , and RANBAR requires xpost ≤ 0.19+0.3.

From these, one can calculate that xprior ≤ 0.745, i.e., not more that 74.5% of the original elements

are allowed to be in the largest bin, otherwise #(S∗) < n
2 as Algorithm 4 would drop too many

elements. But as κ < 0.25, the proportion of elements in the largest bin is at least 1− 0.25 = 0.75,

i.e., 75%, and for this value #(S∗) ≥ q will never hold.

Corollary 1. If the attacker wants to perform its optimal attack by compromising fewer than

κ = 0.25 proportion of the original sample, then it has to construct its target distribution in a way

that exactly two of its bins overlap with the original distribution.

Lemma 3. The best choice of the attacker for the two bins overlapping with the original distribution

is the two largest bins, i.e., the two bins closest to the expected value of the target distribution.

Proof. Informal. The attacker has to choose two consecutive bins. Moreover, the chosen bins

should be the largest ones possible, as the largest bins can cover the most of the original sample,

thus, the attacker does not have to compromise that much element as in case of smaller bins in

order to collect enough supporting elements for its target distribution. Based on the properties of

the normal distribution, the two largest consecutive bins are the ones left and right to the expected

value of the target distribution.

With the help of Equation (4.14), one can calculate the maximum a priori area in both of the

two largest bins of the target distribution as

xpost ≤ 0.19 +
ǫ

2
nxprior − cut_num

rem
≤ 0.34

xprior ≤ 0.34 · rem+ cut_num
n

(4.15)

which gives its maximum when rem and cut_num are maximum. As Equation (4.15) holds for

both of the largest bins, the maximum values are rem = n
2 and cut_num = n

4 . Therefore,

xprior ≤ 0.42 for both of the largest bins. As the attacker has to be able to compromise the

elements that would not fit into the latter bins, the minimum proportion of elements it has to

compromise is 1 − 2 · 0.42 = 0.16. However, with κ = 0.16 the attacker can already achieve an

arbitrarily high distortion, as detailed below.

Theorem 1. The optimal attack against RANBAR requires κ = 0.16.
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Proof. Detailed above.

As one can see from Theorem 1, the breakdown point of RANBAR in case of an optimal attack

is 0.16, and as it is clear from the proof of Lemma 2, it depends on the area in the bins and on the

error tolerance ǫ.

Theorem 2. The breakdown point of RANBAR considering the optimal attack is at least 1
2− ǫ

2−V ,

where V is the area of the largest bin.

Proof. The relationship between the breakdown point and xprior in case of the optimal attack can

be formalized as

breakdown point = 1− 2 · xprior (4.16)

and with the help of Equation (4.14), the relationship between xprior and V can be formalized as

nxprior − n
4

n
2

≤ V +
ǫ

2
(4.17)

from which already follows the statement.

Until this, I only detailed what are the conditions of the theoretically optimal attack against

RANBAR. Now, I detail how such an attack can be performed. For sake of simplicity, I assume here

that n = 100, but the deduction below does not need this restriction, it only helps in understanding

the behaviour of the optimal attacker.

As it is already shown, the optimal attacker needs to possess 0.16n sample elements, which is

now 16. As the attacker observes these elements, it can make an estimation regarding the empirical

mean and the empirical variance of the original sample. After that, the attacker can construct its

target distribution by choosing the expected value θ̃ of it to be equal to the previously estimated

empirical mean, and the variance σ̃2 to be as large as desired. This will mean that the two largest

bins of the target distribution contain the unattacked original sample elements, most probably

fairly partitioned. Therefore, the attacker already has 84 elements in the correct place. The other

16 elements (the compromised ones) should be altered as follows. 7 of them should be altered to

the specific value θ̃ − pd and another 7 to θ̃ + pd, where pd (i.e., pillar distance) is pd = σ̃√
2
. pd

ensures that the chosen value of θ̃ realizes when S contains one element from the former, and one

element from the latter 7-tuple. The compromised elements will fit into the second bin to the left

and to the right from θ̃. The amount of nxprior = 7 is determined using Equation (4.14) as

nxprior − 0
n
2

≤ 0.15n (4.18)

where 0.15n is the number of elements that fit into the second (or second largest) bin. The prudent

choice of the value and size of the latter tuples aims at maximizing the probability of a successful

attack (i.e., the probability that S contains one element from the former and one element from the

latter tuple).

There are still 2 elements that the attacker has to compromise, and these are highly important

ones. Until this, all the elements were placed symmetrically around the original expected value,

which would result in no distortion. But the last two elements can be altered to fit into the fourth
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or fifth bin (but not into the last bin, as there is not enough area). By this, when S contains

two elements from the appropriate 7-tuples, RANBAR would be able to fit a distribution to the

attacked elements after dropping 50 original ones, and would be able to aggregate afterwards. This,

however, would result in an arbitrarily high distortion because of the placement of the last two

compromised elements and the arbitrarily large size of the bins.

After describing the theory, and also the practice of the optimal attack against RANBAR, I

present some simple, but very efficient countermeasures against it. Without substantial modifi-

cation of the algorithm the breakdown point can be increased up to 0.5, which is the theoretical

maximum. The breakdown point can be lifted if one decreases the area of the bins (i.e., applies

more than 10 bins) or/and decreases the value of ǫ. When decreasing only the area of the bins, the

breakdown point tends to 0.35, while with the decrease of ǫ simultaneously, the breakdown point

tends to 0.5 as

lim
V →0
ǫ→0

(1

2
− ǫ

2
− V

)

= 0.5 (4.19)

As a consequence, RANBAR can achieve a breakdown point of 0.5, even when assuming the

optimal attack against it.

4.5 Conclusion

In this chapter, I have detailed my second solution for resilient data aggregation. In Section 4.3,

I have presented the RANBAR algorithm that aims at filtering the outlier elements from the

received sample. This is done by a repetitive random model building and inconsistent element

dropping method. The main idea of this algorithm is that if the model is built using only a few

elements from the sample, then the compromised elements will not have an influence on this model

with high probability. The repetition is needed since there is a risk, however, that the few chosen

elements lead to a wrong model. The RANBAR algorithm has been analyzed with the help of

simulations. Moreover, the optimal attack against RANBAR has been presented and formally

evaluated. My future work in this topic is concerned with extending the RANBAR algorithm to

the case of correlated samples too.
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Chapter 5

PANEL: Position-based Aggregator

Node Election in Sensor Networks

In this chapter, I introduce PANEL, a position-based aggregator node election protocol for wireless

sensor networks. The novelty of PANEL with respect to other aggregator node election protocols

is that it supports asynchronous sensor network applications where the sensor readings are fetched

by the base stations after some delay. In particular, the motivation for the design of PANEL was

to support reliable and persistent data storage applications, such as TinyPEDS [Girao et al., 2006].

PANEL ensures load balancing, and it supports intra- and inter-cluster routing allowing sensor to

aggregator, aggregator to aggregator, base station to aggregator, and aggregator to base station

communications. I also compare PANEL to HEED [Younis and Fahmy, 2004] in the simulation

environment provided by TOSSIM, and show that, on the one hand, PANEL creates more cohesive

clusters than HEED, and, on the other hand, that PANEL is more energy efficient than HEED.

5.1 General Assumptions

One of the main assumptions that PANEL relies on is that the sensor nodes are static and they are

aware of their geographical position. This is obtained either by means of GPS or by using any of

the numerous node positioning algorithms proposed for wireless sensor networks in the literature

(see e.g., [Maróti et al., 2005; Čapkun et al., 2002]). I note, however, that PANEL does not need

precise position information (see Section 5.4.3 for the related discussion), therefore, the inaccuracy

of the positioning mechanism does not limit the applications of PANEL. Unlike the sensor nodes,

the base stations may not necessarily be static, but they can be mobile and their presence can be

sporadic.

I further assume that the sensor network consists of homogeneous sensors (in terms of resources).

The sensor nodes are deployed in a bounded area, and this area is partitioned into geographical

clusters. I aim at electing a single aggregator per cluster. The density of the network is large

enough so that the nodes within each cluster are connected when they use maximum power for

transmission. In other words, there exists a route between any pair of sensors of a given cluster
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that contains only sensors from that cluster. This assumption on the connectivity within a cluster

is crucial to the correct operation of PANEL, and it can be satisfied by appropriately choosing the

cluster size (given the deployment density of the network and the maximum power range of the

nodes).

Finally, I assume that time is divided into epochs, and the nodes are synchronized such that

each of them knows when a new epoch begins. If the nodes are equipped with GPS, then time

synchronization is provided for free. Otherwise, additional mechanisms for time synchronization

(e.g., [Ganeriwal et al., 2005; Sun et al., 2006]) need to be implemented in the network in order to

support PANEL.

5.2 Operation of PANEL

In this section, I give a detailed description of the operation of PANEL. I start with a brief overview

in order to introduce the components of PANEL, and then I present these components in detail in

the subsequent subsections.

5.2.1 Overview

PANEL assumes that the sensor nodes are deployed in a bounded area, and this area is partitioned

into geographical clusters. For simplicity, in this chapter, I assume that the deployment area is

a rectangle, and the clusters are equal sized squares, as illustrated in Figure 5.1. I emphasize,

however, that the ideas behind PANEL are general, and PANEL could also be used for areas and

cluster forms with more complex shapes.

+ + + +

+ + + +

+ + + +

sensor node elected aggregator+ reference point

Figure 5.1: Illustration of the geographical clustering in PANEL

The clustering is determined before the deployment of the network, and each sensor node is

pre-loaded with the geographical information of the cluster which it belongs to. In my simplified

case, each sensor node is pre-loaded with the coordinates of the lower-left corner of its cluster, as
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well as with the size d of the cluster. In addition, as I mentioned before, each node i is aware of

its own geographical position ~Pi.

At the beginning of each epoch, a reference point ~Rj is computed in each cluster j by every

node in a completely distributed manner. In fact, the computation of the reference point depends

only on the epoch number, and it can be executed by every node independently and locally. Once

the reference point is computed, the nodes in the cluster elect the node that is the closest to the

reference point as the aggregator for the given epoch (see Figure 5.1 for illustration).

The aggregator node election procedure needs communications within the cluster. PANEL

takes advantage of these communications and uses them to establish routing tables for intra-

cluster routing. In particular, at the end of the aggregator node election procedure, the nodes also

learn the next hop towards the aggregator elected for the current epoch.

PANEL also includes a position-based routing protocol that is used in inter-cluster communi-

cations. As the nodes are aware of their geographical position, this seems to be a natural choice

that does not result in additional overhead. The position-based routing protocol is used for routing

messages from a distant base station or from a distant aggregator towards the reference point of

a given cluster. Once the message enters the cluster, it is routed further towards the aggregator

using the intra-cluster routing protocol based on the routing tables established during the aggrega-

tor node election procedure. Any position-based routing protocol can be integrated with PANEL;

currently, I am using the Greedy Perimeter Stateless Routing (GPSR) protocol [Karp and Kung,

2000].

PANEL can also support reliable persistent data storage applications such as TinyPEDS [Girao

et al., 2006]. Reliability can be achieved by replicating the data aggregated by the aggregator nodes

at other aggregator nodes. For this purpose, the aggregator nodes need to be able to communicate

with each other. The routing protocols of PANEL can support this by routing the messages

containing the replicated data using PANEL’s position-based inter-cluster routing protocol towards

the reference point of the selected backup cluster, and then switching to the intra-cluster routing

protocol of PANEL to deliver the data to the aggregator of that cluster.

Finally, I want to point out that in PANEL, the reference points of the clusters are re-computed

and the aggregator election procedure is re-executed in each epoch. This ensures load balancing

in the sense that each node of the cluster can become aggregator with nearly equal probability. In

addition, the nodes can accumulate information that they receive in the different epochs and use

that for routing and intrusion detection purposes (see Section 5.4.1 for more details).

5.2.2 Reference point computation

In PANEL, the aggregator election begins with the computation of a reference point ~Rj in each

cluster j. The input of this computation is the current epoch number e, which is assumed to

be known by every sensor. The computation itself consists in calling a pseudo-random function

H that maps e to a relative position ~Q inside the cluster. Formally, H(e) = ~Q, where ~Q ∈
(−∆d, d + ∆d) × (−∆d, d + ∆d), d is the size of the cluster, and ∆ < 0.5 is a parameter which I

will explain below. The reference point of cluster j is determined as ~Rj = ~Oj + ~Q, where ~Oj is the

position of the lower-left corner of cluster j.
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The pseudo-random function H can easily be implemented with a cryptographic hash function.

Moreover, the pseudo-randomness of H means that the outputs produced by H for the consecutive

epoch numbers look as a sequence of random positions. This ensures the load balancing property

of PANEL.

Note that the above computation can be executed by every sensor independently and locally.

In addition, the reference points of every past (and future) epoch can also be computed easily

by anybody. This property is useful in applications where the sensor network provides persistent

storage services by requiring the aggregator nodes of the different epochs to store the aggregated

values that they compute. In these applications, when looking for some data of a past epoch in

a given cluster, one needs to send a query to the aggregator of that epoch. This requires the

re-computation of the reference point of the given cluster in the given epoch.

Let me now explain why parameter ∆ is needed in the reference point computation, and how

its value can be determined. Recall that in PANEL, the node that is the closest to the reference

point of a given cluster is elected as aggregator for that cluster for the given epoch. Assuming that

the nodes are deployed uniformly at random, and that the position of the reference point in each

epoch is also selected uniformly at random, the probability that a given node becomes aggregator

is determined by the size of the Voronoi cell of the node, and the size of the area within which

the reference point is selected. For load balancing purposes, I would like that each node becomes

aggregator with nearly the same probability, thus, I would like that the Voronoi cells of the nodes

have approximately the same size.

Figure 5.2: The Voronoi cells of the nodes in a cluster

Let us consider Figure 5.2 for illustration of the Voronoi cells of the nodes in a cluster. We can

observe a ”border effect” in this figure, namely, the size of the Voronoi cells of the nodes close to

the edge of the cluster is larger than that of the nodes in the middle. The theoretical background

of this phenomenon in one dimension can be most easily explained as follows. In one dimension,

the Voronoi cells are intervals on the number line, the size of which is a function of the internode
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distances, and the size of the first and last interval is also determined by the borders. However,

the size of the Voronoi cells of the nodes is determined not by the uniformity of the deployment,

but by the order statistics of the uniform distribution. This latter is the beta distribution, i.e.,

Uk ∼ B(k, n+1−k), where Uk is the kth node in the ordered row, and n is the number of deployed

nodes [Ebrahimi et al., 2004]. Therefore, the expected size of the leftmost (or first) Voronoi cell is

E(S(1)) = E(U2)−E(U1)
2 + E(U1) = 3

2n+2 , while the expected size of the intermediate Voronoi cells

is E(S(i)) = E(Ui+1)−E(Ui)
2 + E(Ui)−E(Ui−1)

2 = 2
2n+2 , ∀1 < i < n.

One way to cancel this border effect out is to deploy the sensor nodes not at random, but

following a given structure. This structure has to ensure that the sizes of the Voronoi cells of the

different nodes are equal. For example, the ideal deployment position for node i (i ≤ n) in one

dimension in [0, t] is at (2i−1)·t
2n , where n is the number of nodes. However, deploying the nodes by

hand is often impossible (e.g., in many military applications), therefore, I set aside this solution.

Even if we assume that the node deployment is fixed, one can effectively mitigate this border effect

by adjusting the size of the area within which the reference point is selected, as with this, one can

adjust the size of the Voronoi cells of the nodes on the edge of the cluster. Parameter ∆ expresses

the magnitude of this adjusting operation in percent of the original cluster size d. For example,

∆ = −0.1 means that on each side of the cluster the bounds are contracted by 10%.

Figure 5.3: Determining the value of parameter ∆ by simulations

It is not easy to determine an appropriate value for ∆ analytically due to the complexity of

the computation of the size of the Voronoi cells. Therefore, I propose to determine its value by

simulations. In Figure 5.3, on the z axis, I have the ratio between the average size S1 of the

bounded Voronoi cells (i.e., the cells close to the center of the cluster) and the average size S2 of

the unbounded Voronoi cells (i.e., the cells on the edge of the cluster) as a function of parameter

∆ and the cluster size given by the side length. The plane at z = 1 corresponds to the optimum,

where the average sizes of the cells of the two types are equal. The intersection of this plane and

the surface obtained by simulations is projected to the z = 0 plane. This projected curve gives the

optimal value of parameter ∆ for different cluster sizes assuming that there are 10 nodes in the

cluster. As one can see, the optimal value is usually between -0.12 and -0.07.
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5.2.3 Aggregator election procedure

Once the reference points are computed, the nodes start the aggregator node election procedure.

Each node i sets a timer, the expiration time of which is proportional to the distance D(~Pi, ~Rj)

between the node’s position ~Pi and the reference point ~Rj of its cluster. When this timer expires,

the node broadcasts a message with maximum power in which it announces itself as the aggregator

unless the node heard such an announcement from another node before its timer expired. The

announcement message has the following format:

[type | epoch | id | pos]

where type is announcement, epoch is the current epoch number, and id and pos are the identifier

and the position of the originator of the announcement, respectively.

When a node hears an announcement, it verifies if the originator of the announcement is closer

to the reference point than the node known to be the closest so far (which can be the node itself

if it has not heard any announcements yet). If so, then the node records the originator of the

announcement as the candidate aggregator, and re-broadcasts the announcement. Moreover, if

the node still has its timer active, then it cancels it. Otherwise, the node silently discards the

announcement. Announcements that belong to other clusters are also discarded in order to limit

the propagation of an announcement within the cluster that it is concerned with.

As the node that is the closest to the reference point sends its announcement first, there is

a high chance that this will be the single announcement that is flooded inside the cluster. This

means that in most cases, each node re-broadcasts a single message during the aggregator election

procedure. In some cases, however, depending on the topology of the network, it may happen

that more than one nodes send their announcements. In those cases, only the announcement

originated by the node that is the closest to the reference point will “survive”, meaning that only

that announcement will be received and recorded by every node in the cluster.

After some predefined time Telec, the aggregator node election phase is closed, and each node

considers the recorded candidate aggregator as the aggregator for the current epoch. The value

of Telec depends on the time needed for a flooded message to cover the largest possible distance

within the cluster. This ensures that at the end of the aggregator election phase, each node must

have received the announcement of the future aggregator.

The pseudo-code of the aggregator election algorithm is given in Algorithm 5.

5.2.4 Routing

Strictly speaking, routing is not an integral part of aggregator node election protocols. Neverthe-

less, in PANEL, I make recommendations for the routing protocols that fit best PANEL’s design

assumptions and operating principles. In particular, in PANEL, I envision two kinds of routing

components: an intra-cluster routing protocol and an inter-cluster routing protocol.

The intra-cluster routing protocol is used to route a message to the aggregator of a given

cluster if that message is already inside the cluster. This concerns, on the one hand, the messages

that contain the measurements of the sensors in the cluster. On the other hand, the intra-cluster
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Algorithm 5 The pseudo-code of the aggregator node election in PANEL
Input:

identifier id self and position ~Pself of the node executing the algorithm

parameters ~Oself and d of the cluster of the node executing the algorithm

current reference point ~Rself of the cluster and epoch number enow

running time Telec of the algorithm

Output:

identifier idaggr and position ~Paggr of the elected aggregator node

set idaggr = id self ;

set ~Paggr = ~Pself ;

set timer t0 = Telec;

set timer t1 = f(D(~Pself , ~Rself ));

while timer t0 is still active do

wait until timer t1 fires or an announcement m is received;

case timer t1 fired:

broadcast [announcement | enow | id self | ~Pself ] with max power;

case an announcement m = [announcement | e | id | ~P ] is received:

if the pair (e, id) has been seen before then drop m;

else if e 6= enow or ~P 6∈ square( ~Oself , d) then drop m;

else if D(~P , ~Rself ) > D(~Paggr , ~Rself ) then drop m;

else

set idaggr = id ;

set ~Paggr = ~P ;

if timer t1 is still active then cancel timer t1;

re-broadcast m with max power;

end if

end while

output idaggr , ~Paggr

routing protocol is also used to route messages from a distant source to the current aggregator or

to any of the past aggregators of the cluster once those messages have reached the cluster. These

messages include queries originating from a distant base station and backup messages originating

from aggregators of distant clusters.

The intra-cluster routing protocol has a stronger connection to the operational details of

PANEL, therefore, I specify it explicitly. However, I note that this specification serves as an

example only; other kinds of routing protocols can also be integrated with PANEL.

The intra-cluster routing protocol of PANEL can take advantage of the fact that the nodes

within the cluster communicate during the aggregator election procedure. In particular, announce-

ment messages containing the identifier and the position information of their sources are flooded in

the cluster. This can be used to set up backward pointers towards the sources of the announcement
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messages in the routing tables of the nodes. More specifically, in PANEL, every node that hears

an announcement records the identifier and the position of the originator of the announcement

as destination, it records the identifier of the node from which it received the first copy of the

announcement as the next hop towards the recorded destination, and it computes and records the

power level needed to transmit to this next hop node. The identifier of the next hop is obtained

from the lower layer (e.g., MAC) header of the message encapsulating the announcement. The

computation of the required power level relies on the fact that the nodes transmit announcement

messages with maximum power, and the receiving nodes can measure the power level with which

they receive those messages.

Given the above information in the routing tables, and the identifier of the destination in the

messages that are routed with the intra-cluster routing protocol, routing is quite straightforward:

Each node in the cluster that receives such a message forwards it to the next hop associated to the

message’s destination in the routing table of the forwarding node with the corresponding power

level. If no matching entry is found in the routing table then the message is dropped. The positions

of the destinations stored in the routing table are not used by the intra-cluster routing protocol;

they are recorded to support the interoperation of the inter-cluster and the intra-cluster routing

protocol, as I will explain later.

An important observation is that the aggregator election procedure described in Section 5.2.3

ensures that the announcement message of the future aggregator node of the current epoch is

flooded in the entire cluster, and thus, every node in the cluster creates a routing entry (or updates

an existing one) with the future aggregator as the destination. This means that later in the current

epoch, every node in the cluster can forward messages towards this aggregator. Moreover, routing

table entries are kept beyond the duration of the epoch in order to support the routing of queries

that are destined to aggregators of past epochs.

The inter-cluster routing protocol is used to route messages to and from a distant cluster.

These messages can be queries from and responses to a distant base station, as well as backup

messages destined to distant aggregators that contain replicated data. I recommend to use a

position-based routing protocol as the inter-cluster routing protocol for two reasons: First, PANEL

already makes the assumption that the nodes are aware of their positions, and therefore, this

position information can naturally be re-used for routing purposes. Second, inter-cluster routing is

concerned with messages that need to be routed (i) to the aggregator of a distant cluster or (ii) to

a distant base station. Regarding case (i), in PANEL, the identifier of the aggregator node is not

known explicitly outside the cluster, but instead, one knows only the reference point to which the

aggregator happens to be the closest node. Regarding case (ii), the query messages can contain

the geographical position of the base station to which the responses should be sent back. Thus, in

all cases, messages need to be routed towards a geographical position, and hence, position-based

routing seems to fit best for inter-cluster routing in PANEL. Apart from being a position-based

routing protocol, I do not restrict the choice for inter-cluster routing in PANEL.

The inter-cluster routing protocol is used together with the intra-cluster routing protocol in the

following way. First of all note that messages from distant sources are always destined either to

the current aggregator of a cluster or to one of the aggregators in the past. In particular, backup
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messages containing replicated data of another cluster are destined to the current aggregator of the

backup cluster, whereas queries from the base station are usually destined to an aggregator in the

past. Note also that, as I mentioned above, every node has routing table entries for the current and

the past aggregators of its cluster. The interworking of the inter-cluster and intra-cluster routing

protocols is based on these important observations.

Messages from distant sources do not contain the identifier of the targeted aggregator, but

instead they contain the reference point to which the targeted aggregator is the closest node.

When such a message reaches the target cluster, the first node that receives it looks into its

routing table, and determines the identifier of the targeted aggregator by searching for the entry

whose destination position is the closest to the reference point specified in the message. Once the

identifier of the destination is determined, the intra-cluster routing protocol can be used to deliver

the message. Once again, the correctness of this approach is based on the fact that every node in

the cluster has an entry in its routing table for the current and all past aggregators of the cluster,

and messages from distant sources are always destined to one of these aggregators.

5.3 Simulation Results

In this section, I study the aggregator node election and cluster formation capabilities of PANEL

by means of simulations. Moreover, I compare the energy consumption of a network using PANEL

as the aggregator node election protocol to the energy consumption of the same network when

the aggregator election protocol is HEED [Younis and Fahmy, 2004]. I have chosen HEED as the

algorithm to compare PANEL to as

• HEED is a probabilistic approach as well

• it aims at energy efficiency too

• it considers intra-cluster routing already, not just aggregator node election

• HEED outperforms LEACH [Heinzelman et al., 2000; Heinzelman et al., 2002] in terms of

network lifetime and in ratio of energy dissipated for clustering, therefore, it is a better

benchmark than LEACH

• HEED is a widely known and well-understood aggregator election approach that is frequently

referenced in the corresponding literature

The operation of HEED is detailed in Appendix B.

For the simulations, I have implemented both PANEL and HEED in NesC for TinyOS 2 [TinyOS

2, 2007] (i.e., the implementations are ready to run on real sensor nodes), and the simulations are

made with the help of TOSSIM [Levis et al., 2003], the de-facto TinyOS simulator. The simulations

focus on the aggregator node election phase of PANEL, as it is the main part of the protocol. As for

the energy measurements, I based my solution on PowerTOSSIM 2. PowerTOSSIM 2 is the power

measurement extension for TinyOS 2, however, it is still experimental and can be downloaded only

from the official TinyOS 2 contrib repository [TinyOS Alliance, 2007]. As HEED needs energy
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information in runtime for the aggregator node election, I extracted the corresponding equations

from the code of PowerTOSSIM 2 and integrated them into the code of HEED (and PANEL as

well, to maintain equivalence in testing setup). In this way, each sensor node measures its own

energy consumption. Note that this small computation consumes very limited energy and hence

it does not influence the results significantly. I note that PowerTOSSIM 2 supports only mica2

nodes [Crossbow Corporation, 2003] which use the Chipcon CC1000 [Chipcon Corporation, 2007]

radio transceiver and the ATmega128L [ATMEL Corporation, 2003] microcontroller.

The simulation settings are the following. I assume that time is divided into epochs, and each

epoch consists in an aggregator node election phase and five measuring/data transmission phases,

called rounds. In the aggregator node election phase, the nodes select the cluster head in each

cluster, while in the rounds, the cluster member nodes send measurement information to the cluster

head. Both the aggregator node election phase and the rounds have at most 10 seconds to finish.

I ran the simulations for 100 epochs (i.e., for 6000 seconds)1. The tested topologies are the same

for PANEL and HEED. I considered 40 uniformly randomly placed nodes in a square shaped field

consisting in 4 equal shaped clusters, where the node density is controlled through the size of the

field: the highest density is realized in the smallest field of 50×50 m2, while the smallest density

is realized in the largest field of 500×500 m2. I simulated 20 different topologies for each of the

different densities. In case of HEED, the value of parameter pmin is set to 5 · 10−4, and the cost

model is AMRP (see [Younis and Fahmy, 2004]) with the modification that it does not depend on

the total number of nodes in the cluster, but only on the number of nodes that are in reachable

distance with radio communication. In case of PANEL, ∆ is set to 0, as this choice corresponds to

the worst case (i.e., no border effect mitigation). The geographical clusters were given in advance

for both PANEL and HEED.

The first question I analyze is the consistence of aggregator node election in case of PANEL and

HEED. I call the aggregator election consistent, if only one cluster head (i.e., aggregator node) is

elected in each cluster. In Figure 5.4, one can see the average number of cluster heads as a function

of the field size (i.e., node density). The horizontal axis corresponds to the side length of the field

(as the field is assumed to be square shaped, both sides of the field are of the same length), while

the vertical axis corresponds to the average number of cluster heads. The solid curve corresponds

to PANEL, while the dashed curve corresponds to HEED. The measurements are made only on

the indicated field sizes (see the ticks on the horizontal axis), the lines connecting the points are

only to emphasize the characteristics of the changes when heading to lower node densities. The

presented measurements are averages of 20 different topologies for each field size, and 100 epochs

are simulated on each topology. (This way of visualization will be the same in the upcoming figures

as well.)

Figure 5.4 shows that PANEL satisfies the requirements of electing one cluster head per cluster

in most of the cases, which is important for the correct operation of the backup mechanism. The

figure also shows that HEED elects multiple cluster heads per clsuter; the reason for this is that

HEED does not support multi-hop communication. As one can see, PANEL can better propagate
1 I note that the simulation time does not include the degradation phase of the sensor networks, as the energy
balancing property of PANEL (see Section 5.2.2) ensures that the nodes exhaust their batteries nearly at the same
time, and thus, the duration of the degradation phase is short compared to the duration of the operational state

when all the nodes are alive.
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Figure 5.4: Average number of cluster heads as a function of the field size
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Figure 5.5: Average cluster head election time as a function of the field size

the cluster head advertisements since these messages always get rebroadcast as a node receives and

accepts them. However, in case of HEED, the advertisements are not rebroadcast (i.e., only one

broadcast is sent by the advertiser node that all the other nodes have to receive), so there is a

higher chance for a node to miss such a message and declare itself as a cluster head, thus raising

the average number of cluster heads.

The time spent for electing the cluster head is another important question. The less time an

algorithm needs for cluster head election, the more time it has for other purposes. I define the

cluster head election time as the length of the time interval beginning with the new epoch start,

and ending when all the nodes have a finalized view about which node is the cluster head (and

which node is the next hop towards this cluster head). In Figure 5.5, one can see the average

cluster head election time (vertical axis) as a function of the field size (horizontal axis). The solid

curve corresponds to PANEL, while the dashed curve corresponds to HEED.

The results of Figure 5.5 are not surprising. Both PANEL and HEED have 10 seconds according

to the simulation setup for cluster head election in each epoch, and in HEED, this time is consumed
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Figure 5.6: Histogram of the number of nodes in the subclusters

as the finalization of the links is only performed after some number of advertisement iterations

is already performed. The required number of such iterations in HEED is controlled by pmin,

however, I have chosen pmin for five times higher than in the examples in [Younis and Fahmy,

2004] in order to lower the number of required iterations (i.e., from 15 to 12). (I note that the

authors of HEED used for the number of iterations the benchmark value 15, and determined that

the minimum number of iterations is 6 [Younis and Fahmy, 2004]. I used the value of 12 between

these two extremes.) Further lowering the number of iterations could possibly distort the cluster

head election process in HEED as its correct operation – especially its energy balancing property

– relies on the fact that higher remaining energy nodes have less iterations to perform than lower

remaining energy nodes, and thus, the latter nodes are able join to the clusters established by

the former nodes. However, in PANEL, the 10 seconds time window for cluster head election

is not fully consumed: PANEL needs less than 6 seconds for electing the cluster head (and for

establishing the multi-hop route for each node towards this cluster head). The reason for this is
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that, in the optimal case, all the nodes have to send one broadcast message and extract the required

information from the received messages, thus, the cluster head election can end without further

iterations. (In theory, based on Figure 5.5, when considering the minimum number of iterations

(i.e., 6 instead of 12) for which HEED is operable, then HEED would slightly outperform PANEL

in terms of time spent for electing the cluster head for large field sizes, however, PANEL would be

still quicker than HEED for small and medium field sizes.)
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Figure 5.7: Histogram of the number of nodes in the subclusters for field sizes of 50×50 m2,

250×250 m2 and 500×500 m2

Having seen that the number of cluster heads is usually not optimal on average (see Figure 5.4),

it is very important to detail the impact of this result on the number of nodes in the partitioned

clusters (i.e., subclusters). As we have 40 nodes deployed on the field and 4 clusters, the optimal

number of nodes in a cluster is 10. However, as the nodes are randomly deployed, it often happens

that there are fewer than 10 nodes in some clusters (and more than 10 in the others), but this does

not influence my average expectation. In Figure 5.6, one can see the histogram of the number of

nodes in the subclusters as a function of the field size. The x axes correspond to the field size, the

y axes correspond to the number of nodes in the subcluster, while the z axes correspond to the

number of occurrences.

Figure 5.6 clearly shows that while HEED produces a significant amount of clusters with few

nodes (i.e., the rearmost bars are high), PANEL usually produces clusters of near optimal number

of nodes (i.e., the bars near to the y = 10 axis are relatively high). This again emphasizes a good

feature of PANEL: even if the number of cluster heads gets above the optimal value, the number

of nodes in a subcluster remains high. On the opposite, HEED produces a high amount of clusters

with very few nodes, thus subdivides the network into small parts that are hard to maintain. For

the sake of better comparison, I show three sections of Figure 5.6 in Figure 5.7.

In Figure 5.7, the horizontal axes correspond to the number of nodes in the subclusters, while

the vertical axes correspond to the number of occurrences. The solid curve corresponds to PANEL,

while the dashed curve corresponds to HEED, and the three subfigures correspond to different field

sizes, namely 50×50m2, 250×250m2 and 500×500m2, respectively. The tendency of the behaviour

of the two algorithms is clear: while HEED behaves very well in terms of distribution of the number

of nodes in the subclusters for high node densities, it produces many clusters with few nodes as the

node density goes lower. On the contrary, PANEL behaves quite well in the same comparison even

for small node densities. The reason for this difference stems from the fact that in HEED, the cost

model can retain nodes from joining to a common cluster head when the node density is small,

69



CHAPTER 5. PANEL: POSITION-BASED AGGREGATOR NODE ELECTION

as further lying cluster heads have higher costs than closer lying ones. Another component of the

problem is the high average number of cluster heads (see Figure 5.4): HEED elects more cluster

heads on average, which also leads to network partitioning. As the connectivity becomes weaker

(i.e., for lower node densities, larger fields), this behaviour becomes more emphasized, however, in

PANEL, the number of clusters with few nodes stays low even for low node densities.

All the same, cluster head election makes no sense without an application that employs the

newly elected cluster heads. This justifies my simulation scenarios that comprise not just cluster

head election, but data message sending as well. Instead of measuring just the energy spent for

cluster head election, in Figure 5.8(a), I show the total average energy consumed by PANEL

and HEED. Here again, the horizontal axis corresponds to the field size, while the vertical axis

corresponds to the average energy consumption. The solid curve corresponds to PANEL, while

the dashed curve corresponds to HEED. The whiskers show the 95% confidence interval of the

corresponding values.

As one can see, PANEL consumes less energy in total than HEED, independently from the node

density. Moreover, the whiskers in Figure 5.8(a) show that the energy consumption of PANEL

can be forecasted more precisely than the energy consumption of HEED, as the 95% confidence

intervals of the energy consumption of PANEL are more narrow than that of HEED. This property

is confirmed by Figure 5.8(b), which shows that the standard deviation of the average energy

consumption is much higher in case of HEED than in case of PANEL. (The whiskers in Figure 5.8(b)

correspond to the 95% confidence interval of the standard deviation of the energy consumption.) I

emphasize that the number of rounds (i.e., the amount of data message sending) highly influences

my results: the rounds are where PANEL is more energy efficient than HEED, thus, increasing the

number of rounds beyond 5 would result in even better performance of PANEL with respect to

HEED. The number of rounds depends on the actual application, however, I believe that having

10-20-50 or more rounds can be the general case. In these energy simulations I tried to show how

PANEL and HEED works in worst case situations, and I conclude that PANEL is more energy

efficient than HEED in my scenarios, independently from the node density.

5.4 Extensions of PANEL

I complete the description of PANEL in this section by discussing three possible extensions related

to its operation: the security of PANEL, the problem of disconnected clusters, and the required

accuracy of the node’s position information.

5.4.1 Security

There are several ways how an adversary can spoil the operation of PANEL. In the following, I

detail these attacks and propose countermeasures against them. I assume that the attacker is able

to capture and reverse-engineer one or more nodes, thus, the attacker is able to control these nodes

and has knowledge about all the information stored in these nodes (e.g., secret keys, measurement

data, etc.). I note that the formal security analysis of my proposals below are beyond the scope of

my dissertation, as it would require an appropriate formal model the development of which itself
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(a) Total average energy consumption as a function of the field size
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(b) Standard deviation of the total average energy consumption as a

function of the field size

Figure 5.8: Total energy consumption comparison of PANEL and HEED

could be subject of independent research. However, following the common approach, the most

common attacks are invesigated below.

Distorting the aggregate by environment altering or capturing: The most straightfor-

ward type of attack aims at distorting the aggregate at the cluster head. To achieve this, an

attacker can either (i) modify the environment of the attacked sensor node, or (ii) capture the

sensor node and alter the measured values as desired. Altering the measured parameter of the

environment in the first attack means, for example, lighting a match near to a temperature sensor

or flashing with a flashlight near to a photometer sensor; these outsider attacks can totally falsify

the measurement result of the sensor node. Capturing a sensor node in the second case requires

more knowledge from the adversary, but he can gain full control over the sensor node.
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Countermeasures: Both of these attacks can be circumvented using a statistical sample filtering

approach at the cluster head (like e.g., RANBAR, see Chapter 4). (I note that cryptography cannot

help here as these attacks cannot be detected with cryptographic tools.)

Distorting the aggregate by message altering: In order to achieve his goal (i.e., to distort

the aggregate), the adversary can also (iii) force the captured node to alter the data field of a

forwarded message that comes from another node, or (iv) send false measurement data in the

name of other nodes to the cluster head. In case of (iii), the captured node must be on the routing

path that one or more of the nodes use to send their measurements to the cluster head. As these

messages are not protected, a captured node that is a forwarder can modify the content of these

messages. In case of (iv), the captured node tries to confuse the cluster head by sending messages

in the name of other nodes; when the cluster head later receives the valid messages from the

well-behaving nodes it cannot determine which of the received messages are valid.

Countermeasures: While both of the latter attacks can be handled more or less with the

previously mentioned technique, a more appropriate tool against these attacks is cryptographic

integrity protection (in case of (iii)), and authentication (in case of (iv)). For these, the nodes need

for example a public-private key pair and they have to sign their messages using the private key,

moreover, they have to attach their public key to the message after it was signed. (I note that

assuming public-key cryptography in sensor networks is not far-fetched according to [Piotrowski

et al., 2006].) This, on the one hand, prevents a captured node to alter the measurement data

in the messages as the captured node cannot regenerate the signature on the message after the

modification. On the other hand, a captured node cannot send messages in the name of other

nodes as, again, the captured node cannot generate a valid signature, because it does not know the

private key of other nodes. However, it could be possible that an attacker invents public-private

key pairs and generates cryptographically sound messages. I anticipate that this attack is handled

by using the extensions proposed later in this section (i.e., identifier signing by the base station).

Interfering with the cluster head election process: The attacker can also interfere with the

cluster head election process. In this attack, the attacker tries to send an advertisement message in

the name of a node that would not become aggregator based on the position of the reference point.

The nodes that hear this fake advertisement message would rebroadcast it until a node detects

that its own position is closer to the reference point than the position in the advertisement. After

this, the latter node would rebroadcast its own advertisement and the whole cluster would know

which node is the real cluster head. However, the numerous message broadcasts consumes a high

amount of energy, and thus, this attack should not be underestimated.

Countermeasures: Signing not just the data messages but the advertisement messages as well

(i.e., instead of sending [announcement | epoch | id | pos] the nodes should send

[

announcement | epoch | id | pos | [announcement | epoch | id | pos]sig | cert
]

where sig and cert are the signature and the public key certificate of the sender node, respectively)

protects against this attack as, in this case, an attacker cannot send a valid advertisement message

in the name of other nodes as it does not know the other nodes’ private key. A node that receives
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an advertisement message that is not correctly signed can easily drop it and further wait for a valid

advertisement.

Manipulating the cluster head election process to become cluster head: A typical attack

against aggregator node election protocols is to manipulate the execution in such a way that the

nodes controlled by the adversary become aggregators more frequently than they should. In this

way, the adversary can collect information from the network easier, as nodes send their sensor

readings to the aggregators. [Sirivianos et al., 2007] proposes elegant countermeasures against this

type of attack, and PANEL can be also be made efficient against it. In PANEL, such an attack can

be perpetrated using fake information in the announcement message in the aggregator node election

phase by a captured node that uses (i) its correct identifier, but fake position information, or (ii) a

fake identifier along with fake position information. Moreover, (iii) the adversary can deploy new

nodes at desired positions. In the first case, the captured node only alters its position information

and reports its correct identifier very close to the current reference point in each epoch (i.e., it sends
[

announcement | epoch | id | posfake | [announcement | epoch | id | posfake]sig | cert
]

, where posfake

is close to the reference point). In the second case, the captured node invents a new identifier along

with a position very close to the current reference point and reports this pair in the announcement

(i.e.,
[

announcement | epoch | idfake | posfake | [announcement | epoch | idfake | posfake]sig | cert
]

is sent, where idfake is a new identifier and posfake is close to the reference point). In the third

case, however, the attacker does not have to capture a node, he only has to deploy a new one close

to the reference point (the attacker can do this as he can calculate the position of the reference

point in advance).

Countermeasures: PANEL can be easily extended with security measures to prevent even these

misdeeds. First of all, the base station can use public-key cryptography and sign the nodes’ identi-

fier with its private key, and load the corresponding public key on the sensors before deployment.

Using this signed identifier, a node that receives an announcement message can check whether it

contains a valid identifier or not using the public key of the base station, but no one except the

base station is able to generate new identifiers. According to this, the advertisement messages

should be extended with the signed identifier, and when a node receives an advertisement message

[

announcement | epoch | idfake | idsigBS
| posfake | . . .

[announcement | epoch | idfake | idsigBS
| posfake]sig | cert

]

it can check whether KP
BS(idsigBS

) = idfake, where KP
BS is the public key of the base station, and

if not, it can discard the message. With this technique, one can detect the cases (ii) and (iii),

therefore, the only remaining way to attack the aggregator node election phase is case (i). One can

thwart attack (i) by allowing the nodes to keep in their routing tables the position information of

the other nodes from which they have already heard an announcement. This information can be

kept in the routing tables even beyond the duration of an epoch. Therefore, the nodes can detect

if a captured or corrupted node tries to report itself at different positions in different epochs. If

the above attack is detected, the detector node can flood an alarm message in the cluster including

the cheating node’s identifier and the proof for the cheating, i.e., the two advertisement messages
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with the same identifier and different position information, both signed by the cheating node

(
[

announcement | epoch | id | idsigBS
| pos | [announcement | epoch | id | idsigBS

| pos]sig | cert
]

and
[

announcement | epoch | id | idsigBS
| posfake | [announcement | epoch | id | idsigBS

| posfake]sig | cert
]

).

In case of reception of such an alarm message, the nodes can check the proof of the cheating and

exclude the related identifier from further cooperation. I note that it is important that all the nodes

exclude the cheating node in accordance to maintain a consistent view of the cluster. Without this

requirement, some nodes could elect the cheating node later as aggregator, while some nodes could

not, and this could result in cluster fractioning.

Selective message dropping: Another straightforward attack against the data collection part

of PANEL is the selective message dropping attack. A captured forwarder node can selectively

drop the messages that it receives instead of forwarding them. With this attack, however, the

attacker can only slightly mislead the aggregate. For example, if the aggregator function is the

average, the median, or the min/max, then the gain of the attacker is that the final aggregate is

based on fewer measurements than in the unattacked case, which usually does not influence the

result significantly (assuming that the number of dropped messages is not high). Moreover, each

dropped measurement alters the aggregation result, but in case of the average and the median,

the attacker does not know in advance whether a dropped measurement results in increasing or in

decreasing the aggregate, and therefore, the strength of this kind of attack is limited as well.

Countermeasures: I believe that the very nature of sensor networks, namely that they are

distributed and comprise of a high number of nodes, is enough to mitigate this type of attack.

In summary, to enhance the security of PANEL, I propose to use (i) node identifiers that are

signed by the base station in order to prevent the acceptance of forged identifiers, (ii) digital

signatures in order to authenticate the senders and protect the integrity of the messages, (iii) the

technique of remembering the nodes’ identifier and position in order to prevent the captured nodes

from virtually changing their position, and (iv) a sample filtering technique like RANBAR in order

to mitigate attacks aiming at injecting false measurements.

5.4.2 Disconnected clusters

A crucial assumption of PANEL is that the nodes within a cluster form a connected subnetwork.

If this assumption is not satisfied, and the subnetwork within a cluster is partitioned, then some

nodes will not hear the announcement of the node closest to the reference point, and they will elect

another node as aggregator. More specifically, in this case, as many aggregators are elected in the

cluster as many partitions the subnetwork has.

Solution 1: One solution is to extend the area in which an announcement is flooded beyond

the borders of the corresponding cluster. For instance, the announcement can also be flooded in

the neighboring clusters. This would increase the probability that each node in the corresponding

cluster receives the announcement even if the subnetwork within that cluster is partitioned, because

those partitions may be connected through the neighboring clusters. The downside of this approach

is the increased energy consumption of the nodes.
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Solution 2: This latter approach is acceptable, if the nodes in the neighboring clusters are ready

to route even the data messages of the disconnected clusters towards the affected cluster head.

However, assuming that the queries from the base station are usually interested in aggregates of

the past, the following solution can be more energy efficient. During the aggregator node election

phase, we do not extend the area in which an announcement is flooded, and we tolerate that

multiple cluster heads are elected. These cluster heads collect the measurements of the sensors,

and send the aggregated measurements to a backup cluster head as usual, also including their

position information into the message. The backup cluster head can detect that multiple cluster

heads were elected in a cluster when it receives multiple backups originated from the same cluster.

This, on the one hand, can be reported to the base station by the backup cluster head, and, on

the other hand, the sub-aggregates can be aggregated in one message by the backup cluster head

again, and sent back to the originator cluster heads using solely position-based routing in order to

recover the consistency inside the cluster. More formally for two subclusters,

ANi → BNk : [backup | idi | cluster_idi | posi | aggregatei]

ANj → BNk : [backup | idj | cluster_idi | posj | aggregatej ]

BNk : detects that #(backup messages) > 1 and calculates final_aggregate

BNk → posi : [correction | idk | final_aggregate]
BNk → posj : [correction | idk | final_aggregate]
BNk → BS : [notification_of_disconnectivity | idk | cluster_idi] (optional)

where AN, BN, and BS stand for the aggregator node, the backup node, and the base station,

respectively, and pos as the receiver means that the message has to be sent using position-based

routing.

Solution 3: This latter solution is efficient in terms of communication overhead, but sometimes

it is not applicable. For example, in case of the average, it works fine, as the average of the averages

of two subsamples is equal to the average of the sample consisting in the two subsamples (if the

two subsamples are of equal size). However, in case of the median, it does not work. Therefore, for

such aggregation functions that need the whole sample to produce the correct output, I propose to

use the following method. At first, I again require the aggregator nodes to include their position

information in the backup messages. Then, as the backup cluster head detects the malfunctioning

as already detailed, it chooses a ”final aggregator” (i.e., a node among the cluster heads of the

partitioned cluster that will finally perform the aggregation), and it informs the originator nodes

about the disconnectivity and about the identity of the final aggregator. The packet sent to the

originator nodes has to contain the identifier and position information of the final aggregator, while

the packet sent to the final aggregator has to contain the identifier and position information of all

the originators. All of these packages have to be sent using solely position-based routing. When

the originator nodes receive such a packet, they send all the collected measurements (i.e., not just

the aggregates, but all the measurement of all the nodes in the subcluster in the epoch) to the final

aggregator using position-based routing, which can then produce a proper aggregate based on the

received sample. Finally, the final aggregator sends back the produced aggregate to the originator
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nodes using solely position-based routing. At the reception of this latter packet, the originators

replace their previous aggregate with the received one. More formally for two subclusters,

ANi → BNk : [backup | idi | cluster_idi | posi | aggregatei]

ANj → BNk : [backup | idj | cluster_idi | posj | aggregatej ]

BNk : detects that #(backup messages) > 1 and chooses final aggregator

If node i has been chosen as the final aggregator :

BNk → posi : [notification_of_disconnectivity | idk | final_aggregator | idj | posj ]

BNk → posj : [notification_of_disconnectivity | idk | not_final_aggregator | idi | posi]

BNk → BS : [notification_of_disconnectivity | idk | cluster_idi] (optional)

ANj → posi : [correction | idj | measurementsj ]

ANi : receives measurementsj and calculates final_aggregate

ANi → posj : [correction | idi | final_aggregate]

With this technique, even the partitioned subnetworks will have a consistent view of their cluster,

independently from the applied aggregator function. Moreover, queries will receive correct answers

independently from the queried cluster head.

5.4.3 Virtual coordinates

The operation of PANEL relies on the assumption that the nodes are aware of their geographic

positions. This means that some positioning mechanism needs to be implemented in the network

in order to support PANEL. Note, however, that the aggregator node election procedure itself does

not require accurate position information; indeed, the same procedure would work along with the

intra-cluster routing with virtual positions invented by the nodes themselves once and forever at

the beginning of the operation of the network.

After all, interpreting the output of the pseudo-random function H as the position of a reference

point is also an arbitrary choice; it could also be mapped to the identifier space, and the protocol

could elect the node whose identifier is the closest to the ”reference identifier” as the aggregator

for the current epoch.

Besides the aggregator node election procedure, another component of PANEL, the inter-cluster

routing protocol also uses the position information of the nodes. Therefore, the required accuracy

of the position information is determined by the position-based inter-cluster routing protocol used

in PANEL. Note, however, that one may consider replacing the position-based inter-cluster routing

protocol with a non-position-based protocol, in order to further decrease the dependency of PANEL

on the accuracy of the positioning mechanism.

5.5 Conclusion

In this chapter, I described PANEL, a position-based aggregator node election protocol for wireless

sensor networks. The novelty of PANEL with respect to other aggregator node election protocols
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is that it supports asynchronous sensor network applications where the sensor readings are fetched

by the base stations after some delay. In particular, the motivation for the design of PANEL was

to support reliable and persistent data storage applications, such as TinyPEDS.

PANEL uses the position information of the nodes to determine which of them should be-

come aggregator. PANEL ensures load balancing, meaning that each node has nearly the same

chance to become aggregator, and it supports intra- and inter-cluster routing allowing sensor to

aggregator, aggregator to aggregator, base station to aggregator, and aggregator to base station

communications.

Besides describing the operation of PANEL, I also evaluated its efficiency by means of simu-

lations. In particular, I compared the cluster formation capabilities and the energy consumption

of PANEL to that of HEED, an aggregator node election protocol well-known from the literature.

My results show that PANEL behaves better than HEED in both comparisons.

5.6 Related Publications

My publications related to the PANEL approach are as follows:

• L. Buttyán, P. Schaffer, PANEL: Position-based Aggregator Node Election in Wire-

less Sensor Networks, Submitted to International Journal of Distributed Sensor Networks,

September 2008.

• G. Ács, P. Schaffer, and L. Buttyán, PANEL: Position-based Aggregator Node Elec-

tion in Wireless Sensor Networks, In Proceedings of the HSN Workshop, Balatonkenese,

Hungary, May 2008. (Poster)

• L. Buttyán, P. Schaffer, PANEL: Position-based Aggregator Node Election in Wire-

less Sensor Networks, In Proceedings of the 4th IEEE International Conference on Mobile

Ad-hoc and Sensor Systems (MASS), Pisa, Italy, October 2007.
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Chapter 6

Application of New Results

To prove the viability of the proposed solutions for resilient data aggregation and aggregator node

election in low-end sensor networks, I implemented the RANBAR and the PANEL algorithms in

TinyOS 2 [TinyOS 2, 2007], the most widely used operating system of sensor nodes. Both of these

implementations are part of the final demos of the UbiSec&Sens EU FP6 STReP [EU FP6 STReP,

2008].

One of the specific applications in the project is vineyard monitoring. On the vineyards, the

commonly used sensing tools are meteorological stations. Because of their relatively high price,

usually only a limited number of stations is used in a field. However, in this case, the measurements

do not reflect the real situation in different parts of the plantation given the large variations in

the microclimate on a sparse landscape. Wireless sensor networks are an excellent technology

which allows improving this situation. In the final demo of UbiSec&Sens, both RANBAR and

PANEL are applied in this scenario to allow to monitor conditions that influence plant growth,

i.e., temperature, humidity, soil moisture, and light, across a large vineyard. The goal of the

deployed network is to support precision agriculture in plant care such as adapting the water,

fertilizer, and pesticide supply to the needs of individual plants or blocks. Our deployment took

place in a 5000 m2 area in the Weingut Georg Naegele vineyard [Weingut Georg Naegele Vineyard,

2008] located in Neustadt, Germany. 64 sensor nodes were deployed across the area in a regular grid

topology. Light, humidity, and temperature sensors were embedded into each node. Additionally,

ten nodes were equipped with moisture sensors. The sensor network is connected to a gateway

offering a graphical user interface allowing the user to query readings from the network. Moreover,

the gateway is responsible of sending periodical updates of the newly collected readings to a remote

machine. These updates allow the user to remotely monitor the network.

The geographical area covered by the sensor network is divided into smaller regions where the

nodes of each region form a cluster using PANEL protocol (see Figure 6.1). In order to ensure a

longer network life, PANEL elects periodically a new cluster head in each cluster. Sensors in each

cluster periodically sense the moisture in the soil and the intensity of the light, and send their

readings to the cluster head. The housing of the nodes and the poles that the sensors were placed

on can be seen in Figures 6.2(a) and 6.2(b), respectively. Each cluster head is in charge of two

79



CHAPTER 6. APPLICATION OF NEW RESULTS

Figure 6.1: Topology of the sensor network on the vineyard with 64 sensor nodes, the gateway

node, and the remote client as a part of UbiSec&Sens final demonstration

(a) Housing of the sensor nodes (b) Mounting poles

Figure 6.2: Deployment tools for the vineyard monitoring demonstration
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main functionalities: data aggregation and data storing. First, data is aggregated by taking its

average. Second, the computed data is stored on another cluster head for backup.

In the demonstration we have successfully run the sensor network for a duration period of 9

days. During the first two days we had queried the network manually and received responses from

the past epochs. In order to make sure that the system was still working while we were away,

we have activated the option for automatic queries. After each backup, the network sends back

the stored reading to the gateway which updates a database and sends us the new updates. With

this option we were able to remotely monitor the behaviour of the system during the rest seven

days. The demonstration started running from the 14th of September 2008 and was supposed to

continue until the last day of the month. Unfortunately, due to the bad weather condition and

the urgency to harvest the full vineyard before the rain gets stronger, we stopped the system on

23rd of September. Nevertheless, the demonstrator has successfully proven to be a prototype for

agriculture monitoring.

The other specific application in UbiSec&Sens is roadside monitoring. The main idea here is to

equip roads with sensors that gather information about the weather, traffic, and road conditions.

This information is then processed and used to dynamically define the speed limit, the optimal

routes, or detect abnormal situations (e.g., accidents, fog, snow) and so on. This information is

then sent to the cars that can be used to warn the drivers about an imminent danger or about

the local speed limit. Moreover, in case of an accident, forensics can enquire the WSN to gain

knowledge of the condition of the road at the moment of the accident. (See Figure 6.3 for the

sketch of the roadside monitoring application.) Since sensor readings can be highly correlated in

such a small geographical area, aggregation and in-network processing may be advantageous to

reduce network traffic.

For the roadside monitoring demonstration, the TinyPEDS [Girao et al., 2006] middleware

is the basic software module for the sensor network. The TinyPEDS software module has been

implemented in NesC for TinyOS 2 [TinyOS 2, 2007]. As depicted in Figure 6.4, the TinyPEDS

software module calls various other UbiSec&Sens toolbox modules like TinyLUNAR [Osipov, 2007]

for inter- and intra-cluster routing, PANEL for aggregator node election, EC-ElGamal for asym-

metric homomorphic encryption [Ugus et al., 2007], RANBAR for the resilient aggregation of data,

query authentication for access control [Armknecht et al., 2006], storage integrity, etc. All of these

software modules have been designed and implemented within the UbiSec&Sens project. They are

required for building secure and reliable roadside sensor network solutions, e.g., supporting the

services accident prevention and post accident investigation. Other basic software modules like

tinyRNG, EC-Arithmetic, and FF-Arithmetic, HMAC and MD5 are required by these software

modules.

For the outdoor demonstration we have chosen an airstrip near Heidelberg, Germany which

is not used anymore. The length of the airstrip allows every velocity which would be realistic

also for real road-traffic. 20 sensor nodes (both TelosB [Crossbow Corporation, 2005b] and Mi-

caZ [Crossbow Corporation, 2005a]) were deployed in an area of 20 m × 20 m in four clusters, and

an additional node mounted to the car.

During the operation, the car can pull the information by broadcasting a triggering message
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Figure 6.3: The sketch of the vehicular scenario of UbiSec&Sens final demonstration showing both

the surveillance and the forensic application possibilities

Figure 6.4: The protocol stack of the vehicular scenario
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when approaching sensor network. Upon reception of the triggering message, the aggregators

send back to the car road-safety data. In our case, that data consists of the aggregated value of

environmental data such as light, humidity and temperature. Based on raw data, the car could,

for example, infer if there is ice on the road from that data.

For the demonstration of the accident prevention service we drove the car in direction of the

sensor network. A passing car sends a hello message to the nodes every 200 ms. An aggregator

node receiving such a hello message responds by sending the actual aggregated value of their

cluster. The post-accident investigation capabilities of the sensor network were tested by letting

a reader device query the network about monitored values from the past. We also demonstrate

security features such as Denial-of-Service resilience using access control mechanisms developed in

UbiSec&Sens. We show that reader devices that do not posses the key are not able to decrypt the

data stored. We demonstrate that an attacker modifying a few sensor readings by, for example,

modifying artificially the environment does not impact the value determined by the sensor network.

As one can see from these demonstrations, the implementations of RANBAR and PANEL,

although not fully optimized, turned out to be fully applicable both on TelosB and MicaZ motes,

and even the interworking of these two type of nodes is seamless. One can find the source code of

RANBAR and PANEL under the web address in [EU FP6 STReP, 2008].

Beside these applications, a high number of other possible scenarios were proposed for sen-

sor networks including habitat monitoring, target tracking, condition monitoring of buildings and

bridges, moreover, applications related to the health of patients and to automation of homes and

offices. The main aim of all these applications is the measurement of some physical phenomena,

like temperature (e.g., habitat monitoring), light (e.g., smart offices), humidity (e.g., patient mon-

itoring), vibration (e.g., bridge condition monitoring), but the row of possible measurements is

obviously quite long. As the measurements of each of the sensors are usually not very precise (as

the sensors’ hardware is low-end to ensure its low price), some kind of extra processing is needed

to produce meaningful result from the individual measurement data of the nodes. For this reason,

the data of the stand-alone sensors is usually collected and aggregated in one compact piece of

information to meet the requirements of the applications. Living in the world of script-kiddies,

it is reasonable to assume that today’s and future sensor networks will face similar problems like

today’s wired networks, namely, an attacker who is not sophisticated but malicious, and aims at

distorting the correct operation of the network. The concept of such an attacker must not be

neglected when designing sensor networks protocols.

A promising application area of sensor networks is Critical Infrastructure Protection (CIP).

CIP aims at assuring the security of vulnerable and interconnected critical infrastructures, like

the energy supply system, the banking system, the emergency services, the transportation system,

or even the Internet. In the past, these systems were physically and logically independent and

separate. They had little interaction or connection with each other or other sectors of the infras-

tructure. With advances in technology, the systems became automated and interlinked through

computers and communications facilities. While this increased reliance on interlinked capabilities

helps to make the economy more efficient, it also makes the country more vulnerable to disrup-

tion and attacks. It would be nice to have an autonomous, decentralized, resilient, and easily
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deployable diagnostic system for monitoring the operation of the critical infrastructures, and also

for detecting and mitigating possible attacks against them. Sensor networks can be applied here,

especially the techniques proposed in Chapters 3 and 4 (i.e., CORA and RANBAR, respectively)

are of particular importance in such applications, as the reliability of diagnosis results is utmost

required. Additionally, PANEL can be applied in CIP as well for data collection by reason of its

security extensions (see Chapter 5). A related research project is WSAN4CIP EU FP7 STReP [EU

FP7 STReP, 2008], in which PANEL will serve as a starting point for the development of secure

aggregator node election protocols.

Wildlife monitoring is another primary application field of sensor networks. Observing natural

spaces with numerous networked sensors can enable long-term data collection at scales and reso-

lutions that are difficult, if not impossible, to obtain otherwise. The intimate connection with its

immediate physical environment allows each sensor to provide localized measurements and detailed

information. The ability of nodes to communicate not only allows information and control to be

communicated across the network of nodes, but nodes can cooperate in performing more complex

tasks, like statistical sampling, data aggregation, and system health and status monitoring. For

this, however, one needs to apply both resilient aggregation solutions, and network management

protocols. My resilient aggregation solutions can be applied here to satisfy the former need, while

PANEL can be applied to satisfy the latter need. Furthermore, as PANEL achieves reliability by

replicating the measurements on distant nodes, it is also applicable in harsh environments, like

deserts or rain forests.

Speaking more generally, the concept of sensor networks is encompassed by the ubiquitous or

pervasive computing paradigm. Ubiquitous computing means information processing that has been

thoroughly integrated into everyday objects and activities. As opposed to the desktop paradigm,

in which a single user employs a single computer for some specialized purposes, someone using

ubiquitous computing engages many computational devices and systems simultaneously for every-

day purposes, maybe in a transparent way. The best example for ubiquitous computing is perhaps

the smart home concept. In a smart home, the environmental controls (like light, heating, airing,

etc.) can interact with personal biometric monitors woven in clothing so that illumination, heating

and air conditions in a room might be modulated according to the owner’s actual necessities. An-

other common scenario consist in refrigerators aware of their contents, able to both plan a variety

of menus from the food actually on hand, and warn users of stale or spoiled food. Ubiquitous

computing requires information collection solutions in order to efficiently measure the parameters

upon which the decisions are based (e.g., biometric parameters, or just the number of milk bottles,

etc.). From my solutions, PANEL can be applied here (see Chapter 5), as it is able to collect the

measurements of the sensors and create reports. Moreover, the energy-efficiency of PANEL ensures

persistent reliable operation.

Vehicular ad hoc networks (VANETs) are another motivation application area of CORA and

RANBAR. VANET is a form of mobile ad hoc network, which provides communications among

nearby vehicles, and between vehicles and nearby fixed equipment, called roadside equipment. The

main goal of VANET is providing safety and comfort for passengers. Each vehicle equipped with

communication device will be a node in the ad hoc network and can receive and relay messages of
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other nodes through the wireless network. For example, an application of VANET is that vehicles

can send warning messages at road crossings that they approach it, and thus, the drivers of the

oncoming vehicles would know in advance that special attention has to be paid in the crossing.

This and similar applications will surely decrease the number of traffic accidents. As there are

many cars on the road, the amount of information that vehicles receive can be large, therefore,

some kind of aggregation is needed in VANETs. However, an attacker can cause serious accidents

by inserting wrong status information reports or falsified measurements. My resilient aggregation

techniques are perhaps able to solve the problem of such attacks by mitigating the compromised

pieces of information. In other words, CORA and RANBAR may be applicable in VANETs as

well.

However, I note that the resilient aggregation solutions presented in my dissertation are not

applicable in event-driven sensor networks. Therefore, detection-type applications (like e.g., forest

fire detection, intrusion detection) are opposed to apply the presented mechanisms, as these appli-

cations focus on the presence of extreme values, and the proposed resilient aggregation mechanisms

would simply filter them out.
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Conclusion

Sensor networks are a promising new technology having a wide range of possible applications, in-

cluding habitat monitoring, smart homes/offices, building monitoring, military applications, etc.

Such networks usually consist of a high number of sensor nodes and some base stations. The indi-

vidual measurements of the sensors are forwarded to the base station, usually through aggregator

nodes that collect these measurements and perform some kind of initial aggregation in order to

reduce the energy consumption of the network. The base station acts like a gateway to other

networks or to the end-user. As sensor nodes can cover a large area and operate in an unattended

manner, an attacker can easily approach such a node and compromise its measurement by altering

the environmental parameters around that node. An altering like this can be produced with ev-

eryday tools, like a match in case of a thermometer sensor, or a flashlight in case of a photometer

sensor.

In my dissertation, in Chapter 3, I have proposed two countermeasures that aim at detecting

this environment altering attack, and thus protect the aggregate computed by the aggregator nodes

or by the base station. The main idea of the described solutions is that before the aggregation of

the possibly compromised sample, an attack detection step should take place in order to detect the

attacker’s activity. This attack detection step relies on classical statistical tools and exploits the

fact that in case of an attack, the comparison of the two halves of the randomly halved sample can

reveal the misdeeds. In case there is no attack detected, usual aggregation functions (like e.g., the

average) can be applied to compute the aggregate that are considered to be not resilient without

previous attack detection. Otherwise, in case an attack is detected, a special output is generated

denoting the attack, or some extrapolation can be applied to produce an aggregate based on the

previous aggregates. The efficiency of the proposed scheme is evaluated with analytical tools.

Still considering the above attack, in Chapter 4, I have proposed a sample filtering solution

for independent and identically distributed measurements that is based on the RANdom SAmple

Consensus paradigm. I have applied this paradigm in order to create a resilient data aggregation

framework for wireless sensor networks that relies on only one assumption, namely that the sample

is normally distributed in the unattacked case. The advantage of the proposed algorithm, RAN-

BAR, is that it always produces meaningful output based on the current sample, even in case of

an attack, as it is able to filter out the compromised elements from the sample. The efficiency of
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RANBAR has been evaluated with simulation and it has been implemented to real sensor nodes

as well. Moreover, the optimal attack against RANBAR has been presented and countermeasures

have been proposed.

Finally, in Chapter 5, I have addressed the problem of energy-efficient aggregator node election

in sensor networks. As the aggregator nodes consume more energy that usual nodes, the aggregator

role has to be reassigned from time to time in order to maintain flat energy-balancing inside the

network. The main idea of the proposed solution, PANEL, is that the physical position of the

nodes should be the guiding principle in the aggregator node election. PANEL is able to evenly

distribute the energy consumption of the network and thus achieves high network lifetime. More-

over, PANEL is able to support asynchronous network applications, i.e., where the measurement

data is not fetched by base station immediately, but after some delay. It also achieves resilience

against disasters as the aggregate results are replicated on distant aggregator nodes in order to

mitigate the possible breakdown of even a higher number of nodes. The efficiency of PANEL has

been investigated in a sensor network simulator in comparison with HEED, another well-known

aggregator node election solution. Moreover, the viability of PANEL has been shown with its

implementation on real sensor nodes.

During my research on resilient data aggregation and aggregator node election in sensor net-

works, I identified some interesting future directions. One of them, in case of CORA, is to consider

the case when the conditional p.d.f. used for attack detection can become outdated (e.g., the tem-

perature changes when heading from winter to spring, therefore different temperature values has

to be labelled as outlier than before). The effect of this could probably be modelled with a similar

approach to what was presented in Section 3.3, but with a time-dependent uncertainty. Search-

ing for the optimal attacker in case of CORA is very important as well, as already mentioned in

Section 3.3. Furthermore, I intend to work on improving the framework of CORA to be appli-

cable in sample filtering, i.e., instead of dropping the compromised sample one could filter out

the compromised elements. RANBAR could be also further developed by allowing it to deal with

redundant or correlated sensor readings, in order to make it applicable in more general scenarios.

However, as the operation of RANBAR is based on the independence of the measurements, this

seems to be problematic (according to the initial results of my work on this direction). Regarding

PANEL, a research direction would be to completely mitigate the so called border effect. With

this, one could balance the energy consumption of the sensor nodes more equivalently. A possible

approach for this could be the appropriate usage of virtual coordinates mentioned in Section 5.4.3.

Another important issue in PANEL is to deal with attacks detailed in Section 5.4.1 while requiring

”cheaper” tools than public-key cryptography, and to mitigate further attacks that were not listen

in Section 5.4.1.

The solutions proposed in my dissertation all aim at supporting data aggregation in sensor

networks; either they target the resilience of the aggregation itself, or they target the energy-

efficiency of the aggregator node election process. I hope that these algorithms will help network

designers to deploy more reliable networks.
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Outliers and Robust Statistics

By modifying the readings of the compromised sensors, or by manipulating the sensors’ physical

environment (in order to influence their measurements), the adversary contaminates the samples

received by the aggregation function with bogus data. Methods for eliminating the effects of bogus

data have been extensively studied in statistics, although not with a determined adversary in mind.

Nevertheless, I find it useful to summarize the main achievements in this field here.

An outlier is an observation, which is not consistent with the data, meaning that we have some

assumptions about the statistical characteristics of the data (e.g., the type of distribution) and

some data points do not fit this assumption.

If an outlier is really an error in the measurement, it will distort the interpretation of the data,

having undue influence on many summary statistics. Many statistical techniques are sensitive to

the presence of outliers. For example, simple calculations of the mean and standard deviation may

be distorted by a single grossly false data point. The most frequently cited common example is

the estimation of linear regression from sample contaminated with outliers: Because of the way in

which the regression line is determined (especially the fact that it is based on minimizing not the

sum of simple distances but the sum of squares of distances of data points from the line), outliers

have a dangerous influence on the slope of the regression line and consequently on the value of

the correlation coefficient. A single outlier is capable of considerably changing the slope of the

regression line and, consequently, the value of the correlation. Therefore, it is tempting to remove

atypical values automatically from a data set. However, we have to be very careful: if an ”outlier”

is a genuine result (a genuine extreme value), such a data point is important because it might

indicate an extreme behavior of the process under study. No matter how extreme a value is in

a set of data, the suspect value could nonetheless be a correct piece of information. Only with

experience or the identification of a particular cause can data be declared ’wrong’ and removed.

Accordingly, outlier tests and elimination of detected outliers are appropriate if we are confident

about the distribution of the data set. If we are not sure in that, then robust statistics and/or

non-parametric (distribution independent) tests can be applied to the data.

If we know extreme values represent a certain segment of the population, then we must decide

between biasing the results (by removing them) or using a non-parametric test that can deal with

them. In statistics, classical least squares regression relies on model assumptions (the Gauss-
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Markov hypothesis) which are often not met in practice. ’Non-parametric’ tests make few or

no assumptions about the distributions, and do not rely on distribution parameters. Their chief

advantage is improved reliability when the distribution is unknown. However, non-parametric

models give imprecise results, compared to their parametric counterparts. Therefore, a compromise

between parametric and non-parametric methods was created: robust statistics.

The aim of robust statistics is to create statistical methods which are resistant to departure from

model assumptions, i.e., outliers. If there is no reason to believe that the outlying point is an error,

it should not be deleted without careful consideration. However, the use of more robust techniques

may be warranted. Robust techniques will often downweight the effect of outlying points without

deleting them. Robust statistics include methods that are largely unaffected by the presence of

extreme values. Therefore, the three approaches handling data seemingly ”contaminated” with

”atypical” points are the following:

• Outlier tests

• Robust estimates

• Non-parametric methods

Below, the main approaches in outlier testing and robust statistics are summarized.

A.1 Outlier Tests

There are outlier tests which perform quite well across a wide array of distributions, like the Box

Plot, which is a traditional graphical method, however, it can also be automated. We mark the

largest data point that is less than or equal to the value that is 1.5 times the interquartile range

(IQR) above the third quartile. Similarly, we mark the smallest data point that is less than or

equal to the value that is 1.5 times the interquartile range (IQR) below the first quartile. Data

points above or below this upper and lower marks (so called whiskers) are considered as outliers.

Why 1.5 IQRs? John Tukey, the inventor of Box Plot, commented: ”1 is too small and 2 is too

large.” Really, in practice, this outlier rule is quite good across a wide array of distributions.

For instance, consider the following ranked data set of daily temperatures in winter season:

− 15, −7, −4, −3, −2, +1, +2, +4, +5

Here is an example of Tukey’s method of determining Q1 and Q3. From Q1 = −4, Q3 = +2,

we get IQR = 6. Now, 1.5 times 6 equals 9. Subtract 9 from the first quartile: −4 − 9 = −13.

Note that −15 is an outlier, and the whisker should be drawn to −7, which is the smallest value

that is not an outlier. Add 9 to the third quartile: +2 + 9 = 11. Any value larger than 11 is an

outlier, so in this side we have no outlier. Draw the whisker to the largest value in the dataset

that is not an outlier, in this case +5. Mark −15 as outlier.

Tests are more sharp if we know something about the underlying distribution of data. Assuming

the knowledge of the mean and the standard deviation, some researchers use simple quantitative

technique to exclude outliers. They simply exclude observations that are outside the range of ±2
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standard deviations (or even ±1.5 sd’s) around the mean. Refining this method, we can draw

confidence intervals also for the mean, which give us a range of values around the mean where we

expect the ”true” (population) mean is located (with a given level of certainty). For example, if

the (sample) mean is 12, and the lower and upper limits of the p = 0.05 confidence interval are

8 and 16 respectively, then we can conclude that there is a 95% probability that the population

mean is greater than 8 and lower than 16. The width of the confidence interval depends on the

sample size and on the variation of data values. The larger is the sample size, the more reliable

is its mean. The larger is the variation, the less reliable is the mean. The standard calculation

of confidence intervals is based on the assumption that the variable is normally distributed in the

population. The estimate may not be valid if normality assumption is not met, unless the sample

size is large, say n = 100 or more, which is not unusual in case of sensor networks.

There are outlier tests which are explicitly based on the assumption of normality. A typical

such test is the Grubbs’ test, which is also known as the maximum normed residual test. Grubbs’

test detects one outlier at a time. This outlier is expunged from the set of data and the test is

iterated until no outliers are detected. More formally, Grubbs’ test is defined for the hypothesis:

H0: There are no outliers in the data set.

H1: There is at least one outlier in the data set.

The Grubbs’ test statistic is defined as:

G1 = max
1≥i≥n

|xi − x|/s (A.1)

with xi, n, x and s denoting the sample elements, the number of sample elements, the sample

mean and the standard deviation, respectively. In words, the Grubbs’ test statistic is the largest

absolute deviation from the sample mean in units of the sample standard deviation. This is the

two-sided version of the test. The Grubbs’ test can also be defined as one of the following one-sided

tests: we can test if the minimum value is an outlier using

G2 = |x− xmin|/s (A.2)

with xmin denoting the minimum value. Similarly we can test if the maximum value is an outlier

using

G3 = |x− xmax|/s (A.3)

with xmax denoting the maximum value. The critical values are calculated according to the Student

t-distribution with appropriate degree of freedom [Grubbs, 1969].

There are approaches, like the Random Sample Consensus approach (RANSAC) [Fischler and

Bolles, 1981], which rely on random sampling selection to search for the best fit. The model

parameters are computed for each randomly selected subset of points. Then, the points within

some error tolerance are called the consensus set of the model, and if the cardinality of this set

exceeds a pre-specified threshold, the model is accepted and its parameters are recomputed based

on the whole consensus set. Otherwise, the random sampling and validation is repeated as in the

above. Hence, RANSAC can be considered to seek the best model that maximizes the number of
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inliers. The problem with this approach is that it requires the prior specification of a tolerance

threshold limit which is actually related to the inlier bound. In Chapter 4, I present a possible

application of the RANSAC approach.

The Minimum Probability of Randomness (MINPRAN) [Stewart, 1995] is a similar approach,

however, it relies on the assumption that the noise comes from a well known distribution. As in

RANSAC, this approach uses random sampling to search for the fit and the inliers to this fit that

are least likely to come from the known noise distribution.

A.2 Robust Statistics

As it was mentioned above, robust techniques will often downweight the effect of outlying points

without deleting them. Several questions arise: How many outliers can a given algorithm tolerate?

How can we describe the influence of outliers on the algorithm? What are the properties desirable

for robust statistical procedures? Accordingly, three basic tools are used in robust statistics to

describe robustness:

• The breakdown point

• The influence function

• The sensitivity curve

Intuitively, the breakdown point of an estimator is the maximum amount of outliers it can

handle. The higher is the breakdown point of an estimator, the more robust it is. The finite

sample breakdown point ǫ∗n of an estimator Tn at the sample (x1, . . . , xn) is given by

ǫ∗n(Tn) =
1

n
max
m≥0

{

m : max
i1,...,im

sup
y1,...,ym

∣

∣

∣Tn(z1, . . . , zn)
∣

∣

∣ < +∞
}

(A.4)

where (z1, . . . , zn) is obtained by replacing the m data points (xi1 , . . . , xim
) by arbitrary values

(y1, . . . , yn). The maximum breakdown point is 0.5 and there are estimators which achieve such

a breakdown point. For example, the most commonly used robust statistics, the median, has a

breakdown point of 0.5.

As for the influence function, we distinguish the empirical influence function and the (theoret-

ical) influence function [Hampel et al., 1986]. The empirical influence function gives us an idea

of how an estimator behaves when we change one point in the sample and no model assumption

is made. The definition of the empirical influence function EIFi at observation i is defined by

replacing the i-th value xi in the sample by an arbitrary value y and looking at the output of the

estimator (i.e., considering it as a function in variable y): Tn(x1, . . . , xi−1, y, xi+1, . . . , xn).

The influence function tells us what happens to an estimator when we change the distribution

F of the data slightly. It describes the effect of an infinitesimal ”contamination” at the point x

on the estimate. Let ∆x be the probability measure which gives probability 1 to x. The influence

function is then defined by:

IF (x;T, F ) = lim
t→0

T (t∆x + (1− t)F )− T (F )

t
(A.5)
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A good influence function is qualified by the following properties: finite rejection point, small gross

error sensitivity and small local shift sensitivity.

The rejection point is defined as the point beyond which function IF becomes zero [Goodall,

1983], formally

ρ∗ = inf
r>0

{

r : IF (x, T, F ) = 0, |x| > r
}

(A.6)

Observations beyond the rejection point have zero influence. Hence they make no contribution to

the final estimate. However, a finite rejection point may result in the underestimation of scale.

This is because when the samples near the tails of a distribution are ignored, too little of the

samples may remain for the estimation process [Goodall, 1983].

The gross error sensitivity expresses asymptotically the maximum effect a contaminated ob-

servation can have on the estimator. It is the maximum absolute value of the IF when x is

varied:

γ∗(T, F ) = sup |IF (x;T, F )| (A.7)

The local shift sensitivity (l.s.s.) measures the effect of the removal of a mass at x and its

reintroduction at y. For a continuous and differentiable IF , l.s.s. is given by the maximum

absolute value of the slope of IF at any point:

λ∗(T, F ) = sup
x6=y

∣

∣

∣

∣

∣

IF (y, T, F )− IF (x, T, F )

y − x

∣

∣

∣

∣

∣

(A.8)

General constructions for robust estimators are the M-estimators [Rey, 1983]. A motivation

behind M-estimators can be a generalization of Maximum Likelihood Estimators (MLE). MLE’s

are therefore a special case of M-estimators (hence the name ”generalized Maximum Likelihood

Estimators”). The M-estimate T (x1, . . . , xn) for the function ρ and the sample x1, . . . , xn is the

value that minimizes the following objective function

min
t

n
∑

j=1

ρ(xj ; t) (A.9)

where the estimate T of the parameter is determined by solving

n
∑

j=1

ψ(xj ; t) = 0 (A.10)

where

ψ(xj ; t) =
∂ρ(xj ; t)

∂t
(A.11)

One of the main reasons for studying M-estimators in robust statistics is that their influence

function is proportional to ψ : IF (x, T, F ) = ♭ψ(x;T (F )). When the M-estimator is equivariant,

i.e., T (x1 +a, . . . , xn +a) = T (x1, . . . , xn)+a, for any real constant a, then we can write functions

ψ and ρ in terms of residuals x− t. If additionally scale estimate S is used, we obtain the so called

scaled residuals r = (x − t)/S, and we can write ψ(r) = ψ((x − t)/S) and ρ(r) = ρ((x − t)/S).

For the purpose of scale estimate, most M-estimators use the MAD (Median Absolute Deviation).

For example, ρ(r) = r2/2 (least-squares) estimators are not robust because their influence function

is not bounded. If no scale estimate is used (i.e., formally, S = 1), we get back the mean as the
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estimate. ρ(r) = |r| estimators reduce the influence of large errors, but they still have an influence

because the influence function has no cut off point; using this estimator we get the median. For

more details about M-estimators and their robustness I refer the reader to [Huber, 1981] and [Rey,

1983].

The W-estimators [Goodall, 1983] represent an alternative form of M-estimators. The L-

estimators are also known as trimmed means for the case of location estimation [Koenker and

Basset, 1978]. All the above estimators are either obliged to perform an exhaustive search or as-

sume a known value for the amount of noise present in the data set (contamination rate). When

faced with more noise than assumed, these estimators will lack robustness. And when the amount

of noise is less than the assumed level, they will lack efficiency, i.e., the parameter estimates suffer

in terms of accuracy, since not all the good data points are taken into account.
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Operation of the HEED protocol

The Hybrid Energy-Efficient Distributed (HEED) clustering protocol [Younis and Fahmy, 2004]

was proposed by O. Younis and S. Fahmy in 2004. In this appendix, I summarize the operation

of the protocol in order to facilitate the understanding of the comparison of it with PANEL (see

Section 5.3).

The pseudo-code of HEED is shown in Algorithm 6. The protocol has three main phases,

namely the initialization, the repetition, and the finalization phases. In the initialization phase,

each node performs neighbor discovery, and broadcasts its cost to the detected neighbors. Here,

CHprob stands for the probability of becoming a cluster head, Cprob is the initial percentage of

cluster heads among n nodes (it was set to 0.05 according to [Younis and Fahmy, 2004]), while

Eresidual and Emax are the residual and the maximum energy of a node, respectively. The value

of pmin ensures the quick termination of the protocol, while is_final_CH is a boolean variable

showing whether the node is a final cluster head or not.

In the repetitive phase, each node can advertise itself as a tentative or a final cluster head if it

has the lowest cost among all the known tentative cluster heads (maintained in SCH), or if it has

reached the maximum number of iterations (controlled by CHprob). Every node that has heard

neither a tentative_CH nor a final_CH advertisement message announces itself to become a

cluster head with probability CHprob. After that, each node doubles its CHprob value and iterates

this phase until the value of CHprob becomes 1. Note that a tentative cluster head can become

a regular node at a later iteration in this protocol if it finds a cluster head with lower cost. The

cost model of HEED is proposed to be proportional to the average minimum reachability power

(AMRP), or to the node degree, however, in the simulations in Section 5.3, I apply a cost model

that takes both of these properties into account. Also note that a node can elect to become a

cluster head at consecutive intervals if it has a high residual energy and low cost.

At the end of the protocol run, in the finalization phase, if a node considers itself ”uncovered”

(i.e., it has not heard a final_CH advertisement), it announces itself to be a cluster head with

final state final_CH. This ensures that at the end every node is either a cluster head or a cluster

member.

For a more complete description and evaluation of the HEED protocol I refer the reader

to [Younis and Fahmy, 2004].
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Algorithm 6 The pseudo-code of HEED
Initialize

Snbr ← {v: v lies within my cluster range}

compute and broadcast cost to nodes ∈ Snbr

CHprob ← max(Cprob × Eresidual

Emax
, pmin)

is_final_CH ← FALSE

Repeat

if (SCH ← {v: v is a cluster head}) 6= 0

my_cluster_head← least_cost(SCH)

if my_cluster_head = Node_ID

if CHprob = 1

cluster_head_msg(Node_ID, final_CH, cost)

is_final_CH ← TRUE

else

cluster_head_msg(Node_ID, tentative_CH, cost)

end if

end if

else if CHprob = 1

cluster_head_msg(Node_ID, final_CH, cost)

is_final_CH ← TRUE

else if random(0,1) ≤ CHprob

cluster_head_msg(Node_ID, tentative_CH, cost)

end if

CHprevious ← CHprob

CHprob ← min(CHprob × 2, 1)

Until CHprevious = 1

Finalize

if is_final_CH = FALSE

if (SCH ← {v: v is a final cluster head}) 6= 0

my_cluster_head← least_cost(SCH)

join_cluster(cluster_head_ID,Node_ID)

else

cluster_head_msg(Node_ID, final_CH, cost)

end if

else

cluster_head_msg(Node_ID, final_CH, cost)

end if
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