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Abstract

Mobile devices with increasing capabilities have joined the Peer-to-Peer information retrieval networks. However, these devices require the use of novel protocols
for efficient performance, because of their unique properties. Significant research
efforts have aimed at designing an overlay network on the unstructured P2P protocols based on semantic data, in order to increase the efficiency of information
retrieval. This thesis addresses these issues and proposes novel and more efficient
approach for mobile environments. The results that facilitate the realization of
such a system can be divided into four main parts.
The first contribution uses analytical means to examine the answering probability that can be achieved by semantic overlay in structured P2P networks. The
model helps comparing the different approaches and reveals the parameters required to construct an optimal network layer.
Based on the analytical results, the second result group proposes algorithms
to construct and maintain such data structures, the semantic profiles that help
approximate the parameters revealed by the model with the use of local decisions
and low network traffic.
The third contribution provides algorithms and protocols to shape and operate
a network layer with the help of semantic profiles. We also show an appropriate
topology that can decrease the clustering observed in the query propagation path,
which clustering reduces the efficiency of the protocol. We prove the performance
increase of the system by running simulations at different boundary conditions,
and by comparing the results to the predictions of the model.
In order to illustrate the practical applications of the results in mobile environment, a specific protocol extension for the Gnutella protocol and a modular mobile
client software package for the Symbian operating system have been developed. In
the fourth result group we will show how the designed software enables the use of
different metadata schemas and base P2P protocols, and we also prove by measurements that our implemented algorithms do not result in significant increase in
power consumption and memory usage.
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Összefoglaló

Az egyre növekvő képességekkel rendelkező mobil eszközök napjainkra belépnek a
Peer-to-Peer információvisszakereső hálózatok résztvevői közé. Az ilyen eszközök
sajátosságaik miatt azonban a hatékony működéshez a megszokottaktól eltérő protokollokat igényelnek. A kutatások egy jelentős csoportja a szemantikus adatokon
alapuló, strukturálatlan hálózatokra építő rétegtől várja az információ visszakeresésének hatékonnyá válását. Jelen értekezés ezen rendszereket tekinti át és
javaslatot tesz új, hatékonyabb megoldásokra. Az eredmények négy fő csoportba
oszthatóak.
Az első csoport analitikus eszközökkel vizsgálja a szemantikus réteggel elérhető
válaszadási valószínűséget strukturálatlan P2P hálózatokban. A modell segítséget nyújt különböző megoldások összehasonlítására, illetve feltárja az optimális
hálózati réteg felépítéséhez szükséges paramétereket.
Ezekre alapozva a második eredménycsoport olyan adatstruktúrák, szemantikus profilok építésére és naprakészen tartására mutat algoritmusokat, amellyel a
modell által feltárt paraméterek lokális döntésekkel, minimális hálózati forgalommal valószínűségi alapon közelíthetőek.
A harmadik eredménycsoport algoritmust, illetve protokollt ad a szemantikus
profilok felhasználásával történő hálózati réteg kialakítására és működtetésére. A
kéréstovábbítási hálóban megfigyelhető, teljesítményt csökkentő csoportképződés
visszaszorítására megfelelő topológiát is bemutatunk. A teljesítmény-növekedést
különböző peremfeltételek mellett szimulációk elvégzésével, illetve a modell eredményeivel történő összevetéssel bizonyítjuk.
A mobil környezetben való alkalmazhatóság illusztrálására a negyedik csoportban konkrét protokoll-implementációt, illetve mobil eszközökre tervezett és
elkészített moduláris szoftvercsomagot mutat be a disszertáció. Ezen implementációról megmutatjuk, hogyan teszi lehetővé a különböző metaadatsémák, illetve
alapprotokollok használatát, valamint mérésekkel bizonyítjuk, hogy az implementált algoritmusunk használata nem jár jelentős memóriaigény- és energiafogyasztásnövekedéssel.
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Chapter

1

Introduction
The problem of information retrieval has been one of the most serious challenges
in the history of information technology. With the growing number of networked
computers it becomes more and more difficult to find a specific document or other
piece of information or resource. One solution for this problem is the separation
of the roles of the computers (for example the client-server architecture), where
the storage of the documents or their indices is located on dedicated computers
with rather huge resources. However, the Peer-to-Peer (P2P) information retrieval
systems also have increasing popularity because of their architecural advantages.
A Peer-to-Peer network is such a fully distributed architecture where each node
has the same role.
When talking about information retrieval we should pay special attention to
the mobile telecommunication networks. Since the computing resources and the
increased usability of the smartphones make these devices with increased proliferation a good platform for representing different kinds of information, we found
it important to involve them into the P2P information retrieval world. Mobile
communication costs (in terms of money, bandwidth or battery capacity) are even
higher than that of wired communication, therefore, it is more important to use
effective P2P protocols in their case. A P2P protocol designed for mobile systems
should also suit an important specialty of that environment, namely, they should
tolerate the strong transient characteristics of these P2P clients: because of economic considerations and the limited connectivity of such devices, they do not

Chapter 1. Introduction

2

spend much time connected to the network. The connectivity of these devices is
limited, because of the network coverage and the limited battery capabilities.
The novel results are divided into four theses. Thesis I deals with modeling
the semantic overlay networks. We need the analytical model to obtain the expectable hit rate in a semantic overlay network with different network and protocol
parameters, and also to analyze the performance of different extension proposals
without the need of extensive simulations. The model also deals with the clustering phenomenon in the network topology. The analytical model inspires a strategy
that can be implemented as a protocol extension, and it also shows the system
parameters and their role that determines the performance of the extension.
The model showed us that an optimal solution to maximize the hit rate for
each topic requires the extensive knowledge of the number of documents stored
at the different nodes in each topic. Since it is impossible even in a less dynamic
environment, we need heuristics to achieve the optimal hit rate. Thesis II contributes to user modeling, where we describe such structures (user profiles) that
characterize the fields of interests of the users, the performance of a connection in
different topics, and the expectable hit rate through a query propagation graph.
We show how these profiles can be used to obtain an approximate picture of the
expectable hit rates by local decisions.
Thesis III proposes the protocol extension and algorithms to transform the
connections of the nodes to achieve better overall hit rate. We also provide an
algorithm that shapes a topology which prevents clustering in the propagation
graph. We provide simulation results to analyze the achieved performance in different conditions.
Thesis IV aims at showing the practical applicability of our results. We provide
a software package for an unstructured P2P information retrieval system for mobile
devices. Our design enables the use of any semantic ontology and we also made
design decisions to support any metadata-gathering algorithm. We implemented
the results, and this client is at the time of writing the only Gnutella client for the
Symbian platform.
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3

Thesis Outline

The organization of this thesis is as follows.
• Chapter 2 is devoted to illustrate the motivations of the results in this thesis.
It introduces the problem statement and enumerates the open issues.
• Chapter 3 presents the background knowledge and also the related research
efforts. A discussion part analyzes the applicability of the existing results in
the intended environment.
• Chapter 4 is devoted to the construction of the analytical model. It contains our findings on the roles of the network and protocol parameters and
concludes the issues that requires algorithmic or heuristic solutions.
• Chapter 5 introduces user modeling techniques and summarizes our results
in their applicability in mobile environment. It contains information on the
efficient construction and maintenance of these profiles.
• In Chapter 6 the design of the protocol extension is to be found. It also
contains the evaluation of the theoretical results.
• Chapter 7 contains the software design considerations on the applicability of
our results in practice.
• Chapter 8 is devoted to the summary and the outline of future work.

Chapter

2

Motivations
Nowadays the role of the advanced mobile handsets, the smartphones and phone
PDAs increases rapidly. These sets contain software that are dedicated to serve
the everyday needs posed by the users. These requirements have been solved
with PCs so far, however, as running on smartphones, they offer the mobility
as a great advantage. Beyond the functions such as Personal Information Management (such as contact book, calendar, todo lists), messaging or browsing the
Internet, there is an increasing demand for applications that help sharing data on
the mobile device for other users. Such data can be created by the user on the
mobile itself (captured photos, videos, audio files, notes) or can be popular content available in other way (downloaded from the internet, copied from desktop
computer). We can see the exponential spread [Chesnais, 2007], [Canalys, 2007]
of such applications in inchoative stage, for example mobile blogging applications
(LifeBlog), mobile web server solutions [NHome, 2000], or other file sharing applications [SymTorrent, 2005]. From the unexpected popularity [Rose, 2005] of the
early version of our mobile Peer-to-Peer client, the Symella [Symella, 2000] we have
also learnt that there is an intense need for a general-purpose file sharing client for
mobile devices. However, because of the characteristics of the mobile environment
(such as unstable network, short lasting connections, relatively low bandwidth,
limited processing, storing and power capacity) the advanced communication protocols should be reconsidered [Heer et al., 2006].
File sharing in general means that the author or the owner of a content has
willingness to distribute the given material to a private or public group of network
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participants. Mobile file sharing is mostly raised by two motivations. The first is
rooted on the content authoring on the device anytime, anywhere (audio, video,
pictures, notes), examples of such applications are given earlier. The second reason
to use file sharing client on the mobile handset is to access that mentioned content
on the move. File sharing is also found to be a solution for the limited storage
capacity of mobile devices, as content being in the center of interest might be
stored in one or multiple nodes [Muthitacharoen et al., 2002], [Busca et al., 2004],
[Druschel and Rowstron, 2001], [Dabek, 2001]. Therefore, we can widely find altruistic protocols where clients offer their storage capacity or bandwidth in the
hope of a later compensation. From the examination of the different approaches
of mobile file sharing, we found that distributed solutions have more advantages
over centralized systems.
While the server computers in the case of client-server architecture should have
rather great amount of resources (for example storage space or network bandwidth), the nodes in distributed networks can participate in storage and request
serving with significantly lower resources. Unstructured Peer-to-Peer networks
also tolerate the transient property of the nodes, which means that frequent joining and leaving the network do not decrease the performance of the whole system
significantly.
A fully decentralized and unstructured solution, where users with the very same
role and software client participates in the network, arises scalability and performance issues. The research in this area is focused on increasing the performance of
the system, which means that a user should find a content with high probability,
while decreasing the resources needed for that operation. Our research is based on
a phenomenon that can be observed during the everyday life. In the real life people’s human relations are not random as in a standard decentralized P2P network.
These relations are organized along common interests as similar job, hobby, taste,
and other characteristics. We use the wording "fields of interest" to describe this
kind of categories later. From these fields of interests, it follows that these people
constitute some kind of groups and the communication on the organizing topic is
more frequent inside these groups than with the rest of people [Barabási, 2002],
[Bonacich, 1987].
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Some research reports appeared recently on the methods of increasing the
performance of P2P networks with semantic approach. This idea is based on
an early recognition of Stanley Milgram [Milgram, 1967] about social networks
[Ripeanu, 2001]. In his experiment he addressed letters to a particular stockbroker
in New York and gave them to people randomly picked at locations in the United
States far away from that of the final receiver. The condition for passing the letter, so that it reaches the addressee, was that one could post it only to people
they knew personally by first name. Eventually most of the letters reached the
destination, and the average number of hops was six. Thus the six degrees of separation phenomenon came into being. Researches are based on this phenomenon
to construct different social networks. A social network is a group of people from
the real world, members of a society or an organization, or groups with any other
kind of distinguishing characteristics. Studies have shown that communication
inside these group is more frequent than communication with the rest of people
[Granovetter, 1973].
Most of the semantic solutions that try to increase the hit rate on reasonable
traffic with overlay networks, or SONs (Semantic Overlay Networks), are built on
the existing networks, both structured or unstructured. The greater part of the
advantages of the unstructured approach (such as the tolerance of very transient
presence) can still be applied with the SONs. However, the comprehensive examination of the semantic layer and its effects on these systems has only slight focus
from researchers.
The performance analysis of the different protocols can be done most practically by analytical models. However, we face difficulties when regarding the SON’s,
because the models describing standard unstructured networks are not convenient
for considering the special parameters of these protocols. For example, the model
of [Jovanovic et al., 2001] deals with the low level metrics describing the quality of the network, but it cannot be used to examine high-level metrics such as
the average answer ratio or the quantity of generated network traffic. Although
[Ge et al., 2003] studies P2P networks with different architectures, this model can
be used only in extreme cases to describe semantic network layers. The solution
presented in [Yang and Garcia-Molina, 2002a] examines the effect of clustering in
the query-propagation graph to the network traffic, but the depth of the analysis
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is not sufficient enough for our goals. Similarly, the work in [Sen and Wang, 2004]
is dealing with the network traffic only. Thus our goal was to construct a model
which enables calculating the theoretical maximum hit rate based on the patterns
of behavior observed at P2P networks with semantic layers, and to discover the
parameters required by the nodes to make local decisions in order to maximize the
hit rate in a semantic network.
In our research we examined different proposals regarding the protocols

with

certain

semantic

[Sripanidkulchai et al., 2003],

layers

(the

most

important

[Merugu and Zegura, 2005],

ones

are

[Chen et al., 2006],

[Yang and Garcia-Molina, 2002a]). These solutions deal with the very common
case when the users (or nodes of the network) are searching for documents in
the P2P network that can be unequivocally identified, for example, by knowing
the document or song title, file name. Therefore, these works differ significantly
from the protocols that help looking up relevant resources by some other kind
of structured metadata.

We also paid special attention measuring how they

approach the theoretical maximum of the hit rate, or fulfill the requirements of
mobile environments. We found that these examined algorithms were not efficient
enough, or had too many prerequisites that cannot be fulfilled in the intended
context. It is important to note here that there are other new protocols with
different purpose (for example [BitTorrent, 2004]): these are solutions only for
downloading a known file from multiple nodes without the capability of looking
up any file.
After this investigation period, we came to the conclusion that the existing
semantic protocols cannot be implemented and efficiently used in mobile environment. We aimed our research at finding a way how the random network topology
can quickly be transformed with an appropriate protocol and algorithm based on
the fields of interests of the nodes. The primary goal is to increase the hit rate, or,
equivalently, to decrease the network traffic and the number of nodes affected in
a query to achieve a given hit rate. We have to identify the characteristics of the
mobile networks that cause the existing desktop solutions not to work efficiently
(low resources, transient property). An appropriate data structure, as well as the
algorithm and protocol with low resource needs should also be designed that enable involving these devices in semantic peer-to-peer information retrieval. Since
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it cannot be expected from each software clients to support our extension, it is also
an open question whether the individual nodes can achieve significant performance
gain only with local decisions. In our theses, it is also shown how the high level of
redundant traffic caused by the clustering in the overlay networks can be avoided
with the means of an appropriate topology.
We should also provide a software architecture for a mobile operating system
that enables to involve any kind of semantic information (for example attached
metadata, or data retrieved from text, audio or video documents with an appropriate algorithm) in the P2P retrieval system. The implementation and performance
investigation could prove the reason for the existence of such a system.
Concluding the open issues, we have the following problems to investigate:
• What are the most important characteristics of mobile P2P networks that
should be taken into account when designing semantic overlay networks for
them?
• Which parameters are required to enable the nodes to make local decisions to
maximize hit rate, or decrease network traffic, in a given semantic context?
• What recall (query hit ratio) can be achieved theoretically with the described
kinds of semantic extensions?
• What is an appropriate algorithm and protocol that can be used with devices
with low storing and computing resources? What is the best way to construct
and maintain the necessary semantic information for them?
• How can a good topology be shaped for an unstructured and fully decentralized overlay network?
• How can an efficient mobile software architecture be constructed that enables
the quick incorporation of different semantic information into the peer-topeer information retrieval world?
These are the questions we investigated in our thesis in the following chapters.

Chapter

3

Background Information
3.1

Overview

The following sections are intended to give an understanding of existing Peer-toPeer networks and protocols. After an overview of the existing types of P2P systems a short introduction to the Gnutella protocol [Gnutella, 2000] follows. Then
we present the considerations of involving semantic technologies to construct more
efficient mobile P2P networks with semantic layers. The recognized characteristics of mobile P2P networks is followed by the introduction of the most important
existing specific solutions, and discuss them from the aspect of applicability in
mobile environment. At the end of this chapter we also give a quick overview of
the Bayesian estimation required to understand our results.

3.2

Peer-to-Peer Networks

The Peer-to-Peer networks are distributed systems, where each node runs a client
software without centralized control or other organization. Most P2P protocols
suffer from scalability issues: with the growth of the number of nodes the amount
of required network traffic (or other resources) also increases notably to achieve
reasonable hit rate. The efforts dealing with this issue can be classified between
two significantly different approaches: they can be structured or unstructured.
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The structured P2P protocols (for example,

[Ratnasamy et al., 2001],

[Rowstron and Druschel, 2001], [Stoica et al., 2001], [Zhao et al., 2001]) specify
strict rules for the location of documents to be stored, or define to which other
peers a node can connect. Although these networks have usually good scalability
properties, and their performance can be estimated quite accurately, they become
disadvantageous in networks with strong transient character: they can handle the
frequent changes in the network population with difficulties and with great resource expenses. The second approach examines unstructured networks such as
the basic Gnutella protocol [Gnutella, 2000]. In that case there is no rule for the
location of the documents to store, and the connections of the nodes are controlled
by few simple rules. For that reason, these systems have limited protocol overhead
and can tolerate when nodes frequently enter and leave the network.
Between these two approaches, there are intermediate solutions. In the next
enumeration we show their main properties.
• Fully distributed unstructured networks. The participants in these networks run fully autonomous client software with the very same role each, and
they communicate with each other with broadcast messages which have limited lifespan. This solution is robust, it has low maintenance costs, however,
it cannot guarantee good performance and suffers from scalability issues.
Gnutella is the most known member of this group.
• Central Servers.

Distributed networks are sometimes completed with

nodes that have fix address and are always available. Nodes can register
and find other clients with the help of such servers. These servers can also
store repositories for the registered shared resources or provide other kind of
functions that are required or can help to maintain the P2P network. However, they can be single point of failures, and are bottlenecks of growing the
network. Shutting down the central servers can cause the whole distributed
network to be inoperable, which happened in case of the first Napster music
file sharing system [Napster, 2000].
• SuperPeers. When the roles of the participants of a distributed network
divide, there will be SuperPeers appearing in the network. In general, SuperPeers are distributively selected nodes with relatively large resources (storage,
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bandwidth, computing power) which in a way serve the other nodes in the
network. For example, in the Query Routing Protocol Gnutella extension
[Rohrs, 2001] or in the Kazaa protocol [Leibowitz et al., 2003] SuperPeers
contain some kind of routing tables, which contain the hash of the content
of the normal peers connecting to the given node in some form. SuperPeer
architectures add a bit to the scalability of the network, however, it cannot
provide significantly better performance than the basic broadcasting technique.
• Semantic Overlay Networks (SONs). Nodes in a distributed network
can form a new layer over the standard connections. In that layer, the connections (links) are based on some semantic algorithm. This layer could
serve to provide each node with direct links to nodes with more relevant
documents, or they can participate in the message routing mechanism. In
the first case the network remains more unstructured, while the latter case
renders the network more to be structured. However, a common property
of the SONs is that messages can henceforward be sent in the underlying,
standard network, therefore, these clients can also participate in the standard, unstructured file sharing system. The robustness and scalability of the
SONs depends heavily on the specific protocol. Their applicability in mobile
environment also depends on how they tolerate the transient nodes, and how
quickly the overlay network can be constructed for a newly joining node.
Some SONs are generating rather huge network traffic, which prevents them
from serving in the mobile environment. We examine some of these solutions
in Section 3.3.
• Distributed

Hash

Tables

(DHTs).

The idea behind DHTs

is that each participating peer obtains an identifier, and also the
shared contents are mapped by a hashing algorithm to the space of
these identifiers.

Content in the system (or pointers to the con-

tent) is then stored in the node that has the closest identifier to
this hashed value [Ratnasamy et al., 2001], [Rowstron and Druschel, 2001],
[Stoica et al., 2001], [Zhao et al., 2001]. This approach guarantees the highest hit rate with very low network traffic, since if the content exists in the
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system, it can certainly be located in O(log n) (Chord) or O(n1/d ) (CAN)
steps. However, due to the strict file location policy, the network maintenance costs are very high, and the tolerance against dynamic node behavior
is rather poor. The system is scalable, however, load balancing requires
extra care and computation, because of the nodes storing popular content
[Byers et al., 2002].
After examining the properties of the P2P networks according to the classification above, we found that the most effective solution should be built as a semantic
layer on an unstructured network. In subsection 3.3.2, we give a system of criteria that helped us to classify the existing solutions. In order to give a good
understanding of our protocol extension design, in the next subsection, we shortly
introduce the basic P2P protocol that we are going to extend.

3.2.1

The Gnutella Protocol

The first Gnutella client was released in 2000 by Nullsoft. The latest protocol
version is 0.6, however, a couple of protocol extensions exist due to the flexible
General Gnutella Extension Protocol (GGEP). As this is a basic and thoroughly
examined protocol, we are also using it with our extension, therefore, we describe
its main idea and abilities.
The basic idea of the Gnutella network is a large set of users running Gnutella
clients. A client has to bootstrap at startup and find at least one other client
to connect to. Then it obtains addresses of other running clients and tries to
connect to them until a specific maximum number of connections is reached. When
connected, the user of the client can send out search messages to each node to which
it is connected. The message contains keywords, for example, words from the title
of the searched file. Each node forwards the requests to the other nodes to which
it is connected, until the message reaches a predefined hop distance from the query
issuer.
If a node finds a match to the search keywords, it sends back the details of
the hit to the query issuer. The replies are sent back through the same route of
nodes on which the original message arrived. Once arrived, the issuer and the
content owner can negotiate over the file download method. Firewalled clients
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can request the target node to push the content to the requester, otherwise the
file download can begin directly. Advanced Gnutella clients may also support
swarming, which means that if a file is found at multiple nodes, the query issuer
can start downloading different parts of the given file in parallel in order to load
balance and increase the download speed.
A disconnecting node may save all the addresses of the nodes that it came to
know during connected in order to ease the connecting method next time.
The original Gnutella protocol employs five different packet types.
• Ping: to discover hosts on the network and ensure heartbeat of connected
hosts
• Pong: a reply to the Ping message
• Query: to search files that match keywords
• QueryHit: a reply to the Query message
• Push: to request the download of a file found by a firewalled node
These messages can be extended with one or more GGEP blocks. The Gnutella
clients must recognize the existence of the extensions, even in case they cannot
process them. This ensures that clients supporting special features can cooperate
smoothly with standard clients supporting other extensions or no extension at all.
When the nodes connect, they can negotiate over the extensions they support in
the headers of the handshaking messages.

3.3
3.3.1

State of the Art
Analytical Peer-to-Peer network models

Considerable research effort has been involved in the examination of the performance of networks with client-server architecture [Menasce et al., 2001]. There
are some models elaborated to analyze the throughput, response time, and other
parameters of the network. However, there are only very few papers concerning
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these issues of P2P networks. The main research directions can be characterized
by the following types of network models.
The aspects of connection distribution of the large-scale P2P networks are
modeled in [Jovanovic et al., 2001]. This work describes the metrics that affect
the quality of service of the network, such as network latency or the short-circuit
effect. However, it does not answer questions such as the probability of success or
the influencing parameters.
We found a quite useful model in [Ge et al., 2003]. The main goal of this
model was to capture network throughput for three different classes of P2P networks. The one that describes the P2P architecture of distributed indexing with
flooding architecture is suitable for obtaining probabilistic results for Gnutella networks. However, it can hardly be modified to be used for clustered semantic overlay
networks, but we can use it to validate new models in extreme cases.
The model in [Yang and Garcia-Molina, 2002a] gives a formula to calculate
the cost of a query, but the way in which the clustering in the propagation path
is estimated is not sophisticated enough to be used with semantic overlay networks, nor can the formula give an approximation to the success rate. Similarly,
[Sen and Wang, 2004] deals only with the traffic measurement aspects.
The model in [Merugu and Zegura, 2005] aimed at examining the performance
of overlay networks from the aspect of the distance in the underlying network. This
model is mainly designed to analyze the properties of the algorithm of the authors
called Adapt. This algorithm introduces a proximity factor that is a ratio of the
long distance and short distance links, and based on that it tries to construct a
small-world network. Although the properties of the algorithm (such as scalability,
fully distributed, and resilient to dynamic behavior) are promising, the idea cannot
be used for semantic information retrieval, therefore, we disregard the model.
There is an important aspect of semantic P2P overlay networks that influences
the performance in a significant manner. This is the clusteredness of the network
described in detail in Section 4.3. Clustering causes that a message arrives to a
node that has already processed it earlier. This issue is investigated in case of
several multicast protocols (for example, STP or PIM Sparse Mode), however, we
have not found any model that takes this aspect of SONs into account.
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Other models that we examined are close to that described above. However,
we need such an analytical model with which we could suitably describe semantic
overlay networks in order to predict what theoretical hit rate can be achieved
with an appropriate protocol extension. We also need to identify the information
required by a node to make decisions to select connections that make the overlay
network more efficient. The appropriate model that we decided to construct can
be found in Chapter 4.

3.3.2

Semantic Overlay Networks

In the following subsection, we introduce some Peer-to-Peer semantic overlay networks and give an overview of the most important ones. We compared the semantic
protocols to the popular fully decentralized systems that use unstructured content
location algorithms. A primordial of them is Gnutella described above, which is
also a good benchmark protocol.
Recently certain systems were developed to improve the search performance of P2P networks, some of them with semantic overlay networks. These
are built on the fact that the fields of interest belonging to the nodes
can be determined, or nodes with probably greater hit rate can be found.
The first group of these algorithms tries to achieve better hit rate based
on run-time statistics ([Sripanidkulchai et al., 2003], [Merugu and Zegura, 2005],
[Chen et al., 2006], [Yang and Garcia-Molina, 2002a]).
The second group of the content-aware Peer-to-Peer algorithms use metadata
provided for the documents in the system [Upadrashta et al., 2005]. We disapprove some of these algorithms, because they assume such kind of information
that one would not expect in a real system. For example, [Joseph, 2003] assumes
that the user knows the keywords of the documents being searched for. Since these
keywords are produced practically by some algorithmic methods ([Assadi, 1998],
[Kietz et al., 2000], [IBM UIMA, 2005]) based on the document itself, we lost accuracy right at the beginning of the search, because we cannot expect the user to
produce this keywords in any way in the absence of the requested document.
Another shortcoming of the elaborated structured content location algorithms is that they cannot generalize the collected semantic information
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The already mentioned [Joseph, 2003] as well as

[Kietz et al., 2000] store and use metadata for selecting the neighbors for semantic routing. However, they do not utilize deeper information, such as semantic
relationships in the concept hierarchy that can be exploited from the available
data.
The classification of the related work was done according to the following aspects.
• Computation resources. Since mobile devices have limited computing
resources, algorithms that are too complex or require lots of computing power
cannot be regarded to our intended context.
• Generated network traffic.

Because of the limited connectivity and

power resources of the mobile devices and also economical considerations
the protocol should hold in when sending messages. Both message number
and size should be kept as small as possible. Relocating files in the network should be avoided. The main reason of this restriction is much more
in the battery power required for communication than the fee to be paid.
[Frank H. P. Fitzek, 2006] presents the latest results on this research.
• Maintenance cost. The maintenance cost is the summary of the overhead owed directly to maintain the overlay network. This aspect includes
the number of messages, size of packets, frequency of issuing messages that
are needed to shape the topology, place files, manage peer joins and leaves
and other protocol-related issues [Saroiu et al., 2002]. Maintenance cost is
in close relationship with the computation resources and generated network
traffic and determines the following characteristic.
• Tolerance of dynamic behavior. The examination of mobile P2P networks explained several reasons why mobile P2P clients join and leave the
network frequently. With the spread of flat fees and devices equipped with
wireless adapters, the main barrier remains the power supply which prevents
the handsets from being online for a long period of time. The most important
lesson that we learnt with the help of the modified Symella client is that more
than 60 percent of the nodes spend less than 15 minutes connected to the
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Peer-to-Peer network (Table 3.1). The average number of queries initiated
in a session is 2.67, while the number of downloads started is 5.49. These
averages come from 167704 sessions made by 26143 users. Disconnects due
to out of disk space situations is surprisingly low, this is only around 1.67
percent of downloads.
Table 3.1. Time spent online in mobile environment

Time spent online (secs)
<120
<300
<600
<900

Percent of users disconnecting
25%
41%
53%
62%

This dynamic behavior should be tolerated by the protocol, which means that
we could not expect the nodes to spend considerable time on the network.
The protocol should not expect long-running nodes, high availability (of the
data stored at nodes), and should be prepared for unexpected disconnects
(due to power run-off or absence of network coverage). This aspect disallows
several semantic protocols to be effective in mobile environment.
• Convergence (network construction) time. Together with the previous aspect, we expect that nodes establish their semantic connections in a
tolerable amount of time. The protocol should ensure file searching functionality right after bootstrapping, and use gathered semantic knowledge to
continuously improve the search performance.
• Robustness. A robust network cannot be hurt by misbehaving or malevolent nodes. A node might not answer or forward messages, or send incorrect
data (metadata or advertisements), or might fail on routing messages correctly. The protocols should reveal, tolerate or ignore such nodes.
• Peer Autonomy. Peers might use their own algorithm to compare fields of
interest or to gather semantic information from stored documents, according
to their computing capacity. They might also decide which content or metadata to disseminate to other peers. If possible, they might also use different
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taxonomies to categorize content. A good protocol should tolerate these aspects. Peer autonomy is also important to let the advanced nodes cooperate
with others supporting only the basic protocol or different extensions.
• Hit rate. From the view of users the most important property of a protocol
is the ratio of queries that are answered by query hits. The task of the
advanced protocols is to increase the hit rate as much as possible.
• Scalability. The early version of Gnutella turned out not to scale well
[Ritter, 2001]. We expect the protocols to give considerable amount of query
hits without huge number of messages even if the number of peers grows
unexpectedly.
• Automatic load balancing. Transforming the network or relocating files
often results that nodes with popular content or topic receive enormous load.
Load balancing helps avoid these situations. A protocol can ensure load
balancing automatically, for example, by constructing a balanced topology,
or they can recognize overloading and correct it by intervention. However,
the latter solution usually has higher maintenance costs or generates higher
network traffic. Load balancing is also important for multithreaded downloading: if a client can reach the same file at multiple nodes, it can download
distinct parts of it from more nodes simultaneously, decreasing the download
time and decreasing the load on each node.
In the next subsections we enumerate the most important solutions, which
might be applicable to mobile devices. This is followed by a discussion of their
properties according to the previous classification.
3.3.2.1

Query Routing Protocol

The Query Routing Protocol (QRP) [Rohrs, 2001] is an early extension to tackle
the problem that, in the network, there are nodes which have limited resources
(first of all bandwidth). The QRP protocol organizes the network in a bit more
structured form. It uses the ultrapeer architecture, which categorizes the nodes as
ultrapeers and leaves. Ultrapeers are nodes with high resources and higher uptime,
connecting to each other as described by Gnutella. The leaves are shorter on
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resources. They only connect to ultrapeers, and they do not accept the connections
by other nodes.
The ultrapeers might maintain a dictionary of the hashed values of the keywords
that could be answered by the leaves connected to them. Therefore, the ultrapeer
does not forward a query to a leaf that surely cannot respond it. Due to this
strategy and the topology the QRP reduces network traffic and makes Gnutella a
bit more scalable.
3.3.2.2

Super-Peer-based routing with RDF

[Nejdl et al., 2004] describes strategies of routing queries based on RDF descriptions. The routing is made by Super-Peers, based on indices of content stored by
other peers connecting to the Super-Peers. The paper describes multiple strategies
for index structures and index updates. The protocol expects queries similar to
"find lectures in German in the area of software engineering suitable for undergraduates.", formalized with a schema (for example the Dublin Core).
3.3.2.3

Shortcuts

Another proposal is the Shortcuts [Sripanidkulchai et al., 2003] overlay network,
which can be regarded as a greedy algorithm that maintains a list of connections
for nodes with probably similar fields of interest. It introduces the concept of
"shortcuts": nodes that could answer our queries in the past will probably answer
some of them in the future, thus, it is worth putting them on a shortcut (neighbor)
list. Each node sends out its queries through these links first, and only after not
receiving results in this way, it sends the query through the standard connections.
3.3.2.4

Iterative deepening

In [Yang and Garcia-Molina, 2002b] three methods are described that aim at increasing the efficiency of P2P networks. The first one is one of the earliest description of the adaptive TTL mechanism referred to as iterative deepening here.
The basic idea is to decrease the average load on the network by initiating queries
with low T T L parameters. If the messages cannot reach hits, the message should
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be resent with an increased T T L value. A simple protocol extension is needed in
order to prevent nodes to re-process queries during the iterations.
3.3.2.5
The

Directed breadth-first traversal
idea

behind

Directed

breadth-first

traversal

(DBFS)

[Yang and Garcia-Molina, 2002b] is to narrow the set of nodes to which a
query is sent by the initiator, based on statistical observations. For example, if
a few neighbors send large number of query hits, it worths sending the query
message only to these nodes. The other nodes in the query propagation graph
perform the standard BFS search. Another strategy is to select the neighbor that
returns the response messages that have taken the lowest average number of hops,
as this might mean that the node is close to nodes containing useful data.
3.3.2.6

Local indices

In the local indices technique [Yang and Garcia-Molina, 2002b], a node maintains
an index over the metadata of each node within r hops of itself, where r, the
radius, is a system-wide parameter. The nodes can process the query on behalf
of every node in r hops. A system-wide policy defines the levels of the query
propagation tree at which a query should be processed, and the other nodes only
forward the queries. With this technique computing requirements at certain nodes
can be decreased and the T T L parameter can also be decreased by r.
3.3.2.7

pSearch

The basic algorithm in [Tang et al., 2002] combines the content addressable networks with semantic information. Given a d-dimensional vector space for the
semantic indices, CAN partitions it into zones and assigns each zone to a node in a
stable set of nodes, the Engine. When a node submits a document to the Engine,
its semantic vector will be generated by latent semantic indexing. An object key
is a point in that Cartesian space, and the object is stored at the node whose zone
contains the point.
The algorithm harnesses index locality, as the zones of the nodes are selected
based on the documents stored by the given node. Its result is that the index of
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a resolved query points to the node itself. Besides that, the query locality means
that, assuming that the documents published by a node are good indications of
the user’s interests, queries submitted by him would usually result in neighboring
nodes where the query is submitted.
3.3.2.8

HyperCuP with Ontologies

HyperCuP [Schlosser et al., 2002] is used to construct a network topology that
reduces the network diameter to be at O(log n), where n is the number of nodes.
The algorithm describes how a hypercube topology can be maintained when nodes
join and leave the network. The basic algorithm is extended by the idea that
nodes storing similar content can be a part of several, separated hypercubes, and
the query messages are forwarded with an inter-cluster routing algorithm to reach
a set of nodes where the document to be found might be located.
3.3.2.9

Expertise based peer selection

In [Haase et al., 2004b], we can find an approach where the nodes advertise their
expertise, that is, the topics of the documents stored in the node. Based on the
semantic similarity between the subject of a query and the expertise of other peers,
a peer can select appropriate peers to forward queries to, instead of broadcasting
the query or sending it to random set of peers. The expertise description of the
peers is based on a common ontology. This solution yields better results than
a naive approach based on random peer selection. The higher precision of the
expertise based selection results in a higher recall of peers and documents, while
reducing the number of messages per query.
3.3.2.10

KEx

In case of KEx [Bonifacio et al., 2002] queries should be provided with a small
ontology part, the "focus", which is compared to the contexts of the peers semantically and syntactically. The semantic comparison uses a matching algorithm
that tries to find a correlation between a provider’s context and the query focus.
Related documents that fit the focus are returned as results. If the focus points to
other peers, the query is forwarded to them.
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Adaptive Probabilistic Search (APS)

In the APS algorithm [Tsoumakos and Roussopoulos, 2003], each node holds a
local index consisting of one entry per each object that it has requested, or for
which it forwarded a request, per neighbor. The value of each entry reflects the
probability of this node’s neighbor to be chosen as the next hop in a future request
for the specific object. The search is performed by "walkers", that is, queries with
high T T L value, forwarded only to one neighbor by each node.
3.3.2.12

Acquaintances

The idea of Acquaintances [Cholvi et al., 2004] is to adapt the topology of the
network with directing the acquaintance links of the nodes towards the peers that
have returned relevant results in the past. This is done by maintaining a list of
predefined number of "friend" nodes per each node, together with the names of
shared files by each friend. The authors suggest two replacement strategies for the
list of friends. The first replaces the node that sent query hit least recently (LRU).
The Most Often Used (MSU) algorithm rewards nodes that give a query hit often
or connect to nodes that often have matches.
3.3.2.13

Weighted friend lists

The algorithm in [Upadrashta et al., 2005] categorizes the documents, and, based
on the stored files, it identifies the fields of interest of the users. Then they maintain friend lists for the connections that are directed to nodes that share similar
interests, and queries are first sent through that connections. The similarity (or the
"strength of friendship") is based on experiences made during downloads: when a
friend replies to a query, its strength increases, otherwise it decreases according to
a specific formula.
3.3.2.14

Semantic Overlay Networks

This general title is used by [Crespo and Garcia-Molina, 2002] to create SONs for
P2P music retrieval systems. In this approach, nodes decide to join a SON that
contains nodes with music songs in a given category. The joining decision is also
based on the stored documents. When the most conservative strategy is used, a

Chapter 3. Background Information

23

node regards itself as a member of a SON, even if only one related music file is
stored by it. Further strategies assess a minimum number of documents to join a
SON. The nodes classify the queries and decide the SON to which one would like
to send a given query to.

3.3.3

Discussion

From this overview, one can recognize different families of extensions that address
one or few open issues of the Peer-to-Peer networks enumerated in the previous
section. The first group (Shortcuts, Acquaintances, weighted friend lists and also
DBFS ) is based on statistical observations and their common property is selecting
a set of connections that might have better performance than the others. They
address a higher hit rate with usually lower network traffic.
The Shortcuts protocol does not use any quantitative metrics to determine the
similarity of the nodes; the decisions are based on the number of queries answered
by each node in the past. However, Shortcuts has good load distribution properties.
The overall load is reduced, and more load is redistributed towards the peers that
make heavy use of the system. In addition, shortcuts help to limit the scope of
queries. Shortcuts are scalable, and incur very little overhead. In return for the
small amount of required overhead, the nodes do not contain any information on
the kind of documents that a node contains in the shortcut list, hence this system
requires many run-time statistics to find the best shortcut neighbors.
Acquaintances uses only local decisions, and with the LRU strategy it enables
peer autonomy. However, LRU takes only the answer ratio of a given peer into
account, not a whole query propagation tree. The MSU strategy tackles that
issue, however, it requires each node to store k T T L ∗ Nf riends object names and
their indices, where k is the number of connection per node, T T L is the Timeto-Live parameter, and Nf riendi is the number of distinct objects stored by the
friends of the node, which is really a big amount of data to store and send via the
network. It is also unknown how this protocol performs with less popular topics,
however, because of the limited size of friend lists, poor performance is expected
in that case, because there is no strategy to explore the nodes with similar fields
of interest.
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Directed breadth-first traversal helps decrease the network traffic in a more
intelligent manner, and also might be able to detect the set of nodes with similar
fields of interests among the neighbor connections. Nodes that leave the network
do not influence the average performance of a given query propagation graph.
However, this extension cannot help in exploring new similar nodes, as semantic
information is not involved.
The members of the second group of extensions (QRP, local indices,
Expertise-based peer selection, Adaptive probabilistic search) have the common idea
of storing indices of documents shared by other nodes, with which different query
routing strategies can be used, while computing power and bandwidth can be
saved. Also they can often discover new similar nodes.
The idea of QRP, now used by the popular Gnutella clients, helps solve the scalability issues of the standard protocol. However, together with [Nejdl et al., 2004],
it requires long running nodes with higher resources as Super Peers. Even if we
could manage to run such a hybrid network, because of the dynamic behavior the
amount of metadata to advertise or send to the Super Peers can overwhelm the
gain of the reduced number of messages between the normal and Super Peers.
Certain sort of metadata is used by the local indices technique. However, it
is only aimed at reducing computing costs at certain nodes in the network, and
the information is not used to find new similar nodes. Since a quite big amount
of metadata (Cca. 50KBytes) is delivered by each node in separate messages, and
not collected or inferred locally, the network traffic is significantly increased in
transient environments. Although some extensions send more than 50 KBytes as
attachment, they usually do not send that information with each message, therefore
the aggregated size of the payload is smaller. The scalability of this solution is quite
good, however, in order to be effective, every node should support the extension in
the network. It also does not support finding and utilizing the nodes with bigger
computing resources, therefore, it cannot help to disencumber the mobile clients.
In Expertise based peer selection, nodes decide autonomously whom to promote
advertisements to and which advertisements to accept. This decision is based on
the semantic similarity between expertise descriptions. Therefore, maintenance
costs are controlled, and, in an ideal case, the network traffic can be decreased.

25

Chapter 3. Background Information

However, nodes that do not support the extension cannot take part of the semantic
overlay and also cannot be searched by others.
The APS algorithm might require large amount of storage resources from the
clients for the identification of the objects seen. What is more, when it comes
to very dynamic behavior, APS cannot increase the performance significantly, as
nodes can only use the semantic information as a hint for their walkers if they
have met a successful query for the given object. Even for long-running nodes,
this approach cannot help the queries for less popular content. It also restricts
peer autonomy, as the approach only works well when each node supports this
specific extension.
The extensions in the third group (Super-Peer based routing with RDF,
pSearch, KEx ) have the common idea of providing the queries with concepts or
small part of taxonomies instead of file titles. Query routing and file matching can
be made more effective with that available semantic information. These solutions
are good at finding quite a big amount of documents in a given topic, however,
they are not designed to locate specific files efficiently.
The

pSearch

together

with

certain

other

techniques

(such

as

[Schlosser et al., 2002]) can harness the semantic information when the query is
provided with the exact keywords that describes the content one is searching for.
Document titles do not usually contain that keywords, and most of the users
are unfamiliar with such search techniques when searching for a given document.
However, these algorithms can provide a wide set of documents in a given topic.
KEx and the similar solutions have the same drawback. The advantages as the
high recall and precision are valid only if the queries are provided with keywords,
or little ontology part which determine the topic of the document one is searching
for. KEx does not require the peers to agree in a given ontology, however, matching
taxonomies takes considerable amount of computing power and time compared to
other solutions.
The fourth group deals mostly with the message number. Extensions with
different complexities belong to this group from the most simple solution (Iterative
deepening) through a semantic solution ([Crespo and Garcia-Molina, 2002] ) to the
topologies that can even guarantee the finding of a resource in logarithmic order
(HyperCUP, pSearch). Their common drawback is their prerequisite of the pres-
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ence of nodes with high uptime in the network. [Crespo and Garcia-Molina, 2002]
also suffers from clusteredness.
The robustness of the approaches is also questionable as malevolent or misbehaving nodes can join the wrong SONs, and in that way they decrease the
performance of the solution.
The pSearch algorithm constructs a semi-structured network. It requires stable
nodes to be present, what is more, they should have large amount of computing and
bandwidth resources. Some of the advantages of using semantic information (for
example, locality in queries) is only applicable to the Engine nodes, however, it is
obvious that these cannot be mobile devices. The extensions of the basic algorithm
make it scalable and balanced, however, every peer should use the pSearch protocol.
The Iterative deepening method is efficient in decreasing the number of messages as with the growth of the TTL value, the number of messages increases
exponentially. Although the extension supports peer autonomy, it wastes the computing resources of the nodes which do not support this adaptive TTL method.
Moreover, the multiple iterations increase the response time, that is a drawback
in the dynamic environment. Besides decreasing the network traffic, the iterative
deepening does not have other important improvements.

3.4

Bayesian Estimation

A Bayesian process or inference [Berger, 1999] uses evidence or observations to
update the probability that a hypothesis may be true. As evidence accumulates,
the degree of belief in the hypothesis changes. Bayesian inference uses a numerical
estimate of the degree of belief in a hypothesis before evidence has been observed
and calculates a numerical estimate of the degree of belief in the hypothesis after
evidence has been observed.
Bayes’ theorem adjusts probabilities given new evidence in the following way:
P (H0 |E) =

P (E|H0 )P (H0 )
.
P (E)

(3.1)

In this equation, H0 stands for the hypothesis, the probability before the new
evidence E comes, also called as inital belief. P (H0 ) is the prior probability of H0 ,
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and P (E|H0 ) is called the conditional probability of seeing the evidence E given
that the hypothesis H0 is true. P (E) is called the marginal probability of E, and
finally, P (H0 |E) is called the posterior probability of H0 given E.
Now we regard a random value with binomial distribution. It is the discrete
probability distribution of the number of successes in a sequence of n independent yes/no experiments, each of which yields success with probability p. The
probability of getting exactly k successes is given by the probability mass function:
 
n k
f (k; n, p) =
p (1 − p)n−k .
k

(3.2)

If the likelihood of a property is binomial, a good prior density is the Beta
function, because it is the conjugate prior for binomial likelihood [Berger, 1985].
A conjugate prior is a family of prior probability distributions which have the
property that the posterior probability distribution also belongs to that family
[Raiffa and Schlaifer, 1961]. The Beta function is used to reflect the prior belief.
The probability density function for the beta distribution is defined on the interval
[0, 1]:
f (θ) = Beta(α, β) =

Γ(α + β) α−1
θ (1 − θ)β−1 .
Γ(α)Γ(β)

(3.3)

α and β are free parameters. Γ is the Gamma function, which is an extension of the factorial function to real and complex numbers. For positive integer
parameters, its definition looks like the following.
Γ(z) = (z − 1)!

(3.4)

It is proven that if prior distribution was Beta(α, β) and the transitory distribution is binomial with the parameters n (number of observations) and k (expected
event), the posterior distribution will be Beta(α + k, β + (n − k)).
The expected value and the second moment of a random variable X with Beta
distribution can be calculated as follows:
E(X) =

α
,
α+β

(3.5)
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αβ
.
(α + β)2 (α + β + 1)

28

(3.6)

Since there is no need to use much computational resources for calculating the
moments of the Beta function, this theory is very suitable for being used in mobile
environment. We use squared-error loss for the deviation from the true θ, this
amounts to considering the expected value for θ.

Chapter

4

An Analytic Model for
Peer-to-Peer Systems with
Semantic Overlay Network
4.1

Introduction

There are several P2P protocols that are developed to increase the performance of
Peer-to-Peer networks with semantic overlay networks. Since they are designed for
different environments and contexts, it is hard to compare them or choose the most
suitable protocol for a specific reason. Predicting the gain in hit rate or identifying
the roles of the protocol parameters when narrowing the search space is also an
open issue.
Therefore, we designed an analytic model that can be used to calculate the
probable hit rate or bandwidth needs of a semantic Peer-to-Peer protocol with
different boundary conditions without having to implement or deploy them. The
model can also be used to fine-tune existing networks by setting protocol parameters to obtain optimal performance. This model was also used for designing an
efficient mobile Peer-to-Peer system. In this section, we present the model and its
design considerations. Clustering is an important aspect of such protocols; therefore, we introduce a measure that describes its effect on the performance. We also
show how the model can be used for the protocols introduced in Section 3.3. The
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model is validated with a series of simulations with different semantic Peer-to-Peer
protocols. This is elaborated in Section 6.3.3.

4.2

Problem statement

The recall value is an important property of information retrieval systems. The
following basic definitions can be found for example in [Rijsbergen, 1979].
Definition 4.1 (Recall, (Recall value)). The recall value is defined in terms of a
set of retrieved documents produced by the Peer-to-Peer system for a query and
a set of relevant documents available in the network at any peer that matches the
topic of the query in the following manner:
|{relevant_documents}∩{documents_retrieved}|
.
|{relevant_documents}|

(4.1)

Another frequently used measure is the precision that describes how many of
the delivered hits are really relevant for the query.
Definition 4.2 (Precision). The precision value is defined in terms of a set of
retrieved documents and a set of relevant documents in the following manner:
|{relevant_documents}∩{documents_retrieved}|
.
|{documents_retrieved}|

(4.2)

This latter measure is much more a characterizing property in the information
filtering field, however, the recall value can help evaluating and comparing different
information retrieval systems. In our P2P scenario, the users search for identifiable
documents. Therefore, the characterizing measure should be the hit rate, that is,
the probability that a user obtains one or more hits for a query that is issued to
find a given document. In our model we use the generally accepted assumption
that the users search only for such documents that are available at least at one
peer.
The performance of semantic overlay networks highly depends on boundary
conditions such as the number of semantic and standard connections per node or
the ratio of off-topic queries. Off-topic query means that a node searches for a
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document that does not belong to its fields of interest. There are other parameters
such as the number of documents in a specific topic or the number of documents
stored by the peers reached by a query. These parameters highly influence the
hit rate and should be taken into account when establishing the overlay networks.
However, some of these parameters might not be known to a local node or even
to a larger set of nodes. Another parameter, the T T L (Time-to-Live), highly
determines the amount of network traffic, as this value describes how many hops
a query is propagated in the network.
Therefore, we need a model from which we can extract the roles and effect of
the different system parameters and develop a local decision strategy in order to
maximize the hit rate.
In a Peer-to-Peer network, the nodes can issue queries for documents in their
fields of interest or for off-topic materials. With the observation of different nodes
it is possible to gather statistics on this behavior. In view of the approximate
values of these parameters, we can provide a formula to calculate the probability
of a successful query for a given node. This formula helps to construct the optimal
T T L strategy or to define the number of semantic links to maximize the results.
A node can use this information from the model during its lifecycle to reconfigure
itself for optimal performance.
With such a model constructed, we are also capable of comparing the performance of different semantic overlay networks without the need of simulations.

4.3

Clustering in the propagation path

To understand the contributed model, a phenomenon needs to be explained. To
be able to describe the connectivity of a graph in a formal way, we used a modified
version of the clustering coefficient graph measure introduced by Watts and Strogatz. For the sake of clarity, we use the same notations as they did in the following
definitions [Watts and Strogatz, 1998].
Definition 4.3 (Graph notation). G(E, V ) is a graph, with a set of n vertices
denoted with V = {v1 , v2 , ...vn } and a set of edges denoted with E. eij denotes an
edge between vertices vi and vj .
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Definition 4.4 (Neighborhood for a vertex). The neighborhood for a vertex vi is
its immediate neighbors as follows:
Ni = {vj } : eij ∈ E.

(4.3)

Definition 4.5 (Nodal degree). The degree of a vertex is the number of vertices
in its neighborhood |Ni |. The nodal degree of node i is denoted with ki .
In the graph representation of a Peer-to-Peer network we need the following
definitions.
Definition 4.6 (Query propagation graph). A directed simple graph representing
the nodes and links that are affected by a query issued from a certain node v. The
query propagation graph for the node v is denoted as Gv .
In the query propagation graph there may be edges that represent links that are
pointing to nodes that are already visited through another link during the query.
If these links are omitted from the query propagation graph, we obtain the query
propagation tree. We should notice there that, with the most authors, we define
the directed tree as a directed graph that would be a tree if the directions on the
edges were ignored. One level of the query propagation tree consists of the nodes
that are in the same hops distance from the initiator node.
Definition 4.7 (Query propagation tree). The directed tree that spans the query
propagation graph. The query propagation tree for the node v is denoted as G0v .
Clustering in the propagation graph means that due to the high connectedness
of the nodes, a query can arrive to a node more than once. The high connectedness
can be caused by the small amount of nodes in the network or in a specific field
of interest. The high number of connections per node also causes clustering. In
case of semantic protocols this clustering in the propagation path could be much
higher, because the nodes with similar fields of interest form clusters from a subset
of the whole network. This kind of clustering has to be avoided in order to lower
the network traffic and increase the performance of the network.
With the definitions we can introduce the clustering coefficient Ci for a vertex
vi as the ratio of links between the vertices within its neighborhood divided by the
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number of links that could possibly exist between them. For a directed graph, eij
is distinct from eji , therefore, for each neighborhood Ni , there are 2ki (ki − 1) links
that could exist among the vertices within the neighborhood. Thus, the original
clustering coefficient is given as follows [Watts and Strogatz, 1998].
Definition 4.8 (Clustering Coefficient of Watts and Strogatz).
Ci =

|{ejh }|
: vj , vh ∈ Ni , ejh ∈ E
2ki (ki − 1)

(4.4)

This measure equals 1 if each neighbor connected to vi is also connected to
each other vertex within the neighborhood, and 0 if no vertex connected to vi is
adjacent to any other vertex connected to vi . If we calculate the value of Ci for
each node in the network, we obtain their average as a measure of the clusteredness
of the whole network. This is denoted with C.
Because of the nature of the Gnutella-based protocols, the high connectivity
of the nodes with similar semantic profiles could lead to a very high clustering
coefficient. This results in a query that arrives multiple times in different ways
to certain nodes in the group. Because of the connectedness, fewer nodes can be
reached by a query, and also unnecessary computational resources and network
bandwith are required. This can be described in a more formal manner as follows.
Consider a set of nodes where the clustering coefficient equals zero, i.e. no
neighbors are connected with each other (Figure 4.1a.). In this case the number
of nodes that a query can reach is written as

Eq =

T
TL
X

ki.

(4.5)

i=1

In Formula 4.5, T T L represents the Time-To-Live parameter. Now we consider
the worst case, when the clustering coefficient equals 1. In this case the neighboring
nodes form a fully connected directed graph, thus, the number of nodes reached
by a query are decreased to k (Figure 4.1 b.)
In a standard Gnutella network, the coefficient is nearly zero, since the graph
can be regarded as a random mesh. In case of the semantic overlay networks,
this measure can be quite high, depending on the popularity of the given group or
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Figure 4.1. Directed graphs with extreme clustering coefficients, k=3, T T L=2. a. C=0
b. C=1

node. It can even happen that, after certain queries, the overlay network reaches
a saturation point: the clustering coefficient reaches a value, where the number
of nodes reached by a query is strongly decreased, superseding the benefit from
the intelligent neighbor selection. Under bad circumstances, it can occur that
the semantic protocol delivers fewer positive answers than the basic (for example,
Gnutella) does. This can be seen later, in Section 6.3.2, in Figure 6.6.
In the case of highly clustered subnetworks not only the high connectedness of
the neighbors causes a problem, but also some other types of links. We introduce
3 different kinds of counterproductive links in the query propagation graph.
Definition 4.9 (Counterproductive edges). Edges in the query propagation graph
that point to vertices that can be reached through an alternative path from the
initiating vertex. The alternative path is not longer than the path that contains
the counterproductive edge.
To analyze the clustering in the query propagation graph, we give a classification of counterproductive edges. Our classification relies on the classic work of
Tarjan [Tarjan, 1983], however, in the P2P network we should categorize the edges
according to their distance from the initiating node. Therefore, we are using the
following naming for the types of counterproductive edges.
Definition 4.10 (Classification of counterproductive edges). We can differentiate
between the three following kinds of counterproductive links.
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a. backward links: links backwards in the propagation graph. In this case a
node forwards a message back to a node that already propagated it in an
earlier time.
b. sibling links: links between the nodes on the same level. These cause that
node A forwards a query to node B which received the query after the same
number of hops (hop number) than node A did.
c. skew links: link to neighbors of a sibling node . In that case a node receives
the same query with the same hop number from different nodes.
It can be seen that, because of the query propagation mechanism, there are no
forward links in our model, instead, we have sibling links, and the name backward
link is used for any edge that points to a lower level in the query propagation
tree. All of these three types can be seen on the graph representation marked with
dotted lines in Figure 4.2.

Figure 4.2. Different types of counterproductive links. The dotted links decreases the
number of reached nodes

These links can certainly occur in the propagation graph of any P2P network,
however, the semantic overlay networks often transform the graph in a way such
that the number of these counterproductive links increases.
To be able to measure the effect of the kind of clustering described above in
the propagation graph, we needed a new measure for the analytical model that has
the following properties.
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Definition 4.11 (Properties of the modified clustering coefficient). A clustering
coefficient Cmod is satisfactory to describe a clustered query-propagation graph if
it has the following properties:
a. Cmod ∈ [0, 1]
/ {Er∗ } ⇔ Cmod,G ≤ Cmod,G0
b. G0 = G ∪ ei \ej , ei ∈ {Er∗ }, ej ∈
c. Cmod = 0 if the subgraph of the nodes reached by a query constitute a tree.
{Er∗ } denotes the set of counterproductive links in the propagation graph.
According to the second condition, if we change a productive link in the query
propagation graph to a counterproductive one, the coefficient should increase.
The aim of the modified clustering coefficient is to help compare different SON
topologies, nevertheless it is still capable of describing the small-world character
of a graph, which was the main goal of the original clustering coefficient. The
value of Cmod gives a representative value of the clusteredness of the whole graph.
However, similarly to the original coefficient, this value is calculated from the
average clustering values of the individual nodes, as we describe it later.
Since usually there is no rule for the degree of each node in the unstructured
P2P networks, assuming an average value for nodal degree (Definition 4.5) in the
model could be quite a simplification that can affect the model’s results. However,
we found elaborated analytical models for the characterization of nodal degree, for
example [Kant and Iyer, 2003] can be used easily to compute the overall average
degree of the P2P networks analyzed in this work, since the semantic property
does not change the considerations described in the mentioned research. With this
approximation for the average value of k, the formulas are more compact. The
models can also be used to define the optimal value of k when fine-tuning the
semantic layer.
The clustering in the query propagation graph is caused by the counterproductive edges (Definition 4.9). Along these edges a query can return to a node that
has already been visited it. To obtain an appropriate clustering coefficient, we
have given a definition and have proven the following proposition.
Definition 4.12 (The Cmod1 modified clustering coefficient). For a node in the
network, we calculate the Cmod1,r value for node r as follows.
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|{Er∗ }|


 T T L−1
.
TP
TL
m−1
P n
P m m+1
m
m
k
(k ) + k − 1 +
k (k
− k)
m=1

n=0
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(4.6)

m=1

T T L is the Time-to-Live parameter of the network, and k is the nodal degree.
Cmod1 is calculated from the average Cmod1,r values of the individual nodes.
Proposition 4.13. For the Peer-to-Peer protocols where nodes with a nodal degree of k forward messages with a given Time-to-Live (T T L) value in the query
propagation graph, Cmod1 is a valid clustering coefficient.
Proof. The denominator in (4.6) is the sum of the maximum number of the three
different types of counterproductive links in a query that consists of the following
parts. The maximum number of backward links is
T
TL
X

"
km

m=1

m−1
X

!#
(k n )

,

(4.7)

n=0

because there are k m nodes reached by the query at the mth step since being
issued, and such a node can be connected with all the nodes visited in the previous
steps. The number of all the possible sibling links is
T
TL
X

[k m (k m − 1)],

(4.8)

m=1

because a node reached in step m can be connected to the other nodes (k m − 1)
reached in the very same step. Finally, the maximum number of skew links is
counted to be
TX
T L−1

k m (k m+1 − k).

(4.9)

m=1

This implies that Cmod1 ∈ [0, 1]. Changing a productive connection to a counterproductive one increases the nominator of the fraction, therefore, property b. in
Definition 4.3 is also valid for Cmod1 .
Since |{Er∗ }| (as well as Cmod1,r ) equals 0 if and only if there are no counterproductive links in the subgraph, the given proposition is valid.
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During the model construction phase, we use a modified clustering coefficient
that is directly proportional to the number of nodes reached by a query. Such a
value can be approximated for random meshes easily and accurately. Therefore,
we have given a definition and have proven the following proposition.
Definition 4.14 (The Cmod2 modified clustering coefficient). For a node r in the
network, we calculate the Cmod2,r value as the root of the following equation in
interval [0, 1]:

Eq =

T
TL
X

[(1 − Cmod2,r )k]i .

(4.10)

i=1

Eq stands for the number of reached nodes by a query.
Cmod2 is calculated from the average Cmod2,r values of the individual nodes.
Proposition 4.15. For the Peer-to-Peer protocols where nodes with a nodal degree of k forward messages with a given Time-to-Live (T T L) value in the query
propagation graph, Cmod2 is a valid clustering coefficient.
Proof. Since Eq is the number of nodes reached, its value ranges from 0 to the
maximum number of nodes in TTL hops distance which is

Eq,max =

T
TL
X

ki.

(4.11)

i=1

Eq is a strictly increasing function of Cmod2,r , from which follows that property
b. in Definition 4.3 states. Also, the following equation holds:

0 = Eq,min =

T
TL
X
i=1

i

[(1 − 1)k] ≤

T
TL
X

i

[(1 − Cmod2,r )k] ≤

i=1

T
TL
X

[(1 − 0)k]i = Eq,max ,

i=1

(4.12)
which suggests that Cmod2,r ∈ [0, 1].
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Cmod1 is the most accurate form when we want to describe a known network
from the individual nodes’ Cmod1,r values. This formula is very similar to the original clustering coefficient. However, the average Cmod2 value can be approximated
in certain topologies. For this reason we use this form in the construction of the
model.

4.4

Modeling the Networks

Using the clustering coefficient presented in the previous section, we calculate
the probability of a successful query in P2P networks with increasing complexity.
The information we gain from the model helps us to understand the limits of the
network in different circumstances, and also to get to know the parameters of the
network that influence the efficiency of information retrieval.
Firstly, we present the results for homogeneous network, that is, the case when
clients use the same protocol (semantic or standard). Secondly, the inhomogeneous
network model is constructed. Afterwards, we introduce the inhomogeneity of
the stored documents at the nodes, that is, when the nodes store also off-topic
documents.

4.4.1

Homogeneous Links

The homogeneity of the links in this context means that there are only semantic
or only non-semantic links in the network. When the nodes issue off-topic queries
only, that is, queries that are directed to documents that do not belong to its fields
of interest, the homogenous (non-semantic or off-topic) links can provide the most
query hits. Similarly, when the nodes issue only queries related to their fields of
interest, the homogenous topic-related links provide the most query hits.
We regard the P2P network as a directed graph. In the homogeneous case,
the field of interest of a user represented by a node can be determined with a
single topic. The number of different topics t comes from the used taxonomy. The
number of nodes in a network at a moment is denoted with V and the number of
all the different documents is D. DE q is a random variable describing the number
of distinct documents stored by the nodes reached by a query. Dn is a random
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variable with some distribution that represents the number of documents stored at
a node, and E(Dn ) is its expected value. For model testing or network simulations
in mobile environment selecting Dn as a constant might be a good choice because of
the limited storage capacity of such devices, however, there are results to be found
in [Kant and Iyer, 2003] that approximates this distribution in different contexts.
We suppose that the initiating links between the nodes are selected randomly with
uniform distribution, as this is mostly the case with the bootstrapping agents (for
example, webcaches).
We can approximate the probability of a successful query in case of Gnutella
as shown below:


Psuccess,Gnutella

1
≤1− 1−
D

DEq
.

(4.13)

In this formula, we compute the probability of not finding the requested document at any reached node, and subtract it from 1. We suppose that a node stores
a specific document with 1/D probability. The expression in parenthesis is the
probability of selecting any disinterested document from all the documents that
exist in the network. Note that this (and also the next) formulas postulate that
there can duplicates of documents exist at each node. In most networks this is not
the case, however, when the number of stored documents at each node is significantly lower than the set of relevant documents available in the network (that is,
all documents, or documents in a specific topic), it does not influence the results
in noticeable manner, however, it makes our model more compact.
If the standard deviation of the number of stored documents at each node is
low (for example, due to low storage capacity), the following form of (4.13) is more
usable.


Psuccess,Gnutella

1
≤1− 1−
D

E(Dn )Eq
.

(4.14)

Eq , the number of reached nodes can be calculated with the modified clustering
coefficient in equation 4.10 as follows:

Eq =

T
TL
X
i=1

[(1 − Cmod2 ) k]i .

(4.15)
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Recall that Cmod2 is the modified clustering coefficient normalized for the propagation path with a given T T L value. Now we can see that with an accurate
value of Cmod2 parameter, the number of reached nodes can also be accurately
computed. During the following calculations, we regard the basic Gnutella network as a random mesh. As we show it later, the distribution of the number of
in-edges in an unstructured network can be modeled rather with Zipf distribution.
However, our results in Chapter 6 show that this condition has no major influence
in this calculation, therefore, we use the uniform distribution here to have more
compact expressions. The following value describes the probability that a link is
counterproductive in the propagation path:
TP
TL

P ≤

 m−1
 T T L−1
P
P m m+1
km
(k n ) + k m − 1 +
k (k
− k)

m=1

n=0

m=1

V

TP
TL

(4.16)

ki

i=0

In this formula, we calculate the ratio of the number of possible counterproductive links in the propagation path of a node and the count of all the links in each
node’s independent propagation path. This shows the probability that a link in
the network acts as a counterproductive link in a node’s propagation path. That
suggests the average number of productive connections per node:

 m−1
 T T L−1

P n
P m m+1
m
m
k
(k ) + k − 1 +
k (k
− k) 

m=1
n=0
m=1


(1 − Cmod2 )k = k ∗ 1 −

TP
TL
V
ki


TP
TL

i=0

(4.17)
From 4.17, Cmod2 can be calcualted with the following fraction:

TP
TL

Cmod2 =

m=1

 m−1
 T T L−1
P m m+1
P n
m
m
(k ) + k − 1 +
k (k
− k)
k
n=0

m=1

V

TP
TL
i=0

ki

.

(4.18)
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In the following, we modify (4.13) to compute the probability that we could
achieve with an optimal semantic protocol in an ideal environment. We define a
relaxed problem where, by neglecting some properties of the real environment, it
is easier to achieve the optimal result.
Definition 4.16 (The IdealSON relaxed problem). The IdealSON protocol (or
IdealSON problem) is a semantic layer over an unstructured P2P network that has
the following characteristics:
a. The nodes in the network are fixed: there are no joins and leaves.
b. The documents stored by each node never change.
c. The connections of the nodes are fixed.
d. The semantic connections of the nodes point to nodes with similar fields of
interest.
e. The graph components formed by the nodes with similar interest are coherent.
It is straightforward why the the first three conditions result in an easier problem than our original problem statement. The significance of the fourth condition
(together with the third) is that there is no such situation in the IdealSON network when nodes with a given field of interest are unable to discover and connect
to similar nodes, since these connections are given by definition.
In case of the IdealSON protocol, the aim of the nodes is to maximize the
number of distinct documents achievable through a given semantic connection,
in the given topic. Since the network is static, it follows that this maximization
of the number of documents results in the highest achievable recall value with
unstructured, message flooding protocol, with a given classification of the topics.
In the next chapters, we analyze the local decisions of the nodes in different
situations. Our methodology often regards the network as it is constructed according to the IdealSON protocol, increasing its performance from the aspect of
the analyzed node, for example, by replacing its connections, even if it breaks the
rules (in this case, rule c.) of the relaxed problem. However, it is the duty of the
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semantic protocol to keep recall values as high as possible even if the conditions of
the IdealSON are not satisfied.
The benefit of the IdealSON protocol is that nodes with a given field of interest
should search only in a set of nodes that surely contain documents in the specified
topic. The IdealSON protocol can be optimal if it ensures that each node can
achieve the maximum number of distinct documents in their fields of interest.
In the ideal and homogeneous situation, the nodes are connected only to other
nodes that have the same field of interest. Therefore, a search is performed only
in the set of documents related to only one topic. It is the duty of the protocol to
maximize this probability. As one can see in the next chapter, the IdealSON protocol should construct an overlay to achieve this optimal situation in a distributed
manner. The approximate probability of a successful query in the circumstances
is as follows:


Psuccess,IdealSON,t

1
≤1− 1−
Dt

DEq
.

(4.19)

In this formula, Dt is the number of documents in the topic t, and we suppose
that each document can be found with 1/Dt probability.
The upper limit is calculated similarly to the case of Gnutella:


Psuccess,IdealSON,t

1
≤1− 1−
Dt

E(Dn )Eq
.

(4.20)

It is important to note that if the network topology for the overlay network is
still a random mesh, the clustering coefficient also increases, because the number
of nodes V in the denominator of (4.18) decreases to Vt , the number of nodes that
have the topic t as a field of interest. This implies the decrease of the performance
of the overlay protocol. Therefore, we might use a different topology for the overlay
network. We propose a suitable topology that eliminates clustering in the query
propagation graph for IdealSON in Section 6.2 .

4.4.2

Inhomogeneous links

In this subsection, we consider the case when nodes can have both semantic and
off-topic links. This is a situation mostly with the SON networks: the nodes have
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a certain amount of semantic links for the overlay protocol, and they also keep
their set of basic (that is, off-topic) links. In this subsection, we still assume that
each node has only one field of interest and store no off-topic documents.
Let Pi stand for the probability that a node on the level i of the propagation
tree has the same topic as the originator node. To be able to approximate this
value, we introduce PSemLink , which denotes the probability that an outlink points
to a node with similar topic. In reasonable cases this can be regarded as a system
parameter and should be defined according to the ratio of the issued relevant and
off-topic questions. Practically, this parameter is the ratio of semantic outlinks
and the total number of outlinks per node. PSameT opic is the probability that a
random (off-topic) connection points to a node with the same field of interest as
the originator. Depending on the ontology used, this parameter is often selected
as following Zipf distribution [Lv et al., 2002] [Iamnitchi et al., 2004]. However,
some P2P network crawls revealed that the dynamic behavior of the users (and
content) flattens the Zipf distribution [Gummadi et al., 2003]. In order to analyze
the distribution in mobile environment, we have implemented a crawler extension
to our mobile Gnutella client described in Chapter 7 in more detail. The extension collected metadata on music files stored or requested by the mobile clients.
Our experiment supported the observations made by [Gummadi et al., 2003]. The
distribution of the files with less popular topic is closer to uniform than to Zipf
(Figure 4.3).
Since popular content can obviously be reached through random links, we can
even concentrate our model only to the set of nodes with less popular fields of
interest. In that case we suppose that there are t different fields of interest with
uniform distribution, and the expected value of PSameT opic equals 1t .
The value of P0 obviously equals 1.

Pi = Pi−1 PSemLink + Pi−1 P SemLink PSameT opic + P i−1 P SemLink PSameT opic =
Pi−1 PSemLink + P SemLink PSameT opic
(4.21)
With these formulas, we can approximate the probability of finding a given
document in two cases: when the document is off-topic for the originator node or
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Figure 4.3. Distribution of fields of interest in mobile environment (crawled data)

when it is not. When searching for a document that is in the field of interest of
the originator node, the probability can be calculated as follows:
Psuccess,topic ≤ 1 −

TY
TL 
i=1

1
1−
Dt

Dn Pi [(1−Cmod2 )k]i
.

(4.22)

This equation can be used to approximate the answer ratio in order to characterize the average performance of a network or a protocol. However, we expect our
model to help making local decisions by each node to establish connections with
high performance, that is, connections that deliver query hits with high probability. To achieve this goal, we need to modify the model, because the number of
documents stored at each node, or the number of available documents with a given
topic, is unknown to the others. Even if the exact distribution of the Dn random
variable is known, it is not enough to make the right local decision based on its
expected value.
The next proposition states that a node can maximize the expected answer
ratio in a topic t in the absence of Dn and Dt if it selects the connection through
which the propagation tree with the highest number of documents in topic t can
be reached.
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We now introduce DtCi that stands for the number of documents with topic t
reachable through connection i. This can be calculated as follows:
TX
T L−1

Dn Pi [(1 − Cmod2 )k]i .

(4.23)

i=0

In this formula, we summarize the number of documents reachable through
each connection. As we count also the documents at the immediate neighbors, we
start the indexing from zero.
Proposition 4.17. In absence of knowledge on the total number of documents
in a given topic, the recall in the semantic layer can be increased by replacing a
connection with another one that provides more distinct documents in its propagation graph, supposing that we can get more relevant documents through the new
connection that the other connections can not deliver.
C ∪...∪Cj ∪...∪Ck

C1 ∪...∪Cl ∪...∪Ck
1
Psuccess,t
≤ Psucces,t

C

, ∀l, j : DtCl ≤ Dt j

(4.24)

Proof. From the conditions follow that


1−

1
Dt

DtCj



< 1−

1
Dt

DtCl

.

(4.25)

We calculate the probability from 4.22, and then we decompose the production
from the second level of the query propagation tree:

TQ
TL 

1
Dt

Dn Pi [(1−Cmod2 )k]i

Psuccess,topic = 1 −
1−
=
i=1
Dn Pi [(1−Cmod2 )k]i
Dn Pi [(1−Cmod2 )k]i
TT
L−1 
TT
L−1 
Y
Y
1
1
=1−
1−
∗ ... ∗
1−
≥
D
D
t
t
i=1
| i=1
{z
}
k

(4.26)
Since there can be overlapping between the documents in the subtrees:
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DtCk

C
Dt j

DtCl

=
}


1
Dt

(4.27)

DtCk

≥
∗ ... ∗ 1 −

DtCk
∗ ... ∗ 1 − D1t
.

In fact, the individual nodes do not know whether a new connection can deliver
more relevant documents that cannot be obtained through the other connections,
since this information requires quite big amount of data to be transferred on the
network. However, as we can see in Chapter 6, if the nodes ignore this condition,
we can get a very usable heuristic.
When the node issues a search for an off-topic question, the probability of a
positive answer is
Psuccess,of f topic = 1 −

TY
TL 
i=1

1
1−
D

Dn P i [(1−Cmod2 )k]i
.

(4.28)

Let Pissued,of f topic stand for the probabilities of off-topic queries and Pissued,topic
for the queries in the node’s fields of interest. Now it is possible to state the result,
which is a key step in calculating the probability of a successful query with different
parameter variables in a semantic peer-to-peer network.
Proposition 4.18. If the pattern of the issued queries is known, the following
formula holds:


Dn Pi [(1−Cmod2 )k]i 
TQ
TL 
1
Psuccess,IdealSON ≤ Pissued,topic 1 −
1 − Dt
+
i=1


TQ
TL
Dn P i [(1−Cmod2 )k]i
1 − D1
+Pissued,of f topic 1 −

(4.29)

i=1

Proof. As Pissued,topic ∩Pissued,of f topic = ∅, the aggregated value gives the probability
of a successful query for a node with both semantic and off-topic links.
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Psuccess,IdealSON,topic ≤ Pissued,topic Psuccess,topic + Pissued,of f topic Psuccess,of f topic (4.30)
With the substitution of the equations (4.26) and (4.28) the result holds.

4.4.3

Off-topic Stored Documents

To make our model able to describe more general networks, we should also examine
the case when nodes store documents with different topics. From the aspect of a
query, we regard certain outlinks of a node off-topic, if they point to another node
which does not take interest in the topic of the document which is requested by the
query. Similarly, the documents that have different topic from that of the query
can be regarded off-topic documents.
Let Pdoc,of f topic stand for the probability that a document stored at a node is
not relevant for the given query. When the query is not off-topic, the success can
be achieved in two cases. Firstly, when accessing a similar node through a semantic
link that has documents in the given topic with 1 − Pdoc,of f topic probability, and
secondly, when accessing an off-topic node that has a set of documents that differ
from the topic of that particular node and with some probability it could be even
the one to be found. Regarding these possibilities, (4.22) changes as follows.

Psuccess,topic ≤ 1 −

TQ
TL 
i=1

∗

TQ
TL
i=1

1−

1−

1
Dt

Dn P doc,of f topic Pi [(1−C mod 2 )k]i

i

1 Dn Pdoc,of f topic P i [(1−C mod 2 )k]
D

∗
(4.31)

In case of off-topic queries the formula describing the probability of success is
completed with a part that describes the case when the query is propagated to a
node that has the same topic as the originator and thus, it could contain fitting
documents in its set of off-topic documents:
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∗

TQ
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1−

i

1 Dn P i [(1−C mod 2 )k]
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∗

i

1 Dn Pdoc,of f topic Pi [(1−C mod 2 )k]
.
D

(4.32)

Regarding all these considerations our proposition changes as follows.
Proposition 4.19. If the pattern of the issued queries is known, and the nodes
contain off-topic documents with Pdoc,of f topic , the following formula holds:

Psuccess,IdealSON = Pissued,topic Psuccess,topic + Pissued,of f topic Psuccess,of f topic .

(4.33)

Proof. The issued queries are either bound to a topic or offtopic, therefore
Pissued,topic = 1 − Pissued,of f topic .

(4.34)

As 4.31 calculates the recall value of queries bound to a topic and 4.32 calculates
the recall value of off-topic queries, the statement holds.

4.5

Conclusions

In this chapter, we presented and explained an analytical model that helps understand such distributed systems where the participating users have recognizable
fields of interest. The model can be used to predict the recall value for the individual topics or for a given query issuing pattern.
From the propositions, we learnt the following points that should be taken into
account when designing protocol that should construct efficient semantic overlay
network.
• To maximize the query hit probability, the protocol should have information
about the probability of issuing queries in the different fields of interest.
• It also should be aware of the expectable answer ratios in the different fields
of interest.
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• To calculate these answer ratios the protocol should consider the whole query
propagation graphs, not only the adjacent nodes.
It can be seen that this amount of information is hard to be collected in a
transient network, therefore, we propose a solution that can provide quite accurate
snapshots of these data in a calculable amount of time.
We also use this model later to validate the performance of our protocol.

Chapter

5

The Semantic Profiles
In the previous chapter, we have presented the performance of an ideal semantic
Peer-to-Peer protocol for unstructured networks. In the next two chapters, we also
show a solution that approaches this ideal hit rate. Particularly, in this chapter, we
introduce the semantic profiles, that are aimed at representing such data required
for the connection strategy, that data should be approximated because they cannot
be gathered directly from the network.
As already mentioned, the most unstructured protocols build on the ad-hoc
standard Gnutella protocol and on its five basic message types. In case of the basic
protocol the network is established in random manner, therefore, the queries reach
random nodes in the network. It is reasonable to reorganize the connections of the
nodes in such way that the new neighbors can answer to the query with higher
probability. Recall that this reorganization can happen in a simple way based on
statistics on messages ([Sripanidkulchai et al., 2003], [Merugu and Zegura, 2005],
[Chen et al., 2006], [Yang and Garcia-Molina, 2002a]), or on some kind of description of the fields of interests of the neighboring nodes.
In the previous chapter, we calculated which hit rate can theoretically be
achieved with semantic overlay networks. However, we also observed that this
probability requires knowledge of such parameters that cannot be directly observed
without a huge amount of messages between the nodes, or they are constantly
changing because of the transient property of the network. We decided to model
and calculate these parameters with different profiles to combine the advantages of
the pure statistical approach with the ones that are built on semantic information.
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As we can distill from the model in the previous chapter, we require these
semantic profiles to contain enough information to address the following issues:
• Each node needs to have an approximation of Dt for each topic (Eq. 4.19).
• Each node needs to maintain an approximation for the probability of issuing
queries in each distinct topic (Eq. 4.30).
• The nodes can approximate the answering probability for each topic through
each connection according to Proposition 4.17.
In the next chapter, we show how these data can be collected, managed and
utilized by a well-designed protocol extension without huge network traffic or computing power.

5.1

Semantic profiles

Modeling users is a practice to infer unobservable information from the observations
of his actions. In distributed systems, profiles can also be the local descriptions
or abstractions of the other users interacting in the network. There are two main
ways of learning such profiles or user models:
• Content-based learning, when inferences are deducted from the data collected from the past behavior of the user. For example, metadata gathered
from the music files downloaded by the user through the P2P network serve
as a good starting point to find out the musical taste. Content-based learning
needs quite a huge amount of observable (for example downloaded or stored)
files to be accurate.
• Collaborative learning is based on the idea that if there is similar behavior in certain users in one or more situation, then they might also behave
similarly in other situations. For example if two users, A and B download
several identical songs, then A might be interested in other songs available at
user B and vice versa. Collaborative learning is quite efficient at predicting
user behavior in a new situation.
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In our protocol, we propose a combined solution. Content-based learning is
used to find a few nodes in a P2P network with similar fields of interest. The other
similar nodes, and the expectable hit rate achievable through different connections
are then carried by the other nodes in the network. Each node obtains observations
as common knowledge in form of profiles, and the nodes update the arrived data
according to their own actual observations before propagating them further.
There are different techniques and mathematical, statistical means to actually
implement user profiles, both for content-based and collaborative learning. The
main types of models are the following.
• Linear models [Resnick et al., 1994] [Orwant, 1995] [Raskutti et al., 1997]
are the simplest and often the less accurate because of the lack of available information. They take the weighted sums of known values (x1 ...xn ) to provide
the unknown quantity (xn+1 ):

xn+1 =

n
X

di xi .

(5.1)

i=1

For example, we can determine whether a document is relevant to us by
having a rating from the connecting nodes, weighted by the similarity of the
users. The advantage of the model is its simplicity; however, the aggregated
profiles will be very inaccurate.
• Term

Frequency

Inverse

Document

Frequency

(TFIDF )

[Salton and Mcgill, 1986] is rather used in information retrieval to find
descriptive keywords that characterize a document. There is a weighted
vector of terms for each document (a, b), and the similarity of two documents
(or a document and a query) is calculated as the cosine of the angle of the
two vectors.

dcos = 1 − cos(φ) =

|ab|
|a| |b|

(5.2)

TFIDF is also used in environments where the fields of interest of users
changes constantly [Moukas A., and Maes P., 1998]. However, TFIDF can
be used only as a base for categorizing text-based documents; it should be
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combined with other methods in order to provide useful information on the
user instead of describing only a document.
• Object classification [Perkowitz and Etzioni, 1999] requires that each document should be provided with n different attributes. The modeling algorithm recognizes clusters in this n-dimensional space that contains documents
close to each other and far from the others. In this technique there is no a
priori information on the classes. This model can be used in case of documents with a predefined set of metadata. It is quite accurate and easy
to aggregate, however, finding and updating that clusters requires lots of
computing power.
• In case of rule induction formal rules are extracted from a set of observations. It learns such rules in a training session that can predict, for example,
the next action of a user in a session or the users interest in a new content.
These techniques use decision trees [Quinlan, 1993], semi-incremental algorithms [Joerding, 1999], naive Bayesian classifier [Duda and Hart, 1973] and
other combined methods [Billsus and Pazzani, 1999]. However, because of
their high resource needs they can hardly be used in user profile matching in
our case.
• Markov Models work on the principle of Markov chains. Events in this
model follow each other with a given probability, therefore, a fixed number of
events in the past can be used to predict the most probable following event
based on earlier observations. The model is used for example to predict
web page requests or the probability of requesting a given document from a
web server [Bestavros, 1996], [Zukerman et al., 1999]. Although these models might enable good convergence time, it requires a quite large amount of
resource to combine the different probability distributions used by the model.
• Neural

networks

are

also

used

in

information

systems.

In

[Jennings and Higuchi, 1992] a network is built for the news service, and it
is constructed on the basis of articles read, and articles marked as rejected.
It adapts overtime to better represent the user’s interests and rank the articles supplied by the news service. These models could be very efficient and
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match many required aspects, the drawback again is the amount of resources
needed.
• Bayesian networks are the most flexible user modeling tools as they are
capable of predicting more than one random variable and any probability
distribution. They also support combined collaborative and content-based
learning. Bayesian networks are used for example to predict next actions of
an user, to give assistance in applications and as tools for artificial intelligence
in various types of software [Lau and Horvitz, 1999], [Conati et al., 2002]. Its
most important disadvantage is that it cannot effectively deal with incomplete data, moreover, its performance is not sufficient in several application
areas. The properties of these models are close to that of the Markov models.
After examining these techniques we developed our combined method. The
method we found the most appropriate to describe the fields of interest of the user
or a given set of nodes builds on a Bayesian process. The probability of a certain
event in the Bayesian process consists of a hypothesis (a prior) which is updated
every time if the given event is observed. The method is described in detail later
in this chapter.

5.2

Protocol Introduction

The basic idea of our new protocol follows directly from the model in the previous
chapter. Firstly, each node should be capable of describing the fields of interests
of its user, which is approximated by the queries sent out. Secondly, they should
approximate the probability of a successful query through its connections (Proposition 4.17). And from the other side, a node should be able to inform the connecting
nodes about the approximate number of known documents and the expectable hit
rate in a topic through its propagation tree. This information serves as a snapshot
of the current knowledge of the node about the nodes it can reach.
All these hypotheses about the probabilities should be updated when new information arrives with different messages.
In the following sections, we present the profiles and their roles in details.
Four kinds of profiles are maintained by the nodes to find the most appropriate
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connections. Firstly, we introduce the semantic profile, which characterizes the
stored documents of a node. This profile can be a good prior until the client learns
the fields of interest of the user from his dynamic behavior, because supposedly
the stored documents reflect these fields of interest in some degree. Secondly the
connection profile is introduced. Connection profiles are maintained by each node
for all of their connections. The reason is to be able to compare the expectable
answer ratio of the different propagation paths achievable through different node
connections. Then the reply profile is described, which is the profile that is sent
by a node in its answers to help other nodes decide whether they want to initiate
a connection towards it. The fourth taxonomy, the query profile, characterizes the
queries sent out by the user.

5.3
5.3.1

The semantic profiles
Constructing the semantic profile for each node

Since the effectiveness of the information retrieval system is planned to be increased
with the help of semantic information, we needed a tool with which the nodes can
categorize the stored documents. In absence of dynamic information this can be
used as initial data to describe the fields of interests of the user. Moreover, as the
nodes should send the maximum number of known documents in each topic, this
values should also be stored.
Definition 5.1 (Synset). A set of one or more concepts that are synonyms.
Definition 5.2 (Semantic profile). The semantic profile is a weighted taxonomy
tree, where the nodes represent the different synsets describing the stored documents, along with the number of occurrence of the given synset (Dt∗ ).
The whole structure of a taxonomy is organized according to the "is a" relation,
thus, the child nodes are hyponyms and the parent node is a hypernym of the given
synset. In our research, we used the generally accepted and up-to-date WordNet
taxonomy to reveal the relationships of the stored keywords. WordNet is an online
lexical reference system whose design is inspired by current psycholinguistic theories of human lexical memory [Fellbaum, 1998]. Different research projects in this
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field prefer using the various versions of WordNet, therefore, we also utilize this
taxonomy throughout the chapter. However, any other taxonomy is suitable for
this task, such as ID3 genre meta tag in MP3 music files or [Haase et al., 2004a].
The stored documents contain enough information for the peers to compose their own semantic profile.

There are several methods to acquire even

more complex ontology from documents ([Assadi, 1998], [Kietz et al., 2000],
[IBM UIMA, 2005]), therefore, the user does not need to give the keywords for
each document manually, this method can be fully automated. Another way is
when the metadata is stored with the documents such as ID3 tags for music files
or as the Dublin Core metadata [Dublin Core, 2006].
When a new document is stored by a node, it updates its semantic profile by
increasing a counter for each keyword’s synset and all of its hypernyms. This
is quite different from the related systems described in Subsection 3.3.2, because
the semantic profile will contain information about concepts that are not directly
gathered from the metadata of the documents, but deduced from them.
As an example, if a document has the word ’cat’ as a related metadata (keyword), the system will store this information, because probably cats are in the
fields of interest of the given user. Differently from the existing systems, our algorithm searches for all the hypernyms of ’cat’ in the taxonomy, and also mark them
as concepts in the fields of interest of the given user. In our specific example, these
synsets will be ’feline, felid’, ’carnivore’, ’placental, placental mammal’, ’mammal’,
’vertebrate, craniate’, ’chordate’, ’animal’, ’living thing’, ’object’, ’entity’; moving
from the more specific concept to the generalized ones, where ’entity’ is the most
general noun in the taxonomy, that means, it is the root synset.
When we add a new document with a keyword ’dog’, the hypernym structure
will be very similar, only on the 10th level will branch the two concepts. We show
this part of the taxonomy tree in Figure. 5.1.
With this approach, the nodes of the semantic profile will contain the approximate weight of the topic in the fields of interests of the user. The explanation
is as follows. The numbers next to the concepts in Figure 5.1. are counters that
show how many times a given concept occurs as a keyword or as a generalization
(hypernym) of a keyword. The sum of these counters in each level has to be less
than or equal to the number of all keywords inserted in the semantic profile:
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Figure 5.1. A taxonomy part

l

Nk ≥

Nt
X

Ctli ,

(5.3)

i=1

where Nk is the number of the inserted keywords, Ntl is the number of synsets
at the lth level in the semantic profile, and Ctli is the value of the occurrence counter
for the ith synset at the lth level.
The sum of the counters at the lth level can be less than Nk , because it is
possible that one or more keywords has been inserted at a higher level in the
taxonomy, thus, neither the keyword nor any of its hypernyms do not appear at
the lth level. Let Nk̄l stand for the number of this "missing", that is, too general
keywords at the level l. In that case the following is valid:
l

Nk =

Nt
X

Ctli + Nk̄i .

(5.4)

i=1

If we suppose that the concepts that are extracted from the documents by any
of the existing methods describe suitably the content of a document, the following
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statement is valid. If we randomly select a document from the store of the node,
then the probability that it can be described by a selected synset will be equal to
the occurrence counter of this synset divided by the number of all the keywords
inserted into the profile:
Pt =

Ct
,
Nk

(5.5)

where Pt is the probability of finding a document which can be described with
the synset t, and Ct is the value of the occurrence counter for synset t. This can be
easily seen because the synset’s occurrence counter in the profile increases when
exactly that keyword is inserted (this is the obvious case) or when such a keyword
is inserted which is a hyponym of these concept in question (that follows from the
definition of the hyponym/hypernym relation).
From Formula 5.4 and 5.5 follows that one level of the taxonomy forms a
probability space:
l

Nt
X

Ptli +

i=1

Nk̄l
= 1.
Nk

(5.6)

Assuming that the stored documents reflect the fields of interest of the user,
this means that the semantic profile of the user describes these fields of interest
on a specific generalization level as accurate as the extracted concepts cover the
content of the documents. Therefore, later on we often use the expression (the
probability of ) the semantic profile for a synset t as a name for Pt .
Our next contribution is to select the node’s neighbors in a more intelligent
manner than Gnutella does - based on this semantic profile.

5.3.2

Constructing and maintaining the profile for the connections of the nodes

As introduced in Chapter 1, the nodes with the advanced protocol should select
their neighbors in a way such that their in-topic queries will be answered with high
probability. Therefore, they need the connection profiles of the neighboring nodes.
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Definition 5.3 (Connection profile). The connection profile is a weighted taxonomy, where, along with the concepts, the expectable hit rate of a query for a
document that can be described with the given concept t through the given connection C is stored. This probability is denoted with PtC . The maximum number of
distinct documents in that topic that can be reached through the given connection
is also stored (DtCi ).
However, as we show it on two examples, using only the semantic profiles of the
neighboring nodes in itself, as many semantic extensions do it, is not sufficient by
all means to approximate the answer ratio, because the value of a connection also
depends on the profile of the nodes accessible through the whole query propagation
path.
Figure 5.2 shows a part of a network of nodes (with small letters) and their
semantic profiles. These profiles are restricted to two fields of interests (denoted
with capital letters) for the sake of simplicity. The number of stored documents
in the topic is written next to the letters. Now consider node n with two fields of
interests A and B. n should connect either to o or p because of the similarities
of the profiles. Nevertheless, node o is a more valuable connection because of its
neighbors: Although o and p have the same fields of interests or even the same
documents, there are some more nodes with similar profiles connected to node o.

Figure 5.2. A part of a network

Another situation is shown in Figure 5.3, where node n has interest in two other
topics (C and D). Nodes q and r propagate the same topics in their profile with
the shown weights. Despite the ratio of the topics in the profile of these nodes, n
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can expect higher hit rate through q in topic C, and more positive answers from r
in topic D, because of the documents stored at their neighbors.

Figure 5.3. Another part of a network. The whole propagation path determines the
value of a connection

It should also be noticed that the previous statements are valid only if the stored
documents are different for each node, which cannot be guaranteed or found out
without larger amount of overhead messages.
The conclusion of all these examples is that semantic protocols should consider
a whole propagation path when calculating the value of a connection. This finding
is not reflected in the semantic data-based unstructured protocols, therefore, we
developed a novel solution. We can conclude the requirements for the connection
strategy as follows:
• The goal is to characterize the probability that the node can reach a query
hit in a given topic through a given connection. As we have learnt it from
the model in Proposition 4.19, the precise answer requires knowledge on the
exact number of documents in the given topic. However, because of the
transient property of the network, we do not even know the number of all
documents in the network in a point of time, moreover, all efforts to collect
such kind of data involves a rather huge amount of messages.
• Also, because of the transient property, it cannot be assumed that gathering
semantic data from all the nodes in the query propagation path can be cost
effective. A semantic description of the documents by all of the nodes in
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the query propagation path is quite a large amount of data. Keeping this
information up-to-date when nodes are connecting and leaving the network
and are constantly changing their connections, seems quite an inefficient way.
• We can suppose that the nodes working with the semantic protocol use the
same semantic document-analyzing algorithm, therefore, they extract the
same keywords from a given document.
• And as we intend to use the advanced protocol with mobile devices, we
suppose that computing resources are quite low. Therefore, the protocol
should not perform complex calculations.
We elaborated a solution that can be applied in these circumstances. It follows
a Bayesian process, to estimate the probability of finding a document in a specific topic through a given connection, using the profile propagated by the newly
connected node as prior information. With the Bayesian process we want to approximate the probability PtC that a direct connection C to the candidate node c
can deliver positive answer for a query for a document in the topic t. (The candidate node will be denoted with small c and the connection to that node with
capital C.)
Proposition 5.4. Let α be the number of cases when the connection C gave results
for a query for a document in the topic t, and β be the number of observations
when it did not. In that case PtC is a random variable with beta distribution that
represents the belief of a node that connection C gives positive answers in context
t, therefore the random variable’s expectable hit rate in the topic t through the
connection C can be calculated as
E(PtC ) =

α
,
α+β

(5.7)

with a variance of
Var(PtC ) =

αβ
(α +

β)2 (α

+ β + 1)

.

(5.8)

Proof. We can regard the different queries of a node independent, therefore, the
probability of receiving exactly α successes and β negative results out of α + β
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queries through a connection in a context t is given by the probability mass function
of the binomial distribution:
f (α; α + β, PtC ) =

α+β

!
PtC

α

α

(1 − PtC )β .

(5.9)

Or, with the usual notation, with n = α + β and k = α:
f (n; k, PtC ) =

n

!

k

PtC

k

(1 − PtC )n−k .

(5.10)

Recall that the beta distribution is a good choice for representing the prior belief
in the Bayesian estimation, because it is conjugate prior for binomial likelihood
[Berger, 1985]. Initially, the prior is Beta(1, 1), the uniform distribution on [0, 1];
this represents absence of information.
After each observation (that is, a query), the connecting node can update the
hypothesis (the connection profile) in a given synset and all of its hypernyms for
each connection. We assume that the node with prior distribution Beta(α0 , β0 )
sends out queries for documents which have been found and downloaded. Suppose
that the synset t (exploited from the documents by the commonly agreed metadatagathering algorithm) characterizes the files. If α0 pieces of documents among all
the downloaded files were found via connection C and β 0 times this connection
gave no result, the profile for connection C should be updated according to the
following equation:
(PtC )0 = Beta(α0 + α0 , β0 + β 0 ).

(5.11)

With the growth of the number of queries, the probability distribution function
becomes close to a Dirac at PtC because of the properties of the Beta distribution
(Figures 5.4 and 5.5).
Although the probability distribution function for beta distribution is quite
complex, the expected value of a beta random variable X can be calculated as
easily as
E(X) =

α
,
α+β

(5.12)
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Figure 5.4. Beta distribution with parameters α = 4, β = 2

Figure 5.5. Beta distribution with parameters α = 66, β = 33

as described in section 3.4, and its variance will be
Var(X) =

αβ
(α +

β)2 (α

+ β + 1)

.

(5.13)

In this proof, we regard Beta(1, 1) as the initial prior. However, since nodes
might not spend much time in the network, we should use a more precise prior
approximation sent by the candidate node c as a weighted initial observation:
Definition 5.5 (Reply Profile). The Reply profile for a node c is a taxonomy
where, along with each synset t, the maximum number of known documents in
that topic and the estimation of the recall value from node c are represented. This
probability is denoted with Rt , or, when it is important to define the corresponding
node, it is denoted as Rtc .
Let the connecting node regard the reply profile sent by the candidate node as
an n-fold observation. In this case the prior distribution can be set as
PtCCandidate = Beta(nRtcCandidate , n(1 − RtcCandidate )).

(5.14)
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The actual value of n can be set by the connecting node individually according
to its past experience in the truthfulness of the propagated data or the expectable
online time of the node.
Proposition 5.6. If the used protocol ensures that a node maintains the number
of semantic connections in a specific topic by supplementing a leaving neighbor by
a node with similar field of interest, the connection profile maintains the semantic knowledge of the nodes in the query propagation graph by observing only the
standard P2P messages, without additional network traffic.
Proof. Since the connection profile approximates the recall value of a whole query
propagation graph, any change in this graph affects the approximation. Changing
a connection means the replacement of a subgraph of this query propagation graph.
Since we expect the protocol to use a node with the same t field of interest, the
number of documents in this topic reachable through the connection (Dtc ) does not
change significantly. Regarding our measurements of the dynamic behavior of the
mobile clients in 3.3.2, the change in the expectable recall value is commensurable
with the variance of the variable PtC .
The significance of this proposition lays in the fact that the approaches of maintaining accurate statistical knowledge about the neighboring or reachable nodes in
stable unstructured networks can be combined with the precise semantic knowledge transmitted in structured or advanced overlay networks, without significant
network traffic or storage requirements.

5.3.3

The reply profile

The aim of a reply profile (Definition 5.5) is to represent the knowledge of a node
about the number of documents in a topic along with their availability in the set
of reachable documents as a likely answer ratio. The reply profile serves as prior
knowledge for the connecting nodes that is later refined with the observations of
these nodes. Therefore, it is more important for the profile’s probabilities to be
quickly computable than to be absolutely precise.
The reply profile contains the maximum number of known documents in each
synset t: Dt,max . This is calculated as follows:
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Dt,max = max{DtCi , Dt∗ }.

(5.15)

It is the maximum number of documents stored either by the node itself (Dt∗
from the semantic profile) or by the connected nodes. It can be seen that the
maximum number of reached documents in the topic might be greater, because the
stored documents are not necessarily overlapped. However, it is a good heuristics,
as it is implied by Proposition 4.17.
The maximum known number of documents for the synsets is important because based on that data nodes can approximate their own answer ratio.
The reply profile also stores the answering probability for each synset t. This
is approximated by the following formula:
D∗

t
Rt = max{PtCi , Dt,max
}.

(5.16)

Before the first connections established by a node, Rt should be set to 0, since
its own answering ratio can not be calculated.
Nodes use the reply profile as the basis of their decision on selecting a connection
instead of another one (see the next chapter). The reply profile can be made more
precise if we make a slight modification to the connection profiles. The connection
profiles store the recall value for the whole query propagation graph, however, the
connecting node that analyzes the reply profile can not reach the nodes on the last
level of the query propagation graph because of the same T T L value. However,
in the connection profile, we can collect separately the query hits at nodes on the
outermost level (αT T L ) and on the other levels (α1..T T L−1 ). When constructing the
reply profile with (5.16), PtCi should be calculated using Beta(α1..T T L−1 , β0 ). The
recall value for connection C, in turn, should be calculated with the query hits in
any level, using Beta(α1..T T L−1 + αT T L , β0 ).
The reply profile should better contain a low estimation not to make other
nodes lose a better connection. This is ensured by the reply profile, as the following
proposition proves.
Proposition 5.7. The value of Rt equals the minimum expectable answer ratio a
node can reach through the given c node in topic t, that is,
Psuccess,t ≥ Rt
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1. Before its first connection the node has no information on Dt , and

therefore, Rt is set to 0, which is a trivial low estimation.
2. In case the node does not have outgoing connections, it can use an estimation
of Dt from its previous sessions. Dt∗ is the maximum number of documents
with topic t stored at the node or at any other node reached any time through
a query propagation graph. Since Dt∗ ≤Dt holds, from the definition of the
reply profile (Definition 5.5) follows that Psucces,t ≥ Rt .
3. If the node establishes connections, it has their expectable answering probabilities with more and more lower variance as proven in Proposition 5.4.
Since the independence of the PtCi values cannot be ensured, we take the
maximum from them, in this way ensuring the minimum expectable answer
ratio.

5.3.4

The query profile

Our protocol extension transforms the connections of a node in a way such that
the query propagation path contains nodes with similar interests as the given node.
Therefore, the fields of interests of the nodes should be represented in some way.
As earlier mentioned, the semantic profile of a node can be regarded as a prior
information for this reason, supposing that the stored documents more or less
reflect the fields of interests of a user. However, the real interests can be exploited
from the documents that are sent as query hits from other nodes. Therefore, each
node should set up a structure in which these interests can be stored.
Definition 5.8 (Query Profile). The query profile of a node is a weighted taxonomy where, along with the synsets, a probability is stored which value represents
that a query issued by the given node is pointed for a document that can be
described by the synset t. This probability is denoted as Qt .
Similarly to the connection profile, a probability value in the query profile for a
synset t is a hypothesis, which means that it is the belief of a node that a question
sent out by it will result with Qt probability in a reply of a document which can
be described with the synset t. For the same considerations, we regard this belief
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as a beta distribution variable which is updated with the observations of the query
hits.
After each query hit, the node exploits the keywords from the received documents, as described in Section 5.3.2. Then the node will update the hypothesis of
the given synset in the query profile. We assume that the node with prior distributions Qt = Beta(αt , βt ) and Qi = Beta(αi , βi ), ∀i : i 6= t sends out query for a
document which have been found and downloaded. Suppose that the synset t was
exploited from the document by the agreed algorithm. In this case the hypotheses
in the query profile will be updated in the following way:
(Qj )0 = Beta(αj + 1, βj ), ∀j : j ∈ {t ∪ hypernyms(t)}

(5.17)

(Qi )0 = Beta(αi , βi + 1), ∀i : i ∈
/ {t ∪ hypernyms(t)} ,

(5.18)

and

where hypernyms(t) stands for the set of synsets that are hypernyms of the
topic t. This can be concluded with the following proposition.
Proposition 5.9. Let Qt be a random variable, representing the belief that a query
issued by the given node is pointed for a document that can be described by the synset
t. If, by observing the replies to the queries issued by the node, we get that times
the query was pointed to a document with the topic t and β times to documents
with other topics, then Qt will be a variable with beta distribution, therefore, its
expected value can be calculated as
E(Qt ) =

α
,
α+β

(5.19)

with a variance of
Var(Qt ) =

αβ
.
(α + β)2 (α + β + 1)

(5.20)

Proof. We can regard the different queries of a node independent, therefore, the
probability of receiving exactly α successes and β negative results out of α + β
queries through a connection in a context t is given by the probability mass function
of the binomial distribution.
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Recall that the beta distribution is a good choice for representing the prior
belief in the Bayesian estimation, and the result has also Beta distribution, and
therefore it has the expected value and variance as given in the statement.
With the growth of the number of queries the probability distribution function
becomes close to a Dirac at Qt , because of the properties of the Beta distribution
(Section 3.4).
Let the node regard its semantic profile as an n-fold observation. In that case
the prior distribution for the query profile can be set as:
Qt = Beta(nPt , n(1 − Pt )).

(5.21)

The actual value of n can be set by the connecting node individually according
to its past experience in the usefulness of these data, usually we should set this
value to the average number of queries per session. If there are no documents
available in the store, the prior hypothesis should be Beta(1, 1) , the uniform
distribution on [0, 1] ; which represents absence of information.
In Figure 5.6, we summarize the relationship and data flow between the different
profiles.
It shows that the default data for the Semantic profile and Query profile are
generated from the document store. The query profile and the connection profiles for each connection are then maintained by the metadata acquired from the
downloaded documents. The reply profile is calculated from the available data as
described earlier in Section 5.3.3.

5.3.5

Profile fading

In order to enable the nodes to react quickly to the changes in query propagation
path, and also to manage changes in the fields of interest of the user, we apply a
profile fading technology that modifies the posterior calculation of the query and
connection profiles. We use a fading factor f to weight the earlier observations.
Since the value of f is between 0 and 1, using the following calculation causes
exponential decay of the older data (in case of query profile):
(Qj )0 = Beta(f αj + 1, f βj ), ∀j : j ∈ {t ∪ hypernyms(t)} ,

(5.22)
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Figure 5.6. Data flow between the different profiles

and
(Qi )0 = Beta(f αi , f βi + 1), ∀i : i ∈
/ {t ∪ hypernyms(t)} .

(5.23)

For example, when taking f = 0.95, the query profile will contain approximately
the data of the 100 last queries, with more emphasize on the latest requests. The
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calculation is the same in case of the connection profile. We can define the actual
value of f based on the dynamic behavior of the mobile clients.

5.4

Conclusions

In this chapter, we presented four different types of semantic profiles to characterize
and disseminate the fields of interest of a user or a group of users reachable through
a specific connection.
In our analytic model, we found that maximizing the recall value for a node
through its connections requires the knowledge of
• the probability of issuing queries in the different topics,
• the expected recall value in each topic through a given connection to a node,
• the minimum recall value a node can ensure in each topic to other connecting
nodes.
Due to the characteristics of mobile P2P networks, extensive use of computing
resources or network bandwidth cannot be tolerated.
Using a Bayesian approach, we have given small-sized data structures and methods to maintain them in order to
• characterize the topics of the documents stored at each node,
• predict the topics of the issued queries,
• approximate the recall value achievable trough the established connections
in each topic
• predict the answer ratio of a node in each topic.
Our results can be utilized in traditional information retrieval systems as a combined content-based and cooperative learning technique to construct user models
in a computing- and communication-resource-aware way. The constructed profiles
are also useful in content recommendation systems because they enable to compare the interests of a single user with whole groups of users efficiently, together
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with the capability to describe a new user with initial profile. Another very important practical result is the ability of quickly constructing social networks, that
is, identifying groups of users in a given set of users that match according to given
classifying properties.
In all the mentioned areas the advantage of our approach is in the low amount
of information required to be communicated between the users and the ability to
organize the whole profile and group constructing process in a fully distributed
manner.
In our most important point of view, these profiles enable to construct a semantic P2P protocol based on the results of our analytical model that can be used
in a mobile environment with the described conditions, where resource-awareness
is a critical issue.
In the next chapter, we give a semantic protocol extension that utilizes the
constructed profiles. We show the results of a series of simulations to prove the
efficiency of our approach. The implementation of the results proves the low computing and bandwidth needs required to maintain or transmit the different profiles.

Chapter

6

The SemPeer Protocol Extension
Based on the experiences of the different protocol extensions, we elaborated a
novel solution, the SemPeer protocol. This extension constructs representative
descriptions (profiles) for the nodes as described in the previous chapter, and by
the similarity of the profiles the nodes can establish their connections assumed to
be useful. Each node has the same role, which means that they do not assume the
presence of central servers ([Napster, 2000]) or any kind of SuperPeers.
The solution should approximate the unknown parameters with local decisions,
and we also expect the protocol to increase the hit rate quickly, that is, with the
fewest possible messages. Since our SemPeer protocol acts as an additional, semantic layer on the basic protocol (for example Gnutella), it can be implemented
in such a way that the advanced nodes supporting this protocol extension can
collaborate seamlessly with the standard clients that know the basic Gnutella protocol only. From the model described in Chapter 4 we have drawn the following
conclusions:
• The nodes can approximate the answering probability for each topic according to Eq. 4.17.
• In order to fulfill the queries for off-topic documents, the nodes should also
maintain random links, similarly as observed by the small world-phenomenon
(Proposition 4.19).
• The clustering coefficient in the SONs should be minimized (Subsection
4.4.1).
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In the next section, we introduce the protocol extension that fulfills these requirements. This is followed by a topology proposed to eliminate the clustering in
the propagation paths of SONs. In the second part of this section, we show the
performance results of the proposed protocol extension.

6.1

Protocol extension

Since we want the nodes to replace their connections in the way described in the
previous chapters, we have to extend the unstructured protocol. As described at
the beginning of this Chapter, we demonstrate our results based on the Gnutella
protocol. We enhance this basic protocol with a standard Gnutella Generic Extension Protocol (GGEP). Since it is a semantic Peer-to-Peer protocol, we call it
SemPeer . SemPeer extends the basic messages as follows.

1. When connecting, nodes send their reply profiles to each other.
2. When a query reaches a hit at a non-neighbor node, the reached node attaches
its reply profile to the answer (QueryHit) message.
3. The nodes can indicate the actual abstraction level they use with the taxonomy
in their messages.
To minimize the amount of data attached to the messages, the nodes may
indicate in their messages that they only request data from one level of the reply
profile. In that case only the information on a defined specialization level will be
exchanged, which means definitely a limited amount of data. This level should be
defined according to the quality of the semantic links of the connecting or querying
node. With this approach, the nodes perform more and more refined comparisons
of fields of interest from the generic level to the most specific ones when selecting
their neighbors.
This approach has a further advantage. Namely, it is more likely to find nodes
with a given and specific field of interest through the connections of the nodes that
are similar in a more general level than through random connections. This quick
network transformation is very advantageous in a transient P2P network.

Chapter 6. The SemPeer Protocol Extension

75

The operation of the SemPeer-enabled nodes differs in the following rules from
the clients that support only the basic Gnutella protocol.
Rule 6.1. Each node constructs its semantic profile based on the stored documents
as described in Section 5.3.2.
Rule 6.2. Each node maintains its query profile based on the files received for
their queries (Section 5.3.4). Based on the query profile the nodes identify one
or more important fields of interest of the user, and reserve a few outgoing link
slots for semantic connections for them. The ratio of the standard links and the
semantic links in each topic should be defined according to their weight in the
query profile.
Rule 6.3. Whenever a node receives a query hit through one or more of its connections, it modifies its connection profiles (Section 5.3.2). If it does not receive
any answer, it does not modify the profiles as there may be no adequate documents
at all.
Rule 6.4. When a node receives a reply profile from another node as part of a
QueryHit message, it decides whether to put that node in its connections list,
based on Algorithm 6.1.
Rule 6.5. When the candidate node accepts the connection request, and the
number of semantic links is less than the predefined maximum for the given topic,
the new link can be established without any further considerations. If, however,
the maximum number of semantic connections is already reached, then the new
link must replace one of the existing connections, which has the lowest connection
value (that is, the less similar one). In both situations the received semantic data
should be stored for further comparisons.
Algorithm 6.1 shows a method that decides on selecting the outgoing connections.
The explanation of the algorithm is the following. First we exclude the nodes
from the further examination that are already neighbors or which will violate the
topology policy when connected. The nodes might also consider other circumstances when deciding to connect, such as bandwidth, uptime or reputation of the
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Algorithm 6.1
1: procedure SEMPEER_QUERYHIT_HANDLE (Message m)
2: if neighbor(m.IP ) OR NOT Topology_Check(m.IP ) then
return;
3: for all identified fields of interest t do
4:
N ewHitRate = GetHitRate(m.prof ile, t);
5:
if ConnectionCount(t) < M axConnectionCount(t) OR N ewHitRate >
M inHitRate(t) then
6:
The node that sent the profile should be notified about the connection
request
new node, or whether the connection fits the topology or the underlying physical
network.
We then do the following for each recognized field of interest of the connecting
node. We check whether the number of connections in the given topic is less
than the predefined maximum, or the new connection could be of higher value
than the existing connections for that topic (M inHitRate). For that reason, the
function GetHitRate obtains the expectable hit rate for the topic t from the reply
profile of the new node (that sent the QueryHit message). It returns a value that
approximates the probability that a query issued by the given node for a document
with the parameter topic t can be answered by the nodes reached through the given
connection.
In case the new node suits the criteria, we contact it with a connection message. The connection request is considered based on the topology strategy and the
available resources of the new node. The used mechanism ensures the following
properties.
• Nodes have up-to-date and constantly updated information on the expectable
answer ratio through their connections in each topic.
• Nodes can find query propagation graphs with a higher answer ratio than
their existing connections, with few and easy computations. The expectable
answer ratio is known before initiating any connections.
In a more formal way this means that each node has its own Semantic-, Queryand Reply profiles and also the Connection profiles of the connected nodes, and,
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with this information, the node tries to maximize the answer ratio according to
the model described in Proposition 4.19.
Proposition 6.1. Algorithm 6.1 does not decrease the value of Psuccess,t .
Proof. The value of Psuccess,IdealSON means the probability of having a query hit in
a topic t through any of the k semantic connections (Ci ):

Psuccess,t = Psuccess,t (C1 + C2 + ... + Ck ) ≤ PtC1 + PtC2 + ... + PtCk . (6.1)

Let P1 be the lowest probability value and Rt∗ be the probability of a hit rate in
the topic t expectable through a new connection C ∗ . According to the algorithm
6.1 the node should replace the C1 connection with the new one only if P1 ≤ Rt∗ .
According to Proposition 5.7, Rt∗ is a lower estimation. As one document can be
shared at multiple nodes, with the previous conditions the following holds:

Psuccess,t = Psucces,t (C1 + C2 + ... + Ck ) ≤
0
≤ Psuccess,t (C ∗ + C2 + ... + Ck ) = Psucces,t
(C)
.

(6.2)

Before validating our results by simulation, we should also deal with the issue
raised by clustering in the network.
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Eliminating clustering in the propagation
graph: the Disjoint Rings topology

Selecting the semantic connections which might answer the queries with high probability is not enough in itself to increase the answer ratio. The protocol should
contain parts that ensure the construction of an appropriate topology of the network. In case of random connections the clustering coefficient is negligible. However, when transforming the network according to the fields of interest, this ratio
considerably increases [Barabási, 2002]. In case of SemPeer protocol we have three
expectations of the topology:

1. The advantages offered by the semantic connections should be utilized.
2. Clustering in the query propagation path should be eliminated.
3. There should not be nodes with special roles to construct the topology. Also,
the T opologyCheck algorithm should not use considerable resources.
The first condition is straightforward. The second objective specifies that a
query does not arrive to a node more than once in different ways because of the
high clustering. The third consideration follows from the fact that the protocol is
intended to be used in a rather transient environment.
We found that clustering in the propagation graph can be decreased when
defining smaller rings, loops in the topology. As the nodes with similar profiles
connect to each other, more "disjoint" rings exist in the network. Therefore, we
call the new topology "Disjoint Rings". In order to constrain the network to shape
according to this topology, we should use the following algorithm as the topology
check function in Algorithm 6.1.
Algorithm 6.2
1: procedure TOPOLOGY_CHECK (IP P eerIP )
2: if P eerIP [4] % M inLoopSize + 1 = self.ip[4] % M inLoopSize then
return true;
3: return false;
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The explanation of this condition check is the following. We extract the last
byte from the IP address of the nodes. This value is available for each node and
can be regarded as a random value between 0 and 255. M inLoopSize defines the
minimum number of nodes that participate in a cycle in the graph. With modulo
division, we can assign a number between 0 and M inLoopSize (called loop order)
to each node. Based on this loop order we can guarantee the minimum loop size
without any need for super-peers. This algorithm straightforwardly satisfies our
expectations 1 and 3. Regarding the clustering, we prove a proposition that shows
how the topology eliminates most of the different kinds of counterproductive links
when some conditions are satisfied.
Proposition 6.2. If T T L < M inLoopSize < 256, the use of Algorithm 6.2 ensures that the
i. number of backward links is zero,
ii. number of sibling links is zero,
iii. and the maximum number of skew links equals k ∗ (k (T T L−1) − 1)
in the query propagation graph.
Proof. The modulo division in 6.2 classifies the nodes into M inLoopSize classes,
and the destination of a connection of a class is constrained to be in the consecutive
class. Therefore, a series of connections started from a specific class will reach the
same class after at least M inLoopSize hops. If M inLoopSize is greater than the
T T L parameter, a message will be deleted earlier than reaching a node on the same
level of the query propagation graph. This results that no sibling or backward links
can exist in the query propagation graph.
The maximum number of skew links can be calculated as follows. Because of
the classification, a skew link can point only from two (or more) nodes from a level
in the query propagation graph to the next level. Regarding the last two levels,
the worst case is when all the k (T T L) node in the one but last level connect to the
same k nodes, which means k ∗ (k (T T L−1) − 1) skew links. Changing a connection in
an earlier level to a skew link increases this number by one, however, the number
of skew links between the last two levels decreases at least by k.
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From this proposition it follows that the Algorithm 6.2 eliminates the bulk of
the counterproductive links (backward and sibling links) with minimal computing
resources. Selecting T T L + 1 for the M inLoopSize parameter is a good choice.
The maximum value of skew links calculated in iii can be achieved only under very
special circumstances. Moreover, the clustering caused by skew links is due to the
loops that are smaller than M inLoopSize, which, in turn, can be recognized easily
as duplicate queries at runtime and can be eliminated by dropping the appropriate
incoming connection. This can be stated as follows.
Proposition 6.3. If the nodes use Algorithm 6.2 and they recognize and drop
incoming connections that send duplicate queries, then the clustering in the propagation path will be eliminated.
Proof. We suppose that there is a cycle in the query propagation graph, and ck
is one node in the cycle, on the highest, k th level. Proposition 6.2 suggests that
the number of backward and sibling links is zero, therefore only one node can be
placed on the k th level, and exactly two nodes on all the preceding levels (ck−i ,
1 < i < k − 1), and c1 is the query initiator. In this case ck receives the issued
query two times, through the two nodes on level k − 1. Therefore, ck recognizes
this as a duplicated query and according to the assumption in the Proposition, it
drops one of the two incoming connections, eliminating the cycle. From Definition
4.3.c. follows that in that case Cmod = 0.
It is important to see that recognizing and refusing incoming connections that
deliver duplicates of messages in itself, without the topology checking is a bad
solution as it will continuously cut off large parts of almost independent query
propagation paths, preventing the transformation of the network. With the elimination of the backward and sibling links, the probability of a duplicate query (that
is, a skew link) is dramatically decreased, as we are going to illustrate it in the next
section at the simulation results. In Figure 6.1, we sketched a part of a network
with Disjoint Rings topology.
From the proposition above it directly follows the proof of the next corollary:
Corollary 6.4. The Clustering Coefficient of Watts and Strogatz equals zero in a
network with Disjoint Rings topology.
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Figure 6.1. Part of a network with Disjoint Rings topology

Proof. Recall the formula of Watts and Strogatz (Definition 4.8):
Ci =

|{ejh }|
: vj , vh ∈ Ni , ejh ∈ E
2ki (ki − 1)

(6.3)

Because the Disjoint Rings topology eliminates the sibling links, the value of
|{ejh }| in this formula equals zero.

6.3

Simulation results

In order to evaluate the performance of the new protocol, we have adapted a
simulating environment, the GXS [Forstner et al., 2005b] to work with our extension. Practically, GXS is a single-threaded message dispatching utility operating
in batch mode. A simulation itself is a script file containing a sequence of default
(built-in) and protocol-specific (user-implemented) commands; and the results are
dumped into a stream. GXS uses the concept of steps, which means that it handles a whole set of parallel events timed to a given step number. The simulator
supports two types of events: message arrival and expiration of timers. The events
are handled in a first-come-first-served manner, since shuffling of ’parallel’ events
has no statistically recognizable effect on the results.
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The simulation description file assigns different fields of interest to each simulated node, and generates documents with different keywords in these topics. We
used the WordNet taxonomy in our simulations. After the initialization phase,
each node starts querying documents in its fields of interest and also for off-topic
documents, according to its individual, predefined pattern. The nodes react to
the messages according to their protocol module (for example, pure Gnutella or
the SemPeer extension), as if they were nodes in the network supporting different
protocol extensions.
We established the simulator with parameters that characterize different Peerto-Peer networks. We were mostly interested in how the extension can work in an
environment such as the global, open Gnutella network (that is the well-known file
sharing network) and also in a more specialized distributed network such as Bibster
[Haase et al., 2004a]. In case of the standard file sharing Gnutella network we were
also interested in how the existing mobile clients use the system and whether they
have recognizable fields of interests.
In case of semantic peer-to-peer networks such as Bibster it is easier to gather
the semantic data and find out the fields of interest of users. However, with the
standard file sharing network we had to find a way to retrieved semantic data from
the observed messages. We used two methods. The first was the analyzing of the
query words with the help of WordNet taxonomy. The advantage of this approach
is that we did not have to download and analyze the shared or queried files, which
resulted in limited bandwidth and computing resource needs. However, the words
in the query did not characterize the shared documents as exactly as if we retrieve
the keywords with an appropriate algorithm. The second method concentrated
only to mp3 files, that have their metadata (ID3 tags) at the last 128 bytes of
the files, therefore, we only had to retrieve these few bytes to obtain appropriate
semantic information from these shared files.
To set up the parameters of the simulator according to real-life situations we
used different crawling techniques to gather these usage statistics. We used two
different crawlers. The first is the well known "crawling client"-type, that is, a
software client that participates in the Peer-to-Peer network as a standard node,
tries to find as much clients as possible, queries their shared files and listens to
their queries. The second crawling technique harnessed the popularity of our ad-
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vanced mobile Gnutella client, the Symella, introduced in the next chapter. This
mobile client had a built-in profiling module which could be enabled by the user.
The module analyzed the queries and the downloaded music files and built up an
anonym usage pattern.
With the results of the crawled usage patterns we established the simulator with
different parameters to validate the performance of the new protocol extension.
In the next subsections we show the results of some important simulations. In
particular, we
• examine the performance of the protocol over time with a general file sharing
network, where nodes have a few fields of interests, and store and query offtopic documents quite often.
• do the same with a specialized, Bibster-like or specialized music-sharing mobile P2P network.
• examine the role of the topology and analyze the results.
• compare the simulation results to the predictions of the analytical model.

6.3.1

Examining the Performance of the Extension

Having measurements with different typical parameters, we discovered in which
cases can the application of the protocol result in improved performance.
We expect the highest performance increase, when the clients have only one,
very concentrated field of interest, and they can store a very limited set of files
only. This is the case with the smartphones with built-in or small capacity memory
card, that barely can store a full music album. We restrict the searches and stored
documents of one node to only a music genre or to a single topic, like in Bibster.
We allowed the nodes to store up to 5 files according to their field of interest. The
distribution of the topics and the documents was set to Zipf.
The simulation parameters reflect the data collected by our crawling Gnutella
client. There were 16.000 nodes in the simulated network with 4-7 connections
each. We differentiated 10 major music genres. We obtained surprisingly good
results, when a node sent out queries for music in its field of interest: After receiving
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replies for an average 5-15 queries, the protocol could construct such a layer over the
standard random network that achieved a sevenfold hit rate to the basic protocol.
The query hit probability increased from 0.11 to as high as 0.69 (Figure 6.2).

Figure 6.2. Increase in hit rate in a very specialized network.

Of course, if the topics of the queries or the stored documents are not so homogeneous, then the increase in the average hit rate is smaller, however, the advance
in the performance can still be observed. The next series of simulations show
the average performance of the protocol in a Gnutella network with parameters
established by most of the users of our mobile client. There are an average of 5 connections per node, and the number of stored files per device is around 30-50. We
take only the results in maximum 4 hops distance (TTL=4). The used taxonomy
is the WordNet, each document is provided with 4-5 keywords. We established two
different set of simulations. In the first case, the distribution of the fields of interests of the users, and also that of the documents and the queries follows strictly the
Zipf distribution. This means that there are some topics the documents of which
are stored only by a very few nodes, decreasing the average hit rate of the whole
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overall network. However, our crawler client showed that there is no exponential
decrease in the case of the less popular topics, therefore, the performance of the
protocol in the general Gnutella network is better than the simulations with Zipf
distribution. In the second set of simulations, we used uniform distribution for the
popularity of topics and documents. These results predict what hit rate an average user without very specialized interests can expect. In the standard Gnutella
network the average hit rate is 50.4% in case of Zipf distribution, and 54.5% in
case of uniform distribution. The results are shown in Figure 6.3. For the sake
of clarity, we labeled the measurements in a form of "SxOff y", where x is the
number of standard (random) Gnutella connections maintained by a node and y
is the percent of off-topic queries, that is, queries which are aimed at files that do
not match any of the fields of interest of the issuing node.
In Figure 6.3, we compare the performance of the semantic layer (without any
random links) in the case of Zipf and uniform distributions. When there are no offtopic queries sent in the network, the overlay can deliver almost 100% hit rate in
case of Uniform distribution. With the increase of the ratio of off-topic queries, the
performance of the overlay decreases. Regarding the average performance of the
network, the Zipf distribution enables lower performance gain with the semantic
layer. The hit rate in the topics with different popularity varies from 70% to almost
100%.
To illustrate the role of the standard (off-topic) connections, we show an interesting result. It is known that the role of "weak ties", that is, the random
connections in social networks is to locate resources (documents, people) that belong to groups (topics) other than a node is interested in. If we eliminate almost
all of the random links in the SemPeer network, the chances to locate off-topic files
in the overlay network will be smaller than in a standard Gnutella network. In
Figure 6.4, we show a set of nodes that adapted their connections to a specific topic
in the previous simulation environment, with 0% of off-topic queries. The ratio of
semantic connections was 90%. After ten thousand simulation steps we changed
their behavior to start to initiate queries for random documents. In Figure 6.4,
we compared their performance to the standard Gnutella nodes with random links
and found that the absence of random links resulted in worse performance. These
results can also be validated with the analytical model.

Chapter 6. The SemPeer Protocol Extension

86

Figure 6.3. The performance of the semantic layer in case off a) uniform and b) Zipf
distribution of the topics and documents

As we know from the analytical model, the number of random and semantic
links should be defined according to the ratio of issued interest-related and offtopic queries. The SemPeer protocol extension learns that information from the
Query Profile in order to maximize the overall answer rate. In the following series
of simulations, we predefined the number of semantic links and varied the ratio
of the off-topic queries. In case of uniform distribution, as expected, as the ratio
of off-topic queries raises, the simulation sets with 1 or 2 random links indicates
better performance that the semantic overlay in itself (Figure 6.5 a ). As the ratio
of off-topic queries increases to 20% and 40%, more and more random links are
required to ensure the highest hit rate (Figure 6.5 b and c ). In Section 6.3.3, we
show how the analytical model can be used to find the proper ratio of links.
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Figure 6.4. Simulation results showing the decrease in performance when no random
links. Nodes start issuing off-topic questions at step 10.000
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Figure 6.5. Answer rate with different ratio of off-topic queries. a) Pof f = 0, 1, b)
Pof f = 0, 2, c) Pof f = 0, 4
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The Effect of the Disjoint Rings Topology

In a series of simulations, we examined the effect of the appropriate topology
on the performance of the semantic protocol extension. As described earlier in
this chapter, we developed the Disjoint Rings topology in order to decrease the
clustering in the propagation graph of the overlay network. From the simulations,
we concluded that without shaping an appropriate topology the number of reached
nodes by a query decreases, which also results in a decrease in the performance of
the protocol.
[Jovanovic et al., 2001] describes an experiment with the Gnutella protocol,
where the proportion of the practical and theoretical number of the reached nodes
is computed, based on snapshots of the Gnutella network. The reach is measured
with different T T L values. In the typical experiment, there are 10, 000 nodes with
average 4 connections each (Table 6.1). We were able to reproduce these results
with the GXS Simulator [Forstner et al., 2005b]. We found that the increase of
the proportion at higher T T Ls is due to the fact that the theoretical number of
the reached nodes approaches or overwhelms the number of nodes in the network.
Table 6.1. The effect of clustering on a random topology (nodes = 10.000, edges =
40.000)

TTL
1
2
3
4
5
6
7

Reach
100%
100%
98%
78%
66%
81%
91%

A simulation with the standard setup with 24, 000 nodes, 15 main topics, average 5 connections per node, and 20, 000 documents gave the following results. We
ran the simulation until its performance became "stable", that is, the percent of
answered queries did not change. The T T L parameter was set to 4, which implies
that the number of nodes that can theoretically reached by a query is 780. With
the random connections the average of this value was 764. Firstly, we did not spec-
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ified any topology. In this case the average hit rate for the first querying nodes
increased dramatically, however, as all the nodes transformed their connections,
this resulted in counterproductive connections, and the average number of nodes
reached by a query fell to as low as 170, from which 160 did have similar fields of
interest. The modified clustering coefficient almost reached 0.8.
Secondly the nodes shaped the Disjoint Rings topology. In that case the increase of the overall performance was slower, however, it was homogeneous for all
nodes. After receiving 50-60 queryhit messages, the nodes were able to reach as
much as 531 nodes with similar fields of interest with a query, and the hit rate
remained quite high.
The overview of the change in the hit rate is visualized in Figure 6.6.

Figure 6.6. The effect of the Disjoint Rings topology. The dark line represents the
network without a predefined topology, while the grey one is the result of the simulation
with the Disjoint Rings topology
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6.3.3

Validating the Results With the Predictions of the
Analytical Model

In the following simulations, we want to prove that our protocol extension can
achieve the answer ratio predicted by the analytical models. In the first simulation
series, the nodes did not issue off-topic queries (Section 4.4.2). The network size
was 24,000 nodes, there were 20,000 documents in the system, and each node
obtained an average of 20 documents and 5 links. The proportion of semantic
links per node in the different simulation runs from 0 (standard Gnutella case) to
5 (no random links). The results are shown in Table 6.2. The columns of the table
contain the average answer ratio given by the simulator and the prediction of that
value by the model (Equation. 4.22).
Table 6.2. Comparing the hit rate values of the model with the results of simulations
(No off-topic queries)

Protocol/Scenario

Psuccess,simulation

Psuccess,model

Gnutella

54,38

52,16

SemPeer with 1 sl*

55,64

56,66

SemPeer with 2 sl*

67,40

70,38

SemPeer with 3 sl*

87,52

89,34

SemPeer with 4 sl*

97,27

98,6

SemPeer with 5 sl*

98,68

99,18

*sl = semantic link

In Figure 6.7, we present the prediction of the model and the results from
the simulator on the same diagram. The digression from the model is less than
3 percent, which is an acceptable result. The digression is mainly due to two
phenomena. The first follows from the size of the network. [Jovanovic et al., 2001]
showed that the theoretical number of the reached nodes by a query (Eq ) can
approach or overwhelm the number of nodes in the network (or in semantic case,
the number of nodes with a given field of interest). This can cause the simulation
to give better results than the model predictions. We tried to minimize that factor
by ensuring sufficient number of nodes in each field of interest.
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The second issue to consider is that the model predicts an ideal and static case,
where all the nodes have the optimal connections, while the Bayesian process only
converges to that state. Even in that case when nodes do not leave or join the
network frequently and nodes do not change their fields of interest often, simulated
results will be slightly under the predicted answer ratio.

Figure 6.7. Comparing the hit rate values of the model with the results of simulations
(No off-topic queries)

In Table 6.3, we conclude the results of the next test case. The network size
was 48.000 nodes, there were 20.000 documents in the system, and each node hold
an average of 20 document and 5 links. The TTL value was set to 5. In 20%
of cases the nodes sent out queries for documents that are not in their fields of
interest. The used model in that case was the one described with (4.19).
The simulation results again approach the predictions of the model, and the
digression is less than 3 percent. In Figure 6.8, the prediction of the model and
the results of the simulations are shown. From the model, it follows that in this
particular case the system performance is maximized when there are four semantic
links out of five connections per node, and the answer ratio is approximately 0.85.
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Table 6.3. Comparing the hit rate values of the model to the results of simulations (20%
Off-topic queries)

Protocol/Scenario

Psuccess,simulation

Psuccess,model

Gnutella

54,6

54,6

SemPeer with 1 sl*

57,7

59,0

SemPeer with 2 sl*

67,7

70,6

SemPeer with 3 sl*

80,3

82,8

SemPeer with 4 sl*

86,3

84,4

SemPeer with 5 sl*

84,9

83,3

*sl = semantic link

6.4

The Decrease in Network Traffic

As we stated in Section 3.3.2, one of the key advantages of semantic overlay networks is the decrease of the number of messages sent by the nodes. Network traffic
has two components: the first is necessary to maintain the overlay network, while
the second component is the amount of messages required to obtain query hits.
In this section, firstly, we design a Peer-to-Peer network, search for the best
protocol parameters, and calculate the network traffic in different cases. Secondly,
we also calculate the protocol overhead, with a comparison of the orders of magnitude with other semantic extension schemas. Finally, we show the simulation
results on the message numbers needed by the protocol.

6.4.1

Calculating the network parameters with the help of
the model

Let our case study consists of 60.000 mobile devices with small storage capabilities.
We count on 15 different topics with an average of 20.000 documents per topic.
Up to 30 documents can be stored in the memory of each device. We expect at
least 84% hit rate, however, the communication costs should be as low as possible.
We expect that 15 percent of the queries will be off-topic, and 25 percent of the
stored documents are not in the field of interest of the nodes.
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Figure 6.8. Comparing the results of the simulator and the model in the case of inhomogeneous links

In table 6.4, we can examine the hit rates calculated by the model with the
parameter k=6.
Table 6.4. Hit rates calculated by the model with the parameter k=6

Protocol/Scenario
Gnutella
SemPeer w/1 sl*
SemPeer w/2 sl*
SemPeer w/3 sl*
SemPeer w/4 sl*
SemPeer w/5 sl*
SemPeer w/6 sl*

TTL=5
48,21
48,39
50,24
58,58
75,67
87,93
87,27

TTL=6
97,49
97,50
97,67
98,59
99,41
98,99
94,15

*sl = semantic link

One can see that the optimal result for our criteria is the TTL=5 case with 5
semantic links and 1 standard link. In that case there will be approximately 9330
messages sent out per query. When the TTL parameter is set to 6, the network is
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flooded with 65310 messages per query that is enough to reach almost every node
even with the standard Gnutella protocol.
Another possibility is to increase the outdegree of the nodes. When the TTL
parameter is set to 4, the results are the following (Table 6.5).
Table 6.5. Hit rates calculated by the model with the parameter k=8 and k=9

Protocol/Scenario
Gnutella
SemPeer w/7 sl*
SemPeer w/8 sl*
SemPeer w/9 sl*

k=8
29,66
81,08
84,80
n/a

k=9
42,55
84,49
87,52
86,83

*sl = semantic link

Our expectations are satisfied with 8 semantic links per node. In that case the
number of messages per query in the network is 4680 which is the lowest value of
the investigated cases. Compared to the basic Gnutella protocol, the number of
messages was decreased with more than 92 percent.

6.4.2

Message payload overhead

In this section, we use the statistics observed by our crawler to compare the message overhead of the different protocols. We expect 5 fields of interest per node as
a high estimation, and we suppose that the topics can be described with 2 bytes in
any taxonomy representation. With these values, our extension adds 11 bytes to
the query messages and to a few ping messages (Table 7.1). The replies to these
messages contain maximum 50 bytes payload for the protocol. Such extensions
that use only statistical decisions locally requires 0 bytes (Shortcuts, Acquaintances with LRU strategy, weighted friend lists and also DBFS ). However, the rest
of the investigated extensions fill the messages with significantly more payload.
Acquaintances with MRU strategy requires to send of k T T L ∗ Nf riends object names
for each connected links which is a couple of megabytes of data.
The members of the second group of extensions (Section 3.3.3) have similar
characteristics. Those that store only hash values of documents or keywords need
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only couple of tens of kilobytes per message, however, this is still 3 orders of
magnitude greater than our solution.
The extensions in the third group attaches semantic data to the query messages
to facilitate query routing. This means that the 50-100 KBytes of data are sent with
each query message, not the query hits. However, the number of query messages
is approximately k T T L times higher than that of query hit messages. Contrary to
the second group, this amount of data is independent from the dynamism of the
network.
The content-addressable protocols in the fourth group in Section 3.3.2 are
barely applicable in our transient context. The reason is the ineffectiveness of
transmitting the whole files to the nodes defined by the storage strategy, as this
transmission should happen quite often. However, these solutions can work with
the BitTorrent protocol, when only the torrent files are replicated in such way in
the network ([SymTorrent, 2005]).

6.4.3

Simulation results

Along with the message size, the number of messages required to achieve a query hit
is an important aspect of the protocol. We made a series of simulations to observe
how this number decreases when a semantic protocol is applied to a random mesh.
The network size was 24000 nodes, there were 20.000 documents in the system, and
each node obtained an average of 20 documents and 5 links. In this case we set the
distribution of the fields of interest (and also that of the documents) to uniform.
This time we set the T T L value to 4, which results in a slower convergence to the
predicted hit rate, however, the decrease in network traffic is more conspicuous.
The simulator collected the number of query messages sent in the network, and
time to time calculated how many of them is required to achieve a query hit. In
the simulation, a query hit means an exact hit, that is, when exactly the searched
document is found at a node. In case of the random mesh, approximately every
1620 query messages sent through the query propagation graph reached a query
hit. The nodes were able to replace their connections when they received reply
profiles in the query hit messages. After an average of 8 queries were sent out per
each node, the network was totally transformed to a more efficient topology that
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delivered a query hit per every 592 query messages. After 16 queries, this number
is under 400, and continues to decrease until around 300 messages per query hit
(Figure 6.9).

Figure 6.9. The changes in Query/Query Hit messages ratio

Figure 6.10 shows the increase in hit rate with this network transformation.
After the 8 queries the nodes can expect an average of 80.5% hit rate, and their
searches are successful in 89,6% of the cases after sending out 18 queries.
The explanation of this significant decrease in the network traffic is the snowball
effect. Recall that when the protocol selects a node based on its similar reply
profile, the node can deliver query hits through its connections, as probably its
neighbors have also similar fields of interests. Therefore, the node can find more
query hits at nodes at fewer hops distance, which means that a lower TTL value
can be sufficient. In Figure 6.11 we present a diagram that shows the ratio of the
percent of hits for a query to the hit distance measured in hops (the closest hop
distance, where the given file is to be found). When combining with the concept
of iterative deepening (Section 3.3.2.4) we can see that the gain is exponential,
because exponential growth of the number of nodes at the growing levels of the
query propagation tree. In case of desktop peers with higher resources these ratios
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Figure 6.10. The changes in hit rate

can be even better as nodes store much larger amount of documents, therefore,
even more query hits can be expected in one or two hops distance at similar nodes.

Figure 6.11. Hit rate changes at different distances measured in hops

6.5

Tolerance of dynamic behavior

When designing the protocol extension we paid special attention to the tolerance
of dynamic behavior. We avoided structured networks, and therefore, relocating
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large files or complete file indices in the network. In addition, we established
user profiles that are capable of maintaining the changes in the query propagation
tree without additional network traffic (Proposition 5.6). Therefore, we expect
only slight performance penalty in a dynamic environment compared to a stable
network. In the previous section, we saw that the entire overlay network can be
composed from random mesh to structured overlay network with observing the
results of a magnitude of 10 queries per node, therefore, the next results are not
surprising.
Since the replacement of the semantic links is connected to the information
collected by the query hit messages, we define the dynamism of the network to its
rate to the queries sent out by a node. Let L stand for the number of neighbor
nodes leaving during the period of time between issuing 2 queries. That is, L = n
means that during the time between 2 queries sent out by a node, it replaced n
times one of its neighbors (and their neighbors did the same amount of replaces,
and so on).
We set the parameters of our simulations according to the observed data described in Section 3.3.2, and made a series of simulations. We set the number of
semantic connections to k = 3 and k = 5, and made simulations with a network
with the observed dynamism (L = 1 and L = 1.7, accordingly), and also with a
stable network. The results are shown in Figure 6.12. From these simulations, we
observed that it worths maintaining a hostcache also for the semantic nodes (for
example by putting the replaced connections in a small size list), and utilize them
in case a semantic neighbor leaves the network.

6.6

Conclusions

In this chapter, we have given a semantic protocol extension to increase the performance of P2P information retrieval in a special, mobile environment. We required
the extension to meet the following conditions.
• It should be used in the context described in Section 3.3.2. Most importantly,
it should be resource-aware (both computing resource and bandwidth), robust, should tolerate the dynamic behavior of the nodes, and should enable
peer autonomy.
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Figure 6.12. The effect of dynamic behavior with different number of semantic links
(k)

• It should give better results than the standard unstructured protocol. More
strictly, it should approach the performance of the IdealSON protocol, which
is the optimal solution for the relaxed problem, described in Section 4.
• It should ensure an efficient topology for the overlay network.
We have given a protocol extension, the Sempeer, that can be appended to the
standard P2P messages. We have also given rules that describe how a node should
behave in order to participate in the semantic information retrieval. Our solution
is based on the semantic profiles introduced in the previous chapter. We have
also given an algorithm to ensure the topology-aware connection decisions of the
individual nodes. We established a simulation environment in order to experience
with the performance of the proposed solution, and also made comparisons to the
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standard Gnutella protocol and the predictions of the analytical model. We found
the following:
• In case of specialized and rare topics, SemPeer provides significantly better
recall ratio than the protocols that are not semantic information-aware.
• The semantic layer provides poor performance when used with off-topic
queries. Therefore an appropriate proportion of standard (random) and semantic connections should be used in inhomogeneous networks. In that case
the overall performance of the protocol is definitely better than that of the
basic unstructured versions.
• The proposed Disjoint Rings topology eliminates the counterproductive links
in the query propagation graph. Without the use of this topology, the performance falls quickly due to the decrease of the searching space.
• The comparison to the results of the analytical model showed that SemPeer almost achieves the performance of the optimal overlay network of the
relaxed, static approach.
• The number of messages to achieve a given recall value decreased significantly
with the use of the SemPeer protocol. We found that the proposed overlay
network results in a query hit in less hops distance than the basic layer. The
size of the appended data required for SemPeer is also smaller than that of
other semantic protocol extensions.
• The simulations also proved that, with the usual number of connections
per node, the dynamic behavior of the users has no significant effect to the
performance.
In the next chapter, we propose a concrete implementation of the protocol
extension together with a software package for mobile environment in order to
validate the low energy, memory and computing resource needs of our proposition.
We also prove the general applicability of the results with different taxonomies or
base protocols.

Chapter

7

Implementation of the results
7.1

Designing Symella

The low computing performance and limited storage capacity of the mobil devices
prevented to run fully functional P2P clients on them till the last couple of years.
With the spread of smartphones, this situation has changed. Our primary goal
was a Gnutella client for handheld devices that adapts to the characteristics of
the mobile environment, still capable of connecting to clients running on any other
platform. Moreover, we designed it modular to be easily extensible in order to
implement and test the results of the latest researches and protocol extensions
such as SemPeer. We selected the Symbian OS as the mobile platform to develop
for, as it is the most mature and most popular mobile operating system available
of its kind. Our application was named Symella, after the connection of the words
"Symbian" and "Gnutella".
There were numerous Gnutella clients available for desktop environments when
designing Symella, however, these versions considered totally different aspects than
those required by mobile applications, therefore, we had to find new solutions for
most of the problems.

7.2

The Architecture of Symella

In this section, we present the architecture of the application that fulfills the necessary requirements and is suitable for the Symbian OS (Figure 7.1). The engine
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of Symella is responsible for creating and managing the connections, to process
the queries, and to supervise the downloads. An intelligent host cache stores the
properties of the Gnutella clients, and it constantly collects and classifies the addresses arriving from different sources in order to enable the Connection manager
to use the best connections. The basics of the classification is the time necessary
to establish a connection. Moreover, reliable connections with high uptime are
also stored. The Message Parser is responsible for processing and forwarding the
messages.

Figure 7.1. The architecture of Symella

The best usage of the available bandwidth during download was a very emphasized aspect during application design, that is why we decided to support multithreaded download. This means that before starting to download, the Download
fragmenter logically divides the file into multiple smaller parts, then these fragments are downloaded in parallel from different nodes. Another task of the downloading subsystem is to collect query hits and collect those that point to the same
file, that is, when a file is found at multiple nodes. To support the SemPeer protocol, it also communicates with the Local profile manager, which, in turn, uses the
services of the Topic analyzer in order to manage the different profiles. We discuss
the role of this modules later.
Symbian constitutes not only the basis of the operating system, it is completed
with a User Interface (UI) layer, which can be very different by device types. Programming the UI of a Nokia Communicator with wide display and full QWERTY
keypad (Series 80 platform) is quite different from developing for the Sony Erics-
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son P900 series with touchscreen (UIQ platform). Since we did not intend to come
down to only one user interface, we prudently separated the platform-dependent
and platform-independent parts. As of writing, Symella supports the Series 80
and the S60 platforms. The latter one is very popular with the standard phones
with normal-sized displays and standard ITU-9 keypads.
The popularity of this client is due to the fact that this is the only, modern
P2P client in the Symbian world. More than fifty thousand active Symella users
worldwide prove the demand for distributed mobile applications. From our aspect,
however, is more valuable the clear and modular architecture that helps enhancing
the P2P protocols.
In the following sections, we give an overview of the protocol extensions made
to Gnutella to support SemPeer, followed by a comprehensive description of the
Symella module that enables the construction and utilization of semantic overlay
networks with different purposes and metadata-schemes.

7.3

Extending the Gnutella Protocol

One reason why we selected Gnutella is its support for protocol extensions. GGEP
(Section 3.2.1) is the means to carrier our SemPeer messages. Section 6.1 describes
the messages needed by our extension. There are two different kinds of data blocks
to be transferred between the nodes. The first one is attached to initiating messages
such as Ping and Query. The second one is the actual taxonomy part sent back to
the initiator attached to Pong and QueryHit messages.

7.3.1

The Ping and Query extensions

The aim of this data block is to sign for the receiving nodes that the initiator is
intending to collect the reply profile from the node that the message is sent to. It
also contains the abstraction level of the taxonomy the node is working with, in
order to decrease the amount of data send through the network.
There are three situations when this extension block is used. Firstly, in the
Ping message when connecting to a new, yet unknown node. Secondly, when the
node changes the abstraction level used. The third situation is when sending out
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query messages, indicating that nodes supporting the semantic extension sending
QueryHits should also attach their reply profile. The size of this extension is
minimal, only 11 bytes (Table 7.1).
Table 7.1. GGEP for Ping and Query messages

Magic byte
195

Flag
135

S

Extension name
e m P e e

r

Size
65

Abstraction level
l

The magic byte is initiating the GGEP extension. The flag indicates the size
of the extension name string and whether this is the last extension. The Size field
contains the size of the carried data, in GGEP-encoded format. This data is the
last byte, indicating which abstraction level the node is using.

7.3.2

The Pong and QueryHit extensions

This block contains the reply profile in a compact way. In order to decrease
network traffic, only the fields of interest that have a significant weight are sent in
the message; the rest of the concepts can be regarded as zero. Moreover, this reply
profile contains only concepts from the level of the taxonomy that is requested by
the extension of the Ping or Query message. The structure of this block is shown
in Table 7.2.
Table 7.2. GGEP for Pong and QueryHit messages

MB
195

Flag
135

S

Extension name
e m P e e

r

Size
(encoded)

Level
l

Concept 1
t1 Dt1 Rt1

Concept 2...

Let |x| stand for the size of the piece of data denoted with x. With this notation,
the size of the extension (in bytes) can be calculated as follows:
11 + Nt ∗ (|t| + |D| + |R|)

(7.1)

Nt stands for the number of fields of interest sent with the message. Besides the
11 bytes of the head, there are triples that contain the number of known documents
and the expectable answer probability in the selected topics or concepts. In case
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of the ID3 genre taxonomy, each triple occupies 4 bytes, and the size of the whole
extension does not exceeded 40 bytes.

7.4

Software Package for the SemPeer Protocol
Extension

To apply our results the most important task was to design and implement that
piece of mobile software that proves the justification of our research. We expected
the following properties from our general mobile semantic information retrieval
software:
• Enable the usage of different metadata schemas
• Enable the usage of different algorithms to obtain the metadata from the
documents
• Support the construction and maintenance of semantic profiles
• Cooperate with the Message parser module by generating and interpreting
the appropriate protocol extension blocks (in the demonstrated case, the
GGEP block)
• Cooperate with the Connection manager module to create the overlay network
In Figure 7.1, it can be seen that the engine contains two main modules to support the semantic information retrieval. The first is the Profile Analyzer. This
module is taxonomy-dependent, as it contains a ProfileProvider -derived class,
which describes the concepts in the taxonomy together with their relationships.
The second module, the Local Profile Manager is taxonomy-independent. The
detailed class diagram for these modules is shown in Figure 7.2.

7.4.1

Profile Analyzer

The Profile Analyzer module contains an abstract base class called CSRProfileProvider. For each supported taxonomy a derived class should be implemented,
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which can provide the necessary details through its interfaces. These taxonomies
contain the concept tree, where each concept is identified by its index value. This
index comes usually straightforward from the used structure; such appropriate indices are the byte that identifies a music genre in the MP3 tag, or the index of
the individual synsets in the WordNet ontology. Since these concepts (or topics)
constitute a tree structure, there is a function (GetParentIndexOf()) that provides
the hypernym of a concept (hyponyms, however, are not required by our algorithm). The function RootIndex(), in turn, provides the index of the root element
of the taxonomy. The interface of CSRProfileProvider enables the local profile
manager and the different profiles to perform their tasks independently from the
actual taxonomy used.
There is another task required to construct the semantic profile and to maintain the query profile, which depends on the used taxonomy: analyzing the files
stored or just downloaded in order to identify their topic(s). CSRTopicAnalyzator
is an abstract class that should be inherited by the concrete classes for the different taxonomies. The inherited class provides the interface AnalyzeFile(), and it
is transparent for the rest of the application whether it only returns the attached
metadata, extracts keywords from a text document locally, or uses any other resources such as web services in order to perform its duty.

7.4.2

Local Profile Manager

The two most important classes in this module are the CSRProfileBase and the
CSRLocalProfilesManager. The first one is the base class for the four different
profiles used by SemPeer. This facilitates the efficient store of the profile elements
(TProfileElement) such as inserting a new element with the different occurrence
counters or the appropriate probabilities. It also ensures efficient retrieval of existing concepts by index. The base class also supports the externalization and internalization of the profiles to persistent stores. The concrete derived classes (CSRSemanticProfile, CSRQueryProfile, CSRReplyProfile and CSRConnectionProfile) extend the basic functionality according to the role of each profile.
The construction of the profiles involve their internalization from the persistent
store and/or creating a new one based on local files (semantic profile), on the reply
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profile (connection profiles), on the semantic profile (query profile), or on multiple
profiles (reply profile).
The CSRLocalProfilesManager is responsible for managing the profiles (except
the connection profile). Its main methods are enumerated in the following.
• DetermineFieldsOfInterest(): Based on the query profile it determines and
stores the topics the user is interested in, in an array of TInterestField classes.
It also defines the appropriate compare level, the topic weights and the connection slot numbers and alignment for each interesting topic.
• InterestFields(): Provides the recognized fields of interests.
• GetAnswerRatio(), GetMaxKnownDocuments(): Returns the expectable answer ratio and the number of known documents in a given topic in order to
support reply profile construction.
• CreateReplyProfile(): Based on the previous functions it constructs the reply
profile of the node.
• MinimumAnsweringProbability(): Checks the connection profiles and returns
the lowmost value of the expectable answering probabilities in the specified
topic.
• Int32ToGGEP(), GGEPToInt32L(): These methods perform the special encoding required by some fields of the GGEP extensions.
• GetSemPeerLevelGGEPL(): Creates the GGEP extension according to Table
7.1.
• GetReplyGGEPL(): Creates the GGEP extension according to Table 7.2.
• ReplaceSimilarNode(): When the less similar semantic connection is marked
to be replaced by a more similar one, the index of the replaceable connection
is stored with the new connection (CSANode::SimilarToFireIndex ). If the
new connection is established successfully, the connection to the less similar
one is closed.
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From the class diagram, it can be seen that the connection profile is different
from the others, as that profile is not owned by the local profile manager class but
by the CSANode class that represents a connection. Every instance of this class
contains a semantic profile in order to describe semantically the value of that link.
When a QueryHit (or pong) message with a SemPeer extension block arrives,
the profile manager analyzes the attached reply profile by calling CheckProfile(). If
there is a topic in the reply profile that is also enumerated in the InterestField array,
MinimumAnsweringProbability() is called to determine whether the new connection is of greater value. If it is, a new connection that calls ReplaceSimilarNode()
on success as described above is initiated.
Every time a file download has been performed, the download manager notifies
the local profiles manager, which, in turn, calls the TopicAnalyzator to obtain the
required metadata (topic). The manager then updates the query profile, and also
the connection profiles of each connected nodes. If a connection delivered a file for
the given search request, it is updated as a positive observation, otherwise it is a
negative experience (AddOccurrence()).
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Figure 7.2. Diagram of the classes supporting the protocol extension
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The performance of the implementation
Energy Consumption

When talking about the energy consumption of mobile devices, not only the technical perspective is important, but the market expectations should also be considered [TNS, 2005]. Within the last ten years the battery capacity has only increased by 80% [Andersson et al., 2006], while the number and energy needs of
hardware modules increased more significantly. From one aspect, the consumption of the new hardware modules (such as wireless adapters, DSPs, advanced
mobile processors) should be minimized as they are the principal battery drainers. However, the hardware fulfills software needs, and therefore, the software is
the ultimate consumer of energy [Lu et al., 2000]. Therefore, there is a common
understanding that the application code itself holds the solution to the energy consumption problem [Creus and Kuulusa, 2007], [Flinn and Satyanarayanan, 1999],
[Ellis, 1999], [Noble, 2000], [Tan et al., 2003].
In order to study the efficiency of our protocol implementation we conducted a
series of measurements comparing the extra energy consumption of the advanced
Symella client using the SemPeer extension to the one that does not use the semantic layer. We conducted extensive measurements on the Nokia N80 and N95
devices.
We used the Performance Investigator (PI) plug-in of the Carbide.C++ development environment for our experiments. PI consists of a profiler application that
runs on an S60 3rd Edition device and collects information on processes, memory, and battery usage. Then, within Carbide.C++ development environment, the
Performance Investigator Analyzer allows analyzing the information collected.
We ran typical scenarios that involved software initialization, connecting to
the network by using web caches, maintaining 8 connections searching always for
the same 3 music files, and from the results list downloading always the same 5
files. We conducted the measurements 8 times with every clients, and examined
the average values. However, it is important to note there that the computing
power needs (and therefore, the energy needs) of the SemPeer protocol extension
can differ according to the algorithm used to gather semantic information from the
downloaded or stored documents. During the measurements we used the algorithm
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that extracts the ID3 metadata from music files. Other algorithms that build on
the attached metadata have very similar performance characteristics.
The PI tool is able to show the power consumption of the whole device, which
depends on the given hardware (display size, brightness, other active hardware
modules), and also depends on the services run by the operating system. We tried
to establish the measurement context to be the same for each experiment.
Table 7.3. Power usage of the Gnutella clients with different protocols on Nokia N80
device (mW).

Gnutella
1214,2
1209,0
1208,3
1211,4
1207,1
1210,2
1214,3
1210,2
1209,9
1208,8
1210,34

SemPeer
1230,3
1235,8
1231,1
1237,0
1229,7
1234,7
1235,6
1226,7
1228,0
1232,5
1232,14

From the statistics (Table 7.3), we can observe that the standard Gnutella client
used an average of 1210,3 mW, while the SemPeer client used an average of 1232,1
mW power in case of the N80 device. This is a low as 1,8% difference in power
consumption. In case of the Nokia N95 device (Table 7.4), we have 1007,5 mW
for the Gnutella client, and 1025,38 mW for the SemPeer client. The difference in
power consumption is again under 1,8%. We had similar results with other devices.
We were barely able to point out the increase in power usage due to the increased
number of CPU cycles, as the characteristics were quite the same. However, we
found that this increase is mostly owed to the extra attempts made to connect to
nodes that might deliver better hit rate, according to the SemPeer extension.
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Table 7.4. Power usage of the Gnutella clients with different protocols on Nokia N95
device (mW).

Gnutella
1008,8
1022,3
1012,3
970,4
1030,4
1004,3
1022,8
996,8
1028,4
979,4
1007,59

7.5.2

SemPeer
993,2
1001,8
994,7
1033,6
1048,4
1021,1
1082,4
989,3
1020,0
1069,3
1025,38

Memory Requirements Analysis

The memory requirements of the SemPeer protocol extension can be approximated
with static-code analysis. It is important to note that the amount of memory
needed at certain points depends on the used taxonomy. The following analysis
was performed with the music genre taxonomy introduced earlier, and we show also
our estimations with a very complex, 4-level-deep taxonomy with ten thousands of
keywords (this is the case with the keywords in WordNet) as an extreme example.
The first data structure is the Semantic Profile which consists of the topics of
the stored files. Our understanding based on the crawled data is that, alongside
with the files that belong to the average 4 fields of interest of the user, there are
usually a few files that can be described with 2 to 3 times the number of these
topics. One entry in the MP3-profile is described with 3 bytes (one for the music
genre and two additional as the occurrence counter), and it is completed with 4
bytes required to maintain the tree structure, therefore, the average size of the
semantic profile consists of 84 bytes. In case of the 4-level taxonomy, we calculate
with the size of elements between the topics and the root element. One keyword
can be identified with 2 bytes, as the number of keywords is less than 216 (WordNet,
for example, contains 82.115 synsets for nouns). The worst case is when the topics
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do not have any common hypernym in the taxonomy, therefore, the size of the
profile is 336 bytes.
The calculation of the size of the Reply Profile looks very similar, however, we
should count with one extra byte per entry for the expectable answer ratio, and
there is no need to store and send topics with marginal interest. Therefore, this
profile occupies maximum 28 bytes with the music genre taxonomy and 112 bytes
with the keyword taxonomy.
In case of the query profile, we should again rely on the crawled data. Although
the ratio of off-topic queries per user can be estimated with low variance, the
number of topics of the downloaded off-topic documents can vary significantly.
However, a strong upper estimation of the size of this profile is when we suppose
that the user downloads documents from 20% of the topic space. Usually this ratio
is less than 10%. The entries contain the topic index and two 2-byte occurrence
counters: the α and β parameters of the Beta distribution. With these estimations,
the query profile contains 42 elements with 9 bytes each in case of the music genre
taxonomy, that makes 378 bytes. With the keyword taxonomy, this means 16.000
times 10 bytes, that is, 160 kilobytes.
As we observed in the crawler, the user downloads an average of 5 files in one
session. The worst case is that all of these files are from different off-topic fields,
therefore, the connection profiles contain these 5 fields and their hypernyms as
surplus for the reply profiles. With this calculation, the query profile contains 9
elements with 9 bytes each in case of the music genre taxonomy, that makes 81
bytes. With the keyword taxonomy, this means 27 times 10 bytes, that is, 270
bytes. In case of 8 connections these results in 648 and 2.160 bytes, according to
the two taxonomies.
In Table 7.5 we concluded these calculations. The concrete implementation
of the class inherited from CSRProfileProvider might also allocate memory for
the local representation of the used taxonomy. According to the amount of available memory and the size of the taxonomy, this can contain the whole taxonomy
structure.
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Table 7.5. Estimated memory usage of the semantic profiles in bytes.

Semantic profile
Reply profile
Query Profile
Connection Profile
8 Connection profiles
Memory requirement with 8 conns

music genre taxonomy
84
28
378
81
648
1138

keyword taxonomy
336
112
160000
270
2160
162608
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Conclusions

In this chapter we presented a protocol extension implementation and a software
package that enables efficient semantic information retrieval in a mobile environment. The structure is designed in a way that enables the separation of the business logic that enables the user profile construction and matching from the rest of
the client software. This separation makes it possible to use the components in
other, semantic data-aware distributed mobile applications. Application fields involve different m-advertising solutions where the quick and accurate classification
of users is the key enabler, and the ability to constantly update the model with
the observed data is a must.
The main characteristics of our implementation are the following.
• It makes it possible to be integrated with the most of unstructured P2P
protocols.
• It enables the quick integration of any taxonomy.
• The business logic for the extension does not require significant additional
computing resources, memory and electric power, compared to the basic
unstructured protocol.
• The protocol extension does not increase the size of P2P messages.
Because of these characteristics, and the good performance of the extension
described in the previous chapter, we found that our proposed solution for the
semantic P2P information retrieval in mobile environment meets the expectations.
In the next chapter, after concluding the contributions of this work, an enumeration
of the possible improvements and some other open issues can be found.
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Conclusions
8.1

Summary

The results that I have provided in this work are summarized in four theses. I have
proven these results with engineering and mathematical methods, and I have illustrated their practical relevance in engineering applications. Later in this chapter,
I also provide certain future directions of research and applications.

8.1.1

Thesis I

Related publications: [Forstner, 2006]
[Forstner and Charaf, 2005b] [Forstner and Charaf, 2006b]
[Forstner and Charaf, 2005c] [Forstner and Charaf, 2006a]
I have given an analytic model for clustered P2P information retrieval systems
with semantic overlay networks. The model can predict the expectable query hit
probability of an optimal protocol with different network and protocol parameters.
I have introduced the concept of clustering in the query propagation graph, and I
have defined the properties of a measure that characterize the clusteredness of a
query propagation graph.
• I have given a classification of the counterproductive links in the query propagation graph.
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• I have provided clustering coefficients and I have proven that they satisfy the
expected properties.
• I have given an analytic model about which I have shown that it provides
the expectable query hit rate in a homogeneous P2P network.
• I have provided an extended model, and I have proven that it is able to work
with nodes that have standard and semantic links.
• I have proven that a node can maximize its expectable answer ratio in a topic
t in the absence of Dn and Dt , if it selects the connection through which the
propagation tree with the highest number of documents in topic t can be
reached.
• I have provided an extended model, and I have proven that it provides the
expectable query hit rate in the case when nodes also store documents that
do not belong to their fields of interest.

8.1.2

Thesis II

Related publications: [Forstner et al., 2007]
[Forstner and Charaf, 2007] [Forstner and Charaf, 2008]
[Forstner et al., 2008]
• I have proposed a structure to describe the fields of interests of a user based
on the stored documents. I have shown that the precision of this description
depends on the algorithm that provides the keywords of the files.
• I have suggested the connection profile, a semantic description of a connection based on a taxonomy. I have given a Bayesian process to maintain an
approximation of the query hit probability PtC in a given topic t and connection C in the connection profile. I have shown that E(PtC ) =
a variance of

Var(PtC )

=

α
,
α+β

with

αβ
.
(αβ)2 (α+β+1)

• I have proposed the reply profile, a means for a node to self-describe its
expectable answering probability Rt in each topic t. I have proven that the
value of Rt tends to the minimum expectable answer ratio a node can achieve.
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• I have given the query profile, a user model that characterizes the fields of
interest of a person by approximating the probability (Qt ) of issuing a query
in a given t topic. I have proposed a Bayesian process to maintain the query
profile. I have shown that with this process E(Qt ) =
Var(Qt ) =

α
,
α+β

with a variance of

αβ
.
(αβ)2 (α+β+1)

I have given algorithms to initialize the hypotheses of the Bayesian processes,
together with algorithms that provides observations (experiments) to them.
I have also given a mechanism to fade older data.

8.1.3

Thesis III

Related publications: [Forstner et al., 2005b]
[Forstner and Charaf, 2005d] [Forstner and Charaf, 2004]
[Forstner and Charaf, 2005a] [Forstner et al., 2005a]
[Forstner and Charaf, 2005f] [Forstner et al., 2006b]
[Forstner and Charaf, 2005e] [Forstner et al., 2006a]
I have given algorithms and protocol extensions to support semantic information retrieval in mobile environment. I have proposed an algorithm to shape a
topology that prevents clustering in the query propagation graph. I have examined
the performance of the protocol with a series of simulations. In detail,
• I have proposed a protocol extension to efficiently exchange semantic information between nodes.
• I provided an algorithm to decide whether a new connection to a candidate
node should be established.
• I have proven that this algorithm increases the query hit rate Psuccess,t in a
topic t to achieve the optimal value Psuccess,IdealSON,t .
• I have suggested an algorithm that shapes a clusteredness-aware topology
(Disjoint Rings) for the semantic overlay network based on local decisions.
• I have proven a proposition that gives the lower limits of the number of
different counterproductive links in case of the Disjoint Rings topology.
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• I have proposed and proven an algorithm to eliminate the clustering in the
query propagation graph of SONs.
• I have adapted a simulation environment to measure the performance of the
protocol extension.
• I have proven by measurements that the SemPeer protocol extension can
increase the hit rate when searching for files in the fields of interest of a user
• I have provided measurements that prove that the highest hit rate can be
achieved by proper combination of semantic and random links.
• I have shown the effect of using my topology to the performance of the P2P
network
• I have provided comparisons to validate my analytical model and to compare
the performance of my protocol to the predicted values.
• I have shown that decrease in the network traffic can be achieved with the
protocol extension.

8.1.4

Thesis IV

Related publications: [Forstner et al., 2004]
[Kelényi et al., 2007] [Forstner and Kelényi, 2006]
[Lengyel et al., 2006] [Forstner et al., 2006d]
[Forstner et al., 2006c] [Kereskényi et al., 2006a]
[Kereskényi et al., 2005] [Kereskényi et al., 2006b]
• I have contributed a specific implementation of my protocol as a generic
Gnutella extension about which I have shown that it generates small overhead.
• I have designed and implemented a modular software package for my extension, which can be used with different base protocols and which is independent from the used taxonomy.
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• I have shown that the implementation of the SemPeer protocol extension has
small memory and computing requirements
• I have also shown that the implementation does not require significant extra
power from the mobile device.

8.2

Future work

In our theses we used efficient algorithms that exploits the metadata from the
stored documents. The easiest case was when the documents already contained
specific fields for the metadata, for example in case of text documents described
with a schema defined by the Dublin Core initiative, or the mp3 music files with
ID3 tags. For short text documents, there are also efficient implementations of
the TFIDF algorithm to retrieve the describing keywords. There are methods
elaborated to characterize audio and video streams, pictures and other kinds of
documents by analyzing them with a more complex algorithm, however, such kind
of algorithms cannot be used in mobile devices efficiently because of the low computing and storage capacities of these computers. Research efforts are initiated to
design a distributed version of these algorithms, and also there are investigations
on persistent metadata storage in Peer-to-Peer networks. We designed our system
to be able to incorporate the results of these researches when available.
We designed our protocol to be fully unstructured, and therefore, it can be
utilized even in an ad-hoc situation. However, there might be cases when we can
expect few dedicated, long-running nodes with higher amount of resources. Such a
situation can be utilized to construct a semi-structured network that can decrease
the time required to find and establish semantic connections. The chances of a
structured solution in the dynamic environment should also be investigated.
The SemPeer protocol extension does not deal with the situation when there
are very unpopular topics in the network. In that case it could happen that the
random query propagation graphs do not contain any node that shares this topic
and obtains further connections to similar nodes. To discover such similar nodes,
one solution can be the issuing of "walker" messages, that is, messages with very
high T T L value, and these messages should be propagated through one outlink
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per node only. However, walker solutions constrain peer autonomy and can hardly
guarantee that the walker message returns with success. An optimal unstructured
solution is still subject of further research.
The effectiveness of the semantic overlay networks highly depends on the quality
of metadata provided by the nodes in the network. Therefore, nodes are exposed
to information derived by others in the network (in our case, for example, the
reply profile is such outer information), and therefore, they depend on the correct
behavior of other nodes. However, there can always be evil or misbehaving clients
that may send incorrect protocol data, usually to procure incoming connections to
circulate their unwanted advertisements in the network. Although our SemPeer
protocol can reveal such clients in time, with the incorporation and customization
of distributed trust management such connections could be fully avoided. Measurements should be performed to compare the overhead of a reputation system
to the expectable loss caused by the misbehaving nodes.
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