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1 Introduction

The dissertation describes work on how Logic Programming can be used in various knowledge

intensive applications. The contributions described here include algorithms and tools for

efficient Description Logics reasoning, semantic comparison of source programs and semi-

automated creation of meta-information.

Semantic technologies form the basis of building software systems that work with the

meaning of various kinds of information rather than with their textual form. The main idea is

to reason about some sort of knowledge represented in a machine processable way. The most

important parts of this process are knowledge representation and knowledge management.

The dissertation deals with two groups of knowledge representation and management

technologies: Logic Programming and Description Logic systems. Combination of these

approaches creates interesting challenges: the idea of the so-called Description Logic Pro-

gramming has been introduced in 2003. Several results in the present dissertation contribute

to this area of semantic technologies.

In the following we first introduce the basic notions of Logic Programming and Descrip-

tion Logic, then, using these, we precisely formulate the research objectives.

2 Background

The main idea of Logic Programming is to use mathematical logic as a programming lan-

guage. The execution of a logic program can be viewed as a reasoning process. Prolog

(PRogramming in LOGic) [1] is the first and so far the most widely used logic programming

language. Prolog uses Horn-clauses and SLD resolution [2] for reasoning. The basic elements

of the Prolog execution process are unification based procedure invocation and backtracking.

Prolog, and logic programming in general, is successfully used in several areas of computer

science. These include natural language processing, planning, expert systems, different kinds

of reasoning systems, and information integration [3].

Description Logics (DLs) [4] is a family of simple logic languages used for knowledge rep-

resentation. DLs are used for describing various kinds of knowledge of a selected field as well

as of general nature. Description Logics (DLs) are becoming widespread thanks to the recent

trend of using semantics in various systems and applications. As an example, in the Semantic

Web idea, semantics is captured in the form of expressive ontologies, described in the Web

Ontology Language (OWL) [5]. This language is mostly based on the SHIQ description

logic language and it is intended to be the standard knowledge representation format of the

Web. Other application fields of description logics include natural language processing [6],

medical systems [7], information integration [8] and complex engineering systems [9].

The description logic approach uses concepts to represent sets of objects, and roles to de-

scribe binary relations between concepts. Objects are the instances occurring in the modelled

application field, and thus are also called instances or individuals.

A description logic knowledge base KB is a set of DL axioms consisting of two disjoint

parts: the TBox and the ABox. These are sometimes referred to as KBT and KBA. The
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TBox, in its simplest form, contains terminology axioms of form C ⊑ D (concept C is

subsumed by D). In more complex DLs the TBox may also contain axioms about roles.

The ABox stores knowledge about the individuals in the world: a concept assertion of form

C(i) denotes that i is an instance of concept C, while a role assertion R(i, j) means that the

objects i and j are related through role R.

Concepts and roles may either be atomic or composite. A composite concept is built from

atomic concepts using constructors. The expressiveness of a DL language depends on the

constructors allowed for building composite concepts or roles. Obviously there is a trade-off

between expressiveness and inference complexity.

A widely used DL language is SHIQ. Here, concepts (denoted by C and D) are built

from role names (denoted by R and S), concept names (also called atomic concepts), the top

and bottom concepts (⊤ and ⊥) using the following constructors: intersection (C⊓D), union

(C⊔D), negation (¬C), value restriction (∀R. C), existential restriction (∃R. C) and qualified

number restrictions (> n R. C and 6 n R. C). In addition to the concept subsumption axioms

introduced above, one can also define a hierarchy between roles (R ⊑ S), use the inverse of

a role (R−) and finally, declare that a role is transitive (Trans(R)).

The basic inference tasks concerning the TBox can be reduced to determining if a given

concept C is satisfiable with respect to a given TBox or not. ABox-inference tasks require

both a TBox and an ABox. We deal with two ABox-reasoning problems: instance check and

instance retrieval. In an instance check problem, a query-concept C and an individual i is

given. The question is whether C(i) is entailed by the TBox and the ABox. In an instance

retrieval problem the task is to retrieve all the instances of a query-concept C, entailed by

the TBox and the ABox.

3 Research Objectives

The overall goal of the work described in this thesis is to prove the viability of Logic Pro-

gramming as a paradigm for declarative knowledge representation and reasoning for semantic

technologies. This goal is achieved by proposing solutions for 4 problems. The first two prob-

lems deal with the two aspects of Description Logics: the open and the closed world. In the

proposed solutions we develop algorithms that are efficient for large datasets. The other two

questions deal with further representative areas of semantic technologies.

Question 1. Is it possible to create a reasoning algorithm that efficiently solves the instance

retrieval problem for the SHIQ language when large amount of underlying data is expected?

Traditional algorithms for Description Logic instance retrieval are inefficient for large

ABoxes. The fundamental reason behind this is that the traditional approach reduces the

problem of instance retrieval to the problem of instance check over all the individuals in the

ABox. This results in serious scalability problems and practically makes it impossible to

store DL instances in databases. As Description Logics are becoming popular in areas such

as the Semantic Web and information integration, it is very important to have systems that

can reason efficiently over large data sets.

2



We have developed an approach to transform description logic axioms into a Prolog

program. This transformation is done without any knowledge on the ABox individuals: these

are accessed dynamically during the normal Prolog execution of the generated program. This

technique, together with the top-down Prolog execution, implies that only those pieces of

data are accessed which are indeed important for answering the query. This allows us to

store the individuals in a database instead of memory, which results in better scalability and

helps using description logic ontologies directly on top of existing information sources.

Question 2. Is it possible to use a modeling language for information integration that com-

bines the best features of the object oriented and Description Logic modeling paradigms?

We deal with the group of Information Integration systems which manage the models of

the information sources represented in some modelling framework, such as UML or Descrip-

tion Logics. These models are not homogeneous as some of them represent fairly precise

existing or virtual information sources, while others represent high-level mental models of

user groups. Thus it is important to have a hybrid approach where different modelling

paradigms can be used for models at different abstraction levels.

We have extended the modelling language of an existing information integration system

to incorporate several Description Logic constructs, in addition to the UML-like ones. In the

envisioned scenario, the high-level models of the users are formulated in Description Logic

and via appropriate definitions they are connected to the lower-level object oriented models.

We have developed the corresponding modelling methodology and specified the ways how

Description Logic constructs are transformed into query goals.

Question 3. What methods and algorithms should we use if our task is to determine the

similarity degree of a large set of source programs?

Solutions for detecting plagiarism in essays and other kinds of written materials are not

adequate when comparing source programs. It is an important task, however, to detect the

duplication of programs or parts of these in case of programming assignments. Unfortunately,

checking these programs by hand seems to be beyond possibility. Thus, it is important to

develop methods and tools to assess the similarity of programs in order to narrow down the

need for manual testing to an acceptable amount.

We have designed a generic program structure comparison framework and implemented

it for the Prolog and SML programming languages. The main idea is to transform the

source codes into mathematical objects. Now, instead of providing sophisticated comparison

techniques that are resistant to the most common tricks we apply reduction steps to create

more abstract views of the programs. These views are then compared by using relatively

simple comparison algorithms. This approach makes our system fairly efficient and easy to

customise.
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Question 4. Is it possible to develop methods that partly, or completely, automatize the

process of annotating resources with meta-information?

Document management systems attach certain kinds of meta information to documents

for organisation and query purposes. The most important of such meta information is the

classification of a given document. These pieces of meta information are usually specified

manually, which may require enormous efforts. It is also true that some meta information,

e.g. number of references, cannot be managed manually as they change over time. Thus it

is important to have tools and methods that allow the attachment of meta information to

documents in a more automated way.

We have developed a software system that manages a pool of generic objects together

with their properties and supports reasoning on these. The main idea of the system is to infer

new properties about the objects, using their existing properties and a set of user defined

rules. These rules are given in a special logic programming language, providing intuitive

syntax and adequate expressive power.

4 New scientific results

Thesis 1. Based on [10] and [11], I developed the theoretical basis of the DLog description

logic reasoner and proved the soundness and completeness of the proposed algorithms. I was

the lead architect and developer of the DLog system. [J1, C3, C4, C5, T4, T5, T6]

The DLog system is a joint work with my advisor Dr. Szeredi Péter and Zsolt Zombori.

Zsolt Nagy and Péter Borosán have also worked on the project. In the following I describe

those results that are my own contributions to DLog.

The main idea of the DLog approach is that we transform a SHIQ knowledge base KB

into first-order clauses and from these we generate Prolog code. First, using the results of [10]

and [11], we transform KB into first-order clauses of the form listed in the figure below. Here

clauses (1)–(4) come from the TBox, while (5)–(6) are simple ABox clauses. P(x) denotes a

nonempty disjunction of possibly negated unary literals: (¬)P1(x) ∨ . . . ∨ (¬)Pn(x).

(1) ¬R(x, y) ∨ S(y, x)

(2) ¬R(x, y) ∨ S(x, y)

(3) P(x)

(4)
∨

i,j,k ¬Rk(xi, xj) ∨
∨

i P(xi) ∨
∨

i,j(xi = xj)

(5) R(a, b)

(6) C(a)

We introduce the notion of DL-clause. A clause C is said to be a DL clause if it satisfies

the following properties: (p1) C is function free, i.e. there is no literal in C that contains
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function symbols; (p2) C either contains a binary literal or it contains at most one variable;

(p3) If there is a binary literal in C then each variable in C occurs in at least one binary

literal; (p4) If C contains a positive binary literal B, then all remaining literals C ′ = C \{B}

are negative binary literals, and the set of variables of C ′ and B is the same.

It can be easily seen that clauses (1)–(6) in the figure above are DL clauses. Also, DL

clauses are more general than clauses that can be derived from a SHIQ knowledge base (we

can describe the union and intersection or roles, for example). As a consequence of this, the

results involving DL clauses can be used for DL knowledge bases that are more expressive

than SHIQ.

Thesis 1.A. I specialised the PTTP technology for DL-clauses.

The Prolog Technology Theorem Prover approach (PTTP) was suggested by Mark E.

Stickel [12]. PTTP is a sound and complete approach that builds a first order theorem prover

on top of Prolog. The basic idea is to generate the contrapositives of the first-order clauses

and use these to create a Prolog program. A FOL clause
∨

1≤i≤n Li has n contrapositives for

each 1 ≤ k ≤ n:

Lk :- ¬L1, . . . ,¬Lk−1,¬Lk+1, . . . ,¬Ln

Besides generating contrapositives, the PTTP approach extends the standard Prolog

execution with occurs check and ancestor resolution and uses iterative deepening as an

alternative of the standard depth-first Prolog search strategy. Ancestor resolution is used to

support the factoring inference rule: two unifiable literals in the resolvent can be replaced

by a single one [13]. Ancestor resolution is implemented in Prolog by building an ancestor

list which contains open predicate calls. If the ancestor list contains a literal which can be

unified with the negation of the current goal literal, then the goal literal succeeds and the

unification with the ancestor element is performed.

Although the PTTP technology could be directly used on DL clauses, we examined

whether it is possible to specialise the generic technique for DL clauses.

Definition 1.1 By the DL program corresponding to a set of DL clauses S, denoted by

PDL(S), we mean the set of Horn clauses that are the contrapositives of S, i.e. PDL(S) =

{C|C is a contrapositive of C0, and C0 ∈ S}.

We summarise our results in the following theorem. In the proof of this claim we introduce

and prove several lemmas in the dissertation.

Theorem 1.1 (Lukácsy and Szeredi [J1]) Let S be a set of DL clauses and Q a con-

junctive query. Let P be a set of Prolog clauses obtained from PDL(S) by removing clauses

with negated binaries in the head, and by ordering clause bodies according to the binary-first

rule. Let us extend a standard Prolog engine with (1) loop elimination and (2) deterministic

ancestor resolution for unary predicates only. If the extended Prolog engine is invoked with

the program P and goal Q, it will terminate and enumerate those and only those constant

instantiations of the variables of Q for which Q is entailed by S.
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In the following figure we summarise the principles we use in the execution of DL predi-

cates and compare these to their counterparts in PTTP.

• DLog uses normal Prolog unification rather than unification with occurs check

• DLog uses loop elimination instead of iterative deepening

• DLog eliminates contrapositives with negated binary literals in the head

• DLog does not apply ancestor resolution for roles

• DLog uses deterministic ancestor resolution

Using these results I developed a compilation scheme which generates standard Prolog

programs directly including the above mentioned extensions.

Thesis 1.B. I defined a generic compilation scheme for DL-programs.

During compilation we distinguish between TBox and ABox DL predicates which are de-

noted by PDL(KBT ) and PDL(KBA), respectively. The signature of PDL(KBT ) (PDL(KBA))

is the set of functors that appear anywhere in PDL(KBT ) (PDL(KBA)). Let T and Z be

arbitrary Prolog terms. The expanded version of T wrt. Z, denoted by Expd(T, Z), is defined

as the variant of T which has one more argument and this new (last) argument is Z.

Definition 1.2 For an arbitrary Prolog clause C with head H and body B1, . . . , Bn the

ancestorised form of C, Ω(C), is a Prolog clause defined as follows. The head of Ω(C) is

Expd(H, AL), where AL is a newly introduced variable. The body of Ω(C) is E0, E1, . . . , En.

E0 is the goal ‘AncL = [H|AL]’ and Ei = Expd(Bi, AncL), for i > 0.

Definition 1.3 Let P be a TBox DL predicate with functor N/A and its clauses C1, . . . , Cn, n ≥

0. Let H denote a term with name N and arity A, where every argument is a distinct vari-

able. By ∆(P ) we denote a sequence of clauses F1, . . . , Fn+3, called the compiled version of

P . Here, clauses F1, F2 and F3 are the following:

• Expd(H, AL) :- member(G, AL), G==H, !, fail.

• Expd(H, AL) :- memberchk(neg(H), AL).

• Expd(H, AL) :- H.

F3+i = Ω(Ci), i > 0, i.e. the remaining clauses of ∆(P ) are the ancestorised versions of the

clauses C1, . . . , Cn, n ≥ 0.

Finally we define the compiled form of a DL program. This contains the compiled form

of the predicates in the TBox for every possible functor as well as the unmodified ABox

predicates.
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Definition 1.4 (Compiled form of DL programs) Let KB be an SHIQ knowledge base,

and let S = {N1/A1, . . . , Nk/Ak} be the signature of PDL(KBT ). The compiled form of

the DL program of KB, i.e. PDL(KB), is the set {CZ1, . . . , CZk} ∪ PDL(KBA), where

CZi = ∆(Zi) and Zi = {C ∈ PDL(KBT )| head of C has functor Ni/Ai}.

Theorem 1.2 (Lukácsy and Szeredi [J1, C4]) The compilation scheme introduced above

is sound and complete, the resulting Prolog program terminates for arbitrary instance re-

trieval question.

We now have a generic compilation scheme the input of which is a set of DL-clauses

(capable of capturing a SHIQ description logic knowledge base) and the output of which is

a Prolog program that can be run using the normal Prolog execution.

Thesis 1.C. I developed a series of optimisations for SHIQ knowledge bases that result in

a much more efficient Prolog translation compared to the generic 1.4 compilation scheme.

Although the translation principles presented in Thesis 1.B can be used directly, we can

get much more efficient Prolog translation if we apply certain optimisations on the generated

code. In the dissertation I defined 8 optimisation techniques for translating SHIQ axioms.

These are summarised in the figure below.

At the very first step we do filtering: we remove those clauses that need not to be included

in the final program as they are not used in the execution. We prove that clauses having the

false-orphan or two-orphan properties are eliminable.

In the second step we categorise the remaining clauses: from specific groups of predicates

we can generate more efficient Prolog code. We partition the clauses of PDL(KB) into

atomic, query, orphan and generic classes. The latter has several subcategories as well.

The further optimisation steps can be applied in an arbitrary order.

roles

filtering classifying

ordering indexing ground g.
decom-
position

superset

Prolog
code

During ordering we order the goals in the body of the generated clauses so as to minimise

the execution time. In the dissertation I define a heuristic and specify an algorithm that
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uses this for ordering. The idea of indexing is to get around the problem that in most

Prolog systems indexing is done only on the first argument of the head and this may raise

performance issues if we use Prolog for storing large amounts of ABox facts. Ground goal

optimisation makes sure that that the truth value of ground goals, i.e. goals with only

instantiated arguments, is calculated only once. To achieve this, we create two versions of the

unary predicates corresponding to whether we assume that the head variable is instantiated

or not. The goal of decomposition is to split a body into independent components: this

recursive process introduces a more refined notion of body ordering and a generalisation of

the ground goal optimisation. In the dissertation I precisely define the decomposition process

and specify its relation to the body ordering algorithms. The idea of superset is to determine

for each predicate P a set of instances S for which I(P ) ⊆ S holds. Here, I(P ) denotes the

set of solutions of P . If the size of S is not significantly greater than the size of I(P ), then

we can use S to efficiently reduce the initial instance retrieval problem to a finite number

of instance checks. In the dissertation I define the notion of miniset graphs and minisets. I

prove that the so-called miniset of a predicate fulfills the above criteria. Finally, I define an

efficient translation scheme for SHIQ role axioms (R ⊑ S, R ≡ S and R ≡ S−).

Theorem 1.3 (Lukácsy és Szeredi [J1]) The transformation steps described above are

sound and complete.

Thesis 1.D. I implemented the methods discussed in Theses 1.A–1.C in the DLog system

and carried out a detailed performance analysis of the system.

DLog is a resolution based Description Logic ABox reasoner over the SHIQ DL language

implemented in Prolog.

The system can be used as a server or as a standalone application. In either case, the

input of the reasoning process is a SHIQ knowledge base given in the standard DIG format

[14] that also contains the user queries. The content of the TBox is transformed into a

Prolog program according to the techniques described in Theses 1.A-1.C. The content of

the ABox is used either without modifications or (if we apply indexing) together with the

index predicates. In DLog, the ABox can also be supplied as a database, which is essential

for really large data sets.

For the performance evaluation we used our own benchmarks and public knowledge bases

as well. For example, we have tested our system on LUBM [15] which was developed specif-

ically as a benchmark for testing performance of ontology reasoners. We have also used the

VICODI ontology [16] which was used to test, for example, the performance of the KAON2

reasoner [10]. Based on the results we can conclude that DLog is faster by several orders

of magnitude than the traditional existing ABox reasoners, such as RacerPro [17] or Pellet

[18]. In most of the cases DLog also outperforms KAON2 which uses a similar resolution

based idea as DLog. Unlike KAON2, however, our approach does not require to preprocess

the content of the ABox and thus it allows us to store the ABox in external databases.
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Thesis 2. For the SINTAGMA information integration system I developed a modeling

methodology and the corresponding execution mechanism which combines the advantageous

features of the DL and the object-oriented modeling paradigms. [B1, J3, C1, C6, C7, T3]

The SINTAGMA information integration system is the result of several Hungarian and

European Union projects [19]. The system consists of three main components: the Model

Warehouse, the Mediator and various kinds of Wrappers. The task of the wrappers is

to automatically create the so-called interface models of existing information sources (e.g.

relational databases). These models can be queried directly. The Model Warehouse stores

the models we use during the integration and the abstractions that populate the higher level

model elements from the lower ones. Models are described in the object-oriented SILan

language. Finally, the task of the mediator is to decompose the queries involving high level

model elements into equivalent queries that use only interface level models (and thus these

queries can actually be directly executed).

Whenever we query a model element we provide the following two kinds of information

to the Mediator: (1) a query goal, i.e. a Prolog term representing what to query and (2)

a set of mediator rules using which the Mediator can decompose the complex query into

primitive ones. The answer of the query is the instantiation of the query goal. As usual in

the object-oriented approach, the resulting instances have static and dynamic types as well

(together with the corresponding attributes).

Thesis 2.A. I defined a modeling methodology which describes how to use Description Logic

and UML models during information integration in a combined fashion.

In the first step I extended the SILan language in order to make it possible to use

Description Logic constructs beside the traditional UML descriptions in SILan.

In the second step I developed a modeling methodology supporting the idea that the

integration expert models the concepts and relations of the given domain using the DL

modeling constructs available in the extended SILan language; she reduces these concepts

and relations to lower level UML model elements by using DL definition axioms. These

UML elements can be directly queried on their own either because they are interface model

elements or because they are already populated by appropriate abstractions.

The most important task is to provide a unique identifier to the instances of the UML

classes participating in DL definition axioms. An instance of an arbitrary UML class A is

identified by the subset of its attribute values – the so called keys. However, such keys are

fairly useless when we compare instances of different data sources which is actually what

happens when we use definition axioms to create the intersection of classes. What we need

is a shared key that uniquely identifies the instances of the classes in DL concept definitions.

To overcome this problem we propose to introduce the built-in class DLAny. This class

corresponds to the DL concept top (⊤) and it has only one attribute called DL ID, which

is a key. We require that all the classes participating in DL concept definitions are the
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descendants of DLAny. Because of the properties of inheritance, attribute DL ID will serve

as the global identifier we were looking for. Below we summarise the tasks the integration

expert has to perform when DL modelling is used during the integration process.

1. understand the concepts and relations of the given domain

2. formalise the concepts and relations in SILan and their reduction to existing UML

model elements using definition axioms

3. ensure that the followings are true for each base concept A appearing in the definition

axioms

(a) A is inherited from class DLAny, which corresponds to the DL top concept (⊤)

(b) A is populated properly, i.e. its DL ID attribute is filled appropriately

Thesis 2.B. I defined a compilation scheme that translates the description logic constructs

of SILan into query goals.

When querying a description logic concept our task is to create an appropriate query

goal. We do not have to deal with the mediator rules, because they only have to be specified

for atomic (UML) concepts and this is an independent task from the DL translation.

ΦA(ID, DTA) = AN(DT, [ID|SAs], DAs), DTA = DT-(SAs � DAs)

ΦC⊓D(ID, DTA) = ΦC(ID, DTA1), ΦD(ID, DTA2), DTA = (DTA1, DTA2)

ΦC⊔D(ID, DTA) = (ΦC(ID, DTA) ; ΦD(ID, DTA))

Φ¬C(ID, ) = \+ ΦC(ID, )

Φ∃R.C(ID, DTA) = RN(RN
D(DT, [ID|SAs], DAs), RN

R( , [ID2| ], )),

ΦC(ID2, ), DTA = DT-(SAs � DAs)

Φ∀R.C(ID, DTA) = ΦRD
(ID, DTA),

\+ (RN(RN
D( , [ID| ], ), RN

R( , [ID2| ], )),

Φ¬C(ID2, ))

Φ⋊⋉nR(ID, DTA) = bagof(Y, RN(X, Y), Ys),length(Ys, S),condition⋊⋉(n, S),

X = RN
D(DT, [ID|SAs], DAs), DTA = DT-(SAs � DAs)

Φ⊤( , ) = true

Φ⊥( , ) = false
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A DL class F has only a single static attribute, the DL ID key. However, in contrast

with the object oriented approach, the instances of F can have multiple dynamic types.

Accordingly, such an instance is represented by a (ID, DTA), where ID is the DL ID key,

while DTA is a Prolog structure containing the dynamic types of the answer, each paired with

the corresponding attributes.

In the figure above we describe the mapping from an arbitrary DL concept expression to

the corresponding query goal. We actually define a function ΦC which, given an arbitrary

concept expression C, returns the corresponding query goal with two arguments, ID and

DTA. In the figure, variables DT, SAs and DAs correspond to the dynamic type, to the static

attributes and to the dynamic attributes, respectively. Operation � denotes the compile

time concatenation of lists. AN stands for the predicate name corresponding to concept or

role A, while RD (RR) denotes the base class that is the domain (range) of association R.

Finally, we use the ⋊⋉ notation to denote one of the operators 6 or >.

Thesis 2.C. I implemented the methods described in Theses 2.A–2.B in the SINTAGMA

information integration system.

During the implementation I extended the syntax of the SILan language and developed

the corresponding internal representation of the modified and new language elements. I have

modified the execution mechanism of the SINTAGMA system according to Thesis 2.B.
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Thesis 3. I developed the theoretical basis of the Match plagiarism detection system.

Match uses the structural properties of the source codes to determine their similarity degree.

I designed and implemented the system. [J2, C2]

The basic idea of the Match system is that the actual comparison is performed between

mathematical entities (where the meaning of similarity can be formally specified), rather

than between the textual form of the programs. The process generating these entities may

vary from one programming language to another, but we assume that the results are always

directed, labelled graphs. Now, the comparison of source programs is actually reduced to

calculating the similarity measure of graphs. Notice, that this way it is also possible to

determine the similarity degree of two programs written in different languages.

Our goals include to be resistant to the most common student “tricks” such as changing

the names of various identifiers, adding useless arguments, splitting the source into several

modules, putting useless functions into the source, applying call-tunnelling (changing the

structure “A calls B” to structures “A calls C”, “C calls B”) and using call-grouping (where

the body of a function is replaced by several auxiliary function calls).

Thesis 3.A. I designed the comparison framework of the Match system.

The framework consists of three main components: (1) Front-end, which creates a math-

ematical entity — which we call a model — from the source program; (2) Simplifier, which

reduces the models to simpler ones, creating different abstractions of the original model; (3)

Comparator, which determines the similarity degree of two source programs on the same

abstraction level (a number between 0 and 1). This is illustrated below.

source A source B

model A model B

comparison

comparison

model A’ model B’

m
ore

ab
stract

m
o
d
els

factor
1

=
1

factor
2

=
0.9

red
u
ction

red
u
ction

red
u
ction

red
u
ction

m
ap

p
in

g

m
ap

p
in

g
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Here we start from two source programs source A and source B which we map into

model A and model B. Higher and higher abstractions of these models are produced by

reductions. Finally, the models on the same abstraction level are compared with each other.

We claim that the framework is more flexible than comparing model A and model B

directly. This is because reduction techniques are capable of eliminating the effect of those

student “tricks” that make the original models different to a large extent.

Thesis 3.B. I defined the similarity degree of two source programs using the “multiple

abstraction level” approach.

As the abstraction becomes higher, the similarity of the abstract views is less and less

indicative of the similarity of the original programs: in the extreme case models become sin-

gleton graphs. Therefore we assign a factor (a number between 0 and 1) to each abstraction

level, with which we multiply the similarity degree obtained on the given level.

Definition 3.1 We define the similarity of two programs as max1≤i≤n FiSi, where n is the

number of abstraction levels in the concrete implementation of the framework. Fi is the factor

assigned to abstraction level i and Si is the actual similarity degree obtained on abstraction

level i. We require that Fi+1 < Fi holds for any i, but we do not pose any restrictions on

the values Si and Si+1.

The dissertation proposes the following simple algorithm for calculating max1≤i≤n FiSi.

1. i = 1,Max = 0

2. compare the two models on abstraction level i, i.e. calculate Si

3. calculate Max = max(Si ∗ Fi,Max )

4. in case of isomorphism (Si = 1), exit with the output value Max

5. if Max ≥ Fi+1, exit with value Max , otherwise i = i + 1 and goto step 2

Thus, if we detect isomorphism between two models at abstraction level i we immediately

finish execution. Otherwise we continue the comparison process on a higher abstraction level.

Thesis 3.C. I developed algorithms and related heuristics for determining the similarity

degree of directed acyclic graphs.

The graph isomorphism problem for directed acyclic graphs (DAGs) can be solved in

linear time using simple algorithms [20]. These are based on the common idea that it is

possible to construct a code for a DAG such that two codes are equal if and only if the

corresponding DAGs are isomorphic. Such a code can be viewed as a sequence (the one-

dimensional representation of the two-dimensional DAG) in which there can be characters

“0” and “1”. The code of a leaf is “01”, which we abbreviate as “L”.
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Checking isomorphism is usually not enough by itself: it is important to determine how

“close” are two DAGs to each other. Our proposed solution is to determine the steps needed

to transform one DAG code to another: ∆(A, B) denotes the transformation steps between

two arbitrary sequences A and B. ∆(A, B) is actually a set, containing pairs. The first

part of such a pair can be 0, 1 or L, the element to be added or removed. Each of these

elements is preceded by either a plus(+) or a minus(-) sign, corresponding to element addition

and removal. The second part of a pair is an integer, describing the position the specific

transformation step should be applied at.

To determine the similarity degree of two sequences we assign penalties to the specific

transformation steps. Using the penalties we calculate Ω(A, B), the discrepancy function

describing to what extent codes A and B are different (P denotes the penalty function):

Ω(A, B) = min



1,
∑

(E,...)∈∆(A,B)

P (E)





Definition 3.2 Let A and B be directed, acyclic graphs. We define the similarity degree of

A and B as 1− Ω(A, B).

In special cases this similarity degree is still not adequate. The reason for this is the way

how DAG codes are built: for any DAG G, the code of a node v appears in the code of G

exactly m times, where m equals to the number of paths from the root to v. However, this

means that discrepancy Ω(A, B) will be quite high even if two programs differ only slightly

at a single node, assuming that this node is accessible from the root along many paths.

We suggest two ways to overcome this shortcoming. First, we suggest to use reduction

steps which decrease the number of paths from the root, thus making the graphs more “tree

like”. As a second solution we suggest to introduce a slight modification of the Ω(A, B)

discrepancy as shown below.

Ω′(A,B) =

if pairing popular nodes possible(A,B) then

(N,M) = pair popular nodes(A,B);

A’ = reduce(A, N);

B’ = reduce(B, M);

return Ω ′(A’,B’) + Ω ′(N,M);

else

return Ω(A,B);

Here the idea is to treat the nodes with numerous incoming edges (so-called “popular”

nodes) in a special way. We assume that these nodes can be associated with their coun-

terparts in A and B, using some heuristics. We calculate the discrepancy of such a pair

recursively, then we omit the nodes from the original graphs and add this discrepancy to

that of the reduced graphs, obtained recursively.
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Thesis 3.D. I implemented the methods and algorithms discussed in Theses 3.A–3.C for

Prolog programs.

We chose call graphs as the models of Prolog programs: here the nodes correspond to

the Prolog predicates and the edges to the calls. Call graphs are well suited for Prolog

programs. This is because the only control structure of Prolog is the predicate invocation,

it lacks while, for, goto or any other “usual” imperative control elements.

For the comparison of Prolog programs we have defined four reduction steps (which

means that the comparison can be performed on five abstraction levels): (1) filtering non-

called predicates, (2) filtering library predicates, (3) removing multiple edges, (4) removing

nodes with degree of 2.

We use the widely available UNIX diff program to actually enumerate the differences

between the codes A and B, i.e. to calculate Ω(A, B).

To evaluate the results it is important to present some kind of a “proof” for the user

explaining why we think that two programs are similar. We produce such a “proof” in the

form of a mapping between the predicates of the two programs. In this mapping a predicate

of one program is paired with the predicate of the other program which is most similar to

it. These mappings are generated by a systematic deterministic traversal of the codes in

question. An example proof is shown in the figure below. Here, the similarity degree is

68.5% on the fourth abstraction level. It can be seen that the system, for example, pairs

predicate kul/3 from one source program with predicate kulonb/3 from the other program.
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Thesis 4. I developed the theoretical basis of the SREngine rule based reasoner which

automatises the annotation of resources. I designed and implemented the system. [J4, C8]

The goal the system is to support inferring new properties within a so-called document

store using background knowledge represented as a set of rules written in a special language.

We use the notion of document is a generalised form to encapsulate directories, images,

tables, etc. as well. Thus, on an abstract level, a document store is considered to be a

directed graph, where edges run between documents or between documents and values. The

high-level architecture of the system can be seen below.

SREngine

system

Document store
Modification
Instructions

SRLang rules

The inferred properties can be used to achieve more intelligent behaviour of queries

involving documents, or specifically, to classify documents automatically.

Thesis 4.A. I developed the SRLang logic based language which can be used to describe

rules concerning meta-information.

The syntax of SRLang resembles the syntax of the Prolog language: a rule consists of

a head and a body, where the latter is made up of conditions. However, the execution of

SRLang rules differs significantly from the execution mechanism of the Prolog language (see

Thesis 4.B below). Furthermore, SRLang allows quantified operations as shown in the

following example. Here we classify a document as belonging to the engineering category

if all of its authors are either mathematicians or engineers.

document_type(Document, engineering) <==

forall Author in has_author(Document,Author)::

forall Degree in has_degree(Author, Degree)::

(

has_type(Degree, "engineer") or

has_type(Degree, "mathematician")

).

The rule language also allows the use of external calls which can be used to extend the

functionality of SRLang. External calls are mainly used to invoke information extractors

that perform various kinds of operations on the content of the documents: they extract the

names of the authors, the properties of the structure of the documents, etc. These external
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calls are smoothly integrated with the SRLang rules as exemplified below (here ex property

denotes the invocation of the external procedure contains):

document_type(Document, letter) <==

has_binary(Document, Binary) and

ex_property("contains", ["letter", Binary], _).

The evaluation of a set of SRLan rules with respect to a given document store results in

a set of new document properties. This set is expected to contain exactly those properties

that are entailed by the first order logic equivalent of the SRLan rules in question (using the

closed-world assumption). Namely, SRLang rules which do not contain negation and forall

constructs correspond to simple Horn clauses. The general form of the forall expression

corresponds to the following logic formula:

(∀X1 . . .Xj)(T1 ∧ . . . ∧ Tk ← F1 ∧ . . . ∧ Fn)

Negation is defined using the so-called negation as failure principle which corresponds to

the closed world assumption.

Thesis 4.B. I designed the execution mechanism and implemented the RuleEngine system.

In the SREngine system we have implemented a bottom-up reasoner which on one hand

fits better to our task and, on the other hand, it is more robust than the standard execution

mechanism of Prolog. To support this, as well as to speed up execution, we have imple-

mented a component for automatic stratification of the rules, according to their topological

ordering. The figure below shows an example for such a stratification, where arrows represent

dependencies and the areas 1–4 are the strata from bottom to top.

document type

has contributor

has author1

has author2

has author3

1

2

3

4

The SREngine system was designed to cooperate with host systems as an external mod-

ule. We specified the communication between the SREngine and the host system: we have

designed web service based interfaces for accessing the content of the document store, trans-

mitting the SRLang rules and invoking the information extractor modules.
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5 Methodology

Throughout the research work I used the instruments of mathematical logic, logic program-

ming, computer modeling and graph theory. In case of the algorithms for description logics

I used the theory of first-order resolution and the theoretical and practical background of

the various constructs of the Prolog language. The results in information integration use the

theory of object-oriented modeling and databases. During the development of the methods

for semantic comparison of source codes I used various results from the area of discrete math-

ematics and graph theory. Finally, the design of the SRLang rule language was influenced

by several results from the area of computer modeling.

6 Applications

The prototype of the DLog description logic reasoner, presented in Thesis 1, is available for

download from http://dlog-reasoner.sourceforge.net. We expect the DLog system to

be used in applications where description logic reasoning is needed on large amounts of data.

Furthermore, we believe that parts of the methods and algorithms described in the Thesis

can also be used in other description logic reasoners to make them more efficient.

The hybrid modeling language, the related modeling methodology and query transfor-

mation we presented in Thesis 2 have been implemented in the SINTAGMA information

integration system. The system has been put to experimental use at several institutions,

including the National Széchényi Library and the Hungarian News Agency.

The Match application, presented in Thesis 3, has been used at the Budapest University

of Technology and Economics to successfully detect plagiarism in homework assignments for

the past eight years. In addition to the Prolog language interface I implemented, Match has

been extended by Dávid Hanák to work with SML source programs as well. This makes it

possible to use the system for both languages we teach within the Declarative Programming

course. Based on experience we can say that Match significantly reduces the manual work

needed for detecting plagiarism: in several cases it has drawn attention to pairs of students

who, by their own admission, spent several hours on concealing the fact of plagiarism.

The RuleEngine system, described in Thesis 4, has been put to use with the Sense/Net

Portal Engine as its host system, which is an enterprise portal management framework. This

demonstrated the applicability and advantages of the chosen approach. However, we need to

do further tests and improvements to make RuleEngine applicable in real life circumstances.
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[C6] Gergely Lukácsy, Tamás Benkő, and Péter Szeredi. Towards automatic semantic inte-
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