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Had I the heavens’ embroidered cloths,
Enwrought with golden and silver light,

The blue and the dim and the dark cloths
Of night and light and the half-light,

I would spread the cloths under your feet:
But I, being poor, have only my dreams;

I have spread my dreams under your feet;
Tread softly because you tread on my dreams.

— W. B. Yeats
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A B S T R A C T

This PhD thesis describes the design and implementation of a real-time
system survey functionality for beam loss monitoring (BLM) systems,
with a particular focus on signal processing aspects.

In Part i, I introduce the basic concepts fundamental to the project.
I give an overview of the European Organization for Nuclear Re-
search (CERN), where the bulk of this research work was carried out.
I introduce the basic principles of BLM systems, followed by details
of the new BLM system under installation and commissioning tar-
geted by the project. I also present a survey of the related literature,
along with the first measurement and simulation results related to the
identification of the BLM system.

The switching operation of the high voltage power supplies results
in a parasitic signal in the acquisition chain of the new beam loss
monitoring system. Part ii presents a modification of the adaptive
Fourier analyzer aimed at detecting these spurious components, with
a view to realizing a noninvasive system survey. I introduce a novel
frequency adaptation method, universally usable for resource-efficient
frequency adaptation in a Fourier analyzer.

Part iii presents another approach to surveying the new BLM sys-
tem, relying on an external excitation applied to the detectors. The
current best method and the suggested new solution are described, the
latter complemented by implementational considerations and some
operational experience.

Part iv introduces methods intended to aid detecting the presence
of an arbitrary predefined pattern repeated periodically in a digitized
data stream. I present several novel modifications to the Fourier ana-
lyzer facilitating pattern detection, with some also making it possible
to detect additive disturbances in the frequency bands covered by the
pattern. I show how a modified Fourier analyzer can be used to real-
ize a lightweight time-variant cross-correlation filter, which produces
the peak cross-correlation value in every time step when properly
synchronized to the input signal. All the structures I present need to
be synchronized to the input signal, for which I also introduce two
algorithms.

iv

[ FINAL VERSION – August 3, 2018 at 18:27 ]



K I V O N AT

Ez a PhD értekezés egy valós idejű rendszerfelügyeleti eljárás meg-
tervezését és megvalósítását mutatja be nyalábveszteség-monitorozó
(BLM) rendszerekhez, különös figyelmet szentelve a jelfeldolgozási
vonatkozásoknak.

Az i. részben bevezetem a projekthez kapcsolódó alapvető fogalma-
kat. Áttekintést nyújtok az Európai Nukleáris Kutatási Szervezetről
(CERN), ahol a kutatás nagy részét elvégeztem. Bemutatom a BLM
rendszerek alapelveit, majd részletesebben leírom azt a jelenleg is
telepítés és üzembe helyezés alatt álló új BLM rendszert, amellyel pro-
jektem során foglalkoztam. Áttekintem a kapcsolódó szakirodalmat,
valamint bemutatom a BLM rendszer identifikációjához kapcsolódó
kezdeti mérési és szimulációs eredményeimet.

A nagyfeszültségű tápegységek kapcsolóüzeme parazita jelkom-
ponenseket hoz létre az új nyalábveszteség-monitorozó rendszer jel-
átviteli láncában. A ii. rész az adaptív Fourier-analizátor egy olyan
módosítását mutatja be, amelynek célja ezen zavaró jelkomponen-
sek detektálása a rendszerfelügyelet neminvazív megvalósítása ér-
dekében. Egy új frekvencia-adaptációs eljárást javaslok, amely uni-
verzálisan használható a frekvencia erőforráshatékony adaptálására
Fourier-analizátorokban.

A iii. rész egy másik megközelítést mutat be az új BLM rendszer
felügyeletére, amely a detektorokra alkalmazott külső gerjesztésre
támaszkodik. Részletezem a jelenlegi legjobb módszert és a javasolt új
megoldást, ez utóbbihoz implementációs szempontokat és az üzemel-
tetés során szerzett tapasztalatokat is fűzve.

A iv. rész olyan módszereket mutat be, amelyek célja egy digitális
adatfolyamban periodikusan ismétlődő tetszőleges, előre definiált min-
tázat jelenléte detektálásának elősegítése. Több új, a minta detektálását
megkönnyítő módosítást javaslok a Fourier-analizátorhoz, amelyek
közül néhány a mintázat által lefedett frekvenciasávokban megjelenő
additív zavarjelek detektálását is lehetővé teszi. Megmutatom, hogyan
lehet egy módosított Fourier-analizátorral idővariáns keresztkorreláci-
ós szűrőt megvalósítani, amely helyes szinkronizáció esetén minden
időlépésben a keresztkorrelációs függvény maximumát állítja elő. Az
összes bemutatott struktúrát szinkronizálni szükséges a bemenő jelhez,
amelyre szintén javaslok két algoritmust.

v
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Part I

I N T R O D U C T I O N

This PhD thesis describes the design and implementation
of a real-time system survey functionality for beam loss
monitoring (BLM) systems. In the first part, I introduce
the basic concepts fundamental to the project. Chapter 1
gives an overview of the European Organization for Nu-
clear Research (CERN), where I carried out this research
work. I introduce the basic principles of BLM systems in
Chapter 2, followed by considerations about the particular
BLM system targeted by the project in Chapter 3. I present
a survey of the related literature in Chapter 4. I then show
the first measurement and simulation results related to the
identification of the BLM system under consideration in
Chapter 5.
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1
A B O U T C E R N

1.1 cern in brief

The European Organization for Nuclear Research (CERN) [1] was
founded in 1954 as part of the European post-war reconstruction ef-
fort. The laboratory, shown on an aerial photo in Figure 1.1, straddles
the Franco-Swiss border near Geneva, Switzerland. Its short name
originates from “Conseil Européen pour la Recherche Nucléaire” (Eu-
ropean Council for Nuclear Research), a provisional body founded
two years earlier, mandated to establish a world-class fundamental
physics research organization in Europe. At that time, cutting-edge
fundamental physics research was focused on studying the inside of
the atom, hence the word “nuclear”.

Today, the main target of the research carried out at CERN is the
study of the fundamental particles – the most basic constituents of
matter –, and their interactions. This is why the laboratory is often re-

Figure 1.1: CERN’s main site, as seen from the air in July 2005 [2]. To the
right of the main road in the foreground of the picture, there is a
spherical wooden building: the Globe of Science and Innovation.
The site of the ATLAS experiment is visible behind the Globe.
Beyond the patch of forest, the cryogenic magnet test facility can
be seen.

2
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1.2 particle accelerators and detectors 3

ferred to as the European Laboratory for Particle Physics. Nevertheless,
the name CERN lives on.

Currently, CERN has 22 Member States, shown on the map in Fig-
ure 1.2: Austria, Belgium, Bulgaria, the Czech Republic, Denmark,
Finland, France, Germany, Greece, Hungary, Israel, Italy, the Nether-
lands, Norway, Poland, Portugal, Romania, Slovakia, Spain, Sweden,
Switzerland and the United Kingdom. Many other countries and inter-
national organizations are involved in the activities of CERN, including
the United States, Russia, Japan and the European Commission.

Just over 2500 people are employed by CERN. Additionally, about
12 000 scientists from more than 70 countries visit CERN for their
research.

Its founding Convention [3] describes the mission of CERN in clear
terms: “The Organization shall provide for collaboration among Euro-
pean States in nuclear research of a pure scientific and fundamental
character [...]. The Organization shall have no concern with work for
military requirements and the results of its experimental and theoreti-
cal work shall be published or otherwise made generally available.”

1.2 particle accelerators and detectors

For the most part, the research activities undertaken at CERN involve
accelerating particles to high kinetic energies in particle accelerators,
forcing them into collisions and studying the resulting phenomena
using particle detectors [1]. Particle accelerators and detectors are
often referred to as machines and experiments, respectively. I also use
this terminology in the following.

The study of collisions helps us to better understand how the par-
ticles interact, unveiling the laws of nature at the most fundamen-
tal scale. The higher the energy in collision, the more energetic the
particles created – this allows systematically exploring previously
unmeasured phenomena.

In order to reach increasingly higher energies, the particles need to
be accelerated through a series of machines. As a result, the institute
is home to a vast complex of particle accelerators, shown in Figure 1.3
along with all experiments.

1.2.1 The Large Hadron Collider

The Large Hadron Collider (LHC) is CERN’s flagship machine [1]. With
a circumference of 26.7 km, it is the largest particle accelerator in the
world. It also features the highest energy, intensity and luminosity
(see Section 2.1.1 for the definitions of these parameters).

The underground tunnel of the Large Electron-Positron Collider
(LEP), CERN’s previous giant particle accelerator dismantled in 2000,
was reused for installing the LHC. The tunnel is slightly tilted and
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1.2 particle accelerators and detectors 4
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1.2 particle accelerators and detectors 5
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1.2 particle accelerators and detectors 6

runs partially under the Jura mountains, thus its depth varies between
50 m and 175 m.

Two counter-rotating particle beams are accelerated simultaneously
in the LHC, and they are made to collide with each other in the four
interaction points where the experiments – particle detectors – are
located. In order to minimize the number of collisions with residual
gas molecules, the beam pipes are pumped to ultrahigh vacuum
(10−13 bar).

In order to accelerate the particles, superconducting radiofrequency
cavities are used. The particles are guided around the ring by 1232
15-meter-long superconducting dipole magnets, and their deviations
from the ideal orbit are corrected by many other varieties of multipolar
electromagnets.

For most of its operational lifetime, the LHC runs with protons,
which are filled into the machine at an energy of 450 GeV1. After
an acceleration phase of about 20 minutes, the maximum attainable
energy is 7 TeV – at this maximum, the stored energy in a nominal
LHC beam is 362 MJ, comparable to the kinetic energy of a TGV train
traveling at 150 km/h. Nevertheless, the acceleration and collision of
lead ions (Pb82+) is also possible and lead-ion runs are a regular part
of the experimental program. In this case, the maximum energy per
nucleon is 2.76 TeV, which corresponds to a maximum of 1.15 PeV in
the center of mass – compared to 14 TeV in the case of a proton-proton
run.

After acceleration, the machine delivers approximately 600 million
collisions per second to the experiments. Ensuring sufficient processing
power to deal with the prodigious amount of data produced by the
experiments was a technological challenge in its own right, and it
relies on an international distributed computing infrastructure known
as the Worldwide LHC Computing Grid [6].

Over time, the quality of the beams degrades due to the collisions
in the interaction points and other phenomena including inelastic
scattering on residual gas molecules, the limited efficiency of trajec-
tory correction systems, Coulomb scattering between the accelerated
particles and operating errors. Once the number of particles in the
accelerator has become too low, the beam is no longer useful for pro-
ducing physics events and it is extracted from the machine. In the
LHC, beam lifetime is on the order of 10 hours.

1.2.2 The LHC experiments

The four interaction points of the LHC are dedicated to the four big
detectors: ATLAS, CMS, ALICE and LHCb. There are also three smaller
experiments at the LHC: TOTEM, LHCf and MoEDAL.

1 The energy of particle beams is usually measured in electronvolts [eV]. See Sec-
tion 2.1.1 for details.
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1.2 particle accelerators and detectors 7

Figure 1.4: A “two-tau” candidate Higgs event recorded by the ATLAS detec-
tor [2]. The observation of the Higgs boson, jointly announced
by the ATLAS and CMS collaborations on 4 July 2012, is the most
significant and well-known discovery made at the LHC to date.
The reconstructed event shown in the image is consistent with
the Higgs boson decaying into a tau-antitau lepton pair, which
then decay into an electron (blue line) and a muon (red line).

atlas , or “A Toroidal Lhc ApparatuS” [7], is one of two general-
purpose experiments at the LHC, designed to observe any new
physics phenomena revealed. It features a standard layered cy-
lindrical particle detector structure. The inner detector closest
to the interaction point is a tracker designed to measure the
direction, momentum and charge of electrically charged parti-
cles produced in each collision. The next layers are calorimeters
intended to stop most particles in order to measure their en-
ergy: an electromagnetic calorimeter intercepting electrons and
photons, and a hadronic calorimeter absorbing heavier particles
(hadrons). Since muons pass through the inner detector and the
calorimeters undetected, the outermost layer is a muon spec-
trometer measuring their momenta. In order to measure their
charge and momentum, the trajectories of charged particles are
bent by a strong, highly uniform magnetic field generated by an
array of superconducting magnets. ATLAS has the dimensions
of a cylinder, 46 m long, 25 m in diameter and weighs 7000 tons,
similar to the weight of the Eiffel Tower. Figure 1.4 shows a
collision event acquired in ATLAS.

cms , short for “Compact Muon Solenoid” [8], is the other general-
purpose LHC experiment. CMS and ATLAS were designed by
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1.2 particle accelerators and detectors 8

two independent collaborations, which is essential since it allows
cross-confirmation of new physics discoveries. The structure of
CMS is also like a cylindrical onion: the inner tracker layers are
surrounded by calorimeters, then by muon chambers. In order
to bend the tracks of electrically charged particles, the most
powerful superconducting solenoid magnet ever made generates
a magnetic field of around 4 T. The magnet coils and the return
yoke weigh a staggering 12 500 tons. Nevertheless, for all the
detector material it contains, CMS is quite compact at 21 m long
and 15 m high.

alice , “A Large Ion Collider Experiment” [9], is focused on the study
of quark-gluon plasma, the state the universe was in for the first
few microseconds after the Big Bang. This state can be recreated
through heavy ion collisions, when the resulting extreme energy
density frees the quarks, normally confined within hadrons.
ALICE also has a cylindrical structure, but it is more complicated
than ATLAS or CMS: it consists of nine subdetectors, including
trackers, calorimeters and time of flight measurement.

lhcb, the “Large Hadron Collider beauty experiment” [10], is specifi-
cally designed to record the decay of B mesons: particles contain-
ing b and anti-b quarks. B mesons and the particles they decay
into, instead of flying out in all directions, stay close to the beam
pipe. Therefore, in contrast to the other big LHC experiments,
LHCb does not envelop the interaction point in an onion-like
fashion. Its detector layers are stacked one after another like
books on a shelf over a length of 20 meters. Similarly to the
other big experiments, they include trackers, calorimeters and
muon detectors, along with a bending magnet. LHCb also fea-
tures Cherenkov imaging detectors and sophisticated movable
tracking detectors developed specifically to catch the b quarks.

smaller experiments are also in operation around the LHC [1].
TOTEM, the “TOTal, Elastic and diffractive cross-section Mea-
surement” experiment, is installed in the vicinity of CMS. It
measures protons emerging from collisions at small angles, close
to the beam pipe, in the region known as ‘forward’ direction. The
“Large Hadron Collider forward” (LHCf) experiment consists of
two detectors sitting along the LHC beamline, close to ATLAS. It
uses forward particles generated by collisions to simulate cosmic
rays in laboratory conditions. MoEDAL stands for “MOnopole
and Exotics Detector at the Lhc”, and it designates an experiment
deployed around the interaction region dedicated to LHCb. If
magnetic monopoles exist, they might be created in collisions in
the LHC, and MoEDAL aims to detect them. In addition, it is also
looking for highly ionizing Stable Massive Particles predicted by
unconfirmed theories.
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1.2.3 The LHC injectors

In order to reach the injection energy required by the LHC, all particles
need to traverse a series of other accelerators [1]. The preaccelerators
of the LHC are collectively referred to as the LHC injector complex.
The injectors employ normal conducting radiofrequency cavities and
magnets.

Depending on the particle type, two different paths are used for in-
jection (see Figure 1.3). Protons get into the LHC through the following
machines:

Linac 2→ Booster (PSB)→ PS→ SPS→ LHC.

Heavy ions follow a slightly different route:

Linac 3→ LEIR→ PS→ SPS→ LHC.

linacs are the first link of the chain. They are linear accelerators,
which means that the accelerated particles only pass through
them once. Protons are obtained from a hydrogen bottle by strip-
ping the electrons from the hydrogen, then they are accelerated
to 50 MeV by Linac 2, in operation since 1978. Linac 3 has been
used as the first accelerator for heavy ions since 1994. Linac 2 is
scheduled to be replaced by Linear accelerator 4 (Linac 4) – not
yet shown in Figure 1.3 – in 2020.

leir , the Low Energy Ion Ring, is a synchrotron in operation since
2006. It accelerates lead ions from 4.2 MeV to 72 MeV, splitting
the long pulses from Linac 3 into four shorter ones.

psb , the Proton Synchrotron Booster, is made up of four superim-
posed synchrotron rings, each with a circumference of 157 m.
It accelerates the protons received from Linac 2 to 1.4 GeV. It
has been in operation since 1972, with the main purpose of
increasing the number of protons the PS can accept.

ps , short for Proton Synchrotron, is a relic of accelerator technology
since it is one of CERN’s first accelerators, in operation since
1959. At the beginning, it was CERN’s flagship machine, but its
main role gradually became supplying particles to the newer
accelerators built later on. With a circumference of 628 m, the PS
operates at energies up to 25 GeV.

sps , the inventively named Super Proton Synchrotron, began oper-
ation in 1976. With a circumference of almost 7 km, it is the
second-largest machine of the CERN accelerator complex. Aside
from providing beam at up to 450 GeV to the LHC, it also serves
several dedicated experiments (see Section 1.2.4). Over the years,
beams from the SPS have been used for a varied physics program
including studying the inner structure of protons, investigating
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the imbalance between matter and antimatter and searching
for exotic forms of matter. In 1983, the SPS – then running as a
proton-antiproton collider – allowed the discovery of the W and
Z bosons, mediators of the weak interaction. This achievement
was rewarded with the Nobel prize.

1.2.4 Other accelerators and detectors

This section is intended to give a quick glimpse into the very diverse
research activities pursued at CERN alongside the LHC program [1].

ad and elena , the Antiproton Decelerator and the Extra Low En-
ergy Antiproton ring, are particle decelerators dedicated to the
study of antimatter. Starting from a proton beam supplied by
the PS, they deliver antiproton beams to the ALPHA, ASACUSA,
ATRAP, BASE, AEGIS and GBAR experiments.

ams , the Alpha Magnetic Spectrometer, is an instrument studying
the universe and its origin, installed on the International Space
Station. The AMS Payload Operations Control Centre is located
at CERN, where the detector was also assembled.

awake , the Proton Driven Plasma Wakefield Acceleration Experi-
ment, investigates the use of plasma wakefields to accelerate
charged particles using a beam from the SPS.

cast and osqar , the CERN Axion Solar Telescope and the Optical
Search for QED Vacuum Bifringence, Axions and Photon Re-
generation experiment, search for hypothetical particles called
axions. CAST is an adapted LHC prototype dipole magnet.

cloud, the Cosmics Leaving Outdoor Droplets experiment, investi-
gates the possible link between cosmic rays and cloud formation
using a cloud chamber.

compass , the Common Muon and Proton Apparatus for Structure
and Spectroscopy, is an experiment at the SPS studying how
the elementary quarks and gluons give rise to more complex
particles.

ctf3 , the CLIC Test Facility 3, tests a novel acceleration technique
for the design study of the Compact Linear Collider. CLIC is a
proposal for a gigantic linear electron collider.

dirac , the Dimeson Relativistic Atom Complex, uses a beam from
the PS to study the decay of “pionium atoms” in order to better
understand the strong interaction.

isolde , the Isotope Mass Separator On-Line Facility, supplies low-
energy beams of radioactive nuclides to many different experi-
ments.
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na61/shine , the SPS Heavy Ion and Neutrino Experiment, collides
a beam from SPS with a fixed target experiment to study the
properties of hadrons.

na62 and na63 are also fixed-target experiments installed in the
North Area using a beam from SPS. NA62 studies rare kaon
decays to check the consistency of the Standard Model, while
NA63 focuses on radiation processes in strong electromagnetic
fields.

ntof , the Neutron Time-Of-Flight facility, studies neutron-nucleus
interactions over a wide range of neutron energies.

ua9 investigates how bent crystals could be used in the steering of
beams in modern hadron colliders.

1.3 the lhc injectors upgrade project

The accelerators of the injector complex have been in operation for
many years (see Section 1.2.3 for dates). They were upgraded and
consolidated significantly in order to meet the specifications imposed
by the LHC. Eventually, they have become able to provide a beam with
characteristics surpassing the nominal LHC requirements, which is an
essential contribution to the outstanding operational track record of
the LHC.

However, even this performance falls short of the requirements
of the High Luminosity LHC project, which aims to increase the
luminosity (defined in Section 2.1.1) delivered by the LHC even further
beyond 2024. The ultimate goal of the LHC Injectors Upgrade (LIU)
project [11] is to ensure that the injectors can cope with the resulting
specifications reliably, for both proton and ion beams.

The planned major upgrades are the following:

the psb will be upgraded to accept the injection of 160 MeV H− ions
from Linac 4, and to permit acceleration to and extraction at
2 GeV.

the ps will be prepared to accept injections from the PSB at 2 GeV,
and the accelerating structures will be upgraded.

the sps will also undergo substantial modifications to cope with the
new beam characteristics, including very high intensity and high
stored energy.

the heavy ion injection chain will also need to meet stricter
requirements. In this case, the bottleneck is the intensity limita-
tion in LEIR.
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2
B E A M L O S S M O N I T O R I N G I N G E N E R A L

2.1 beam instrumentation and diagnostics

Nowadays, particle accelerators are used in a wide range of different
fields: industrial and medical applications, along with basic and ap-
plied research [12]. They are generally equipped with many systems
allowing observation of the particle beams [13], collectively referred to
as ‘beam instrumentation’. These systems serve the purpose of operat-
ing, tuning and improving the accelerators, i. e. ‘beam diagnostics’.

This section gives a nonexhaustive overview of the primary beam
parameters and the main instrumentation methods used to measure
them. Even though beam loss monitoring (BLM) also belongs here, it
is more directly related to the subject of this thesis, thus it is presented
separately and in more detail in Section 2.2.

Figure 2.1 shows a glimpse of the LHC tunnel, with BLM detectors
installed on the accelerator.

Figure 2.1: A view of the LHC tunnel [2]. The yellow ionization chambers are
beam loss monitoring detectors, mounted onto the blue cryostat
of a bending dipole magnet.

12
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2.1 beam instrumentation and diagnostics 13

2.1.1 The most important beam parameters

Beam diagnostics aims to measure many parameters of the particle
beams under acceleration. The most important of these are enumerated
in the following [12].

beam intensity or beam current, i. e. the number of particles in the
machine, is one of the most important machine parameters.

beam position measurement gives information about the location
of these particles within the beam pipe. It allows the deter-
mination of the beam orbit along with the betatron tune: the
oscillations performed by the beam along its trajectory. More-
over, position measurements are also required for determining
chromaticity: the effect of the beam energy spread on the tune.

beam profile measurements reveal the spatial distribution of the
particles, both in the transversal and longitudinal directions.
They are essential for determining the emittance: the behavior
of the particle beam in the position-momentum phase space.
They also allow detecting machine tuning problems through the
observation of beam shape oscillations , along with the study of
the effects induced by the collisions.

beam energy is another parameter of interest, even though it is
mainly relevant for the users of the final particle beams or
collisions. It is defined as the total energy of a single par-
ticle, usually measured in electronvolts [eV] in this context.
1 eV = 1.602× 10−19 J.

luminosity is a key parameter in the case of colliders. It is used
to quantify the rate of events in the reaction channel under
investigation. It is defined as the ratio of the number of events
measured per unit time to the interaction cross-section.

2.1.2 Beam position measurement

In order to measure beam position, pick-up electrodes located within
the beam pipe are used [13]. The three most commonly employed
pick-up families are the following:

electrostatic (capacitive) pick-ups consist of metallic electrodes
installed on opposite sides of the vacuum chamber at the loca-
tion of the measurement. The passage of the beam induces a
separation of charges on the electrodes, which can be measured
to calculate the position of the beam.

electromagnetic (stripline) pickups are transmission lines which
couple to the transverse electromagnetic (TEM) field of the beam.
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2.1 beam instrumentation and diagnostics 14

The voltage waves induced by the passage of the beam at the up-
stream and downstream ports of the transmission line can then
be measured. The length of the stripline needs to be matched to
the RF wavelength of the beam for optimum results. For relativis-
tic beams, this pick-up is ‘directional’: it can be used to detect
the direction the beam has passed in.

resonant cavity pick-ups rely on the fact that an off-center beam
excites a TM110 dipole mode in the cavity. The amplitude of
the dipole mode depends on the off-axis displacement of the
beam almost linearly. In order to improve common mode sup-
pression, the signal is usually coupled out of the cavity through
appropriately constructed waveguides.

The output signal of the pick-up is then conditioned, normalized
and linearized by the read-out electronics. Nowadays, the signal is
typically digitized early in the chain and processed using frequency
domain techniques.

2.1.3 Beam current measurement

Beam intensity measurement is of fundamental importance in optimiz-
ing the operation of an accelerator and in the calibration of physics
experiments [13].

It is usually carried out with a beam current transformer (BCT). The
beam acts as the one-turn primary winding of the transformer, and
its equivalent current is transformed onto the secondary winding –
a toroid coil. An output signal is produced when the magnetic flux
generated by the beam current changes, thereby inducing a voltage in
the coil.

The BCT, however, cannot be used to measure the DC component of
the beam current. In order to overcome this limitation, a DC current
transformer (DCCT) can be used. This device is based on a pair of
matched toroidal magnetic cores. The coils are modulated by antisyn-
chronous currents at a frequency on the order of 1 kHz, driving the
cores into saturation. If a beam current is present, this offsets the initial
points on the hysteresis curves of the cores. Therefore, the two cores
will spend a different amount of time in saturation and a differential
signal can be measured between the two coils.

2.1.4 Transverse beam profile measurement

In a collider, the luminosity obtained is inversely proportional to
the transverse emittance of the colliding beams [13]. At big hadron
colliders such as the LHC, measuring and preserving the emittance
through the whole accelerator complex is therefore essential. This
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Figure 2.2: A fast rotational wire scanner of the type used in the PSB and
the PS [2]. The thin carbon fiber wire, held by the metallic fork,
can be seen at the top of the photograph. The fork rotates in the
vertical plane to drag the wire across the particle beam.

relies on measuring the transverse beam profile using the methods
presented below.

beam screens can be put into the path of the beam to generate
visible light as the beam crosses the screen. The light can then be
extracted from the beam pipe and measured with an appropriate
sensor such as a CCD camera. The light can be created through
scintillation, in general using a doped alumina screen. Optical
transition radiation (OTR) screens are a cheaper alternative. In
this case, the radiation is generated due to the beam passing
through the interface between two media with different dielectric
constants.

secondary emission grids are grids of ribbons or wires used
to intercept the beam. When the beam impacts on the grid,
secondary emission is triggered, which generates a current pro-
portional to the beam intensity in each strip. With three correctly
spaced monitors, the beam emittance can be measured directly.

wire scanners push a wire across the beam (see Figure 2.2). Then,
either the secondary emission current through the wire or the
flux of secondary particles generated by the beam impact is
measured. By correlating it to the momentary wire position, the
transverse beam profile can be obtained.

residual gas monitors rely on the small amount of gas remain-
ing in the vacuum chamber after pumping. Ionization profile
monitors rely on collecting the ions or electrons produced in
the residual gas by the beam, while luminescence monitors mea-
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2.2 beam loss monitoring 16

sure the photons emitted by gas molecules excited by the beam
returning to the ground state.

synchrotron radiation monitors detect the electromagnetic
radiation emitted by accelerating charged particles. The accel-
eration is due either to bending in a dipole magnet, or to a
purpose-built ‘wiggler’ or ‘undulator’ magnet.

2.1.5 Longitudinal beam profile measurement

The longitudinal structure of a particle beam depends on the charac-
teristics of the electric field used to accelerate it [13]. The variation
frequency can scale from direct current (DC) up to the THz range
depending on the technology used.

Many different instruments have been developed for measuring this
longitudinal structure. The main principles used for this measurement
are briefly described below.

direct beam observation can be carried out by using wall cur-
rent monitors for relatively long bunches. For shorter bunches,
a radiation process needs to be used to generate an optical
replica of the longitudinal beam distribution, which can then be
acquired using optical methods.

coherent radiation is emitted by the beam at wavelengths equal
to or greater than the bunch length. The emitted power depends
on bunch length and scales with the square of the number of
particles. The signal is acquired using interferometrical methods.

radiofrequency manipulation can be used to convert the lon-
gitudinal spatial distribution into a related transverse spatial
distribution, which can then be measured directly. Bunch shape
monitors act on electrons produced by secondary emission in
hadron machines, while in lepton machines, the main beam can
be modulated directly.

sampling techniques use very short laser pulses to extract longi-
tudinal beam profile information. Several different kinds relying
on various physical processes have been developed.

2.2 beam loss monitoring

2.2.1 The purpose of beam loss monitoring

In particle accelerators, the charged particles are supposed to follow
the design trajectory along the beamline [13]. A fraction of the particles,
however, deviates from this path and hits the beam pipe – these
particles are lost from the beam.
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Upon their impact on the beam pipe and the surrounding machine
parts, they create a shower of secondary particles. A beam loss monitor
is intended to measure these secondaries in order to quantify the beam
losses. Ideally, it should not be sensitive to radiation originating from
other sources, such as synchrotron radiation.

The three main uses of a BLM system in a particle accelerator are
the following:

damage prevention, since beam losses may cause damage to the
components of the accelerator or the detectors. This is especially
relevant for superconducting accelerators, where even the loss
of a small fraction of the circulating beam can result in magnet
quenches.

diagnostics related to keeping the radioactivity induced by inci-
dent particles in the machines to a minimum. This is important
in order to ensure the safety of the personnel performing in-
terventions on the machines. The BLM system can be used to
identify locations with unacceptably high beam losses.

luminosity optimization, which relies on producing long beam
lifetimes. The BLM system can assist in tuning the machine in
order to achieve this goal.

2.2.2 BLM physics in brief

The primary particles lost from the beam and the resulting secon-
daries interact with the matter they traverse through a wide range of
processes [14].

• Charged particles typically undergo electromagnetic interaction
with the atomic electrons of the medium they are traversing.
In the case of hadrons, electromagnetic interactions with the
nucleus – such as Rutherford scattering – are also possible,
although far less probable.

• Since they carry no charge, photons cannot be primary particles
in an accelerator. Nevertheless, they are always present as secon-
daries. They participate in photoelectric absorption, Compton
scattering and pair production.

• High energy hadrons also participate in nuclear interactions
with the atoms of the medium. Several models have been sug-
gested to describe these interactions. In hadron accelerators, the
evaporation process is the main source of neutrons. The further
propagation of these neutrons is then described by the theory of
low energy neutron interactions.
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Figure 2.3: Inner assembly of an LHC-type ionization chamber without its
external cover [15]. Notice the stack of parallel electrodes used to
collect the charges produced by the incident radiation.

In the design of BLMs, the electromagnetic interaction of charged
particles with the electrons of the medium is the most important factor
to consider.

2.2.3 BLM detectors

This section aims to give an overview of the most important BLM
detectors [12–14].

ionization chambers are used in many accelerators, including
the LHC, as shown in Figure 2.1. Their volume is filled with a gas,
typically nitrogen or argon. The radiation crossing the volume
of the chamber creates electron-ion pairs. These are separated
by the bias high voltage applied to the chamber and they are
collected on a stack of parallel electrodes (see Figure 2.3). The
resulting electrical current is then acquired by the front-end
electronics. The chambers are typically used in ionization mode,
which means all charge created is collected, thus a fluctuating
high voltage has no effect on the sensitivity of the chamber.

pin diodes can be used as solid state ionization chambers. The
incident radiation creates electron-hole pairs within the semicon-
ductor, which is then collected by biased electrodes. PIN diodes
have a response time of about 5 ns, thus they are considerably
faster than ionization chambers. Two diodes can be combined to
yield a detector insensitive to gamma rays.

scintillation counters are also popular for beam loss moni-
toring. The incident light generates UV light in the scintillator,
which is then converted to visible light. This light is usually
converted into an electrical signal with a photomultiplier tube,
which also ensures significant preamplification. These systems
provide a fast response, but plastic scintillators degrade due to
radiation.

secondary emission monitors (SEMs) are filled with vacuum,
so their volume is not active in the detection. They have an active
electrode, and the secondary emission electrons generated by
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the incident particles are collected on bias plates, ensuring a fast
response. The sensitivity of these detectors is very low so they
are suitable for use in high radiation areas. The LHC BLM system
also features SEM detectors.

aluminium cathode electron multipliers (ACEMs) are ap-
propriately modified photomultiplier tubes. The photocathode is
replaced by an aluminium foil which emits secondary electrons,
thereby increasing the sensitivity of the detector to ionizing ra-
diation. Currently, legacy BLM systems featuring ACEMs and
analog readout electronics are in operation at the PSB and the
PS.

optical fibers can also be used. Charged particles crossing the
fiber at a velocity higher than the speed of light in the fiber
– inferior to the speed of light in vacuum, of course – emit
Cherenkov light, which can then be detected by photomultipliers
at the end of the fiber. The location of the loss can be determined
from the time of arrival of the light pulse, and the integrated
light is proportional to the magnitude of the loss.

diamond detectors [16] are also gaining popularity in BLM ap-
plications. A thin substrate of polycrystalline diamond is grown
using chemical vapor deposition. Since it is a semiconductor, it
can be used as a fast radiation-hard solid state beam loss detector,
with a behavior similar to that of PIN diodes.

2.2.4 BLM acquisition and processing electronics

As an example of how the measurements made by beam loss detectors
might be acquired and processed, this section briefly presents the
architecture of the electronics used in the LHC BLM system [15].

the detectors used in the LHC BLM system are mostly ionization
chambers like the one shown in Figure 2.3. They are filled with
nitrogen at an overpressure of 0.1 bar, therefore even if a chamber
develops a leak, its measurement capabilities are not compro-
mised. In some locations with very high losses, SEM detectors
are installed.

purpose-built front-end cards [17] acquire and digitize the
output current of the detectors. With a view to keeping the
length of the analog signal cables to a minimum, these modules
are installed in the tunnel as close to the detectors as possible,
therefore they must respond to strict radiation tolerance require-
ments. In order to cope with the high dynamic range at the input,
10 pA to 1 mA, the current is digitized by a current-to-frequency
converter based on an integrator. Data conditioning is performed
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by an antifuse type field-programmable gate array (FPGA) device
for radiation tolerance, then the data are transmitted every 40 µs
to the back-end electronics over an optical link.

the back-end processing cards [18] are installed in industry
standard VME crates on the surface. They feature an FPGA device
in order to process 16 input channels in parallel. Moving window
integrals – referred to as running sums – of 12 different durations
ranging from 40 µs to 84 s are calculated for each channel in real-
time, and they are compared to their respective beam abort
thresholds (see Section 2.2.5) continuously. The beam energy
range covered during acceleration is split into 32 intervals, and
the thresholds used depend on the energy level. In case a running
sum exceeds its corresponding threshold, a beam interlock (see
Section 2.3) can be initiated. The FPGA also maintains several
buffers for diagnostic purposes.

additional modules are also hosted in the back-end crates. A
combiner and survey (BLECS) module aggregates the beam abort
requests coming from the back-end modules and distributes
external information throughout the crate. A front-end computer
(FEC) running Linux provides an external interface to the system.
There also special modules communicating with the accelerator
timing and beam interlock (see Section 2.3) systems.

2.2.5 Beam abort thresholds

In the LHC BLM system, every running sum for each channel has an
individually adjustable beam abort threshold for all 32 beam energy
levels. If at any point in time, even one single running sum exceeds its
corresponding threshold, a beam interlock (see Section 2.3) is triggered.
If required, however, the generation of beam interlocks can be disabled
for certain channels.

Since the particle beams in the LHC have a high damage potential
and the BLM system plays a central role in machine protection [15],
these thresholds were established very conservatively based on com-
prehensive beam transport simulations regarding the beam losses that
can be produced at the locations in question. In other accelerators with
a smaller risk of beam-induced machine damage, nevertheless, the
thresholds might also be set up using an iterative empirical adjustment
process.

2.3 the beam interlock system

Many of the beam instrumentation systems presented earlier can
signal unacceptable or potentially dangerous conditions, when the
inhibition of beam operation becomes necessary. Depending on the
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machine, this implies the safe extraction (dumping) of the already
circulating beams and/or the inhibition of future injections.

At the LHC, the backbone of machine protection is the beam inter-
lock system [19]. It is responsible for aggregating status inputs from
about 20 machine protection subsystems. If either of these subsystems
signals a problem or that it is not ready, the beam interlock system
safely inhibits beam operation.
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T H E N E W B E A M L O S S M O N I T O R I N G S Y S T E M

The development and commissioning of a new BLM system for the
pre-accelerators of the LHC, referred to by the umbrella term injectors,
is mandated by the LIU project (see Section 1.3). The characteristics
and requirements of the injectors vary widely, and the new, common
BLM system needs to comply with demanding specifications as a
result. It needs to be versatile and highly configurable, provide high
performance, and it must respond to exacting expectations in terms of
reliability and availability.

Thus, the new system needs to provide a higher acquisition fre-
quency and extended dynamic range, and accommodate more varied
detector types than its predecessors. In most locations, the detectors
used in the system will be ionization chambers, but the installation of
other detector types such as Cherenkov monitors, diamond detectors
and secondary emission monitors is foreseen in some cases [20].

In order to ensure high throughput and flexibility, data processing
is based on reconfigurable FPGA devices. Since the electronics will be
installed in protected locations on the surface, no radiation tolerance is
required. The surface installation consists of standard racks hosting a
front-end acquisition crate (BLEAC), a VME64-compliant [20] back-end
processing crate, high voltage power supply (HVPS) modules, a high
voltage distribution box and the controllers communicating with the
beam interlock system (see Section 2.3). The functional block diagram
of the new system is shown in Figure 3.1, while Figure 3.2 shows the
details of the processing architecture.

The new BLM system is currently at an advanced stage of devel-
opment. A prototype installation is in operation at the PSB (see Sec-
tion 1.2.3) alongside the previous BLM system currently serving the

HVPS

Control &
Monitoring

Ionization chamber

Signal
conditioning ADC

Digital
processing

[ FINAL VERSION – August 3, 2018 at 14:31 ]

Figure 3.1: Functional block diagram of the new beam loss monitoring sys-
tem, with an ionization chamber as detector. The detector is
powered by a high voltage power supply, which is controlled
and monitored by the combiner and survey (BLECS) module. Its
output signal is conditioned, digitized and processed by the elec-
tronics.

22
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3.1 detectors , power supplies and cabling 24

needs of machine protection. Another prototype system is being in-
stalled at Linac 4 (see Section 1.2.3), itself under installation and com-
missioning at the time of writing. A development installation has been
set up in the laboratory. The prototype systems are currently being
used to gather operational experience and gauge system performance.

3.1 detectors , power supplies and cabling

3.1.1 Detectors

All detectors currently installed in the new BLM system are ionization
chambers of the type used in the LHC (see Section 2.2.3). The chambers
are supplied with a high voltage of about 1500 V to keep them within
the ionization operational range [14].

Since the output current of the power supplies is limited, every
ionization chamber is equipped with a passive filter at its high voltage
input (see Figure 3.3). The capacitor of this RC filter supplies the
required electrical charge if the detector needs to source high current
as the result of an intense beam loss event.

3.1.2 Power supplies

The high voltage supply of the detectors is assured by a pair of
Heinzinger NCE 3000 series HVPS units hosted in each BLM rack.
They are capable of supplying an adjustable high voltage of 0–3000 V
with a maximum output current of 20 mA. The two power supplies
are connected in parallel through serial protection diodes. Since the
output voltage of the primary power supply is set about 50 V higher,
the secondary is idle in normal operation. However, this configuration
allows it to seamlessly take over powering the detectors in case the
primary fails.

The high voltage power supplies are controlled through analog set-
point inputs by the combiner and survey (BLECS) module, presented
in Section 3.3.2. Along with the setpoint inputs which allow setting the
high voltage output of the HVPS by a proportional low voltage input,
the HVPS units also feature low-voltage analog feedback outputs pro-
portional to the output voltage and current, which are also connected
to the BLECS card. The setpoint inputs and feedback outputs operate
in the 0–10 V range.

3.1.3 High voltage distribution and cabling

In each rack, a high voltage distribution box provides power con-
nections for 64 detectors. The length of the high voltage BNC cables
supplying the detectors is up to 200 m depending on the location. In
order to avoid creating a ground loop through the shielding of the
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Figure 3.3: Schematic cabling diagram of the new BLM system [20]. The
grounding of the high voltage cables is cut at the detector as
shown at the top connector of the ionization chamber. The equiva-
lent capacitance of the ionization chamber (CIC) and the RC filter
at its high voltage input are also shown.

signal cables, the grounding of the high voltage cables is cut at the
detectors.

The high voltage distribution box has a 1 MΩ series resistor for each
cluster of 4 channels, along with a 200 MΩ resistor in parallel with
the cluster. This shunt allows the slow discharge of the detector filter
capacitors in the case of a cable disconnection on the power supply
side.

The output current of each detector is carried back to the BLM
rack through custom-made triaxial signal cables providing improved
noise immunity. The length of these cables is similar to that of the
corresponding high voltage cables.

A schematic cabling diagram of the new BLM system is shown in
Figure 3.3.

3.2 front-end electronics

As a result of the demanding specifications imposed by the LIU project
(see Section 1.3), the development of a new acquisition front-end card
was necessary for the new BLM system. This module digitizes the
output current of the detectors using a novel mixed measurement
technique based on a fully differential integrator (FDI) [21]. Each
BLEAC can host up to 8 dual polarity front-end (BLEDP) modules
along with a control unit (BLECU).

3.2.1 The front-end acquisition card

Each BLEDP card is capable of digitizing the output current of eight
detector channels in parallel [21]. In order to achieve a high dynamic
range of 2× 1010 in the acquisition, the measurement range is split
into two overlapping parts covered by two different measurement
principles: the fully differential frequency converter (FDFC) can ac-
quire currents in the 10 pA–10 mA range. Sufficiently high currents
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Figure 3.4: Functional block diagram of the fully differential frequency con-
verter [21]. The input switch, actuated by a control signal gener-
ated in function of the output voltages of the fully differential
integrator, connects the current under measurement to one of
the inputs of the circuit, while grounding its other input. This
ensures that one of the capacitors of the fully differential integra-
tor is always being charged, while the other capacitor is being
discharged at the same rate.

ranging from 100 µA to 200 mA can be acquired in direct ADC (DADC)
mode, i. e. by conversion to a voltage across a 3 Ω resistor and direct
digitization by an analog-to-digital converter (ADC).

In order to stabilize the circuitry against noise, a small offset current
is injected into every channel on the board.

3.2.2 Operating principle of the fully differential frequency converter

The FDFC, shown in Figure 3.4, always integrates the input current on
one of the integrator capacitors [21]. The input point of this capacitor
is kept at virtual ground by the differential amplifier, since the input
point of the other capacitor is grounded directly by the input switch.
This other capacitor is then discharged by the differential amplifier.
The discharging current equals the current charging the first capacitor.
Whenever the output voltage of the capacitor being discharged reaches
a threshold adjustable through a digital potentiometer, an output pulse
called count is generated, and the input switch is flipped by the FPGA.
As a result, the two capacitors switch roles and the triangular output
waveforms demonstrated in Figure 3.5 are obtained.

In order to improve the resolution in current and provide integrated
current readings between consecutive counts, partial counts are ob-
tained by periodically measuring the voltage of the capacitor with an
ADC. The acquisition period of the partial counts is 2 µs. The counts
and partial counts are then digitally combined into current values by
the FPGA [22].
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Figure 3.5: Illustration: behavior of the differential outputs of the fully differ-
ential frequency converter and of the signal controlling the input
switch [21]. Notice the gray arrows showing how the control
signal is flipped whenever one of the output voltages reaches the
threshold.

3.3 back-end electronics

Every back-end VME crate hosts up to 8 back-end processing and
triggering (BLEPT) modules, a Linux-based front-end computer (FEC),
accelerator timing receiver cards and a combiner and survey (BLECS)
card.

The FEC is responsible for exposing the acquired data to the expert
applications for display and to the database servers for logging. It
also forwards commands from the expert applications to the modules
within the crate.

3.3.1 The back-end processing module

Each BLEPT module consists of a carrier board and an active mezza-
nine.

The FPGA of the mezzanine board receives the digitized current
data from the corresponding BLEDP card over high-speed bidirectional
optical links and calculates running sums, compares them to the
corresponding beam abort thresholds and transmits the information
to the FPGA of the carrier board.

The FPGA of the carrier board assists the decision regarding beam
injection and circulation, and publishes the processed data and status
information on the VME bus.

3.3.2 The combiner and survey module

The BLECS module also features an FPGA device.
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It distributes the accelerator timing signals published by the timing
receiver card all over the back-end crate. It also forwards any eventual
beam dump requests to the beam interlock system (see Section 2.3).

Moreover, it controls the HVPS units through their analog setpoint
inputs, which are driven by the combined outputs of two 16-bit digital-
to-analog converters (DACs). The output voltage of one of these DACs
is scaled down through a voltage divider, which was foreseen to allow
superimposing a modulation with finer amplitude resolution to the
coarser steady-state voltage level. The control mechanism is presented
in more detail in Section 9.2.
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B L M D E T E C T O R C O N N E C T I V I T Y C H E C K S

As underlined in Section 2.2, beam loss monitoring is a key element
in the machine protection and tuning scheme at CERN. A continuous
and comprehensive supervision of system performance, in particular
concerning the connectivity of the detectors, is therefore vital.

Figure 4.1 schematically illustrates a BLM system. The operational
measurement consists in gauging the beam losses generated in the
accelerator by means of a detector, then acquiring, digitizing and
processing the output signal of the latter as appropriate. From this
point of view, the power supplies of the detectors play an auxiliary
role by allowing the detectors to function.

In the LHC BLM system, an annual calibration of all detectors with
a radioactive source was foreseen [15], however, more recent sources
report that ionization chambers do not require regular calibration
[23]. I know of no other way to physically simulate beam losses in a
controlled manner. Thus, from the perspective of a procedure aiming
to ensure the correct operation of the BLM system, beam loss events
constitute an uncontrollable, non-deterministic external disturbance.
Such a method should focus on supervising the functionality of the
rest of the system, with particular emphasis on the analog part.

In the most rudimentary sense, functional supervision of the analog
part of the BLM system simply corresponds to checking the correct
connectivity of the detectors. We can interpret connectivity checking
in two different ways which are relevant to this application:

logical connectivity checking aimed at making sure that a route
exists between two nodes.
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Figure 4.1: Schematic overview of the beam loss acquisition system, assuming
an ionization chamber as detector. The operational measurement
takes place on the right of the vertical dashed line, with the power
supply playing an auxiliary role. A system survey procedure,
however, must target the part below the horizontal dotted line.
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physical connectivity checking, which assesses the viability of the
route between the two nodes, thereby also encompassing quality
degradation.

Logical connectivity checking is more relevant for multi-hop or
redundant systems, to make sure at least one route exists. In contrast,
in the BLM system, only one signal path exists per detector. Moreover,
as described in Part iii, the functional supervision process should also
be able to detect nonconformities in the signal path, thus physical
connectivity checking is more appropriate in this context.

To my knowledge, no particle accelerator features a process re-
sponding to the requirements described above at present. References
to similar procedures in the literature are scarce in general. Section 4.1
gives some detail regarding the methods presented in the literature
which bear any similarity, along with insights on whether they are
applicable to the problem at hand.

4.1 related methods in the literature

The procedure most closely related to my project is the detector con-
nectivity check in operation at the LHC at CERN [24–26]. This process
will be presented in more detail in Chapter 8. It inspired me to develop
the process presented in Chapter 9, which can also be viewed as an
adaptation of the TDT measurement principle, presented below.

Less directly related topics from the field of particle accelerators
include:

trt connectivity checks , encompassing several methods used
by the ATLAS collaboration for checking the connectivity of the
numerous detector channels in their Transition Radiation Tracker
(TRT) system [27]. The detector channels consist of straws biased
by a high voltage. The energy deposited in each straw by parti-
cles crossing it is measured by two discriminators with adjustable
thresholds. In the “noise rate integral technique”, the integrated
low-to-high transition rates over a certain time window are
measured in each detector channel in function of the detection
threshold, with no external excitation. A detectable change in the
resulting hit rate curves for channels with connectivity problems
has been reported. Moreover, in the “accumulation mode tech-
nique”, the bias high voltage of the detectors is used to generate
minuscule electrical discharges in the detector straws, allowing
the identification of mute channels. At a certain point during my
work, I studied background noise intensity distribution curves
recorded in the BLM system, but I dropped this approach since
I could not identify a significant variation related to detector
connectivity. In terms of its principle, the “accumulation mode
technique” is akin to the method I describe in Chapter 9 in that
it detects the response of the system to an intentional excitation.
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csc performance validation testing , which includes connec-
tivity checks involving the cathode strip chambers (CSC) in the
muon detector of CMS [28]. In the case of the anode front-end
boards (AFEB), these consist of checks whether the electronics
boards are functional and the wires are connected, and they
also target the detection of misplaced cable connections and
plane-to-plane crosstalk. Regarding the cathode front-end boards
(CFEB), the connectivity checks involve testing whether all cath-
ode preamps are connected to strips. Unfortunately, these meth-
ods are not elaborated any further and no related references are
given.

solder bump quality checking , described at the ATLAS pixel
detector [29]. This detector is built from modules consisting
of a silicon sensor tile and 16 front-end integrated circuits, con-
nected by bump-bonding technique. Results obtained with bump
deposition by indium evaporation have been reported. The con-
nectivity of the solder bumps is checked by measuring the bump
gap with a microscope. Since this test pertains to a dummy
module and relies on human intervention, it is irrelevant to my
purpose.

By stretching the definition of physical connectivity checking slightly
further, it can encompass a wide array of methods related to measuring
a transmission parameter of a two-port of some kind through its
response to an excitation, such as:

the 4–20 mA current loop technique , an industry standard
[30]. Since the output signal of BLM detectors is a current which
is acquired by the downstream part of the system, this technique
might serve as inspiration. However, since the BLM detectors cut
DC connectivity to the acquisition electronics, similar methods
relying on the presence of a DC current as proof of connectivity
are difficult to envision.

mcm substrate and tsv quality control , which also rely on
similar methods. Several different approaches are used in the
connectivity testing of multi-chip module (MCM) substrates. One
of these is the k-probe testing methodology, which usually in-
volves using a two-probe tester to check for electrical shorts
between each pair of nets and to find electrical disconnections
between pins belonging to the same net. An algorithm generat-
ing a test sequence with a minimum number of tests for complete
open fault coverage has been described [31]. The technology of
through-silicon vias (TSV) is important in integrated circuit (IC)
design, facilitating miniaturization and 3D IC design. Checking
the connectivity of these vias is an essential requirement, and a
contactless TSV connectivity testing structure has been suggested
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[32]. However, these methods relate to post-manufacturing ac-
ceptance tests instead of operational system supervision.

reflectometry and transmissometry, which also stem from
this principle. Classical time-domain reflectometry (TDR) [33]
involves applying an input stimulus to the medium in question
and measuring the transit time of any waves reflected from fault
locations with a detector located at the point of excitation. It has
been employed to identify fault locations in electrical wires [34]
and optical fibers [35], and also to measure the electrical prop-
erties of soil [36]. However, this principle is impractical in this
context, since there is no readily available way of measuring any
eventual reflected waves resulting from an excitation upstream
of the detector. Time-domain transmissometry (TDT) consists in
exciting a two-port at its input port and measuring the resulting
response at its output. For instance, the delay time of a signal
pulse along a transmission line with known characteristics in soil
may be measured, thus yielding the permittivity and thereby the
water content of the soil [37]. The method presented in Chapter 9
is effectively an adaptation of the TDT measurement principle.

If interpreted even more broadly, logical connectivity checking oc-
curs in a wide range of contexts. An approach based on multidimen-
sional scaling (MDS) has been suggested to determine the locations
of nodes in a sensor network based on connectivity information, i. e.
which sensor nodes are within each other’s communications range
[38]. An algorithm has been presented to determine whether the con-
nectivity of a graph is at least k [39], i. e. whether it remains connected
after any k (or fewer) vertices are removed: a path still exists between
every pair of remaining vertices. In order for a power distribution
network to be functional, the graph representing it must be connected,
and this notion is used in a technique based on simulated annealing
to plan optimal radial distribution networks [40].
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T H E F I R S T S T E P S O F D E V E L O P M E N T

5.1 initial measurements

When starting work on this project, I drew inspiration from the detec-
tor connectivity checks operating in the LHC described in Chapter 8.
Since that method relies on modulating the high voltage supply of the
ionization chambers, I started by assessing the capabilities of the mod-
ulation signal chain from the BLECS module controlling the power
supplies to the signal digitized by the BLEDP card (see Figure 3.1,
Figure 3.2 and Figure 3.3).

The power supplies themselves are not specified for AC voltages
and the manufacturer does not disclose their internal layout, thus the
first step was measuring their output using the laboratory system.

As described in Section 3.3.2, the setpoint inputs of the power
supplies are driven by the BLECS module. The analog voltages are
low-pass filtered on the BLECS. The cutoff frequency of the RC filter is
about 80 Hz.

5.1.1 At the output of the power supplies

The voltage and current feedback outputs of the high voltage power
supplies (see Section 3.3.2) are fed back to the BLECS card. I imple-
mented a modified FPGA firmware to acquire these signals, and I
also measured the high voltage output directly with an oscilloscope
through a high voltage divider for comparison. The two methods
yielded consistent results, thus I deemed either one usable for assess-
ing the response of the power supplies.

The maximum modulation amplitude that can be driven by the
BLECS module is about 250 VPP. At this amplitude, as shown in Fig-
ure 5.1, a very significant nonlinear distortion starts appearing at the
output of the power supplies with a 10 Hz sinusoidal excitation [41].
The rate of the voltage decrease appears to exceed the output slew
rate limit.

I also measured the response of the power supply to a square wave
excitation for different loads. The results can be seen in Figure 5.2.
The rising edge of the output voltage behaves independently of the
impedance of the load, however, the falling edges exhibit an expo-
nential decay with a time constant significantly influenced by the
loading impedance. This suggests that when the voltage decreases at
the output of the power supply, this is not driven actively but relies
on discharging the output capacitor through the internal impedance

33
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Figure 5.1: Output voltage of the HVPS in response to a sinusoidal excitation
with a frequency of 10 Hz, acquired by the BLECS module from
the analog feedback output of the power supply [41]. Notice
the significant nonlinear distortion in comparison to the ideal
sinusoid shown in gray, similar to when the voltage decrease rate
exceeds the output slew rate limit.
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Figure 5.2: Step response of the high voltage power supply measured at
its feedback output. The voltage setpoint was switched from
0 to nominal instantaneously, then back off after a delay. The
impedance loading the output of the power supply was modified
by disconnecting various components of the installation. The
duration of the rising edge did not change significantly as a result,
however, the power off transient shows an evident dependence
on the loading impedance.
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of the power supply and the load. The resulting nonlinear distortion,
however, can easily be circumvented by reducing either the amplitude
or the frequency of the modulation.

If this limitation is observed and the power supply is kept in linear
operation, a low-pass behavior is obtained at the output of the HVPS,
as shown in Figure 5.3.

5.1.2 Acquisition using the BLEDP card

The frequency dependence of the current acquired by the BLEDP
module (see Section 3.2.1), shown in Figure 5.4, exhibits a low-pass
behavior similar to that observed at the output of the HVPS modules
demonstrated in Figure 5.3. However, due to the RC filter at the input
of the ionization chamber (see Section 3.1.1), a high-pass behavior can
also be observed. This phenomenon will be discussed in more detail
in Section 5.2.2.

The initial frequency-domain analysis of similar acquisitions at their
native acquisition frequency of 500 kHz also revealed the presence
of a prominent spectral component around 30 kHz and many of its
harmonics. I ascertained that these harmonics, exhibiting a slightly
time-varying fundamental frequency, result from the switching opera-
tion of the high voltage power supply, corresponding to its switching
frequency coupled into the signal acquisition chain.

5.1.3 Options for system supervision

The HVPS harmonics identified during the frequency domain analysis
of the BLEDP acquisitions presented in Section 5.1.2 prompted the
attempt at noninvasive supervision described in Part ii.

The connectivity checks used in the LHC (see Chapter 8) rely on a
sinusoidal modulation on the order of 100 mHz. As the measurements
above show, the useful frequency range available for modulation in the
new BLM system exceeds the one in the LHC by far, and modulation
frequencies on the order of 10–100 Hz are conceivable. This inspired
me to develop the method presented in Part iii.

5.2 simulation of the signal chain

I performed some simulation studies to better understand the behavior
of the signal chain, focusing on performance related to implementing
a modulation-based system survey [42].
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Figure 5.3: Frequency response at the output of the HVPS (see Figure 3.3),
acquired with an oscilloscope from the high voltage divider. The
frequency of the single-harmonic sinusoidal excitation was varied
at the setpoint input. Its nominal amplitude was kept constant,
low enough to ensure no nonlinear distortion occurred. 0 dB
corresponds to about 25 VPP at the output. Notice the low-pass
characteristic of the HVPS response, with a cutoff frequency in
the range of 30–40 Hz.
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Figure 5.4: Frequency response in the output current of an ionization cham-
ber acquired by the BLEDP acquisition card (see Figure 3.3) in the
laboratory. The frequency of the single-harmonic sinusoidal exci-
tation was varied at the setpoint input of the HVPS. Its nominal
amplitude was kept constant, low enough to ensure no nonlinear
distortion occurred. 0 dB corresponds to approximately 3 nA. No-
tice the band-pass characteristic of the frequency response, with
cutoff frequencies in the range of 0.02–0.05 Hz and 30–40 Hz.
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5.2.1 The simulation model

I used the simple simulation model shown in Figure 5.5 in order to
study the frequency response of the signal chain [42]. The model was
intended to represent the circuitry described in Section 3.1.

I set up the different stages of the model as follows:

high voltage supply and distribution : I decided not to try
modeling the undisclosed internal layout of the high voltage
power supplies and replaced them by ideal voltage sources. D1
and D2 represent the 1N4007 type rectifier diodes used in the
parallel connection of the power supply pair, while D3 is another
serial 1N4007 diode. Rs and Rsh are serial and shunt resistors,
respectively. Rs = 1MΩ, Rsh = 50MΩ. All these discrete com-
ponents are mounted on the high voltage distribution panel.

high voltage cable : The detectors are powered through Draka
CBH50 high voltage cables. According to the datasheet, the DC
resistance of the conductors and the insulator capacitance can
be neglected for my purposes. The mutual capacitance of the
wires per unit length is CHV/h = 101 pFm . I estimated the series in-
ductance as LHV/h = µ0µr

2π ln Dd = 0.2374 µHm [43, Sec. 2.2], which
yields negligible values for ωLHV in the frequency range of
interest up to 1 kHz and with cable lengths up to 200 m.

detector : In the model, I used the component values of the discrete
RC filter mounted on the detector and the equivalent capacitance
of a single ionization chamber [25]. Rfilter = 10MΩ, Cfilter =
470nF, Cmonitor = 312 pF.

signal cable : I modeled the Draka CKC50 signal cable based on
similar considerations as the high voltage cable. Csig/h = 82 pFm ,
Lsig/h = 0.2285 µHm .

input stage : The input impedance of the analog front-end card is
50 Ω. This is the value of Rin in the model.

5.2.2 Simulation results

cable lengths : I first made a frequency domain study by varying
the length of the cables in the model [42]: I calculated and used
several sets of values for CHV , LHV , Csig and Lsig with differ-
ent values of h corresponding to typical cable lengths in the
laboratory and prototype installations. Since the lengths of the
high voltage and signal cables connecting the same detector are
nearly equal, I used identical values of h for both. The results
are shown in Figure 5.6.
The results suggest that the high-pass part of the transfer func-
tion is insensitive to cable length. As justified in the following,
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3 m 40 m 70 m 100 m

Figure 5.6: Frequency response of the analog signal chain beyond the HVPS,
as obtained by simulation for different cable lengths [42]. The
upper cutoff frequencies are 568 Hz, 42.7 Hz, 24.4 Hz and 17.1 Hz
for 3 m, 40 m, 70 m and 100 m, respectively.

this part of the spectrum is governed by the RC filter (Rfilter
and Cfilter) and the equivalent capacitance of the chamber
(Cmonitor). Since the impedance of Cmonitor is three orders
of magnitude higher than that of Cfilter at all frequencies, the
output of the RC filter can be considered unloaded, thus its
output voltage will exhibit low-pass characteristics. In terms of
the current flowing on Cfilter, however, this corresponds to a
high-pass characteristic. This current is copied by that flowing
on Cmonitor with an amplitude reduced by three orders of mag-
nitude, which is essentially equivalent to the current flowing
into the input of the acquisition card.
The low-pass part, however, is dominated by CHV and its cutoff
frequency becomes lower as the cable lengths increase. The dom-
inant influence here is the high voltage cable, the signal cable
has a negligible effect on the transfer function.
Even though the model omits the high voltage power supplies
and the circuitry driving them, these results are in perfect qual-
itative agreement with the phenomena I observed in my mea-
surements.

filter capacitance : As described in Chapter 8, in the LHC BLM
system, the modulation-based detector connectivity checks have
been used to identify nonconformities in the value of the discrete
filter capacitor, Cfilter. In order to assess whether surveying the

[ FINAL VERSION – August 3, 2018 at 18:27 ]



5.2 simulation of the signal chain 40

integrity of the filter capacitor in a similar manner might be
possible in the new system, I made another frequency domain
study varying the value of Cfilter [44]. The outcome is shown
in Figure 5.7.
I highlighted the typical modulation frequency range used in the
LHC system (see Chapter 8) and the one targeted in the new sys-
tem (“Injectors”, see Chapter 9) in Figure 5.7. The architectures
of the two BLM systems differ substantially, so the behavior in
the frequency range used in the LHC is to be taken as indicative
at best.
In the LHC system, variations in the phase of the modulation
were used to detect degradation of the filter capacitor. However,
it is clear from the results that we should expect no variation
in phase in the new BLM system, unless the filter capacitor is
completely disconnected. However, a considerable amplitude
change should result from changes in filter capacitance, so there
is a good potential for realizing an integrity survey.
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Cfilter = 940nF Cfilter = 470nF, nominal
Cfilter = 235nF Cfilter = 47nF
Cfilter = 0

Figure 5.7: Simulated frequency response in the input current of the BLEDP
card for different filter capacitor values at the input of the ion-
ization chamber [44]. The cable lengths in the model were set to
100 m. Although the architectures of the LHC BLM system and the
new BLM system developed for the injectors differ considerably,
based on these results, it is reasonable to expect significantly
different behavior in the frequency ranges targeted by the con-
nectivity checks in each system (highlighted). In the new BLM
system, a change in the filter capacitance is likely to change the
magnitude of the current resulting from modulation while having
practically no effect in terms of phase behavior.
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Part II

A N AT T E M P T AT N O N I N VA S I V E S U P E RV I S I O N

The system supervision method used in the LHC beam
loss monitoring (BLM) system relies on injecting a known
test signal into the signal chain and detecting the resulting
response. However, as my initial measurements revealed,
the switching operation of the high voltage power supplies
results in a parasitic signal in the acquisition chain of the
new BLM system. In the following part, I describe the effort
I made to realize a noninvasive system survey based on the
detection of these spurious signal components. Since the
frequencies of these components are only roughly known
and they drift slowly, I decided to use the Fourier analyzer
for detecting their presence in the frequency domain. In
Chapter 6, I present the basics of this method and how
it can be extended to track the frequency of its input sig-
nal. In Chapter 7, I then describe how I implemented the
method on an FPGA, along with the extensions and modifi-
cations required for efficient implementation, and present
measurement results. To conclude, I also give details why
this approach has proved to be of limited usability in the
context of this project.
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6
T H E A D A P T I V E F O U R I E R A N A LY Z E R

By using recursive estimation methods based on signal models, one
can measure various parameters and calculate different transforms of
signals. These schemes are very well suited to real-time applications
because of their recursive nature.

These methods represent the signal under measurement as the out-
put of a hypothetical dynamic system: the conceptual signal model.
The measurement then involves estimating the state vector of this sys-
tem. If the conceptual signal model is deterministic, the measurement
system is referred to as observer.

Hostetter presented an observer-based algorithm to calculate the
discrete Fourier transform (DFT) of signals recursively [45]. Péceli
suggested an extension to this method in order to allow recursive
calculation of arbitrary linear signal transforms [46]. Péceli’s signal
model-based observer structure, presented in Section 6.1, may be
used as a spectral observer, in which case it is referred to as Fourier
analyzer (FA).

The algorithms mentioned above employ a linear system model with
known parameters. However, in the case of spectral analysis, the signal
may consist of harmonic components with unknown frequencies. In
order to remedy this problem, Nagy proposed a method for frequency
adaptation in the FA. This method, known as adaptive Fourier analyzer
(AFA) and described in more detail in Section 6.2, acts similarly to
a phase-locked loop and locks the spectral observer structure to the
fundamental harmonic of the input signal, which allows it to follow
slow frequency drifts [47, 48]. Its robustness has been demonstrated
in several industrial applications, such as a vector voltmeter [47, 48]
and active noise and distortion cancellation [49, 50].

6.1 the recursive observer

6.1.1 The conceptual signal model

The recursive observer developed by Péceli estimates the state vari-
ables of the conceptual signal model [46], shown in Figure 6.1. Since
we assume that the signal under measurement is generated by the
latter hypothetical dynamic system, the state variables correspond to
the parameter vector of the measured signal.

Equations (6.1)–(6.5) below correspond to the linear time-variant
(LTV) version of the conceptual signal model [46], which is a system
described by time-variant equations with state variables that do not

43
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Figure 6.1: Block diagram of the conceptual signal model used in the recur-
sive observer, linear time-variant model. The integrators hold their
preset initial values, which correspond to the complex Fourier
coefficients of the signal in the case of the spectral observer. This
means that the integrators are not really necessary in this model,
however, they foreshadow the structure of the corresponding ob-
server presented in Figure 6.2. The modeled signal is generated
as the sum of the constant integrator outputs modulated by the
time-varying coupling coefficients ci,n.

vary in time. It should be noted here that a linear time-invariant
(LTI) model described by time-invariant equations and state variables
varying in time has also been discussed [46], but the LTV model is
more convenient for my purpose since its state variables are directly
usable for frequency adaptation (see Section 6.2).

The system equations describing the LTV conceptual signal model
are the following:

xn+1 = xn, (6.1)

xn = [xi,n] ∈ CN×1, i = −K, . . . , K, (6.2)

yn = cTnxn, (6.3)

cn = [ci,n] ∈ CN×1, i = −K, . . . , K, (6.4)

ci,n = e2πiν1n = zni , zi = e
2πiν1 , (6.5)

where yn is the output of the conceptual signal model, that is, the
signal we are intending to measure. The state vector xn is composed
of N = 2K+ 1 complex components.

When using the recursive structure presented in Section 6.1.2 as a
spectral observer, we obtain the Fourier analyzer (FA). The coefficients
given in (6.5) pertain to this case in particular. In the conceptual signal
model of the FA, the state variables xi,n correspond to the complex
Fourier coefficients of the signal, thus we can interpret the conceptual
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Figure 6.2: Block diagram of the recursive observer, linear time-variant model.
The structure of the observer replicates that of the conceptual
signal model in Figure 6.1. Notice how it is extended by the
common feedback and the time-varying gi,n coefficients at the
input of each integrator.

signal model as a complex multisine generator reconstructing the
signal from its DFT.

With f1 denoting the frequency of the fundamental harmonic and
fs the sampling frequency, the relative frequency of the fundamental
harmonic with respect to the sampling frequency is defined as ν1 =
f1/fs.

The number of harmonics K is chosen so that K × f1 < fs/2 6
(K+ 1)× f1 is true. In case equality holds, i = −K, . . . , K + 1 and
N = 2K+ 2 in the equations above. This applies to the ideal FA, whose
state vector xn contains the N = 2K+ 2 complex Fourier coefficients,
including DC and fs/2.

If the input signal yn is real-valued, the Fourier coefficients will
form complex conjugate pairs: xi,n = x∗−i,n, where ·∗ is the complex
conjugate operator. Since the coupling coefficients are set according to
(6.5), each complex conjugate channel pair produces the samples of a
single sinusoid.

6.1.2 The observer

The state variables of the conceptual signal model can be estimated
by an appropriately designed observer [46]. As a result, the FA is
capable of estimating the complex Fourier coefficients of the input
signal. Figure 6.2 shows the structure of the observer corresponding
to the LTV conceptual signal model presented above.
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The LTV observer is governed by the following system equations:

x̂n+1 = x̂n +gnen = x̂n +gn (yn − ŷn) , (6.6)

x̂n = [x̂i,n] ∈ CN×1, i = −K, . . . , K, (6.7)

ŷn = cTnx̂n, (6.8)

gn = [gi,n] ∈ CN×1, i = −K, . . . , K, (6.9)

gi,n =
α

N
c∗i,n, (6.10)

where x̂n is the estimated state vector, ŷn is the estimated signal and
en is the estimation error.

The coupling vectors cn and gn control the behavior of the observer.
In the case of the FA, gn is set as in (6.10): it is obtained as the
product of the observer gain α/N, a tunable parameter determining
the dynamical behavior of the observer, and the vector of complex
roots of unity cn as defined in (6.5). The latter sets the poles and
thereby the frequency response of the individual observer channels.

If the vectors cn and gn are set according to (6.5) and (6.10), respec-
tively, with α = 1 and f1 = fs/N, the result is a deadbeat observer (see
Section 6.1.3) producing the recursive DFT of the input signal [51]. By
modifying f1, a spectral observer with channel positions off the DFT
grid can be obtained.

In the closed feedback loop, the transfer function of the individual
channel i from the input of the structure to the adder at the output in
Figure 6.2, i. e. from yn to x̂i,n ci,n, can be expressed as [52]:

Hi (z) =

riziz
−1

1−ziz−1

1+
∑K
m=−K

rmzmz−1

1−zmz−1

, (6.11)

where, in the case of the Fourier analyzer, zi was defined in (6.5) and
rm = 1/N, ∀m.

6.1.3 Deadbeat observers

The state variables of an observer with deadbeat settling converge
to those of the conceptual signal model, and the estimation error en
becomes 0 in N (or fewer) time steps. As mentioned in Section 6.1.2,
the Fourier analyzer producing the recursive DFT provides deadbeat
convergence. More generally, the sets of coupling vectors cTi and
gi must constitute a biorthogonal system for the observer to show
deadbeat settling [46].

This corresponds to CT = G−1 with

CT =




cT1

cT2
...

cTn




, G =




g1 g2 . . . gn




. (6.12)
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The vectors cTi and gi consist of the coupling coefficient values
corresponding to all channels in time step i. In contrast, the columns
of CT and the rows of G contain the coupling coefficient values
corresponding to the channel in question over an entire time period.

6.2 frequency adaptation

The frequencies of the spurious components generated by the high
voltage power supply (see Section 5.1.2) are only roughly known, thus
it would be interesting if the structure used for detection could track
their slowly drifting frequencies. Since channel positions off the DFT
grid are feasible, this is theoretically possible.

Nagy suggested a method to adapt the frequencies of the channels
to match the signal in case the fundamental frequencies of the Fourier
analyzer and the signal are different and that of the signal is unknown
[47]. The method estimates the frequency difference from the state
variables of the observer and uses this information for frequency
adaptation.

6.2.1 The basic principle

As reconstructed from its Fourier series, the input signal of the ob-
server can be expressed as:

yn =

L∑
i=−L

xi,n e
2πiν1n, (6.13)

which corresponds to the output of the signal model in Figure 6.1.
At present, we are assuming the fundamental frequencies of the

signal and the Fourier analyzer to be different. Relative to the sampling
frequency, we are going to denote them by ν1 and νr, respectively.
This implies that the number of signal harmonics does not necessarily
match the number of observer channels any more.

If ν1 = νr, then the estimates x̂i,n are equal to the Fourier coeffi-
cients xi,n after settling. Otherwise, we can express the estimator of
the fundamental harmonic in the nth time step in the following form
[52]:

x̂1,n =

L∑
i=−L

x̂1,i,n =

L∑
i=−L

xi,n e
2πiν1n H1

(
e2πiν1

)
c−11,n =

=

L∑
i=−L

x ′i,n e
2π(iν1−νr)n, (6.14)

where x̂1,i,n is the contribution to the estimator of the fundamen-
tal harmonic from the ith harmonic component of the signal in the
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nth time step. H1
(
e2πiν1

)
, the transfer function of the fundamental

channel from yn to x̂i,n ci,n, was expressed in (6.11).
Equation (6.14) implies that arg x̂1,1,n+1 − arg x̂1,1,n = 2π (ν1 − νr).

Moreover, if
∣∣∣x ′i,n

∣∣∣ �
∣∣∣x ′1,n

∣∣∣ (i 6= 1), then x̂1,n is a good estimate of
x̂1,1,n. In this case, we can approximate the error in the frequency of
the fundamental channel relative to the sampling frequency as:

ν1 − νr ≈
arg x̂1,n − arg x̂1,n−1

2π
. (6.15)

6.2.2 Frequency adaptation methods

The basic principle of the adaptive Fourier analyzer stems from (6.15).
Nagy initially suggested updating νr by

∆νr,n =
1

Nn

arg x̂1,n − arg x̂1,n−1

2π
(6.16)

in every time step [47]. In order to ensure a uniform distribution
of channel positions up to fs/2, it may be necessary to update the
number of channel pairs K upon a frequency update to make sure
K× f1 < fs/2 6 (K+ 1)× f1 still holds. Whenever K is decreased, the
superfluous channel values are discarded. When K is increased, the
newly entering channels are initialized to 0.

Several modified frequency adaptation methods have also been
presented:

the robust afa (RAFA): In order to reduce sensitivity to noise,
Ronk and Voolaine suggested applying a damping factor η (0 <
η 6 1) to the value the fundamental frequency is modified by
[53]:

∆νr,n =
η

Nn

arg x̂1,n − arg x̂1,n−1

2π
. (6.17)

the improved robust afa (iRAFA): In order to reduce the noise
sensitivity of the robust AFA further, Ronk and Voolaine rec-
ommended extending it by averaging the Fourier components
[53]:

∆νr,n =
η

Nn

arg x̂1,n,B − arg x̂1,n−1,B

2π
, (6.18)

with

x̂1,n,B =
1

B

B−1∑
b=0

x̂1,n−b. (6.19)

the block afa (BAFA): In order to evaluate the convergence prop-
erties of the frequency adaptation, Simon and Péceli developed
a block-wise adaptation method [52]:

∆νr,n =
1

P

arg x̂1,n − arg x̂1,n−P

2π
. (6.20)
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This method temporarily disables the frequency adaptation after
each adaptation step in order to wait for the resulting transients
to decay before continuing the adaptation.

the extended block afa (eBAFA): Ronk proposed complement-
ing the block AFA by averaging the Fourier components as in
(6.19) with a view to reducing sensitivity to noise [54]:

∆νr,n =
1

P

arg x̂1,n,B − arg x̂1,n−P,B

2π
. (6.21)

the extended improved robust afa (eiRAFA): Extending the
improved robust AFA with the step size P used in the block AFA
has been proposed by Dabóczi [55]:

∆νr,n =
η

Nn P

arg x̂1,n,B − arg x̂1,n−P,B

2π
. (6.22)

This method provides continuous frequency adaptation, using
averaged Fourier coefficient values as in (6.19) spaced P samples
apart, and a damping in the resulting frequency estimator.
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T H E Z E R O C R O S S I N G A FA

As mentioned in Section 5.1.2, in the digitized output current of
the ionization chambers, I identified periodic parasitic components
resulting from the switching operation of the high voltage power
supplies. I found detecting these harmonics highly appealing since
it offered the possibility of realizing a non-destructive connectivity
check, thereby implementing detector supervision without external
excitation or manipulation by simply post-processing the digitized
signal.

I decided to use a customized Fourier analyzer for detecting the
high voltage power supply (HVPS) harmonics [56]. This structure is
inherently stable due to the unit negative feedback in the observer,
it offers flexibility in the placement of the channel poles [57] and it
is complemented by a convenient frequency adaptation method [47],
making it possible to track the slowly varying frequency of the HVPS
contributions in the signal. This becomes relevant when limiting the
bandwidth of the observer channels in order to improve noise rejection
and selectivity, as suggested in Section 7.3.1.

The field-programmable gate array (FPGA) devices present on both
the front-end and back-end processing modules of the new beam loss
monitoring (BLM) system offer a convenient way to implement the
required additional data processing. For the purposes of the connectiv-
ity check, I chose the Altera Cyclone IV FPGA on the active mezzanine
of the back-end module (see Section 3.3.1).

The target platform for the spectral observer is an FPGA. This means
that additions and multiplications can be realized at moderate hard-
ware cost, while divisions and trigonometric calculations are more
expensive in terms of resources and thus are better avoided. As justi-
fied in Section 7.2.1, the complex calculations required by the Fourier
analyzer are ideally carried out in algebraic form (z = a+ b). Since
all frequency adaptation methods outlined in Section 6.2.2 rely on
calculating phase differences between complex numbers, this renders
their use expensive in terms of FPGA hardware. This consideration
prompted me to develop the new frequency adaptation scheme pre-
sented in Section 7.1, avoiding phase calculations at the expense of
slower adaptation of the fundamental harmonic frequency, while po-
tentially reducing sensitivity to noise, as demonstrated in Section 7.6.3.

50
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7.1 the zero crossing frequency adaptation scheme

The frequency adaptation methods referred to in Section 6.2.2 all
involve estimating the frequency mismatch of the observer by calcu-
lating phase differences between differently spaced and in some cases
averaged samples of x̂1,n, the estimate of the fundamental harmonic.

In order to avoid phase calculations, I propose estimating the fre-
quency error by tracking zero crossings in arg x̂1,n, the phase of the
fundamental harmonic [56]. Two consecutive zero crossings in the
same direction span a phase difference of 2π, thus if Nz zero crossings
are detected in a time interval tm, the frequency error relative to the
sampling frequency can be estimated as follows based on (6.15):

|ν0 − νr| ≈
(Nz − 1) 2π

tm fs

1

2π
=
Nz − 1

tm fs
. (7.1)

As described in Section 7.4, the sign of the frequency mismatch can
be determined by considering the sign (direction) of the zero crossing.
The resulting value for νr can then be used for adapting the frequency
of the fundamental harmonic in the observer structure.

Using this approach to calculate the frequency mismatch offers the
following advantages:

• Detecting zero crossings in phase is very efficient in terms of
FPGA resources. For complex numbers in polar representation
(z = Aeϕ), tracking changes in the sign bit of the phase is
sufficient. In the algebraic form (z = a+ b), zero crossings in
phase can be detected by considering the signs of both the real
and imaginary parts simultaneously. Refer to Section 7.4 for
details.

• If the observed signal and thus the phase of the channel are
contaminated by noise, this method may reduce the resulting in-
fluence on the frequency estimate, as illustrated in Section 7.6.3.

7.2 implementing the fourier analyzer

7.2.1 Complex number representation

The operation of the spectral observer is described by (6.6)–(6.10),
which show that the state update relies on complex additions and mul-
tiplications. The polar representation offers computational advantages
for multiplication, however, additions are only possible in algebraic
form. Complex multiplications can also be realized as a sequence of
multiplications and additions in algebraic form, thus I decided to use
it for implementing the Fourier analyzer to avoid conversions between
the two forms and save the FPGA resources that would be necessary.
This implies that the real and imaginary parts of each state variable
and coefficient are processed separately.
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Additionally, the input signal is real-valued, thus the observer chan-
nels form complex conjugate pairs, with the exception of those corre-
sponding to DC and fs/2. This implies that realizing one of each pair
is sufficient and their summed output can be calculated as 2×Re {·}.

7.2.2 Arithmetic

Since I wanted the design to accommodate the potentially high dy-
namic range of the channel values, choosing an appropriate arithmetic
representation with acceptable resource cost also required some effort.

I implemented and tested a block floating point architecture in
MATLAB. This realization relied on fixed-point arithmetic, featuring
a common but variable scaling factor 2n (n ∈ Z) for all fixed-point
numbers. Despite promising first results, I abandoned this approach
because of its complexity.

Then, I realized the observer structure on an FPGA using IEEE-754
compliant 32-bit floating point IP cores supplied by the manufacturer.
This approach was relatively convenient to implement and it worked
well, but it was rather heavy on FPGA resources.

In order to reduce resource use, I converted the floating-point ob-
server to fixed-point arithmetic. My tests using data samples acquired
with the prototype system showed that in order to achieve acceptable
performance, at least 26 fractional bits were required with fixed-point
arithmetic.

7.2.3 A bit of trigonometry

According to (6.4) and (6.5), exponentiation is required to obtain the
cn coefficients from their initial values. However, when executed in
algebraic form, this calculation becomes numerically unstable for high
iteration numbers due to the imprecision of the number representation.
The same consideration applies even for floating-point numbers with
arbitrary precision, even though the number of iterations required for
the instability to start causing problems may be significantly higher.

Since the ci,n coefficients are unit complex numbers, this problem
can be avoided by calculating their phase by simple addition instead.
In order to obtain the real and imaginary parts of the coefficient for
use by the processing, trigonometric functions are required, however,
they can be implemented using memory-based lookup tables storing
values of the cosine and sine functions.

If desired, the precision of this realization can be improved by
interpolating the values obtained from the lookup tables, but even
linear interpolation requires a division. However, if the step size
is constant, so is the divisor, thus the division can be executed as
multiplication by a constant. Nevertheless, I deemed interpolation
unnecessary in my implementation.
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7.2.4 Architecture

I implemented the spectral observer with a single processing channel.
For each channel, the real and imaginary parts of the new state vari-
able are evaluated sequentially, then the observer error is calculated.
The processing channel consists of two multipliers and two adders,
complemented by memory blocks to store the channel values, the cn
coefficients and the lookup tables for the trigonometric functions (see
Section 7.2.3).

The operations required for the state update are paralellizable, thus
the speed of the processing can be increased by using additional
resources. Section 7.6.1 lists indicative numbers. A single-channel im-
plementation minimizes FPGA resource use, but if required, several
instances of the processing channel can be used to parallelize com-
putations and improve throughput, thereby increasing the maximum
possible number of channels.

7.3 customizing the fourier analyzer

7.3.1 The coarse channel structure

The dual polarity front-end (BLEDP) card acquires the output current
of the detectors at a sampling rate of 500 kHz. Since the aim is de-
tecting a signal component around 30 kHz and its harmonics, there
is very little margin available to decrease the sampling rate. The ob-
server operates at 500 ksps in order to ensure continuous, on-line data
processing.

If the observer were used to calculate a recursive DFT, a resolution
on the order of 10–100 Hz ensuring reasonable selectivity would not
be feasible using the FPGA at hand. The number of channels would
be prohibitively high: with a serial realization, the logic would not be
able to keep up with the input data stream, and with a parallelized
implementation, the design would not fit into the FPGA.

In order to circumvent this problem, I considered an observer struc-
ture with extremely coarse frequency resolution [56]. The channel
positions were aligned with the HVPS harmonics. At the expense of
slower convergence, the bandwidth of the observer channels can then
be adjusted through the α/N parameter in (6.10). As demonstrated in
Figure 7.1, this can be used to provide appropriate frequency selectiv-
ity without influencing the stability of the processing.

7.3.2 Channel triplets

In order to provide estimates of the noise floor aside from measuring
the actual signal component, I turned the lowest order harmonic chan-
nels into channel triplets [56]. This means that I created two additional
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Figure 7.1: Transfer function of a single observer channel from y to x̂i (see
Figure 6.2) for different values of α [56]. The channel is tuned
to νr = 0.06, which corresponds to 30 kHz with fs = 500 kHz.
Therefore, N = 17. The zeroes of the transfer function correspond
to the positions of the other channels.

channel positions on either side of the selected channels, at frequen-
cies relatively close to, but separated from the original. Figure 7.2
illustrates the layout of the additional triplet channel positions with
respect to the initial ones. The way the transfer function of a channel
changes after adding the triplets is shown in Figure 7.3.

It should be noted that if the triplet channel positions are set in such
a way that the passbands of several channels overlap, this may result
in gains exceeding unity.

7.4 adapting the frequency in practice

The source of the parasitic HVPS contributions is common for all 8
channels processed by the same FPGA. Therefore, in order to limit
FPGA resource use, I decided to implement frequency adaptation for
one channel only and use the same cn and gn coefficients for the
remaining 7 channels.

Nevertheless, (7.1) describing the zero crossing adaptation scheme
needs some more thought to be usable in practice [56].

• Technically, the phase function also crosses zero when it wraps
from −π to π or vice versa. We must ensure these events are
not detected as zero crossings. When using the algebraic form,
excluding them is simple: we register a zero crossing event when
Im {x̂1,n} changes sign while Re {x̂1,n} > 0.
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Initial channels Additional channels in triplet

Figure 7.2: Visualization of the structure of channel triplets through the zi
coefficients in (6.5) [56]. zi = 1 and zi = −1 correspond to f = 0
and f = fs/2, respectively. f1 = 30 kHz, fs = 500 kHz. For clarity,
the frequency difference between the initial channels and the
corresponding triplets is 5 kHz.
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Figure 7.3: Comparison of the transfer functions of a single observer channel
in normal and triplet channel configurations [56]. α = 0.001.
Notice the zeros in the transfer function on either side of the main
peak in the triplet configuration, resulting from the addition of
channels.

[ FINAL VERSION – August 3, 2018 at 18:27 ]



7.4 adapting the frequency in practice 56

0.1 0.15 0.2 0.25
−3

−2

−1

0

1

2

×10−5

Time [ms]

C
ha

nn
el

ph
as

e
[r

ad
]

[ FINAL VERSION – August 3, 2018 at 14:35 ]

Figure 7.4: Repetitive zero crossings due to noise in the phase of x̂1,n calcu-
lated for an actual signal acquisition [56]. represents the single
accepted positive zero crossing at the beginning of the sample,
while the subsequent rejected positive and negative zero crossings
are marked by and , respectively.

• Additionally, (7.1) only yields an absolute value for the frequency
difference. Its sign can be obtained by considering the sign of the
zero crossing: when Im {x̂1,n} changes from negative to positive,
we register a positive zero crossing in phase corresponding to
ν0 > νr, and the opposite for negative zero crossings.

As demonstrated in Figure 7.4, if the input signal is noisy, spurious
zero crossing events may result. Let us now define a π crossing as a
sign change in Im {x̂1,n} while Re {x̂1,n} < 0. By requiring a π crossing
between two accepted zero crossings, these spurious events can be
filtered out.

The considerations above only hold if the value of the channel used
for frequency adaptation rotates sufficiently slowly to allow proper
detection of zero and π crossings. A required condition is that x̂1,n

must never make transitions between non-adjacent quadrants of the
complex plane, which corresponds to |ν0 − νr| < 1/4. Since the goal
is tracking a slowly varying frequency with a good initial estimate,
I do not expect related failure cases to occur. Nonetheless, if they
do, the effects could be mitigated by limiting the maximum step size
of the adaptation or, if applicable, by setting a frequency range the
adaptation can operate in.

The initial motivation for the development of the zero crossing fre-
quency adaptation scheme was to avoid the division necessary for
calculating the phase of the channels, thereby sparing the FPGA re-

[ FINAL VERSION – August 3, 2018 at 18:27 ]



7.5 measurement results 57

sources required by a divider. Nevertheless, calculating the frequency
error by evaluating (7.1) also requires a division. However, by per-
forming a frequency adaptation whenever there is a suitable pair of
zero crossings, the numerator of the fraction will always be 1 and the
division can be circumvented using a lookup table: storing the phase
step size ∆ϕ for a range of different values of tm. If necessary, the
precision can be improved by interpolation.

For the adaptation of higher order harmonics, the phase estimate
value obtained for the fundamental harmonic needs to be multiplied
by the order of the harmonic in question. The phase estimates thus
obtained could be averaged over several zero crossings if desired.

7.5 measurement results

I tested the spectral observer with frequency adaptation in the lab-
oratory and in the prototype installation at the Proton Synchrotron
Booster (PSB) accelerator.

7.5.1 Evolution of the HVPS frequency

As demonstrated on the acquisition shown in Figure 7.5, the frequency
of the HVPS contributions follows the evolution of the temperature
in the rack [56]. This acquisition was made in the summer, when the
temperature in the hall, and consequently inside the rack, is strongly
influenced by the temperature outside. The resulting overnight cool-
down is clearly visible in the data.

7.5.2 Performance of the frequency adaptation

The performance of the frequency adaptation is demonstrated in Fig-
ure 7.6 on an acquisition made in the laboratory system [56]. The
frequency adaptation follows the slow drift of the frequency satisfac-
torily.

7.5.3 Behavior of an observer channel

The bandwidth of the channels in this implementation is approxi-
mately 5 Hz, obtained using α/N = 1/50000. This appears to be a good
compromise between appropriate bandwidth for signal detection and
tolerable noise in the acquisition. Figure 7.7 shows the typical ampli-
tude behavior of a channel properly tuned to the frequency of the
HVPS contributions, along with the raw input data of the Fourier
analyzer for comparison. The peaks in the raw data are caused by
beam loss events, which clearly influence the behavior of the observer
channel. Nevertheless, the channel recovers rapidly and the resulting
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Figure 7.5: Time evolution of the fundamental harmonic frequency of the
HVPS contributions and of the temperature [56]. The temperature
was measured by a Sensirion SHT15 temperature and humidity
sensor installed on the front-end card, located at a distance of
about 1 m from the HVPS supply in the same rack. The markers
correspond to the sample points.
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Figure 7.6: Fundamental frequencies of the observer structure and of the
HVPS contributions acquired in the laboratory [56]. The channel
frequency was registered at each frequency adaptation step. The
HVPS frequency was sampled every 10 minutes, with each data
sample represented by a marker on the curve.
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Figure 7.7: Amplitude of the fundamental channel tuned to the HVPS fre-
quency, superimposed onto the corresponding raw input data
[56]. The peaks in the raw data indicate actual beam loss events.
These events perturb the channel but it recovers quickly.

influence on the measurement can be minimized by introducing a
blind period after each high peak. The effect of beam loss events on
frequency adaptation also appears to be negligible [56].

If HVPS contributions are present in the acquisition, the amplitude
of a properly tuned observer channel tends to be at least 20 dB higher
than the signal from the two additional channels in the triplet, if any.
This provides a satisfactory margin for detecting the presence of the
signal components generated by the HVPS.

7.6 advantages of the zero crossing adaptation method

I implemented the customized spectral observer with zero crossing-
based frequency adaptation on the Altera Cyclone IV FPGA of the
active mezzanine mounted on the back-end module, operating at a
system clock frequency of 100 MHz. This FPGA device features 149 760
logic elements and 720 9-kilobit memory blocks.

This section presents how this frequency adaptation scheme can be
used to reduce the resource use of the design, or to increase the input
sample rate, or how it can yield a smoother frequency estimate than
some of the other frequency adaptation methods.
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7.6.1 Resource use

In order to minimize resource use, I implemented a functional fully
serialized realization of a spectral observer with zero crossing-based
frequency adaptation. This implementation uses about 1300 logic cells
and 21 9-kilobit memory blocks and is capable of processing one of
the 8 input channels of the back-end module.

I estimated the resource use of a corresponding “original” AFA
implementation, with the same arithmetic, including a divider, at
2450–2800 logic cells and 12 9-kilobit memory blocks [56].

The zero crossing frequency adaptation scheme promises a saving
in logic cells on the order of 50 %, at the price of increased memory
use.

7.6.2 Input sample rate

At 100 MHz, the typical latency of the divider required for implement-
ing the “original” AFA is about 15 clock cycles on this architecture.
This latency could be spared in part, but this implementation would
still require about 25–30 clock cycles to process an input sample.

When using the zero crossing frequency adaptation scheme imple-
menting all observer channels in parallel, this observer could process
a new input sample in roughly 15–20 clock cycles [56].

With the zero crossing-based method, we can expect a gain of up to
50–100 % in input sample rate, at the price of increased FPGA resource
use.

7.6.3 Behavior of the frequency estimate

In the zero crossing-based scheme, the frequency estimate is only
adapted when the phase of the fundamental observer channel crosses
zero. This means that the frequency estimate may be influenced less
by apparent frequency changes caused by the noise contaminating
the input signal. This is demonstrated in Figure 7.8, where the zero
crossing adaptation method yields a considerably smoother frequency
estimate with a noisy input signal than some of the other frequency
adaptation schemes [56].

7.7 applicability of the scheme in detector supervision

In my early acquisitions, the HVPS peaks always appeared in both the
laboratory and the PSB accelerator in all connected channels, and they
were consistently absent in disconnected channels. I supposed that the
parasitic signal was carried to the detectors through the high voltage
cables, then back through the signal cables to the inputs of the front-
end module. This appeared to be in line with all my measurements,
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Figure 7.8: Example: frequency estimate with a noisy input signal yielded by
the zero crossing-based frequency adaptation method compared
to some other adaptation schemes [56]. The input signal is a sinu-
soid with linearly varying frequency from 29.95 kHz to 30.05 kHz,
with white Gaussian noise at SNR = 20 dB. α = 1 in the observer.
f1 = 30 kHz, fs = 500 kHz, thus N = 17. In this configuration, the
“original” AFA produces a frequency estimate with fluctuations
about an order of magnitude higher than the block AFA, thus the
former curve is omitted for clarity. We used a damping factor of
η = 32 for the robust AFA. The measurement period for the block
AFA was P = 333.
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which made it very tempting to try and implement a connectivity
check based on this phenomenon.

After I started testing the already functional processing, however,
I realized the parasitic signal was not quite coupled into the signal
chain as I imagined [56]. The new BLM system was designed carefully
to avoid any ground loops (see Section 3.1.3), nevertheless, some
unavoidable ground loops are still present within the rack. Moreover,
I inadvertently created a ground loop through my test detector in the
laboratory when connecting it. These ground loops turned out to be
the key to the coupling of the parasitic signal, hence the absence of
the HVPS signal only reveals if the ground loop has been broken – or
if the power supplies have been powered down.

This means that as a connectivity check, this method could only
cover some signal cable disconnection cases and cannot be consid-
ered as a general system survey. Thus, I needed to consider other
alternatives.

7.8 summary

In this chapter, I described how I adapted the adaptive Fourier an-
alyzer for signal detection in the beam loss monitoring system. I
presented measurement results obtained with the modified observer.

In Section 7.1, I presented the novel frequency adaptation scheme
I devised to ensure an efficient implementation on an FPGA. This
method is universally usable for resource-efficient frequency adapta-
tion in a Fourier analyzer.

I reviewed the merits of the new frequency adaptation method in
Section 7.6.
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Part III

A M O D U L AT I O N - B A S E D A P P R O A C H

In this part, I introduce another approach to surveying
the new beam loss monitoring (BLM) system, relying on
an external excitation applied to the detectors. I present
the main inspiration for this method, the process currently
in operation at the Large Hadron Collider, in Chapter 8.
I describe the principle of the suggested new method,
foreseen for use in the operational new BLM systems at the
injectors, in Chapter 9. The description is complemented
by implementational considerations and some operational
experience.
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D E T E C T O R C O N N E C T I V I T Y C H E C K S AT P R E S E N T

As evoked in Chapter 4, due to their very important role in the scheme
for machine protection and tuning, the comprehensive round-the-clock
functional supervision of BLM systems is an essential requirement for
the safe operation of particle accelerators. In particular, the correct
connectivity and functionality of the detectors need to be ensured
continuously. Nonetheless, as far as I am aware, no particle accelerator
has a feature responding to these requirements at the time of writing.

At present, one of the most advanced solutions aimed at supervising
the functionality of a BLM system is in operation at the Large Hadron
Collider (LHC) [24–26].

The BLM system of the LHC is the predecessor of the new BLM
system presented in Chapter 3. The two systems differ considerably
in terms of hardware, although both rely predominantly on ionization
chambers as detectors. The architecture of the former is shown in
Figure 8.1.

The LHC BLM system was designed and implemented with reliabil-
ity in mind. Throughout the entire system, a wide array of mitigation
strategies for possible failure modes has been put in place [58]. These
are reviewed briefly in Section 8.1, while Section 8.2 describes the de-
tector connectivity checks in place at the LHC. The improved detector
connectivity checks I developed for the new BLM system are presented
in Chapter 9.

8.1 system supervision

8.1.1 On the front-end module

The output current of the detectors is acquired by the front-end card by
means of a current-to-frequency converter (CFC). The CFC consists of
an integrator which is discharged whenever its output voltage reaches
a threshold. When the threshold is reached, an output pulse referred
to as count is generated. In order to increase the resolution of the
acquisition, the voltage of the integrator is measured by an analog-to-
digital converter (ADC) whenever a new data packet is transmitted,
thus yielding partial counts.

An additional circuit monitoring the output voltage of the integrator
has been implemented, so malfunctions of the discharging circuit can
be detected.

Moreover, a constant offset current of 10 pA is injected into the input
of the integrator, which ensures that a minimum number of counts

64
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is generated regularly. In case no count is detected for a prolonged
time period, an error flag is generated. Since the leakage current of the
operational amplifier in the integrator changes with the total radiation
dose, active compensation circuitry maintaining the offset current at
10 pA has been realized.

The outputs of the low voltage power supplies and the temperature
of the front-end board are also monitored by dedicated circuitry.

8.1.2 On the back-end module

Since the data processing capabilities of the radiation-tolerant field-
programmable gate array (FPGA) device mounted on the front-end
board are limited, the digitized signals need to be transmitted to the
back-end cards on the surface for further processing. This is done over
a gigabit optical link, doubled for reliability.

The back-end module checks the correctness of the incoming redun-
dant data streams using the checksums embedded in the data packets,
and it monitors the consistency of the two data paths.

In order to ensure the correct reception of the packets transmit-
ted by the front-end module, the back-end card monitors the time
elapsed between the reception of two consecutive frames. It also checks
the consistency of the frame identity numbers transmitted with the
packets.

All front-end and back-end modules have unique card identifier
numbers. These are also regularly checked against the expected values
stored in a database, thus protecting against misplacement of the
electronic modules and erroneous optical link connections.

The consistency of all system parameters used by the front-end
modules is established through regular checksum calculations. A
comparison of all values to the ones stored in the database is enforced
every 24 hours.

8.1.3 External checks

The front-end computer modules installed in each back-end crate
monitor the status of the high voltage power supplies connected to
the detectors, along with the beam energy value used by the back-
end cards. They also ensure that all required information is correctly
transmitted to the downstream systems for display and long-term
storage.

Beam permit checks are also executed regularly. The goal is to make
sure that all back-end cards are capable of requesting a beam abort,
and that these requests are correctly forwarded to the beam interlock
system (see Section 2.3).
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8.2 connectivity checks

8.2.1 Rationale

The main purpose of the connectivity checks is ensuring the integrity
of the cabling connection of each detector in the BLM system [24].

To this end, a small harmonic modulation signal (30 V, 0.06 Hz) is
added to the DC bias high voltage of 1500 V connected to the chambers.
The negative part of the sine wave is truncated to avoid a negative
current flowing into the CFC for too long. Through the capacitive re-
sponse of the chamber, a corresponding modulation is obtained in its
output current, which can then be measured using the standard signal
acquisition chain. The absence of the response to the sinusoidal excita-
tion in the digitized current indicates that the cabling connection has
been compromised: a cable is missing, disconnected or discontinued.

Additionally, this method also allows surveying the integrity of
certain components. A change in the value of the filter capacitor
at the input of the detectors has been found to cause a phase shift
and amplitude change in the current resulting from the modulation.
These changes in capacitance may be caused by faulty soldering or
degradation of the capacitor due to radiation or aging [24].

8.2.2 Realization

In this implementation, the whole test is managed by the combiner
and survey (BLECS) module presented in Section 3.3.2. This is the
module controlling the high voltage power supplies, and it has been
fitted with dedicated circuitry allowing the generation of a modulation.
The BLECS card then retrieves the value of the 1.2 s running sum from
all back-end modules in the same crate, applies a low-pass FIR filter
to smoothen the response (see Figure 8.2), then performs amplitude
and phase recognition. Both are compared to acceptance limits stored
in the settings database [24].

The connectivity check takes about 6 minutes. Since it requires
the accelerator to be offline, its execution is scheduled by the LHC
sequencer before filling the machine starts. If this does not take place
for any reason, the hardware enforces the execution of a connectivity
check every 24 hours.

8.2.3 Detecting nonconformities

The method described above has allowed the detection of several types
of nonconformities [24].

The most frequent deterioration was the failure of the filter capacitor
due to defective soldering. This can be detected as a change in the
amplitude and phase of the harmonic current signal. Figure 8.3 shows
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Figure 8.2: Digitized current waveforms with modulation in all channels of a
single card in the LHC [24]. The raw values of the 1.2 s running
sum (dashed lines) are subjected to FIR low-pass filtering. The
resulting waveforms (solid lines) are used for amplitude and
phase determination. Unlike in Figure 8.4, all channels shown in
this plot are normal channels without nonconformities.

the nonconformity itself, while Figure 8.4 demonstrates the resulting
filtered waveforms.

A detector channel with reduced sensitivity compared to the neigh-
boring channels has also been detected. The modulation signal ac-
quired in this channel exhibited a clear phase shift, and the problem
was later identified in the analog circuit of the front-end board in-
stalled in the tunnel.

[ FINAL VERSION – August 3, 2018 at 18:27 ]



8.2 connectivity checks 69

Figure 8.3: Photo of the filter capacitor of an LHC ionization chamber BLM
with faulty soldering [24]. The soldering defect is highlighted in
red and shown in close-up in the top right. This nonconformity
was detected using the connectivity check.
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Figure 8.4: Comparison of filtered modulation waveforms obtained in normal
channels and channels with a nonconformity [24]. Notice the clear
difference in amplitude and phase.
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T H E S U G G E S T E D N E W S U P E RV I S I O N M E T H O D

Similarly to the BLM system of the LHC, the detectors of the new
BLM system of the injectors are mainly ionization chambers (see Sec-
tion 2.2.3). In order to check the integrity of the latter system, a process
relying on modulating the high voltage supply of the detectors akin
to the one presented in Chapter 8 is a conceivable option.

Nevertheless, the method operating in the LHC needs about 6 min-
utes for its execution and requires the accelerator to be offline. These
requirements are fulfilled by executing the checks during the injec-
tion preparation phase, i. e. lengthy periods without beam occurring
regularly in the operation of the LHC. One full test of the system is
enforced every 24 hours.

In contrast to the LHC, the injectors operate essentially without
interruption. This means that in order to be usable in the injectors, any
modulation-based integrity checking scheme needs to be substantially
different than the one used in the LHC. This chapter describes a
such method, adapted to the particularities of the new BLM system,
implemented and tested on FPGA devices.

9.1 the basics of the new method

9.1.1 Principle

As mentioned above, the operation of the injectors is essentially un-
interrupted. However, in contrast to the LHC, it happens in pulsed
mode: the machine is filled, the circulating particles are accelerated,
then the accelerated particle bunches are extracted and transferred
to the destination – a downstream accelerator or an experiment. The
periodicity and the structure of these pulses differ among the injectors
but their presence is a characteristic operational feature for all of them.

At the time of writing, the two injectors equipped with new BLM
installations usable for development were the Proton Synchrotron
Booster (PSB) and Linear accelerator 4 (Linac 4). The basic period of
the pulsed operation is 1.2 s for both. In every basic period, Linac 4
has beam for less than 1 ms, and the PSB for approximately 0.7 s.

As discussed in Section 5.1, due to architectural differences between
the two systems, frequencies far higher than those used in the LHC can
be employed for modulation in the new BLM system. Thus, I found it
reasonable to target exploiting the leftover half second in each basic
period for connectivity checks [44].

70
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Figure 9.1: Schematic view of the modulation signal chain [42].

9.1.2 Practical considerations

Even though they are only specified for DC voltages, the high voltage
power supplies are capable of producing a modulated output. Swept-
frequency modulation is also possible in practice. I decided to use a
linear swept frequency sine (chirp) signal as excitation. A schematic
view of the modulation signal chain in this configuration is shown in
Figure 9.1.

My measurements showed that due to the capacitance of the filter
at the input of the ionization chambers, their output current is prone
to very long transients upon abrupt changes in high voltage. Neverthe-
less, by making sure that any modulation superimposed onto the high
voltage starts and ends seamlessly at the steady-state value, transients
caused by enabling and disabling the modulation can be avoided.

The start of a modulation burst can be synchronized to the Beam Out
signal from accelerator timing. This ensures the bursts are produced
when there is no beam present in the machine.

The advantages of this solution are the following [44]:

• The operational measurement and the signal injection required
for integrity checking happen in distinct time intervals. This
makes it simple to avoid mutual interference between the two
measurements.

• A known modulation can be detected in the output signal simply
and efficiently by matched filtering (see Section 9.3.1 for details).
A swept-frequency sine test signal produces narrower and more
prominent cross-correlation peaks than a comparable sinusoidal
test signal, and it also withstands monofrequency disturbances
better.

• Since frequencies up to 10–100 Hz can be targeted for modulation
with the new BLM system, this allows producing a reasonable
number of modulation periods in each basic period, thereby
making one decision per basic period possible.
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9.2 generating the excitation

As mentioned in Section 3.3.2, the high voltage power supplies are
controlled by the BLECS module.

The BLECS module features an Altera Stratix series FPGA device,
which controls a dual-channel 16-bit digital-to-analog converter (DAC)
for each power supply. One of the output voltages is divided by a value
adjustable between 10 and 410 by the means of a digital potentiometer,
and it is added to the voltage of the other output. This voltage is then
scaled to the 0–10 V range and it is used to drive the analog setpoint
input of the corresponding high voltage power supply. Beforehand,
it is clipped at 6.8 V by a voltage regulator diode to limit the high
voltage output to about 2 kV. This avoids driving the detectors outside
the ionization chamber operating range [14].

I modified the operational firmware of the BLECS module [44]. My
version is capable of producing an arbitrary modulation waveform
of up to 0.5 s on the downscaled channel at a sampling frequency of
5 kHz. The samples of the waveform are stored in on-chip memory.

I synchronized the start of the modulation burst to the Beam Out
signal from accelerator timing. Together with the limited duration of
the modulation waveform, this ensures that the modulation is really
generated in the time periods when there is no beam present in the
machine.

Figure 9.2 shows waveforms acquired in the laboratory and in the
prototype installation in the PSB in response to a chirp excitation.
These graphs are in excellent qualitative agreement with the simula-
tion results presented in Section 5.2.2: in the laboratory with short
cables, the frequency response of the signal is dominated by the cutoff
frequency of the power supplies, while in the PSB, the longer cables
start playing a significant role.

9.3 detecting the modulation

Similarly to the noninvasive supervision attempt described in Chap-
ter 7, the most convenient way to detect the response to the modulation
is using one of the FPGA devices present on the front-end and back-
end processing modules. Once more, I decided to implement the
processing on the Altera Cyclone IV FPGA on the mezzanine card of
the BLEPT module (see Section 3.3.2) [44].

9.3.1 Matched filtering

Time-domain methods, preferably with fixed-point arithmetic, are
a good way to keep the complexity and FPGA resource use of the
processing related to the detection to a minimum. Matched filtering
responds very well to these requirements. A matched filter is a finite
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(a) Acquisition in the laboratory, running sum window length: 1 ms. Cable
lengths: approximately 3 m. Frequency sweep: 0 Hz to 50 Hz. Currently, the
system can only acquire positive input current. Since the amplitude of the
current generated in response to the modulation slightly exceeds that of the
offset current, the signal is clipped when the amplitude goes below 0.
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(b) Acquisition in the PSB, running sum window length: 10 ms. Cable lengths:
110 m. Frequency sweep: 0 Hz to 20 Hz, because the longer cables entail a
lower cutoff frequency (see Figure 5.6). The amplitudes of the offset current
and the modulation are the same as in the lab acquisition. Since this acqui-
sition is noisier, the running sum window is longer in order to allow better
visualizing the features of the signal, which results in a tenfold increase in
running sum values. The clipped peak at the start of the “Beam present” inter-
val is an actual beam loss event. Note the reduction in modulation amplitude
with increasing frequency, due to the length of the HV cable connected to the
detector.

Figure 9.2: Digitized response to a linear chirp excitation synchronized to
the Beam Out signal in the lab and in the PSB [42]. The maximum
peak-to-peak amplitude of the excitation signal is about 15 V in
both cases, with a DC level of 1500 V. The duration (500 ms) and
repetition period (1.2 s) of the chirp are adjusted to the operational
conditions at the PSB.
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impulse response (FIR) filter whose impulse response contains the
samples of a template signal in reverse order. As a result, the filter
calculates the cross-correlation un of the template hn to the incoming
data stream yn, which can be used to evaluate their similarity:

un =

N−1∑
l=0

hl yn+l−(N−1), (9.1)

where the limits in l correspond to the finite length N of the template
hn: hn ≡ 0 if n /∈ [0,N). The indexing of yn ensures that the filter is
causal.

The samples of the incoming data stream y are stored in an appro-
priately sized circular buffer, then their inner product with the samples
of the template hn is calculated whenever a new sample arrives. Since
the input samples are integers, all calculations are performed using
integer arithmetic.

I executed a quick test in MATLAB, which proved that detecting the
modulation by matched filtering would be possible using raw data
at 500 ksps, but the required processing resources would not fit into
the FPGA. I therefore resorted to using one of the readily available
running sums already calculated by the FPGA of the mezzanine board,
with a duration of 1 ms.

Since part of the modulation signal excites the transition band of
the transfer function, signal distortion is unavoidable. Nevertheless,
in order to spare additional per-channel calibration steps, I used the
excitation signal as template for the matched filtering. As the results
below suggest, this has a negligible effect on detectability.

9.3.2 Windowing

The signal amplitudes resulting from actual beam loss events are
typically much higher than the amplitude of the modulation. In order
to exclude their influence from the cross-correlation waves, I applied
windowing to the running sum samples before executing the matched
filtering: in the interval when beam is expected to be present (see
Figure 9.2), all sample values are set to 0. This yields waveforms
similar to the one shown in Figure 9.3. The jumps visible in the
baseline of the signal are caused by the windowing, since as visible
in Figure 9.2, the steady-state value of the input data stream is not
0. This may cause spurious peaks exceeding the height of the actual
peaks in some cases.

9.3.3 Average suppression and maximum detection

In order to limit the adverse effects resulting from windowing, I
also implemented average suppression on the input signal. After the
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Figure 9.3: Cross-correlation waveform acquired in the PSB, using the 1 ms
running sum with a 0–20 Hz linear chirp excitation of about
32 VPP, with a corresponding matched filter at 1 ksps [42]. The
baseline drift is due to the windowing used to eliminate beam
loss contributions. Nevertheless, even in this configuration, the
cross-correlation peaks are quite prominent.
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Figure 9.4: Cross-correlation waveform acquired in the PSB, using the 1 ms
running sum with a 0–20 Hz linear chirp excitation of about
14 VPP [44]. I reduced the amplitude of the excitation in order to
eliminate underflow effects similar to those seen in Figure 9.2a.
Windowing and average suppression features enabled. Baseline
drift is significantly reduced, thereby enhancing the peaks. The
maxima detected by the logic ( ) appear about 50 ms before the
Beam In signal, shown by the vertical grid lines, is asserted.
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start of each modulation burst, the input signal is accumulated over
512 samples. The calculation of the average can then be carried out
by simple bit shifting, maintaining integer arithmetic. The average
thus obtained is subtracted from each input sample before further
processing until it is replaced by a new average in the following basic
period. As illustrated in Figure 9.4, this method yields a substantial
improvement despite its simplicity and low resource use.

Figure 9.4 also demonstrates how the maximum cross-correlation
value is identified in each basic period. The corresponding amplitude
and sample number (time of detection) are then compared to accep-
tance limits and a decision whether the modulation is present can
be made automatically. The acceptance limits must be obtained by
calibration and are independent for every channel.

9.4 calibration in the psb

Figure 9.5 shows the results obtained in a series of acquisitions from all
40 detector channels currently operating in the prototype installation at
the PSB [44]. For each channel, the acquisition contains 1024 contiguous
cross-correlation peak values, which corresponds to about 20 minutes
with a basic period length of 1.2 s.

When the modulation is enabled, the minimum cross-correlation
peak value recorded in a connected channel is about 4 times higher
than the maximum value registered in an unconnected channel, which
provides a satisfactory margin for detecting the presence of the detec-
tors.

In some channels, the value of the cross-correlation peak fluctuates
by as much as 25–35 % over time, thus wide acceptance windows are
required.

However, the maximum variation in time of detection is lower than
10 samples (10 ms) over a basic period of 1.2 s.

9.4.1 Refining the acceptance limits

Based on the results of the first acquisition, I established a set of ac-
ceptance limits for each channel accommodating all data points of
the sample. I then made additional acquisitions, this time only acquir-
ing samples outside the acceptance range. Since these acquisitions
showed a non-negligible number of outlier points, I further adjusted
the acceptance limits. This is why in some cases, the limits shown
in Figure 9.5 appear to be unreasonably wide compared to the data
samples visualized in the plot.
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(a) Cross-correlation peak amplitude statistics and acceptance limits per chan-
nel. Channels with longer cables (channels 1–8, 25–32) tend to show lower
peak values with higher standard deviations. The peak values obtained in
disconnected channels (channels 33–36) are in a distinct, lower range.
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(b) Cross-correlation peak detection time statistics and acceptance limits per chan-
nel. Channels with shorter cables (channels 9–24) tend to show lower times
of detection with lower standard deviations. In the disconnected channels
(channels 33–36), the time of detection is unpredictable and is thus omitted
here.

Figure 9.5: Cross-correlation peak amplitude and detection time statistics
with acceptance limits in all operational channels at the PSB [44].
The excitation was a linear chirp from 0 Hz to 20 Hz of about
14 VPP. The acquisition spans 1024 contiguous samples. The error
bars represent the mean values and corresponding standard de-
viations per channel, with corresponding to the extrema of the
sample. represents the acceptance limits. The acceptance limits
shown in the plot were adjusted further with respect to the ones
based on this acquisition, as described in Section 9.4.1.
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9.5 failure cases covered

9.5.1 Cable disconnection scenarios

I made a series of tests in the laboratory and at Linac 4. In these tests,
my method allowed correct detection of all possible cable disconnec-
tion scenarios: disconnected high voltage or signal cables, either on
the side of the ionization chambers or at the acquisition electronics
[44].

9.5.2 Component integrity survey in the laboratory

As described in Chapter 8, in the LHC BLM system, the detector
connectivity checks are also usable to survey the integrity of the filter
capacitor at the input of the detectors. If the value of the capacitor
changes, this has been found to induce changes in the phase and
amplitude of the current signal resulting from the modulation [24].

The simulation study presented in Section 5.2 showed that in the
frequency range targeted by the modulation in the new BLM system,
we usually cannot expect a phase shift as the result of a change in the
filter capacitance. However, a change in amplitude can be foreseen.

The acquisitions made in the laboratory shown in Figure 9.6 confirm
these expectations, since the amplitude of the cross-correlation peaks
can be seen to depend strongly on the value of the filter capacitor. I
observed no noticeable shift in detection time, which also complies
with the predictions of the simulation model.

9.5.3 Component integrity survey in a machine

In every operational installation of the new BLM system, the high
voltage and signal cables are (or will be) considerably longer than the
ones I used in the laboratory. There are also many more noise sources
surrounding the system, therefore the cross-correlation maxima acqui-
sitions are nowhere near as clear as the ones shown in Figure 9.6. As
mentioned in Section 9.4, the value of the cross-correlation peak may
fluctuate by as much as 25–35 %. This means we cannot hope to have
an acceptance band as clear and narrow as can be foreseen based on
Figure 9.6.

Then, I decided to assume the cross-correlation signal, and there-
fore the cross-correlation peaks, are contaminated by noise. In this
model, due to the noise contributions, the cross-correlation peak val-
ues oscillate around the actual value they would assume under ideal
conditions. In order to suppress this supposed noise in a simple and
economical, yet efficient way, I applied moving window averaging to
the cross-correlation peak values. This allows reducing their fluctua-
tions, thereby allowing for stricter amplitude acceptance limits and
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Cf = 470nF Cf = 220nF Cf = 940nF
Cf = 0 Open channels

Figure 9.6: Cross-correlation peak values obtained in the laboratory for differ-
ent filter capacitor values. The excitation was a linear chirp from
0 Hz to 20 Hz of about 14 VPP. Both subplots show the same data
series, with the one corresponding to Cf = 0 omitted from the bot-
tom subplot for clarity, since removing the filter capacitor results
in a significant amplitude increase (see Figure 5.7) and reduces
noise immunity. Notice how the amplitude ranges corresponding
to different filter capacitances are separated, making it possible
to infer the value of the filter capacitor from the acquisitions. In
particular, the input channels with no detector connected (Open
channels) give the lowest maxima.
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potentially making it possible to detect capacitance changes under
“real” conditions as well.

The preliminary tests I made with this method gave promising
results. However, more rigorous validation will be required before the
method can become operational.

9.6 summary

In this chapter, I suggested a method for checking the connectivity of
the detectors of the new BLM system designed for the injectors. The
method relies on a combination of known principles tailored to suit
the characteristics of this particular system.

As described in Section 9.2, exploiting the favorable frequency re-
sponse of the system, a short chirp excitation with a maximum fre-
quency on the order of 10–100 Hz is used. The excitation is enabled
and disabled in a way to avoid transients, and it is only present when
there is no beam in the machine, thus avoiding interference between
the operational measurement and the connectivity checks.

The resulting signal is acquired and digitized by the regular signal
acquisition chain. Section 9.3 details the processing steps required for
detection. First, the baseline of the digitized signal is suppressed to
eliminate transients that might be caused by the following step. Next,
a rectangular window is applied to the signal to exclude potentially
significant contributions resulting from the operational measurement.
The signal is then subjected to matched filtering, using the excitation
signal as template. Finally, a non-linear filter is applied to the output
of the matched filter: its peak value is detected in every period. The
peak amplitudes and arrival times are compared to acceptance win-
dows established through calibration, and in case of any violation,
appropriate action is taken rapidly.

Section 9.4 explains how the acceptance windows were calibrated
during operation in the PSB accelerator. As highlighted in Section 9.5,
the method permits detecting a wide array of system failure cases.

The experience gathered up to the time of this writing indicates that
the suggested method is very well suited to the intended purpose,
exploiting the advantages of the targeted system and appropriately
working around the difficulties it poses. More operational experience
is required, however, before conclusive statements can be made.
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Part IV

O B S E RV E R - B A S E D PAT T E R N D E T E C T I O N

Up to this point, this thesis has described ways to detect
the presence of certain signal components in a digitized
signal. This part elaborates this point further by applying
novel modifications to the observer structure presented
earlier, with the aim to improve the detectability of the
presence of an arbitrary predefined pattern repeated pe-
riodically in a digitized data stream. Chapter 10 details
modifications to the Fourier analyzer intended to improve
its performance in pattern detection. My extensions to
the well-known matched filtering principle are presented
in Chapter 11. These two paths eventually converge in a
suggested structure. The resulting structures raise issues
regarding signal synchronization, which I also address in
the following.
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10
I N C O R P O R AT I N G A PAT T E R N I N T O T H E O B S E RV E R

In this chapter, I present some modifications to a Fourier analyzer (FA)
intended to facilitate detecting the presence of an arbitrary periodic
pattern in a digital data stream. My initial aim was that one of the
channels of the modified structure generate samples corresponding to
the pattern at its output, with the intent to make this single observer
channel sensitive to the pattern in the input signal of the observer.

10.1 modeling the pattern

Let the pattern be an arbitrary periodic signal. Detecting it refers to
identifying a corresponding waveform in a digital data stream.

Let the pattern be expressed in terms of its harmonic components,
neglecting an eventual DC offset, as

y (t) = A0
∑
i∈T

Ai cos [2π fi (t+∆t) +ϕi] , (10.1)

where the harmonics are indexed by T = {t1, t2, . . . , tm}. We will
consider the frequencies fi, the amplitudes Ai and the initial phases
ϕi corresponding to each of the m harmonic components as given
constants defining this waveform. The common amplitude scale factor
A0 and time lag ∆t are free parameters, which should be estimated,
ideally minimizing the squared difference between the samples of the
pattern and the input signal. Presence detection may be based on the
current value of A0.

The global time lag ∆t merely corresponds to a time shift and it
has no influence on the structure of the waveform. Throughout this
chapter, we will assume ∆t to be known – ways to estimate it are pre-
sented in Chapter 11. Nevertheless, it is important to note that for the
multi-sinusoidal pattern, initial phase and time delay are not equiva-
lent as they are for a single sinusoid, since a time shift ∆t produces
a frequency-dependent phase shift 2π fi∆t in each component. As
illustrated in Figure 10.1, a common additional initial phase ϕ0 in all
harmonic components would result in different waveforms whenever
ϕ0 6= 0. As a result, ϕ0 is assumed to be 0 and is omitted from (10.1).

The structures presented in this chapter were tested using

y (t) =
∑
i∈T

Ai cos [2π fi t+ϕi] , (10.2)

with T = {t1, t2, t3}, At1 = 1, ϕt1 = 0, ft1 = 3Hz, At2 = 3, ϕt2 = 1,
ft2 = 6Hz, At3 = 0.7, ϕt3 = 2, and ft3 = 12Hz. When used as noisy
input signal, it is contaminated by additive white noise, SNR = 10 dB.

82
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Figure 10.1: Effect of a common additional initial phase ϕ0 on the behavior
of a multi-sinusoidal signal. The signal y1 consists of the first
10 harmonics of a 10 Hz symmetric square wave. In y2 and y3,
each harmonic component has an additional phase component
of ϕ0 = 1 rad and ϕ0 = 2 rad, respectively. It is visible that the
signals are not merely shifted in time with respect to each other.

10.1.1 The signal structure model

The template hn consists of the samples of the pattern y (t), acquired
at the sample rate of the digital data stream over an integer number
of periods. It will be described using a signal structure model (SSM)
consisting of the complex amplitudes of its harmonic components,
thus prescribing the amplitude and phase relations characterizing
the pattern. The terminology SSM will also be used to refer to the
corresponding observer channels.

Let us consider a Fourier analyzer with N channels, and let us as-
sume that the harmonic components of the template are harmonics of
the fundamental frequency of the observer, f1 = fs/N. Let us further-
more assume that the template and the input signal are real-valued.

Then, let T be the set of positive harmonic indexes contained in the
template: T = {t1, t2, . . . , tm}. Their respective complex amplitudes
are wi = Ai e

ϕi , i ∈ T . Since the template is real-valued and, with
the omission of an eventual DC offset, the ci,n coefficients of the FA
defined in (6.5) form complex conjugate pairs, the time function of the
template can be expressed as follows:

hn =
∑
i∈T

2×Re {wi ci,n} . (10.3)

All modifications suggested in the following need to be extended to
the state variables and coupling coefficients corresponding to the com-
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plex conjugate pairs of the relevant channels. It should be noted that
the channels with negative indexes may even be omitted altogether
since, if xi,n = x∗−i,n, where ·∗ is the complex conjugate operator, then
xi,n + x−i,n = 2×Re {xi,n}.

10.1.2 Phase and time lag

I aimed to make a single observer channel sensitive to the pattern. By
design, the corresponding state variable of the modified FA will be a
complex number: an amplitude and a phase, in some way associated
to the presence of the template in the input signal. However, if the SSM
channel had non-zero phase, this would correspond to an additional
common initial phase ϕ0 in all channels. As described earlier in
Section 10.1, this corresponds to a signal not matching the template. As
a result, the SSM channel should always have 0 phase. Its amplitude in
the nth time step will be referred to as Â0,n for all solutions suggested
in the following, nevertheless, the way it is obtained depends on the
structure. In every case, we can expect Â0,n → A0/2 to hold.

The samples of the template intrinsically carry a given value of ∆t.
However, if the pattern is present in the input signal of the structure,
it is not necessarily synchronized to the template as reconstructed at
the output of the SSM channel, in which case the amplitude estimate
Â0,n may also be compromised due to the mismatch between the two
signals. This means that we need to associate an additional parameter
to the SSM instead of the phase: the time lag ∆tn between the input
signal and the template, which may vary over time.

The determination of ∆tn is not trivial. The two algorithms I propose
for estimating it are described in Section 11.1.4 and Section 11.2.2. If
its value is known, the template can be shifted in time to match the
input signal. Throughout this chapter, ∆t is assumed to have a known
constant value. In particular, in the examples, ∆t ≡ 0.

10.2 tampering with the state variables of the fa

In order to have the SSM channels generate the template at the output,
I chose one of the harmonics and bound all other SSM harmonic
channels to the corresponding channel. The resulting structure is
shown in Figure 10.2. After the state update of the observer described
by (6.6), the state variables are adjusted as follows:

x̂ ′i,n+1 = x̂t1,n+1
wi
wt1

, ∀i ∈ T , i 6= t1. (10.4)

In this implementation, because of the way the state variables are
adjusted, the SSM is governed by harmonic channel t1. As a result,
all harmonic components corresponding to bound SSM channels are
generated based on the value of x̂t1,n. In this case, using Â0,n =
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Figure 10.2: The first, “intuitive” attempt at incorporating the SSM into the
LTV model of the Fourier analyzer. The channels involved in
the modification are highlighted by the dashed gray box, with
the complex conjugate pairs omitted. The observer channel t1,
which drives the adjustment of the state variables, controls the
output of all other SSM channels. Its input is influenced by the
corresponding harmonic alone.

|x̂t1 ,n|/At1 is a candidate for detecting the presence of the template in
the input signal, however, the value of the state variable x̂t1,n only
depends on the harmonic component corresponding to t1, and it is
independent from all other SSM harmonics.

Since the value of Â0,n is generated by an unmodified observer
channel, it is not sensitive to whether the template is synchronized
to the input signal. However, the summed output of the modified
channels is only going to match the template if ϕ̂t1,n = arg x̂t1,n = 0,
thus synchronization is required for the feedback to operate properly.
Two methods to synchronize the observer are presented in Chapter 11.

Unlike the initial FA (see Section 6.1.3), the resulting observer no
longer provides deadbeat settling. An example output waveform can
be seen in Figure 10.3.
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(a) The template without noise is used as observer input signal. All channels
converge to their expected values.
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(b) The input signal of the observer is the noisy version of the template [59].
|x̂t1,n| converges into the vicinity of 0.5, and the other channels also tend
towards their expected values.

Figure 10.3: Example waveforms of the state variables of the “intuitive” SSM.
The template matches y (t) from (10.2). This observer does not
provide deadbeat settling.
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Figure 10.4: Incorporating the SSM by modifying the basis structure of the
observer. The SSM channels are indicated by the dashed gray box,
but the complex conjugate pairs are not shown. The modified c
and g coefficients are highlighted by · ′.

10.3 modifying the basis structure of the fa

The SSM can be included into the Fourier analyzer more systematically
by modifying the basis vectors of the observer. Figure 10.4 illustrates
the modifications applied in each of the following three cases.

10.3.1 One channel generating the template

I modified the coupling coefficients of channel t1 in such a way that
the channel in question generates the template on its own. To this end,
I changed the corresponding values of ci,n as follows:

c ′t1,n =
∑
i∈T

wi ci,n, ∀n, (10.5)

so that 2×Re
{
c ′t1,n

}
= hn. I left all other ci,n values unchanged. It

should be noted here that just like the initial ci,n sequences, c ′t1,n has
a period of N samples in n.

[ FINAL VERSION – August 3, 2018 at 18:27 ]



10.3 modifying the basis structure of the fa 88

Since the newly obtained CT matrix is still invertible, I calculated
the corresponding g coupling vectors yielding a deadbeat observer
(cf. Section 6.1.3) as G =

(
CT
)−1. Only the g vectors corresponding

to SSM channels change as a result. Their values can be expressed as

g ′t1,n =
1

wt1
gt1,n, (10.6)

g ′i,n = −
wi
wt1

gt1,n + gi,n, ∀i ∈ T , i 6= t1. (10.7)

Equation (10.6) shows that as in the case of the “intuitive” solution
tampering with the state variables presented in Section 10.2, the be-
havior of x̂t1 is still controlled by the harmonic component t1 alone,
with the other SSM harmonics having no influence on it.

Similarly to the “intuitive” solution, Â0,n =
∣∣x̂ ′t1,n

∣∣ does not depend
on whether the template is synchronized to the input signal, however,
the output of the SSM channels does. Once more, channel t1 only
produces the template at its output if ϕ̂t1,n = 0. Nevertheless, since the
observer is deadbeat, the correct reconstruction of the input signal at
the output ŷn is still ensured (see Section 11.2.1). Two synchronization
methods are suggested in Chapter 11.

An example output waveform is shown in Figure 10.5.
Note: If we disable the additional SSM harmonics by setting

c ′i,n = 0, ∀i ∈ T , i 6= t1. (10.8)

we get the same behavior as that described in Section 10.2. According
to (10.6), the state variable x̂ ′t1,n is scaled by 1/wt1 . As (10.5) shows,
the corresponding channel will generate the combined outputs of all
SSM channels in Figure 10.2, thus the observer output ŷn is identical.

10.3.2 All harmonics contributing to the SSM

In Section 10.3.1, I modified channel t1 so that it generates all SSM
harmonics at its output with the amplitude and phase relationships
specified by the wi coefficients. In that structure, however, only one of
the SSM harmonics has an influence on the input of this channel.

In order to make sure that all SSM harmonics are coupled into the
input of channel t1, I modified the gt1,n coefficients further, while
leaving all others at their values obtained in Section 10.3.1. As a first
attempt, I aimed to ensure controlled observer behavior by maintaining

N−1∑
n=0

g ′t1,n c
′
t1,n = 1, (10.9)

in order to avoid changing the gain of the corresponding channel. This
is a required but not sufficient condition for obtaining a deadbeat
observer.
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(a) The input signal of the observer is the template without noise.
∣∣∣x̂ ′t1,n

∣∣∣ con-
verges to 0.5 and the other channels reach 0 in a deadbeat manner, as expected.
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(b) The observer is fed with the template contaminated with additive white

noise [59]. After convergence,
∣∣∣x̂ ′t1,n

∣∣∣ has values around 0.5, while the other
channels are in the vicinity of 0, as expected.

Figure 10.5: Example waveforms of the state variables of the deadbeat ob-
server with one channel generating the template obtained by
modifying the basis vectors. The template matches y (t) from
(10.2).

[ FINAL VERSION – August 3, 2018 at 18:27 ]



10.3 modifying the basis structure of the fa 90

Many coefficient sets fulfilling this criterion could be devised. By in-
specting the definition of c ′t1,n in (10.5), I found the following obvious
option:

g ′t1,n =
1

|T |

∑
i∈T

1

wi
gi,n, (10.10)

where |T | is the cardinality of the set T . As stated in Section 6.1.3, the
initial sets of coupling vectors cTi and gi form a biorthogonal system,
thus it is easy to show that (10.5) and (10.10) fulfil (10.9).

This setting ensures that all SSM harmonics contribute to the input
of channel t1. However, each harmonic is weighted with the reciprocal
of its prescribed complex amplitude, thus spurious contributions in
low-amplitude channels are amplified.

With this observer, the amplitude estimate Â0,n =
∣∣x̂ ′t1,n

∣∣ and the
reconstructed signal at the output of channel t1 will both be sensitive
to whether the input signal and the template are synchronized. Two
ways to ensure synchronization are described in Chapter 11.

Figure 10.6 shows an example output waveform. In this case, apart
from t1, all SSM harmonics are coupled into two observer channels
corresponding to positive frequencies. The resulting observer is not
deadbeat. In fact, it converges more slowly than either of the previous
solutions.

10.3.3 A new basis for the subspace of the SSM

By modifying the ct1,n coupling coefficients according to (10.5), the
combined outputs of channel t1 and its complex conjugate pair gener-
ate the template. However, as a result, the columns of the CT matrix
corresponding to the SSM harmonics are no longer orthogonal. Thus,
I aimed to transform these columns into an orthogonal set while keep-
ing the column vector corresponding to t1 parallel to that obtained
after the previous modification.

For this orthogonalization process, one may resort to one of the
standard methods used for QR decomposition such as the Gram-
Schmidt process [60, Sec. 7.2] or the method relying on Householder
reflections [61]. I used the built-in qr function of MATLAB, which
appears to employ the modified Gram-Schmidt process, although this
information is not published by the developers. The leftmost columns
of the resulting Q matrix are a set of orthonormal vectors that span
the subspace of CN corresponding to the SSM, and the first one is
proportional (parallel) to the basis vector generating the template
calculated based on (10.5). It is worth noting that the transformed
vector may be antiparallel to the initial modified basis vector, which
can be rectified by a multiplication by −1. I scaled the newly obtained
orthonormal basis vectors by

∑
i∈T |wi|

2 so they match the norm of
the basis vector calculated in (10.5), and copied them into CT .
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(a) The observer input is driven by the template without noise. This observer

converges more slowly than either of the previous ones.
∣∣∣x̂ ′t1,n

∣∣∣ approaches 0.5,
and the other channels tend towards 0, which agrees with the expectations.
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(b) The input signal of the observer is the template contaminated with additive
white noise [59]. Noise makes the convergence even slower than in the noise-
free case, nevertheless, the tendencies observed in the channel waveforms are
similar to the previous example.

Figure 10.6: Example waveforms of the state variables of the observer with
the SSM incorporated into the corresponding g and cT vectors.
The template originates from y (t) in (10.2). Note: the scaling on
the x axes of these plots is different than on the other axis plots
in this chapter to accommodate the slower convergence.
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Figure 10.7: Example waveforms of the state variables of the deadbeat ob-
server obtained using QR decomposition [59]. The template
corresponds to y (t) in (10.2), and the input signal is the noisy
version. This observer produces smoother estimates than any of

the previous solutions.
∣∣∣x̂ ′t1,n

∣∣∣ converges to 0.5, the orthogonal
channels yield almost exactly 0 after the initial transients, and
the DC component also fluctuates in the vicinity of 0, which
agrees with the expectations.

Since its column vectors still span CN after these modifications, the
CT matrix remains nonsingular, thus the corresponding g coupling
vectors can be obtained as G =

(
CT
)−1. It can be shown that the

coupling coefficients of channel t1 can be expressed as

g ′t1,n =
1∑

i∈T |wi|
2

∑
i∈T

w∗i gi,n, ∀n, (10.11)

where ·∗ is the complex conjugate operator.
The resulting observer is convergent with deadbeat settling, and the

SSM harmonics are represented in channel t1 proportionally to their
weights wi. The orthogonal channels in T carry information about
the error of the SSM, that is, any deviation from the template in the
corresponding frequency channels.

Similarly to the case described in Section 10.3.2, the amplitude
estimate Â0,n =

∣∣x̂ ′t1,n
∣∣ and the reconstructed signal at the output of

t1 both depend on the synchronization between the template and the
input signal. Nevertheless, since the observer is deadbeat, the input
signal is reconstructed correctly in ŷn. Two synchronization methods
are put forward in Chapter 11.

An example output waveform can be seen in Figure 10.7. This
solution produces a smoother estimate than either previous version.
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Figure 10.8: Overcomplete representation: adding observer channels imple-
menting the SSM in parallel to a Fourier analyzer. The SSM
channels are highlighted by the dashed gray box, but their com-
plex conjugate pairs are not shown. The SSM may be included
in the common feedback loop ( ) or it may be fed directly by
the input signal ( ), with its output fed back onto the input
of the FA.

10.4 overcomplete representation

The SSM may be used in overcomplete representation, by adding
observer channels realizing the SSM in parallel to a standard Fourier
analyzer, as shown in Figure 10.8.

The SSM block may consist of a complex conjugate channel pair,
with the ci,n coefficients defined by (10.5) and the gi,n coefficients
by (10.11). It may also contain several channels, implementing all
modified orthogonal channels obtained by QR decomposition as de-
scribed in Section 10.3.3. In this case, I experienced slightly improved
performance in the SSM. In either case, Â0,n =

∣∣x̂ ′t1,n
∣∣.

If the SSM channels are included in the feedback loop of the FA
(Figure 10.8, ), the signal structure harmonics are coupled into
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Figure 10.9: Example waveforms of the state variables of the overcomplete
observer with a parallel SSM containing a single channel. The
SSM is fed directly by the input signal (Figure 10.8, ), thus
it is independent from the parallel FA. The template matches
y (t) in (10.2), and the input signal of the observer is identical
but contaminated with additive white noise. Notice how all
channels except DC start converging to non-zero values, only to
be suppressed by the SSM around 1 s. The SSM channel converges
to 0.5 as expected.

both the FA and SSM channels. In this case, the channels may converge
to amplitudes not matching the expected values.

In contrast, if the SSM is fed directly with the input signal (Fig-
ure 10.8, ), it is going to operate independently from the FA. It
is going to exhibit less advantageous convergence properties than a
complete observer structure, however, my simulations suggest that it
will still tend to converge. Since the output of the SSM is added to the
feedback path, it is going to be suppressed in the original FA structure.
If the SSM implements a single channel, the FA is going to measure the
difference between the output of the SSM and the input signal, thus
giving a measure of its error in the channels belonging to the SSM.
However, if the SSM implements all orthogonal channels described in
Section 10.3.3, all harmonic components of the template are going to
be suppressed in the FA, regardless of whether they match the SSM.

Since the coupling coefficients used in this case are the same as
in Section 10.3.3, the SSM is going to be similarly sensitive to the
synchronization between the input signal and the template. Chapter 11
presents two ways to ensure synchronization.

Figure 10.9 shows an example output waveform.
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Figure 10.10: “Post” SSM: Â0,n is calculated from the state variables of a
normal Fourier analyzer.

10.5 the “post” ssm

The “post” SSM structure illustrated in Figure 10.10 aims to give an
amplitude estimate Â0,n by post-processing the state variables of a
standard, unmodified Fourier analyzer.

Using Â0,n and ∆tn, the expected complex amplitude of the ith
SSM harmonic in the nth time step can be expressed as follows:

x̂i,n = Â0,nwi e
2πfi∆tn , ∀i ∈ T , (10.12)

where wi = Ai e
ϕi , ∀i ∈ T as defined in Section 10.1, and fi is the

frequency of the ith harmonic component.
Assuming ∆tn to be known, the optimal value for Â0,n in the least

squares sense is the one that minimizes the following expression:∑
i∈T

∣∣Â0,nwi e
2πfi∆tn − x̂i,n

∣∣2 . (10.13)

Two methods to estimate ∆tn are presented in Chapter 11.
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Figure 10.11: Example waveforms of the state variables of the “post” SSM.
The template and the input signal are synchronous, thus ∆t ≡ 0
in (10.14). The template corresponds to y (t) in (10.2), and
the same signal with additive white noise is the input signal
of the observer. The

∣∣x̂ti,n
∣∣ channels converge to the values

expected based on (10.2). Â0,n also yields its expected value
of 0.5, however, the resulting waveform is smoother than the
other channels.

The minimizer of this quadratic function is

Â0,n =

∑
i∈T Ai |x̂i,n| cos (ϕi + 2πfi∆tn − ϕ̂t1,n)∑

i∈T A
2
i

. (10.14)

The result is an acceptable estimate in Â0,n, as demonstrated in
Figure 10.11. The expected complex amplitudes of the SSM harmonics
can then be calculated using (10.12), which can be compared to the
measured values of x̂tm,n to reveal in-band disturbances not matching
the structure of the pattern.

10.6 summary

In this chapter, I presented ways to modify a Fourier analyzer with
the aim to enhance the detectability of an arbitrary periodic pattern in
the input signal of the observer. As highlighted through the example
of a multi-sinusoidal signal, all of the suggested solutions produce
metrics related to the presence of the pattern.

The observer with coupling coefficients obtained by QR transform
introduced in Section 10.3.3 has several advantageous features: it
provides an estimate influenced by all harmonic components of the
template, along with orthogonal channels measuring the mismatch
between the reconstructed template and the corresponding harmonic
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Table 10.1: Comparison of settling time and fluctuation of final value for the
different SSM implementations. The settling times are expressed
in comparison to a deadbeat implementation (DB).

ssm implementation settling time fluctuation

“Intuitive” (Section 10.2) 2− 2.5× DB ±11− 12%

Modified basis (Section 10.3.1) deadbeat ±9− 10%

All harmonics (Section 10.3.2) 7− 8× DB ±5− 6%

QR transform (Section 10.3.3) deadbeat ±2%

Overcomplete (Section 10.4) 3− 4× DB ±7− 8%

“Post” (Section 10.5) deadbeat ±2%

components in the input signal. Moreover, it offers very well controlled
convergence through deadbeat settling.

The overcomplete representation presented in Section 10.4 sug-
gests that the SSM channels of the previous observer may also be
implemented more economically without realizing the entire structure.
Nevertheless, this results in worse convergence properties.

The “post” SSM structure described in Section 10.5 allows calculating
an amplitude estimate for the pattern based on the state variables of
an unmodified observer structure.

10.6.1 Comparison of the methods

In the following, I compare the behavior of the Â0,n estimate in
each suggested implementation based on the simulations presented
considering the following criteria:

settling time : Three of the suggested structures are deadbeat,
while the others settle more slowly. Their settling times are
compared in Table 10.1.

precision of final value : In case there is no noise in the input
signal of the observer, all structures are capable of converging
to the expected value of Â0,n. Note that this behavior may be
sensitive to the synchronization between the input signal and
the observer.

fluctuation of final value : Table 10.1 shows a comparison of
the fluctuations in the final values yielded by the various SSM
realizations.

computational complexity : In terms of computational complex-
ity, all implementations are roughly comparable to an unmodi-
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fied FA. In case the SSM has many channels, the overcomplete
representation introduced in Section 10.4 may require more com-
putations.

Based on these metrics, the observer obtained by QR transform pre-
sented in Section 10.3.3 and the “post” SSM described in Section 10.5
offer the best performance. Moreover, the former also features orthog-
onal channels indicating an eventual mismatch between the template
and the corresponding harmonic components of the input signal.
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T I M E - VA R I A N T C R O S S - C O R R E L AT I O N F I LT E R I N G

If the aim is maximizing the signal-to-noise ratio in signals subject to
stationary additive white noise, the matched filter has been shown
to be the optimal linear time-invariant (LTI) filter [62]. This chapter
explores possibilities to rethink this well-known principle with a view
to improving its pattern detection capabilities even further, by relaxing
some of the restrictions imposed on the behavior of the filter. It also
presents methods to implement the synchronization required by the
structures obtained.

11.1 cross-correlation with a time-variant template

This section presents how I modified the inherently LTI matched filter
to obtain a time-variant filter and studies the resulting structure.

11.1.1 Matched filtering

Matched filtering was introduced in Section 9.3.1. A matched filter
calculates the cross-correlation of its input signal with a template,
therefore its output is sensitive to the presence of the corresponding
pattern in its input signal. The template is contained in the coefficients
of the finite impulse response (FIR) filter, whose impulse response
consists of the samples of the template in reverse order.

In general, filters are described with convolution equations as
(f ∗ g)n =

∑
m fm gn−m. Nevertheless, the cross-correlation formal-

ism cn =
∑
m am bm+n directly corresponds to the structure of the

matched filter, thus I will use the latter to describe the filters through-
out this chapter. Accordingly, the matched filter can be defined as the
cross-correlation of the input signal yn and the template hn as

un =

N−1∑
l=0

hl yn+l−(N−1), (11.1)

where the summation limits are given by the finite length N of the
template: hn ≡ 0 if n /∈ [0,N).

Nevertheless, thoughout this chapter, I will be using the following,
slightly different definition of the matched filter:

vn =

N−1∑
l=0

h(l+1) modN yn+l−(N−1), (11.2)

where the modified indexing ensures consistency with the upcoming
equations, in particular with the elegant expression in (11.4).

99
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Figure 11.1: Illustration: the effect of synchronization between the input sig-
nal and the template of the recursive LTV filter, demonstrated
on a sample cross-correlation waveform [63]. If the two signals
are synchronized, the output of the filter is the maximum of
the cross-correlation function in every time step, i. e. the posi-
tion . Otherwise, the filter always produces a value under the
maximum, for instance the one at position .

In order to calculate the next value of vn, a circular buffer of N
samples is required for storing the previous samples of yn and N
multiply-and-accumulate operations must be performed whenever a
new sample of yn is received.

11.1.2 Using a time-variant template

A time-variant filter can be obtained by varying the filter coefficients
in time, which corresponds to using a time-variant template. If the
pattern to detect is a periodic signal, this allows maintaining a constant
alignment between the input signal of the filter and the template. In
order to achieve this, each yp value needs to be multiplied by the same
hq coefficient in all sums it is part of. This requirement is fulfilled by
the following filter:

xn =

N−1∑
l=0

h(n+l+1) modN yn+l−(N−1). (11.3)

As illustrated in Figure 11.1, this linear time-variant (LTV) filter
yields the same point of the cross-correlation function in every time
step if its input signal is periodic. Equations (11.2) and (11.3) give
identical results if n = m ×N, m ∈ Z, i. e. at least once every N
samples, where N is the length of the template.
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Figure 11.2: Block diagram of the recursive LTV filter presented in Sec-
tion 11.1.2 [63]. The structure shows a great deal of similarity to
a moving average filter.

Since the data processed inevitably consists of a finite number of
samples, we may assume yn ≡ 0 for n < 0 without loss of generality.
By extension, this implies xn ≡ 0 for n < 0. Under these assumptions,
(11.3) can be rewritten in the following recursive form:

xn = xn−1 + hn modN (yn − yn−N) , (11.4)

which is justified in Section 11.1.3. The recursive LTV filter obtained as
a result is shown in Figure 11.2. The principle of this recursive filter
has been suggested previously [64, Sec. 5.2].

The recursive filter described by (11.4) also requires a circular buffer
of N samples ensuring the availability of yn−N for the calculation
of xn. Nonetheless, just one multiplication and two additions are re-
quired for obtaining xn upon the arrival of a new sample of yn, which
corresponds to a considerably reduced computational complexity in
comparison to (11.2) and (11.3).

This recursive filter is stable: the contribution added in step n is
exactly equal to the contribution subtracted N steps later. In case of a
fixed point implementation, this ensures correct operation as long as
there is no overflow condition. In a floating-point realization, however,
the filter is prone to accumulating numerical errors. If required, this
can be mitigated by periodically resetting the filter.

11.1.3 Characteristics of the recursive LTV filter

The recursive LTV filter in (11.4) is a moving window filter with
window length N. We assumed yn ≡ 0 for n < 0, which implies
yn−N ≡ 0 while n 6 N − 1. This means that xn accumulates the
samples of yn multiplied by the corresponding samples of hn during
this time. From n = N onwards, the contribution of a new yn is
added to the accumulator in each time step, while the contribution
of yn−N is subtracted since hn modN = h(n−N) modN. Accordingly,
the non-recursive and recursive expressions (11.3) and (11.4) of the
LTV filter are equivalent. This also implies that (11.2) and (11.4) yield
identical output values for n = m×N, m ∈ Z, i. e. at least once every
N samples, where N is the window length of the moving window
filter.
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The matched filter in (11.2) generates vn values consecutively for
all possible alignments between yn and hn. This is the reason for
the typical peaks observed in the cross-correlation function in case
of a template match. Conversely, the recursive LTV filter introduced
in Section 11.1.2 maintains a constant alignment between yn and hn.
As a result, upon the arrival of each new yn sample, a given fixed
point of the cross-correlation function determined by this constant
alignment is generated for the N most recent samples. This behavior is
illustrated in Figure 11.1. Thus, depending on the alignment between
yn and hn, the recursive LTV filter is going to yield the maximum
of the cross-correlation function at every new yn sample if the two
signals are properly synchronized. However, if this is not the case, it
will consistently produce a lower value.

11.1.4 Synchronizing the filter

By extending the recursive filter (11.4) to a filter bank, the best align-
ment between the input signal and the template can be identified.
The filter bank realizes all possible alignments simultaneously, thus it
consists of N filter instances. It is expressed as:

xn,k = xn−1,k + h(n+k) modN (yn − yn−N) , (11.5)

with 0 6 k < N, where k is the index of the filter in the filter bank.
After convergence, channel l, the filter bank channel best synchro-

nized to the input signal can be identified based on the highest filter
bank output value. Clearly, this is sensible only if the output value
of this channel indicates the presence of the pattern. Once the syn-
chronous channel has been selected, all remaining channels in the filter
bank may be deactivated and channel l can operate as a synchronized
recursive LTV filter.

The realization of the filter bank can be scaled broadly to suit the
available computing resources and the requirements of the application.
All filter bank channels might operate in parallel with dedicated
resources, e. g. in an FPGA-based implementation. Input sample rate
and processing frequency permitting, several channels could share
the same computing resources and use them in a time-multiplexed
manner. Using only one set of computing resources is also an option,
by operating one filter channel at a time, thus obtaining one maximum
value every N input samples, at the price of a significant increase in
the time required for synchronization.

If the alignment between yn and hn is expected to be constant,
the extra channels in the filter bank may be deactivated permanently
after a successful synchronization. Otherwise, a periodic recalibration
may be required. In case the alignment is supposed to have a slow
drift, some neighbors of the operational channel – e. g. channels l− 2,
l− 1, l+ 1 and l+ 2 in the filter bank – may be kept in operation. If
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Figure 11.3: Block diagram of the single-bin sliding DFT filter structure [66].
The figure uses the notation of the original paper.

one of these channels systematically produces a higher output value
than channel l, the former can become the operational channel, thus
maintaining synchronicity.

11.2 fa-based realization

The recursive LTV filter presented in Section 11.1.2 can also be realized
efficiently starting from a Fourier analyzer, and this realization also
gives rise to orthogonal observer channels carrying relevant informa-
tion. This realization is presented in the following section.

11.2.1 Modifying the FA

If the coupling coefficients of the recursive observer are set up for
deadbeat settling (see Section 6.1.3), the structure reconstructs the
input signal perfectly at its output with a delay of N samples. In other
words, the transfer function of the observer in Figure 6.2 from yn to
ŷn is HP = z−N in this case [65, Sec. 3.3.1]. As a result, any channel
of the observer can be realized on its own without implementing
the rest of the structure, in a form similar to the recursive LTV filter
shown in Figure 11.2. Comparable solutions realizing a sliding discrete
Fourier transform (DFT) have been suggested in the literature [66–68].
Figure 11.3 shows one of these structures.

Let us now consider the modified FA presented in Section 10.3.3.
The c coupling coefficients of template channel t1, given in (10.5), are

c ′t1,n =
∑
i∈T

wi ci,n, ∀n, (11.6)

thus the modified channel generates the template at its output: 2×
Re
{
c ′t1,n

}
= hn. The corresponding g coupling vector for channel t1,

given in (10.11), is

g ′t1,n =
1∑

i∈T |wi|
2

∑
i∈T

w∗i gi,n, ∀n, (11.7)

[ FINAL VERSION – August 3, 2018 at 18:27 ]



11.2 fa-based realization 104

where ·∗ is the complex conjugate operator.
As stated in (6.10), gi,n = 1

N c
∗
i,n in the FA. Based on this considera-

tion, it follows from (11.6) and (11.7) that the real part of the modified g

coupling vector is proportional to the initial template: Re
{
g ′t1,n

}
∝ hn.

Since the modified observer described in Section 10.3.3 is deadbeat,
the above imply that this observer produces the output of the recursive
LTV filter in (11.4), i. e. Re {x̂t1,n} ∝ xn.

Naturally, the aspects related to synchronization between the tem-
plate and the input signal also apply in this case. The synchronization
method based on a filter bank described in Section 11.1.4 is still usable,
and another solution is suggested in Section 11.2.2.

Since the row vectors of G are orthogonal, Re {xi,n} , t ∈ T , t 6= t1 is
going to contain the cross-correlation of the input signal with a signal
containing the same harmonics but orthogonal to the template. The
values of Im {xt1,n} and the orthogonal channels mentioned earlier
can then be used to assess the “goodness” of the recursive LTV filter
output value Re {xt1,n}: high amplitudes in the other channels hint
at the presence of significant signal components not matching the
structure of the template in the frequency bands of interest.

The modified observer is deadbeat, thus any channel can be real-
ized on its own. Only implementing the channels in T may be an
interesting option to obtain the relevant values at a reduced com-
putational cost. Moreover, the output coupling stage using the ci,n
coefficients may also be omitted in case the reconstruction of the signal
components generated by the channels is not required. Such an imple-
mentation, however, is prone to the numerical problems described in
Section 11.1.2. Implementing the entire observer in a feedback struc-
ture gives increased resistance to roundoff errors at the expense of
higher computational complexity.

11.2.2 Synchronization in the modified FA

In the following, I propose a way to estimate the time lag ∆tn between
the coefficient sequence gt1,n and the input signal yn. Then, the two
can be synchronized by compensating ∆tn. The suggested algorithm
uses the state variables of an unmodified Fourier analyzer correspond-
ing to the SSM harmonics (see Section 10.1.1). As mentioned earlier
in Section 11.2, these channels can be realized on their own without
implementing the entire structure presented in Section 6.1.2.

The phase measured in the ith channel (i ∈ T ) of the regular Fourier
analyzer in time step n is the following:

ϕ̂i,n = ϕi + 2π fi∆tn − 2πni,n, (11.8)

where ϕ̂i,n = arg x̂i,n, ϕi = argwi is the phase of the ith harmonic of
the template and fi is the absolute frequency of the harmonic. The state
variables of the FA are complex numbers, thus the phase information
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they contain is to be interpreted mod2π, which is accounted for by
the term 2πni,n. The estimate for ∆tn based on channel i is then

∆ti,n =
ϕ̂i,n −ϕi + 2πni,n

2π fi
. (11.9)

The problem is that the value of ni,n is unknown. Nevertheless,
all channels in T must yield the same value for ∆tn, thus ∆tn =

∆tt1,n = ∆tt2,n = . . . = ∆ttm,n. Then, going from ∆tt1,n = ∆tt2,n to
∆ttm−1,n = ∆ttm,n, a system of m− 1 Diophantine equations with m
integer variables ni,n can be obtained:

1/2π

[
fti
fT

(
ϕ̂ti+1,n −ϕti+1

)
−
fti+1
fT

(ϕ̂ti,n −ϕti)

]
=

=
fti+1
fT

nti,n −
fti
fT
nti+1,n, (11.10)

where fT = 1/TT is the reciprocal of the period of the template, thus
each fti/fT is an integer.

There are integers on the right-hand sides of each Diophantine
equation, therefore I suggest rounding every left-hand side to the
nearest multiple of gcd (fti/fT , fti+1/fT), which reduces the effect of
noise in the measurements. The system of equations can be solved
using the method described in [69], for example. This algorithm does
not require matrix inversion. Moreover, it has the interesting property
that it produces a solution even if not all equations are consistent, but
some of the resulting values are not going to be integers in this case.

By substituting the ni,n values thus obtained into (11.9),m estimates
for ∆tn are generated. Those corresponding to non-integer values of
ni,n should be discarded. If we chose one of the remaining ∆ti,n
values, we could use it to synchronize the observer to the input signal
by shifting the gi,n (and, if desired, ci,n) coefficient vectors accordingly.
As the resolution of the ∆ti,n values exceeds that of the sampling grid,
shifting by this exact value would require interpolation between the
coefficient values.

Interpolation can be avoided altogether by finding the best sample
number offset on for the coefficient vectors on the basis of the ∆ti,n
values obtained earlier. This corresponds to selecting the nearest chan-
nel of the filter bank (11.5). The best sample number offset calculated
from ∆ti,n is

oi,n = b∆ti,n fSe , (11.11)

where fS is the sampling frequency and b·e is the nearest integer
operator.

I suggest the following algorithm to find on:

clustering : Create all possible clusters of channels using a greedy
algorithm.
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scoring : To each cluster, assign the number of integer ni,n values
belonging to the cluster if all corresponding oi,n values are the
same, −1 otherwise.

finding the optimum : Find all clusters with the highest occurring
score. For each of these, choose the member channel with the
highest design amplitude |wi|. Among these channels, find the
one with the highest |wi|. The corresponding oi,n becomes on.

The state variable update equation can now be rewritten as

x̂i,n = x̂i,n−1+gi,(n+on) modN yn−gi,(n+on−N) modN yn−N, (11.12)

using the notation of Figure 6.2. This equation is structurally different
from (11.4) since it considers the variation of the gi,n coefficients due
to the synchronization.

The algorithm presented above is computationally intensive. The
resulting overhead may be mitigated as follows:

• If ∆tn is not expected to drift, calculating it once at an appropri-
ately chosen point in time is sufficient.

• If ∆tn is expected to drift slowly, calculating it sporadically may
be sufficient.

• The latest value for on may be used as a baseline for the follow-
ing calculations. Equation (11.9) can be evaluated for the channel
chosen as optimum in the preceding step, reusing the previous
ni,n value. If the value given by (11.11) is different from the
current on, the whole calculation must be repeated.

11.3 demonstration

The following section demonstrates the results obtained with the
structures suggested in this chapter.

11.3.1 Response to a transient excitation

The input signal used for this study is shown in Figure 11.4a. It is
expressed as

y (t) =


2×∑3i=1 Re

{
wti e

2πftit
′
}

if 0.5 6 t < 3.5∑3
i=1 Re

{
wti e

2πftit
′
}

if 6 6 t < 9

0 otherwise

, (11.13)

with wt1 = 3 e1, wt2 = 1, wt3 = 0.7 e2, ft1 = 6Hz, ft2 = 3Hz,
ft3 = 13Hz and t ′ = t+ 0.419 s. This means that the same waveform
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(a) The input signal (11.13) employed
in the transient study.
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(b) The template (11.14) used in the
transient study.
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(c) Cross-correlation of the transient input signal with the template.

Figure 11.4: The signals used in the study presented in Section 11.3.1 and the
resulting cross-correlation waveform [63].

is repeated twice in the signal, with different amplitudes each time.
The sampling rate is 1 kHz.

The template (see Figure 11.4b) corresponds to the pattern occurring
in the input signal:

h (t) =

3∑
i=1

Re
{
wti e

2πftit
}
=

3∑
i=1

[Ati cos (2πftit+ϕti)] , 0 6 t < 1.

(11.14)
The cross-correlation between the input signal and the template is

shown in Figure 11.4c.
Figure 11.5 shows the response of the modified FA presented in

Section 11.2.1 to the transient excitation. The template used in the
observer is described by (11.14). The input signal and the template are
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synchronized using the algorithm based on Diophantine equations
described in Section 11.2.2.

Since the length of the template is 1 s, the fundamental frequency of
the corresponding observer is 1 Hz, and its deadbeat transients also
last 1 s. This holds for both the observer channels used for synchro-
nization and those used for measurement. Accordingly, as shown in
Figure 11.5, the latter go through a coarse transient phase while the
former are converging, then the latter exhibit a fine transient phase of
the same duration.

11.3.2 Response to a non-ideal excitation

I executed a series of further tests with the following input signal:

y (t) =


∑3
i=1 Re

{
wti e

2πftit
′
}

if 0 6 t < 3∑3
i=1 Re

{
(wti + dti) e

2πftit
′
}

if 3 6 t < 7∑3
i=1 Re

{
dti e

2πftit
′
}

if 7 6 t < 10

, (11.15)

where dt1 = 0, dt2 = 3 e
π/2, dt3 = 2.5 e(2−π/2), t ′ = t+ 0.237 s and

all other parameters are set as in Section 11.3.1. The sampling rate is
1 kHz in this case as well.

The wti components represent the useful signal, while the dti com-
ponents play the role of an additive in-band disturbance starting at
t = 3 s. The useful signal is switched off at t = 7 s. Accordingly, after
t = 3 s, the input signal still consists of the same frequency compo-
nents but their amplitude and phase relations no longer match the
template. Ideally, the detection algorithm should identify this situation
as problematic. Additionally, the test signal contains additive white
noise, SNR = 20 dB. Figure 11.6 shows the resulting signal.

The output of a simple matched filter with a template described
by (11.14) applied to the test signal (11.15) is shown in Figure 11.7.
The output signal is characterized by numerous positive peaks after
the initial transient. The in-band disturbance does not greatly alter
the heights of the peaks after t = 3 s, even though the signal is no
longer a correct match for the template at this point. The useful signal
is switched off at t = 7 s, which causes a significant reduction in peak
height.

Figure 11.8 demonstrates the operation of the modified observer in-
troduced in Section 11.2.1, with the filter bank-based synchronization
scheme presented in Section 11.1.4. If the the recursive LTV filter pre-
sented in Section 11.1.2 were operated with the same synchronization
method, it would produce the same output as Re {x̂t1,n}. Switching on
the disturbance at t = 3 s results in transients, and after these have
settled, Re {x̂t1,n} shows a slight increase in amplitude. Nevertheless,
the additional channels indicate that the input signal is no longer a
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(a) Channel amplitudes obtained with the modified observer. The gi,n coefficients
are scaled in such a manner that if the input signal matches the template
exactly, a channel output value of 0.5 is obtained in Re {x̂t1,n}. This implies
that this channel should converge to 1 for 0.5 6 t < 3.5. Indeed, Re {x̂t1,n}

converges to the values expected based on the amplitude of the input signal
and keeps them while the template is present, while all other channels tend
to 0.
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(b) Time lag between the template and the input signal, obtained using the
algorithm based on Diophantine equations. The gi,n coefficient values for
the next time step are chosen based on this value. The time lag shows the
expected value whenever the template is present in the input signal.

Figure 11.5: Transient response of the modified observer elaborated in Sec-
tion 11.2.1, synchronized using the method based on Diophan-
tine equations presented in Section 11.2.2 [63].
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Figure 11.6: Time domain plot of the test signal (11.15) used in Section 11.3.2
[63]. The signal contains additive white noise, SNR = 20 dB. The
time instant t = 3 s, when an additive in-band disturbance is
switched on, and t = 7 s, when the useful signal is switched off,
are marked with thin gray lines.

good match for the template. Similarly, after t = 7 s, Re {x̂t1,n} is still
at a non-negligible level but the orthogonal channels show that the
input signal is not a good match for the template.

The behavior of the same structure complemented by the synchro-
nization method based on Diophantine equations presented in Sec-
tion 11.2.2 is shown in Figure 11.9. After the transients decay, the ad-
ditive disturbance has a negligible influence on the value of Re {x̂t1,n}

while the useful signal and the additive disturbance are both present,
but the discrepancy is indicated clearly by the orthogonal channels.

11.4 summary

In this chapter, I described ways to calculate the cross-correlation of a
digital signal and a template while keeping a fixed alignment between
the two signals. I also suggested structures performing this calculation
recursively. One of these structures gives rise to orthogonal channels
carrying additional information. If a favorable alignment between the
input signal and the template is identified, these filters produce the
maximum cross-correlation value in every time step. I proposed two
different algorithms to identify the best alignment. I demonstrated the
performance of the suggested algorithms by simulation.

In Section 11.1.2, I described a modification to the matched filter.
The basic principle of this modification has been described previously.
The result is a time-variant filter producing a cross-correlation value
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Figure 11.7: Cross-correlation of the test signal (11.15) plotted in Figure 11.6
with the template (11.14) shown in Figure 11.4b [63]. Notice
that the in-band disturbance switched on at t = 3 s only causes
a slight change in the amplitudes of the positive peaks. The
situation changes when only the disturbance remains.

with a fixed alignment between the input signal and a template. I
suggested a recursive way to implement this filter economically. Un-
like a regular matched filter, if the modified filter is synchronized
properly, it produces the peak cross-correlation value in every time
step. Therefore, the peak value is available at any time and may be
subjected to averaging if desired.

In Section 11.1.4, I proposed a method based on a filter bank to find
the best alignment between the input signal and the template. I also
suggested ways to mitigate the resulting computational overhead.

In Section 11.2.1, I realized the same recursive filter based on a
Fourier analyzer. This implementation maintains the anytime char-
acteristics described earlier. Moreover, it yields orthogonal channels
providing additional information about the spectral content of the
input signal in the frequency bands corresponding to the template,
such as in-band disturbance.

In Section 11.2.2, I suggested another method based on Diophantine
equations to synchronize the template to the input signal.

11.4.1 Comparison of the synchronization methods

The computational complexity of the filter bank method presented in
Section 11.1.4 scales with the number of channels in the filter bank,
while that of the method based on Diophantine equations described
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in Section 11.2.2 increases roughly exponentially with the number
of SSM channels. In a quick test in MATLAB with 1000 channels in
the filter bank, I obtained a mean execution time of 3× 10−5 s per
iteration for the synchronization. In a similar setup with the method
based on Diophantine equations, the mean execution time of the
synchronization algorithm was 2× 10−4 s per iteration with 3 channels
in the SSM, however, with 10 channels, this figure rose to 3× 10−2 s.
Nevertheless, I presented methods to mitigate the computational load
in both cases.

The algorithm of the filter bank method is considerably simpler,
thus easier to implement and debug.

Since it is based on finding the maximum output value of a filter
bank, the former method is probably less sensitive to noise contaminat-
ing the input signal. Even though I attempted to reduce the influence
of noise in the phases used by the latter method, it is likely more
prone to problems caused by noise.

The ∆ti,n values calculated by the Diophantine method are not
bound to the sampling grid, which corresponds to an increased pre-
cision with respect to the other method. However, the uncertainty
caused by noise in the input signal may hinder the exploitation of this
advantage.
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(a) Channel amplitudes generated by the modified observer with the filter bank-
based synchronization method. Re {x̂t1,n} is identical to the synchronized
recursive LTV filter, Im {x̂t1,n} is the imaginary part of the same channel, and
the other two are the orthogonal observer channels. The input signal matches
the template while the in-band disturbance is not present, and we can observe
the corresponding value of 0.5 in Re {x̂t1,n} with all other channels at 0. After
it is switched on at t = 3 s, the disturbance only induces a minor shift in the
value of Re {x̂t1,n}. Nevertheless, the orthogonal channels clearly indicate that
the input signal no longer matches the template, which still holds after the
useful signal is switched off at t = 7 s.
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(b) Time lag between the template and the input signal, detected on the basis of
the maximal Re {x̂t1,n} value produced by the filter bank. The channel values
plotted in Figure 11.8a stem from the corresponding element of the filter bank.

Figure 11.8: Response of the modified observer presented in Section 11.2.1 to
the signal described in Section 11.3.2 [63]. The template and the
input signal are synchronized by the method using a filter bank
suggested in Section 11.1.4.
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(a) Channel amplitudes yielded by the modified observer using the synchro-
nization method relying on Diophantine equations. After the disturbance is
enabled at t = 3 s , Re {x̂t1,n} converges back to its previous value. Nonethe-
less, the orthogonal channels indicate the discrepancy between the template
and the input signal, even after the useful signal disappears at t = 7 s.
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(b) Time lag between the template and the input signal, measured with the
algorithm based on Diophantine equations. The gi,n coefficient values used in
the next iteration are chosen based on the value of the time lag. Notice that the
measured time lag converges back to the correct value after the disturbance is
turned on. This is because the disturbance has no component in the channel
with the highest |wi| (see Section 11.2.2 for the description of the algorithm).

Figure 11.9: Response of the modified observer (see Section 11.2.1) to the
input signal presented in Section 11.3.2 [63]. The solution de-
scribed in Section 11.2.2 is used for synchronizing the template
and the input signal.
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C O N C L U S I O N

In this thesis, I presented my research and development work carried
out in order to implement a real-time system survey functionality
for the new beam loss monitoring (BLM) system being installed and
commissioned at the European Organization for Nuclear Research
(CERN).

I gave context to the research in Part i. Since I executed much of my
work at CERN, I introduced the laboratory and its research activities
in Chapter 1. I gave an overview of beam instrumentation in general
and beam loss monitoring in particular in Chapter 2. I presented the
BLM system targeted by this project in Chapter 3.

In Chapter 4, I laid out the focal point of the system survey and
reviewed related procedures found in the literature. In Chapter 5, I
described the initial measurements and simulations I performed to
assess the capabilities of the system before starting development.

In Part ii, I presented the method I elaborated in order to detect
the parasitic components resulting from the operation of the power
supply in the digitized signal. In Chapter 6, I reviewed the Fourier
analyzer (FA), including the adaptive Fourier analyzer (AFA): the
observer structure I adapted for the measurement, and the frequency
adaptation methods that have been suggested for it. In Chapter 7, I
described how I adapted the observer structure for implementation on
an FPGA, along with the novel resource-efficient zero crossing-based
frequency adaptation method I elaborated.

I concentrated on the operational method I developed for surveying
the BLM system in Part iii. I presented the current best similar pro-
cess I am aware of, in operation at the Large Hadron Collider (LHC),
in Chapter 8. I put forth my suggested solution in Chapter 9, high-
lighted how it outperforms the LHC implementation and presented
operational experience.

In Part iv, I attempted to generalize the signal detection considera-
tions presented in the preceding two Parts. In Chapter 10, I presented
modifications to the FA intended to make it sensitive to a certain
periodic pattern. In Chapter 11, I introduced a modification to the
well-known matched filtering priciple which can be implemented in a
recursive manner. This processing needs to be synchronized to its in-
put signal, for which I presented two different methods. I underpinned
the functionality of the algorithms by simulation studies.

115

[ FINAL VERSION – August 3, 2018 at 18:27 ]



12.1 future possibilities 116

12.1 future possibilities

The integration and full operational testing of the survey method
presented in Part iii is still underway.

I think there is more to be said for the pattern detection methods
introduced in Part iv. In particular, I think the realization based on
a Fourier analyzer (FA) described in Section 11.2 has merit. I gave
qualitative arguments for the usability of the orthogonal channels
arising in the structure, however, further analysis might allow the
extraction of quantitative data from these channels. It would also be
interesting to assess the performance of this method in a physical
measurement system such as the BLM system.
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N E W S C I E N T I F I C C O N T R I B U T I O N S

statement 1 I developed a resource-efficient frequency adaptation method for
the adaptive Fourier analyzer (AFA), which can be implemented
economically on an FPGA.

1.1 I proposed a novel frequency adaptation method for the
AFA, which is based on the zero crossings of the phase
function.
The method is presented in Section 7.1 and the frequency error
estimate is given in Equation 7.1.

1.2 I gave an estimate for the possible reduction in resource
use with zero crossing-based frequency adaptation in a
serialized FPGA implementation compared to an “original”
AFA.
The estimate is given in Section 7.6.1.

1.3 I gave an estimate for the possible increase in sampling
frequency with zero crossing-based frequency adaptation
in a parallelized FPGA implementation compared to an
“original” AFA.
The estimate is given in Section 7.6.2.

1.4 I demonstrated that the zero crossing-based frequency adap-
tation method may yield a smoother frequency estimate
function than several other frequency adaptation methods
suggested in the literature.
The demonstration is given in Section 7.6.3 and Figure 7.8.

related publications : [J2], [J3], [C3]
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statement 2 I suggested novel ways to detect a pattern in a signal.

2.1 I presented a way to incorporate the structure of a periodic
pattern as a signal structure model (SSM) into a Fourier an-
alyzer (FA) by modifying its coupling vectors. The resulting
structure exhibits deadbeat settling behavior. In this case,
not all SSM harmonics are coupled into the channel im-
plementing the SSM. In comparison to a detection method
based on matched filtering, this structure has the advantage
of providing the output estimate at any time.
The structure is described in Section 10.3.1 and shown in Fig-
ure 10.4.
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2.2 I orthogonalized the composition side basis vectors of the
FA belonging to the SSM by QR transformation, with re-
spect to the vector representing the SSM. By generating the
corresponding decomposition side basis vectors, I gave an
alternate deadbeat observer realizing the SSM, which also
contains orthogonal SSM channels allowing the detection
of in-band disturbances not matching the structure of the
pattern.
The structure is described in Section 10.3.3 and shown in Fig-
ure 10.4.

2.3 I proposed an overcomplete representation of the SSM,
where several channels realizing the SSM operate in parallel
to a regular FA structure. In the resulting observer, the FA
channels may be used to measure the difference between
the signal reconstructed by the SSM and the input signal.
The structure is described in Section 10.4 and shown in Fig-
ure 10.8.

2.4 I suggested the “post” SSM, where an amplitude estimate
for the SSM is calculated based on the state variables of a
normal FA. An acceptable estimate can be obtained without
modifying the original structure.
The structure is described in Section 10.5 and shown in Fig-
ure 10.10.

related publications : [C1], [C2]
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statement 3 I presented methods to synchronize the input signal and the
periodic template of certain filters and/or observers aimed at
the detection of periodic signals.

3.1 I suggested setting up a filter bank from multiple recursive
cross-correlation filter channels, usable to synchronize the
input signal and the template. The method can also be
extended to Fourier analyzer-based filters.
The synchronization method is described in Section 11.1.4 and
Equation 11.5.

3.2 I presented a method based on solving Diophantine equa-
tions to ensure synchronization between the input signal
and the template of a Fourier analyzer-based filter.
The synchronization method is described in Section 11.2.2.

related publications : [J1]
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