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Abstract

In this thesis novel algorithmic pipelines are introduced for four dif-

ferent object detection tasks of 3-D computer vision, primarily fo-

cusing on applications from urban scene understanding and aerial

surveillance. The presented results rely on probabilistic models and

lightweight feature separation via deep learning. The main contribu-

tions are all related to 3-D point cloud processing tasks, concerning

real world robot perception challenges such as noisy input, partial oc-

clusions, inhomogeneous density of the 3-D data and the presence of

largely diverse appearances of object shapes. The developed methods

are tested on a wide range of urban point clouds, including different

traffic scenarios. We show by several experiments that the proposed

novelties can significantly improve the detection performance com-

pared to existing solutions.
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Chapter 1

Introduction

Scene understanding and object detection are key functionalities for most com-

puter and robot vision systems. Given a set of object classes, object recognition

consists in determining the location and scale of all object instances, if any, that

are present in the captured data (i.e. optical camera, depth sensors, LiDAR cam-

eras, thermal sensors, etc.). Thus, the objective of an object detector is to find all

object instances of one or more given object classes regardless of scale, location,

pose, view with respect to the camera, partial occlusions, and illumination condi-

tions. Recently, remarkable scientific progress has been observed in this area, and

some existing techniques are now part of many real world applications, such as

driving assistance systems. However, most of the robot perception approaches are

still far from achieving human-level performance, in particularly in challenging

real-world scenarios, when various artifacts and issues occur such as constantly

changing traffic circumstances, weather and illumination. As mobile robots are

starting to be more widely deployed (e.g. autonomous vehicles, driving assistance

systems, quad-copters, drones and consumer robots), the need for object recog-

nition systems is gaining more importance. Parts of this success have come from

adopting and adapting machine learning methods like [150],[151], while others,

[62],[63] create different representations and models for specific object detection

problems.

Object recognition is nowadays used in many applications, with the most pop-

ular ones being: (i) human-computer interaction (HCI) [146],[147], (ii) robotics

[148], (iii) consumer electronics (e.g. smart-phones) [149], (iv) surveillance (e.g.

1



2 1. INTRODUCTION

recognition, tracking) [60],[61], and (v) transportation (e.g. autonomous and

assisted driving) [141],[142]. As the large variety of applications shows, object

recognition is a wide concept. Each of these applications has different require-

ments, including: processing time (off-line, on-line, or real-time), robustness to

occlusions, invariance to rotations or capability of dealing with noisy data or data

sparsity.

Apart from the scientific progression of the different object recogntition ap-

proaches, sensor technology has been steadily progressing in the last decade, al-

lowing the perception of the envinronment with a whole new level. For instance,

outdoor laser scanners, such as LiDAR mapping systems have particularly be-

come important tools for gathering data flow for these tasks. They are able to

rapidly acquire large-scale 3-D point cloud data for real-time vision, with jointly

providing accurate 3-D geometrical information of the scene. Moreover, there

are additional features about the reflection properties and compactness of the

surfaces from the surrounding environment. In practice, LiDAR sensors have a

number of benefits contrast to conventional camera systems e.g. they are highly

robust against illumination changes or weather conditions, and they may provide

a larger field of view (FoV).

LiDAR sensors can measure the distance between the sensor and an arbitrary

obstacle by emitting a laser beam and analyzing the echo time of the laser beam

returns. In practice, laser scanning can be divided into three main categories,

namely: aerial, hydro-graphic, terrestrial (mobile) laser scanning. 1) Airborne

laser scanning enables the capture large areas therefore it is often used for urban

planning [153], creating digital 3-D maps [42], vegetation survey [23] or even in

different aerial surveillance tasks [133],[134]. 2) Hydrography LiDAR systems ac-

curately determine water depths by measuring the time of flight of two laser pulses

at different wavelengths described as follows: an infrared one is backscattered by

the sea surface, the other one (typically green light at 532 nm) travels through

the air-water interface to the bottom. The application area of this sensor is the

creation of digital elevation models for geographic information systems [154]. 3)

Terrestrial (mobile) laser scanners allow quick surveys of the road network and

environment, thus they can contribute to create machine vision applications for
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mobile robots and driver-less vehicles. Automotive safety groups are now study-

ing different ways of incorporating high-definition LiDAR sensors into their safety

systems, with the long-term aim of developing completely unmanned commercial

vehicles.

Presently, the demand for these applications is significant, and there is a huge

selection of tasks to be resolved: different types of algorithms should be separated

depending on the environmental conditions, sensor artifact and the exact goals

of the systems. This thesis attacks four selected tasks on two different types

of LiDAR measurements, namely aerial and terrestrial. We begin with a short

introduction of the four tasks, as presented in Fig. 1.1:

• Task 1 - Segmentation of aerial LiDAR point clouds into ground,

roof, vehicle, vegetation and clutter classes:

In airborne range data efficient separation of big point cloud regions raises

serious challenges, due to the presence of occlusions, low point cloud reso-

lution and crowded urban scenes with a wide variety of object appearances.

The input data is collected from crowded urban areas with an aerial LiDAR

acquisition platform. In the proposed solution, we jointly consider local and

global point cloud features for characterizing different point classes. The

model ensures spatial smoothness of the labeling via 3-D neighborhood con-

nection by minimizing a global energy function, even in noisy point clouds

with low point resolution.

• Task 2 - Joint detection of vehicles and extraction of coherent

traffic segments from airborne LiDAR point cloud measurements:

In the recent years, emerging demand has been shown in automatic traffic

monitoring and control, environmental protection and aerial surveillance

applications for analyzing the vehicle populations of inner city areas in a

more comprehensive way. This approach takes as input preliminary clas-

sified aerial LiDAR point clouds, obtained by our segmentation techniques

from Task 1. We tackle the vehicle detection task with a novel probabilistic

approach, where the optimal vehicle configuration is described by a two-level
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Marked Point Process (L2MPP) model of 2-D rectangles. The model de-

scribes the vehicle population as a configuration of rectangle groups, where

each group belongs to a coherent traffic segment composed by individual ve-

hicles. The output configuration of the model was obtained by minimizing

the configuration energy using an extended two-level version of the Multiple

Birth and Death algorithm.

• Task 3 - Fast object detection designed for continuously streamed

terrestrial range data:

In this case point cloud sequences are provided by a moving field vehicle,

instead of static airborne point clouds. The proposed algorithm has been

tested on point cloud streams recorded by a car-mounted Velodyne HDL-64

rotating multi-beam laser sensor. The solution uses a simple, yet efficient

hierarchical grid data structure and a corresponding connected component

analysis algorithm. The aim of the proposed approach is producing distinct

groups of 3-D points which belong to different urban objects with a speedup

of two order of magnitude compared to the current existing solutions.

• Task 4 - 3-D urban object classification with deep convolutional

neural networks:

In this task we present a new approach for object classification in continu-

ously streamed LiDAR point clouds collected from urban areas. The input

is a set of objects extracted preliminary with the algorithms from Task

3. Our aim is to extract all vehicles and pedestrians in the neighborhood

of the moving sensor. We propose a complete pipeline for distinguishing

outdoor 3-D urban objects. We create depth images from the extracted

objects in order to use them for feature learning. We use a convolutional

neural network platform for classifying the objects directly from the range

maps. Beside feature learning we incorporate scene context analysis to de-

fine topological relations between the object candidates. The context based

filtering is implemented as a post processing step, detecting and localizing

the building’s facades and creating a rough approximation of the road scene
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boundaries resulting in less misclassification errors among the vehicles and

facade segments.

The input of Task 1 and Task 2 is an aerial LiDAR point cloud and we aim

to perform point cloud segmentation and object (vehicle) detection, while Task

3 and Task 4 are working on point cloud sequences obtained by ground based

mobile LiDAR scanners, performing object separation and classification.

In the following, we present the outline of the thesis. In Chapter 2 we introduce

a novel multi-class point cloud segmentation algorithm applying a Bayesian ap-

proach. We distinguish four classes: building’s roof, vehicle, ground and clutter.

The segmentation classes are the outputs of a stochastic process which utilizes

the observed 3-D point features according to locally specified distributions. The

constraints of the spatial interactions between neighboring points is also modeled

in a probabilistic way by Markov Random Fields (MRF) [155].

Chapter 3 offers a novel probabilistic approach for vehicle and vehicle group

detection. The proposed method uses an established Bayesian framework called

Marked Point Processes - MPP [39], which is part of the Inverse method family.

This algorithm assigns a fitness value to each possible object configuration, there-

after an optimization process attempts to find the configuration with the highest

confidence. In this way simple appearance model can be defined by incorporating

prior shape information and object interactions (e.g. penalize intersection, favor

similar orientation). However, high computational demand arises when searching

in a high dimension population space. Therefore, applying efficient optimization

techniques is of great importance.

In Chapter 4 we present an efficient spatial grid data structure and a corre-

sponding algorithm for fast separation of urban objects in terrestrial Velodyne

point cloud sequences. The proposed scientific contribution is similar to a Flood-

fill or Connected Component Analysis algorithm, since we identify coherent 3-D

regions from the point cloud.

On one hand, Chapter 5 shows a possible application of the object detection

algorithm (originally presented in Chapter 4). We utilize the extracted urban

objects, and we propose a vehicle model based feature family in order to perform

binary (vehicle / non-vehicle) classification on the extracted object’s set.
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Figure 1.1: Demonstration of the expected results regarding the four tasks.
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On the other hand, we proposed a complete robot vision pipeline in Chapter

5 by incorporating the results of Chapter 4 to achieve multi-class object detection

in challenging urban point cloud scenarios. The thesis explains the importance

of analyzing scene contextual features beside extracting purely appearance based

properties from terrestrial point clouds. The achieved results resolve a major

open issue in point cloud based object recognition, namely how the quality of the

object extraction step effects the classification result, and how we can enhance

the performance of an object classifier utilizing topological evidences from the

point cloud scenes.

A short conclusion and a summary of scientific results is given at the end.

The thesis contains two appendices as well. Appendix A summarizes a few key

results of probability theory which may help understand the background of some

parts of the work. Appendix B offers a detailed overview of used abbreviations

and notations.





Chapter 2

Airborne LiDAR Point Cloud
Segmentation

The collected information about the environment has become increasingly im-

portant for economic, crime prevention and environment protection in the recent

years. The LiDAR (Light Detection And Ranging) laser scanning technology

provides high-precision three-dimensional point clouds from the observed area.

The aim of this thesis is to design, develop and test methods which can be used

by high-level remote sensing systems for urban surveillance. Beside terrestrial

sensors such as video cameras and induction loops, airborne and spaceborne data

sources are frequently exploited to support the scene analysis and surveillance.

Some of the existing surveillance approaches rely on aerial photos or video se-

quences, however in these cases, it is notably challenging to develop a widely

applicable solution for the segmentation problem due to the large variety of cam-

era sensors, image quality, seasonal and weather circumstances, and the richness

of the different urban scenarios [37]. The Light Detection and Ranging (LiDAR)

technology offers significant advantages to handle many of the above problems,

since it can jointly provide an accurate 3-D geometrical description of the scene,

and additional features about the reflection properties and compactness of the

surfaces. Moreover, the LiDAR measurements are much less sensitive on the

weather conditions and independent from the outdoor illumination. On the other

hand, efficient storage, management and interpretation of the irregular LiDAR

point clouds require different algorithmic methodologies than what is often seen

in standard computer vision.

9
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In this Chapter we introduce a Markov Random Field (MRF) model for point

cloud segmentation, which utilizes various 3-D descriptors. For featuring the

ground class, we are using locally adaptive ground modeling algorithm. Regarding

the roof class, we assume that roof points form large and dense connected regions

of the cloud. Local point cloud density is also calculated to recognize sparse

clutter regions (like most reflections from walls), and echo number is exploited

for identifying vegetation. Points of vehicles appear as outliers from the previous

classes, and in addition, they fit prior height distributions of the possible cars.

Finally, we construct an MRF energy model based on the previous features. For

optimization, the fast graph-cut based algorithm [34] proved to be efficient in the

used test sets.

2.1 Introduction

Urban point cloud segmentation is an emerging issue in 3-D remote sensing re-

lated tasks such as urban modeling, automated surveillance and object detection.

These high-level tasks are different, even though they need proper preprocessing

steps such as point cloud segmentation (classification) in order achieve high per-

formance that even can satisfy consumer level demands. Early stage scientific

solutions often utilized heuristics for separating big semantic regions of an air-

borne point cloud. In [132],[133] a binary (ground/non-ground) classification of

airborne point clouds has been showed, although with this technique the separa-

tion of crowded and occluded urban regions may fail.

In an other solution [25] the authors present a 3-D object-based classification

strategy for extracting semantic objects directly from LiDAR point clouds of

urban areas. The airborne laser scanning (ALS) data is first subjected to the

segmentation process using a nonparametric clustering tool based on mean shift

(MS). Then, the initially resulted point segments have to be handled under the

global optimization criterion, and a modified normalized-cuts (Ncuts) step is

applied with the aim of perceptual grouping. However, this work leaves important

questions open in LiDAR traffic characterization, especially with regard to a

proper utilization of unstable reflection properties of vehicle surface.
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Solutions like [156],[157] propose novel automatic segmentation techniques

based on statistical analysis of the geometric properties of the data. Other stud-

ies [42],[43] utilize Markov Random Field models and corresponding energy min-

imizations techniques to push aerial point cloud classification toward its limits.

2.2 Spatial Data Structures in Point Cloud Seg-

mentation

An important aspect when dealing with point cloud representations, is that stan-

dard point cloud formats are able to store much more information than just the

3-D positions of points as acquired from the input sensing device. During the

acquisition process, the point cloud L is captured by a moving sensor, and their

results can be stored in a feature vector as additional attributes.

Let us denote an arbitrary (query) point with pq in the point cloud L. Most ge-

ometric processing steps need to discover a collection of neighboring points Vϵ(pq)

that represent the underlying scanned surface, therefore enabling the search for

neighboring points without re-computing distances.

A solution is to use spatial decomposition techniques such as kd-trees or oc-

trees for partitioning the point cloud data L into sub-regions. In this way queries

about the location of the points in L can be served fast. Most of the spatial

decomposition techniques can construct and give hints of a volumetric represen-

tation for a cloud L, by a volume element that represents a specific grid value in

the 3-D space (also called volumetric pixel or voxel).

An example of such representations is given in Figures 2.1 and 2.21 for octree

data structures and box-decomposition (BD) trees respectively.

Besides providing fast access to point locations and their corresponding neigh-

bors, octree representations are easy to update and support point insertion and

deletion almost natively. Other spatial decomposition techniques, such as bd-tree

represents a variant of a kd-tree structure optimized to provide a greater robust-

ness for highly cluttered point cloud datasets [158]. Its usage covers mainly the

fast search of approximate nearest neighbors solutions. However, in contrast to

1Figure 2.1 and 2.2 originally have been published in [159].
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Figure 2.1: Volumetric representation using an octree structure, with a leaf size
of 1.5cm

Figure 2.2: Volumetric representation using a box decomposition tree (bd-tree)
structure, with a bucket size of 30 points.

octree structures, building bd-trees or kd-trees are computationally more expen-

sive, thus their usage is mostly limited to static scenes for applications working

with individual point cloud datasets [159].

2.3 Markov Random Fields and Gibbs Poten-

tials

A three dimensional point cloud is defined over a finite set of 3-D points L =

{p1, . . . , pl}, where each point belongs to the cloud: p ∈ L, with a point cloud size

l. Point cloud segmentation can be formally considered as a labeling task where
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each 3-D point gets a label from a finite label set Θ, where |Θ| holds the cardi-

nality of Θ 1. Statistical methods such as Markov Random Fields (MRF) can be

used for this task, hence they assign a fitness (or probability) value to all the |Θ|l

possible segmentations, where higher fitness values correspond to semantically

more correct solutions. The overcome the curse of dimensionality, the fitness

functions are usually modularly defined: they can be decomposed into individual

subterms, and the domain of each subterm consists only of a few dozen points.

In this way, if we change a label of a single point, we should not re-calculate

the whole fitness function, only those subterms, which are affected by the se-

lected point. This property significantly decreases the computational complexity

of iterative labeling optimization techniques [34],[35]. An efficient segmentation

approach can be based on a graph representation of the point cloud, where each

node of the graph corresponds to a 3-D point. As in [53], we define edges between

two nodes, if the corresponding point labels influence each other.

Since the proposed segmentation model in this Chapter based on Markov

Random Fields, we begin with the formal definitions and notations regarding to

the MRF model [164].

Let G = (Q,EG) be a graph where Q = {qi|i = 1, . . . N} is a set of nodes, and EG

is the set of edges corresponding to graph G. Edges define the neighboring node

pairs:

Definition 1 (Neighbors) [162] Two nodes qi and qk are neighbors, if there

is an edge eik ∈ EG connecting them. The set of points which are neighbors of a

node q (i.e. the neighborhood of q) is denoted by VG
q .

Considering all the neighbors in the graph we can talk about a neighborhood

system.

Definition 2 (Neighborhood system)[162] VG = {VG
q |q ∈ Q} is a neighbor-

hood system for G if

• q /∈ VG
q ,

1In this thesis we will use |Θ| = 3 or |Θ| = 4 classes
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• q ∈ VG
r ⇔ r ∈ VG

q .

The point cloud segmentation problem is mapped to the graph as a labeling task

over the nodes.

Definition 3 (Labeling) [162] To each node (q) of the graph, we assign a label

(ξ(q)), from the finite label set Θ = {Θ1,Θ2, . . . ,ΘJ}. Hence,

∀q ∈ Q : ξ(q) ∈ Θ. (2.1)

The global labeling of the graph, ξ, means the enumeration of the nodes with their

corresponding labels:

ξ = { [q, ξ(q)] | ∀q ∈ Q }, (2.2)

where ξ ∈ Ξ, and Ξ denotes the (finite) set of all the possible global labelings 1.

In some cases, instead of a global labeling, we need to deal with the labeling

of a given subgraph:

Definition 4 (Subconfiguration) [162] The subconfiguration of a given global

labeling ξ with respect a subset Y ⊆ Q is:

ξ
Y
= { [q, ξ(q)] | ∀q ∈ Y }. (2.3)

Therefore, ξ
Y
⊆ ξ.

In the next step, we define Markov Random Fields (MRFs). As usual, Markov

property means here that the labeling of a given node depends directly only on

its neighbors.

Definition 5 (Markov Random Field)[162] X is a Markov Random Field

(MRF), with respect to V, if

• for all ξ ∈ Ξ; P (X = ξ) > 0

• for every q ∈ Q and ξ ∈ Ξ:

P (ξ(q) | ξ
Q\{q}) = P (ξ(q) | ξ

Vq
). (2.4)

1Since each node may have any of the |Θ| labels, the cardinality of Ξ is |Θ||Q|.



2.3 Markov Random Fields and Gibbs Potentials 15

Discussion about MRFs is most convenient by defining the neighborhood system

VG via the cliques of the graph.

Definition 6 (Clique)[162] A subset C ⊆ Q is a clique if every pair of distinct

nodes in C are neighbors. C denotes a set of cliques.

Definition of VG is equivalent to the enumeration of the cliques.

To characterize the goodness of the different global labelings, a so called Gibbs

measure is defined on Ξ. Let V be a potential function which assigns a real

number VY (ξ) to the sub-configuration ξ
Y
. V defines an energy U(ξ) on Ξ by

U(ξ) =
∑
Y ∈2Q

VY (ξ). (2.5)

where 2Q denotes the set of the subsets of Q.

Definition 7 (Gibbs Distribution)[162] A Gibbs distribution is a probability

measure π on Ξ with the following representation:

π(ξ) =
1

Z
exp

(
−U(ξ)

)
(2.6)

where Z is a normalizing constant or partition function:

Z =
∑
ξ∈Ξ

exp
(
−U(ξ)

)
. (2.7)

If VY (ξ) = 0 whenever Y /∈ C, then V is called a nearest neighbor potential.

The following theorem is the principle of most MRF applications in computer

vision [170].

Theorem 1 (Hammersley-Clifford)[162] X is a MRF with respect to the

neighborhood system V if and only if π(ξ) = P (X = ξ) is a Gibbs distribution

with nearest neighbor Gibbs potential V , that is

π(ξ) =
1

Z
exp

(
−
∑
C∈C

VC(ξ)

)
(2.8)
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2.4 Bayesian Labeling Model

We can create an observation model from real world sensor measurements (such as

3-D point clouds) assigned to the nodes of the graph G. The observation process

assigns an n-dimensional feature vector to some (not necessarily to all) nodes of

G, which are locally calculated over small neighborhoods of selected image pixels

or point cloud elements.

Definition 8 (Observation Model)[162] Let be given a graph G = (Q,EG);

a labeling process with domain Ξ; and a subset of nodes O ⊆ Q. The observation

process is defined in the following way:

O = { [q, o(q)] | ∀q ∈ O }, (2.9)

where

∀q ∈ O : o(q) ∈ RD. (2.10)

Let X be a MRF on graph G = (Q, ε), with (a priori) clique potentials

{VC(ξ) | C ∈ C}. Consider an observation process O on G. The goal is to

find the labeling ξ̂, which is the maximum a posteriori (MAP) estimate, i.e. the

labeling with the highest probability given O:

ξ̂ = argmax
ξ∈Ξ

P (ξ|O). (2.11)

Based on the Hammersley-Clifford theorem, P (ξ) follows a Gibbs distribution:

P (ξ) = π(ξ) =
1

Z
exp

(
−
∑
C∈C

VC(ξ)

)
(2.12)

while Z (in the Gibbs distribution) are independent of the current value of ξ.

Using also the monotonicity of the logarithm function and equations 2.11 and

2.12, the optimal global labeling can be written into the following form:

ξ̂ = argmin
ξ∈Ξ

{∑
q∈O

− logP (o(q)|ξ(q)) +
∑
C∈C

VC(ξ)

}
. (2.13)
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2.5 MRF Optimization

Bayesian methods coupled with Markovian modelization usually result in a non-

convex cost (or energy) function. In order to find an estimate of the best configu-

ration, one has to optimize this function. In applications using MRF models, the

quality of the segmentation depends both on the appropriate probabilistic model

of the classes, and on the selected optimization technique, which finds a good

global labeling with respect to eq. (2.13). The latter factor is a key issue, since

finding the global optimum is NP hard [34]. Most frequently used optimization

techniques can be divided into three main categories as follows:

• Simulated annealing (SA): The idea of the solution comes from statisti-

cal physics. It was realized, there is an analogy between minimizing the cost

function of a combinatorial optimization problem and finding energy min-

ima of thermodynamical systems by slowly cooling a solid until equilibrium

is reached [173]. They have substituted the energy function of the solid by

the cost function and executed the Metropolis algorithm at a sequence of

slowly decreasing ‘temperature’. The so defined combinatorial optimization

algorithm, named Simulated Annealing, has also been extensively used for

finding a global labeling in different segmentation task in computer vision,

although the SA algorithm tends to be computationally hardf [170],[171].

• Deterministic relaxation: In theory, SA algorithms reach a global mini-

mum, but they require a large amount of iteration. If we have a reasonably

good initial configuration then an extremely rapid convergence can be ob-

tained by deterministic relaxation techniques such as Iterated Conditional

Modes (ICM) method proposed by [172]. The quality of the final result

strongly depends on the initialization, since ICM realizes only the near-

est energy-valley. The obtained minimum is only local, but convergence

towards this minimum is obtained usually in a few iterations.

• Graph-cut based optimization: Recently, combinatorial graph-cut al-

gorithms (e.g. Maxflow/Mincut) have been successfully applied to a wide

range of energy functions in computer vision. It has been shown that a cer-

tain class of energy functions could be exactly minimized by graph cuts in
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polynomial time. This discovery significantly extended the use of Markov

random fields not only in computer vision but also in computer graphics

[162].

As for details, an algorithmic overview can be found in [161, 162], while recent

studies on MRF optimization presented in [185, 186].

2.6 The Proposed 3-D Segmentation Model

In this section we propose our point cloud classification approach, displayed in

Fig. 2.4. We have developed a point cloud segmentation method, where micro

area classification has been performed by energy minimization. Micro area clas-

sification can be described as a detailed segmentation of the scene, focusing on

small objects such as street furniture elements or vehicles. Some works, such as

[42], deals with macro area classification, marking vehicles as part of the clutter

regions, while our approach also focuses on the accurate discrimination of the

vehicle class from other areas. We aim to construct a probabilistic model (shown

in Fig. 2.3), that – besides differentiating vegetation, ground and clutter classes

– is able to perform robust segmentation concerning closely located vehicles in

sparse aerial point clouds captured from dense urban scenes.

The input of the proposed framework is a point cloud L provided by a Discrete

Return (DR) airborne LiDAR system. Let us assume that the cloud consists

of l points: L = {p1, . . . , pl}, where each point, p ∈ L, is associated to six

parameters, as listed in Table 2.1. The geometric position coordinates (xp, yp, zp)

are available in a local Euclidean coordinate system. In addition, each point has

a calibrated intensity value gp. The DR LiDAR system may capture up to four

range measurements (echos) for each laser pulse. This information is encoded in

the point could by adding two additional parameters to each point: ηp marks the

total number of captured echos from the pulse yielding p, and rp(≤ ηp) is the

reflection index corresponding to p within the echos of the same laser pulse. If

rp = ηp, we say that p corresponds to a last return, otherwise to an intermediate

return.
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Table 2.1: Parameters associated to a point p of the input cloud L
Parameter Domain Description
xp, yp, zp R3 coordinates of the 3-D

geometric location of the
point p

gp [0,255] intensity (or gray level)
value associated to the
point p

np {1, 2, 3, 4} number of echoes (or re-
turns) from the direction
of p

rp {1, 2, 3, 4} index (ordinary number)
of the echo associated to
point p from its direction
(i.e. rp ≤ np)

Let us denote by Vϵ(p) the ϵ neighborhood of p:

Vϵ(p) = {q ∈ L : ||q − p|| < ϵ}, (2.14)

where ||q−p|| marks the Euclidean distance of points q and p, and the ϵ threshold

parameter was set as ϵ =
√

1
2ρ
, where ρ is the point density of the scan measured

in points/m2. For efficient neighborhood calculation, we need to divide the point

cloud into smaller parts by making a nonuniform subdivision of the 3-D space

using a k -d tree data structure.

2.6.1 Model Description

In our classification model, we distinguish ground, vegetation, roof, vehicle and

clutter regions, and accordingly we denote by ξ(p) the class label assigned to a

given point p. The clutter class contains sparse point cloud regions, which mainly

correspond to vertical structures such as facades and lampposts, or thin objects,

like power lines.

To classify the point cloud, we define for each class ξ a µξ(p) ∈ [0, 1] inverse

membership (or energy) function, which evaluates the hypothesis that p ∈ L

belongs to the ξ class, marking high quality matches with lower µ values. For de-

riving the membership terms we use ζ sigmoid functions, which can be considered
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Figure 2.3: A demonstration of the segmentation pipeline. Top left: Schematic
representation of Kd-tree partitioning utilizing Euqation 2.14 for neighborhood
search. Bottom left: The Bayesian (graph) representation of µξ(p) ∈ [0, 1] class
memberships (Euqations 2.17-2.21). Bottom right: Min-cut for background-
foreground sepratation for each membership class. Top right: Obtained optimal
global labeling by the energy function defined in 2.16.

Figure 2.4: Input aerial point cloud colored according to elevation (a). Result of
the proposed segmentation approach on a data sample (b).
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as soft thresholds [59]:

ζ(x, τ,m) =
1

1 + exp(−m · (x− τ))
. (2.15)

where x ∈ R is a scalar valued fitness descriptor evaluating the match between x

and a selected point cloud class; τ is a soft upper threshold corresponding to x

with respect to the class, and m is a steepness parameter used for normalization.

If we need to apply a lower threshold constraint for a given feature, we simply

need to reflect the sigmoid function to the y = 0.5 line, i.e. using (1− ζ(x, τ,m))

as class energy function. In this way parameter tuning for the different classes is

straightforward, if the evidence of class membership monotonously increases or

decreases as a function of the x feature.

Based on the membership terms, we define an E energy function on the space

of the possible global point cloud labellings, which uses the Potts smoothness

term favoring similar labels for close points [42]:

E({ξ(p)|p ∈ L}) =
∑
p∈L

µξ(p)(p) +
∑
p∈L

∑
r∈Vϵ(p)

κ · I {ξ(p) ̸= ξ(r)} (2.16)

where κ > 0 is the weight of the interaction term and I {.} is an indicator function:

I{true} = 1, I{false} = 0.

We continue with the definition of the class membership functions. The first

step is ground modeling. Planar ground models are frequently adopted in the

literature relying on robust plane estimation methods such as RANSAC, how-

ever, they are less efficient in cases of significant elevation differences within the

observed ground parts. In these cases bottom parts of the cars can be cut off by

the estimated ground plane, or the objects may drift over the ground. Instead,

we apply a cell based locally adaptive ground modeling approach. First, we fit

a regular 2-D grid with WG = 1m rectangle width (i.e. grid distance) onto the

horizontal Pz=0 plane of the point cloud’s Euclidean coordinate system. We as-

sign each p ∈ P point to the corresponding cell, which contains the projection

of p to Pz=0. We mark the cells as ground candidate cells where the differences

of the observed maximal and minimal zp point elevation values are lower than

50cm, which condition admits up to 26◦ ground slope within a cell. Next, for

obtaining a local Digital Ground Model, we calculate for the previously marked



22 2. AIRBORNE LIDAR POINT CLOUD SEGMENTATION

ground candidate cells the average of the included point elevation coordinates.

To eliminate outlier values in the DTM resulted by e.g. flat car roofs, we apply a

median filter on the elevation map, and interpolate the remaining cell elevation

values from the neighboring ground regions. As the DTM is ready, we calculate

for each point p its distance from the ground model Tp: d
T
p = dist(p, Tp). For

real ground points we expect low height values, therefore we determine the class

energy function by soft-thresholding the dTp levels:

µground(p) = ζ
(
dTp , τter,mter

)
. (2.17)

Here τter is an upper height threshold for ground points, which depends on the

geometric accuracy of the LiDAR data and mter is a normalizing parameter. We

set these factors in a supervised way by training regions, since they highly depend

on the noise level and point density of the measurement. Note that using our

proposed ground modeling approach, we may classify the top of large flat roofs

as local ground, which enables us to detect vehicles on rooftop parking places.

For detecting the vegetation, we analyzed the return (echo) numbers of the

points. Typically, in regions covered by trees and bushes we can observe multiple

laser returns, i.e. ηp − rp > 0 holds for vegetation points. Thus for the ηp − rp
difference value we can apply 0.5 as soft lower threshold to obtain the vegetation

class’ energy term:

µvegetation(p) = 1− ζ (ηp − rp, 0.5,mveg) . (2.18)

Note that multiple laser returns are also present at the edges of buildings, but

these regions can mostly be filtered out by the smoothness term of the model.

In clutter regions, which are typically formed by reflections from walls in aerial

LiDAR scans, we expect at most a few (τV) neighbors around each point in the

cloud:

µclutter(p) = ζ (|Vϵ(p)|, τV,mV) . (2.19)

As τV soft threshold, we used 30% of the average point density of the point cloud

in an ϵ× ϵ vertical column.

Regarding the roof class, we assume that the dTp height parameter of the point

exceeds a τroof value, and the roof points form dense regions, so that |Vϵ(p)| > τV.
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The energy subterms of these two soft lower thresholding constraints are joined

with the maximum (i.e. logical AND) operator to obtain the roof class energy:

µroof(p) = max
(
1− ζ

(
dTp , τroof,mroof

)
, 1− ζ (|Vϵ(p)|, τV,mV)

)
(2.20)

Finally, for points corresponding to vehicles we prescribe three soft constraints

using the negation of three previously defined terms. We expect that the dTp point

elevation w.r.t. the local ground part is between the maximal accepted ground

height (τter) and the minimal roof height value (τroof), while the given point should

correspond to the last reflection from the corresponding direction:

µvehicle(p) = max
(
1− ζ

(
dTp , τter,mter

)
, ζ
(
dTp , τroof,mroof

)
,

ζ (ηp − rp, 0.5,mveg)
)

(2.21)

2.6.2 Experiments and Evaluation

We evaluated our method in aerial LiDAR data sets (provided by Astrium GEO-

Information Services - Hungary), which are captured above dense urban areas.

By constructing all the class membership functions, the global energy formula of

(2.16) is completely defined. For the minimum of (2.16) we can get an efficient ap-

proximation by graph-cut based techniques [34]. For qualitative and quantitative

evaluation we selected four challenging urban point clouds, and we have chosen

as reference a point-by-point classification method with manually tuned param-

eters similarly to [182]. We have observed here notable artifacts, compared to

the proposed Markovian technique, which ensured a smooth distribution of class

label according to spatial location, and preventing several false alarms caused by

data sparsity and 2.5D occlusions.

For qualitative comparison the following four test scenarios have been consid-

ered 1) In the first test scenario point reflections are recorded from curb sides or

even the bottom of building’s facades. These regions may appear as a false alarms

during the point-by-point classification. Fig. 2.5(a) shows the result of the point

cloud segmentation by the proposed energy minimization based method, while

Fig. 2.5(b) and 2.5(c) demonstrates the improvement between the reference and
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Figure 2.5: Point cloud classification (a)-(aaa). Result of the proposed approach.
Magnified regions demonstrate the improvements caused by the energy minimiza-
tion (EMZ) model (b)-(bbb) result of point-by-point classification (c)-(ccc). EMZ
classification obtained by the minimization of (2.16) with graph-cut
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Figure 2.6: A demonstration of vegetation segmentation in aerial LiDAR point
clouds. Overlapping trees and bushes colored by orange, vehicle denoted by black
and the ground denoted by blue color.

the proposed technique. 2) In the second test scenario (Fig. 2.5(aa)) nearby

vehicles are presented causing falsely merged object candidates by the baseline

technique (Fig. 2.5(bb), while these neighboring objects can be efficiently sepa-

rated using our proposed method (Fig. 2.5(cc)). 3) Further streets objects, such

as rails or road separators can raise new challenges as well (see Fig. 2.5(bbb)).

Typically, these types of street furnitures have approximately the same height as

the vehicles, resulting again false alarms during the classification as presented.

The refinement of segmentation for such noisy and inaccurate initial classifica-

tions is presented in Fig. 2.5(bbb) and Fig. 2.5(ccc) respectively. 4) Finally, the

fourth test scenario focus on the robust separation of vegetation in dense urban

point clouds (Fig. 2.6). The efficient differentiation of overlapping vegetation

(such as trees and bushes) is a crucial computer vision task in urban surveillance

systems, moreover in some cases the occluded vegetation can hide other regions

of interest, such as vehicles, road networks and ground.

Besides qualitative evaluation we also performed quantitative evaluation con-

cerning the four aerial LiDAR point cloud segments of Fig. 2.5. Firstly, for

Ground Truth (GT) generation, we have developed a 3-D annotation tool, which

enables labeling aerial point clouds manually as region of interest (i.e. fore-

ground) or background. We manually annotated the four point clouds, which

consist of 325K points in aggregate. To enable fully automated evaluation, we

counted the Missing foreground Points (MP), and the Falsely detected foreground
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Table 2.2: Improvements of the Energy minimization (EMZ) technique in terms of
Precision, Recall, and F-rate in % versus a point-by-point classification method.

Set Size
Point-by-Point EMZ (proposed)
Pr Rc Fr Pr Rc Fr

#1 62K 81 84 82 87 91 89
#2 72K 76 80 78 83 89 86
#3 81K 79 87 83 88 90 89
#4 110K 72 79 75 81 88 84

All 325K 77 83 80 85 90 87

points (FP). These values are compared to the Number of real Points (NP), and

the F-rate of the detection (harmonic mean of precision and recall) is calculated.

The numerical performance analysis is given in Table 2.2.

2.7 Conclusion of the Chapter

This Chapter proposed an energy minimization based Markovian approach for the

segmentation of aerial LiDAR point clouds into four semantic classes: ground, veg-

etation, roof and vehicle. To classify the point cloud we defined an inverse mem-

bership (or energy) function for each considered class. The experimental result

showed significant improvement against a state-of-the-art algorithm [182], which

handled this classification problem in a point-by-point manner. According to our

qualitative comparison the proposed energy minimization based techniques out-

performed the reference algorithm especially in crowded urban scenarios, where

misleading regions or undesirable street furniture, such as building’s facades, curb

sides, rails and road separators cause several false alarms. Finally, a numerical

performance analysis has been performed, yielding 7% a performance gain of the

proposed model versus the reference technique.



Chapter 3

A Marked Point Process Model
for Vehicle Detection in Aerial
LiDAR Point Clouds

3.1 Introduction

In this Chapter we present a new hierarchical model for joint probabilistic extrac-

tion of vehicles and groups of corresponding vehicles – called traffic segments –

in airborne LiDAR point clouds collected from dense urban areas. Firstly, we use

the energy minimization based point cloud segmentation algorithm (presented

in Chapter 2) to classify the 3-D point set into ground, vehicle, roof, vegetation

and clutter classes. Then the points with the corresponding class labels and echo

strength (i.e. intensity) values are projected to the ground. In the obtained

2-D class and intensity maps we approximate the top view projections of vehicles

by rectangles. Since our tasks are the simultaneous extraction of the rectangle

population which describes the position, size and orientation of the vehicles and

grouping the vehicles into the traffic segments, we propose a hierarchical, Two-

Level Marked Point Process (L2MPP) model for the problem. The output vehicle

and traffic segment configurations are extracted by an iterative stochastic opti-

mization algorithm. We have tested the proposed method with real data of a

discrete return LiDAR sensor providing up to four range measurements for each

laser pulse. Using manually annotated Ground Truth information on a data set

containing 1009 vehicles, we provide quantitative evaluation results showing that

27
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the L2MPP model surpasses two earlier grid-based approaches, a 3-D point-cloud-

based process and a single layer MPP solution. The accuracy of the proposed

method measured in F-rate is 97% at object level, 83% at pixel level and 95% at

group level.

3.2 Airborne Vehicle Detection: an Overview

Analyzing the vehicle populations of inner city areas is a central goal of automatic

traffic monitoring and control, environmental protection and aerial surveillance

applications [137]. To obtain a complex scene description, we need to understand

higher-level semantic relations between the object candidates. By using a hier-

archical modeling approach, such abstract patterns can be extracted from rich

sensor data. At low level, individual vehicles should be detected and separated

with accurate size and orientation estimation. At a higher level, we need to iden-

tify the groups of corresponding vehicles, called hereafter traffic segments, such

as cars in a parking lot, or a vehicle queue waiting in front of a traffic light. Cor-

responding automated approaches in the literature can be grouped first based

on the used sensors and measurements; second based on the software modules

focusing on the applied signal processing and artificial intelligence algorithms.

Various sensing technologies have already been utilized for vehicle monitoring.

Beside terrestrial sensors such as video cameras and induction loops, airborne and

space-borne data sources are frequently used to support the scene analysis. Deal-

ing with optical imagery, recent vehicle detection methods exploit the improving

quality and resolution of the obtained aerial or satellite images [26, 27, 28]. Long

time thermal infrared (TIR) cameras are used for traffic monitoring due to their

‘day-and-night’ capability and their potential to derive temperature and temper-

ature differences of objects [47, 48, 49]. Traffic surveillance is also an important

civilian application of radars [31], which have the advantage of jointly providing

the location and speed of the vehicles. Efficient radar based solutions have been

proposed for monitoring non-urban roads or highways [29, 30] from remote sens-

ing platforms, or city centers from terrestrial installations [31]. SAR images can

also be used to detect stationary vehicles [17]. A comprehensive overview of the

above mentioned aerial technologies for traffic estimation can be found in [46, 47].
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The Light Detection and Ranging technology offers an efficient alternative

solution for vehicle detection since it can jointly provide an accurate 3-D geo-

metrical description of the scene, and additional features about the reflection

properties and structures of the surfaces.

In this section, we deal with measurements of an aerial discrete return (DR)

LiDAR sensor [23], which is able to capture up to four range measurements

for a single laser pulse, including 1st, 2nd, 3rd and last returns. We may also

obtain four intensity returns of each pulse, which are related to the strength

of the backscattered echoes. The intensity calibration step [24], performed by

a commercial software, is considered as a black-box module by our processing

methods. The density of the collected point clouds is around 8 points/m2.

3.3 Methodological Contributions on Vehicle De-

tection

In our solution, we propose a hybrid model, where the initial point cloud is

classified via 3-D features, but the optimal object configuration is extracted on a

2-D lattice, after ground plane projection.

Taking an energy minimization based technique we model traffic scenes by

Marked Point Processes (MPP) [130, 131]. MPPs have previously been used for

various population counting problems, dealing with a large number of objects

which have low diversity in shape. Among alternative techniques with similar

goals, we can mention Hough transform or mathematical morphology based meth-

ods [20], however these methods show limitations in cases of dense populations

with several adjacent objects. On the other hand, MPP models can handle these

phenomena more efficiently, through jointly describing individual objects by vari-

ous data terms, and using information from entity interactions by prior geometric

constraints [21]. Although the computational complexity of MPP optimization

may mean bottleneck for some applications, various efficient techniques have re-

cently been proposed to speed up the energy minimization process, such as the

Multiple Birth and Death (MBD) [130] algorithm or the parallel Reversible-Jump

Markov Chain Monte Carlo (RJMCMC) sampling process [45].
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However, conventional MPP models offer limited options for hierarchical scene

modeling, since they usually exploit pairwise object interactions, which are de-

fined on fixed symmetric object neighborhoods. In a traffic situation we often find

several groups of regularly aligned vehicles, but we must also deal with junctions

or skewed parking places next to the roads, where many differently oriented cars

appear close to each other. In addition, the coherent car groups may have thin,

elongated shapes, therefore concentric neighborhoods are less efficient. Some ear-

lier attempts have already been conducted to introduce hierarchical contextual

models in the MPP framework. In [174] the relation between objects and object

parts has been modeled as a relationship of parent and child objects. Here we

need a different approach, since instead of object encapsulation we should give

probabilistic models for various object grouping constraints.

For the above reason, we propose a new Two-Level MPP (L2MPP) model,

which partitions the complete vehicle population into vehicle groups, called traf-

fic segments, and extracts the vehicles and the optimal segments simultaneously

by a joint energy minimization process. While object interactions within the same

segment realize conventional non-overlapping or alignment constraints [19], the

key novelty of L2MPP is that we introduce inter layer object – group interaction

terms which can prescribe different geometric constraints within different object

groups, implementing adaptive object neighborhoods. Features exploited in the

detection process are directly derived from the classification of the LiDAR point

cloud in 3-D. However, to keep the computational time tractable, the optimiza-

tion of the inverse problem is performed in 2-D, following a ground projection of

the previously obtained class labels. During the projection of the LiDAR point

cloud to the ground (i.e. a regular image), we do not interpolate pixel values with

missing data, avoiding artifacts of data interpolation.

In our model, the processed LiDAR scans are considered as 3-D scans of

the cities, and we extract local snapshots from the traffic flow, with performing

location and orientation based contextual classification of the vehicles. In this

way, we can obtain robust information about the number and density of objects

in different road lanes, crossroads and parking areas. Our extracted descriptors

can contribute to the occupancy analysis of roads and main junctions in different
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day parts and seasons, completeness study of regular and ad-hoc parking areas,

or detecting vehicles with irregular positioning among regularly aligned objects.

3.3.1 Marked Point Processes

Inverse methods, such as Marked Point Processes, MPPs, [129, 130], assign a

fitness value to each possible object configuration, thereafter an optimization

process attempts to find the configuration with the highest confidence. In this

way, complex object appearance models can be used by incorporating prior shape

information (e.g. only searching among rectangles) and object interactions (e.g.

penalize intersection, favor similar orientation). By considering the application

of object detection, the points in a configuration refer to individual objects, and

the marks define the geometry as described in the following:

∀x = {x1, x2, · · · , xn} ∈ Ω, f ∗(x) = αn
∏

i,j:xi∩xj ̸=∅

ϱa(xi,xj) (3.1)

with,

a(xi, xj) =
A(xi ∩ xi)

min(A(xi), A(xj))
, (3.2)

where the parameter α controls the number of points in a configuration, while

ϱ controls the effect of gathering together the points. The probability density of

point process configuration x denoted by f ∗(x), while A(·) represents the area of

overlapping objects xi and xj in the configuration x over Ω configuration space1.

Finding an optimal configuration in such high-dimensional population space is

computationally demanding. Therefore, the application of efficient optimization

technique is necessary to minimize the energy of the possible object configura-

tions. MPP energy functions are usually optimized with iterative stochastic al-

gorithms e.g. Reversible Jump Markov Chain Monte Carlo (RJMCMC) sampler

[39] or the Multiple Birth and Death Dynamic (MBD) [130].

In most RJMCMC based solutions, each iteration of the relaxation consists

in perturbing one or a couple of objects with various kernels such as birth, death,

translation, rotation or dilation. Here experiments show that the rejection rate,

1For the detailed mathematical description of point processes see Appendix A
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especially for the birth move, may induce heavy computation demand. Besides,

one should decrease the temperature slowly, because at low temperature, it is dif-

ficult to add objects to the population. On the other hand, MBD [130] evolves the

population of objects by alternating purely stochastic object generation (birth)

and removal (death) steps, in a Simulated Annealing (SA) framework.

In contrast to the above mentioned RJMCMC implementations, each birth

step of MBD consists of adding several random objects to the current configu-

ration, and there is no rejection during the birth step, therefore high energetic

objects can still be added independently of the temperature parameter. Due to

these properties, in several remote sensing tasks notable gain has been reported

in optimization speed versus RJMCMC [130, 131]. On the other hand, we note

that parallel sampling in MBD implementations is less straightforward than the

RJMCMC relaxation [45].

3.3.2 MPP Optimization

Within an MPP framework different stochastic optimization strategies can be

used for finding optimal object configuration. We are searching for an object set,

which corresponds to a configuration that maximizes the density of a marked

point process. Therefore, we consider configurations of marked points:

x = {(x1,m1), (x2,m2), · · · , (xn,mn)} (3.3)

The model density h(x) is written as the product of an a priori density f ∗(x),

and a data-dependent density gY (x). The output of the MPP framework is ob-

tained as a configuration that maximizes the following density h(x):

x̂ = argmaxh(x) = argmax
x

f ∗(x)gY (x) (3.4)

In order to find a maximum likelihood configuration estimate, different opti-

mization techniques can be used:
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• Discrete simulations: Markov chain Monte Carlo (MCMC) algorithms

enable the simulation of an arbitrary stochastic process that is described

by an unnormalized density. These sampling techniques simulate a discrete

time Markov chain, (Xt)t∈N, over the configuration space Ω, which converges

towards the target distribution πλ∗ . This chain is designed to be ergodic.

This means that the probability distribution on Ω converges asymptotically

towards πλ∗ , whatever the initial conditions are. The transitions of the

chain represent relatively simple perturbations, meaning that only a few of

the state components are perturbed. The transitions are therefore easy to

simulate. To sample according to πλ∗ , we start from an arbitrary state in

the Ω space. We simulate then the chain over a sufficiently large number of

iterations N . Starting from the N th iteration, the samples approximately

follow distribution that is close to πλ∗ [176].

• Continuous simulations: Diffusion algorithms allow a finite set of ran-

dom variables to be simulated via the continuous dynamics of a stochastic

differential equation. From the algorithmic point of view, these algorithms

are distinguished from discrete simulations such as Metropolis-Hastings al-

gorithms due to the absence of object rejection. Indeed, with each iteration

the current configuration evolves. We can interpret the underlying dynam-

ics as a stochastic gradient decent. After the discretization of the stochastic

differential equation, the configuration evolves according to the energy gra-

dient to which a random Gaussian perturbation has been added. Good

examples for continuous simulation are the Birth and Death and Multiple

Birth and Death algorithms. The first one consists of adding/removing one

object to/from the current configuration at each iteration. It is therefore

the first and simplest algorithm that enables to manage processes with an

unknown number of variables within a continuous framework. By clever

choice of the birth and death rates, we can prove the convergence of the

process towards the target distribution. In the second algorithm, called

Multiple Birth and Death (MBD), objects are independently from the re-

laxation parameter and the simulated density, which allows adding a large

number of objects to the population at every iteration [176].
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• Simulated annealing: To obtain convergence toward the configuration

that maximizes the density of h, the samplers mentioned above are coupled

with a relaxation process. Simulated annealing makes it possible to reach

the global maximum x∗ of the probability density h(·) by constructing a

sequence of densities h(·) that converge toward a sum of Dirac masses con-

centrated on the global maxima. The convergence relies on the proximity

of two successive elements in this sequence. In general we construct the

sequence of densities as: ht(x) ∝ h
1
Tt (x), where Tt is a sequence of temper-

atures that tends toward 0 when t tends to infinity. The way in which we

decrease Tt impacts on the quality of the simulated annealing [173].

Detailed overview of stochastic geometry and marked point processes can be

found in [175]. More on MPP related optimization techniques and strategies

explained in [176].

3.4 Proposed Vehicle Detection Model

The workflow and dataflow charts of the proposed method are displayed in Fig.

3.1 and Fig. 3.2 respectively. We start the method with applying our point cloud

segmentation technique introduced in Chapter 2, and separate ground, vegetation,

roof and vehicle regions in the input point cloud.

Thereafter, we execute two key steps which are presented in the following

sections. Firstly, in Section 3.4.1 we introduce a ground projection step in order

to project the labeled 3-D point cloud to a pixel lattice. Secondly, in Section

3.4.2 we introduce a two-level Marked Point Process (L2MPP) model with the

corresponding energy optimization. In the experimental part (Section 3.4.3) we

discuss first the parameter settings, thereafter qualitative and quantitative re-

sults are provided using different group-, object- and pixel-level evaluation met-

rics. We validate the proposed models on a data set of 1009 vehicles from seven

different urban regions, and compare our results to four previous approaches. Fi-

nally, concluding remarks are given in Section 3.5. The proposed model extends

the state-of-the-art with significant new model elements, including an improved

classification model, various new data based and prior features and generalized

grouping constraints for curved roads.
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Figure 3.1: Workflow of the point cloud filtering, classification and projection
steps. Note that for easier visualization, we have distinguished pixels of roof
(red) and ground (blue) in the projected label map (Fig. (c)), but during the
vehicle extraction process, we consider them as part of a unified background class.

Figure 3.2: A dataflow model of the proposed system.
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3.4.1 2-D projection of Aerial Point Clouds

After the 3-D segmentation process, we stretch a 2-D pixel lattice S (i.e. an

image) onto the ground plane, where s ∈ S denotes a single pixel. Then, we

project each LiDAR point to this lattice, which has a label of ground, vehicle or

building roof: L⋆ = Lgr ∪ Lvl ∪ Lrf . This projection results in a 2-D class label

map and an intensity map, where multiple point projections to the same pixel are

handled by a point selection algorithm, which gives higher precedence to vehicle

point candidates. On the other hand, the projection of the sparse point cloud

to a regular image lattice results in many pixels with undefined class labels and

intensities. In contrast to several previous solutions, we do not interpolate these

missing points, but include in the upcoming model the concept of unknown label

at certain pixels. In this way, our approach is not affected by the artifacts of data

interpolation.

Let us denote by χ(s) ⊂ L⋆ the set of points of L⋆ projected to pixel s.

After the projection (Fig. 3.3), we distinguish vehicle, background and undefined

classes on the lattice as follows:

ν(s) =


vehicle if ∃p ∈ χ(s) : µ(p) = vehicle

background if ∀p ∈ χ(s) :


µ(p) = roof

OR
µ(p) = ground

undefined if χ(s) = ∅.

(3.5)

Note that for easier visualization, in Fig. 3.1 and 3.3 we have distinguished

pixels of roof (red) and ground (blue) projections, but during the next steps, we

consider them as part of the background class.

The label of pixel s, ν(s) ∈ {vehicle, background, undefined}, is chosen by a

majority voting from the µ(.) labels of points projected to s. Here the union of

roof and ground labels form the background class, while ν(s) = undefined if no

point corresponds to s after projection. We also assign to each pixel s an intensity

g(s), which is 0, if ν(s) = undefined, otherwise we take the average intensity of

points projected to s. For point clouds with 8 points/m2 density, we used a cell

side length of 30 cm in S, which means a three times larger grid resolution than

the one adopted for ground modeling. With this choice, we assign in average 0.7
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Figure 3.3: Demonstration of the projection step. LiDAR points are denoted by
spheres, and pixels on the image lattice by cells, with the following color codes:
red - roof, blue - ground, black - vehicle. Roof and ground pixels represent the
background class in the lattice, white cells correspond to pixels with class label
undefined.

points to a pixel, so that information loss due to overlapping point projections

will be limited.

In the following part of the algorithm, we purely work on the previously

extracted label and intensity images. The detection is mainly based on the label

map, but additional evidences are extracted from the intensity image, where

several cars appear as salient bright blobs due to their shiny surfaces.

3.4.2 Two-level (L2) Marked Point Process Model

Let H be the space of u objects. We define a neighborhood relation ∼ in H:

u ∼ v iff the distance of the object centers is smaller than a threshold. We

describe the scene by a Two-level Marked Point Process (L2MPP) model: a global

configuration ω is a set of k traffic segments, ω = {ψ1, . . . , ψk}, where each traffic

segment ψi (i = 1 . . . k) is a configuration of ni vehicles, ψi = {ui1, . . . , uini
} ∈ Hni .

Here we prescribe that ψi∩ψj = ∅ for i ̸= j, while the k set number and n1, . . . , nk

set cardinality values may be arbitrary (and initially unknown) integers. We mark

with u ≺ ω if u belongs to any ψ in ω, i.e. ∃ψi ∈ ω : u ∈ ψi. Ω denotes the space
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Figure 3.4: Demonstration of the (a)-(b) input maps (c) object rectangle param-
eters and (d)-(f) data term calculation process

of all the possible ω global configurations, and is defined as follows:

Ω = ∪∞
k=0

{
{ψ1, . . . , ψk} ∈ [∪∞

n=1Ψn]
k
}

where Ψn = {{u1, . . . , un} ∈ Hn} . (3.6)

The above formula expresses that a configuration may consist of any number of

traffic segments, and each segment can contain an arbitrary number of vehicles.

Next, following an inverse modeling approach, an energy function ΦD(ω) is

defined, which can evaluate each ω ∈ Ω configuration based on the observed

data and prior knowledge. The above neighborhood-energies are constructed by

fusing various data terms and prior terms, as it will be introduced in the following

subsections in details. Therefore the energy function can be decomposed into a

data term and a prior term: ΦD(ω) = Φd(ω) + Φp(ω), and the optimal ω is

obtained by minimizing ΦD(ω).

3.4.2.1 Data-dependent Energy Terms

Data terms evaluate the proposed vehicle candidates (i.e. the u = {cx, cy, eL, el, θ}
rectangles) based on the input label- or intensity maps, but independently of
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other objects of the population. The data modeling process consists of two steps.

First, we define different f (·)(u) : H → R features which evaluate a vehicle

hypothesis for u in the image, so that ‘high’ f(u) values correspond to efficient

vehicle candidates. In the second step, we construct φfd(u) data driven energy

subterms for each feature f (·)(u), by attempting to satisfy φfd(u) < 0 for real

objects and φfd(u) > 0 for false candidates. For this purpose, we project the

feature domain to [−1, 1] with a monotonously decreasing function [130]: φfd(u) =

Q
(
f(u), df0

)
, where

Q(x, d0) =

{ (
1− x

d0

)
, if x < d0

exp
(
−x−d0

0.1

)
− 1, if x ≥ d0.

(3.7)

Observe that the Q function has a key parameter, d0, which is the object accep-

tance threshold for feature x.

We used four different data-based features, which are demonstrated in Fig.

3.4. Let us denote by Ru ⊂ S the pixels of the image lattice lying inside the u

vehicle candidate’s rectangle, and by T up
u , T bt

u , T lt
u , and T

rg
u the upper, bottom,

left and right object neighborhood regions, respectively (see Fig. 3.4(d)). The

feature definitions are listed in the following paragraphs.

The vehicle evidence feature fve(u) expresses that we expect several pixels

classified as vehicle within Ru:

fve(u) =
1

|Ru|
∑
s∈Ru

I {ν(s) = vehicle} , (3.8)

where |Ru| denotes the cardinality of Ru, and I {.} marks again an indicator

function.

The external background feature f eb(u) measures if the vehicle candidate is

surrounded by background regions:

f eb(u) = min2nd
i∈{up,bt,lt,rg}

 1

|T iu|
∑
s∈T i

u

I {ν(s) = backgr.}

 , (3.9)

where the min2nd operator returns the second smallest element from the back-

ground filling ratios of the four neighboring regions, thus we also accept vehicles

which connect with at most one side to other vehicles or undefined regions.
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The internal background feature f ib(u) prescribes that within Ru only very

few background pixels may occur:

f ib(u) =
1

|Ru|
∑
s∈Ru

1− I {ν(s) = backgr.} . (3.10)

Calculation of the fve, f eb and f ib features can be followed in Fig. 3.4(e).

Finally, the intensity feature provides additional evidence for image parts

containing high intensity regions (see Fig. 3.4(b) and (f)).

f it(u) =
1

|Ru|
∑
s∈Ru

I {g(s) > Tg} , (3.11)

where Tg is an intensity threshold. As Fig. 3.1(c) shows many vehicles appear as

bright blobs on the asphalt, which fact makes the feature relevant to support the

detection process.

After the feature definitions, the data terms φit
d (u), φ

ve
d (u), φ

ib
d (u), φ

eb
d (u) can

be calculated with the Q function by appropriately fixing the corresponding df0

parameters for each feature. We set the parameters based on manually annotated

training data obtained by using a ground truth generation tool, which will be

described later in Section 3.4.3.

Once we obtained the subterms, the joint data energy of object u is derived

as

φd(u) = max(min(φit
d (u), φ

ve
d (u)), φ

eb
d (u), φib

d (u)). (3.12)

Here the min and max operators are equivalent to the logical OR resp. AND

operations for the different feature constraints in the negative fitness domain. We

do not prescribe simultaneously the vehicle evidence and intensity constraints,

since usually not all vehicles appear as bright blobs in the intensity map. The

data term of the ω configuration is obtained as the sum of the individual object

energies: Φd(ω) =
∑

u≺ω φd(u).

3.4.2.2 Prior Terms

The prior terms encode geometric knowledge about the expected ω vehicle pop-

ulations. The prior configuration energy is decomposed into two main parts:



3.4 Proposed Vehicle Detection Model 41

(a) Overlapping feature (b) Width uniformity feature

Figure 3.5: Demonstration of the used pairwise interaction constraints

Figure 3.6: Favored (
√
) and penalized (×) sub-configurations within a traffic

segment

Figure 3.7: Roadside-dependent orientation calculation. cu: center pixel of object
u, tu main axis of u, r(t): roadside’s parametric curve, s ∈ r(t): closest point of
r(t) to cu, vs roadside tangent vector at s. θ∗: angle between vs and tu
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Figure 3.8: Roadside-dependent prior orientation terms within a traffic segm.

Φp(ω) =
∑
u,v≺ω
u∼v

I(u, v) +
∑

u≺ω,ψ∈ω

A(u, ψ). (3.13)

Here the I(u, v) terms implement classical pairwise interaction constraints be-

tween (spatially) neighboring objects, constructed in a similar manner to various

examples from [21]. On one hand, we penalize any overlapping rectangles within

the ω configuration (see Fig. 3.5(a)). On the other hand, to prevent us from

merging nearby vehicles into the same object candidate, we penalize rectangles

with significantly different width (el) parameters in local neighborhoods (Fig.

3.5(b)):

I(u, v) =
Area{Ru ∩Rv}
Area{Ru ∪Rv}

+
1

|Nu|
∑
v∈Nu

I {|el(u)− el(v)| > Tl} (3.14)

where Nu = {v ≺ ω : u ∼ v} marks the neighborhood of u. We set Tl as the

half of the average vehicle width. Our experiments showed that this assumptions

did not yield further false detection results, only the width estimation might be

slightly inaccurate for very wide vehicles.

On the other hand, the A(u, ψ) terms can describe various constraints between

the object group level and the object level of the scene, which can be considered

as the main novelty of the proposed L2MPP model.

The object grouping process is based on the relative orientation and position-

ing of the vehicles close to each other. More specifically, in a straight road, we
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prescribe that the vehicles of the same traffic segment have similar orientation,

and they form regular rows: Fig. 3.6 shows examples for favored and penalized

configurations within a given vehicle group. If we also need to deal with curved

road parts such as exit ramps or roundabouts, we should notice that the rows of

corresponding vehicles may follow curved lanes. At this point we utilize the avail-

able road network information mentioned in Section 3.4.3.1. For each vehicle, we

calculate a relative orientation w.r.t. the local road tangent for the classification.

More specifically, as shown in Fig. 3.7 we calculate the roadside angle θ∗ as the

angle between the main axis of the vehicle and the tangent of the road curve in

the closest contour point to the vehicle center. Positive and negative samples for

appropriate alignments within a group are shown Fig. 3.8.

To define the A(u, ψ) energy components, we introduce an alignment distance

measure dψ(u) ∈ [0, 1], which measures if a vehicle u is appropriately arranged

with respect to a traffic segment ψ. In our model, dψ(u) is the average of two

subterms. First, we take a normalized angle difference between θ∗(u) and the

mean angle θ∗ψ within ψ: min(|θ∗(u)− θ∗ψ|, 45◦)/45◦ (see Fig. 3.6(a),(b) and Fig.

3.8(a),(b)). Second, we calculate a distance term between the center of object u

and the lane orientation curve, normalized by the expected average lane width

in the scene. By considering straight road segments only, the lane orientation

curve is obtained as lines fit to the object centers of the group (Fig. 3.6(c),(d)).

Otherwise, the reference lane orientation curve is the local part of the used road

network (Fig. 3.8(c),(d)).

After defining the dψ(u) distance metric, we construct the group alignment

energy term. For prescribing spatially connected traffic segments, we use a con-

stant high difference factor, if u has no neighbors within ψ w.r.t. relation ∼.
Thus, we derive a modified distance:

d̂ψ(u) =

{
1 if ∄v ∈ ψ\{u} : u ∼ v
dψ(u) otherwise

(3.15)

We define the A(u, ψ) arrangement term of (3.13) by discriminating three cases.

First, we slightly penalize vehicle groups which only contain a single vehicle.

Second, between a segment ψ and an included object u ∈ ψ we penalize large

d̂ψ(u) distance values. Third, we also penalize, if u does not belong to ψ, although
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the d̂ψ(u) distance is low. The above three constraints are formulated as follows:

A(u, ψ) =


c if ψ = {u}
d̂ψ(u) if u ∈ ψ
1− d̂ψ(u) if u /∈ ψ

(3.16)

where 0 < c≪ 1.

3.4.2.3 Optimization

We have chosen for our method the extension of the Multiple Birth and Death

(MBD[19]) algorithm, as an efficient trade-off between performance and process-

ing speed. As MBD has been designed for single layer MPP models, the main

task was here to include the group assignment and the object re-grouping issues

within the original framework. More specifically, after each birth step, the gen-

erated object should be assigned to a new, or an existing group. Then, after

the death procedure, we execute a new step, called Group re-arrangement, which

may re-direct some objects to neighboring segments based on data based and

alignment features.

Introduction of the two-level MBD algorithm:

Initialization: start with empty population ω = ∅, set the birth rate b0, ini-

tialize the inverse temperature parameter β = β0 and the discretization step

δ = δ0.

• Main program: alternate the following three steps:

• Birth step: Visit all pixels on the image lattice S one after another. At

each pixel s, with probability δb0, generate a new object u with center s and

random eL, el and θ parameters. For each new object u, with a probability

p0u = I{ω = ∅}+ I{ω ̸= ∅} · min
ψj∈ω

d̂ψj
(u), (3.17)
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generate a new ψ empty traffic segment, add u to ψ and ψ to ω. Otherwise,

add u to an existing traffic segment ψi ∈ ω with a probability

piu =
(1− d̂ψi

(u))∑
ψj∈ω(1− d̂ψj

(u))
. (3.18)

• Death step: Consider the actual configuration of all objects within ω and

sort it by decreasing values depending on φd(u) + A(u, ψ)
∣∣
u∈ψ. For each

object u taken in this order, compute ∆Φω(u) = Φ(ω/{u}) − Φ(ω), derive

the death rate pdω(u) as

pdω(u) = Γ(∆Φω(u)) =
δ exp(−β ·∆Φω(u))

1 + δ exp(−β ·∆Φω(u))
, (3.19)

and delete object u with probability pdω(u). Remove empty population seg-

ments from ω, if they appear.

• Group re-arrangement : Consider the objects of the current ω population,

one after another. For each object u of segment ψ we propose an alterna-

tive object u′, so that the geometric parameters of u′ are derived from the

parameters of u by adding zero mean Gaussian random values. The next

step is selecting a group candidate for u′. For this reason, we randomly

choose a v object from the proximity neighborhood of u (v ∈ Nu(ω)), and

assign u′ to the group of v, denoted by ψ′. Then, we estimate the energy

cost of exchanging u ∈ ψ to u′ ∈ ψ′:

∆φ(ω, u, u′) =φd(u
′)− φd(u) + I(u′, ω\{u})−

− I(u, ω) + A(u′, ψ′)− A(u, ψ) (3.20)

The object exchange rate is calculated using the Γ(.) function defined by

(3.19):

peω(u, u
′) = Γ

(
∆φ(ω, u, u′)

)
(3.21)

Finally with a probability peω(u, u
′), we replace u with u′.

• Convergence test: if the process has not converged yet, increase β and de-

crease δ with a geometric scheme, and go back to the birth step.
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Although the two-level MBD algorithm cannot theoretically guarantee to reach

the global minimum of the MPP energy function, it proved to be practically

efficient for our addressed problem, which fact will be demonstrated in the next

experimental section.

3.4.3 Experiments and Evaluation

We evaluated our method in seven aerial LiDAR data sets provided by Astrium

GEO-Information Services Hungary, which are captured above dense urban areas

of Budapest. The collected point clouds have an average point density of 8

points/m2 considering the last returns. Various traffic situations can be observed

in the used data collection, such as main road traffic, roadside parking, parking

in squared lots, or cluttered scenarios. A subjective human classification of the

test sets by typical events and road configurations is given in Table 3.1. As shown

here, the individual data sets cover regions of 0.037 to 0.065 km2, and the total

number of points (including both intermediate and last returns) varies between

270K and 450K. The first set consists of different point cloud parts covering

smaller areas, while the remaining sets correspond to larger connected region.

The whole test data collection contains in aggregate 1009 vehicles.

We can divide the parameters of the proposed L2MPP technique into four

groups corresponding to point cloud classification, data-based vehicle models,

the prior configuration-level constraints and the optimization.

The parameters of the classification, the data and the prior terms are set

based on manually labeled point cloud regions and training objects, respectively.

Most of the data-dependent parameters are related to physical circumstances

of the measurement, such as altitude and speed of the airplane, frequency of

scanning, measurement noise and point cloud density etc. We have observed that

using similar settings in a given LiDAR measurement platform, we do not need

to re-calibrate the model parameters for each test set. The later phenomenon is a

significant advantage of processing LiDAR data, rather than optical images where

the parametric models should also adapt to the outside illumination conditions.

Finally, to set the optimization parameters, we followed the guidelines pro-

vided in [130] and used b0 = 5 · 10−6, δ0 = 10000, β0 = 20 and geometric cooling
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Table 3.1: Categorization of the data sets by different content features, with also
giving the covered area and point number.

Feature /
Data set

#1 #2 #3 #4 #5 #6 #7

Main road
traffic

× × × × ×

Roadside
parking

× × × × ×

Parking
square

× × ×

Curved
Road

× ×

Cluttered
traffic

× × × ×

Area in
10−3km2

46 65 39 47 37 39 46

Point num
·104

45 33 35 38 27 36 36

× marks the features of the different test sets

factors 1/0.96.

For comparative evaluation, we have first selected three state-of-the art tech-

niques of LiDAR based vehicle detection. Since vehicle grouping has not been

investigated by the considered reference methods, we also compared the proposed

two-level L2MPP model to a sequential approach which consist in a vehicle detec-

tion step with our single layer MPP model (sMPP, [10]), and the grouping step is

performed in the post processing phase. Next we briefly introduce the reference

methods.

• DEM-PCA (D-PCA): This method is a bottom-up grid-based algorithm

introduced in [133], which consists of three consecutive steps: (1) Height

map (or D igital E levation M odel) generation by ground projection of the

elevation values in the LiDAR point cloud, and missing data interpolation.

(2) Vehicle region detection by thresholding the height map followed by
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morphological connected component extraction. (3) Rectangle fitting to

the detected vehicle blobs by Principal Component Analysis.

• h-max: The method proposed by [135] applies three consecutive steps:

geo-tiling for accelerating the data-access, vehicle-top detection by local

maximum filtering, and segmentation through marker-controlled watershed

transformation. Since the output of [135] is a set of vehicle contours, we

calculate the bounding boxes of the obtained vehicle blobs to make the

direct comparison with our approach relevant.

• Floodfill: The third algorithm implements a 3-D connected component

analysis of the segmented point cloud. First, the point cloud is classified

using our segmentation algorithm presented in Chapter 2. Thereafter, in

vehicle-classified regions the individual objects are separated by floodfill

propagation. We use here a k -d tree subdivison for efficient extraction of

nearest neighbor point, and a Euclidean distance constraint for vehicle blob

separation.

• single layer MPP (sMPP): We extract the vehicle configuration by an

sMPP model [10], which uses similar data terms to the present approach,

but instead of the complex two-level grouping strategy of L2MPP, simple

pairwise energy terms are applied as soft constraints within the interaction

components of the MPP energy function. Since the output of [10] is an

unsegmented vehicle population, the grouping step is performed in post

processing, by a floodfill based strategy. Starting from a randomly chosen

object, we assign all its spatial neighbors to the same cluster if the dif-

ference between the orientations is lower than a threshold (used 25◦), and

recursively repeat the process until all objects receive a group label.

For accurate Ground Truth (GT) generation, we have developed an accessory

program with graphical user interface, which enables us to manually create and

edit a GT configuration of rectangles and assign each rectangle to a group by

operators. To enable fully automated evaluation, we need to make first a non-

ambiguous assignment between the detected vehicles u1 . . . um and the GT object
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Table 3.2: Object level F-rates (in %) by the D-PCA [133], h-max [135], Floodfill,
sMPP [10] and the proposed L2MPP methods.

Set NumV*
Object level F-rate %

D-PCA h-max Floodfill sMPP L2MPP
#1 191 78 78 88 97 97
#2 94 89 81 80 96 97
#3 170 85 87 91 97 96
#4 160 68 77 88 97 97
#5 110 48 79 92 98 98
#6 131 89 81 73 98 98
#7 153 80 90 88 93 93

All 1009 77 82 86 97 97

*NumV = Number of real Vehicles in the test set

Table 3.3: Pixel level F-rates (in %) by the D-PCA [133], h-max [135], Floodfill,
sMPP [10] and the proposed L2MPP methods.

Set NumV*
Pixel level F-rate %

D-PCA h-max Floodfill sMPP L2MPP
#1 191 63 63 66 81 82
#2 94 80 38 60 73 73
#3 170 77 76 85 75 74
#4 160 61 68 75 80 89
#5 110 37 61 82 80 84
#6 131 80 70 48 81 88
#7 153 60 76 65 74 88

All 1009 66 65 71 78 83

*NumV = Number of real Vehicles in the test set
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for each i = 1 . . . n̂

select j ∈ {1, . . . , n̂} so that a(i, j) = 1

if j > n

ui detected object is a False Positive

elseif i > m

vj GT object corresponds to a False Negative

elseif t(i, j) > rh (used rh = 8%)

ui is a True Positive candidate, and ui is matched to GT object
vj

else

ui is a False Positive and vj GT object indicates a False Neg-
ative

endif

Figure 3.9: Algorithm of object assignment considering the Ground Truth (GT)

samples v1 . . . vn. Let us denote by n̂ = max (m,n). First, we calculate a similar-

ity matrix T = [t(i, j)]n̂×n̂ which contains the normalized intersection area of the

object rectangles:

t(i, j) = I∗(ui, vj) = 2 ·
|Rui ∩Rvj |
|Rui|+ |Rvj |

if i ≤ m, j ≤ n (3.22)

otherwise t(i, j) = 0. We use the Hungarian algorithm [71] to find the maximum

matching, i.e. the maximum utilization of T. We denote by A = [a(i, j)]n̂×n̂ the

assignment obtained by the algorithm, which is a binary matrix where each row

and each column contains exactly one match denoted by a(i, j) = 1. Thereafter,

we classify the objects according to the algorithm presented in Fig. 3.9 as True

Positive (TP), False Positive (FP) or False Negative (FN).

We have performed quantitative evaluation both at object and at pixel levels

considering the GT configurations. At object level, we have counted number of
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Table 3.4: Improvements of the L2MPP technique in terms of correct vehicle
Grouping Rate (GR) versus the sequential sMPP model.

Set
sMPP L2MPP

TG FG GR TG FG GR
#1 170 13 93% 181 3 98%
#2 53 38 58% 80 11 88%
#3 114 49 70% 158 4 98%
#4 120 37 76% 153 4 97%
#5 64 45 59% 100 9 92%
#6 106 23 82% 126 2 98%
#7 104 38 73% 129 14 90%

All 731 243 75% 927 47 95%

Note: TG+FG is equal to the number of True Positive objects

the TP, FP and FN samples based on the algorithm of Fig. 3.9. Then, using the

Number of real Vehicles (NumV=TP+FN), the F-rate of the detection (harmonic

mean of precision and recall) is calculated. At pixel level, we compare the vehicle

silhouette mask to the GT mask, and calculate the F-rate of the match [10].

Regarding the sMPP and the proposed L2MPP approaches, we have also

measured the correct Group Classification Rate (GR, %) among the true posi-

tive samples, considering GT classification of human observers. The GR value is

determined by counting the number correctly grouped vehicles (TG), the num-

ber of falsely grouped (but correctly detected) objects (FG), and calculating

GR=TG/(TG+FG).

A few qualitative sample results are shown in Fig. 3.10-3.14 and the quanti-

tative evaluation is provided in Tables 3.2, 3.3 and 3.4. In Fig. 3.10 the complete

scene of Data set #3 is displayed with dense traffic and 9 different object groups.

We can observe that apart from the few highlighted False Positive (FP) and False

Negative (FN) hits, the major part of the vehicles are correctly detected, sepa-

rated from each other and grouped based on the actual traffic situation. Using

the orientation-based grouping constraint the cars parking in a skewed formation

can be efficiently distinguished. However, since no car-velocity information is

extracted in the proposed model, vehicles parking in parallel to the lanes may be
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(a) 3-D input LiDAR data (mesh visualization with in-
tensity coloring).

(b) Detection result showing False Positive (FP) and False
Negative (FN) hits.

Figure 3.10: Demonstration of the result in a large scene part from Data set #3.
(a) Input LiDAR data visualized as a 3-D triangulated mesh with intensity color-
ing (note: some vehicles are occluded from this viewpoint) (b) L2MPP detection
result in the 2-D projected plane. Vehicles of different segments are displayed
with different colors, background is interpolated for visualization.
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(a) Data set #2 (b) Data set #4 (c) Data set #5 (d) Data set #6 (e) Data set #7

Figure 3.11: Results on selected regions from the different data sets. Note that a
sample from Set #1 is shown in Fig. 3.14 and Set #3 is displayed in Fig. 3.10.

(a) D-PCA (b) h-max (c) Floodfill

(d) sMPP (e) Proposed L2MPP (f) Ground Truth (manual)

Figure 3.12: Method comparison on a sample part of Fig. 3.10. Reference meth-
ods in the top row do not perform vehicle grouping.
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ordered to the traveling cars’ traffic segments (see light blue group in Fig. 3.10).

We can also see two False Positives in the central regions of the scene, which are

caused by point cloud classification errors. Nevertheless, the five parking cars in

a courtyard on the right central part of the image are appropriately detected and

aligned by the method. We can also notice that the vehicles parking next to the

main top-bottom road part are split into three different groups, which are not

spatially connected. Sample parts from the remaining data sets are displayed in

Fig. 3.11.

Although the reference methods were chosen so that they provide complex

and valid solutions for the vehicle detection task in general urban environments,

we have also observed a number of limitations for each case. Most of the problems

with DEM-PCA originate from the inaccuracies and discretization artifacts of the

estimated elevation maps. In addition, short vegetation or various street objects

can corrupt the process since their elevation range is often overlapping with the

vehicles’ height values. By testing the h-max method, we have noticed similar

limitations as mentioned by the authors in [135]: in parking areas and cluttered

regions, the technique yields inaccurate contours and merges some of the nearby

objects, while vegetation causes several additional false alarms. Regarding the

Floodfill algorithm, we observed that 3-D connected component propagation is

sensitive to noise due to partial occlusion, and nearby vehicles are often merged

together. On the other hand, in the proposed technique the 2-D projection imple-

ments already a noise filtering step, and the inverse object description approach

of MPP does not request strictly connected components for detecting a vehicle.

Fig. 3.12 shows a selected segment of the Data set #3, for comparing the

output of the reference methods, the proposed model and the manually edited

Ground Truth (GT) configuration. Regarding the sMPP, L2MPP and the GT

configurations, different vehicle groups are marked with different colors (best

viewed in color print), for the three other methods only the vehicle extraction step

is investigated. The corresponding numerical object and pixel level evaluation

rates (F-rates) are listed in Table 3.2 and 3.3. Both the qualitative and the

quantitative results confirm that the proposed L2MPP model surpasses the D-

PCA, h-max and Floodfill state-of-the-art techniques at both levels.
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Table 3.5: Measured computational time requirements of the different methods
for Data set #5.

Method Running
time

DEM-PCA 57 sec
h-max 55 sec
Floodfill 28 sec
Proposed L2MPP 53 sec

The object level performance of the single layer MPP (sMPP) and the pro-

posed model is nearly identical due to the same data energies applied in both

cases. However, the pixel level performance of L2MPP is noticeably higher, show-

ing that the prior alignment constraints within the corresponding segments in-

crease the detection accuracy for the noisy data: numerous misaligned or partially

extracted vehicle blobs are also shown in Fig. 3.12(d).

Regarding the Group Classification rate, even a more significant gain is ob-

tained by the proposed L2MPP technique. As listed in Table 3.4 L2MPP out-

performs sMPP in the GR factor by 5–30% on the different data sets. Fig. 3.12

(bottom row) also shows that the segmented population by the two level model

is much closer to the human classification than the result of the sequential sMPP

approach.

Using a standard desktop computer and single-thread implementations of the

algorithms, we have also measured the running times of the different methods

on Data set #5. Although the two-level MBD optimization induces some com-

putational overload, the proposed method is still competitive with most of the

reference techniques, and it is only outperformed by Floodfill.

3.4.3.1 Example for Road Extraction and Curved Segment Analysis

In this subsection, we demonstrate the steps of the proposed algorithm on a

challenging data sample with a curved crossroad hidden by dense tree crowns.

The input point cloud is shown in Fig. 3.15(b), and the result of echo number

based vegetation removal in Fig. 3.15(c). In this case, the road network extraction

step can be done in an automated way. First, we can observe in the intensity
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map of Fig. 3.13(a), that the asphalt regions provide lower intensities than the

neighboring natural ground areas. By applying an intensity based thresholding

step followed by a morphological closing filter, we can obtain a coarse road mask

shown in Fig. 3.13(b). Since we may find vehicles parking on grass in city

green areas, we do not restrict the car extraction step to the roads. Instead,

we estimate the road contours which will be used for calculating the relative

orientation of the vehicles for the traffic segment extraction step. However, since

the intensity based road mask is notable noisy here (Fig. 3.13(b)), we apply for

detected contours (Fig. 3.13(c)) robust smoothing process. Here we have filtered

the initial contours with the Curvature Scale Space (CSS) technique [18], which

yielded the road outlines shown in Fig. 3.13(d).

The detection result on this road segment is demonstrated in Fig. 3.14. We

compare the model proposed hereby (Fig. 3.14(b)) to an earlier model version

(Fig. 3.14(a)) introduced in [9], which considers only the parallel alignment

constraints for straight roads, but does not use the road curvature model of Fig.

3.7. The improvement by this development is clearly observable in the example,

since using the newer approach the curved lane’s and the straight lane’s vehicle

group is appropriately separated.

3.4.3.2 Relevance Study of the Different Energy Terms

The configuration energy of the L2MPP model is composed by fusing various

data terms and prior terms. For studying the relevance of the different features,

we have tested the model with skipping selected components from the energy

term, one after an other. Quantitative results regarding the test Data set #3

are listed in Table 3.6, and a few sample images are shown in Fig. 3.16. The

first four rows of Table 3.6 correspond to the data model verification. In the

considered test sets, skipping the intensity feature f it results only in a slight deficit

of performance, which fact also confirms that the model is not very sensitive to

the lack of calibrated intensity information. By ignoring also the vehicle evidence

feature fve the number of false positive hits (FP) increases significantly, since

the algorithm may detect false vehicles in car sized holes of the projected map,

especially at the border of roof and ground regions (Fig. 3.16(a)). Since vehicles

are usually separated by background areas, without the internal background term
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(a) LiDAR intensity map (b) Road mask

(c) Unfiltered road contours (d) CSS filtered road con-
tours

Figure 3.13: Intensity based road detection, and contour filtering with the Cur-
vature Scale Space (CSS) technique in a sample

(a) Without curvature constraints
[9]

(b) Proposed detection results

Figure 3.14: Results on a curved road segment, also shown in Fig. 3.15 and
3.13.
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(a) Aerial photo (not used) (b) Input LiDAR point cloud (c) LiDAR data filtered by echo
number

Figure 3.15: Challenging data sample with a curved crossroad hidden by dense
tree crowns (point intensity is related to elevation). A significant part of upper
vegetation has been removed based on echo number, however the point density
under the trees is usually less uniform than in clearly visible surfaces.

Table 3.6: Relevance study of the different configuration energy components on
Data set #3. At pixel level, the recall the precision and the F-rates are also given.

Skipped feature
Obj. level Pixel level (%)
FP FN Rec. Prec. F-r

1 intensity f it 5 8 65 77 70
2 veh. evid.

fve&f it

57 9 66 57 61

3 internal bg.
f ib

26 30 44 42 43

4 external bg.
f eb

12 11 57 75 64

5 width-uniform. 5 7 66 78 71
6 – all features

used
4 6 67 82 74
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Table 3.7: Sensitivity of the proposed L2MPP on reduced point cloud density.

Data
set

Density Obj. F-rate (%) Pix. F-rate (%)

#3
4 pts/m2 92 71
8 pts/m2 96 74

#6
4 pts/m2 94 81
8 pts/m2 98 88

f ib some cars can be merged into the same object, or the detected shapes can

significantly overhang the real car silhouettes (Fig. 3.16(b)). With skipping

the external background feature, the object level performance does not decrease

drastically, but the pixel level rates became lower since the car shapes are not

completely recovered (Fig. 3.16(c)).

As for the prior energy terms, the I(u, v) component has a crucial role to avoid

multiple detections at a given vehicle position, therefore it cannot be skipped.

As the fifth row of Table 3.6 demonstrates, ignoring the width uniformity prior

component results in slightly decreased pixel level recall and precision rates.

To test the sensitivity of the proposed L2MPP method w.r.t. point density

reduction, we have downscaled the point clouds of Data sets #3 and #6. Com-

parative detection rates obtained on data samples with 4 respectively 8 points/m2

densities are displayed in Table. 3.7. In these regions, the performance with 1/2

density downsampling drops 4% at object and 3-7 % at pixel levels.

3.5 Conclusion of the Chapter

This Chapter has proposed a novel Two-Level MPP model for joint extraction

of vehicles and traffic segments in airborne laser point cloud data. The efficiency

of the approach has been tested with real-world LiDAR measurements, and its

advantages versus four reference methods have been demonstrated. Although

the vehicles are grouped based on similar orientation, with calculating a relative

turning angle considering the road side contour, complex vehicle arrangement

patterns could be recognized such as traveling cars in strongly curved exit ramps.
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(a) Ignored fve (b) Ignored f ib

(c) Ignored f eb (d) Complete L2MPP

(e) Ground truth

Figure 3.16: Testing the significance of the individual energy terms on a sam-
ple part of Fig. 3.10. Ignoring the fve vehicle evidence features yields several
false alarms, without the internal background f ib term we get elongated shapes,
without the external background f eb shortened rectangles.
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For future work, the consideration of the ‘shape shearing’ effect [137] for vehicle

motion estimation can be integrated into the Marked Point Process framework

in a straightforward way by exchanging the five-parameter rectangle model to

six-parameter parallelogram models. Other possible extension of the proposed

model arises in case of dynamic point clouds captured by a terrestrial laser sensor,

however the presented Two-Level MPP Model can be extended as a Multiframe

Marked Point Process Model (FmMPP) [131], in order to handle the time domain

beside the geometric properties of the target object’s type.





Chapter 4

Fast Object Detection in
Continuously Streamed Urban
LiDAR Point Clouds

While in the previous chapters, we have dealt with processing aerial LiDAR mea-

surements, we turn here towards the applications of terrestrial (ground based)

laser scanning. Efficient and fast object detection from continuously streamed

3-D point clouds has a major impact in many related research tasks, such as

autonomous driving, self localization and mapping and understanding large scale

environment. This Chapter presents a LiDAR-based framework, which provides

fast detection of 3-D urban objects from point cloud sequences of a Velodyne

HDL-64E terrestrial LiDAR scanner installed on a moving platform. The pipeline

of our framework receives raw streams of 3-D data, and produces distinct groups

of points which belong to different urban objects. In the proposed framework we

present a simple, yet efficient hierarchical grid data structure and corresponding

algorithms that significantly improve the processing speed of the object detection

task. Furthermore, we show that this approach efficiently handles large amount

of streaming data, and provides a speedup of two orders of magnitude, with in-

creased detection accuracy compared to a baseline connected component analysis

algorithm.

63
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4.1 Introduction

The reliable perception of the surrounding environment is an important task in

outdoor robotics. Robustly detecting and identifying various urban objects are

key problems for autonomous driving, and driving assistance systems. Future

mobile vision systems promise a number of benefits for the society, including

prevention of road accidents by constantly monitoring the surrounding vehicles

or ensuring more comfort and convenience for the drivers. Vision systems with

capability of handling continuously streamed sensor data have become important

tools for robot perception [72]. One of the vital ingredient of these robot sens-

ing platforms nowadays is the LiDAR sensor technology, that creates 3-D maps

from real-world surroundings from the real-world surroundings using a laser and

receiver.

4.1.1 Problem Statement

The detection of urban objects is a fundamental problem in any perception mo-

tivated point cloud processing task [75]. Although it is a challenging in itself, it

can be helpful for several robot vision tasks, such as object detection, localization

or tracking. We focus here on the object detection problem relying on large-scale

terrestrial urban point clouds, more specifically, we use point set data obtained

by a Velodyne HDL-64 S2 laser acquisition system. The problem of detecting ob-

jects on streaming point clouds is challenging for various reasons. First, the raw

sensor measurements are noisy. Second, the point density is uneven. Typically

in terrestrial LiDAR point clouds the point densities dominate from the direction

where the measurement is taken, causing strongly corrupted geometric properties

of the objects such as missing object parts or deformed shapes [79]. The object

detection process is further complicated when the data is continuously streamed

from a laser sensor on a moving platform or a on mobile robot. In this case we

are forced to complete a complex task within a very limited time frame.

4.1.2 Related Works

A number of approaches are available in the literature for solving 3-D object local-

isation and detection problems in outdoor laser scans. The used data structures
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are essential parts of the existing techniques, and they can be coarsely divided

into two categories.

In the first category, traditional pre-computed tree-based data structures can

be used, such as Kd-tree, Octree, range tree [58],[59]. These structures are efficient

for performing range search, although there is a large processing overhead at

initialization, and their performance rapidly degrades as updated data is inserted

after calling for reconstruction of the tree structure [104]. Recent approaches

apply different region growing techniques over tree-based structures to obtain

coherent objects. The authors of [60] present an octree based occupancy grid

representation to model the dynamic environment surrounding the vehicle and

to detect moving objects based on inconsistencies between scans. However, the

run-time and detection performance of the algorithm is not discussed here.

The second category of the methods focus on grid-based data structures and

efficient dynamic processing techniques for fast detection of objects from stream-

ing 3-D data. In [64] the authors propose a fast segmentation of point clouds into

objects, which is accomplished by a standard connected component algorithm in

a 2-D occupancy grid, and object classification is done on the raw point cloud

segments with 3-D shape descriptors and a SVM classifier. Different voxel grid

structures are also widely used to complete various scene understanding tasks,

including segmentation, detection [104]. The data is stored here in cubic voxels

for efficient retrieval of the 3-D points.

Efficient range search from streaming data is an essential component of any

object detection problem, and can be used for the retrieval of all points which

fall within a certain distance of a given point. For this task, a scrolling voxel

grid data structure was proposed by [104]. The data is quantized here into small

voxels of a prespecified resolution, then the indices of the voxels are shifted using

a circular buffer according to the robot motion. To handle querying a large

subvolume of space in a 3-D dataset, a sparse global grid was proposed by [65],

when all streamed measurements were stored in a voxel-based global map. All of

the approaches mentioned above provide convincing object detection results in

large scale 3-D environment but they have some important limitations. Firstly,

standard connected component solutions over tree-based data structures give very

precise detection results, but they are not fast enough to serve real-time vision
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Figure 4.1: Overview of the proposed object detection workflow. [Note: color
codes in Fig. (b): brown = walls, grey=ground, blue=other street objects]

systems. Although, there exist efficient data structures for modifying minimum

spanning trees which have sublinear complexity for each online update [70], this

solution is not practical for streaming 3-D data [65]. Secondly, recent studies

which suggest voxel, 2-D, scrolling, octree -grid based data structures for detection

tasks do not propose optimal grid parameter settings (e.g. grid resolution or grid

cell size) in order to minimize execution time, and maximize detection accuracy.

Instead, they choose one certain grid resolution heuristically, and evaluate the

performance of their detection method on this predefined grid resolution.

4.2 Proposed Approach

We propose a new data structure and a corresponding algorithm which is a base

of an efficient range search technique and a connected component analysis ap-

proach for fast object detection. Moreover, an optimal parameter setting strategy

is proposed for enhancing the accuracy, which leads to same or better detection

performance than the tree-based approaches. More specifically, the following four

main improvements have been implemented:

• Novel 2-D hierarchical grid structure for fast range search in 3-D: a multi-

level 2-D grid structure is presented with two different grid resolution levels (low

and high). This structure is specifically designed for object detection i.e. con-
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nected component analysis tasks. We use these different grid levels to provide

efficient and fast retrieval of 3-D point cloud features for the object detector

module of our framework even in cases of strongly inhomogeneous point cloud

density. We have experienced that standard 2-D grid structures [64] may give a

decent result for region segmentation tasks e.g. ground detection, but they are

not accurate enough close to the object boundaries, and they do not perform well

in case of nearby urban objects. On one hand, using a large cell size multiple

objects can occur within a given cell, resulting in several objects merged to the

same extracted component. On the other hand, a too dense grid structure (i.e.

small cell size) may yield cells containing only a few points, which case does not

enable us to calculate discriminative point cloud features for reliable classifica-

tion. In Section 4.3 we introduce the proposed grid structure in details.

• Connected Component Algorithm for streaming data: a simple, yet efficient

connected component analysis method is proposed in the hierarchical grid data

structure, which provides reliable detection results in urban environment with

real-time performance. In contrast to previous works [57],[58] this module of our

framework queries local 3-D point cloud features from the hierarchical grid, and

decides which 3-D points belong to the same urban object. The algorithm re-

lies on different merging criteria to fulfill this task. See Section 4.3.2 for the detail.

• Optimal grid resolution in urban environment: In case of grid-based detec-

tion tasks, one of the biggest challenges is to find decent trade-off with respect to

speed and accuracy. The major factor which can influence these properties is the

grid resolution i.e. the size of a grid cell. It is crucial to select an optimal grid res-

olution to keep the detection accuracy high, and the processing time low. In [64]

the grid size has been selected manually without justification. Other approaches

measure the entropies of the misclassification rate within the grid cell compared

to different cell sizes. As a compromise to balance efficiency and accuracy they

choose a certain grid resolution [65]. In contrast to above solutions, we propose a

novel statistical metrics for approximation of the optimal grid resolution in terms

of object detection.
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Figure 4.2: Visualization of our hierarchical grid model data structure - (bottom)
the coarse grid level: the 3-D space coarsely quantized into 2-D grid cells, (top)
the dense grid level: each grid cell on the coarse level subdivided into smaller
cells.

• Publishing a new large dataset of hand-labeled 3-D point clouds: We imple-

mented a 3-D point cloud annotation tool for two reasons: First, we intend to

provide a free annotated dataset to the research community. Second, using the

Ground Truth (GT) we can evaluate the performance of our algorithm quantita-

tively, and we can compare it to earlier solutions.

The detailed description of the proposed object detection framework is struc-

tured as follows. In Section 4.3 we present a data structure that will allow us to

perform fast retrieval of 3-D point cloud features for segmentation and detection

purposes. In Section 4.3.1 we describe our point cloud segmentation algorithm

(see Fig. 4.1 b)). The point cloud is classified into large semantic regions such

as ground, walls, street objects to prepare the data for object detection, which is

presented in Section 4.3.2 (see Fig. 4.1 c)). We discuss the parameter sensitivity

and the performance evaluation of the proposed grid model in Section 4.4 and

4.5.

4.3 Data Structures

In this section, we introduce the grid based data structures used in the proposed

system. First, we construct a Simple Grid Model [7] which will be used for initial
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point cloud segmentation, i.e. separating regions of roads, walls and short street

objects. Second, we present a novel Hierarchical Grid Model which will be used

for robust 3-D object detection from the strongly inhomogeneous density point

clouds in challenging dense urban environments where several nearby object may

be located close to each other.

• Simple Grid Model: We fit a regular 2-D grid G with WG rectangle side

length onto the Pz=0 plane (using the Velodyne sensor’s vertical axis as the z

direction and the sensor height as a reference coordinate), where g ∈ G de-

notes a single cell. We assign each p ∈ L point of the point cloud to the corre-

sponding cell gp, which contains the projection of p to Pz=0. Let us denote by

Lg = {p ∈ L : g = gp} the point set projected to cell g. Moreover, we store

the height coordinate and different height properties such as, maximum zmax(g),

minimum zmin(g) and average ẑ(g) of the elevation values within cell g, which

quantities will be used later in point cloud segmentation.

• Hierarchical Grid Model: Our key idea is to create an extended grid based

approach (see Fig. 4.2) called hierarchical grid model which uses a coarse and

dense grid resolution. The cell g of the coarse grid level is subdivided into smaller

cells g′d|d ∈ {1, 2, . . . , ζ2}, with cell side length Wg′d
= Wg/ζ, where ζ is a scaling

factor (used ζ = 3). We store each 3-D point in the coarse and dense grid level

as well. We use this data construction to perform object detection, as detailed in

Section 4.3.2.

4.3.1 Simple Grid Model for Point Cloud Segmentation

In our system, point cloud segmentation is achieved by a simple grid based ap-

proach. Our goal is to discriminate regions of ground, walls and short street

objects in the input cloud. For ground segmentation, we apply our locally adap-

tive ground modeling approach [7], which is able to accurately extract the road

regions, even if their surfaces are not perfectly planar.
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Figure 4.3: The refinement of the point cloud segmentation result with proba-
bilistic Hough transformation - (left) the misclassified cloud regions denoted by
green circles. (right) Point cloud segmentation after Hough-based wall fitting
step.

We use point height information for assigning each grid cell to the correspond-

ing cell class. Before that, we detect and remove grid cells that belong to clutter

regions, thus we will not visit these cells later and save processing time. We

classify any cell to clutter, which contains less points than a predefined threshold

(typically 4-8 points). After clutter removal all the points in a cell are classified as

ground, if the difference of the minimal and maximal point elevations in the cell

is smaller than a threshold (used 25cm), moreover the average of the elevations in

neighboring cells does not exceeds an allowed height range. A cell belongs to the

class of tall structure objects (e.g. traffic signs, building walls, lamp post etc.), if

either the maximal point height within the cell is larger than a predefined value

(used 140cm), or the observed point height difference is larger than a threshold

(used 310cm). The rest of the points in the cloud are assigned to class short street

object belonging to vehicles, pedestrians, mail boxes, billboards etc. Due to the

limited vertical view angle of the Velodyne LiDAR (+2◦ up to -24.8◦ down), the

defined elevation criterion may fail close to the sensor position. In narrow streets

where road sides located closely to the measurement position, several nearby grid

cells can be misclassified regularly e.g. some parts of the walls and the building

facades are classified to short street object cell class instead of tall object cell class

(see Fig. 4.3a)). Our aim is to filter out all of the tall objects, facades and wall

structures from the scene, and use only the short object class labels for object

detection. For this purpose we proposed a probabilistic Hough transformation
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based segmentation refinement. The grid cells with class labels tall object and

short street object were projected into a pixel lattice (i.e. an image), and a proba-

bilistic Hough transformation [80] was used to detect long - elongated structures,

which belong to facades or walls in the original point cloud, thereafter the de-

tected lines were back projected into a cloud. The class labels of the grid cells

are updated from short street object to tall object if 1): the grid cell position fits

the detected Hough-lines, and 2): the class label of the grid cell was short street

object before the Hough based refinement step (see Fig. 4.3b)).

4.3.2 Hierarchical Grid Model for Urban Object Detec-
tion

In this section we present the object detection step of our framework. Our aim

is to find distinct groups of points which belong to different urban objects on the

scene. We used the initial segmentation from Section 4.3.1, with considering the

short object cell class as foreground, while we label the other classes as background.

For this task we use the hierarchical grid model : On one hand, the coarse grid

resolution is appropriate for a rough estimation of the 3-D blobs in the scene,

in this way we can also roughly estimate the size and the location of possible

object candidates. In addition, we optimize the grid resolution parameter with a

statistical approach (see Section 4.4), instead of setting the cell size parameters

by hand similarly to [64], [65]. On the other hand, using a dense grid resolution

beside a coarse grid level, is efficient for calculating point cloud features from a

smaller subvolume of space, therefore we can refine the detection result derived

from the coarse grid resolution. The proposed object detection algorithm consists

of three main steps: First, we visit every cell of the coarse grid and for each cell

g we consider the cells in its 3 × 3 neighborhood. We visit the neighbor cells

one after the other in order to calculate two different point cloud features: (i)

the maximal elevation value Zmax(g) within a coarse grid cell and (ii) the point

cloud density (i.e. point cardinality) of a dense grid cell. Second our intention

is to find connected 3-D blobs within the foreground regions, by merging the

coarse level grid cells together. We use an elevation-based cell merging criterion

to perform this step. m(g, gr) = |Zmax(g) − Zmax(gr)| is a merging indicator,
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which measures the difference between the maximal point elevation within cell g

and its neighboring cell gr. If the m indicator is smaller than a predefined value,

we assume that g and gr belong to the same 3-D object. Third, we perform a

detection refinement step on the dense grid level. The elevation based cell merging

criterion on the coarse grid level often yields that nearby and self-occluded objects

are merged into a same blob. We handle this issue by measuring the point density

in each sub-cell g′d at the dense grid level. Our assumption is here that the nearby

objects, which were erroneously merged at the coarse level, could be appropriately

separated at the fine level, as the examples in Fig. 4.4 show. Note that using

our Velodyne LiDAR camera, the density of the recorded point cloud strongly

decreases as a function of the distance from the sensor. We had to compensate

this effect by a sensor distance based weighting of the cells during the density

based merging step. After the weighting step, we expect by an order of magnitude

similar point density in each sub-cell g′d which belongs to the object candidates.

On the other hand, if we observe several empty or low-density sub-cells on the

border of two neighboring super-cells, or in the center line of a large cell we can

assume that the blob extracted at the coarse level should be divided into two

objects. Let us present three typical urban scenarios when the simple coarse grid

model merges the close objects to the same extracted component, while using

a hierarchical grid model with coarse and dense grid level, the objects can be

appropriately separated. We consider two neighboring super-cell pairs -marked

by red - in Fig. 4.4a) and Fig. 4.4b), respectively. In both cases the cells contain

points from different objects, which fact cannot be justified at the coarse cell

level. However, at the dense level, we can identify connected regions of near-

empty sub-cells (denoted by gray), which separate the two objects. Fig. 4.4c)

demonstrates a third configuration, where a super-cell intersects two objects, but

at the sub-cell level, we can find a separator line.
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Figure 4.4: Separation of close objects at the dense grid level. [color codes: green
lines =coarse grid level, black lines=dense grid level, grey cells= examined regions
for object separation]

(a) (b)

Figure 4.5: (a) Point density vs. measurement distance from the sensor. (b) Grid
cell weights vs. measurement distance from the sensor. [Note: color codes of
Fig. (b): blue = derived weight function, red= sixth-degree polynomial fit of the
weight function]

4.4 Data Characteristic Analysis and Parame-

ter Sensitivity

By using a terrestrial laser scanner, such as the Velodyne LiDAR the data density

decreases significantly as function of measurement distance from the sensor. This

inhomogeneous point density makes the cell-merging based object detection task

challenging. In order to compensate these artifacts for our sensor, we analyzed

1600 relevant frames from three different urban scenarios containing main roads,

narrow streets and intersections. We create rings around the sensor position,

thereafter we set the width of each ring to 1m, and we shift the disjunct rings

from 1 to 80 meter from the sensor. Finally we measure the distribution of the

point density in every ring normalized by the ring area as shown in Fig. 4.5a).
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(a) (b)

Figure 4.6: The distribution of the proposed cell fitness value for estimating
optimal grid resolution (a). The F-rate values (harmonic mean of precision and
recall) of the detection step as a function of cell size (b).

We derive a weight distribution by normalizing the point density function with

the maximal point density, and use this function for create weights for the coarse

and dense grid cells of the hierarchical grid model. Close to the sensor the weight

distribution does not modify the point density of the cell, while far from the sen-

sor where the grid cells might contain less points, we enrich the point density by

the sixth-degree polynomial fit to the weight distribution, as shown in Fig. 4.5b).

Parameter Sensitivity:

In case of a grid based detection task one of the major factors, which affect the

accuracy and the speed of the algorithm is the grid resolution (i.e. cell size). In

order to approximate the optimal range of grid resolution, we propose a statistical

metric called cell fitness value, which measures the ratio of dense (d), sparse (s)

and empty (e) grid cells in different grid resolutions. We call a grid cell dense if

it is contains more point than a minimal threshold t(min). We experienced that

our initial point cloud segmentation method needs at least 20 points in a cell for

appropriate results, therefore we choose t(min) = 20. Finally we derived the cell

fitness value fg ∈ [0, 1] as follows: fg =
#d

(#d+#s)−#e
, where # denotes the number

of the cells on the screen (see Fig. 4.6a)), in order to maximize the relative

frequency of the dense grid cells. Moreover, the distribution of the cell fitness

value fg clearly has a maximum range as a function of grid resolution, therefore

we choose an optimal grid resolution corresponding to this maximum range (used

60 cm).
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Table 4.1: Numerical comparison of the detection results obtained by the Con-
nected Component Analysis [160] and the proposed Hierarchical Grid Model on
different point cloud datasets (PCD). The number of objects (NO) are listed for
each data set, also and in aggregate.

PCD NO
Conn. Comp. Analysis [160] Prop. Hierarchical Grid

F-rate(%)
Avg. Process-
ing Speed (fps)

F-rate(%)
Avg. Process-
ing Speed (fps)

Bp. #1 669 77 0.38 89 29
Bp. #2 429 64 0.22 79 25

KITTI [56] 496 75 0.46 82 29
Overall 1594 72 0.35 83 28

Figure 4.7: Object separation for a case of nearby objects. Comparison of the
Simple Grid Model Fig. a), c) and the Hierarchical Grid Model Fig. b), d).

4.5 Performance Evaluation

We evaluated our method in three urban LiDAR sequences, concerning different

urban scenarios, such as main roads, narrow streets and intersections. Two sce-

narios recorded in the streets of Budapest, one scenario has been selected from

the KITTI Vision Benchmark Suite [56]. The data flows have been recorded by

a Velodyne HDL-64E S2 camera with a 10Hz rotation speed. We have compared

our hierarchical grid model to [160], since in this work a comprehensive study, and

a corresponding software library (PCL - Point Cloud Library) have presented on

3-D object detection, which has widely utilized in real-world robotics application.

Qualitative results on four sample frames are shown in Fig. 4.7 and in Fig. 4.8.

For Ground Truth (GT) generation, we have developed a 3-D annotation tool,

which enables the labeling of the urban objects manually as object or background.

We manually annotated 1594 urban objects. To enable fully automated evalu-

ation, we need to make first a non-ambiguous assignment between the detected
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Figure 4.8: Object detection results on different urban scenarios.

objects and ground truth (GT) object samples. We use Hungarian algorithm [71]

to find maximum matching. Thereafter, we count the Missing Objects (MO), and

the Falsely detected Objects (FO). These values are compared to the Number of

real Objects (NO), and the F-rate of the detection (harmonic mean of precision

and recall) is also calculated. We have also measured the processing speed in

frames per seconds (fps). The numerical performance analysis is given in Table

6.1. The results confirm that proposed model surpasses the Connected Com-

ponent Analysis technique in F-rate for all the scenes. Moreover, the proposed

Hierarchical Grid Model is significantly faster on streaming data, and less influ-

enced by the inhomogeneous density of the point cloud. In urban point cloud,

we measure 0.35 FPS average average processing with Connected Component

Analysis [160] and 28 FPS with the proposed Hierarchical Grid Model.

4.6 Conclusion of the Chapter

In this Chapter, we have proposed a novel data structure, called Hierarchical

Grid Model and corresponding connected component analysis algorithm to find

distinct groups of 3-D points which belong to different urban objects in LiDAR
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point clouds. We proposed a statistical metric for approximation of optimal grid

resolution in terms of object detection. The model has been quantitatively vali-

dated based on Ground Truth data, and the advantages of the proposed solution

versus a baseline technique have been demonstrated.





Chapter 5

Model for Fast Vehicle Detection
in Continuously Streamed Urban
LiDAR Point Clouds

Creating reliable features for identifying vehicles in crowded 3-D urban scenes is

one of the key element of scene understanding tasks utilized in mobile robotics and

the self-driving industry. In this Chapter we present a model-based approach to

solve the recognition problem from 3-D range data. In particular, we aim to detect

and recognize vehicles from continuously streamed LIDAR point cloud sequences

of a rotating multi-beam laser scanner. Our framework uses first the method

presented in Chapter 4 for 3-D blob extraction. These extracted object candidates

are used the input of the object detector, which consists of two steps: 1) extracting

reliable 3-D shape descriptors specifically designed for vehicles, considering the

need for fast processing speed 2) executing binary classification on the extracted

descriptors in order to perform vehicle detection. The extraction of our efficient

shape descriptors provides a significant speedup with and increased detection

accuracy compared to a PCA based 3-D bounding box fitting method used as

baseline.

5.1 Introduction

Recognizing urban objects using LiDAR or cameras could have a crucial impact in

many domains, such as self-driving technology, advanced driver assistance systems

79
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(ADAS), road maintenance and personal navigation. Future vehicles have to

interpret their surroundings by visual inspection. As the field of computer vision

becomes increasingly mature, different scene understanding tasks, such as vehicle

detection became particularly important for industrial demands. Approximating

the position, orientation and speed of nearby vehicles can significantly improve

the safety and comfort of the drivers, as well as avoiding accidents and help the

self-localization of the ego-vehicle.

5.1.1 Problem Statement

In this section, we focus on the vehicle detection problem relying on large-scale

terrestrial point clouds recorded in different crowded urban scenarios, such as

main roads, narrows streets and wide intersections. More specifically we use as

input a raw point cloud stream of a rotating multi-beam (RMB) laser acquisition

system. The problem of detection and recognition of certain types of object

characteristics on streaming point clouds is challenging for various reasons. First,

the raw measurements are noisy and contain several different objects in cluttered

regions. Second, in crowded scenes the vehicles, pedestrians, trees and street

furniture are often occlude each other causing missing or broken object parts in

the visible measurement streams. Third, typically by terrestrial laser scanning the

point cloud density rapidly decreases as a function of the distance from the sensor

[79], which fact may cause strongly corrupted geometric properties of the object

appearances, misleading the recognition modules. Further requirements arise

for navigation or autonomous driving systems, where the data is continuously

streamed from a laser sensor mounted onto a moving platform, and we are forced

to complete the object detection and recognition tasks within a very limited time

frame.

5.1.2 Related Works

Significant research efforts are expended nowadays for solving object recognition

problems in point clouds obtained by 3-D laser scanners. Extracting efficient

object descriptors (i.e. features) is an essential part in each existing technique,

which step usually implements one of the two following strategies.
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According to the first strategy, the shape and the size of the objects are ap-

proximated by 3-D bounding boxes. In [109] a framework has been proposed

for object classification and tracking. The basic idea is to use an octree based

Occupancy Grid representation to model the surrounding environment, and sim-

ple features for object classification, such as the length ratios of object bounding

boxes. In that method three different object classes are considered: pedestrians,

bicycles and vehicles. In our case, however, the observed environment consists

of complex urban scenarios with many object types such as trees, poles, traffic

signs, and occluded wall regions. Here simple features may not be robust enough

for efficient object classification, due to the largely diverse appearances of the

considered object shapes throughout an entire city. Other approaches derive 3-D

bounding boxes for recognition via Principal Component Analysis (PCA) tech-

niques. The authors of [104] and [105] statistical point cloud descriptors: they

compute saliency features which capture the spatial distribution of points in a

local neighborhood by covariance analysis. The main orientation of an object is

derived from the principal components (eigenvalues and corresponding eigenvec-

tors), considering the covariance matrix of the 3-D point positions. Object classi-

fication is achieved by three saliency features, namely scatterness, linearness and

surfaceness, which are calculated as linear combinations of the eigenvalues.

Following the second strategy, a group of existing object classification tech-

niques use different features, based on shape and contextual descriptors [106,

107, 108]. [108] propose a system for object recognition, by clustering nearby

points from a set of potential object locations. Thereafter, they assign the points

near the estimated object locations to foreground and background sets using a

graph-cut algorithm. Finally a feature vector is built for each point cluster, and

the feature vectors are labeled by a classifier, trained on a manually collected

object set. In [106] an algorithm is presented for fast segmentation of point cloud

regions, followed by a 3-D segment classification step which is based on various

3-D features, like the spin image or the spherical harmonic descriptor. [107] in-

troduce an approach for detecting and classifying different urban objects from a

raw stream of 3-D laser data such as cars, pedestrians and bicyclists. For this

purpose a graph-based clustering algorithm, different shape descriptors and shape
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Figure 5.1: Demonstrating the limitations of PCA based bounding box approx-
imation, and the advantages of the proposed convex hull based bounding box
fitting technique on the top-view projection of a selected vehicle in the point
cloud

functions are exploited, such as the spin image and PCA based eigenvectors. Al-

though these general shape and context based methods may provide more precise

recognition rates for urban objects than the 3-D bounding box based techniques,

they are computationally more expensive, and often do not perform in real time.

5.2 Basic Goals and Motivation

In this work we present a real-time model-based system for vehicle detection and

extraction from continuously streamed LIDAR point clouds, which are captured

in challenging urban scenarios. By constructing the proposed vehicle model, we

combine three novel feature extraction steps. First we propose a new convex hull

based 2-D bounding box fitting method, which is used for fast and precise esti-

mation of the location, size and orientation parameters of the vehicle candidates.

Second, we develop a 3-D sphere based feature, which is used for approximat-

ing the principal curvatures of the objects in 3-D. Third, we extract the object

contours from the side-view, in order to obtain a representative shape character-

istics of vehicles in 2-D. Our model gives two major contributions over existing
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approaches:

• Fast 2-D bounding box fitting for cluttered and partially incomplete objects:

It is highly challenging to fit precise bounding boxes around the objects in

RMB LIDAR range data streams, since we should expect various artifacts

of self-occlusion, occlusion by other object, measurement noise, inhomoge-

neous point density and mirroring effects. These factors drastically change

the appearances of the 3-D objects, and the conventional principal compo-

nent analysis (PCA) based techniques, such as [105] may not give sufficient

results. Especially, in the RMB point cloud streams, only the object side

facing the sensor is clearly visible, and the opposite side of the object is

usually completely or partially missing. For this reason, if we calculate by

PCA covariance analysis the principal directions of a point cloud segment

identified as a vehicle candidate, the eigenvectors usually do not point to-

wards the main axes of the object, yielding inaccurately oriented bounding

boxes, as demonstrated in Fig. 5.1. In contrast to PCA solutions in 3-D,

we calculate the 2-D convex hull of the top-view projection of the objects,

and we derive the 2-D bounding boxes directly from the convex hull. As

shown later, this strategy is less sensitive to the inhomogeneous point den-

sity and the presence of missing/occluded object segments, since instead of

calculating spatial point distributions for the entire object’s point set, we

capture here the local shape characteristics of the visible object parts, and

fit appropriate 2-D bounding boxes with partial matching.

• Lightweight shape analysis for streaming data: For enhancing the clas-

sification performance of object recognition, an efficient shape descriptor,

called the spin image, has been adopted in several previous methods [106,

107, 108]. Spin image based features can be used to approximate the object

shapes by surface meshes, yielding robust solutions for object classification

and recognition. However, real-time performance is not feasible here, since

estimating different surface models for 3-D data is a computationally ex-

pensive task. Therefore, these mesh based models are not directly designed

for continuously streamed range data. In our solution, we propose two new
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features for approximating the principal curvatures of the objects in 3-D.

The extracted contour of the detected object’s side-view profile can be com-

pared to a reference vehicle contour model, which is obtained by supervised

training. To train our classifier, we use vehicle samples from a manually

annotated point cloud database. Our proposed features are also able to

sufficiently model the shape characteristics of vehicle objects, while they

can be calculated very quickly, offering a decent trade-off with respect to

speed and accuracy.

The description of the proposed model-based recognition framework is struc-

tured as follows. Here, we apply the terrestrial point cloud segmentation and fast

connected component analysis methods to generate object candidates for feature

extraction, firstly introduced in Chapter 4. We briefly present the preprocessing

steps. First, a hierarchical grid based data structure is utilized, which will allow

us to perform fast retrieval of 3-D point cloud features for segmentation and de-

tection purposes. Second, we perform a point cloud segmentation algorithm, to

distinguish the foreground regions of the captured scene containing the moving or

static field objects, from the background composed of the roads and other ground

parts. Third, a fast connected component analysis algorithm is used for separat-

ing individual objects within the foreground regions. The main new contributions

of this work are related to vehicle detection and localization. We introduce our

vehicle model with defining an efficient set of features, which characterize vehicle

candidates in the point clouds. In Section 5.3.1, we show a possible application of

the proposed lightweight features by classifying the preliminary extracted object

candidates to vehicle/non-vehicle object classes using a Support Vector Machine

(SVM) based solution. Finally we report on the experiments and present the

evaluation results in Section 5.3.2.

5.3 Vehicle Model and Feature Extraction

Using the the algorithm from Chapter 4, we generate input for the workflow.

More specifically, a list of point cloud segments (called hereafter blobs) has been

received, representing the object candidates of the scene. Our next goal is to

identify the vehicles among the extracted blobs.
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In this Section we present our features used for point cloud based vehicle

modeling, and the feature integration process. The proposed module consists of

the combination of three descriptors in order the find the optimal trade-off w.r.t.

speed and accuracy.

First, we approximate the position, size, and orientation parameters of the

obtained objects by fitting a 2-D bounding box to the point cloud blobs. In con-

trast to previous works [104, 105] we do not calculate spatial point distributions

over the entire blobs, due to inhomogeneous point density as detailed already in

Section 5.1.2. Instead, we determine the vehicle’s 2-D convex hull with a match-

ing step considering only the visible structure elements. In this way our solution

is independent of the local point cloud density at the given object position, and

performs efficiently even if a significant part of the object is occluded. On the

other hand, we have observed that the special curvature of the vehicle shape,

especially around the windshields, is a characteristic feature for visual recogni-

tion, which can be quickly estimated and efficiently used for identification. The

detailed explanation of the proposed feature extraction strategy is presented as

follows:

• 2-D bounding box fitting via convex hulls: Let us consider the output of

the preprocessing module on the dense grid level of the Hierarchical Grid

Model (see details in 4.3). At this step, we only use the width and a depth

(X,Y) coordinates of the points, and the height coordinates (Z) are ignored.

We mark first which cells are occupied by several points, and which ones are

empty. Next we visit the 3×3 neighborhood of each occupied cell, and filter

out the cells, where all neighbors are occupied as well. In this way we can

roughly estimate the boundary cells of the object. Then, we construct the

convex hull from the points of the boundary cells using the monotone chain

algorithm [177]. In the forthcoming key step, we attempt to fit the optimal

2-D bounding box to the convex hull as follows (see also a demonstration

in Fig. 5.2):

– Visit the consecutive point pairs of the hull pi and pi+1, one after

another (i = 1, 2, . . . , imax):
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Figure 5.2: Demonstration of the fast 2-D bounding box fitting algorithm for the
convex hull of the top-view object projection (the bounding box is shown marked
by gray color

1. Consider the line li between point pi and pi+1, as a side candidate

of the bounding box rectangle.

2. Find the p⋆ point of the hull, whose distance is maximal from li,

and draw a l⋆ parallel line with li which intersects p⋆. We consider

l⋆ as the second side candidate of the bounding box.

3. Project all the points of the convex hull to the line li, and find

the two extreme ones p′ and p′′. The remaining two sides of the

bounding box candidate will be constructed by taking perpendic-

ular lines to li, which intersect p′ and p′′ respectively.

– Chose the optimal bounding box from the above generated rectan-

gle set by minimizing the average distance between the points of the

convex hull and the fitted rectangle.

• Principal curvature estimation with 3-D spheres: Our aim here is to place

four spheres near to the four top corners of the vehicle’s roof, in order to

examine the typical curvatures around this regions, especially close to the

windshields. First we vertically shift the 2-D bounding box obtained by the

previous feature extraction step to the maximal elevation within the vehi-

cle’s point set. This configuration is demonstrated in Fig. 5.3 both from

top-view and from side-view. Then we set the center points of the spheres

to the corner points of the shifted 2-D bounding rectangle. We start to

increase the radius of the spheres as long as they hit a 3-D point from the

vehicle. Our assumption is that due to the typical slope around the wind-

shields, we should experience significant differences between the radiuses
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Figure 5.3: Demonstration of the principal curvature feature with 3-D spheres

Figure 5.4: Demonstration of side-view convex and concave hulls

of the four spheres. We can also observe in Fig. 5.3 that the radiuses of

the frontal spheres (R1 and R2) are significantly larger than the radiuses of

the spheres at the back side (R3 and R4). We use in the following the four

radius values in the object’s feature vector.

• Shape approximation of side-view profile using convex and concave hulls:

At this step, we project the point clouds of the object candidates to a

vertical plane which is parallel to the main axis of the top-view bounding

box. Thereafter, we fit to the 2-D side-view object silhouettes a convex

hull, and a concave hull with 20cm resolution. Here the shape features are

the contour vectors of the convex and concave hulls themselves, so that we

store the contours of sample vehicles with various prototypes in a library,

and we compare the contours of the detected objects to the library objects

via the turning function based polygon representation [178].
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PCD NO
PCA based approach [105] Prop. Model-based approach

F-rate(%)
Avg. Process-
ing Speed (fps)

F-rate(%)
Avg. Process-
ing Speed (fps)

Bp. #1 567 73 15 89 24
Bp. #2 1141 71 12 90 21
Bp. #3 368 57 13 80 22

KITTI[56] 614 62 14 78 25
Overall 2690 68 13.5 86 23

Table 5.1: Numerical comparison of the detection results obtained by the Prin-
cipal Component Analysis based technique [105] and the proposed Model-based
framework on different point cloud datasets (PCD). The number of objects (NO)
are listed for each data set, and also in aggregate.

5.3.1 Classification

In the final stage of the detection process, we demonstrate the usability of the

proposed features by labeling each object candidate as vehicle or background (i.e.

non-vehicle). Following a supervised approach, we created first a training set of

positive and negative vehicle samples. For this purpose, we have developed a 3-D

annotation tool, which enables labeling of the urban objects in the point clouds

as vehicles or background. We have manually collected more than 1600 positive

samples (i.e. vehicles), and also generated 4000 negative samples from different

scenarios recorded in the streets of Budapest, Hungary. The negative samples

were created by a semi-automatic process, cutting random regions from the point

clouds, which were manually verified. In addition, 12715 positive vehicle samples,

and 3396 negative samples (different street furniture and other urban objects)

have been selected from the KITTI Vision Benchmark Suite [56] and used for the

training of the classifier. We have performed a binary classification between the

vehicles and the background objects by a Support Vector Machine (SVM) using

the toolkit from [179]. Here we used C = 0.1078 as the kernel function parameter,

and ν = 0.0377 as the upper bound on the fraction of margin errors.

5.3.2 Experiments

We evaluated our method on four LIDAR point cloud sequences, concerning dif-

ferent types of urban scenarios, such as main roads, narrow streets and intersec-



5.4 Conclusion of the Chapter 89

tions. Three scenarios have been recorded in the streets of Budapest, Hungary,

and the fourth scenario has been selected from the KITTI Vision Benchmark

Suite [56]. All the test sequences have been recorded by a Velodyne HDL-64E

S2 rotating multi-beam LIDAR sensor, with a 10Hz rotation speed. We have

compared our Model-based approach to a reference method, which uses a simple

occupancy grid representation for foreground separation, and applies Principal

Component Analysis (PCA) based features for object classification [105].

Qualitative results of our proposed model on four sample frames are shown

in Fig. 5.5. During the quantitative evaluation, we verified the proposed method

and the reference PCA based technique on 2690 vehicles, using the Ground Truth

(GT) information. To enable fully automated evaluation, we needed to make

first a non-ambiguous assignment between the detected objects and GT object

samples, where we used the Hungarian algorithm [71] to find optimal matching.

Thereafter, we counted the number of Missing Objects (MO), and the Falsely

detected Objects (FO). These values were compared to the Number of real Ob-

jects (NO), and the F-rate of the detection (harmonic mean of precision and

recall) was also calculated. We have also measured the processing speed of the

two methods in frames per seconds (fps). The numerical performance analysis is

given in Table 6.1. The results confirm that the proposed model surpasses the

PCA based method in F-rate for all the scenes. Moreover, the proposed Model-

based approach is significantly faster on the streaming data, and in particularly,

it gives more reliable results in the challenging crowded urban scenarios (#2 and

#3), where several vehicles are occluded by each other, and the scene contains

various types of other objects and street furnitures such as walls, traffic signs,

billboards, pedestrians etc. As for the computational speed, we measured 13.5

fps in average with the Principal Component Analysis based technique [105] and

23 fps with the proposed Model-based approach.

5.4 Conclusion of the Chapter

In this Chapter, we have proposed a novel feature extraction approach, which uses

three new descriptors for robust detection of vehicles in continuously streamed
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Figure 5.5: Qualitative results of vehicle detection with displaying the top-view
bounding boxes (by red) and the side view concave hulls (blue) extracted by the
algorithm
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point cloud sequences of a rotating multi-beam LIDAR sensor. Due to the pre-

sented features we have observed a reliable performance in challenging dense

urban scenarios with multiple occlusions and the presence of various types of

scene objects. The model has been quantitatively validated based on Ground

Truth data, and the advantages of the proposed solution versus a state-of-the-art

technique have been demonstrated.





Chapter 6

3-D Urban Object Classification
with Deep Convolutional Neural
Network

In this Chapter, a new approach is presented for object classification in contin-

uously streamed LiDAR point clouds collected from urban areas. The input of

the framework is raw 3-D point cloud sequences captured by a Velodyne HDL-64

LiDAR, and we aim to extract all vehicles and pedestrians in the neighborhood

of the moving sensor. We propose a complete pipeline developed especially for

distinguishing outdoor 3-D urban objects. First, we segment the point cloud

into regions of ground, short objects (i.e. low foreground) and tall objects (high

foreground). Then we use a two-layer grid structure as presented in Chapter

4, and we perform efficient connected component analysis on the foreground re-

gions, for producing distinct groups of points which represent different urban

objects. Next, we create depth-images from the object candidates, and apply an

appearance based preliminary classification by a Convolutional Neural Network

(CNN). Finally we refine the classification with contextual features considering

the possible expected scene topologies. We tested our algorithm on real LiDAR

measurements, containing 1485 objects captured from different urban scenarios.

93



94
6. 3-D URBAN OBJECT CLASSIFICATION WITH DEEP

CONVOLUTIONAL NEURAL NETWORK

6.1 Introduction

Real time 3-D object classification is a central issue in various prominent applica-

tions, such as autonomous driving, self localization and mapping, real time envi-

ronmental survey and event monitoring [12, 56]. High speed laser scanners, such

as the Velodyne HDL-64 Rotating Multi-beam (RMB) Lidar system can largely

support this process, since they can record accurate and high frame-rate point

cloud sequences from large environment, with compact measurement size (64K

points/frame) that enables online data transfer and processing. Object detection

from dense Mobile Laser Scanning (MLS) data already has a solid methodology

background in the literature, using among others shape based [183], pairwise 3D

shape context based [138], or multi-scale voxel based approaches [184]. However,

compared to MLS-based techniques, automatic object detection and classifica-

tion in RMB Lidar point clouds is highly challenging due to the low and strongly

inhomogeneous measurement density [79]. In addition, in cluttered scenes the

vehicles, pedestrians, trees and further street objects often occlude each other

causing partially extracted object blobs in the recorded measurement streams.

In [109] an object detection technique is introduced, where the classification is

based on a simple shape analysis of the bounding boxes. The method of [105] and

Chapter 5 use a Support Vector Machine classifier relying on a set of object level

and point level features, implementing a binary vehicle/non-vehicle classification.

A well-known public database is the KITTI [56], which is used by various methods

[141] for quantitative evaluation. Here a limitation is that the ground truth

annotation only concerns the Field-of-View (FoV) of the forward looking cameras,

which is only a segment of the 360◦ FoV of RMB LiDAR scanners. If long object

tracks can be extracted temporal information can be efficiently exploited in object

recognition [66], but in crowded situations decision should be often made from

a single time frame, immediately after a sudden appearance of an object. [143]

proposed a feature learning technique for urban object recognition, and published

a reference database of 588 objects from 14 different categories. However, it

remains there an open issue, how the quality of the object extraction step effects

the classification results, and for some object classes only a few test examples are

provided. Voxel based approaches allow to perform a detailed interpretation of
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(a) Height measurement artifact (b) 2-level grid

Figure 6.1: Demonstration of wall height measurement, and the hierarchical grid

the scene [141], however here the computational requirements are proportional to

the number of voxels and it is less straightforward to incorporate global contextual

descriptors to a voxel-based local decision process.

In this chapter we present a complete object extraction and classification

pipeline, where the classifier is designed to learn useful feature representations

from pre-segmented 3-D objects. These objects can be extracted using similar

data structure (see Fig. 6.1(b)) and algorithm already presented in chapter 4). In

order to process 3-D point cloud segments efficiently for a deep neural network, we

implemented an intermediate (depth image based) representation of the extracted

3-D segments. Then high-order features are extracted from the intermediate

representation by mapping the depth images into a reduced (latent) space with a

highly non-linear function. In the end of the pipeline the latent space is reduced

to four discrete semantic object classes (i.e. vehicle, pedestrian, short facade and

street clutter).

6.1.1 Motivation

The motivation behind the proposed algorithmic pipeline is to address four key

challenges. One objective is to increase the overall accuracy of 3-D detection

by eliminating the limitations of shallow-learning (e.g. linear support vector

machines). Such limitations could be, the poor generalization capabilities on

new data, or the unreliable performance scaling to bigger datasets. We can

resolve both limitations, by mapping hand-crafted features to a deeper (non-

linear) feature space by a convolutional neural network.
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Secondly, in order to decrease the high computational demand of the 3-D

detection pipelines, we introduce an intermediate (depth image) representation

of 3-D input data. The additional advantage of using an (image-like) depth

representation of 3-D data, is the compatibility for deep neural network tensor-

representation.

Thirdly, mapping the output of a rule-based object extraction pipeline via

intermediate depth representation into a highly non-linear latent space, allows

us to integrate point cloud data into deep neural architectures more efficiently.

More specifically, we rely on the 2-D representation of the 3-D data, thus we

can avoid storage and performance demanding architectures, such as voxel-based

approaches [184]. Since we store 3-D data on a pixel lattice we may lose in-

formation during this conversion, but we found this approach a decent trade-off

between accuracy and computational demand.

Our final objective is to target and eliminate the sensor specific limitations of

the laser based data acquisition systems. Because of sensor artifacts, rule-based

object detectors may produce false or missed detections. During our work with

the Velodyne sensor, we also experienced such sensor specific limitations, e.g. the

limited vertical view angle of the Velodyne LiDAR (+2◦ up to -24.8◦ down). Due

to this artifact hand-crafted features may fail near to the sensor position. These

failures typically present in narrow streets where road sides located closely to the

measurement position, several nearby point cloud regions can be misclassified

regularly e.g. some parts of the walls and the building facades from the point

cloud are classified to low foreground instead of high foreground (see Fig. 6.1(a)).

By definition, we will refer to these misclassified wall segments henceforward as

short facades, which should be detected and filtered out at a later step by the

object detector. To avoid such failures, we present global contextual features to

re-ensure topological relations between objects.

6.2 Preparing Point Cloud Data

for Tensor-Representation

Since in this chapter we are using a deep convolutional neural network for object

classification, the input data has to be stored in tensors (i.e. multi-dimensional



6.2 Preparing Point Cloud Data
for Tensor-Representation 97

Figure 6.2: The workflow of the proposed object classification pipeline (a). Ex-
amples from the training dataset (b).

matrices). Moreover, the input of the neural network is a list of preliminary ex-

tracted 3-D objects, thus intermediate representation of the 3-D object is needed

for better tensor-compatibility than 3-D Cartesian coordinates. In this section we

propose a preprocessing step, where a list of raw 3-D point cloud segments con-

verted into depth images, thus the tensor conversion can be efficiently computed

and utilized later on by a deep neural network.

This preprocessing step consists of four consecutive parts. First, the input

point cloud is segmented into four regions: ground, low foreground, high fore-

ground and sparse areas. Low foreground is the estimated region of short street

objects, such as cars, pedestrians, benches, mail boxes, billboards etc, while high

foreground covers tall objects, among others building walls, trees, traffic signs and

lamp posts. Following the segmentation, ground and sparse areas are removed,

as they are not used by the further processing steps. Second, both the low and

high foreground regions are divided into connected blobs representing individual

object candidates as presented in Fig. 6.2(a).

To obtain the feature maps, we convert the object point clouds into regularly

sampled depth images, using similar principles as [143]. First, we attempt to

ensure side-view projections of the objects, by estimating the longitudinal cross
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Figure 6.3: Examples of depth images generated by our depth projection method.

section of the object shapes. Here using Principal Component Analysis, we cal-

culate the two major principal vectors of the objects’ 3-D blobs, v1 and v2, which

correspond to the first and second largest eigenvalues, respectively. We also use

an explicit up vector vup taken as the local ground’s normal. Thereafter, the nproj

normal of the depth image’s projection plane is defined by the vector product

nproj = v1 × vup if the angle between v1 and vup is greater than 45◦ (wide objects

such as vehicles), otherwise nproj = v2 × vup (thin objects like pedestrians and

short poles). Second, we calculate the distance between the estimated plane and

the points of the object candidate, which can be interpreted here as a depth value.

In order the avoid occlusions between overlapping regions i.e. multiple 3-D point

projections into a same pixel of an image plane with different depth values, we

sort the depth values in an ascending order, and we project them to the image

plane starting from to closest to the farthest. As demonstrated in Fig. 6.3 this

projection strategy ensures that object points in the front side do not become

occluded by the object points in the back.

6.2.1 Dataset

Since our method implements an end-to-end pipeline from object perception until

recognition, the public Sydney [143] and Stanford [66] databases are in them-

selves inappropriate for validating the proposed approach. We could neither use
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KITTI benchmark, since some of our examined issues, such as the short facade

artifacts appear in the side view segment of the 360◦ FoV of the car-mounted

LiDAR, which regions are not annotated by KITTI. For this reason, we created

a new hand labeled dataset, called SZTAKI Velo64Road, based mainly on point

cloud sequences recorded by our car-mounted Velodyne HDL-64 LiDAR scanner

in the streets of Budapest, Hungary1. First we run the segmentation and object

extraction steps of our model on the raw data, thereafter we annotated all the au-

tomatically extracted short objects (2063 objects altogether) without any further

modification with the labels vehicle, pedestrian, short facade and street clutter as

a few examples presented in Fig. 6.2(b). In this way the analyzed objects are

represented by point cloud segments obtained by a realistic object extractor, and

the distribution and characteristics of the artifacts caused by occlusion or varying

data density reflect the true environmental conditions. To demonstrate that the

training results are suitable for various urban scenes, we have also validated the

performance of our trained model in the Washington dataset [62].

This dataset have been created by the MIT DGC Team, and hand-labeled

with a joint effort of University of Washington. The Washington dataset consists

of ten annotated real world urban point clouds captured by a Velodyne HDL-

64 LiDAR sensor, with the following class labels: ground, car, tree, traffic sign,

house, fence, others. Since our SZTAKI Velo64 dataset contains different class

labels (i.e. vehicle, short facade, street clutter, pedestrian), thus we made first an

assignment from the labels between to Washington dataset and SZTAKI Velo64

in a following way:

• Washington: fence → SZTAKI Velo64: excluded

• Washington: tree → SZTAKI Velo64: excluded

• Washington: car → SZTAKI Velo64: vehicle

• Washington: traffic sing → SZTAKI Velo64: street clutter

• Washington: house → SZTAKI Velo64: short facade

1The SZTAKI Velo64Road Benchmark: http://web.eee.sztaki.hu/i4d/SZTAKI-Velo64Road-DB.html

The Washington Benchmark: https://sites.google.com/site/kevinlai726/datasets
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• Washington: other → SZTAKI Velo64: we filtered out everything expect

pedestrian (by hand, using a point cloud editor software developed in house);

ours: pedestrian

6.2.2 The Proposed Deep Neural Architecture

After a preprocessing step, all the objects are extracted from the low foreground

region (Sec. 6.2). This object list undergoes an appearance based classification,

which provides evidence for discriminating vehicles and pedestrians from other

street entities.

Our labeling considers four object classes. Apart from the vehicle and pedes-

trian classes, we create a separate label for the short facades, which appear in

the low foreground due to the limitations of the height measurement (Fig. 6.1

(a)). The remaining short street objects (benches, short columns, bushes etc)

are categorized as street clutter. Object recognition is performed with a super-

vised approach: 2-D range images are derived from the object candidates, which

are classified by a deep neural network. The classification output for each input

point cloud sample consists of four confidence values estimating the class mem-

bership probabilities for vehicles, pedestrians, short facades and street clutter,

respectively.

The next goal is to express a single differentiable score function between the

raw (depth) image pixels the class membership probabilities by a Deep Convolu-

tional Neural Network. This particular architecture takes advantage of the fact

that the input consists of images and they constrain the architecture in more

sensible way. Since we are dealing with high-dimensional input, it is impractical

to connect neurons in a fully-connected manner, due to the large parameter de-

mand. Rather, we connect neurons only in the local regions of the input image

with convolutional layers. The connections in this networks are local in spatial

dimensions (along image width and image height), but always full along the entire

depth of the input volume. These properties allow the learning of more complex

representation of the input data as we go deeper in the network architecture.

Here, we describe the overall architecture of the proposed CNN model. As

presented in Fig. 6.4, the network contains 10 layers with weights; the first
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Figure 6.4: An illustration of the proposed CNN architecture. The input of
the network is 27648-dimensional, and the number of neurons in the network’s
remaining layers is given by 608 for the first 5× 5 convolution layer, 4872 for the
second 5 × 5 convolution layer, 3 × 1800 for the 3 × 3 convolutional layers and
288-126 for the two fully-connected layer.

eight are convolutional followed by a pooling layer, and the remaining two are

fully-connected. The output of the last fully-connected layer is fed to a 4-way

softmax layer which produces a distribution over the four class labels (i.e vehicle,

pedestrian, short facade, street clutter). Our network maximizes the multinomial

logistic regression objective, which is equivalent to maximizing the average of the

log-probability of the correct label across training examples under the predic-

tion distribution. The ReLU (Rectified Linear Unit) non-linearity is applied the

output of every convolutional and fully-connected layer. The first convolutional

layer filters the 96× 96× 3 input (depth) image with 8 kernels of size 5× 5× 3

with a stride of 1 pixel (this is the distance between the receptive filed centers

of neighboring neurons in a convolution-kernel map). Pooling layers of size 3× 3

with a stride of 2 pixels have utilized after convolutional layers to progressively

reduce the spatial size of the representation, and to reduce parameters in the

network. The second convolutional layer takes as input the pooled output of

the first convolutional layer and filters it with 8 kernels of size 5 × 5 × 4. The

third, fourth, and fifth convolutional layers are connected to one another without

any intervening pooling layer. The third convolutional layer has 8 kernels of size

3×3×4 connected to the (pooled) outputs of the second convolutional layer. The

fourth and fifth convolutional layer of size 3× 3× 4 takes the input of the third
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layer, followed by a pooling layer of kernel size 3×3 with a stride of 2 pixels. The

fully connected layers have 288 and 126 neurons, respectively. The output layer

of the network is defined for four class labels in the end after a softmax layer.

The entire deep CNN architecture consists of 11294 neurons overall.

We trained our model on a NVIDIA 9800 GTX graphics card using Stochastic

Gradient Descent with a batch size of 32. Momentum was used with its hyperpa-

rameter set to 0.85. We initialized the weights in each layer to a zero-mean Gaus-

sian distribution with a standard deviation 0.01. We initialized the neuron biases

with a constant 1. The learning rate was initialized at 0.1 and reduced with an

order of magnitude prior to termination. We trained the network for 1000 epochs

(cycles) through the training set of 2063 images preliminary extracted from com-

plex urban point cloud scenarios and converted into a tensor-compatible depth

representation.

We experienced that during training the proposed model tend to overfit on

the training data, and produces noticeably lower generalization performance on

newly introduced test data. In order to avoid overfitting on our training data

we used a regularization technique called “dropout” [187], consists of setting to

zero the output of each hidden neuron with probability 0.5. The dropped-out

neurons thus do not contribute to the forward pass, and do not participate in

back-propagation. On one hand, this technique reduced complex co-adaptations

of neurons, since a neuron cannot rely on the presence of particular other neurons.

On the other hand, by using dropout the proposed model is forced to learn more

robust features that are useful in conjunction with may different random subset

of other neurons. During the test phase, we use all the neurons but multiply their

outputs by 0.5, which is a reasonable approximation of the geometric mean of

the dropout networks used in the training phase. We used dropout in the last

fully-connected layer in our model architecture, although this technique roughly

double the number of training iterations required to converge.

6.2.3 Model Inference and Post-processing

The car-mounted horizontal RMB LiDAR configuration is generally not well

suited the recognition and analysis of tall field objects (e.g. traffic lights, high-
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mounted traffic signs), since their upper parts often lie out of the vertical field

of view of the sensor. In this section, we do not focus on the discrimination of

these objects, but we extract the large facade segments from the high foreground

regions, which will be used as reference points in contextual analysis of the scene.

These facade segments are typically elongated objects, thus their detection is sim-

ply based on the length measured in the principal direction of the 3-D point cloud

blob. We call henceforward the wall segments extracted in this way as anchor

facades, because we can roughly model the street boundaries relying on them.

The object classification step of section 6.2.2 recognizes the street entities

based purely on appearance features extracted from the individual objects, with-

out considering any other scene elements. However, among the recognizable tar-

gets we must expect the presence of occluded and only partially extracted object

segments, the sample shapes from the different classes may be often confused.

Most frequently, we have experienced that the CNN based classification module

confuses several vehicles with sort facades due to their similar size and shape

parameters. For eliminating these artifacts, we extended our approach with a

contextual refinement step, exploiting topological relations between various scene

objects. Typically the following three situations should be handled:

• Objects with similar shapes to vehicles or street furniture elements may

appear between the building wall segments, which errors can be corrected

through alignment comparison of the short object candidates as shown in

Fig. 6.6(a).

• Some objects in the middle of the road may have very similar (usually high)

CNN confidence values both for the vehicle and short facade classes. This

case typically appears if two closely passing cars are erroneously merged

by the object detector, or when the observed shape is atypical from the

LiDAR’s viewpoint.

• Long vehicles with large side surfaces (such as trucks and trams) are usually

classified as facades with a high confidence gap against the vehicle class.

We have experienced that due to the data sparsity these cases cannot be

efficiently separated at object appearance level, thus here we should rely on

the scene topology instead.
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Figure 6.5: Contextual analysis: calculating the object-anchor facade alignment
distance feature

The contextual analysis module receives as input the sets of anchor facades and

short object candidates, where each short object is assigned to the four class

confidence values (vehicle, pedestrian, short facade and street clutter), and an

initial class label corresponding to the class with the highest confidence by the

CNN classifier. Beside appearance related properties, we define a topological

feature, called alignment distance, between the detected short objects and anchor

facades. The calculation of the d alignment distance term is demonstrated in Fig.

6.5, showing an anchor facade f , and two short objects o and o∗. Let us consider

the d(o, f) distance first. Using PCA, we derive the main axes af and ao of the

object blobs f and o respectively. We determine P1 and P2 as the two boundary

points of o along the axis ao. Let d1 and d2 be the distances of P1 and P2 from

af , and take d(o, f) = d1+d2
2

. Similarly, d(o∗, f) =
d∗1+d

∗
2

2
. In this example, the

alignment distance feature suggests that based on scene topology, o might be a

real vehicle, and o∗ a facade segment.

The process of context based re-classification of the detected short objects

is detailed by Algorithm 1, where IsConfident(oi) is a boolean valued function

returning true iff for oi the ratio of the first and second largest CNN confidence

values is larger than 0.8.

6.3 Experimental Results and Evaluation

First, we performed a quantitative evaluation of the appearance based object

labeling, and the context based refinement step of the classification framework.

For training the CNN classifier, we separated 904 objects from our dataset, which
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(a)

(b)

Figure 6.6: Comparison of (a) purely appearance based (b) joint appearance and
context based classification
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Input: A set of pre-labeled short objects O = {o1, o2, . . . , on}
Input: A set of anchor facades F = {f1, f2, . . . , fm}
Output: A set of objects with modified labels O = {o1, o2, . . . , on}
for i← 1 to n do

if minf∈F d(oi, f) < µ then
Label(oi) ← Facade

else if Label(oi) = Facade then
if !IsConfident(oi) then

Label(oi) ← Vehicle
else

Label(oi) ← LongVehicle

end
return O = {o1, o2, . . . , on}

Table 6.1: Evaluation of the object classification step

OC NO
Correspondence Proposed method, Proposed method,
grouping [58] appearance only appear. & context

Pr Rc Fr Pr Rc Fr Pr Rc Fr

V 684 71 84 77 92 96 94 98 99 99
SF 137 79 52 62 82 63 71 93 77 84

SC 553 87 93 90 91 96 93 92 97 94
P 111 66 57 61 78 75 77 78 78 78

Sum 1485 76 72 74 86 83 85 90 87 89

Notations: Object categories (OC): Vehicle (V), Short facades (SF), Street clutter (SC), Pedestrian (P), Number

of objects (NO), Precision (Pr), Recall (Rc), F-rate (Fr), in %
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Figure 6.7: Object classification result on urban point cloud using deep learning
and contextual analysis. Classified objects are displayed with different colors.

was completed with 434 selected samples of the Sydney Urban Object Dataset

[143]. Thus the training set consists of 1338 objects in total, including 402 vehi-

cles, 261 short facades, 467 street clutter elements and 208 pedestrians. The test

data contains 1485 objects overall, including the remaining 1159 objects of the

SZTAKI Velo64 dataset (588 vehicles, 72 short facades 452 street clutter samples

and 77 pedestrians), and 326 objects from the Washington dataset (126 vehicles,

65 short facades, 101 street clutter samples and 34 pedestrians). During the eval-

uation we counted the correctly and erroneously classified objects, and based on

the calculated confusion matrix we derived the precision, recall and F-rate values

of the detection for each class separately and cumulatively as well. Results of

the appearance based detection step and the context based refinement step can

be compared in Table 6.1. We can observe a significant improvement regarding

the classification accuracy of vehicles and short facades, especially by the large

decrease of the false hits instead of wall segments. As an independent reference

technique, we considered an object matching algorithm based on corresponding

grouping from [58], which compares the detected 3-D object candidates to verified

sample objects from the training data to decide their classes. A similar approach

was followed in [138] for classifying urban objects from street scenarios from dense
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Mobile Laser Scanning data. As shown Table 6.1, the object matching process

[58] can also be adopted to the significantly sparser RMB LiDAR point clouds,

but its performance is about 15% weaker compared to our proposed method,

which presents an 89% overall F-rate. Following [141], we also calculated the avg

precision of the proposed model, and observed similar values to [141]: 0.52 for

vehicles and 0.46 for pedestrians.

6.4 Conclusion

We have proposed an end-to-end pipeline of fast object extraction and classifica-

tion from sparse point clouds, for the purpose of vehicle and pedestrian detection

in urban environments, with jointly utilizing deep learning based object appear-

ance models and contextual scene analysis. The method was validated on real

measurements of a rotating multi-beam LiDAR sensor, and the efficiency was

compared to a baseline technique.



Chapter 7

Conclusions

This thesis proposed approaches four different scene understanding problems,

which are still raise important challenges in 3-D computer vision. The provided

solutions can all be interpreted as algorithms for object detection and scene seg-

mentation, using various sorts of input data (e.g. aerial, mobile point cloud).

Concerning the aerial point clouds, first a novel point cloud labeling technique

has been introduced, which considers the presence of 2.5D occlusions and low

point cloud resolution. We jointly modeled local and global point cloud features

for characterizing the different classes ensuring spatial smoothness of the segmen-

tations in noisy point clouds. Secondly, a novel two-level Marked point process

based method has been chosen as framework for analyzing the vehicle popula-

tions of inner city areas. We have confirmed with quantitative experiments that

modeling the vehicle population as a configuration of rectangle groups allows us

the describe complex traffic scenarios in a more comprehensive way, outperform-

ing the current state-of-the-art approaches. Concerning the terrestrial (mobile)

point cloud sequences, first a 3-D object detection method has been proposed for

fast approximation of urban object locations and dimension. With this method a

significant speedup could be achieved compared to the existing approaches, with-

out any noticeable performance loss. We have also introduced a convolutional

neural network based framework for classifying urban objects in mobile point

cloud sequences. Our solution also incorporated scene contextual analysis to

define topological relations between the object candidates, where quantitatively

proved to reducing misclassification errors. Our models have been tested on a

109
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wide range of point cloud data and we have compared the proposed algorithms

to other state-of-the-art approaches of the selected fields.



Summary

7.1 Methods Used in the Experiments

In the majority of my work theoretical background from the field

of mathematical statistics, probability theory, optimization, machine

learning and computer vision approaches were explored. The pro-

posed model in the first task is an implementation of a Markov Ran-

dom Field (MRF). The output is a segmented aerial point cloud, ob-

tained by global energy optimization:

ξ̂ = argmin
ξ∈Ξ

{∑
p∈O

− logP
(
o(p)|ξ(p)

)
+
∑
C∈C

VC(ξ)

}
, (7.1)

where o(p) denotes observed point cloud features, ξ(p) is a possible

segmentation, C is a set of cliques, i.e. groups of 3-D points containing

neighboring nodes, P is a probability value, and VC denotes the clique

potential function. In this context, Markovian property means that

only the neighboring nodes interact directly.

The presented probabilistic model in the second task is an implemen-

tation of a two-level Marked Point Process. The output is a config-

uration of rectangle groups, where each group belongs to a coherent

traffic segment composed by individual vehicles. The optimal config-

uration is obtained by stochastic optimization over the configurations

of marked points: x = {(x1,m1), (x2,m2), · · · , (xn,mn)}. The solu-

tion of the MPP framework will be the configuration that maximizes
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the model density h(x):

argmaxh(x) = argmax
x

f ∗(x)gY (x), (7.2)

where the model density h(x) is written as the product of an a priori

density f ∗(x), and a data-dependent density gY (x). The aerial point

clouds used in tests regarding to first and second task were provided

by Airbus Defence and Space, Hungary.

In the third task a Support Vector Machine (SVM) has been used for

the separation of samples in a high-dimensional feature space. The

training data denoted by {xi, yi} i = 1, . . . , l, consisted of an arbitrary

feature vector xi ∈ Rn , and output yi ∈ {−1, 1} . The main task in

this method was to find a separating hyperplane xw + b = 0 in the

feature space, with the following attributes:

⋄ w normal to the hyperplane

⋄ |b|
∥w∥

is the distance to origin

⋄ ∥w∥ Euclidean norm of w

Note that in the SVM approach our feature space based on hand-

crafted 3-D descriptors extracted from outdoor LiDAR data, which

are specifically used for vehicle detection.

In the fourth task an implementation of deep convolutional neural

networks have been used. This neural network maps an input x to an

output Θ by defining a mapping function Θ = f ∗∗(x; θ∗) and learns

the values of the parameters θ∗ that result in the best approximation

of the image samples of 3D urban objects from four different object

categories, based on LiDAR measurements.

All discussed algorithms were implemented on Linux environment.

For the implementation of point cloud and image processing methods

in C/C++ I have mainly utilized OpenCV and Point Cloud Library
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[58] software toolboxes. For the graphical user interface of my eval-

uation and data annotation softwares Qt library has been adobted.

This thesis and the corresponding publications of the author have

been prepared in LATEX.

7.2 New Scientific Results

1. Thesis: I have proposed a novel probabilistic approach for joint
detection of vehicles and extraction of coherent traffic segments from
airborne LiDAR point cloud measurements. I have validated the new
method on real data and showed its superiority against state-of-the-art
solutions.

Published in [2],[6],[9],[10],[16].

Analyzing the vehicle populations of crowded cities is a central goal

of automatic traffic monitoring and control, environmental protection

and aerial surveillance applications. However, using remotely sensed

(RS) data, vehicle separation in crowded urban areas remains highly

challenging due to noise and relatively low resolution.

I have introduced an object based hierarchical model for joint prob-

abilistic extraction of vehicles and coherent vehicle groups – called

traffic segments – in airborne LiDAR point clouds. The motivation

of this work is applying Light Detection and Ranging (LiDAR) tech-

nology for this task offers an efficient alternative solution for traffic

analysis versus conventional image or radar-based RS technologies.

1.1. I have proposed an energy minimization based method
for point cloud segmentation into terrain, roof, vehicle, veg-
etation and clutter classes, which jointly considers local and
global point cloud features for characterizing the different
classes, and 3-D neighborhood connection to ensure spatial
smoothness of the classification.

Urban point cloud analysis is an emerging issue in 3-D remote sens-

ing related tasks such as urban modeling, automated surveillance and
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object detection. However, different object detection and recognition

procedures need proper preprocessing steps such as point cloud seg-

mentation (classification).

I have introduced an energy minimization based semantic point cloud

segmentation method for remotely sensed point clouds. Most earlier

methods deal with macro area classification, marking vehicles as part

of the clutter regions. That approach may result inaccurate discrimi-

nation of the vehicle class from other areas.

We specifically focus to construct a probabilistic model for distin-

guishing various semantic classes namely vehicle, vegetation, terrain,

clutter.

1.2. I have introduced a novel two-level Marked Point
process approach, which models the vehicle population as
a configuration of rectangle groups, where each group be-
longs to a coherent traffic segment composed by individual
vehicles.

I have proposed a hybrid model, where the initial point cloud is classi-

fied via 3-D features, but the optimal object configuration is extracted

on a 2-D lattice, after ground plane projection. I have proposed var-

ious image-level features to evaluate hypothesizes of vehicles repre-

sented by their top view bounding boxes.

The model first utilizes as input the classification labels (data terms)

presented in Thesis 1.1., and also exploits alignment constraints (prior

terms) between different vehicles. I have defined an energy function

on the configuration space, where the optimal configuration of the

model was obtained by minimizing the configuration energy using a

modified version of the Multiple Birth and Death algorithm. I have

evaluated the new approach on real data, and compared it to three

different the state-of-the-art algorithms.

2. Thesis: I have proposed a novel solution for fast detection and
classification of 3-D objects from point cloud sequences recorded by a
mobile LiDAR sensor mounted on a ground vehicle. The model has
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been quantitatively validated based on hand labeled data, and its the
advantages has been demonstrated versus state-of-the-art approaches.

Published in: [1],[3],[4],[5],[12],[13],[11].

Co-author publications from the writer of the thesis, where the pro-

posed model has been applied: [7],[14],[15].

Fast 3-D object perception and recognition is a central objective in

various prominent applications, such as autonomous driving, self lo-

calization and mapping, real time environmental survey and event

monitoring. However, automatic object detection and classification

in RMB Lidar point clouds is highly challenging due to the low and

strongly inhomogeneous measurement density, which rapidly decreases

as a function of the distance from the sensor.

I have proposed a new approach for object classification in continu-

ously streamed LiDAR point clouds collected from urban areas. The

input of our framework is a raw 3-D point cloud sequence captured

by a Velodyne HDL-64 Lidar, and we aim to extract all vehicles and

pedestrians in the neighborhood of the moving sensor. I proposed a

complete pipeline developed especially for distinguishing outdoor 3-D

urban objects. The presented approach uses supervised deep learning

and scene context relations among objects ensuring advanced classifi-

cation results even for occluded and partially extracted object blobs,

which may often appear in crowded urban scenes.

2.1. I have proposed a method for fast object detec-
tion especially designed for continuously streamed 3-D range
data. The solution uses a simple, yet efficient two-level grid
data structure and a corresponding connected component
analysis algorithm, producing distinct groups of 3-D points
which belong to different urban objects, with a seed-up of
two orders of magnitude compared to the current existing
solutions.

The reliable perception of the surrounding environment is an impor-

tant task in outdoor robotics. Vision systems with the capability of
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handling continuously streamed sensor data have become important

tools for robot perception. We focus here on the object detection

problem relying on large-scale terrestrial urban point clouds.

The problem of detecting objects on streaming point clouds is chal-

lenging due to various reasons. First, the raw sensor measurements

are noisy. Second, the point density is uneven: The object detection

process is further complicated when the data is continuously streamed

from a laser sensor on a moving platform or a mobile robot. In this

case, we are forced to complete a complex task within a very limited

time frame.

I have defined a new data structure and a corresponding algorithm

which is a basis of an efficient range search technique and a connected

component analysis approach for fast object detection. In addition, an

optimal parameter setting strategy has been proposed for enhancing

the accuracy, which has lead to the same or better detection perfor-

mance than the conventional kd-tree based approaches. More specifi-

cally, the following four main improvements have been implemented:

• Novel 2-D hierarchical grid structure for fast range search in 3-D

• Connected Component Algorithm for streaming data

• Optimal grid resolution in urban environment

• Publishing a new large dataset of hand-labeled 3-D point clouds

The proposed framework has been evaluated in three urban LIDAR

sequences, concerning different urban scenarios, such as main roads,

narrow streets and intersections. Two scenarios have been recorded

in the streets of Budapest, while the third test set has been selected

from a publicly available Benchmark Suite.

2.2. I have introduced a new set of 3-D features (called
vehicle model) for efficient vehicle detection in mobile Li-
DAR point cloud sequences. The main purpose of the pro-
posed vehicle-model is to find an optimal trade-off w.r.t.
speed and accuracy in automated vehicle extraction, while



7.2 New Scientific Results 117

handling missing/occluded object segments and inhomoge-
neous point density.

Extracting efficient object descriptors (i.e. features) is an essential

part in several machine learning techniques, which step usually im-

plements one of the two following strategies.

According to the first strategy, the shape and the size of the objects

are approximated by 3-D bounding boxes. For object classification,

simple features such as the length ratios of object bounding boxes

can be proposed. Here simple features may not be robust enough for

efficient object classification, due to the largely diverse appearances

of the considered object shapes throughout an entire city.

Following the second strategy, a group of existing object classification

techniques use different features, including various shape and con-

textual descriptors. Although these general shape and context based

methods may provide more precise recognition rates for urban objects

than the 3-D bounding box based techniques, they are computation-

ally more expensive, and often do not perform in real time.

To overcome the above-mentioned challenges, I have developed a ve-

hicle model which is a combination of three novel feature extraction

steps. First a new convex hull based 2-D bounding box fitting method

has been introduced, which is used for fast and precise estimation of

the location, size and orientation parameters of the vehicle candidates.

Second, a novel 3-D sphere based feature has been incorporated for

approximating the principal curvatures of the vehicle candidates in 3-

D. Third, object contours have been extracted from the side-view, in

order to obtain a representative shape characteristics of the vehicles

in 2-D.

2.3. I have proposed a novel convolutional neural net-
work based approach for classifying 3-D urban objects in
challenging urban point clouds. We aim to extract all ve-
hicles and pedestrians in the neighborhood of the moving
sensor. Beside feature learning scene contextual analysis has
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been incorporated to define topological relations between the
object candidates by creating a rough approximation of the
road scene boundaries, and using them as anchor points for
precise object label refinement.

The vehicle detection method presented in Thesis 2.2 is based on

an SVM approach, using various hand-crafted features. These de-

scriptors have been obtained by a class specific feature engineering

process, thus it is not straightforward to generalize them to various

other classes.

We propose a multi-class object classification approach, which can be

used for holistic scene interpretation. We extract first all the scene

objects by using fast blob detector presented in Thesis 2.1, thereafter

we divide each object to one of the following four object categories:

vehicle, pedestrian, facade segment and street object. First, we present

a depth image based feature extraction method using as an input

for our deep learning step. Secondly, we define a deep convolutional

neural network model for multi-class object detection. Using these

to components we can avoid object class specific feature properties,

and we can execute the supervised learning procedure directly from

the data. Finally we refine the classification with contextual features

considering the possible expected scene topologies.

7.3 Examples for Application

All the developed algorithms can be used as a preprocessing step

for higher level robot perception or surveillance systems, especially

in 3-D remote sensing, and scene understanding tasks regarding to

mobile robotics. Many of the proposed methods directly corresponds

to completed and ongoing research projects of MTA-SZTAKI.

The research work connected to Thesis 1 has been partially supported

by the DUSIREF project (Dynamic Urban Scene Interpretation and

REconstruction through remotely sensed data Fusion) funded by the
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European Space Agency (ESA), and by the Hungarian Scientific Re-

search fund project titled ”Comprehensive remote sensing data anal-

ysis” (OTKA #101598). The aim of these projects has been to create

generalized frameworks and procedure libraries for representing differ-

ent targets, hierarchic structures and various levels of changes using

remotely sensed 2-D images and 3-D (LIDAR, ISAR or DEM) data.

Our developed methods attempted to collect similar tasks appearing

in different application areas, handling them in a joint methodologi-

cal approach. An important feature of the proposed models was the

separation of the data and application dependent elements from the

abstract hierarchical model structure, which had various levels, such

as pixel, region, object, object group and land cover classes.

Contributions regarding Thesis 2 were in part funded by the inte-

grated4D (i4D) internal R&D grant of MTA SZTAKI. The main ob-

jective of the i4D project was to design and implement algorithms

and system prototypes for the reconstruction and visualization of

complex spatio-temporal scenes by integrating various types of sensor

measurements, including outdoor 4-D point cloud sequences recorded

by car-mounted Velodyne HDL-64E Lidar sensor, and 4-D models of

moving actors obtained in an indoor 4-D Reconstruction Studio. My

specific contribution for this project has been developing novel al-

gorithms for road scene understanding based on Lidar measurement

sequences, including point cloud segmentation and object recognition

tasks. Based partially on these results, we also published an interna-

tional patent (No. WO/2014/188225), which describes the complete

i4D system. The last part of the thesis works was supported project

no. #K-120233 of the Hungarian National Research, Development

and Innovation Fund.





Appendix A

Supplementary Material on
Probability Theory

This appendix summarizes some basic concepts and theorems of probability and

statistics, which are used in the thesis. We will refer to elementary definitions of

random processes, such as point process, Poisson process or marked point process,

for which a detailed introduction can be found in [21].

First we introduce conventional point Processes and point configurations,

then we emphasize how we handle probability independence and density between

points. We define the geometric constraints of point processes, and describe the

extension of the probabilistic framework towards Marked Point Processes.

A.1 Point Processes

Consider K, a compact subset of Rn. K represents the image support, where the

image coordinates are projected in a continuous space. A configuration of points,

denoted by x, is a finite unordered set of points in K, such as x1, x2, · · · , xn. The
configuration space, denoted by Ω, is therefore written as:

Ω =
∪
n∈N

Ωn, (A.1)

where Ω0 = {∅} and Ωn = {{x1, x2, · · · , xn}, xi ∈ K, ∀i} is the set of the

configurations of n unordered points for n ̸= 0. The Lebesgue measure on K has
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been used, written as Λ(K), to measure the configuration space. Given that we

are working with unordered sets of points, we can therefore measure Ω as follows:

λ∗(Ω) =
∞∑
n=0

λ∗(Ωn) =
∞∑
n=0

Λ(K)n

n!
= expΛ(K)

Let
(
P,A, P

)
be a probability space, and let X be an application of P to Ω.

For every element of the Borel set A ∈ K let NX(A) be the number of points

of X that fall in the set A. A point process is then defined as follows:

Definition 9 (Point Process) X is a point process on K if and only if, for
every element of the Borel set A ∈ K, NX(A) is a random variable that is almost
surely finite.

A.2 Poisson Processes

Assuming that a discrete probability function (pn)n∈N is given to simulate points

in a configuration, and a family of symmetric probability densities

{jn(x1, x2, · · · , xn)}n∈N on Kn, to distribute the points in K. According to this

information, we can model a classical process, namely the Poisson process:

Definition 10 (Poisson Process) A point process X on K is called a Poisson
process with intensity measure λ∗(·) if and only if:

• NX(A) follows a discrete Poisson distribution with expectation λ∗(A) for
every limited Borel set A ∈ K, and

• for k non-intersecting Borel sets A1, A2, · · · , Ak, the corresponding random
variable NX(A1), NX(A2), · · · , NX(Ak) are independent.

We are favoring configurations of points that have a non-homogeneous distri-

bution on K. This property in the image can be advantageous and useful when

we have information regarding the location of the objects being detected. To do

this, the intensity measure λ∗(·) needs to be chosen as a non-uniform measure on

K. In general, this is done using an intensity function λ⋄(·) > 0, which is defined

as the Radon-Nikodym derivate of λ∗(·) with respect to the Lebesgue measure:
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∀A ∈ K,
∫
A

λ∗(x)Λ(dx) <∞

A.3 Fundamentals of Marked Point Processes

To define the probability measure associated with a Poisson process, we reconsider

the configuration space measure and the sum over the number of points. For every

Borel set B, the probability measure πλ∗(B) is given by:

πλ∗(B) = exp−λ∗(K)

(
1[∅∈B] +

∞∑
n=1

πλ∗n(B)

n!

)

At this point, we can control the point density of the configurations, as well

as their distributions in space, by means of the intensity function. On the other

hand, this simple process does enforces neither any correlation between the points,

nor any constraints on their relative position. To add such constraints, we con-

sider point processes that are defined by a density that is relative to the Poisson

measure.

The measure defined by P (A) =
∫
A
f ∗(x)dπλ∗(x), for every Borel set A ∈ Ω,

is the probability measure on Ω that defines a point process, where f ∗ is the

probability density (Radon-Nikodym derivate) with respect to the πλ∗(·) law of

the Poisson process, such that:

f ∗ : Ω→ [0,∞],

∫
Ω

f ∗(x)dπλ∗(x) = 1

Such a model makes it possible to support or penalize geometric properties,

such as groups of points or presence of lines or even simple shapes like rectangles

or spheres, thus this open interesting possibilities for modeling the scene.
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We have, until now, considered the configurations of points. In object de-

tection applications, the goal is to extract set of objects instead of points. We,

therefore associate a low dimensional parametric object to each point. A point

is then defined by its location xi and a random vector mi ∈M , called the mark,

which defines the object. We thus have the following definition:

Definition 11 Marked Point Process A marked point process on λ⋄ = K×M
is a point process on λ⋄ for which the positions of the points are in K and the
marks are in M , such that the unmarked point process is a well-defined point
process on K.



Appendix B

Summary of Abbreviations and
Notations

Abbreviation Concept
LIDAR Light Detection and Ranging Technology
ADAS Advanced Driving Assistance System
RBM Rotating Multi-Beam (LIDAR sensor)
FoV Field of View
MPP, sMPP Marked Point Process, Single-level Marked Point Process
L2MPP Two-level Marked Point Process
MBD Multiple Birth-Death Algorithm
CNN Convolutional Neural Network
DGM Digital Ground Model
BD Box-decomposition (tree data structure)
EM Energy Minimization
DR Discrete Return Airborne LIDAR System
MRF Markov Random Field
SVM Support Vector Machine
SA Simulated Annealing (optimization method)
ICM Iterated Conditional Modes (MRF optimization technique)
MCMC Markov Chain Monte Carlo algorithm (optimization method)
GT Ground Truth
TP , TN true positive, true negative (evaluation parameters)
FP , FN false positive, false negative
e.g. for example (from latin: ‘exempli gratia’)
i.e. in this case (from latin: ‘id est’)
w.r.t. with respect to

125
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Variable Definition
L 3-D point cloud
l Number of the points in point cloud L

p Parametrized notation of a 3-D Point L = {p1, . . . , pl}, where
each point, p ∈ L is associated to different parameters

xp, yp, zp Coordinates of the 3-D geometric location of the point p
gp Intensity (or gray level) value associated to the point p
np Number of echoes (or returns) from the direction of p
rp Index (ordinary number) of the echo associated to point p

from its direction (i.e. rp ≤ np)
G(Q,EG) MRF graph with set of nodes Q and edges EG.
q Abstract node of a graph G, q ∈ Q (without emphasizing

which is the corresponding point in the input point cloud)
e Edge of a graph (e ∈ EG)
VG Neighborhood system of G graph
VG
q Neighborhood of node q in G (VG

q ∈ VG)

V Neighborhood system of L point cloud
Vϵ(p) The ϵ neighborhood of p in L (Vϵ ∈ V)
ρ Point density of the scan measured in points/m2

Θ Label set (#Θ = J)
ξ, ξi Abstract label or class identifier
ξ(p) Class label assigned to a given 3-D point p (ξ(p) ∈ Θ)
ξ(q) Label of node q in G (ξ(q) ∈ Θ)
ξ Global labeling: {[q, ξ(q)]|q ∈ Q}
Ξ Set of all the possible global labelings (ξ ∈ Ξ)

ξ
Y

Label subconfiguration corresponding to set Y ⊆ Q (ξ
Y
⊆ ξ)

o(p) Observation vector (∈ Rn) assigned to a 3-D point
parametrized by different features

o(q), o(q) Observation vector (∈ Rn) assigned to node q ∈ Q
O Global observation on G: {o(q) | q ∈ Q}
C Clique of G
C Set of cliques in G
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Variable Definition
VC Potential of clique C
V{q1,...,qn} Potential of a clique containing nodes q1, . . . , qn
µξ(p) Inverse MRF membership (or energy) function
ζ Sigmoid functions (soft thresholds)
x ∈ R Scalar valued fitness descriptor
τ Soft upper threshold of the inverse membership function
m Steepness parameter used for normalization
E Energy function on the space of the possible global point cloud

labellings Ξ
κ The weight of the energy interaction term
G 2-D grid data structure
WG Rectangle width of a 2-D grid data structure
zp Point elevation value
Tp Terrain Model: average of zp point elevations in a grid cell

neighborhood
fi Notation of an ith arbitrary feature which belongs to pi 3-D

point
pq Query point for neighborhood search
S Pixel lattice
s Single pixel (s ∈ S)
L⋆ 2-D Label map
χ(s) Set of points of L⋆ projected to pixel s (χ(s) ⊂ L⋆, s ∈ S)
ν(s) Label of pixel s (s ∈ S)
D 2-D label and intensity map jointly represented
u single object in the MPP framework (i.e. vehicle candidate

in our task)
cx, cy Coordinates of the center pixel of u (c ∈ S)
eL, el Side lengths of u
θ Orientation of u (θ ∈ [−90◦,+90◦])
H The space of u objects
Ω The space of object configurations
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Variable Definition
ω An arbitrary object configuration ({u1, . . . , un} in Ω)
∼ neighborhood relation ∼ in H: u ∼ v iff the distance of the

object centers is smaller than a threshold (u, v ∈ H)
Nu(ω) The neighborhood of u in configuration ω
ΦD(ω) Energy function over the object configuration space (ω ∈ Ω)
ωME Minimal energy object configuration

f (·)(u) Feature which evaluates a vehicle hypothesis for u (H→ R)
φfd(u) Data-driven energy subterm for u

df0 Object acceptance threshold for feature f (·)(u)
Ru The pixels of the image lattice lying inside the u vehicle can-

didate’s rectangle (Ru ⊂ S)
T up
u , T bt

u , T lt
u , T

rg
u The upper, bottom, left and right object neighborhood regions

of u
I(u, v) Overlapping coefficient for u and v objects
ΨD(u,Nu) Local object energy of u in neighborhood Nu

b0 Birth rate in Multiple Birth-Death Algorithm (MBD)
β Inverse temperature parameter in Multiple Birth-Death Al-

gorithm (MBD)
δ Discretization step Multiple Birth-Death Algorithm (MBD)
dω(u) Death rate in Multiple Birth-Death Algorithm (MBD)
ψ Traffic segment i.e. a configuration of n vehicles, ψ =

{u1, . . . , un} ∈ Hn

dψ(u) Alignment distance measurement i.e. arrangement between
vehicle u w.r.t. to traffic segment ψ (dψ(u) ∈ [0, 1])

A(u, ψ) Arrangement data term between u vehicle and ψ traffic seg-
ment

t(i, j) The normalized intersection area of object rectangle i and j
(used for evaluation)

T Similarity matrix for MPP evaluation
A Object assignment by the Hungarian Algorithm (used for eval-

uation)
K A compact subset of Rn. Image coordinates are projected in

a continuous space
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Variable Definition
x Configuration of points in a Point Process
xi Object in the configuration x.
Λ(K) The Lebesgue measure on K to measure the configuration

space
λ∗(·) Intensity measure of a Point Process configuration
λ⋄(·) Intensity function of a Point Process configuration (Radon-

Nikodym derivate of λ∗(·))
A Borel set of K (A ∈ K)
Y Abstract notation of data (data of interest) in image
πλ∗(·) Probability measure associated to the intensity measure of

Point Processes
f ∗(x) Probability density (a priori) of Point Process configuration

x
gY (x) Probability density (data-dependent) of Point Process config-

uration x
x̂ Maximal probability density of Point Process configuration x
α Control parameter (i.e. number of points) in a MPP configu-

ration
ϱ Control parameter (i.e. point gathering) in a MPP configu-

ration
(Xt) Abstract notation of Markov chains (t ∈ N)
ζ Scaling factor in the Hierarchical Grid Model
m Merging criterion in the Hierarchical Grid Model
fg Cell fitness value in the Hierarchical Grid Model
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[11] A. Börcs, B. Nagy, and C. Benedek, “Utcai objektumok gyors osztályozása

LiDAR pontfelhősorozatokon,” in Conference of Hungarian Association for

Image Analysis and Pattern Recognititon, (Szováta, Románia), January
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[64] M. Himmelsbach, A. Müller, T. Lüttel, and H.-J. Wünsche, “LIDAR-based

3D Object Perception,” in Proceedings of 1st International Workshop on

Cognition for Technical Systems, (München), Oct. 2008. 4.1.2, 4.2, 4.3.2

[65] H. Hu, D. Munoz, J. A. Bagnell, and M. Hebert, “Efficient 3-D scene anal-

ysis from streaming data,” in IEEE International Conference on Robotics

and Automation (ICRA), (Karlsruhe, Germany), 2013. 4.1.2, 4.2, 4.3.2

[66] A. Teichman, J. Levinson, and S. Thrun, “Towards 3D object recognition

via classification of arbitrary object tracks,” in International Conference on

Robotics and Automation, 2011. 6.1, 6.2.1

[67] C. Liang-Chia, H. Hoang Hong, N. Xuan-Loc, and W. Hsiao-Wen, “Novel 3-

D object recognition methodology employing a curvature-based histogram,”

I. J. Robotic Res., vol. 10, pp. 1019–1037, 2013.

[68] A. Petrovskaya and S. Thrun, “Model based vehicle detection and tracking

for autonomous urban driving.,” Auton. Robots, vol. 26, no. 2-3, pp. 123–

139, 2009.
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