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Abstract
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Complex Methods for Automated X-ray Image Analysis
by Gergely Gyula O RBÁN
X-ray imaging based diagnosis plays an important role in today’s clinical practice.
It is essential for the detection, localization and analysis of disorders and diseases, contributing to an effective treatment. One of the most important usages is the visualization of early stage cancerous tumors, useful for targeted screening of the population.
In the current work, novel methods are proposed for computer assisted analysis
of X-ray images. Solutions in this area already exist; however, with limited precision
and scope. The goals of the proposed new methods are threefold. First, to improve
the precision of automated diagnosis to make it more dependable and reduce misdiagnosis. Second, to extend the scope of findings to enable a more comprehensive usage.
Third, to enable automated diagnosis on new modalities promising better accuracy to
cost ratio.
The contributions of this thesis can be categorized into three major areas. The first
group of proposed methods contains improved and novel image filters for lesion detection aiming at a more precise and broader set of findings in projection images. Proposals include a shape constrained extension of a gradient convergence based filter, also
a contrast based method suitable for handling background variations, and a learning
filter based on outlier detection.
The second group of proposals include methods combining heterogeneous information sources for improving X-ray scan analysis. First, an algorithm is described for
the optimal combination of different object detectors for a common figure of merit.
Second, the effect of bone shadow removal is investigated on chest radiographs and a
method is given for improving lesion detection. Third, new kernel functions are proposed to improve classification accuracy of lesions. As a part of this, an optimal set of
image features are selected for a kernel in feature space, other kernels directly comparing images are borrowed from different image recognition tasks, and novel features are
investigated based on patient metadata and external diagnostic systems.
Results in the third group aim at the analysis of digital tomosynthesis scans, a relatively new and unexplored modality of X-ray based chest imaging. First, a common
vascular tree segmentation method is modified and extended to adapt well for the new
modality. Second, several existing and newly proposed lesion detector filters are compared based on their utility for digital tomosynthesis.
As an application of the previous results, complete computer aided detection schemes
ares proposed for lung lesions both for chest radiographs and digital tomosynthesis
scans. The two modalities are compared.
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Introduction
1.1

Introducing X-ray based diagnostics

The term diagnostics is often defined as a class of problems with the goal of identifying
errors in objects, processes or living organisms. A typical example is the detection
of manufacturing errors in a production line. While diagnostics can be conducted by
either humans, machines or in cooperation, in all cases it involves the collection and
processing of signals as a first step and some kind of inference as a second. In the
production line example, the input signal could be the set of light rays perceived by
a camera or a human eye. Then the shape of the product could be determined by
processing this signal, and the inference step could decide if the detected shape is close
enough to the desired shape of the product.
In many of the problems of diagnostics, the input signal is available – partly or
completely – in the form of static images. These images describe some property of a
set of points in space at a certain point in time. The property can be for example the
spectrum of reflected electromagnetic waves or the density of matter. A special kind of
density, called radiodensity, describes the tendency of matter to absorb electromagnetic
waves of certain frequencies. Typical examples of radiodensity based examinations
are airline security checks and detection of bone fractures, both using electromagnetic
waves falling in the class of X-rays.
The current study restricts to diagnostics identifying diseases in humans based on
static images. This type of diagnostics plays an important role in today’s clinical practice. Visualizing the patient – from the scale of a few molecules to the entire body – can
contribute greatly to making precise diagnosis and decisions. Common examples are
magnetic resonance imaging, ultrasound or various kinds of molecular diagnostics. A
large part of medical imaging today relies on radiodensity images made by using Xrays. Since Wilhelm Röntgen discovered X-rays in 8th November 1895, many different
applications arose in medical imaging. The most well known modalities are X-ray computed tomography (CT) and conventional radiography, commonly called X-ray. X-ray
based medical imaging will be the main focus of this study.
The goal of X-ray imaging is to visualize the inner structure of the human body. This
is done by approximating the radiodensity of regions in space. As different organs
tend to have different radiodensity, various types of tissues become distinguishable.
The initial form of X-ray imaging, used in radiography, is only able to measure the
aggregated radiodensity along the straight lines determined by the path of the X-rays.
The application of the results of Radon, 1917 (translation: Radon, 1986) is one way
to enable the approximation of radiodensity of distinct points in space from multiple
projections, making three-dimensional visualization also possible.
In its current state, X-ray imaging is able to reliably solve many problems in clinical practice. For example, radiography clearly shows bone fractures or diseases like
1
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tuberculosis (TBC) in the lung. Finer grained techniques like CT can visualize subtler
structures like small tumors in various organs. These are essential tasks to reliably diagnose diseases and start treatment if necessary. Before discussing the current problems
of state-of-the-art X-ray imaging, I narrow down the focus along the health problems
to be diagnosed. In this study the focus is mainly on lung diseases with the highest
mortality, shortly introduced in the next section.

1.2

Lung diseases in focus

X-ray imaging can visualize a vast number of lung diseases like pneumonia or emphysema. In the current study, the focus is on a subset: lung cancer, tuberculosis (TB) and
a more general group of interstitial lung diseases (ILD). These are diseases with among
highest mortality, and raising non-trivial challenges for diagnosis.
Lung cancer is one of the most common causes of cancer death. Incidence is high
and survival rate is extremely low. According to recent statistics from the US (see Siegel
et al., 2014), the number of expected new cases for 2014 involve 0.07% of the population,
and 5 years survival rate is only around 18%. Low survival rates are partly caused by
the fact that most cures are only effective in the early and symptomless stage of the disease when it often stays undetected. It has recently been shown by Kramer et al., 2011
that mortality can be reduced with an early diagnosis when done in a mostly symptomless stage of the disease. Therefore the success rate of the treatment can potentially
be increased by improving the accuracy of diagnoses and with regular examination of
the population (i.e. screening). Achieving either one poses great challenges.
Tuberculosis – a type of ILD – is another serious disease of today with high incidence and fatality rate. It mostly affects the developing world, and Human Immunodeficiency Virus (HIV) patients are particularly affected. The estimated number of new
cases in 2012 were roughly 0.12% of the global population while 0.02% of all death cases
are accounted to TB according to World Health Organization et al., 2013. The current
treatments for TB are effective, provided that the patient is diagnosed early enough.
This is often not the case in the developing world due to the lack of resources.
ILD refers to a more general group of diseases including more than a hundred different disorders. A classification of ILD types can be found in Demedts and Costabel,
2002.

1.3

Selected challenges of X-ray based diagnostics

Despite its strong capabilities, at least three main problems can be identified with current X-ray based methods, undermining precise diagnosis.
First, X-ray is a kind of ionizing radiation, posing a health risk for the patient.
Health risks are low but not negligible according to Brenner et al., 2001 and Sodickson
et al., 2009, so lowering dosage is still desirable. Changing dosage means a trade-off between health risks and image quality, and the latter is directly affecting the diagnostic
value of the examination. Keeping the diagnostic value high while lowering dosage is
possible either by improved hardware, by more sophisticated image processing or by
more careful analysis of the images. Computer aided detection (CADe) – the addition
of a machine expert to the clinical practice – contributes to the solution by facilitating
more careful analysis.
Another problem of current X-ray techniques is the high cost of operation. The
time needed for creating a scan per patient combined with high device costs and the
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time needed to analyze the resulting images all contribute to major costs, especially as
image detail level increases. On the other hand, at least annual examination of a large
part of the population would be necessary to enable early diagnosis of the diseases
discussed above, confirmed by studies of Shlomi et al., 2014, Furlow, 2014. This would
result in unacceptable costs with current technology. By helping human analysts in
their work by providing an automated analysis by a CADe system, the overall cost can
be considerably reduced.
The third problem of X-ray based diagnostics is frequent misdiagnosis caused by
the difficulty of correct interpretation of the scans. The difficulty mainly originates
from the following properties. First, there is a vast number of anatomical structures
present in chest images, and they overlap in many places in a scan. Second, there is
no color information to distinguish different tissues, just intensity, and the contrast is
typically very low. Intensity is not even calibrated except for CT, and dose techniques
– like chest radiography – are particularly affected. Lastly, the anatomical structures
in question are varying in shape and hard to model. All these difficulties make correct
analysis hard even for highly trained professionals. As a result, there is a tendency to
overlook subtle signs of diseases, typically small cancerous tumors. It has been shown
that more than 30% of early stage tumors are overlooked in chest radiographs in clinical
practice, see studies of Muhm et al., 1983, Quekel et al., 1999, Shah et al., 2003 and Doi,
2007. This can be mitigated by more careful analysis of the images, for example by
adding a CADe system as an extra automated observer.
Involving a computer aided detection (CADe) system in the clinical process has
the potential to mitigate all three problems, confirmed multiple studies, for example
Kobayashi et al., 1996; MacMahon, Engelmann, et al., 1999; De Boo et al., 2009. Even
partially solving these issues can have a large positive impact on the population, therefore these problems serve as the main motivation for conducting research in the area of
automated X-ray analysis.
The next part focuses on the three modalities of X-ray based imaging targeted by
this research. This is followed by the state-of-the-art in CADe for the modalities.

1.4

Chest radiography (CXR)

Radiography is definitely the most common X-ray based modality in medical imaging.
It is based on the observation that human tissue absorbs, scatters and lets through
certain short wavelength electromagnetic waves with different probability depending
on its density. To measure this, directed electromagnetic waves of certain frequency
range are emitted towards the subject, and intensity is measured on the other side of the
subject by a detector. A collimator after the source shapes the X-ray beam and focuses it
on the area of interest. A grid before the detector is responsible for absorbing scattered
waves. This allows to estimate the total attenuation of the rays by the subject along
the direct path between the source and the detector, resulting in a two-dimensional
(2D) summation image. While the detector was originally a photographic film, today
it is a high resolution flat panel detector enabling convenient post-processing of the
images. In chest radiography the subject in focus is the lung. An example geometry for
image acquisition can be seen in Figure 1.1. Radiography is described in more details
in Thomas and Banerjee, 2013.
The response image of the detector can be raw or inverted. While both variations
are widely used, in this work positive images are assumed, where denser structures are
darker.
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F IGURE 1.1: Acquisition geometry of the CXR projection. X-rays are
emitted by a point-like source and the attenuation is measured by a detector on the opposing side of the target object.

F IGURE 1.2: Example findings on chest radiographs. A patient with
a visible nodule of lung cancer (left), an infiltrated area caused by an
unspecified ILD (middle) and lung infection caused by TB (right).

Chest radiography is able to visualize cancerous tumors above a certain size, furthermore the signs of most ILD. Cancerous tumors appear on chest X-rays mostly as
approximately circular, relatively homogeneous and dark shadows called lung nodules. Irregular, dark structures called infiltrated areas can also be a sign of lung cancer; however, these can also indicate diseases like tuberculosis (TB) or other interstitial
lung diseases (ILD). Three examples are shown in Figure 1.2. A comprehensive reading
about lung diseases can be found in Lange and Walsh, 2007.
Reading radiographs is a difficult task. While some pathological cases are easy
to identify many others are extremely hard to spot, making the field of radiograph
analysis very challenging. Research results of Muhm et al., 1983, Quekel et al., 1999,
Shah et al., 2003 and Doi, 2007 showed that more than 30% of early-stage tumors can
be overlooked even by trained radiologists. Two low-contrast examples are shown in
Figure 1.3.
The great variety of structures to be detected makes it even more difficult to properly diagnose radiographs. A few fundamentally different structures were already
shown in Figure 1.2, but the variety is great even for a single type of structure like
cancerous tumors. A few examples are shown in Figure 1.4.
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F IGURE 1.3: Hard-to-find malignant tumors in chest radiographs. The
bottom row shows magnified images of the present lung nodules.

F IGURE 1.4: Different shapes of cancerous tumors in chest radiographs.
Left to right: a circular, an elongated, a spiculated and a spread out nodule with a less definitive border.
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Another limitation of chest radiography is its limited diagnostic power. In most of
the cases, the exact cause cannot be determined based only on the radiograph. This
is why in clinical practice all suspicious patients are marked and referred for further
examination.
While the above problems caused chest radiography to lose some of its importance
in favor of CT, it still has a good potential for screening, as costs per patient and health
risks are both lower compared to alternatives. The issues with low sensitivity can be
mitigated by involving computer analysis in the screening procedure.
The aim of computer aided detection and diagnosis (CADe for detection only, CAD
for diagnosis) is to automatically detect lesions, helping the human examiner. According to studies of Kobayashi et al., 1996, MacMahon, Engelmann, et al., 1999 and De Boo
et al., 2009, efficiency of lung screening can be improved by using a CADe system; however, the work of B. de Hoop et al., 2010 warns that further training of the users may
be necessary, as they often find it hard to differentiate between true and false findings
of the machine. The goals of these systems are to find as many true lesions as possible
– have high sensitivity – and produce only a small number of false detections – to give
the examiner less extra work.

1.5

Chest digital tomosynthesis (DTS)

Tomosynthesis is an imaging technique creating X-ray projections in various angles
and reconstructing a three-dimensional (3D) volume of the subject. It started to evolve
along the works of Plantes, 1932; Garrison et al., 1969; Miller, MoCurry, and Hruska,
1971; Grant, 1972. In the original setting the detector moves along a straight line parallel to the patient, while the detector moves in the opposite direction as shown in
Figure 1.5. During the movement, the detector – synchronized with the source – makes
several snapshot images of the patient. A simple reconstruction is possible by summing up the snapshot images with a given translational offset before each addition.
By varying the offset, different planes in the patient get into focus, while other planes
are present as blurred background noise. This is called the shift and add method or
backprojection. The state-of-the-art version of tomosynthesis relies on digital image
acquisition and it is called digital tomosynthesis.
While the basic theory of reconstruction is shared with CT, there are fundamental
differences in the resulting scans. The angular range of projections in tomosynthesis
is limited resulting in moderate resolution along the depth axis (perpendicular to the
detector plane); however, every projection yields a full, 2D radiograph with high resolution. An example projection and reconstructed slice can be seen in Figure 1.6.
Chest DTS attempts to combine the best features of CXR and CT. While it produces
cross-sectional slices in the 3D space like CT, it can keep dosage levels down to a few
times of conventional CXR at the cost of moderate depth resolution. The hardware is
also cheaper than CT as it requires a simpler mechanics due to the lack of components
moving at high speed. Additionally, to save time and room space at clinics, it can also
function as a CXR machine when a single projection image is sufficient. Observer studies by Vikgren et al., 2008 suggest that the sensitivity of DTS is between the sensitivity
of CXR and CT when used by physicians, and it shows most benefits compared to CXR
for finding nodules smaller than 8 mm.
While DTS being a promising technique, it requires the examiner to process an
order-of-magnitude larger amount of data compared to CXR due to the results being in
3D. At the same time, objects are typically blurred along the depth dimension making
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F IGURE 1.5: Acquisition of the DTS projections. More radiograph-like
projections are created from different angles by moving both the source
and the detector.

F IGURE 1.6: A example DTS projection (left) and a reconstructed slice
(right) sampled with an early prototype machine. The subject is a lung
phantom containing lung nodules attached to metal markers. Note that
the nodule in focus is clearly visible in the reconstructed slice while less
obvious in the original projection.
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F IGURE 1.7: Examples of MLO mammograms with visible masses
marked by the arrows.

detection of lesions harder compared to CT. Both of these difficulties are potentially
mitigated by CADe systems processing DTS images.

1.6

Mammography

Mammography is an X-ray imaging based technique similar to chest radiography with
the subject being the breast of women. While not in the main focus of this work, it
occasionally appears in evaluation hence the brief introduction here.
The main target of mammography is to detect signs of breast cancer. Breast cancer
shows similarly high incidence figures as lung cancer; however, 5-year survival rates
are much higher, over 80% in the developed world according to Siegel et al., 2014.
Early diagnosis is still essential, as many of the fatal cases are due to the spread of the
disease to other organs where treatment is more difficult. As a counter-measure, many
countries operate annual or bi-annual screening programs using mammography.
Cancerous tumors in mammograms can appear in various ways, like large dense
masses or group of microcalcifications. The masses are often circular, somewhat resembling to lung nodules. On the other hand, the border of these masses are usually less
smooth than in the lung. A few example cases can be seen in Figure 1.7 in mediolateral
oblique view (MLO) mammograms.

Chapter 1. Introduction

1.7
1.7.1

9

State-of-the-art
CADe for CXR

In the past decades, automatic lung lesion detection for chest radiographs has been
extensively studied. Most proposed methods follow a common scheme. A model is
assumed describing the targeted objects, and image processing algorithms are applied
to enhance nodule shadows based on this model. The models are designed to include
all the possible variations of the targeted lesions to minimize the number of false negative cases. The imperfection of the models implies that many false positive regions are
also enhanced. After extracting the enhanced, lesion-model-like areas, false findings
are partly eliminated with a classifier. The input of the classifier consists of various
features that can ideally help to distinguish true and false positive findings.
Most studies focus on small, hard-to-detect lung nodules, pursuing cancerous tumors. They almost always describe the lesion with a single model. Although measurements are present for every system, these are rarely comparable, as some details of
the test methods are missing or the test database is not available. Next, the most well
known solutions will be briefly introduced in chronological order.
M.L. Giger et al., 1990 used the so-called difference image technique that creates
a nodule enhanced and a nodule suppressed image by two different filters, and outputs the difference which ideally eliminates everything but the shadow of nodule-like
objects. They utilized various geometry features to leave out false findings; however,
they used less powerful methods for classification. S. Lo et al., 1995 applied a matched
filter and sphere template matching to enhance round shaped objects, and filtered false
results with a convolutional neural network (CNN). They measured good performance
but only on a small set of images. Yoshida et al., 1995 used two enhancers: a difference
image algorithm and wavelet transform sensitive to subtle nodules. Here, the authors
integrated two different – though overlapping – lesion models, used them in combination and got superior results to the single algorithm solution. However, they did
not incorporate any kind of false positive reduction technique. X. Xu et al., 1997 employed another difference image algorithm. For false positive reduction, they created
a hybrid system using an artificial neural network (ANN) and a rule-based technique.
Carreira et al., 1998 took normalized cross-correlation to enhance areas similar to a
nodule model and classified nodule candidates in curvature space. Penedo et al., 1998
focused on the utility of neural network for nodule enhancement. They utilized an
ANN to select only true findings. They presented the results on a moderate-sized, private database extended by simulated nodules. Mao et al., 1998 evaluated the nodule
enhancing capabilities of fragmentary window filtering. The authors presented preliminary results on a few generated radiographs. Q. Li, Katsuragawa, and Doi, 2001
introduced a technique for false positive reduction by comparing candidates to a nodule and a non-nodule template database. Wei, Y. Hagihara, et al., 2002 used a nodule
model based on radial gradient vectors by applying adaptive ring filter, focusing only
on rounded shapes. A statistical classifier based on Mahalanobis distance separated
true and false findings. The classifier input was a result of a feature selection algorithm
choosing relevant ones from 210 features. They evaluated the system on a radiograph
database created by the Japanese Society of Radiological Technology (JSRT) also used
in this study (see Section 1.11.1.1). This database later became a standard for publishing comparable CADe results. The presented system showed high sensitivity, but the
large number of included features suggests a risk of over-training. Keserci and Yoshida,
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2002 used the common difference-image scheme. In this case, they applied matched filter for nodule enhancement, while smooth-ring filter for suppression. Wavelet snake
based geometric features and morphological operators helped an ANN to classify candidates. They tested the algorithm on a subset of the JSRT database. Coppini et al., 2003
integrated a multi-scale Laplacian of Gaussian (LoG) filter and a Gabor-filter to raise
suspicious areas, while false findings were eliminated by an ANN using fuzzy coding.
They published comparable results on the JSRT database; however, the number of false
positives was high, relative to sensitivity. Yoshida, 2004 developed an algorithm for
false positive reduction exploiting the quasi symmetry of the lung. They proposed a
wavelet based image registration algorithm that allows contralateral-subtraction1 . The
performance of the whole detection process was not published there. K. Suzuki et
al., 2005 used the difference-image technique to enhance nodules, and multiple methods to eliminate false positives. The latter involves linear discriminant analysis and
rule-based methods followed by a multiple massive-training ANN. Low false positive
rates were measured but on a relatively small, private database. Shiraishi, Q. Li, et al.,
2006 enhanced nodules with average radial gradient filtering. The filter worked adaptively based on anatomical classification. Three types of ANN, and symmetry analysis
helped to classify candidates. They experienced a relatively high number of false positives; however, the numbers are not comparable because of the private database used.
A.M.R. Schilham, Van Ginneken, and Loog, 2006 searched for Gaussian scale space
maxima in multi-scale to detect different sized nodules and a k-nearest neighbor (kNN) classifier. They tested the algorithms on the JSRT database, where the solution
performed well only at higher false positive rates. Campadelli, Casiraghi, and Artioli,
2006 applied a filter searching for round-shaped objects in multi-scale and a support
vector machine (SVM) to classify initial results. They included opaque areas – lying
outside of the viewable lung area – in the search and achieved good results on the
JSRT database; however, some details of the test methods were not described. Pereira,
Fernandes, et al., 2007 introduced a new filter based on the convergence of radial gradients called the sliding band filter (SBF). They published results on the JSRT database
without a false positive reduction step. Shiraishi, F. Li, and Doi, 2007 involved lateral
images to improve accuracy while using edge gradients to enhance nodules, and an
ANN combined with a rule-based technique to filter them. Although involving lateral images improved sensitivity, these extra views are usually not available at routine
screening. Acharyya, Chakravarty, and Stoeckel, 2008 proposed a feature characterizing nodule smoothness using a random process-based fractal image processing technique. Although classification performance was promising, they validated the method
only on a small number of images. Russell C. Hardie et al., 2008 introduced a modified convergence index (CI) filter to find initial round shaped candidates and a Fischer
linear discriminant classifier to select only positive findings. Although a linear classifier has many advantages, it bottlenecks the system, as the separation problem is almost certainly nonlinear. The authors tested their solution on the JSRT database while
training on a large set of images from another database. Weng et al., 2009 proposed a
solution based on a difference image technique and SVM classification. They used the
statistics of gradients as features. Although they included the JSRT in the testing, they
published results only on a merged database. Snoeren et al., 2010 proposed a method
to train a system with simulated nodules. For the extraction of nodule candidates they
utilized a neural network based on gradient convergence and location features. They
did not employ a false positive reduction step. Tests were carried out on a subset of the
1

Subtraction of one side of the lung field from the other.
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JSRT database. Chen, K. Suzuki, and MacMahon, 2011 used two-stage nodule enhancement based on morphological operations and radial gradient analysis. False positive
reduction was done by a nonlinear SVM; however, hyperparameter selection was done
heuristically. Results were presented in detail using the JSRT database.

1.7.2

Open problems for CADe for CXR

Although a tremendous amount of work has been invested in previous solutions, they
have not reached a comfortable level of accuracy and still fall behind human experts.
They suffer from a high number of false positive and false negative cases, for example common working points of CADe systems produce 2-5 false positive findings per
image. False positives make human examiners abandon their correct diagnosis in favor of the false findings of CADe (see B. de Hoop et al., 2010), and at the same time
examiners might lose trust in the system when they observe a false negative case. Additionally, more time is needed for the analysis with CADe according to De Boo et al.,
2009, especially when there are many false findings. This justifies new attempts to contribute alternative methods for the improvement of results. In the following, I identify
common problems of the existing approaches, and set the path for my own research.
Most of the solutions start with a lesion-enhancing filter assuming a perfectly circular lesion model. This is true for typical blob detectors like the Laplacian of Gaussian,
difference of Gaussians (DoG) and different existing specializations of the convergence
index filters. On the other hand, the target objects are often non-circular, as it was
shown in Figure 1.4. Such filters distinguish non-circular objects less and often unable
to find elongated or irregular lesions. A potential room for improvement is to generalize the filters to adapt better to non-perfect circular shapes.
Most algorithms are optimized for finding small lesions with diameter less than 30
mm. Some experts argue that detecting larger lesions have little diagnostic utility as it
is already too late to start treatment in this stage. This is not always the case: according to a lung tumor staging method reported by Mountain, 1997, patients with tumors
larger than 30 mm still have an approximately 57% five-year survival rate as opposed
to patients with early stage tumors with 67% five-year survival rate. Extending the
scope towards such lesions is a potential solution, but larger scale imposes different
challenges, for example more frequent overlap with background structures and a different intensity characteristic of lesions.
Another problem is the narrow focus on lung nodules. This narrow scope may be
inadequate for a CADe at screening as lung nodules are only one possible manifestation of lung cancer. Others with less definite shape and boundaries are often called
infiltrated areas, a generic term for the sign of substance abnormal in the lung. According to MacMahon, Doi, et al., 1990, infiltrated areas are by far the most frequent
findings on chest radiographs, which remains true even if only subtle, hard-to-detect
ones are considered. Furthermore, infiltrated areas can indicate other serious diseases
desirable to mark at screening, for example pneumonia, TB or other ILD-s. As most
studies in the past focused on small nodules, B. van Ginneken, Hogeweg, and Prokop,
2009 suggested a change of focus, claiming that finding only nodules is not enough to
detect signs of mortal diseases.
A very few attempts were made to detect signs in the lung beyond lung nodules.
For example, Monnier-Cholley et al., 1998 used Fourier transform to calculate features
of the power spectrum of texture to detect general interstitial opacities. They omitted
perihilar regions to keep false positive rates low. B. van Ginneken, Katsuragawa, et al.,
2002 proposed a system to detect signs of TB. They used a k-NN classifier based on
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textural and symmetry features to separate abnormal regions. However, they did not
segment the lesions allowing further analysis. They conducted tests on patients with
TB and ILD. Sundararajan et al., 2010 targeted the detection of pneumoconiosis. They
used various textural features and separate SVM classifiers for disjoint segments of the
lung, while a single classifier to label the image as a whole. They omitted the lesion
segmentation step and only focused on a subset of lung disorders. Le, 2011 developed
a complex system for the detection of various lung disorders but the nodule detector
employed only a simple image processing step without false positive reduction. T.
Xu, Cheng, and Mandal, 2011 identified cavities with the help of 2D Gaussian-modelbased template matching and used the eigenvalues of the Hessian matrix to improve
segmentation and classification. Neither of the above approaches attempted to find a
broad set of diseases including lung nodules and infiltrated areas with state-of-the-art
methods.
Taking a look at the top-level design of detection schemes, one can notice that most
authors employ a linear processing scheme where every step consumes the output of
a single previous step. This is contrary to the popular principle of ensemble methods,
see for example the summary by Dietterich, 2000 from the field of machine learning.
Applying ensembles is a possible way to address the issue of narrow scope, and at the
same time can also improve accuracy.
Another common property of the methods is the approach to noise filtering. Various forms of noise present in X-ray scans, like structured background noise or detector
noise, are a potential source of false findings for CADe algorithms. Nevertheless, most
approaches omit any preprocessing to address this issue. Even the ones that do noise
filtering, approach it in a general way and neglect most of the available domain specific
knowledge. As radiographs have many common features, like the presence of a similarly structured ribcage, one can try to use these common features for a more targeted
noise filtering.
Focusing on the false positive reduction methods, most proposals include a classification step relying on various features and similarity functions of lesion images.
New features and similarity functions have the potential of improving classification
accuracy and there are several methods missing from previous works. On the other
hand, the number of employed features across different solutions is extremely large,
and there is no consensus about the subset of really useful ones. Efficient application
of new features make more advanced feature selection methods necessary.

1.7.3

CADe for DTS

From the perspective of automated lesion detection, DTS is a 3D volume processing
problem very similar to CT scan analysis. On the other hand, the appearance of objects
of interest is different both in shape and intensity. The most prominent differences
are a very limited depth resolution, higher resolution along the coronal plane and the
lack of an absolute intensity scale, like the Hounsfield scale. As such differences can
potentially make CT-based methods to fail when used directly on DTS scans, focused
research on the modality is desirable.
In light of this, it might be surprising that earlier targeted publications hardly exist.
Ongoing research is reported by Dobbins III, 2009 but without details on system design.
A CADe system was described by WEI et al., 2010. In this work, the authors employ
3D template matching for nodule candidate detection. The vascular tree is segmented
with thresholding and morphology. A shortest path algorithm in the gradient image
segments bones. Vessel and bone contours are used to eliminate false findings based
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on their proximity and heuristic rules. Also, a k-NN classifier removes false findings
using template match results, vesselness and nodule segmentation. As the publication
focuses on the details of the method, no evaluation results were given.
The lack of earlier research might be explained by the relative difficulty of analyzing
DTS images due to depth blur. Another noteworthy challenge is the lack of publicly
available labeled scans.

1.7.4

Open problems for CADe for DTS

As opposed to chest radiography, not many previous attempts were made to address
the problem of CADe in the field of DTS. This leaves a large set of open problems
related to this modality. After analyzing DTS scans and also studying the related field
of CT, one can identify lesion enhancement and vascular and bronchial tree detection
as two potentially high-impact subproblems. The many existing algorithms from the
field of CT and CXR naturally rise the question whether they are useful for DTS scans,
and if so, what particular approach yields the best results.
It is also unanswered whether CADe can perform better on DTS scans than radiographs, and if so, how large is the difference. The lack of published results on publicly
available scan sets prevented answering these questions before.

1.7.5

CADe for mammography

CADe for mammography is a widely explored field in research literature. A number
of methods have been reviewed by L. Hadjiiski, Sahiner, and Chan, 2006 and Rangayyan, Ayres, and Leo Desautels, 2007. As the purpose of the current study neither is
to propose superior methods for mammography nor to give a comparison, the review
of the field is omitted here. The purpose of using a mammography database for the
evaluation of some results is to demonstrate the ability of the algorithms to generalize.

1.7.6

Deep learning for CADe

After the recent breakthrough in natural image analysis achieved by deep neural networks – in particular convolutional neural networks (CNN) – trained on the ImageNet
database (Deng et al., 2009 and Russakovsky et al., 2015), the applicability of such techniques for CADe became a hot topic. Research in this area mainly focuses on CT scans
due to the larger number of public scans available and the better image quality. As the
challenges in applying deep-learning both for CT, radiography and DTS are expected
to be similar, the following overview mainly relies on results from the field of CT analysis.
The work of Greenspan, Bram van Ginneken, and Summers, 2016 summarizes the
additional challenges in CADe compared to natural image processing. The main difficulty originates from the lack of labeled samples. Deep architectures perform well
when millions of samples are available, but easily overfit to a smaller training set due
to the large number of learned parameters. Extensive datasets are not feasible for medical imaging due to cost, the need for experts and privacy reasons. As pre-trained networks from different domains fail to perform well for medical imaging tasks (e.g. Amit
et al., 2017), the benefit from the transfer learning technique – pre-training in different
domains and fine-tuning in the target domain – is also limited (e.g. Shin et al., 2016).
Although negative samples are available in larger numbers and would enable unsupervised feature learning, these methods have limited utility due to the low intra-class
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and high inter-class variability (e.g. Tulder and Bruijne, 2016). The computationally
expensive nature of deep networks makes their application even more challenging.
As a result, most existing approaches apply deep networks only for feature extraction and classification. The generation of classification candidates and often a preclassification step is still done by traditional image processing filters and handcraftedfeature-based classifiers. Such manually developed features often turn out to outperform features learned by deep networks (e.g. Antropova, Huynh, and Maryellen Giger,
2017) or complement well each other (e.g. Bar et al., 2015). In the following, I describe
earlier works highlighting the main challenges.
In Roth et al., 2016 the authors trained a CNN in a supervised manner for multiple
lesion recognition tasks in CT scans. The classifier was applied as an additional step
after a complete CADe system including traditional classification. The smallest dataset
consisted of 500+ positive samples and it was extended by the addition of views in different planes, rotation, translation and scaling. 2D planes instead of 3D volumes were
used to reduce overfitting. Converging the network required a day of training. Setio
et al., 2016 applied a CNN for reduction of false lung nodule findings in chest CT. They
extracted training samples from 888 scans, augmented them by taking 8 different 2D
views, translating and scaling, and discarded negative cases according to an early classification step responsible for balancing the training set. The reported results on the
database of the Lung Image Database Consortium and the Image Database Resource
Initiative (LIDC-IDRI) are comparable to the state-of-the-art and shown to be better
than a similar CNN trained on natural images. A CNN for ILD and lymph node detection in CT was developed by Shin et al., 2016. The ILD domain turned out to be more
challenging due to only a few hundred samples available. To mitigate the issue of small
sample size, the authors added multiple 2D views, generated artificial color channels
by windowing in HU scale and initialized the network by training on natural images.
Tulder and Bruijne, 2016 combined generative and discriminative learning to classify
lung texture for ILD recognition and airway segmentation. It was demonstrated that
sole generative models trained in an unsupervised way do not perform well due to
learning the intra-class variation instead of inter-class variation in the current domain
due to the discriminative features being subtle. The work of Anthimopoulos et al., 2016
describes a CNN for lung texture classification for ILD detection. The input for training originated from 120 private HRCT scans where samples were flipped and rotated
to obtain around 5000 samples per class. The neural network had a limited depth and
receptive field and performed better than published deeper architectures due to the
small sample size.
In contrast with CT, the applicability of CNN-s for chest radiographs seems even
harder due to the following reasons. First, the available datasets are smaller: while
the number of labeled CT scans is more than a thousand and each scan often contains
multiple lesions, the number of labeled positive CXR scans is only a few hundred with
usually one lesion per scan. Second, the techniques for data augmentation of CT samples are often not applicable: only a single 2D plane is available per sample and also
the artificial color channels are not feasible due to the lack of a reference intensity scale
like the HU scale for CT.
These challenges explain the small number of earlier studies targeting CXR. An
early research originates from S. Lo et al., 1995. The authors used a CNN for classification of nodules, but evaluated the method only on a small set of images. A more recent
example is Bar et al., 2015 applying a deep CNN for chest radiograph analysis. The
authors aimed to detect ILD-s affecting a large part of the lung and enlarged heart and
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mediastinum. A pre-trained CNN was used to extract features before an SVM classifier. They concluded that the CNN features have discriminating power but can further
improved by complementing them with hand-crafted features.
In general, a transfer learning approach, like in the work of Bar et al., 2015, could
compensate for the lack of samples in chest radiography and might make deep learning
an efficient tool. On the other hand, as the above examples demonstrate, the details are
unclear, and success is not guaranteed. While being a promising direction, it was not
in the focus of my research.

1.8

Approach of research

After being aware of the main problems in the current field, it can be explained why
X-ray based medical imaging was chosen as the main topic of this thesis and why the
focus is on a specific application. The alternatives are basic research in image processing and machine learning – the two most important fields for this specific area – and
focusing on them has clear advantages, but choosing the more application specific field
also offers various benefits. First, X-ray image based diagnostics is an interdisciplinary
field requiring knowledge in image processing, machine learning and medical science
at the very least. This interdisciplinary nature facilitates the porting of ideas from one
field to another which is often a good refresh for the target field. Second, having a specific domain can often help in improving general techniques for the application. While
the specific application can obviously benefit from the new techniques, occasionally it
is possible to generalize the ideas back, and apply them for other problems. Last, as it
was briefly mentioned before, automated analysis – the focus of this study – has the potential to overcome or to mitigate the current problems of X-ray imaging, contributing
to more effective clinical practices, potentially saving lives, being a strong motivation
on its own.

1.9

Goals

Before going into details, the open problems targeted by the conducted research are
briefly discussed.
This work can be divided into three main parts. The first part (referenced as T/1)
introduces individual filter algorithms for object recognition focusing on X-ray image
analysis. The proposals address the narrow scope problem of current filters and aim at
a more diverse set of findings. The second part (T/2) is involved with the combination
of methods for improving the outcome of object recognition. This involves ensembles
of filters and combining classification features. The third part (T/3) focuses on specific
problems of digital tomosynthesis. The three main parts can be split into sections along
the following contributions.
Section T/1.1 discusses the generalization of an image filter family targeted at spherical objects and mainly relying on gradient vector direction. Accuracy of current filters
is not optimal when the target shape is different from a perfect sphere or the noise
is structured. My contribution makes an incremental improvement to the most advanced member of the filter family, making it better suited for problems where the
target shape can vary, while keeping computational costs the same. I demonstrate the
real world performance gain on two different X-ray imaging problems and show that
the proposed filter outperforms existing flavors of the filter family.
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Section T/1.2 addresses a special case of object recognition problems where a known
background structure is making detection difficult. This problem typically arises in radiography when detecting larger structures. A template matching based method is
proposed that can handle background variations without directly compensating them.
Furthermore, the used template is shown to be optimal according to a simplified X-ray
image model. The utility of the filter is demonstrated on chest radiographs and mammograms. The main benefit of the method is handling the targeted special cases and
complementing other filters to widen overall scope of CADe.
Section T/1.3 is involved with another special case of object recognition, where the
shape of the target object is unknown, but the background follows similar patterns
between cases. This problem arises when extending the scope of radiography CADe to
infiltrated areas. The solution borrows the outlier detection framework from the field
of statistics and machine learning and applies it to an image processing problem where
it has not been used before. To make the method applicable, a fast approximation of
image registration is proposed. The new method demonstrates the utility of the outlier
detection framework in a different field, while it also gives a natural solution for the
special object detection problem. The algorithm is evaluated on the chest radiograph
analysis problem effectively finding infiltrated areas.
Section T/2.1 proposes a novel solution for ensemble of object recognition methods. The method is shown to be optimal when the figure of merit is the free-response
receiver operating characteristic (FROC) – the most common measure in the field of
X-ray image analysis. While the proposed method is general purpose, the application
examples are CXR and DTS. In both cases different object recognition filters are combined, yielding better results than the individual ones.
Section T/2.2 is involved with the problem of structured noise on chest radiographs. It is investigated how bone shadow removal can help in lesion detection. The
analysis confirms the positive effect of such noise compensation and also contributes
new image features for classification targeted at the specific problem.
Section T/2.3 addresses the problem of feature set selection for classification. While
this area has an extensive literature, a new combination of selection and classifier algorithms is proposed. Although both selection and classifier algorithms have existed
before, the combination is new and the results on the example problems are better than
what most widespread methods provide. Focusing on application in CXR and DTS, an
optimal feature set is proposed for the two problems.
Section T/2.4 investigates kernel functions – the building blocks of many classifier
algorithms – for image based object recognition tasks. I adapt a recently published set
of kernels to high resolution gray level images and put them in a multiple kernel learning framework that is more flexible than in earlier studies. This way the method becomes applicable and efficient for lesion classification in X-ray images which I demonstrate in the evaluation section.
Section T/2.5 deals with novel features for lesion classification in chest radiography: the results of an image-based fluid level detector and patient age. The application
of these features for lesion classification has not been studied before. The results show
that the new features are useful.
Section T/2.6 addresses the problem of lesion detection in chest radiographs in its
entirety. There have been many earlier results, but none of them could provide good
enough accuracy. The proposed scheme takes one step forward by combining the methods presented in other parts of this thesis. Evaluation results show that the proposed
scheme outperforms most existing solutions.
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Section T/3.1 attempts to solve the specific problem of vascular tree segmentation
for DTS. The proposed solution adapts existing methods from other fields to fit the
new application. Evaluation shows that the introduced method is not just useful for
the purpose of vascular tree segmentation, but also helps lesion detection. Evaluation
also attempts to answer general questions arising in the field of digital tomosynthesis,
like the preference between two-dimensional and three-dimensional methods.
Section T/3.2 investigates lesion enhancement and detection for DTS. This study
collects several existing candidate filters and proposes novel ones. The main contribution is an extensive comparison and also the novel filters outperform existing ones.
Section T/3.3 attempts to answer if DTS has better potential for lesion detection
than conventional radiography. To achieve this, a DTS based computer aided detection
scheme is proposed and compared with the scheme introduced in T/2.6. Although
many simplifications has to be made to enable comparison, the results show that DTS
has much more potential in terms of automated detection.
Each section (T/*.*) discussing individual results follows a similar structure. The
discussion begins with the explanation of the motivations and the introduction of the
state-of-the-art. This is followed by the presentation of the new method. In the last part,
the methods are evaluated and compared, then possibilities for future improvements
and generalization are discussed.
The following part gives general information that helps to navigate through the
later discussions. It introduces the general notation used in this thesis and explains the
frequently used methodologies for evaluation.

1.10

Methodology

1.10.1

General notation

The following notation is used consistently throughout the thesis.
Most chapters deal with images. When not stated otherwise, a 2D image means
a discrete set of pixels represented by a matrix M . Mij denotes a single pixel of the
image, where i is the vertical, j is the horizontal coordinate. Similarly, a 3D image is
represented by a 3D tensor M , and Mijk is a single voxel, where i is the vertical, j is the
horizontal, k is the depth coordinate.
Sets satisfying a certain predicate P : χ → {true, false} are noted as
{x|P (x)},

(1.1)

where x ∈ χ. The cardinality of the same set is denoted as
]{x|P (x)}.

1.10.2

(1.2)

Receiver operating characteristic (ROC) analysis

ROC analysis (see Hanley and McNeil, 1982) is widely used for the evaluation of classification systems. Its basic form is applicable for binary classification problems and
plots sensitivity as a function of 1 - specificity on a given set of test samples. Sensitivity
and specificity are defined as
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sensitivity =
specificity =

TP
,
TP + FN
TN
,
TN + FP

(1.3)
(1.4)

where T P, F N, T N, F P are the number of true positive, false negative, true negative and false positive test samples, respectively. The actual curve is given by different working points of the classifier. These different working points can be generated
by varying some parameter of the classifier, for example the threshold for the output
probabilities.
A common scalar figure-of-merit calculated from the ROC curve is the area under
the curve (AuC) – the integral of the curve as a function in the [0, 1] interval. This is
the estimation of the probability that a randomly chosen positive sample is assigned
higher output value than another randomly chosen negative sample.
When comparing AuC values of two different methods tested on the same set of
samples, the following method is used to compare AuC values and determine the significance level of improvement. On a sample set with predictions assigned to every
sample, let random variable R be the fraction of negative samples having lower prediction than a randomly selected positive sample. The empirical mean of this variable
R on a set of samples equals to the AuC. To prove that method 1 is better than method
2, one can compare the corresponding R1 and R2 variables. Assuming that the difference R1 − R2 = µ is normally distributed, a paired two-sample Student’s t-test with
hypothesis H0 : {µ ≤ 0} can be conducted. If µ turns out to be positive, the resulting p-value gives the probability that method 1 is not better than method 2 given the
measurements. Therefore, a low p-value ensures that R1 is better with high probability.

1.10.3

Free-response receiver operating characteristic (FROC) analysis

For the task of marking regions in an input space – e.g. object recognition in images –,
FROC analysis (see Chakraborty and Winter, 1990) is more sensitive than the general
purpose ROC analysis. FROC analysis assumes input samples containing zero or more
continuous positive regions where the task of the algorithm is to mark regions, ideally
overlapping with the positive ones. Sensitivity is defined as the fraction of positive
regions having a similar marked region, where similarity depends on the specific task.
An FROC curve plots sensitivity as a function of average number of false marked regions per sample, where a false marked region is a marked region not similar to any of
the positive regions.
Note that an FROC curve does not have limited support, as the number of marked
regions per sample can be arbitrarily large. To define an AuC-like metric, one has to
chose a maximum number of false markers per sample m that makes sense for the
given task. This yields the normalized AuC metric for FROC curves which is the area
under the FROC curve in the [0, m] interval divided by m. With a properly selected
m, FROC curves can be compared and significance can be calculated using the same
methods as described in the previous section for ROC curves.
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Sample databases for evaluation

1.11.1

Radiograph databases

1.11.1.1
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The database of the Japanese Society of Radiological Technology (JSRT)

The JSRT database was created by the cooperation of several Japanese clinics around
1999 as described by Shiraishi, Katsuragawa, et al., 2000. It contains 247 digitized –
originally analogue – radiographs. The resolution of images is 2048×2048 pixels, where
the size of a pixel is 0.175 × 0.175 mm. 154 of the cases contain exactly one marked lung
nodule validated by CT. Nodule diameters range from 5 mm to 60 mm, the average
is 17 mm and the median is 15 mm. 140 of the nodules are smaller than 30 mm. The
nodules are classified as obvious, relatively obvious, subtle, very subtle and extremely
subtle expressing the difficulty of finding them for a typical radiologist. 14 of the cases
are located in the opaque regions of the lung. Although the JSRT database became a
widespread benchmark set in the literature, it is only suitable to evaluate a subset of
algorithms due to its narrow scope. It mainly contains circular nodules which is not
the only sign that can indicate lung cancer. Also the included nodules are smaller than
30 mm, which doesn’t cover the entire useful size range for screening.
1.11.1.2

The database of the Pulmonological Clinic of Semmelweis University (PCSU)

A chest X-ray database originating from the Pulmonological Clinic of Semmelweis University (PCSU) in Hungary provides a more comprehensive set of cases. The database
consists of images of 516 patients, 364 of them showing at least one malignant lung
nodule or infiltrated area. Only one radiograph is included for each patient. A total
of 210 nodules are present in 136 images while 348 infiltrated areas are marked in 232
images; some radiographs contain both types of lesions. The images were acquired
by a digital X-ray machine using a variable resolution of approximately 6 megapixels
and pixel size of 0.16 mm. Lesions were validated either by CT or ultrasound. Nodule
diameters range from 2 mm to 97 mm, the average and median is 22 mm and 16 mm,
respectively. 161 of the nodules are smaller p
than 30 mm. An effective diameter was
calculated for every infiltrated region: de = 2 A/π, where A is the area of the region.
The minimum, maximum, average and median effective diameter are 10 mm, 146 mm,
62 mm and 60 mm, respectively. 58 cases are smaller than 30 mm. This database shows
more diversity than the JSRT, as it contains several nodules larger than 30 mm, many
infiltrated areas and patients with other disorders. Furthermore, the images are less
aligned, position and scale of patients varies more than the ones in the JSRT. On the
other hand, in terms of details and contrast, the PCSU database is superior owing to
direct digital image acquisition.

1.11.2
1.11.2.1

Creating a DTS database
The simulated image database for DTS

Digital tomosynthesis, being a relatively new and unexplored modality for the CADe
community, doesn’t provide public databases of scans for the purpose of CADe development and comparison. On the other hand, creating a comprehensive set of scans
requires a huge amount of time, effort and monetary resources. These difficulties motivated an alternative solution: simulating DTS scans from available, high resolution
CT scans. Although the simulated scans have several shortcomings compared to real
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F IGURE 1.8: Histogram of nodule sizes in the LIDC-DTS-37 database.

scans, they enabled to start early experiments with the new modality. Although these
experiments are not able to precisely evaluate the capabilities of DTS, they can still answer fundamental questions and give guidance to later studies on real samples. Next,
I will introduce the CT database chosen as the input of DTS simulation, and the following section discusses the method I propose for simulating scans.
One of the largest public CT databases was collected by the Lung Image Database
Consortium (LIDC) and Image Database Resource Initiative (IDRI), see Armato et al.,
2011 for details. It contains roughly 1000 CT scans of patients with various kinds of
lung cancer, recorded by different kinds of CT machines. Unfortunately, not all of them
are good candidates for DTS simulation so a 37 image subset was selected along the
following criteria.
DTS provides higher lateral resolution than CT, therefore realistic simulation requires the scans with the smallest slice thickness possible, making only a small subset
of the database eligible. The eligibility criterion was chosen to be at most 1 mm slice
thickness. Also requiring that each case contained at least one nodule of size greater
than 3 mm, selection finally resulted in 37 cases of the database. More specifically, the
involved cases were the scans with ID: 66, 140, 297, 298, 318, 344, 438, 463, 478, 490, 524,
525, 538, 557, 582, 599, 606, 621, 625, 631, 637, 648, 651, 655, 717, 726, 733, 744, 801, 807,
821, 843, 845, 863, 923, 985, 997. Regarding selected nodules, the ones greater than 3
mm and marked by at least one reader are kept. The DTS scans simulated from this set
of CT scans will be referred to as LIDC-DTS-37 throughout the thesis. The simulation
method is described later in Section 1.11.2.2.
Overall, the LIDC-DTS-37 database contains 134 markers with an average size of
5.74 mm and median size of 5.22 mm. A more detailed size histogram can be seen in
Figure 1.8.
To enable finer grained analysis, physicians were asked to rate the markers on the
simulated scans of LIDC-DTS-37 as invisible, hardly visible, visible or clearly visible. The
goal was to identify cases that are also very challenging for human examiners to find.
This rating also helps to identify cases where a lesion was projected poorly by the DTS
simulation.
An example for each category is shown in Figure 1.9. Nodules in the invisible category were truly unidentifiable on the DTS scans, while hardly visible nodules were
present, but hardly distinguishable from a vessel, even after observing the neighboring slices. Visible cases were still hard to find, but once spotted, were distinguishable
from other structures. Clearly visible cases are the ones that inexperienced readers can
also find with moderate effort. Category counts of different subtleties can be seen in
Figure 1.10.
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F IGURE 1.9: Example nodules from each subtlety category from the
LIDC-DTS-37 scan database. From left to right: invisible, hardly visible,
visible, clearly visible. Top row: simulated DTS slice of focus, bottom row:
original CT slice of focus.
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F IGURE 1.10: Histogram of nodule subtleties in the LIDC-DTS-37
database.
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1.11.2.2

The simulation method

For the simulation of DTS scans I designed a custom solution based on the information
from the physicians of the PCSU and the early design of a digital tomosynthesis scanner
prepared by the company Innomed Zrt. This was necessary as no already implemented
method was accessible.
The DTS simulator implemented for this study generates several radiographic projections using different geometric setups. The arrangement is illustrated in Figure 1.11.
The source is modeled as a single point s emitting rays in radial direction, while the
detector is a d × d square parallel to the coronal plane of the patient. The detector
and the source are moving along the superior-inferior axis parallel to the coronal plane
and in opposing directions. The line connecting the source and the center of the detector always crosses the focal point (f ), fixed in the centroid of the entire CT volume
throughout the movement. Np projections are generated by dividing the full range of
source movement to Np − 1 equal intervals of length sd .
For a single projection, the 2D radiograph is generated from the axial CT slices in
the following way. First, the 3D CT volume is reconstructed by linear interpolation
between the axial slices. This yields the volume V , where V (x) is the radiodensity at
point x in Hounsfield units (HU). Next, for each pixel of the detector, a ray is followed
connecting the source and the pixel. Along the ray, the attenuation coefficient is integrated, and the final value Ip of pixel at point p~ is given by the following formula:
 Z

Ip = Is exp −
µ(x) dx
(1.5)
−
→
sp

where Is is the maximum intensity when nothing is absorbed, µ(x) is the attenuation
−
coefficient of the matter at point x and →
sp is the line segment connecting the source and
the pixel. µ(x) can be approximated from V (x) using the definition of the HU scale:
V (x) = 1000

µ(x) − µw
,
µw − µa

(1.6)
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F IGURE 1.12: Example result of simulation and reconstruction: a projection of a patient created by the DTS simulator (left), FBP reconstruction
of the slice intersecting a lung nodule from the same patient (middle)
and the original coronal CT slice showing the same nodule (right).

where µw and µa are the attenuation coefficients of water and air, respectively. As the
latter is negligible for X-rays, the approximation is
µ(x) ≈

µw
(V (x) + 1000),
1000

(1.7)

where µw can be approximated from calibration images. An example result can be seen
in Figure 1.12 (left). The method is in many ways similar to ray marching (see Jensen,
2001), the most notable difference being that rays are followed starting from the source.
A few differences between simulated and real projections should be noted here, as
these can affect the performance of algorithms using them as input. On one hand, the
simulated images are in an unfair advantage due to the following. First, the projection
formula does not include a noise model for ray scattering, so only the noise present
in the CT scan is projected to the resulting images. As noise in DTS projections is
expected to be higher than in CT slices at common dosage settings, this results in a
lower noise level in the simulated scans than in reality. Second, the blur resulting from
the motion of the device and the patient is not modeled. Although device movement
can usually be adequately compensated with deconvolution methods, patient motion
causes a considerable quality loss due to its irregularity. While the CT volume is also
exposed to this effect, it causes less distortion due to the geometry of acquisition. Third,
the geometry of the simulation assumes an infinitesimal source and detector pixels. In
reality, these objects have non negligible extent resulting in additional blur in the scans.
On the other hand, the lower coronal resolution of CT volumes puts the simulated
projections in a disadvantage. While real DTS projections use 1-3 MPixel resolution,
simulated scans of the LIDC-DTS-37 database are limited to 0.15-0.3 MPixel images
due to the small number of slices even in high resolution CT scans.
It should be noted here that the generated projections were not validated against
real tomosynthesis scans by trained physicians. The reason for this was the number
of real DTS scans available was inadequate for proper comparison. Although the projections look visually similar to the few available real scans, see Figure 1.6 with a real
sample and Figure 1.12 with a simulated one, the lack of large scale evaluation is a
shortcoming of the method and should be addressed in the future.
The actual parameters used for creating the projections for the later experiments
were as follows. Np = 71 projections were made to a detector of d = 400 mm side size,
−
→
−
using k→
spk = 1200 mm source-detector distance and ksf k = 1000 mm source-focus
distance at its closest point. sd = 2.5 mm was determined so that the projections cover
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π π
an angular range of [− 18
, 18 ].

1.11.2.3

Reconstruction of DTS scans

To reconstruct a 3D volume from the set of DTS projections there are many well established methods available. For the purpose of this study, the filtered backprojection
(FBP) (see for example Deans, 2007) method was chosen. FBP is a widespread, relatively simple and fast method to reconstruct the 3D volume. Its two main steps are
a ramp filtering of the projections followed by a backprojection of them to the original space of the specimen. The geometry of DTS reduces the backprojection step to
a simple shifted summation. The parameters of the shifted summation determine the
position of the reconstructed slice, so repeating the procedure with different parameters yields a 3D volume. While various algebraic reconstruction methods were proven
to provide better quality reconstructions – for example matrix inversion tomosynthesis
by Godfrey, McAdams, and Dobbins III, 2006 and other iterative techniques described
in Dobbins III and Godfrey, 2003 –, FBP was chosen here as it is easy to implement and
finding the best way of reconstruction is out of scope for this study.
The number of reconstructed slices was chosen to be 61 in the current application.
This resulted in roughly 5 mm slice distance. Due to the low depth resolution of the
method, a smaller slice distance would have only introduced redundant images increasing processing time but not helping analysis.
1.11.2.4

Lung segmentation of the LIDC-DTS-37 database

Most algorithms for medical image analysis depend on the segmentation of the anatomical structures. For lung DTS scans, the most important segmentation task is to determine the boundary of the lung. As this problem is hard enough on its own and the
focus of this study is different, a simplification was made when determining the lung
boundaries. Relying on the fact that all DTS scans are simulation of CT scans, the lung
fields were segmented in the native CT volume and then projected to DTS space. This
is a major simplification, as the absolute HU scale of CT volumes makes it relatively
easy to produce a lung boundary with acceptable precision2 .
Although many methods have been published for this task, no suitable implementations were available for the current purpose. This justified implementing a simple
method from scratch, borrowing ideas from one of the most popular methods in the
field, described in Hu, Hoffman, and Reinhardt, 2001. The steps of the implemented
algorithm are as follows.
• Preprocess image volume with a median filter with radius 1 mm to reduce noise.
• Threshold image at -350HU, roughly separating air from tissues and water.
• Extract the largest and optionally the second largest connected component below
a threshold. This will yield the two lung fields together, or separately.
• If only one component is found, split it to two by repeated morphological erosion.
Restore original shape after splitting. This separates the two lung fields if they
were merged originally.
• Apply morphological close operation to smooth borders.
2

At the same time, determining a high precision boundary is still a hard problem in the domain of CT.
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• Fill holes inside the segmented area to eliminate vascular and bronchial tree.
These kind of segmentation algorithms without a geometric lung model have the
tendency to exclude juxtapleural nodules attached to the lung wall from the inside. The
current method misses five such nodules in the LIDC-DTS-37 database which makes
them impossible to be found for the later algorithms.

1.11.3

Samples for mammography: the mini-MIAS database

The mammogram database used for evaluation in this work is a subset of the scans provided by the Mammographic Image Analysis Society (MIAS), the mini-MIAS database.
It is an openly available set of mammograms often used for benchmarking algorithms.
The mini-MIAS was created by digitizing films from the UK National Breast Screening
Programme, see Suckling et al., 1994. The database contains 322 samples with markers
made by radiologists. Pixel size of images is 0.2 × 0.2 mm.

Chapter 2

Filter algorithms for the
enhancement of lesions in
projection images
2.1

Introduction

The following part of this thesis will introduce novel image filters for object recognition
with some common properties. They are all inspired by some lesion detection problem
in X-ray images, but their approach is more general, and potential applications go beyond X-ray image analysis. The methods assume some simplified model of the target
object and are optimized to enhance structures consistent with that model. On the
other hand, the target object models are very different, as they can be based on shape,
intensity or both. The assumptions about the background are also diverse.
One goal of the proposed filters is to supersede existing algorithms for problems
arising in X-ray image analysis. This goal will be verified with comparisons to alternative solutions where possible. Another, at least as important goal is to provide suitable
building blocks for ensemble systems introduced and used in later parts of this thesis.
The benefit of this will become clear in parts 3 and 4.

2.2

Convergence index filters

2.2.1

Motivation and related work

Convergence index (CI) filters are nonlinear filters aiming to detect approximately
spherical objects – or circular in 2D projections – where intensity difference is too small
or background noise is too heavy to rely only on contrast. The main idea behind CI
filters, originally described by Kobatake and Hashimoto, 1999, is the following. The
boundary of objects generates gradient vectors parallel to the normal vectors of the object surface. For a perfect sphere these normal vectors would point exactly to the center
of the sphere, i.e. they converge to the center of the object. Converge index filters
measure the error of convergence compared to a perfect sphere while testing various
hypothetical object boundaries. If the error is small for an allowed boundary, an object
is detected.
Various realizations of CI filters are used in the field of object recognition and also
for medical image analysis. A few of the examples are the works of Wei, Yoshihiro
Hagihara, and Kobatake, 1999 and Matsumoto et al., 2006. One of the most successful
realizations is the sliding band filter (SBF). It is described and compared by Pereira,
Mendonça, and Campilho, 2007 where it turned out to be superior to the iris filter
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F IGURE 2.1: Illustration of the SBF calculation. The minimum of hr, gi is
sought along the radial axis smoothed by a sliding window of width d.

(see Kobatake and Hashimoto, 1999) and the adaptive ring filter (see Wei, Yoshihiro
Hagihara, and Kobatake, 1999) for lung nodule detection.
In this study, I propose an algorithm that generalizes the SBF and outperforms it
on synthetic benchmarks and applications related to lung nodule detection. To understand the motivation behind the new method, the SBF algorithm is introduced first.
For an input image I(x), x ∈ RN the SBF considers Nd discrete radial directions.
For each direction it maximizes the gradient vector convergence, where convergence is
the scalar product of the unit normalized gradient vector g and the radial unit vector r,
as it can be seen in Figure 2.1. To reduce noise sensitivity, the result of a moving average
is maximized instead of individual convergences. The sum of maximum convergence
values over all directions describes the overall convergence of x. The definition of the
filter is the following
SBF (x) =

Nd
1 X
Cmaxi ,
Nd

(2.1)

i=1

Cmaxi =
cos θim =

max

Rmin ≤n≤Rmax

n+d
1 X
cos θim ,
d m=n

h∇I( ml ri + x), ri i
k∇I( ml ri + x)k

(2.2)
(2.3)

where Rmin , Rmax are the bounds of the maximization along each radial direction, d is
the width of the band, ∇I is the gradient image, ri is a radial unitvector and l is a scale
parameter.
A few properties of the above definition worth noting. First, Rmin and Rmax together with d determine the minimum and maximum radii of detected objects. Second,
θim measures the divergence of the gradient from the radial direction at the spatial position determined by its index. Third, the arrangement of radial directions is not defined.
With a proper arrangement of ri vectors it is possible to define the filter in more than
two dimensional spaces. For two dimensional images, ri can be defined as the radial
unit vector at angle 2πi/Nd , so the Nd directions are spread uniformly in the [0, 2π)
range.
The main advantage of the SBF over many blob detectors is the good noise tolerance
due to the independent maximization along radial directions. This permits slight shape
and size variations in the target shape. For example the iris filter restricts radius to be
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the same in all directions by moving the maximization step outside the summation
over directions.
Another strength of the SBF is the independence from gradient length, as it enables
the detection of very dim objects without a sharp boundary. It is an important property
for the purpose of radiograph analysis as nodules tend to have lower contrast than
other circular objects, e.g. crossing vessels. This property is present for all members of
the CI filter family.
On the other hand, two main problems arise with the SBF. First, Rmin and Rmax
determine both the range of the targeted object sizes and also the allowed level of shape
variations. The two properties cannot be adjusted independently. Also, for an object
with a size closer to the limits, less shape variation is allowed resulting in inconsistent
behavior. The second disadvantage is noise sensitivity in smooth regions. As the filter
only uses the direction of gradients and not their magnitude, it can be mislead even by
gentle noise in areas where the target object does not have a definite gradient. Random
noise can be mitigated by a larger d parameter, but a large d also reduces precision
and is not effective against structured noise. The proposed modifications attempt to
address these problems.

2.2.2

Contribution 1.1: Constrained sliding band filter

The following work was first published in G. Orbán, Á. Horváth, and G. Horváth, 2010.
A characteristic property of the SBF algorithm is the independence of the maximization in each direction. Therefore a large Rmax − Rmin results in the detection of
very distorted objects. A possible solution is to apply a constraint on the bands in different directions. The constrained sliding band filter (CSBF) – my modification of the
SBF – links the position of the bands, allowing smaller distortion. It ensures that the
final band positions satisfy a circularity constraint controlled by a coefficient. This way
shape and size can be controlled separately, with much less interaction in between.
Also, the allowed shape variation is more uniform for different sized objects.
The new coefficient forces an upper bound to the ratio of the distance of the farthest
and the closest band from the center. This results in the following formula
CSBF0 (x) =

Cmaxir =

max

Rmin ≤r≤ Rmax
c

Nd
1 X
Cmaxir ,
Nd

n+d
X

i=1

1
cos θim ,
r≤n≤r∗c d
m=n
max

(2.4)

(2.5)

where c is the shape constraint coefficient and θim is the same as in Equation 2.3.
The second proposed modification reduces the noise sensitivity of the filter while
keeping the ability to find dim objects. This can be fulfilled by using gradient vector length, rescaled by a piecewise linear approximation of a shifted sigmoid function
denoted by r

x<a
 0
x−a
a≤x<b ,
r(x, a, b) =
(2.6)
 b−a
1
b≤x
where x is the original vector length, a and b are parameters. This eliminates the effect of noisy gradient vectors with amplitude lower than a. On the other hand, one
of the most important advantages of the original SBF is that it enhances low-contrast,
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dim objects at the same level as high-contrast ones. To keep this property in the new
formulation, b has to remain small resulting in r to saturate and medium to large gradient vectors treated equally. Integrating the modifications, the CSBF filter output can
be calculated with the following formula
CSBF (x) =

Cmaxir =

max

Rmin ≤r≤ Rmax
c

Nd
1 X
Cmaxir ,
Nd

(2.7)

i=1

n+d
1 X
m
cos θim r(k∇I( ri + x)k, a, b).
r≤n≤r∗c d
l
m=n

max

(2.8)

The CSBF is a more general filter than the SBF and also than the commonly used
max
iris filter. For c = R
Rmin , a = b = 0 the CSBF is reduced to a standard SBF. For c = 1, a =
b = 0 it is identical to the iris filter. Thus the CSBF allows more ways to restrict shape
and more flexible thresholding of gradient vectors.
It worth noting that a normalization of Cmax with the sum of r values might further
reduce sensitivity on contrast, a property desirable for the application. On the other
hand, a small b parameter, making r saturate fast, already ensures that contrast does not
have a large effect on the filter output. Furthermore, gradient vectors with magnitude
below b tend to be the result of noise and if the fraction of such gradients is large in a
certain patch, a lower response is desirable.
There are alternative ways to achieve a similar effect to the shape constraint. An
identical result can be obtained by running several SBF filters with different bounds
(Rmin , Rmax ) and taking the maximum for each of them; however, the implementation
of the CSBF has lower algorithmic complexity than combining SBF filters.
To calculate algorithmic complexity, let’s start by investigating the SBF filter (equations 2.1 and 2.2). Using normalized scalar product, the cos term takes linear time in
space dimensionality O (N ), calculating the d element sum incrementally and maximizing together takes O (Rmax − Rmin + d) steps. Doing this for every direction, the
total cost for a given point is
O (SBF ) = O (Nd N (Rmax − Rmin + d)) .
Naive implementation of the CSBF (running SBF repeatedly) would yield


Rmax /c
X
O
Nd N [(c − 1)r + d] =

(2.9)

(2.10)

r=Rmin



Rmax
Rmax
O Nd N (
− Rmin )[d + (c − 1)(
+ Rmin )] .
c
c

(2.11)

Pre-calculating all the d element sums (Cmaxir without maximization) reduces
complexity compared to the naive solution. The pre-calculation takes exactly O (SBF ),
while the two embedded maximization steps yield


Rmax /c
X
O
Nd [(c − 1)r] =
(2.12)
r=Rmin



Rmax 2
2
O Nd (c − 1)((
) − (Rmin ) ) ,
c

(2.13)
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so the total complexity of CSBF with this method is


Rmax 2
2
O (CSBF ) = O (SBF ) + O Nd (c − 1)((
) − (Rmin ) ) .
c
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(2.14)

Comparing with Equation 2.10, note the missing Nd multiplier and the missing d, the
result of pre-calculating inner sums.
max
Also note that the extra term for c ≈ 1 and also for c = R
Rmin vanishes, meaning only
a small extra complexity when close to the SBF or iris filter.

2.2.3
2.2.3.1

Evaluation
Synthetic measurements

The CSBF was first evaluated on synthetic inputs. The goal was to demonstrate the
effect of the shape constraint (c) parameter and to illustrate the superiority of the algorithm to the SBF.
For the comparison I used the same parameters for the SBF and the CSBF, except for
the new parameters c, a and b. For the rest of the parameters, the values matched the
ones used for the CXR benchmark described later. This way the synthetic benchmark
is closer to the real-world setup. The motivation behind each value was the following.
Parameter selection of the CSBF was manual based on domain knowledge, omitting
optimization steps, making the filter sensitive in the 5 - 30 mm nodule range. Therefore
bounds were set to Rmin = 2.1 mm and Rmax = 10.5 mm. The parameter d was set to
5.6 mm allowing slightly blurred object boundaries. Note that 2Rmin determines the
smallest, while 2(Rmax + d) determines the largest object to which the filter is sensitive
omitting noise and blur. N was set to 16, providing a good compromise between precision and computing resource efficiency. l was chosen to match the pixel size of the
downsampled input. The omission of example based parameter optimization guarantees robustness for different scan sets of lung nodules.
In the first measurement, 2D ellipsoid templates were generated and fed to the algorithms. The input templates T (x), x ∈ R2 can be described by the following equations
T (x) = (Gσ ∗ E)(x),


1
kxk2
Gσ (x) =
exp − 2 ,
2πσ 2
2σ

1 1
f
k[ r1 , r2 ]xk < 1
E(x) =
g
otherwise,

(2.15)
(2.16)
(2.17)

where E is a binary ellipse template with intensity f and background intensity g, and
G is a smoothing Gaussian function with spread σ. This template was chosen as it
approximates well the typical appearance of a spherical object on a 2D logarithmic
projection image, e.g. lung nodules on chest radiographs. Parameters of the template
were chosen to be r1 = 5.6 mm, r2 = 5.6 . . . 22.4 mm, σ = 1, f = 0.5, g = 0.4. Three
examples are shown in Figure 2.2. For the CSBF c = 1.2 corresponds to the parameter
used in later experiments, while c = 1.95 was chosen to be in between the former
and the SBF. Recall that for c = 5 the CSBF is equivalent to the SBF given the above
parameters. For this measurement a = b = 0 were chosen to focus on the effect of c.
The results of the simulation can be seen in Figure 2.3. The response is the same for a
perfect circle. As the ellipse gets more elongated, the response decreases and converges
to the response given to a ridge. The ideal response would be maximum for allowed

32

Chapter 2. Filter algorithms for the enhancement of lesions in projection images

F IGURE 2.2: Input samples for the synthetic test of the CI filters using
parameters r2 = 5.6 mm (left), r2 = 11.2 mm (middle) and r2 = 22.4 mm
(right).
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F IGURE 2.3: Filter response of three variations as the target ellipse is
elongated along the horizontal axis ( rr21 = 1 . . . 4).

shapes and dropping to zero when the shape gets too distorted. It can be seen that
by changing the c parameter, the steep part of the curve can be translated along the
radius ratio axis, adjusting the border between allowed and not allowed shapes. For
example, c = 1.2 has a quickly decreasing response, while with c = 1.95 the response
stays high up to a radius ratio of 2. This shows that the filter can be better adapted to
the application domain.
In the next measurement the goal was to approximate the signal-to-noise ratio
(SNR) of the filters. As the investigated filters are nonlinear, making formal comparison
of SNR difficult, simulation was chosen for the estimation. Definition of SNR is
SN R =

A2signal
A2noise

(2.18)

,

where Asignal is the response to the ideal circular template, while Anoise was calculated
as the root mean square of the output to random images. Pixel values on the random
1
images were generated from a Gaussian distribution N (µ = 0.5, σ = 60
). SNR results
can be seen in in Table 2.1. The values clearly show that shape restricted filters benefit
from reduced noise sensitivity. Additionally, transforming gradient length with the
function r results in a further increased SNR.
TABLE 2.1: SNR of three CSBF variations for a perfect circle and white
noise.

SBF

CSBF
(c = 1.95, a = b = 0)

CSBF
(c = 1.2, a = b = 0)

CSBF
(c = 1.2, a = 0, b = 0.0025)

31.9

38.3

84.1

87.1
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Application in CXR

In this experiment, application of CSBF on chest radiographs was investigated. As lung
nodules are often spherical structures in the lung, they appear as approximately circular shadows in the 2D projection images. Shadows of small nodules are usually very
dim, and anatomical noise can cause greater intensity variations than the nodule itself,
causing difficulties for usual linear filters, and making the use of CSBF reasonable.
As a baseline method, a multiscale determinant of Hessian (DoH) filter was added
to the comparison. DoH is a linear filter enhancing areas with high curvature – second derivative – in all directions. More details on the filter can be found later in Section 4.3.2. DoH is a common choice for blob detection in various image processing
problems. The only free parameter of the DoH is the set of scale parameters σ. The
values used here were optimized for the area under the FROC curve in the [0, 35] false
positive range on the evaluation image set to make sure the filter is not in a disadvantage compared to the CSBF. Values were selected from an exponential scale with base
1.5. The optimized set used in evaluation was σ ∈ {3.5mm, 5.3mm}.
The motivation behind the parameters of the CSBF and SBF were discussed in the
description of synthetic measurements except for c, a and b. The circularity parameter
was set to c = 1.2, disallowing distorted objects that are usually non-nodules but still
detecting typical oval shaped shadows. As it was demonstrated with synthetic tests,
the c = 1.2 setup is not sensitive to nodules with a radius ratio greater than 2, a value
that is less common for true lesions. The parameters of the length scaling function were
1
a = 0 and b = 400
, the latter being determined by manually looking at gradient vector
length in homogeneous areas of a few input scans. As b depends on the noise level
in the image acquisition process and the input scans were obtained by very different
methods, the selected value is unlikely to be optimal.
As for the test images the positive set of the JSRT database (see Section 1.11.1.1) was
used containing 154 images. For each image the first R local maxima were selected from
the filter output. A selected maximum point p was marked as lesion localization (LL
or TP) iff a radiologist marker included p and the distance between p and the marker
centroid were less than 14 mm. Other localizations were considered to be non-lesion
localization (NLL or FP). More details on this labeling can be found in Section 5.1.3.
Figure 2.4 shows the FROC curves of the CSBF versus the SBF and the DoH while
changing R values. The DoH filter is clearly outperformed by the convergence index
filters on this set. This is expected as the DoH is most sensitive to high-contrast objects with a hill-like intensity profile, while the lesions are more often dim and have a
plateau-like intensity profile. Comparing the convergence index filters, sensitivity of
the CSBF is on average 4% better than of the SBF for the same false positive fraction
values, so the CSBF clearly gives a superior performance on this dataset.
I also investigated if the difference between the CSBF and SBF is significant with
the current sample size. For this experiment the log rank differences of the first LL
detections were used. The test variable was
LRD = log2 (RCSBF ) − log2 (RSBF ),

(2.19)

where R∗ is the rank of the highest valued LL for method ∗. The rank of a localization
is the number of localizations with higher values plus one. The logarithm is consistent
with the observation that a change among the first few detections is more important
than a change among latter ones. Running a Student’s t-test with the hypothesis H0 :
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F IGURE 2.4: FROC curves of the CSBF, SBF and DoH algorithms on the
154 positive images of the JSRT.

LRD >= 0 resulted in rejection with p = 0.009, so the CSBF is significantly better than
the SBF in therms of log rank score.
The large number of parameters of the algorithm might raise concerns about its robustness. The application of the CSBF in Section 3.2 in the next chapter demonstrates
its good generalization: the method was applied to 514 scans with unchanged parameters and it yielded good accuracy, see Figure 3.2. For example it could find 69% of
lesions at 2.5 false positive findings per scan after an additional classification step.
2.2.3.3

Application in DTS

To demonstrate general applicability, the CSBF was tested on DTS slices. Nodules appear as circular objects in these images, just like for CXR. The main difference is the
higher contrast of nodules, sharper boundary and less background noise. To adapt to
this environment the parameters were changed to the following: Rmax was decreased
to 5.6 mm, as DTS aims at smaller nodules. d was reduced to 2.1 mm as sharp boundaries require lower values. Rmin was increased to 2.8 mm due to the change in d.
N = 16, c = 1.2 and a = 0 were the same as before, while b was increased to 0.25
to adapt to higher contrast.
The algorithm was run slice-wise in 2D and the filter output was projected back to
yield a 3D volume. For the measurement the LIDC-DTS-37 database was used (see Section 1.11.2.1). The criterion for LL and NLL distinction was the same as in the previous
experiment, except that the distance of the LL center and the lesion marker centroid
had to be less than 5.6 mm to reflect smaller nodule sizes. Results were calculated separately for the four lesion subtlety levels: invisible, hardly visible, visible and clearly visible
(please refer to Figure 1.9 for examples of each category).
The resulting FROC curves can be seen in Figure 2.5. The CSBF performs well on
the clearly visible nodules as it is able to find as much as 79% of lesions at a false positive
rate of 34. At the same time, the method shows small utility for more subtle lesions:
even for the visible category, sensitivity stays below 30%. Note that even for the clearly
visible category, results are somewhat worse than for chest radiographs. This is mostly
explained by the smaller size of lesions in this dataset: while median nodule size was
15 mm for the chest radiographs, the 85% size in the LIDC-DTS-37 was only 8 mm and
all lesions were smaller than 13 mm. See Section 1.11 for details.
Nodules in the hardly visible category and even most of the nodules in the visible
category are smaller than the smallest targeted object of the CSBF (approximately 7.5
mm diameter). Reducing Rmin does not improve detection as high curvature of small
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F IGURE 2.5: FROC curves of the CSBF algorithm on the LIDC-DTS-37
database grouped by nodule subtlety. The number of false positive findings are to be interpreted per scan.

objects on a low resolution image make the gradient directions noisy, reducing the
applicability of the CSBF. These small nodules require different methods described in
later sections and the CSBF is an ideal complement of these algorithms in ensemble
settings.
2.2.3.4

Extensions

A possible extension of the CSBF algorithm would be to extend it in 3D. The filter in
equation 2.7 is already defined in N dimensions; however, the method of choosing the
Nd directions is not given. In 3D for example the vertices of a tessellated sphere can
yield the directions, given that the vertices are spread approximately uniformly on the
surface of the sphere. Close to uniform tessellation is hard to achieve for small Nd
potentially resulting in increased run time.
Further generalization of the CSBF is possible if we observe that it follows the
widespread framework of regularized loss minimization. For an input image I for
a given point x
CSBF (x) = m − min (E(s, I) + R(s)),
s∈Sx

(2.20)

where Sx is the set of all allowed shapes centered at x, E is a loss function penalizing
non-convergent gradients, R is a shape regularization term and m is the maximum
filter output. For the CSBF, s is an Nd element vector of the radii in all directions as it
describes all allowed shapes. R is 0 for circular shapes with ratio between the longest
and shortest radii at most c and satisfying the radius bound, ∞ otherwise. Refining R to
reflect our assumptions of an ideal shape better could result in improved detection. For
example, penalizing the difference of radii in neighboring directions would allow more
elongated objects, while rejecting objects with locally varying radii, which is closer to
the goal when finding nodules. Also a smoother R function would allow a better tradeoff between shape match and gradient match.
The problem with this generalization is the increased computational complexity.
With a smooth R we would lose the possibility of independently optimizing in different
directions, while the irregularity of E prohibits the use of fast, gradient based optimization methods. If we restrict to an R containing only terms of neighboring directions – as
opposed to global shape constraint terms –, for example dynamic programming could
be employed for optimization. This might result in an acceptable execution time below
a minute, probably still much slower than the CSBF, currently taking seconds.
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2.3

Blob detection on object boundaries

2.3.1

Motivation and related work

Background noise has always been a major problem for shape detector algorithms.
Noise can be either uncorrelated or correlated and I focus here on the latter. Correlated
noise is mostly due to background structures present in the images and it can easily
mislead most detectors. Correlated noise is a serious problem for summation imaging
methods – like X-ray – as background objects behind (or ahead) of the target object
modify the appearance of the target itself.
Large efforts have been made to create robust filters insensitive to background
structures, assuming that the location of those structures is unknown. On the other
hand, in a less common scenario, the segmentation of the background structure is
known. Such problem arises for example when a lung nodule is to be detected and
it can overlap with a segmented structure like the viewable area of the lung or bone
shadows. In this special case, algorithms are needed that can utilize the extra information to improve detection.
Earlier works have already investigated the effect of structured noise on object
recognition and came to the conclusion that it is a more serious problem than widespectrum or random noise. A few examples in the domain of radiograph analysis are
described by Burgess, X. Li, and Abbey, 1997 and Samei, Flynn, and Eyler, 1999. However, much fewer tried to develop algorithms directly targeting the issue. One attempt
is described by Campadelli, Casiraghi, and Artioli, 2006 where the authors applied a
background trend correction algorithm to compensate for low frequency background
variations. While this works well for smooth variations, sharp edges are not handled
well. An other approach is to separately segment the background structures and compensate them using a model of the structure. This is done for bone shadows described
in Áron Horváth et al., 2013. While this approach works well in practice, implementing
a robust compensation algorithm is usually very difficult and has to be adapted to each
area. For example, most bone shadow compensation algorithms do not work as is for
the compensation of the diaphragm. Overall, implementing these methods is a huge
effort and not necessarily needed when the only goal is to recognize objects.
My proposed method utilizes background segmentation but does not try to directly
compensate the background structure. Instead, it involves a local contrast enhancement (LCE) step as pre-processing, where the contrast enhancement is carried out separately inside each segmented component. LCE is responsible for reverting the effect
of the background object: to compensate background variations and to restore the original appearance of the target object. It can handle sharp variations of the background,
provided that the segmentation is precise enough.
Detection of large sized nodules in chest radiographs is an application where the
problem of structured background noise is very prominent. This is due to large nodules
tend to overlap more often with the viewable lung boundary. Fortunately, algorithms
exist for the segmentation of these boundaries so the above approach is applicable. On
the other hand, large nodule detection raises other problems which I attempt to address
in this work.
A common method to detect objects with definite shape is to use template matching;
however, defining an optimal template is non-trivial. As part of the solution I propose
an optimal template for large nodules and show that it is different than the optimal
template for smaller nodules.
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When enabling detection on CXR scans outside of the viewable lung region, many
potential false detections can occur. To address this problem, I propose a location restriction step to complement the detector, only for the CXR application.
To summarize, my contributions are the following. I propose a nodule detection filter with the main novelty being local contrast enhancement depending on background
segmentation. In addition, the nodule template used for filtering is optimized for shadows of large objects. Lastly, a location-based false finding elimination step improves
precision.

2.3.2

Contribution 1.2: A method for blob detection on object boundaries

The following work has been published in G. Orbán and G. Horváth, 2012a.
The proposed scheme takes the boundaries of the segmented background as input
and starts with a special LCE step using the segmentation information. This is followed
by a matched filter using an optimal template for large nodules. The last step is dropping results according to location constraints. As the main application for the scheme
arises in the detection of large nodules in chest radiographs, the algorithm is referenced
simply as large nodule filter (LNF).
The usual LCE scheme, like the one described by J. Lee, 1980, applies the following
mapping on an input image I(x), x ∈ RN
−1
LCE0 (I)(x) = σR(x)
(I)(I(x) − µR(x) (I)),

(2.21)

where R(x) is a region around x, µR (I) is the mean of I on region R and σR (I) is
the standard deviation of I on R. Usually R is a fixed shape centered at x. In the
current applications absolute intensity variation carries important information, thus
normalization with σ should be omitted.
LCE0 works well when the background changes are smooth, but yields poor results – can even make a nodule disappear, see Figure 2.8 top middle case – when the
background change is sharp. To address this, background segmentation information
is utilized in the following way. Instead of a fixed region R, the proposed filter uses
an adaptive region to contain areas in a homogeneous area according to background
segmentation. R around x is defined as follows
R(x) = {u, kx − uk < r} ∩ Li , x ∈ Li ,

(2.22)

where Li is a continuous segmented region of the background and r is the radius of the
region. This works as if R were a spherical region trimmed with the segmented region
containing its center. An illustration of the method can be seen in Figure 2.6.
There is one more problem with the LCE output gained this way. Due to the exponential nature of X-ray projections, the dynamic range is lower in areas where the
background is denser. This results in lower contrast in the LCE response for such areas. In the CXR application, it is known that different segments of the background
have different density, therefore some compensation is possible and desirable. Transforming the LCE output with the following logistic function gives control over contrast
enhancement while ensuring monotonicity and also keeping values in the [0, 1] range.
The resulting formula is
LCE(I)(x) =

1
,
1 + exp [−k(x)(I(x) − µR(x) (I))]

(2.23)
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Nodule

Nodule
R(p1)

R(p2)

p1

p2

L1

L2

L3

F IGURE 2.6: Illustration of the background-dependent LCE. The background is darker in L1 and L3 regions while brighter in L2 . The average
intensity for the normalization of p1 is calculated over R(p1 ) (diagonally
striped), that is restricted to L2 . If darker pixels in L1 were included in
the normalization, it would reduce average intensity, making the contrast of the enhanced nodule lower. p2 is normalized over R(p2 ) restricted to L3 with similar benefits.

where k(x) controls the steepness of the logistic function and can be used to compensate for the different dynamic range. k can be chosen to yield different constants for
each segmented region according to the estimated dynamic range of the region.
The LCE so far ensures that objects fitting in R are enhanced and also that the effect
of the segmented background is compensated. Still, it is not selective enough as it does
not take into account shape. To address this, a matched filter is utilized after the LCE
to find the targeted object. The matched filter has optimal SNR if the target object is
used as a template. As the proposed filter targets spherical objects on X-ray projection images the template was determined by calculating the projection of an idealized
homogeneous sphere in the following way.
A simple model of X-ray attenuation is
I(x) = I0 e−c

Rr

d
rs

ρ(u) du

(2.24)

where I0 is the source intensity, rs and rd are the source and destination of the ray, ρ(u)
is the attenuation coefficient (or radiodensity) of point u, and c is a constant for scaling
density. Using this formula, we can approximate the intensity profile of a smaller and a
larger spherical object, as it can be seen on Figure 2.7. Note that the profile of the large
object – due to the exponential nature of X-ray images – is more rectangular, while the
profile of the smaller remains approximately circular. As different sized objects have
different intensity profiles, it is advisable to use different templates, not just the rescaled
version of one template. As the matched filter is applied to the contrast enhanced
images, it is also necessary to carry out the same LCE transformation on the template,

Intensity (gray), position (black)
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F IGURE 2.7: Estimated intensity profile of a large, spherical object (of
unit radius) and a smaller one (r = 0.3 unit). Note that the profile of the
larger one is more rectangular.

resulting in the following template T
T (x) =

1
,
1 − exp [−k(x)(Sp (x) − µRT (Sp ))]

Sp (x) = e−cS(x) ,
 p
2 r2 − kxk2
S(x) =
0

(2.25)
(2.26)

kxk ≤ r
otherwise,

(2.27)

where S is the density projection of a sphere centered at the origin and with radius r,
Sp is the exponential projection, and RT is the region, where the template is defined.
To
√ include some background area in the template, the chosen RT is a circle with radius
2r.
False detections of the matched filter can occur if small objects close to each other
mimic larger structures like the target object. These detections are usually distinguishable due to their greater intensity variance. Based on this observation, it is useful to
regularize the filter output with the variance of the area. The output of the regularized
matched filter is
2
M (I)(x) = (T ∗ LCE(I))(x) − λσR
(I ∗ Gs )
T

(2.28)

where λ is the weight of the regularization and Gs is a Gaussian as in Equation 2.16. I
is smoothed by Gs to be sensitive to variance at a larger scale instead of pixel level, as
the latter is usually caused by image noise.
The entire method is inserted into a multiscale framework by simply varying region
radius r to detect different sized objects, yielding the final output to be
LN F (I)(x) = max(M (I, r)),
r∈A

(2.29)

where A is the set of discrete radii determining the targeted scale range.
Computational complexity of the implemented LCE step is linear in region size for
each pixel of the image, as the calculation of the average requires traversing the entire
region. This results in the following complexity for the entire image

O (LCE) = O ]IrN ,
(2.30)
where ]I is the number of discrete points in the image, and N is the dimensionality
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TABLE 2.2: Responses of the matched filter to different image parts from
Figure 2.8.

Matched filter

LNF with simple LCE

Proposed LNF

0.21
0.2

0.37
0.44

1
0

Target object response
Border response

of I (and R). A more sophisticated implementation calculating averages incrementally
could reduce the exponent of r to N − 1 which is a potential room for improvement.
Complexity of the matched filtering and smoothing is

O (M ) = O ]I max(rN , (ks)N ) ,
(2.31)
assuming that Gs is substituted with a finite approximation with radius ks, where k
is a constant and also assuming a spatial implementation of convolution. Note that
convolution steps could be optimized by using a fast Fourier transform, but this would
not improve overall complexity due to the other steps, as ks is typically smaller than r.
The overall complexity of the current implementation is

O (LN F ) = O ]I max(max(A), ks)N ]A ,
(2.32)
where ]A is the number of scales tested.

2.3.3
2.3.3.1

Evaluation
Synthetic measurements

In the first measurement, I demonstrate the main advantage of the algorithm on a synthetic image. For this, a spherical object was simulated according to equation 2.26 on
a horizontal step function as background. The location of the step was known for the
algorithm: L0 was the left part, while L1 was the right part of the background. The
simulated input, the result of an LCE with a fixed circular R and the result of the proposed LCE can be seen in Figure 2.8. The standard LCE also enhances contrast at the
step, which distorts the nodule image. The improved LCE is aware of the border and
enhances only the nodule. Output of the matched filter is also shown below the input images. Detectability of the target object is the best on the proposed output. The
numerical values of the responses to the object and the background step is shown in
Table 2.2. The filter without LCE assigns only a marginally higher value to the object
than the background, while the standard LCE enhances the background variation even
better. The proposed filter does not enhance the background at all, thanks to the precise
segmentation.
2.3.3.2

Application in CXR

An important application of the LNF arises in CXR analysis. On these images, lung
nodules often overlap with boundaries of background structures due to the summation nature of the imaging process. For the boundary of the viewable lung area, a
segmentation is available that can provide the Li regions for the algorithm.
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F IGURE 2.8: Different pre-processed inputs (top) and the response of
the matched filter on them (bottom). A simulated spherical object overlapping a background boundary, unprocessed (left), pre-processed with
fixed region LCE (middle), and proposed LCE (right).
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F IGURE 2.9: The masks of the original viewable lung area and the allowed area for nodule centers. Light gray areas are removed, while dark
gray areas are added to the allowed set of centers.

The algorithm was parametrized to detect large nodules in the range of approximately 30 mm to 75 mm. This is motivated by the intuition that a randomly placed
nodule will intersect the boundary of the segmented lung with lower probability when
smaller.
Most lung nodule detectors are restricted to run only in the viewable lung area
so they utilize segmentation information to restrict the search instead of the current
compensation approach. As the proposed algorithm can find nodules outside this area,
it was necessary to estimate the actual boundaries of the lung – which can extend well
beyond the viewable lung area – to limit the number of false findings. The boundaries
of the entire lung are estimated as the following.
First, the binary masks of the left and right viewable lung parts are dilated towards
the center until they become connected. This reflects the fact that the inner side of the
lung fields are overlapped by the mediastinum therefore not visible in the radiographs,
but these areas can potentially contain nodules. Next, a vertical line in the middle is
erased from the mask, as the two lung fields are separated in reality, at least by a thin
lung wall. Finally, the resulting mask is eroded with the estimated nodule radius, as the
detector aims to detect the center of the nodules, that cannot be closer to the lung wall
than their radius. An example is shown in Figure 2.9. The resulting mask is consistent
with the assumption that nodules can reside under the shadow of the heart, aortic arch
or hemidiaphragm, but cannot hang out towards the side of the body.
Parameters used for the evaluation were the following. k(x) was empirically set to
20 inside the viewable lung area and to 40 outside, to compensate for lower dynamic
range in the opaque region. The used filter radii are A ∈ {14, 20, 27, 38} in mm, to
match targeted nodule size. The density scaling c is 0.007 while the density ρ of the
sphere given by S is unit per mm3 . This was set after analyzing typical nodule intensity profiles. Regularization λ is set to 4 and smoothing parameter s to 0.3r after
optimization on one sample.
An example result of the LNF on a radiograph can be seen in Figure 2.10. The
nodule is detected, despite it is mainly located under the shadow of the heart and
overlaps with the border of the viewable lung.
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F IGURE 2.10: An example result of the LNF on a chest radiograph. A
nodule with diameter of 80 mm is located under the shadow of the heart
(left). The result of LCE without using segmentation (mid-left). The
result of LCE with using segmentation (mid-right). The response of the
LNF (right).
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F IGURE 2.11: FROC curve of the LNF on the subset of the PCSU
database containing nodules larger than 30 mm.

The LNF was evaluated on a subset of the PCSU database where nodules in the
targeted size range existed. This yielded an 11 image subset. An evaluation on a larger
image set is demonstrated later in section 3.2. The FROC curve of the algorithm is
shown in Figure 2.11. The LNF detects 73% and 82% of targeted lesions at a false positive rate of 2.1 and 7.1 per image, respectively. These numbers are very promising for
the applicability of the filter, as false positive rates can be largely reduced by including
a classification step. Most of the similar purpose filters in the literature operate with
false positive rates in the order of hundreds to achieve good sensitivity and drop the
majority of the false results through classification.
The application of the LNF in Section 3.2 in the next chapter demonstrates robustness at a larger scale: the method was applied there to all 514 scans of the PCSU
database with unchanged parameters. Although most lesions in that database are not
in the size range this method is targeting, it could still detect 50% of them at 2 false positive findings per scan after an additional classification step. For details, please refer to
Figure 3.2 in the corresponding section.
2.3.3.3

Application in mammography

The LNF was also tested on mammography images. Although the background boundary problem does not arise here, it is still useful to test the robustness of the algorithm
and to demonstrate the efficiency of the matched filter with the optimized template.
For the evaluation, the subset containing circular nodules of the mini-MIAS database
was used resulting in 24 MLO images. A multiscale DoH blob detector (described in
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F IGURE 2.12: FROC curve of the LNF and a DoH filter on the mini-MIAS
database restricted to circular masses.

Section 4.3.2) targeting the same size range was used as a reference, as it is a commonly
used detector for finding circular objects. The resulting FROC curves can be seen in
Figure 2.12. The LNF slightly outperforms the DoH. Conducting the t-test described in
section 2.2.3.2 showed that the improvement was significant with p = 0.03.
2.3.3.4

Extensions

Note that two of the main steps, the matched filter and the lung area estimation were
mainly optimized for the CXR application. On the other hand, the boundary dependent
LCE, the main contribution of this work, is general, and can be applicable in other
domains where a segmentation is available and overlapping objects are likely. Most
X-ray projection images satisfy these criteria.
The method might be also generalizable within the CXR application. The current
version of the algorithm helps detecting nodules intersecting with the segmented lung
border. This mainly affects larger nodules as smaller ones have a lower probability of
having an intersection. On the other hand, smaller nodules often intersect other background structures like rib shadows which can often mislead intensity based detectors.
Using rib shadow segmentation as described later in Section 3.3, the above idea may
be generalizable to help the detection of smaller nodules intersecting rib shadows.

2.4
2.4.1

Outlier detection for lesion recognition
Motivation and related work

The motivation of this study was the need to detect and segment infiltrated areas in 2D
chest radiographs, an important but mostly neglected task in CXR analysis (see Section 1.7.2). An example case is shown in Figure 2.13. Infiltrated areas are regions in the
image with unusual texture, mostly caused by increased tissue density of lesions. They
can be signs of lung cancer, tuberculosis (TB) or other interstitial lung diseases (ILD),
and in most cases, the exact cause cannot be determined based only on the radiograph.
Due to the heterogeneous appearance of infiltrated areas, shape is not distinctive
enough to rely on it for detection, as opposed to for example lung nodules. As infiltrated areas usually do not delineated by a definite border either, most of the common
segmentation methods fail. For the same reason, markings of human observers are
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often unreliable for such findings, making them unsuitable for training supervised approaches. Relying solely on intensity distribution and not utilizing labeled data is a
way to overcome these challenges.
An immense number of methods are already available for the general problem of
object recognition and segmentation for hard-to-define shapes that are potentially applicable for the current problem.
Some of those rely on a probabilistic generative model to describe the image, for
example Markov random fields (MRF) explained in Kindermann and Snell, 1980. The
main problem with MRF is the need for positive samples to estimate parameters or a
"close-enough" segmentation to bootstrap the algorithm. Therefore it is mainly used to
refine segmentation, for example in H.-D. Li et al., 1995 where the initial segmentation
was obtained by thresholding. In the current application, simple methods like thresholding fail to provide a good-enough initial segmentation, making the application of
MRF less desirable.
Marked point process (MPP) is a more complex probabilistic model often used to
find shapes in images, see Descombes and Zerubia, 2002. It is most effective when the
target shape has a restricted shape, for example can be described by a few parameters.
Example applications therefore include detecting roads, houses or people as in Ge and
Collins, 2009. MPP would require positive samples to learn the priors of the shape that
is not available for the current problem.
Level-set methods (see Sethian, 1999) and a particular generalization called phase
field models (see Beneš, Chalupecký, and Mikula, 2004) are both mathematical frameworks often used for object segmentation without the need for a training set. A related
application for segmenting breast tumors is described in Y.-L. Huang et al., 2007. It
is effective when either a "good-enough" initial segmentation is available or the target
shapes are homogeneous, neither of which holds true for the current problem. Furthermore, it is difficult to apply it for images for which the distribution of intensity is
position-dependent, like for chest radiographs. For example Sum and Cheung, 2008
added a local contrast enhancement step to overcome this problem, but the method is
not applicable for infiltrated areas due to the large variation of scale.
Active contours (AC) or snakes are methods for matching regularized curves to
background shapes. A few alternative formulations are described in Kass, Witkin,
and Terzopoulos, 1988, C. Xu and Prince, 1998 and Sum and Cheung, 2007. The basic
method relies on an initial segmentation and fits the curves to nearby edges, therefore
it is effective for refining segmentation, see for example the application of Keshani et
al., 2013 applying AC for refining the initial detection of lung nodules in CT scans. The
lack of a good initial segmentation for infiltrated areas make AC hard to apply; furthermore, these objects are less homogeneous, generating false edges and potentially
misleading the method.
The lack of positive training samples and an initial segmentation suggests a different approach than the previously described ones. In the current problem of chest
radiograph analysis, one can note that the background is similar across the different
cases, and only unusual deviations should be detected. Novelty detection algorithms
are well suited for these kinds of problems.
Novelty detection is a broad area aiming to detect any kind of deviation from the
"regular" model, often built from data in a training phase. A general review of statistics based and neural networks based approaches can be found in Markou and Singh,
2003a and Markou and Singh, 2003b. In the field of medical image analysis it is mainly
used in classification of the findings. The main benefit is that one does not have to
collect a comprehensive set of positive samples, as a large enough normal or healthy
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set of samples suffices. An example from the field of mammography is described in
Tarassenko et al., 1995. On the other hand, novelty detection for direct image processing is not used often. One case is described by Roberts, 2000 where the author applied
extreme-value statistics for MRI images; however, the statistics was calculated from the
same image that was classified, which makes the approach work only for very prominent variations. In the approach of Rose and Taylor, 2003, a Gaussian mixture model is
fitted to image patches. While it partly handles the case when different parts of the image have different statistics, location information is dropped, reducing the robustness
of the model.
My proposed method uses location-dependent intensity statistics calculated from a
large healthy set of samples to build a model for healthy patients and detect outliers.
As model building does not rely on positive samples, it can be also considered as a
simple novelty detector.
The method models the intensity at each location as a sample from a random variable, estimates the distribution, and detects every value that is unlikely to come from
the estimated distribution. This approach works if the background is similar for all
involved images, or at least a transform exists that can make them similar. The method
is based on the assumption that intensity values of lesions are distinctly darker than
healthy tissue given the location. In other words, it is assumed that pixel intensities
intersecting a lesion are generated according to a different distribution having little
overlap with the intensity distribution of pixels not crossing a lesion given the location.
Note that it is not the goal of the algorithm to find all infiltrated areas. This would
be exceptionally difficult, due to the high diversity of their appearance. The goal is
rather to detect a fair fraction, that are complementary to the findings of other lesion
detectors, and to keep false positive rates low, enabling ensemble application later.

2.4.2

Contribution 1.3: Outlier area filter (OAF)

The following work has been published in G. Orbán and G. Horváth, 2012b.
The proposed method comprises two main phases: a learning phase, where intensity statistics of the images are learned, and the recall phase, where a new image is
analyzed. While the first phase is an offline step executed once for the entire training
set of images, the recall phase is repeated for every input image, where abnormalities
should be detected. In the sequel, I first describe a coordinate transform responsible
for making radiographs of different patients comparable, then I describe the learning
and recall phases.
2.4.2.1

Lung polar coordinate system

To get meaningful distribution estimates at each location when analyzing multiple images, it has to be ensured, that intensity values at a fixed coordinate are generated by
the same anatomical structure between images, at least in the majority of cases. Using pixel coordinates is not sufficient, as the same pixel coordinate can overlap with
very different anatomical areas in different images, due to patient misalignment and
the variety of the shape of organs. This leads to a large variance in the "to be estimated"
intensity distributions, hence low separability of lesions.
Two observations can lead to more robust location. First, the boundary of the viewable lung fields provide the most prominent visual clue for image analysis, these are
the first references when locating everything else. Also, segmentation algorithms are
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F IGURE 2.13: An example for a typical, large infiltrated area marked
by the four arrows. Hard-to-define border and non-circular shape are
common properties of infiltrated areas.
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available to provide them. Therefore connecting the coordinate system to the boundary of the viewable lung fields is possible and will make the coordinates more aligned
across images. Second, the trend in texture of the lung field changes as getting farther
from the pulmonary arteries entering the lung, as vessels and bronchi gets thinner and
sparser. A coordinate system aligned with the horizontal and vertical axes cannot describe this trend well. It is more robust to measure the distance from the entry point of
the arteries.
Based on these ideas, I propose to use a polar-like system connected to the segmentation of the viewable lung; I will refer to it as lung polar coordinate system (LPCS).
The LPCS was first used in the bone shadow segmentation algorithm described in Áron
Horváth et al., 2013 and was not my contribution. The main novelty here is the application of LPCS for image registration. As the method was not published in the original
paper, I describe the details in the sequel.
Figure 2.14 illustrates the LPCS. The origin O is the centroid of the lung masks
marking the viewable lung area. This is a rough estimation for the place where arteries
enter the lungs. For a given point p, the first coordinate ϕ is the angle of the vector
−→
Op with the vertical axis, mapped to [−π, π]. The second coordinate is a normalized
distance dϕ (p), depending on ϕ defined as
dϕ (p) =

kp − I1 k
,
kI2 − I1 k

(2.33)

where I1 and I2 are the closest and farthest intersections of the half-line starting from
the origin and crossing p with the lung mask.
The resulting coordinate system produces coordinates that are comparable between
different images, greatly reducing the variance of intensity values for each location
therefore helping to separate healthy tissue from abnormal. Example histograms of
healthy and abnormal tissue across the PCSU database are shown in Figure 2.15, both
with and without using LPCS. For the illustrated locations, using LPCS clearly increases separability of abnormal areas: the Bhattacharyya distance for p1 and p2 increases from 0.14 to 1 and from 0.32 to 1.43, respectively. Note that the number of
positive samples intersecting with p2 was only 9, rendering that measurement less reliable.
An additional benefit of LPCS is the ability to express the quasi-symmetry of the
two lung fields, as inverting ϕ yields a similar point in the other lung field. This is a
desirable property when the coordinates are used as features for classification.
2.4.2.2

Learning phase

The main goal of the learning phase is distribution estimation, and it is an offline step
made before analysis starts. Only images of healthy patients are used for the estimation. First, a median filter is applied with a disk shaped kernel of radius rm to eliminate
noisy pixel values and small structures. This is a pre-processing step, also done before
analysis. As rm is set to be smaller than the targeted infiltrated areas it does not clear
important image details.
The next step maps every training image to LPCS. Distribution estimation is done
for each discrete LPCS coordinate. The coordinate space is discretized fine enough to
be sensitive to location differences, but coarse enough to generalize well. The simplest
nonparametric method of histogram estimation is used, where the allowed intensity
range is divided uniformly into Nb bins. As a result, a generative model for a random
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F IGURE 2.14: Illustration of LPCS calculation for a point p.
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F IGURE 2.15: Histogram of intensities for healthy and abnormal cases
at fixed locations p1 and p2 (see Figure 2.16 for details). Intensity values
are sampled from the single pixel closest to p1 and p2 from every image.
Results in the left column are using fixed normalized image coordinates,
while in the right column are using fixed LPCS coordinates. Upper row
corresponds to p1 , lower row to p2 . Samples are from the PCSU database
and are separated according to whether the location is inside a marked
area (dark) of a lesion or in a completely healthy area (light). Note that
the sum of histograms are different in each case as coordinates falling
outside of the viewable area are omitted.
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p1

p2

F IGURE 2.16: Illustration of the histogram locations p1 and p2 on the
first negative image of the PCSU database from where the fixed values
were taken. Image coordinates are xp1 = 0.316, yp1 = 0.404 and xp2 =
0.745, yp2 = 0.631 where x is the horizontal and y is the vertical coordinate normalized to [0, 1]. LPCS coordinates are ϕp1 = −0.36π, dϕ (p1 ) =
0.45 and ϕp2 = 0.67π, dϕ (p2 ) = 0.25.

variable is given for each LPCS coordinate. The random variable for each coordinate is
referred to as Hϕ,d .
2.4.2.3

Recall phase

The recall phase carries out the online analysis of a new, unseen image, and detects
abnormalities on it. First, the same median filter is applied and the image is mapped
to LPCS space, just as in the offline learning step. This way, the image J is obtained.
More formally
J(ϕ, d) = Mrm (I)(LP CS −1 (ϕ, d))
Mrm (I)(x) = I(y), ]{u|I(u) < I(y)} = ]{v|I(v) ≥ I(y)},
y, u, v ∈ Rrm (x),

(2.34)
(2.35)
(2.36)

where Mrm is median filtering with radius rm , I is the input image, LP CS −1 maps coordinates from LPCS to pixel coordinates, Rrm is a circular region of radius rm around
x, and ] denotes set count. Then, each pixel in the LPCS space is tested against the
estimated probability distribution for that location. The null hypothesis for the test is:
H0 : J(ϕ, d) ∈ Hϕ,d .

(2.37)

This way the type I. error can be controlled with a suitable significance threshold pf p ,
so that
pf p ≥ P (J(ϕ, d) is marked as unhealthy |J(ϕ, d) ∈ Hϕ,d ),

(2.38)

which is useful to keep false positive rates low. Every location (ϕ, d) is assigned a
nonzero value iff it fails the test at the predefined significance threshold. The assigned
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value O(J), when nonzero, depends also on the probability of the intensity in the estimated distribution
(
β + 1−β
pf p ≥ pJ(ϕ,d)
pf p (pf p − pJ(ϕ,d) )
O(J)(ϕ, d) =
(2.39)
0
otherwise,
pJ(ϕ,d) = P (Hϕ,d ≤ J(ϕ, d)),

(2.40)

where β is a parameter. The linear transformation of pf p − pJ(ϕ,d) is heuristic, and
motivated by two goals. First, a less probable (according to Hϕ,d ) intensity value should
get a higher filter output. Second, an intensity value just at the threshold determined
by pf p should already get a value 0 << β < 1, while all values should stay in [0, 1].
The resulting image is then transformed back to pixel coordinates and a Gaussian
smoothing is carried out, yielding the final filter output OAF (x)
OAF (x) = (Gσ ∗ Oc )(x),
Oc (x) = O(J)(LP CS(x)),

(2.41)
(2.42)

where LP CS maps pixel coordinates to the LPCS, and Gσ is a Gaussian as in equation
2.16. The smoothing eliminates most of the noise from the output, and helps to connect
continuous structures.
As opposed to most detector algorithms seen earlier, the proposed outlier area filter
(OAF) provides the entire estimated area of the findings, not only an inner point or
estimated center. This eliminates the need for a separate segmentation step.

2.4.3
2.4.3.1

Evaluation
LPCS

First, the benefit of using LPCS over image coordinates was investigated by measuring
average separability over random coordinates. Separability measures the maximum
theoretical accuracy of intensity based classification for a given point, and it is defined
as


1
TP(t)
TN(t)
max
+
(2.43)
t 2
TP(t) + FN(t) TN(t) + FP(t)
where TP(t), TN(t), FP(t), FN(t) are the number of true positive, true negative, false
positive and false negative classifications when using a simple intensity threshold t
for classification. A point with intensity value above t was classified as true positive
if it was within a region marked by a radiologist, otherwise it was counted as a false
positive. Separability was calculated for each sampled coordinate independently and
the average over 10000 random samples was taken.
Average separability on the PCSU database using image coordinates was 0.613,
while average separability with LPCS was increased to 0.703 showing an obvious benefit. It worth noting that the accuracy and robustness of the LPCS largely depends on
the accuracy of the underlying lung segmentation method. For the evaluation I used
the method described in Juhász et al., 2010.
Comparing separabilities can also answer if it is better to use coordinate dependent
statistics than simply classifying by a global intensity threshold as it is often done in
other applications. Restricting to within the visible lung area, separability of all pixel
values is 0.559, so adding both kind of coordinates clearly results in better classification.
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F IGURE 2.17: An input radiograph (left), the weighted outlying pixels
Oc drawn on the image (center), and output markers of the OAF algorithm after smoothing (right). It is visible in the center image that the
OAF detects lung segmentation errors (markers on the diaphragm), and
remainders of bone shadows as outliers; however, these are eliminated
by the smoothing step in Equation 2.41, yielding a single detection in
this case, shown on the right.

For the illustration in Figures 2.15 and 2.16 separabilities are 0.622, 0.593 for image
coordinates, and 0.888, 0.906 for LPCS coordinates for p1 and p2 , respectively.
2.4.3.2

Application in CXR

As the LPCS is specific for chest radiograph analysis, evaluation was also done in this
domain. The parameters of the algorithm for the evaluation were the following. ϕ and
d were quantized to 400 and 200 discrete values, respectively, the number of histogram
bins Nb was 128. These numbers were set to keep computation time per image in the
order of seconds while keeping the important level of details. The radius of the median
filter was set to rm = 4.2 mm, which is just below the targeted lesion size range so it
does not eliminate important findings. The significance threshold pf p was set to 0.05,
which is a common choice in significance tests. As it is a relatively permissive value,
some false detections are expected, but most of them are eliminated by the Gaussian
smoothing. Setting β to 0.5 ensured that the filter output for positive detection falls in
[0.5, 1]. The output smoothing σ was set to 5.6 mm empirically to remove obvious false
detections. Only the first 3 images of the training set were used to manually refine the
parameters. A separate training and evaluation set, both roughly 100 times larger than
this guarantees robustness.
The learning phase to estimate distributions was done on 151 images from the
PCSU database, where no lesions were present. For testing, all images in the PCSU
database were selected, where the radiologists marked at least one infiltrated area,
yielding 215 images. For false positive rate estimation, another 101 images of healthy
patients were selected, having no intersection with the training set. All images were
processed by a bone shadow removal algorithm described in Áron Horváth et al., 2013.
An example result on a positive radiograph is shown in Figure 2.17.
Working points on FROC curves are generated by varying a final threshold on the
smoothed output image OAF (x). Results for the complete test set is shown in Figure 2.18. The FROC curve shows that the algorithm can detect 24% of infiltrated areas
while hardly giving any false findings (0.02 per image). The OAF can detect a maximum of 43% of target lesions at a false positive rate of 1.28 which is still very low
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F IGURE 2.18: FROC curve of the OAF on the subset of the PCSU
database restricted to infiltrated areas and negative images.

F IGURE 2.19: Example true positive findings of the OAF. The markers of
radiologists are drawn with a dashed line. Although the segmentation
is often imprecise, the algorithm is able to find lesions of unusual shape,
without a definitive border and often extending to opaque areas.

considering the fact that no classification step was applied on the results. With a subsequent classification step the false positive rate can be greatly reduced. Although
sensitivity is low compared to other lesion detectors, it also does not aim to detect all
of them, only to handle cases that are hard for shape-based methods. To illustrate certain strengths and weaknesses of the algorithm, example true positive, false positive
and false negative cases are shown in figures 2.19, 2.20 and 2.21, respectively. For all
illustrations, the working point with 43% sensitivity and false positive rate of 1.28 was
used. Overall, the algorithm reaches its goal, as the findings are complementary to the
findings of other detectors, and low false positive rates make ensemble application possible, as it is described later in section 3.2. Sensitivity in the future might be increased
by the possible extensions described in the next section.
Comparison of the method with similar solutions has not been made for multiple
reasons. First, unlike for lung nodules, there is no public set of scans containing marked
infiltrated areas, therefore earlier publications mentioned in Section 1.7.2 (MonnierCholley et al., 1998; B. van Ginneken, Katsuragawa, et al., 2002; Sundararajan et al.,
2010; Le, 2011) were all using private scans. Without measuring on the same scans,
comparing metrics is not meaningful. Reimplementing the methods would have been
a possible solution; however, as earlier methods were not targeting the exact same
problem, comparison might be unfair. A comparison of the OAF with the earlier two
filters of this thesis, the CSBF and LNF, can be found in the next chapter in Figure 3.4.
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F IGURE 2.20: Example false positive findings of the OAF. The leftmost
case is a result of a lung segmentation error over the shadow of the heart.
The middle-left case is in a region with multiple bone shadow crossings often misleading algorithms. The middle-right case detects a bone
shadow and continues over the mediastinum due to a lung segmentation error. The rightmost case detects the shadow of the heart which is
less common to appear in the (anatomical) right lung field.

F IGURE 2.21: Example false negative cases of the OAF, showing the
markers of radiologists. The leftmost case is too small for the OAF with
the current parameters. The middle-left case is missed due to a lung
segmentation error confusing the boundary of the lesion with the diaphragm. The middle-right case is in an area where the bronchi and the
vessels often create dark structures even in normal cases and the current
case does not have enough contrast. The rightmost lesion has too low
contrast.
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Extensions

The current algorithm investigates independent pixels, and correlation of neighboring values is only implicitly used, when smoothing the output Oc . Explicit usage
would mean for example approximating a multivariate distribution of more neighboring pixels, or pixel intensity and a few more hand-crafted features, like local average
or variance. This could improve precision of the algorithm. However, approximating a
distribution with higher dimensionality would require more samples with the current
method.
Alternatively, parametric estimation methods could reduce the number of necessary samples and most likely would yield more precise detections thanks to their better generalization capabilities. A very similar approach would be to use supervised
learning methods, like a one-class classifier on the multidimensional variables.
Improving on the accuracy of inter-image location mapping – currently done by
LPCS – also has a large potential for improving the algorithm. Texture based registration methods can achieve better matching of pixels at the cost of much longer processing times. As computing resources are getting cheaper, using texture based registration
instead of LPCS might become an option in the future.
Although the LPCS is tailored for the application on chest radiographs, other parts
of the algorithm are general enough for wider usage. Where a similar transform exists, that maps corresponding parts of the background to the same location, the outlier
detection scheme can be used to detect anything that has a discriminative intensity. Alternatively, when image registration algorithms are able to match corresponding background pixels, the method is again applicable. The approach could be used in domains
like image based verification of manufacturing, wear detection and similar fields.

Chapter 3

Fusion of heterogeneous
information to improve lesion
detection
3.1

Introduction

The paradigm of ensemble methods is getting more attention lately. For many complex problems, instead of searching for the single best solution, the general approach
is shifting towards the creation and combination of many solutions for the same problem. When a proper combination method is used, the ensemble system can outperform
every single solution.
A vast number of examples can be found in the research literature for both methods and applications. A collection of the basic techniques can be found in Zhou, 2012,
but the principle goes beyond the field of machine learning. Successful applications
include the ensemble outperforming all other solutions for the Automatic Nodule Detection 2009 challenge (ANODE09), see Bram van Ginneken et al., 2010.

3.2
3.2.1

Combination of heterogeneous object filters
Motivation and related work

In the current part of this thesis, a procedure for combining lesion enhancer filters is
proposed. The motivation is twofold. First, as discussed in Section 1.7.2, one of the
major problems of current CADe is the narrow scope of findings: most methods target
only small sized lung nodules. A combination of different lesion enhancer filters can
address this problem, and return a more comprehensive set of findings when the filters
are sensitive to different kinds of lesions. Second, the precision of the output can also
be potentially improved by combining filters targeting the same type of lesions. If the
filters are both precise and have different strengths, the combination can potentially
improve detection accuracy, as it can be seen in successful ensemble applications in
other fields.
To be more specific, my main goal with the DTS application is to improve accuracy
by combining filters both targeting small lung nodules. At the same time, the CXR
application aims to provide a more comprehensive result set of lesions by including
infiltrated areas and large lesions, while not allowing false positive rates of a CADe
system to increase. Both applications employ the same, general combination scheme
proposed in this work.
It worth explaining in more detail, why detecting infiltrated areas and large nodules
is beneficial. Infiltrated areas are obviously important as these are the most frequent
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findings in chest radiographs and can be a sign of both TB and lung cancer, as discussed
in Section 1.7.2. As for large lesions – can be both a large nodule or a large infiltrated
area – these are less likely to appear at an early stage of lung cancer; however, they
make the findings of a CADe system more comprehensive, which is a necessity if the
goal of such a system is to give a full diagnosis, even as a second-opinion. Furthermore,
a system finding a comprehensive set of lesions can speed up analysis by requiring the
examiner to input less missing markers. Correcting CADe findings instead is expected
to be faster. Lastly, the trust of the users – the physicians – can only be gained if the
system does not miss cases that are relatively easy for the human reader to detect.
This trust, however, is essential to get the physicians to use the systems and provide
feedback helping further development.
A single lesion model, both describing minor and major nodules and infiltrated
areas, is hard to construct, so finding a diverse set of lesions may require an ensemble approach. Although single algorithms exist for very general lesion detection, like
symmetry based methods described in Katsuragawa and Doi, 2007, because of their
generality, they cannot be so efficient for relatively well-defined circular nodules. The
adaptation of the ensemble approach in CADe appeared in a few former studies.
In the most common adaptation of the ensemble paradigm, multiple classifiers are
combined to improve on classification accuracy. For example in the work of X. Xu et al.,
1997, a rule based classifier was combined with an artificial neural network (ANN) to
improve classification accuracy of lung nodules in chest radiographs. In the approach
of Shi, Kenji Suzuki, and He, 2009, an ensemble of ANN classifiers was utilized to
reduce false positive rates on chest radiographs. The classifiers were specialized in
different kinds of false detections. Cao et al., 2014 introduced the ensemble scheme
of Gaussian mixture classifiers to overcome the problem of imbalanced data typical
to chest CT CADe problems. While combination of classifiers is an efficient way to
improve accuracy, it is not able to provide a diverse set of findings, as the CADe system
is limited by the single image filter chosen.
Another possibility of combining solutions is at the level of complete CADe systems. In these cases, the merging of different findings gives the major challenge. Bram
van Ginneken et al., 2010 combined six independent CT CADe systems from different research groups to get superior accuracy compared to the original methods. They
weighted the individual solutions with their positive predictive value (PPV) measured
on a validation set. They merged the findings closer than a threshold by keeping the
more confident ones, and accumulated the confidence. All six CADe systems targeted
the same type of lesions. A similar combination scheme for three CT CADe methods is
described by Camarlinghi et al., 2012. While the authors achieved better accuracy with
the combination, the merging of the findings was not optimized in these approaches.
An example for view based combination is published by Shiraishi, F. Li, and Doi,
2007, where both lateral and PA views of radiographs are utilized to improve sensitivity. The authors considered the union of findings from the two views and did not
employ more sophisticated merging. Also, the two views are specific to chest radiographs, furthermore they are rarely available.
To detect slightly different kinds of lesions, combination at the level of lesion enhancer filters is appealing. Using a unified framework for image preprocessing, feature
calculation and classification of lesions reduces complexity and development effort of
the CADe system, while the multiple lesion enhancer algorithms provide the necessary diversity. This approach of combination is rarely taken, an example is present in
Yoshida et al., 1995. The authors used two enhancers: a difference image algorithm
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and the wavelet transform sensitive to subtle nodules. The combination yielded superior results compared to the single algorithm solution. The proposed method did not
incorporate any kind of false positive reduction technique.
In the current section of my thesis, I propose a scheme and an optimal algorithm
for the combination of different object detectors and apply the resulting method for
the problem of CXR and DTS lesion detection. Section 3.2.2 focuses on the scheme design, while Section 3.2.3 describes the general combination algorithm for the selected
scheme. The method descriptions are followed by the evaluation for two different applications. For the CXR domain, I demonstrate that getting a more comprehensive set
of findings is possible by combining the three lesion enhancer algorithms described
earlier in Sections 2.2.2, 2.3.2 and 2.4.2, without increasing the rate of false findings.
Contrarily, I combine two algorithms – introduced in Section 2.2.2 and 4.3.3 – targeting
the same type of lesions, and demonstrate the benefits on a set of DTS scans.

3.2.2

Contribution 2.1/a: Combination scheme

The following work and an earlier version of Contribution 2.1/b have been published
in G. Orbán and G. Horváth, 2012b.
In the following, I will describe the proposed scheme for the combination of different object detectors with each other and the classification step.
The simplest way of combining the findings of several object detectors is to take the
union of the outputs and to apply a single classifier on those. This method has a few
shortcomings.
One problem with the above scheme is that it implies a single feature set for the
classifier. For different kinds of detections, different features are relevant, and dropping
the irrelevant ones from the input can improve accuracy, as it will be demonstrated later
in Section 3.4.2. To make use of the optimal relevant feature set for each detection, the
classification should be made separately before combining the results.
In terms of efficiency, moving the classification step before merging reduces complexity due to the smaller sample sizes of the training sets of each classifier. Consider
for example a learning algorithm with algorithmic complexity O (np ) where n is the
number of samples and p is the property of the learning algorithm. If the classification
of n samples can be decomposed into k equal sized independent classifications,
the

p
1−p
p
learning phase has a reduced complexity of O (k(n/k) ) = O k n , which is better
than O (np ) for p > 1. For a support vector machine (SVM) classifier, most implementations operate with p = 2. Another benefit of multiple classifiers is the quicker feature
calculation phase as not all features have to be computed for all samples.
It should be noted that the above reasoning holds only if a finding of one detector
is less useful as a training sample for another detector. This might not be true in case
the different detectors returned very similar findings and the number of training cases
was limited.
When merging the detections, care should be taken with the predictions output by
the classifiers. Using the original prediction values can result in suboptimal combination due to the different output range of the classifiers. Furthermore, the predictions of
a weaker classifier should be demoted compared to a stronger one. This can be done by
mapping the predictions of each classifier to a common space where they are directly
comparable. A general algorithm for determining these mappings is proposed in the
next section.
After the transformation of the predictions, it is desirable to remove redundant findings of different methods. My proposed method works as follows. Let R1 and R2 be
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F IGURE 3.1: A block diagram of the combined processing for three detectors. Except for the detectors, the steps in the different threads are the
same with different parametrization. The merge step yields the output.
DET stands for object detection, FCAL for feature calculation with parameters fi , CLA for classification with parameters hi , while mi are the
learned mappings.

the regions of two segmented detections. The two regions are considered overlapping
iff
|R1 ∩ R2 | > ko min(|R1 |, |R2 |),
(3.1)
where ko is a constant and |.| denotes the area of the region. A detection is dropped, if
an overlapping detection exists with higher confidence. The entire combination scheme
can be seen in Figure 3.1.

3.2.3

Contribution 2.1/b: Optimal mapping of predictions

To efficiently merge findings of different classifiers, one has to map the output of each
classifier to a common space. In case all source classifiers produce accurate probability
estimates, the mapping is unnecessary. In reality this is not the case, and using the
unmapped output of each classifier results in suboptimal accuracy.
In my proposed solution, a prediction mapping is learned to optimize the normalized area under the FROC curve (see Section 1.10.3) of the combined system for some
training sample set. The predictions of each source i are mapped by a source dependent
function mi to a common space.
For the method to be optimal, a disjoint set of results is assumed for the classifiers.
This holds when none of the positive samples are detected by more than one classifier,
and all false detections are unique. Although this assumption does not always hold in
reality, the algorithm handles those cases well and stays close to the optimum. Another
assumption is that the FROC curve is approximately concave. This will be defined
more precisely later.
Note that the method is applicable to all problems where an FROC can be defined:
the tasks where the goal is to locate finite regions in space by marking arbitrary finite
regions and assigning predictions to them. The mapping is optimal in all cases when
the above conditions hold.
To derive the optimal prediction transformation, two functions have to be introduced for each classifier: the number of false detections as a function of the threshold
(r (t)) and sensitivity as a function of false detection count (s(f )). For the ith classifier,

Chapter 3. Fusion of heterogeneous information to improve lesion detection

61

the number of false detections can be defined as the following
ri (t) = ]{x|x ∈ Di , pix > t, lx = −1},

(3.2)

where Di is the sample set of the ith detector, pix is the prediction of the ith classifier for
sample x, and lx is the label of sample x based on the ground truth G (−1 if negative,
1 if positive). Sensitivity is usually defined as a function of the same threshold, which
would yield
]{x|x ∈ Di , pix > t, lx = 1}
si (t) =
,
(3.3)
]G
where ]G is the number of all positive samples. In the current case, sensitivity is rather
needed as a function of a constant false detection count f which can be obtained by
using the inverse of r in the following way
si (f ) =

]{x|x ∈ Di , pix > ri−1 (f ), lx = 1}
,
]G

(3.4)

where ri−1 (f ) yields the threshold t for which the false detection count is f . As ri
is piecewise constant and noncontinuous, it is not invertible. We can still define the
inverse symbolically as min ri−1 (df e). In words, it is the smallest threshold, for which
the false positive count equals to the smallest integer greater than or equal to f . An
inverse defined this way is unambiguous. Note that si (f ) is exactly the FROC curve of
the ith classifier.
Now the problem of finding the optimal prediction mapping can be defined. For N
different detectors, N different mappings (mi ) should be found mapping pix , the original predictions in the output space of classifier i, to a common space where predictions
are denoted as px
px = mi (pix ), i = 1 . . . N, x ∈ Di .
(3.5)
A joint FROC curve, s(f ) can be defined similarly to Equation 3.4. The mapping to be
optimal, px should maximize the area under the joint FROC curve. In summary, mi
should be determined to maximize the following integral
AuC =

1
max f

max f

Z

s(f ) df ,

(3.6)

0

where max f is the total number of false detections defined as
max f =

N
X
i=1

max ri (t),
t

(3.7)

while satisfying the conditions
mi (pix ) > mi (piy ) ⇔ pix > piy ,

(3.8)

so that the mapping is monotonous for the predictions of each classifier.
To make the computation of the above integral easier, let us divide the threshold
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space of each FROC curve along the true positive samples to a finite number of intervals. The interval boundaries are
ti,k = pix |x ∈ Di , lx = 1, k = ]{y|y ∈ Di , piy > pix , ly = 1},
ti,−1 = ∞,

k = 0 . . . T, (3.9)
(3.10)

where T is the number of all positive findings. Note that all si are constant throughout
the intervals and increase only on their interval boundaries. We can now define the
increment of si for each interval as
si (ti,k ) − si (ti,k−1 )
∆si (k)
=
.
∆fi (k)
ri (ti,k ) − ri (ti,k−1 )

(3.11)

Note that this equals to the increment of si (f ) at the upper end of each interval. It can
be also considered as an approximate derivative of the FROC curves.
The initial assumption about the approximate concavity of the FROC curves can
now be defined as
∆si (k)
∆si (l)
>
, k < l.
(3.12)
∆fi (k)
∆fi (l)
Real-world FROC curves satisfy this property with small error.
Every mapping results in an ordering of samples by px . It is easy to see that for
a given set of samples, any mapping resulting in the same ordering of samples has
the same AuC value. Therefore to find an optimal mapping, it is sufficient to find an
optimal ordering.
An ordering is defined by a comparing function
q(x, y) ∈ {0, 1},

x ∈ Di , y ∈ Dj ,

(3.13)

where q(x, y) = 1 means that the first operand x should be ranked before the second
operand. q has to be transitive to be a valid comparing function.
I claim that to find an optimal ordering, it is enough to consider orderings of the
intervals defined by Equation 3.9. Formally, the comparing function can be sought in
the form
q((i, k), (j, l)) ∈ {0, 1},
(3.14)
where i and j are indices of the source classifier while k and l are indices of the intervals. To prove this by contradiction, let us assume an optimal ordering is given that
does not order samples of a single interval adjacent to each other. Now consider a different ordering that keeps the order of true positive samples the same as in the given
optimal one, but moves false samples to be adjacent to the true positive samples of
their interval. As the optimal ordering had to satisfy Equation 3.8, this can be achieved
by swapping the false positive samples with their right (greater) neighbor. Such swaps
keep the integral the same (when the neighbor was also a false positive) or increase the
integral (when the neighbor was a true positive).
I claim that the ordering given by the following comparison is optimal
(
∆sj (l)
∆si (k)
1
∆fi (k) > ∆fj (l)
q((i, k), (j, l)) =
(3.15)
0
otherwise.
The proof consists of two parts: first, I show that this condition is satisfied for any optimal ordering. Second, I show that all orderings are equivalent for which this condition

Chapter 3. Fusion of heterogeneous information to improve lesion detection

63

holds.
First let us rewrite the integral in Equation 3.6 to become a finite sum using ∆s and
∆f
N
m−1
X
X
AuC =
∆f (m)
∆s(n),
(3.16)
m=1

n=0

where ∆f (m) and ∆s(n) are shorthands for ∆fim (km ) and ∆sin (kn ), respectively. Here,
(im , km ) is the mth pair of (classifier index, interval index) in the ordering.
Using this form, we can prove that all optimal orderings of intervals satisfy the
ordering given by Equation 3.15. Let us assume an optimal ordering is given that does
not satisfy this condition, so for two intervals ranked l and l − 1
∆s(l)
∆s(l − 1)
>
.
∆f (l)
∆f (l − 1)

(3.17)

If the two intervals are swapped, the difference of the new and the old AuC according
to Equation 3.16 is
"
∆f (l − 1)(∆s(l) +

l−2
X

∆s(k)) + ∆f (l)

k=0

"

l−2
X

#
∆s(k) −

k=0
l−1
X

∆f (l)

∆s(k) + ∆f (l − 1)

k=0

l−2
X

#
∆s(k) , (3.18)

k=0

which can be simplified as
∆f (l − 1)∆s(l) − ∆f (l)∆s(l − 1).

(3.19)

This expression is strictly positive according to Equation 3.17, contradicting the assumption that the original ordering was optimal.
For any two orderings for which Equation 3.15 holds the integral is the same. It is
easy to see considering the following. The two orderings can only differ for intervals
for which
∆s(l)
∆s(l − 1)
=
.
(3.20)
∆f (l)
∆f (l − 1)
Swapping such intervals has no effect on the integral: the expression in Equation 3.19
is always zero.
As optimality implies that the condition in Equation 3.15 is true and all such orderings have the same AuC , we have proven that the given ordering is optimal.
A mapping satisfying Equation 3.15 can be given by
X
mi (pix ) = mt −
∆tj,l − (ti,k−1 − pix ),
(3.21)
(j,l)∈GT (i,x)∪E(i,x)

where mt is an arbitrary constant determining the maximum merged prediction, pix is
in the interval
ti,k <= pix < ti,k−1 ,
(3.22)
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F IGURE 3.2: Comparison of FROC curves of non-ensemble and ensemble CADe approaches on the PCSU database. Three curves indicate the
performance of systems using a single enhancer only and one curve
shows the result of the ensemble.

and where
∆tj,l = tj,l−1 − tj,l ,


∆sj (l)
∆si (k)
>
, ti,k <= pix < ti,k−1 ,
GT (i, x) =
(j, l)
∆fj (l)
∆fi (k)


∆sj (l)
∆si (k)
E (i, x) =
(j, l)
=
, j < i, ti,k <= pix < ti,k−1 .
∆fj (l)
∆fi (k)

(3.23)
(3.24)
(3.25)

GT (i, x) includes the threshold intervals used by samples at higher sensitivity, and
E(i, x) includes the threshold intervals of samples with equal sensitivity from classifiers with lower index. This defines a priority between samples of equal sensitivity.
The given mapping has the necessary properties while optimizing the normalized area
under the FROC curve.
Note that while the given mapping is optimal for the input samples, it is not guaranteed that it is optimal for unseen samples. Giving a mapping that generalizes well
would require further regularization. This is a promising future direction to improve
on the current proposal.

3.2.4

Application in CXR

For the experiments, the overlap parameter of the merger was set to ko = 0.8 manually, for the following reason. Most of the disturbing findings are completely included
by another, and an overlap of around 50% usually corresponds to separate objects.
The prediction mappings mi were determined by a leave-one-out (LOO) estimation.
For each sample, the mapping was determined based on all other samples, and the
mapped prediction of the sample was used for later evaluation. For the evaluation of
the findings, the centroid criterion was used (see Section 5.1.3). Experiments were run
using the PCSU database.
In the first experiment, I compared the performance of the three separate algorithms
with the combined system. The resulting four FROC curves can be seen in Figure 3.2.
The moderate performance of the LNF and OAF was expected as these filters are
both specialized for less frequent lesion types. Note that the OAF was only capable
of finding 35% of lesions, setting an upper bound for the classifier output. However,
integrating their results with the CSBF improved sensitivity without adding many false
positives. At constant 65% sensitivity, the number of false positives could be reduced
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F IGURE 3.3: Comparison of the classifier hierarchy to a system using a
single SVM.

from 1.76 to 1.33 per image. Alternatively, with a false positive rate of 2 the sensitivity
increased from 66.1% to 69.5%. The average increase of sensitivity in the range of [0, 3]
false positives was 2.9pp. The LNF and OAF successfully complemented the CSBF in
finding larger lesions as the latter is originally parametrized to find nodules smaller
than 30 mm, so the combination has a clear benefit.
The next experiments require a concrete classification algorithm to be chosen. For
the current study, a support vector machine (SVM) was selected in all configurations,
originally described by Cortes and V. Vapnik, 1995. The SVM is one of the most popular
methods used in the field and it has proven to perform well for problems where only a
limited number of samples are available. A current alternative is a deep convolutional
neural network (CNN); however, an efficient application would have been difficult due
to the challenges described in Section 1.7.6.
In the next experiment, I compared the proposed hierarchy of classifiers with a single classifier solution. In the hierarchy case, for each enhancer algorithm, the optimal
feature set described in Section 3.4.6.1 was used. In the single classifier case, one SVM
had to classify the output of the merger based on the union of the relevant feature set,
plus one integer feature identifying the source enhancer filter. The results are shown in
Figure 3.3. The single classifier version showed marginally worse results than the original, probably due to the effect of irrelevant features and an increase in dimensionality.
The average sensitivity difference in the range of [0, 3] false positives was 1.4pp. Note
that the single classifier setting still outperforms all of the single enhancer settings. The
required run time for training increased by 10% compared to the cumulative training
time of the three classifiers confirming the expectations about complexity.
I also compared the algorithms on subsets of the PCSU database containing only
specific types of lesions. My goal was to check if the specific algorithms developed
for particular lesions are truly more sensitive in those cases. For this measurement, I
used a more precise criterion for accepting a candidate as true positive. This accepted
a candidate if it satisfied the centroid criterion (see Section 5.1.3) and for its area Ac ,
0.5Ar < Ac < 2Ar where Ar is the area of the corresponding marker by the physician.
The goal of the stricter criterion was to require correct segmentation, as I wanted to
avoid crediting a method a true positive when it only marked a small piece of a large
lesion. In this experiment, such cases were more frequent, as the large nodule and
infiltrated area subsets included larger lesions than usual.
The results are plotted as FROC curves in Figure 3.4 for smaller nodules, larger
nodules and infiltrated areas. According to the expectations, the CSBF performed best
for smaller nodules and only found a moderate number of infiltrated areas and large
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F IGURE 3.4: Characteristics of the lesion enhancer algorithms for different kinds of lesions. FROC curve for small (≤ 30 mm) nodules (top left),
large (> 30 mm) nodules (top right) and infiltrated areas (bottom).

nodules. Note that due to the strict criterion used here, even if the CSBF marked an
inner part of a large lesion, it was marked as false positive, due to the inaccurate size.
As expected, the CSBF outperforms the other algorithms on small nodules. The same
applies for the LNF for large nodules. It shows the best performance for this type of
lesions and it outperforms the others on this subset of data. For the OAF, the picture
is slightly different. For the database containing only infiltrated areas, the OAF can
overcome the LNF only for false positive rates less than 0.25; however, it performs
better on large nodules under 0.07 false positives. This controversy may be caused by
the fact that the OAF marks – compared to the other filters – a very few number of
areas making it more effective in the regions with low false positive rate, but causing
limited sensitivity when allowing more false detections. A reason why the LNF and
the OAF do not produce many complementary results is the fact that infiltrated areas
often contain dense and more-or-less circular regions while large nodules satisfy the
model created for infiltrated areas.

3.2.5

Application in DTS

The DTS application is slightly different from the previous experiment. Due to the lack
of diversity in the DTS scan database, the detection of only small nodules were possible. Thus the algorithms here have a highly overlapping result set with only slight
differences. The goal of the experiment was to show that even in these cases, combination of more detectors has a benefit.
The combined detectors were the constrained sliding band (CSBF) filter, described
in Section 2.2.2, and the multiplicative Hessian eigenvalues (MHE) detector, described
later in Section 4.3.3. The former is efficient in finding round shaped objects with a
definite border and above 5 mm. The MHE detector is able to find very small (3 − 5
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F IGURE 3.5: FROC curves of the MHE detector, the CSBF detector and
the combined system for all lesions in the LIDC-DTS-37 scan set (left)
and for the visible subset of the same database (right). Note the different
vertical scaling.

mm), dot-like objects, while also detecting the larger ones, but with lower confidence.
It produces an enormous number of false detections due to the detection of vascular
structures and other local maxima.
For the DTS experiments, the overlap parameter of the merger was set to ko = 0.5
for similar reasons as before. The decrease to 0.5 from 0.8 of the CXR case is due to the
lack of reliable segmentation, so "under segmented" findings can still match. For the mi
mappings, the same LOO method was used. The test set of scans was the LIDC-DTS-37
database.
The FROC curve of the separate detectors (after classification) and the combined
system can be seen in Figure 3.5. The measurement was repeated for all lesions and for
a visible subset, including the visible and clearly visible categories as described in Section 1.11.2.1. Both for all lesions and the visible subset the combination clearly outperforms both single solutions in terms of average sensitivity. For a few working points,
a single detector solution turned out to be better, but this is probably due to the small
number of samples. When none of the original detectors is superior to all other detectors, it is reasonable to compare a combination method to a baseline solution working
as follows. For every false positive rate, the output of the detector with the highest
sensitivity is taken. I will refer to this method as "take the best" (TTB). The FROC of the
TTB algorithm can be upper bounded by taking the maximum of the original FROC
curves. It should be emphasized that this is an upper bound, as in reality, the method
would have to learn the optimal choice for each working point based on a finite sample
set, which would most probably yield suboptimal results. Table 3.1 shows the normalized AuC values of the FROC curves in the [0, 100] interval, and the upper bound for
the TTB algorithm. The AuC values of the combination method are better than all the
other results. The difference is more prominent for visible lesions. The reason for this
is the very low sensitivity of the CSBF for hardly visible – usually small – lesions, so it is
able to complement the MHE better for visible lesions.

3.3
3.3.1

Suppression of background structures
Motivation and related work

The difficulty of chest radiograph analysis is mainly a consequence of overlapping
anatomical structures like shadows of bones. This is one of the main reasons why
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TABLE 3.1: Normalized AuC values of the single method detectors, the
combined system and the theoretical maximum of the TTB algorithm.

MHE
CSBF
Combined
TTB

All lesions

Visible lesions

0.278
0.194
0.291
0.287

0.528
0.458
0.58
0.554

current CADe systems fail to produce precise detections. The presence of the ribcage
and the clavicles in radiographs can cause two common types of detection errors. They
may conceal the shadows of abnormalities by darkening the image thus reducing contrast or just by increasing clutter in some areas, resulting in false negative cases. On the
other hand, rib crossings in radiographs tend to mimic convex structures appearing
to be real lesions. This can introduce false positive findings. These two phenomena
seriously affect both human examiners and CADe systems; however, the hiding effect
is problematic mostly for radiologists and physicians while the CADe system suffers
rather from false positives due to rib crossings.
In the current section of my thesis, I investigate the potential utility of bone shadow
suppression for the detection of lung lesions in a CADe system. For bone shadow suppression, an existing solution is used, together with the state-of-the-art CADe system
described later in Section 5.1.
Recent studies confirmed that bone shadow suppression can help human examiners in finding lung nodules, see Freedman et al., 2011, Soleymanpour, Pourreza, et al.,
2011 and F. Li et al., 2011. Novak et al., 2013 recently compared the effect of different
bone shadow elimination techniques to a commercially available CADe system with
negative results; however, they took a different approach. They did not involve a solution completely omitting bone shadow removal as the CADe system they used with
unprocessed images suppressed the bones at a later point in the process. Therefore
their method was not able to measure the general usefulness of bone shadow removal.
They also did not re-train the CADe system for the different kind of images which is a
fundamental step in my approach.
My main contributions are the following. I demonstrated that proper compensation
of bone shadows reduce the number of the false findings of a CADe system. As the
area originally hidden by bone shadows cannot be perfectly restored based on a single
radiograph, I also proposed features to help a supervised classifier to eliminate more
falsely detected structures caused by bones.

3.3.2

Contribution 2.2: Nodule detection on bone shadow suppressed radiographs

The following work has been published in Áron Horváth et al., 2013, while a preliminary version appeared in Simkó et al., 2009.
For the detection and suppression of bone shadows, a method described by Áron
Horváth et al., 2013 was used. It is capable of detecting the border of each clavicle and
rib – both the anterior and posterior parts – and compensating them. The algorithm
is purely software-based, no special imaging is necessary. First, a slope field is fitted
to the edges of the lung fields, independently on each side. Next, bone boundaries
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are selected by finding steep slopes in vertical intensity profiles while satisfying distance constraints. Bone contours are then refined using an active contour method. The
posterior and anterior segments of the ribs are identified independently. As the last
step, the segmented shadows are eliminated by switching to difference space along the
dimension perpendicular to the bone contours and subtracting a low-pass filtered image. The intensity under the segmented bones is compensated, so the shadow is almost
completely eliminated and the dynamic range is restored.
It should be noted that many alternative methods exist for the detection and compensation of bone shadows. An overview of common approaches can be found in Áron
Horváth et al., 2013. The current method was selected based on the rare property of being able to compensate both posterior and anterior parts of the ribcage and the clavicle.
As the main focus in this study is on the effect of bone shadow suppression on nodule
detection, comparing bone shadow suppression algorithms is out of scope.
For the detection of lung lesions, an existing CADe system was used. The algorithm can be split into three main steps. The first step segments the viewable area of
the lung with the method described by Juhász et al., 2010. The second step, called
lesion enhancement, highlights suspicious structures like the targeted lung nodules.
Enhancement is done independently by three different object detectors: the CSBF, LNF
and OAF described in Section 2. Local intensity maxima are selected from the filtered
images and lesions are segmented to obtain their geometric properties. In the third
phase, a descriptor vector is assigned to each segmented lesion. The elements of the
vectors are the selected features described later in Section 3.4.6.1. An SVM algorithm
classifies the findings using kernel functions built from the descriptor vectors and additional image-based kernel functions described later in Section 3.4.3. See Section 5.1
for more details on the CADe scheme. Except for bone shadow removal, the high-level
architecture follows the same main steps as most published CADe systems.
In the proposed setting, the CADe system is able to benefit from bone segmentation
and removal in two ways. First, the input images are substituted with the bone shadow
suppressed ones, so that the nodule enhancer does not detect overlapping bone shadows as lesion candidates. Second, the segmentation information can be used to identify
lesions partly or completely overlapping with bone shadows, which should help the
classifier to better separate true and false findings. The second method would not be
necessary if the bone shadows were entirely removed from the images, but in reality
the removal is not always accurate and also contrast can slightly change in processed
areas.
To realize the second scenario, three new features were created based on the following observations. First, density variations in bone structure can appear as intensity
extrema and may produce false positive findings. Second, areas where bones overlap on the 2 dimensional summation images appear as dark, approximately rhomboid
shaped structures frequently recognized by the system as lesions. Third, in the cases
where bone shadows cause false findings, the border of the false finding follows the
edge of the bone in a relatively large portion. The following three features attempt to
address these issues.
The first feature calculates the area fraction of the nodule overlapping with a bone
structure. The feature can be described as
TS
]{(x, y)|(x, y) ∈ Ci ( j Bj )}
BoneOverlapi =
,
(3.26)
]{(x, y)|(x, y) ∈ Ci }
where Ci contains the points of the ith candidate while Bj means the set of points inside
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F IGURE 3.6: Illustration of the bone-shadow-related features. Left:
B+C
BoneOverlap measures the fraction of areas A+B+C
and BoneXOverlap
C
measures the fraction of areas A+B+C . Right: FollowBoneEdge measures
the fraction of nodule perimeter highlighted with gray color, in terms of
B+D
.
segments A+B+C+D

the j th bone structure. ] denotes the size of the sets that approximates the area. The second feature calculates the overlap of candidates with bone crossings – the areas where
two or more bone segments overlap with each other. Using the previous notation, the
formula is
TS
T
]{(x, y)|(x, y) ∈ Ci ( j,k (Bj Bk ))}
BoneXOverlapi =
.
(3.27)
]{(x, y)|(x, y) ∈ Ci }
The third feature calculates the fraction of the nodule perimeter that runs near to a bone
shadow border. It can be calculated as
FollowBoneEdgei =

]{(x, y)|(x, y) ∈ δCi , minj d((x, y), δBj ) < db }
,
]{(x, y)|(x, y) ∈ δCi }

(3.28)

where δCi and δBj are the endpoint set of Ci and Bj , d is the Euclidean distance and
db is a parameter set to 1.5 mm. An illustration of the three features can be seen in
Figure 3.6.
With the bone suppressed images fed to the input and adding the three features to
the classifier, the CADe system is ready to benefit from bone shadow removal.
One more important task to maximize performance is to re-train the classifier on a
bone shadow suppressed image set. This is crucial as negative training samples of the
classifier are a subset of the false positive findings of the object detectors. Therefore in
the original setting, many negative training samples are falsely detected bone shadow
crossings, and other bone related structures. By removing these training samples, the
difficulty of the classification task can be relaxed and the training algorithm can focus
on separating the remaining categories without having to classify these extra cases unlikely to happen in the recall phase. More generally, as different kinds of objects largely
overlap in the input space of the classifier, removing one category from the training set
can improve separability of the others, and this can also improve classification performance, provided that the removed category is rare in the recall phase.
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F IGURE 3.7: Comparison of FROC curves of the lesion detector system
omitting bone shadow suppression (black line), the same system using
preprocessed images without bone shadows (gray line) and the system
utilizing both the three new features and preprocessed images (dashed
line). The usage of cleared images greatly improves detection accuracy,
while the new features show a slight extra benefit.

3.3.3

Evaluation

The bone segmentation algorithm used in the upcoming measurements is capable of
finding approximately 80% of total bone shadow area (recall), while roughly 90% of
the detections are true positive (precision), according to the results of Áron Horváth
et al., 2013. It should be noted that inter-observer precision and recall – measuring
the agreement between human observers – were both 94%, showing that a reference
solution is also not well defined.
For the following measurements, the classifiers were trained using 10-fold cross
validation, repeating 30 times to estimate variance. Results are demonstrated by FROC
curves (see Section 1.10.3). To accept a CADe finding, the centroid criterion was used
(see Section 5.1.3).
The CADe system was evaluated in three configurations to analyze the effect of
bone localization and removal. The first configuration used no bone information at all,
the second employed the bone shadow suppressed images on the lesion detector input
but still excluding the three features based on bone outlines, while the third configuration both used the bone shadow free images and the new features. For each configuration, the classifier was re-trained and FROC curves were generated. The results can be
seen in Figure 3.7.
Using the bone shadow eliminated radiographs, at constant 63% sensitivity the
number of false positives could be reduced from 2.94 to 1.4. Utilizing the new features, the number of false positives falls further to 1.23. This means that we were able
to eliminate 52% of false detections which is a great benefit for radiologists and physicians having to examine much less false CADe results at screening. Fixing the number
of false detections to two yields sensitivity values of 57%, 66.7% and 68% for the unprocessed, the bone eliminated and the feature including configurations, respectively.
Finding 19% (11pp) more lesions is a huge benefit in this case. Roughly the same improvement is valid for working points at lower false positive rates.
Two representative example changes can be seen in Figure 3.8. In the first case a
false negative changed into a true positive, while in the second case a false positive
finding could be removed from the output. The majority of the changes were similar
to these cases.
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F IGURE 3.8: Samples of detector output before (left) and after (right)
bone shadow suppression. The first example (top) is a true nodule while
the second (bottom) is a healthy region.
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TABLE 3.2: Area fraction of false positive candidates overlapping with
bone shadows.

Total bone area
FP area overl. bones
Pearson’s correlation

Unprocessed

Rib-shadow-free

Rib-shadow-free
+ 3 features

0.542
0.791
0.0413

0.542
0.625
0.014

0.542
0.584
0.0078

Besides measuring the change in detection accuracy, it was also investigated, how
bone shadows and their removal affect the distribution of findings of the CADe system.
It was known that bone shadows and especially bone crossings cause many false positives for the original system. My goal was to demonstrate through two experiments
that this is no longer true for the improved system.
In the first test, the overlap of the false findings with bone shadows and crossings
was investigated. I expected the false findings to overlap less often with bones after
elimination. Moreover, in the ideal case when no bone shadows are present, the event
of falsely marking an area as a lesion should be independent from the area being overlapped by a bone shadow. To test this independence, a simplified pixel-wise model was
created. Let L be the binary random variable of marking a point in the image falsely as
a lesion. Let B be the binary random variable of a point belonging to a bone shadow.
P (B|L) denotes the probability of a point belonging to a bone shadow provided that
the same point is a falsely detected lesion. P (B|L) should converge to P (B) if the
connection between the two variables is weakened, and in the independent case they
should be equal. Also the Pearson’s correlation coefficient should be close to zero for
weak dependency. We can estimate the probabilities taking a large set of images and
calculating areas. P (B, L) can be estimated as the overlap between false positive lesion
markers and segmented bone shadows. P (L) is the entire area of false positives. The
above two yields P (B|L) = P (B, L)/P (L). P (B) is the total area of bone shadows. To
get probability estimates, all of the areas should be normalized by the total area of the
sample image set. The same measurement can be done restricting to bone crossings.
Table 3.2 shows the results of this test. The false positive area fraction overlapping
bones P (B|L) clearly decreases and approaches the total area of bone shadows P (B)
as expected; however, a small difference remains, suggesting that some false positive
findings are still caused by bone shadows. The Pearson’s correlation coefficient gets
closer to zero by an order of magnitude, although it was already small in the original
case. Table 3.3 shows the same numbers for bone crossings yielding the same conclusion.
In the second test I analyzed the independence of a candidate being false positive and its overlap with bone shadows as two random variables. The Pearson’s chisquared test was used for independence testing, which works with discrete variables.
The first one is already binary while the overlap feature was quantized to three bins:
full overlap, partial overlap and no overlap with a 5% tolerance. The resulting p-values
are demonstrated in Table 3.4. The tests were run for the same three configurations as
above. Using a predefined significance level of 1%, the first two cases were significant
meaning that false positiveness depends on – or at least correlates with – the overlap
with bones, while in the third case it is no longer obvious that the relation exists. However, it should be noted that a p-value of 0.049 suggests further investigation on a larger
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TABLE 3.3: Area fraction of false positive candidates overlapping with
shadows of bone crossings.

Total bone X area
FP area overl. bone X-s
Pearson’s correlation

Unprocessed

Rib-shadow-free

Rib-shadow-free
+ 3 features

0.121
0.317
0.05

0.121
0.166
0.0119

0.121
0.134
0.0038

TABLE 3.4: Resulting p-values of independence tests between bone overlapping and false positiveness.

Overlap w. bones
Overlap w. bone X-s

Original image

Rib-shadow-free image

Rib-free
+ 3 features

0.0001
0.0015

0.0002
0.61

0.049
0.2

sample. The same test was run using the bone crossing overlap as the second variable.
Here, using the original system shows a clear correlation, while the results for the versions exploiting bone information are insignificant. These results do not contradict
with the original hypothesis; however, the proof of independence needs more studies.

3.4
3.4.1
3.4.1.1

Kernel functions for lesion classification
Motivation and related work
Introduction

Kernel methods are popular for object recognition and image classification tasks. The
success of these methods is fundamentally determined by the expressive power of the
underlying kernel function. Kernels functions compare pairs of samples and provide
the similarity function that helps discriminating the instances of different classes. The
aim of this study is to propose efficient kernel functions (from now on kernels) for the
particular problem of lesion classification in CADe systems.
I followed three different approaches to construct new kernels. In the first one,
I implemented features describing the individual image patches of lesions and input
them to a standard feature-space kernel (referred to as feature kernel), for example a
Gaussian kernel. As the number of implemented features were large, the key part of
the work was the adaptation of a feature selection method. In the second approach, I
investigated kernels that omit the feature space and can be applied to pairs of image
patches directly. I will refer to such kernels as image kernels. As the last approach, I
explored features and kernels taking global, patient-level information as opposed to
local, image-patch-level information. To maximize the benefit from multiple kernels, I
also addressed the problem of combining them.
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As for the classifier itself, I selected the support vector machine (SVM) – a particular
member of kernel methods – due to its popularity, successful applications and flexibility originating from the underlying kernel. There might be better options available, but
classifier selection is out of scope here.
It should be noted that many current image analysis methods employ deep learning
(e.g. a CNN) substituting both the feature extraction, selection and classification steps,
rendering feature selection and kernel construction to be unnecessary. While these
methods are promising and perform well in various image processing domains, certain
challenges make them less suitable for medical imaging problems where typically only
a limited number of positive samples are available. Furthermore, adding a selected
set of handcrafted features to a CNN can complement the learned features yielding
superior accuracy, and the current work can provide such features. For more details on
the challenges and previous work on deep learning, see Section 1.7.6.
In the following, I will introduce related work to the three approaches of kernel
construction and the kernel combination separately.
3.4.1.2

Feature kernels

Feature kernels rely on independent features calculated from image patches and combine them into a single measure of similarity. The features themselves can describe
any property of the image patch, therefore a vast number of earlier examples exist. I
omit the summary of them here as the most common methods will be listed later, when
describing the input feature sets in sections 3.4.2.2, 3.4.2.3 and the related parts of the
appendix. I focus here on feature selection instead.
The general goal of feature selection in the domain of machine learning is to reduce the input space by decreasing the number of dimensions while minimizing loss
of relevant information for the given task. This is usually achieved by the elimination
features that are redundant or irrelevant for the problem, or by the transformation of
the input space in a way that certain dimensions can be dropped with acceptable loss.
Feature selection is a crucial step in most machine learning applications as the descriptive power of the features fundamentally determines the capabilities of a supervised
classifier. Kernel methods have the proven ability of avoiding the curse of dimensionality (see for example Bishop and Nasrabadi, 2006), therefore minimizing input dimensionality is not vital. On the other hand, kernel methods still benefit from eliminating
unnecessary features from the input. For example, the elimination of irrelevant features helps generalization by reducing the noise present in the input. Less features are
also faster to compute. Additionally, the selection of a small subset of features makes a
solution more understandable to humans.
A vast number of methods are available for feature selection. Here, I focus on methods commonly used with SVM classifiers and the methods used in CADe systems.
V. N. Vapnik, 1998 proposed a linear SVM as the feature selector. The features with
the largest weights in input space were considered more relevant than the others with
smaller weights. Fung and Mangasarian, 2004 suggested an L1 norm SVM substituting
the standard kwk2 regularizer with kwk promoting sparse solutions. Standard wrapper approach methods as sequential forward selection (SFS) and sequential forward
floating selection (SFFS) (see Pudil, Novovičová, and Kittler, 1994) are all applicable
and can yield good results. A comparison was made by Way, Sahiner, L. M. Hadjiiski, et al., 2010, including principal component analysis as another possible method,
and also comparing the SVM with LDA. It concluded no clear winner amongst the feature selector methods. Modern, SVM based feature selection methods reformulate a
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linear SVM learning problem to a multiple kernel learning (MKL) problem and assign
weights to kernels corresponding to each feature. They use different MKL solvers to
calculate feature weights. The work of Z. Xu et al., 2009 followed this scheme and modified the MKL algorithm to learn a binary weight vector selecting features, yielding and
efficient solution. Tan, Wang, and Tsang, 2010 also introduced a feature selector vector,
reformulate the problem to MKL, generated feature subsets with a cutting plane algorithm called the feature generating machine, and solved the inner problem with the
SimpleMKL algorithm by Rakotomamonjy et al., 2008. Their solution outperformed
most SVM based methods.
Feature selection is often part of modern CADe systems. Most methods, however, use some kind of feature scoring method assigning an independent value to each
feature. For example Campadelli, Casiraghi, and Artioli, 2006 proposed to estimate
Golub’s statistics for each feature independently, rank them and select the ones with
the most extreme values. The method successfully reduced the number of features of a
nodule detector CADe on CXR from 160 to 36 and 18. In the work of Mabrouk, Karrar,
and Sharawy, 2012, a similar method called Fisher score ranking was used for a large
nodule detector on CT images.
Genetic algorithm (GA) based wrapper methods are quite common for CADe systems. Boroczky, L. Zhao, and K. Lee, 2006 utilized the GA with an SVM classifier in a
lung CAD for CT. Park, Chapman, and Zheng, 2011 proposed the GA with a k-nearest
neighbor classifier for pulmonary embolism detection on CT. They managed to reduce
the number of features from 27 to 15 while increasing accuracy.
Another family of methods measure the mutual information between the target
output and the data. A variant of this method was applied by Tourassi et al., 2001 for
pulmonary embolism detection. Another example was presented by Yu et al., 2011 for
pneumoconiosis detection on chest radiographs.
Linear discriminant analysis (LDA), being a linear method assigning weights to features, is also suitable for feature selection. Aoyama et al., 2002 utilized an LDA selection
and classification for a lung nodule CADe on CXR to reduce input dimensionality from
77 to 7.
The most common method for feature selection is some kind of forward selection.
It is a wrapper approach requiring an inner classifier and a figure of merit. In each
iteration it selects (or sometimes drops) the feature that maximizes the figure of merit
for the inner classifier. In the work of Wei, Y. Hagihara, et al., 2002 SFS is applied to
keep 98 relevant features out of 202 in a lung nodule CADe system. In the lung nodule
CADe for CT by Murphy et al., 2009, the SFFS variant was used to optimize two kNN classifiers, and the figure of merit was the AuC. The two classifiers were fed with
15 and 50 features, respectively, chosen from a total of 135. Another CT based lung
nodule CADe described by Messay, Russell C Hardie, and Rogers, 2010 used SFS, with
an LDA and a quadratic classifier and the area under the normalized FROC as a figure
of merit. J.-W. Xu and Kenji Suzuki, 2013 used the SFFS variant together with an SVM,
for CT colonography analysis. The proposed method proved to be better than a chosen
control method based on Wilk’s lambda used with an LDA classifier.
A similar method, the sequential forward elimination (SFE), is initialized with the
full set of features and drops one in each iteration. This method was used by Sousa
et al., 2013 for the detection of childhood pneumonia on chest radiographs.
The most concerning drawback of wrapper approaches like the SFFS and GA is the
tendency to overfit the data as they use some performance measure of the classifier
to find the optimal solution. Another common problem of some of these methods is
monotonicity, the inability of the method to deselect a feature as it proceeds to larger
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selected sets. This problem affects most mutual information based methods, SFS and
feature scoring methods, and it was addressed by Z. Xu et al., 2009. Independent feature scoring methods, like the Fisher score ranking, suffer from other problems too.
They are not capable of identifying relations between features, for example eliminating
relevant but redundant features, or selecting a pair of features with poor separability
on their own, but good combined discriminative power.
To address the above problems, a good selection method has to be non-monotonic,
has to do global optimization to take into account interactions between features, and
has to be independent from the final classifier as much as possible. In the proposed
feature selection scheme – described later in this section –, I utilized sparse Bayesian
learning (SBL) (see Tipping, 2001), a powerful framework to learn sparse representations with all the above properties. A method to select features with the help of SBL
was presented in Wipf and Nagarajan, 2007, that I briefly describe in Appendix A.
The SBL method is easily implemented, has acceptable convergence speed and handles ill-posed problems well, where the number of features is large relative to the number of samples. When used as a method for feature selection, it can be considered as
a non-monotonic method, as it determines the weight of the features simultaneously.
This way it avoids the most common problem of SFS mentioned above. On the other
hand, the elements of the feature weight vector are not computed independently avoiding the weaknesses of independent scoring methods.
3.4.1.3

Image kernels

When researching image kernels, my aim was to develop specialized kernels that are
suitable for the analysis of high-resolution, grayscale X-ray scans. Although this is a
new approach to X-ray analysis and CADe, a number of methods have been published
in the broader area of object recognition. These methods might be adapted, but are
not applicable directly due to the different nature of radiographic scans: color space is
grayscale, objects overlap and edges are less prominent compared to usual image classification tasks. Therefore my approach was the following. To select the most promising method from the field of object recognition, then to improve and adapt it to be
applicable for the X-ray analysis problem. Next, some of the earlier approaches are
listed.
Barzilay and Brailovsky, 1999 proposed a kernel comparing pixel pairs on two images, and successfully applied for the problem of texture recognition by using the kernel for an SVM. Another approach to the comparison of color images is to construct a
kernel based on histogram intersection (see for example Chapelle, Haffner, and V. N.
Vapnik, 1999 and Barla, Odone, and Verri, 2003) where the kernel is again fed to an
SVM. This approach only works when the target object has distinctly different colors.
The Hausdorff-kernel, proposed by Barla, Franceschi, et al., 2002 for an SVM based
novelty detection framework, measures the gray level similarity of two images with a
spatial tolerance.
Many state-of-the-art image classification methods use local patches to compare
images, the most well known is the scale-invariant feature transform (SIFT), see Lowe,
1999. Kernels comparing local patches can also be used to derive image level kernels,
for example see Wallraven, Caputo, and Graf, 2003. The authors published results with
three different local kernels for image recognition with SVM. Bo and Sminchisescu,
2009 gave a kernel representation of the object recognition methods using the bag of
words model. They applied the SIFT descriptors as local features. All these methods

78

Chapter 3. Fusion of heterogeneous information to improve lesion detection

work well when the object to be recognized shows many characteristic shapes in the
image, like corners or junctions. For smaller lung lesions, this is not true.
Bo, Ren, and Fox, 2010 provided a kernel representation of the histogram of oriented gradients (HOG), a descriptor similar to the one used in SIFT. The gradient
kernel, a generalization of the HOG kernel, was introduced together with the shape
match kernel and color kernel. As the kernels are expensive to compute, a switch back
from kernel space to feature space was proposed by mapping to a finite basis and kernel principal component analysis (KPCA). The three proposed kernels were combined,
and applied successfully on several datasets. The kernels were adapted in later applications, for example for fine-grained object recognition in Yang et al., 2012. My proposed
solution is based the original kernel descriptors by Bo, Ren, and Fox, 2010.
3.4.1.4

Meta-information and global-features

In radiological screening practice, the scan itself only provides partial information for
the analysis. Expert radiologists also take into account patient metadata, medical history and signs of diseases not visible in the scan. For lung screening, age, sex, smoking
history, medical history of relatives and presence of other symptoms and diseases all
provide important information for proper diagnosis, and help to interpret the radiographic image. For this reason in observer studies, the examiners are often provided
with the age and sex of the observed patient, for example in Feng Li et al., 2004.
The above practice suggests that involving patient metadata and information of
other diseases may be able to improve on the probability estimates provided by a CADe
system, therefore improving detection accuracy. Previous attempts exist to provide age
and sex for a lung nodule CADe system. The motivation behind using these features
is the change of lung shape with age, different anatomy of genders, and the different a
priori probabilities of lung cancer for various age groups. Earlier examples include the
work of Shiraishi, Abe, et al., 2003, where the authors used age and sex as an input to
an FLD classifier to differentiate between benign and malignant lung nodules in chest
radiographs. The feature turned out to be relevant by the feature selection algorithm,
but significance of the improvement was not measured. In another study by Feng Li
et al., 2004, age and sex were used as an input to an FLD classifier to classify findings
in CT scans. Here, none of the features were selected as relevant. Way, Sahiner, Chan,
et al., 2009 also used age and gender for classification of nodules in CT scans as benign or malignant. The age feature improved AuC and was consistently selected as
relevant, but the improvement was insignificant on a 256 nodule dataset. The insignificance of improvement might be caused by the small evaluation set, or that in CT scans,
classification is quite precise even without age information.
In my study, I used the result of a lung fluid detector, that is a new type of input for
CADe systems. Additionally, I built a kernel from age, suggested by earlier studies.
3.4.1.5

Kernel combination

In general, MKL is an information fusion method for kernel based learners. The actual
kernel used in the learning algorithm is a function of several other kernels, usually representing different sources of information or different measures of similarity. The most
common function is the linear combination of the input kernels, where the weights are
learned through the training process. MKL can be viewed as an intermediate combination method of learners, as opposed to early combination concatenating features (like
the kernel in Section 3.4.6.1), and late combination called ensemble methods (like the
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system described in Section 3.2.2). A detailed review and a comprehensive comparison
of MKL methods is present in Gönen and Alpaydın, 2011.
3.4.1.6

Purpose of study

In the current section of this thesis, my contributions are the following. First, I propose
novel image features for two CADe domains: CXR and DTS. Second, I apply SBL on the
new and other existing features and recommend an image kernel based on the optimal
feature set for lesion classification. Third, I adapt kernel descriptors to be applicable for
lesion classification. Adaptation involves the reduction of the evaluation complexity,
changing the color-based variant to intensity-based and providing scale invariance.
Fourth, I demonstrate that using global feature kernels like patient age and the presence
of lung fluid can result in a significant improvement for nodule detection accuracy in
chest radiographs. Lastly, I propose an MKL scheme suitable for combining the above
kernels.

3.4.2
3.4.2.1

Contribution 2.3/a: Optimal feature set determination for lesion classification
Feature selection method

The following work is yet unpublished and therefore preliminary.
I start here with introducing the method for feature selection while the input features are described in the next two sections. The set of selected features are discussed
later in the evaluation section. The kernel resulted from the selected features is referenced as Kfeature .
In the proposed scheme, the SBL framework is responsible for generating a binary
selector vector, which eliminates irrelevant features from the input of a nonlinear SVM
classifier. This is a novel combination of the methods. The details of the scheme are the
following. As the feature selector is a supervised method in itself, it needs a separate
phase for training, and a training dataset. The SBL classifier is trained using the method
outlined in Appendix A. The method has an input hyperparameter, the noise variance,
denoted by λ. A larger λ increases the regularization in the model, resulting in sparser
solutions, therefore it influences the number of selected features. This hyperparameter
is optimized by training the SBL with different λ values and selecting λopt for which the
SVM performs best on a validation set independent from the training set. The weight
vector w, learned by the SBL using λopt , is thresholded to get a selector vector wb with
elements

0
wi < ts maxj wj
wbi =
(3.29)
1
otherwise,
where ts is a parameter. wb is then used to select a subset of the columns from the data
matrix Φ, resulting in Φs . The overview of the scheme can be seen in Figure 3.9.
The proposed scheme avoids the drawbacks of commonly used selection methods.
It is non-monotonic, therefore it is able to identify relevant groups of features that are
irrelevant on their own. Due to the iterative solution method, it can remove redundant
features, while avoiding the elimination of all the features from a redundant group
(which is a typical error for an independent scoring method). It also reduces overfitting
of the training data, as the SBL is regularized.
It worth noting that the SBL method is in itself gives a solution for the classification
problem, therefore the benefit from combining it with an SVM is not trivial, but based
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F IGURE 3.9: Overview of the feature selection scheme. SBL learns a
weight vector w which is thresholded in the block THR. The binary selector vector wb is used to select the columns of the data Φ, and the
reduced data matrix Φs is classified with the SVM.

on the following intuition. The SBL in the above formulation yields a linear solution
in the feature space while the SVM generates a linear solution in kernel space, corresponding to a nonlinear form in feature space. As the former is a more constrained
space, it handles ill-posed problems better and is easier to tune, therefore more suitable
to handle large input dimensionality typical in feature selection problems. On the other
hand, a solution in kernel space often fits the problem better that is beneficial for the
reduced input space. Therefore the SBL is better suited for feature selection, but using
the selected features for the SVM ensures better classification ability than it would be
possible when using the learned weight vector w directly for linear classification. This
is demonstrated later in the evaluation section.
In the current application, the feature selection algorithm parameters were the following. A typical weight vector w learned by SBL has many zero or close to zero
elements and a few nonzero elements. Ideally, the threshold ts should be chosen to
separate the two groups of values. In the proposed scheme, ts was set to 0.01. A larger
value could have eliminated more features, but this usually yielded worse results than
increasing λ to get the same number of features. This is caused by the fact that elimination of a feature can increase the relevance of other correlated features, but when the
threshold is increased, the SBL is not able to make use of it.
3.4.2.2

Input feature set for CXR

In this section, the features comprising the input of feature selection for the CXR application are briefly described or referenced. A vast number of features can be found in
earlier studies for CXR analysis and similar problems. Collecting and implementing all
of them would be an enormous effort and is not the goal of the current study. Instead
I collected and implemented the ones that frequently appear for similar problems or a
strong hypothesis exists that the feature is useful.
I added many features to the input set that may appear highly redundant given the
presence of others. By doing this, I expected to obtain the following benefits. First, as
there are slight differences between these redundant features, the feature selection algorithm has the option to pick the best one, whereas manually selecting between them
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might result in a suboptimal decision. Second, if multiple obviously redundant features are selected, that is an indication of the underlying property being important and
the current weight of those features being too low. Note that in the current approach,
each feature is normalized and has equal weight at the input of the SVM.
Although this is not the first time a feature set is proposed for radiographic scans,
such results are always noisy and error-prone, therefore new and independent measurements can reinforce or disprove earlier results.
In the proposed scheme some well-known, standard textural features were adopted.
They mostly rely on the target objects having different intensity compared to their surroundings, therefore describe some form of contrast. The list of 11 measurements can
be found in Appendix B.1.
The 28 features described by Haralick, Shanmugam, and Dinstein, 1973 are probably the most commonly used ones in image classification problems where texture is
considered to be important. The features describe the statistics of neighboring pixel
pairs. The distribution of pixel pairs can be characterized with a gray-tone spatialdependence matrix (GTSDM or also known as co-occurrence matrix), where p(i, j) is
the estimated probability of a pixel with intensity value j neighboring a pixel with intensity value i in a certain direction. The GTSDM is direction dependent, and usually
calculated for the horizontal, vertical and two diagonal directions. I implemented all
proposed statistics of the matrix, except for maximal correlation coefficient to reduce computational cost. This yielded 13 measurements listed in Appendix B.2. I extended the
list with three other measurements
• Entropy of px :
H(X) = −

Ng
X

px (i)log(px (i)),

(3.30)

i=1

where
px (i) =

Ng
X

p(i, j),

(3.31)

j=1

where Ng is the number of discrete gray levels, an input parameter to all other
features. It simply describes the entropy of the intensity distribution of independent pixel values. Note that this feature is not strictly related to the GTSDM, as it
only depends on the marginal distribution. This entropy is expected to increase
as more objects appear in a certain area, therefore it is potentially useful for classification.
• Information measure of correlation 3:
H1 (X, Y ) = −

Ng Ng
X
X

p(i, j)log(px (i)py (j)),

(3.32)

i=1 j=1

where
py (i) = px (i) =

Ng
X
j=1

p(i, j).

(3.33)
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• Information measure of correlation 4:
H2 (X, Y ) = −

Ng Ng
X
X

px (i)py (j)log(px (i)py (j)).

(3.34)

i=1 j=1

The above two features H1 (X, Y ) and H2 (X, Y ) appear as input for the calculation of
Information measure of correlation 1 and 2 in Haralick, Shanmugam, and Dinstein, 1973.
As they measure meaningful entropies on their own, the current proposed feature set
includes them separately. Most of the above 16 features depend on the direction of
the GTSDM. To achieve partial direction independence, I follow the method described
in the original paper, and calculate the average and range of the features for the four
directions (horizontal, vertical and two diagonal). This yields a total of 32 features.
Further features include seven 2D moments of the image referenced as Φi i =
1 . . . 7 in Gonzales, Woods, and Eddins, 2002 in section 11.4.3. These moments are polynomials of normalized central moments of the image. These features are insensitive to
translation, scale, mirroring and rotation, therefore ideal candidates for describing any
object that does not have a fixed position, size or orientation. The seven moments
describe the texture of the object in the image and are expected to describe statistical
properties the previous features are not able to capture.
Various pre-filtered images are suitable for the characterization of different aspects
of texture. In the implemented feature set, statistics of the derivative of Gaussian (DoG)
and the Laplacian of Gaussian (LoG) filters were added at different scales and directions, yielding 35 and 50 features, respectively. Additionally, I included 3 features computed from the lesion enhanced images produced by the CSBF, LNF and OAF filters.
For details, see the Appendix B.3.
The following nine novel texture features are proposed in addition to the adapted
ones.
• CSBF / LNF / OAF maximum is the output of the corresponding lesion enhancer
algorithm, that detected the object. See Section 2 for details on these filters. The
maximum is taken for the object area. This helps the classifier to take into account
the confidence of the detector that selected the area of the lesion being classified.
• Contrast to size ratio aims to compare the thickness of the object in the depth dimension to the size of the 2D radiographic projection. It is based on the observation that image intensity is exponential in object depth for X-ray projection
images. It is defined as
avgx∈B1 F (x)
1
p
log2
,
avgx∈O F (x)
kOk

(3.35)

where kOk denotes the area of the object in the projection. The main utility of
the feature is the ability to distinguish nodules from vessels perpendicular to the
image plane as the latter tend to have higher contrast at similar projected size.
• Contrast along border, denoted by Cb , is defined as
avgx∈NI F (x)
,
avgx∈NO F (x)
= {x|crl re ≤ d(x, δO) ≤ crh re , x ∈ O},

Cb =

(3.36)

NI

(3.37)

NO = {x|crl re ≤ d(x, δO) ≤ crh re , x ∈
/ O},

(3.38)
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where NI and NO are inner and outer neighborhoods of the object border,
p d denotes Euclidean distance, δO is the border point set of the object O, re = kOk is
the effective radius of O, and crl , crh ∈ [0, 1) are constant parameters. This is another feature measuring contrast. Unlike the standard solution, it considers only
a band around the border of the object, with an optional margin (when crl > 0).
The main advantage over other contrast measures is lower sensitivity to large
scale, structured noise. On the other hand, it relies on a segmentation algorithm.
• Difference along border
avg F (x) − avg F (x).
x∈NI

(3.39)

x∈NO

This is a variation of Contrast along border to handle input images with different
intensity normalization.
• Shaped LNF is the output of a modified LNF described in section 2.3.2. The only
difference is the substitution of the template T with the binary mask of the object
O. It is also a kind of contrast feature, but it measures how well the image fits
the shape of the object, or alternatively the confidence of the segmentation. As
segmentation errors occur more often for false positive findings, this feature can
potentially help classification.
• Contrast inside to outside of mask Cl is the contrast inside the object when overlapping with the known border of the lung. It is defined as
avgOI F (x)
,
avgOO F (x)
= {x|x ∈ O ∩ L},

Cl = log

(3.40)

OI

(3.41)

OO = {x|x ∈ O ∩ L},

(3.42)

where OI and OO are the two parts of O partitioned by the lung, L is the set
of points within the lung shadow, L is the complement. Cl is only defined for
objects overlapping the lung border, otherwise it is substituted with one. This
feature is useful to eliminate false findings due to objects close to the lung border
that mimic a nodule that is partly outside of the lung field.
• Variance inside lung is the variance of the object intensity values overlapping with
the lung
var F (x),
(3.43)
x∈OI

where var denotes the variance of a finite set. As the overlap with structures
outside of the lung alters the variance of the object intensity values, a variance
restricted to the viewable lung field can be more robust compared to the variance
of the entire object.
• AFUM maximum is based on a modified average fraction under the minimum
(AFUM) filter run for the local image of the object. It is a filter designed for detecting masses in mammograms proposed by Heath and Bowyer, 2000. As such
masses often have similar appearance to lung lesions, this filter should be able
to act as a positive signal for classification. Compared to the original proposal, a
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slightly modified filter AF U Mm (F ) was employed here, given by
AF U Mm (F )(x) =

1 X
max F U M (F )(x, r, δi ),
]R
i∈{1,2}

(3.44)

r∈R

]{x|x ∈ Cr,δ , F (x) < miny∈Dr F (y)}
,
]Cr,δ
= {x|d(x, x0 ) = r + δ},

F U M (F )(x, r, δ) =
Cr,δ

Dr = {x|d(x, x0 ) ≤ r},

(3.45)
(3.46)
(3.47)

where Cr,δ contains pixels with distance r + δ from the object center x0 , D is a
disk region with radius r, R is the set of allowed r values, δ1 and δ2 are scalar
parameters. The only difference from the original version is the introduction of
two different δ parameters together with the maximization in equation 3.44. This
is to increase robustness of the filter against both structured and non-structured
noise. The feature used for classification is the maximum of the AFUM filter
overlapping with the object.
• AFUM mean is the average of AF U Mm (F ) overlapping with the object. This feature makes the AFUM output more robust in case the center of the object doesn’t
match the local maximum of the AFUM filter.
Lesions appear in different parts of the lung with different probability and the typical appearance also depends on location. To measure this effect, 8 shape and 4 location
features were borrowed from earlier studies. Please refer to Appendix B.4 for details.
Furthermore, the LPCS coordinates were added as location features, described in Section 2.4.2.
In addition to the above I added the three novel features describing the relation of
the object to bone structures. These are BoneOverlap, BoneXOverlap and FollowBoneEdge,
as described in section 3.3.2. They help to identify false detections caused by bone
shadows.
The features described above result in a total of 164 dimensions, serving as the input
feature vector for the selection algorithms.
The following parameters were used for the features described above. For contrast along border, crl = 0 and crh = 0.25 were chosen, while for difference along border,
crl = 0.1 and crh = 0.1. The former was selected to include an even smoother border
transition entirely, while in the latter case the area is shrunk to work in cases when
there is a close neighboring object that would overlap with the larger margin.
Parameters of the GTSDM based features were chosen to be Ng = 64 and the pixel
size to be 0.7 mm. According to my observations, higher Ng values resulted in too
sparse distribution estimates with the current pixel size, while lower values lose too
much information. Pixel size should reflect the scale of "interesting" texture variations,
for which the selected value seemed a good compromise. A multiscale approach could
also be used here.
The AFUM filter was using parameters R ∈ {1.4, 2.8, 4.2, 5.6, 7, 8.4, 9.8, 11.2}mm
covering smaller circular nodules, and δ1 = 4.2 mm, δ2 = 7 mm motivated by the
difference between the maximum and minimum radii of typical nodules.
3.4.2.3

Input feature set for DTS

The entire feature set for the DTS lesion classification borrows many descriptors from
the previous problem of CXR lesion classification. The identical descriptors are only
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listed here. One major source of difference is the lack of lesion segmentation due to the
low resolution of the simulated scans currently available. This prevents the usage of
most geometry features. On the other hand, new features are added to better exploit
the characteristics of DTS scans.
The most similar view of DTS to CXR are the coronal planes, therefore all of the
textural features below were defined for these projections. The depth blur present in
DTS scans makes 3D extension nontrivial, and this problem is not addressed here. The
features were the following (referencing the groups from section 3.4.2.2 in the same
order):
• all of the 11 standard textural features,
• all of the 32 GTSDM-based features,
• the 35 DoG based features,
• the 50 LoG based features,
• from the proposed feature set MHE maximum1 and contrast to size ratio.
Besides the CXR features, new ones are added motivated by the special characteristics of DTS. In DTS scans, the size of the targeted lesions is considerably smaller
than in CXR, resulting in a smaller variation of lesion shape. While matched filters are
too inflexible for CXR due to restricting shape, they are expected to be more suitable
for DTS. These filters compare the lesion to some template using cross-correlation-like
operations.
• Normalized matched filter convolves the image volume with a nodule template
modeled as an anisotropic Gaussian, where both the volume and template are
normalized for mean and variance. The filter output NMF for lesion l can be
written as
1
p
(V ∗ (GR,Σ − avg GR,Σ ))(xl ),
vary∈R V (xl − y)

1
3
x∈R
(2π)− 2 (det Σ)− 2 exp(− 21 xT Σ−1 x)
GR,Σ (x) =
0
otherwise,
NMFl =

Σ = diag[σ12 , σ22 , σ32 ],

(3.48)
(3.49)
(3.50)

where xl is the lesion center, V is the 3D image volume, GR,Σ is the finite approximation of a zero mean, 3D Gaussian in region R, Σ is the diagonal covariance matrix of the Gaussian. In the current application the spread parameters
in the coronal plane are the same (σ1 = σ2 ), but different in the depth direction
(σ2 << σ3 ). The different spread parameters are necessary to adapt to the depth
blur present in DTS volumes. R is an ellipsoid region with radii ri = 3σi . Note
that the filter is very similar to standard cross-correlation with two differences.
The local average of V is not normalized to zero, as the Gaussian template is
a zero sum filter making such normalization unnecessary. Second, the variance
of the Gaussian template is omitted, as it would only modify the output with a
constant multiplier, that is irrelevant for a feature.
1
Instead of CSBF, LNF and OAF, the lesion enhancer filter used for DTS scans is the multiplicative
Hessian eigenvalues (MHE) filter, described in section 4.3.3.
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• Gradient matched filter GMF for lesion l is
GMFl = (∇F ∗ ∇Gσ )(xl ),

(3.51)

where xl is the center of the lesion, Gσ is a zero mean, 2D Gaussian with spread
σ, and F is the coronal slice showing the lesion in focus. In the convolution,
multiplication is substituted with the scalar product. Note that this filter is 2D,
due to the unreliable gradient in the depth direction in DTS volumes. Usage of
the gradient makes the filter more robust to low frequency background intensity
variations.
A feature referenced as DoH maximum difference relies on the Determinant of Hessian (DoH) filter response described in Section 4.3.2. The feature convolves the DoH
output volume with a simple high-pass kernel K in the depth direction.
K111 = −1, K112 = 2, K113 = −1.

(3.52)

The feature is useful to distinguish small nodules from vessels perpendicular to the
coronal plane as the latter tend to result in a constant filter response along the depth
axis.
Hessian eigenvalue rate is defined as λλ12 , where λ1 is the larger, λ2 is the smaller eigenvalue of the 2D Hessian used to calculate the DoH filter output. This feature can distinguish elongated and circular objects in the coronal plane.
As the lung geometry is quite different in a 3D DTS volume compared to 2D CXR
images, a different coordinate feature set was realized comprising of the following measurements:
• Outline distance 3D is the distance of the lesion center from the lung outline δB2
(the border point set of the segmented lung volume B2 )
min{d(p, x)|x ∈ δB2 },

(3.53)

where p is the center of the lesion.
• Outline distance 2D is similar to the 3D variant, but restricted to the coronal plane
where the lesion is in focus
min{d(p, x)|x ∈ B2 , x3 = p3 },

(3.54)

where .3 denotes the depth coordinate.
• Normalized coordinates, from which only the vertical is implemented, measuring
position along the superior-inferior axis. The horizontal position is described
more robustly by the following feature.
• Mid-line distance is the distance of the nodule center from a very rough estimate
of the spine. The spine is approximated as a vertical line passing through the
centroid of the segmented lung volume.
Concerning lesion shape, only radius is approximated. It is an estimated radius r,
calculated from the scale of the MHE filter σM HE , that gave the highest response for the
lesion in the multiscale framework. It is estimated as r = 3σM HE based on empirical
measurements.
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The rest of shape describing features of CXR were not implemented for DTS as the
resolution of typical findings is too small to obtain a meaningful segmented shape.
The small resolution is caused partly by the low resolution of scans, and partly by the
smaller physical size of target lesions.
Other features for DTS include measurements based on the vessel segmentation
described in Section 4.2.2. Vessels are a frequent source of false detections in DTS scans,
therefore the following features have a potential to help precise classification.
• Vessel probability is the probability of the lesion center of being a vessel according
to the vessel detector output Ṽ from Equation 4.9.
• Vessel distance is the distance of the closest point of a vessel with probability
greater than pvd from the lesion center.
• Strong ridge probability is a feature detecting strong ridges in the DTS volume, like
the border of the diaphragm and the border of bones. These are common sources
of false detections of the MHE lesion detector. The ridges are detected by the
vessel segmentation algorithm with high probability. The strong ridge detector is
a double thresholding of the MHE response. First, regions above a high threshold
pvr are kept, then the identified regions are extended using a lower threshold lvr .
The parameters of the features in the current experiments were the following. The
spread parameters used for the NMF are σ1 = σ2 = 0.7 mm, σ3 = 5 mm, based on the
typical appearance of a small lesion of size around 5 mm. Due to high-pass filtering in
FBP (the ramp filtering step), these appear as somewhat smaller, 3 mm diameter objects
in the coronal plane, and setting 2σ close to the radius results in accurate detection.
Due to depth blur, the same 5 mm objects are often grow to 20 mm along the third
dimension. The spread parameter of the GMF is set to σ = 0.7 mm, according to
the same considerations. The probability threshold of the vessel distance is pvd = 0.3,
as it approximately maximizes the F-measure of the vessel detector, see Section 4.2.3.
For strong ridge detection, pvr = 0.9 and lvr = 14 mm were used based on manual
observations.

3.4.3
3.4.3.1

Contribution 2.3/b: Kernel descriptors
The original kernel descriptors

The following work has been published in G. G. Orbán and Gábor Horváth, 2017.
My proposed solution for image kernels for lesion classification is based on two
of the three kernel descriptors introduced by Bo, Ren, and Fox, 2010. These are the
gradient kernel and the shape match kernel (referred to as shape kernel in the following).
The third kernel from the original paper is omitted, as it is not applicable due to the
monochromatic nature of radiographic images.
The gradient kernel for two image patches P , Q is given as
X X
Kgrad (P, Q) =
m̃P (z)m̃Q (z 0 )ko (θ̃P (z), θ̃Q (z 0 ))kp (z, z 0 ),
(3.55)
z∈P z 0 ∈Q

m̃P (z) =

mP (z)
,
2
x∈P mP (x) + g

pP

θ̃P (z) = [sin(θP (z)), cos(θP (z))],

(3.56)
(3.57)
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where m. (z) is the gradient magnitude of the corresponding patch, m̃. (z) is normalized
with the L2 sum of gradient lengths in the containing patch, g is a small constant, θ. (z)
is the gradient orientation, θ̃. (z) is a gradient vector normalized to unit length, ko is a
Gaussian orientation kernel given by
ko (θ̃P (z), θ̃Q (z 0 )) = exp(−γo kθ̃P (z) − θ̃Q (z 0 )k2 ),

(3.58)

and kp is a Gaussian position kernel given by
kp (z, z 0 ) = exp(−γp kz − z 0 k2 ),

(3.59)

where γp and γo are the spread parameters of the Gaussians. The shape kernel is defined as
X X
Kshape (P, Q) =
s̃P (z)s̃Q (z 0 )kb (bP (z), bQ (z 0 ))kp (z, z 0 ),
(3.60)
z∈P z 0 ∈Q

s̃P (z) =

sP (z)
,
2
x∈P sP (x) + s

pP

(3.61)

where s. (z) is the standard deviation of intensities in a 3 × 3 neighborhood of z in the
corresponding image patch, while s̃. (z) is a normalized variant, s is a small constant,
kb is a Gaussian kernel
kb (bP (z), bQ (z 0 )) = exp(−γb kbP (z) − bQ (z 0 )k2 ),

(3.62)

where γb is a spread parameter, and b. (z) is an eight-dimensional binary vector valued
function describing the relation of the intensity of z with neighboring intensities. Each
element of b. (z) corresponds to an eight-connected neighbor, and its value is one, if the
neighbor has higher intensity, and zero otherwise. Optimal parameters proposed by
the original paper are γo = 5, γb = 2, γp = 3, g = 0.8 and s = 0.2.
The original solution proposed the combination of the above kernels by simple addition. This is a type of heuristic multiple kernel learning (MKL).
3.4.3.2

Adaptation of kernel descriptors

In the following, I propose modifications to make kernel descriptors applicable on Xray images: I reduce evaluation complexity, change the color-based variant of the kernels to intensity-based and ensure scale invariance.
It is first necessary to cut complexity so that the method becomes applicable for
high resolution images. Instead of direct evaluation of the gradient and shape kernels,
the original paper proposes a finite basis, with which the kernel function is calculated,
yielding a feature vector for each sample. Then, the original kernel can be approximated by the scalar product of the feature vectors. This makes the number of necessary
kernel evaluations linear in the number of samples (instead of the original quadratic order), while the kernel itself is quadratic in the size of the image patches. As it is shown
in the paper, the finite basis provides a good approximation if the basis vectors densely
cover the entire input space (e.g. for the orientation kernel, ko , a 16 element basis was
adequate). The problem with this approach is the high feature vector dimensionality
for large input spaces, for example with high resolution or 3D images. For a 5 × 5 grid,
the authors reported that a basis with approximately 200 dimensions is necessary after
applying KPCA on the feature vectors. To fully exploit the details in a 3D radiographic
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image containing a typical lesion, a grid size of 50 × 50 × 50 may be necessary, that
would result in an extremely high dimensionality in feature space. It would also make
kernel evaluation very costly. If only a moderate number of samples are available, but
resolution is high, a quadratic number of kernel evaluations is acceptable if the complexity of the kernel was reduced to linear.
To cut the complexity of kernel computation, I propose an approximation of the
original kernel, that is linear in the size of input images. First, the original kernel calculation is reformulated to reflect the relation of the two summations by substituting
z 0 = z + δ, yielding an equivalent formula
XX
Kgrad (P, Q) =
kp (0, δ)m̃P (z)m̃Q (z + δ)ko (θ̃P (z), θ̃Q (z + δ)),
(3.63)
z∈P δ∈N

where N is a neighborhood large enough to cover the entire patch of Q. mQ should
be defined as zero for points outside of the original patch. Note that kp is translation
invariant.
In the next step, the orientation kernel is substituted with the scalar product, and
the Gaussian transform is moved outside of the sums to get an approximation of the
original expression. ko is substituted with a new term
ko2 (θ̃P (z), θ̃Q (z 0 )) = hθ̃P (z), θ̃Q (z 0 )i,

(3.64)

where h, i is the scalar product. This yields the following kernel approximation


Kgrad2 (P, Q) = exp −γo (−1 + S)2
(3.65)
XX
S =
kp (0, δ)m̃P (z)m̃Q (z + δ)hθ̃P (z), θ̃Q (z + δ)i (3.66)
z∈P δ∈N

The extra −1 is necessary to normalize the range of scalar products. According to my
experience, the formula above gives similar results to the original, only the γo parameter has to be re-optimized.
The main purpose of gradient length normalization (using m̃ instead of m) is to
map the output of the kernel to a bounded interval of [0, 1]. When the spread of the
position kernel is small, the actual interval of kernel values will be much smaller. This
reduces the readability of the kernel values, and requires extreme hyperparameters
for the SVM. To overcome these problems, I propose a normalization that includes kp ,
derived in the following way.
The sum term above can be reformulated by the extraction of normalization as follows
P
P
kp (0, δ)mP (z)mQ (z + δ)hθ̃P (z), θ̃Q (z + δ)i
z∈P
r δ∈N
S=
.
(3.67)

 P
P
0
2
2
x∈P mP (x) + g
x0 ∈Q mQ (x ) + g
g can be substituted with a term outside of the square root, as the main purpose of
this constant is regularization. Doing this and with reorganization of the terms in the
denominator, we can get
P
S≈

z∈P

P

kp (0, δ)mP (z)mQ (z + δ)hθ̃P (z), θ̃Q (z + δ)i
P
P
m + x∈P δ∈N mP (x)mQ (x + δ)

δ∈N

(3.68)

which is still equivalent to the original, except for the regularization. From this form,
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we can see that the normalization is simply the maximum of the nominator, assuming
the other terms (kp and the scalar product) are at their maximum. Inclusion of kp in the
normalization yields
P
S2 =

z∈P

P

kp (0, δ)mP (z)mQ (z + δ)hθ̃P (z), θ̃Q (z + δ)i
P
P
.
x∈P
δ∈N kp (0, δ)mP (x)mQ (x + δ)

δ∈N

m +

(3.69)

The linearity of the scalar product allows the reorganization of the terms in the sum
as follows
P
P
z∈P hmP (z)θ̃P (z),
δ∈N kp (0, δ)mQ (z + δ)θ̃Q (z + δ)i
P
P
S2 =
.
(3.70)
m + x∈P mP (x) δ∈N kp (0, δ)mQ (x + δ)
Note that the inner sum can be preprocessed, as it is enough to calculate it once per
patch, instead of once per kernel evaluation. This makes the entire computation complexity linear in the area of the patch, allowing acceptable run times for high resolution
images. The final kernel can be written as follows


Kgrad3 (P, Q) = exp −γo (−1 + S2 )2 ,
(3.71)
P
z∈P hgP (z), (skp ∗ gQ )(z)i
P
S2 =
,
(3.72)
m + x∈P mP (x)(skp ∗ mQ )(x)
gP (z) = mP (z)θ̃P (z),

(3.73)

skp (x) = kp (0, x),

(3.74)

where gP (z) is the gradient vector, and skp is a function for smoothing.
In the actual implementation, skp is separated into two identical kernels, and both
patches are smoothed. This allows to keep only one version of every patch in memory.
One remaining problem with the gradient kernel is the scale variance. A kernel
comparing patches of a particular size is not able to handle objects much larger or
smaller than the patch. This is less of an issue for the original application, where the
patches contain corner points, or the number of samples is large, having enough samples from every scale. The problem emerges when the patches are high resolution images of entire objects, like lesions in radiographic images. To overcome this issue, the
scale of the input patches is normalized with the help of the lesion segmentation. The
effective radius re of the
√ lesion is calculated, and the patch is chosen to include a circular region with radius 2re . The patches are then resized to have the same resolution.
This way, small and large lesions will appear similar.
The resulting Kgrad3 is a valid kernel as it is positive semidefinite. The proof is
straightforward. The input dependent part is a scalar product, which is positive semidefinite, and summation, scaling, offset and exponentiation keeps positive semidefinite
functions as such. For details, see Bishop and Nasrabadi, 2006 Chapter 6.
The second kernel I adapted to my framework is the shape kernel, described before
as Kshape . The form of Kshape is similar to the gradient kernel, and can be optimized
with the same approximation steps.
The third kernel for the experiments calculates the normalized cross-correlation of
the images. It is motivated by the template matching filter with similar formula, as it is
often used successfully for object recognition problems. With the previous notation, it
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is defined as follows


Kmatch

2 
X
fP (z) − avg(fP ) fQ (z) − avg(fQ )  
1
p
p
= exp −γm −1 +
,
kP ∪ Qk
var(fQ )
var(fP )
z∈P ∪Q

(3.75)
where f. is the input image intensity, avg and var is a shorthand for averaging and
variance calculation on the entire image patch (P or Q), γm is the spread parameter.
This kernel is valid, as it is positive semidefinite. The proof is the same as for Kgrad3 .

3.4.4

Contribution 2.3/c: Meta-information and global features

The following work is yet unpublished and therefore preliminary.
Lung fluid is an important abnormal sign in a chest radiograph, and attracts the
attention of radiologist on its own. It can be a consequence of many diseases, one of
them is lung cancer. Detection of lung fluid in chest radiographs is relatively straightforward, as – due to gravity – it starts filling up the lung from the sinus, and the level
of the fluid can usually be observed as an approximately horizontal line. This makes
it reasonable to detect fluid automatically, and use the probability of presence as classification input for lung nodules. In the current experiment, a lung fluid detector developed by a third party was used. Similar information to this has not been utilized in
previous lung CADe systems.
The feature describing age is straightforward to implement when the necessary data
exists for the radiographs. In the PCSU database the cases were anonymized; however,
the birth year of the patient, and the date of the study were kept for most of the images. Taking the difference of years yields an integer feature – denoted with age – that
can be used as a classifier input. This information is also available in most screening
procedures, so an extra effort is not necessary to acquire it.
When collecting the data for training a classifier, care should be taken with sampling, especially when scans are provided by different sources with different bias. The
following example demonstrates the perils of not doing so. Let us assume that the
training data originates from two sources: a screening station, providing most of the
healthy samples, and a dispensary, providing most of the positive cases. For example
if screening is only compulsory for certain older age groups, it is likely that the relative
number of positive cases for younger patients will be higher than for older ones. Then
a supervised classifier would most likely learn that the disease is more likely for young
patients, which is obviously wrong.
The lung fluid detector is yet to be published by Kormányos, 2013 and is used here
as a black box. For each of the two lung fields, the algorithm returns a probability
estimate of the presence of lung fluid. The two estimates are denoted with pf l and pf r .
An example positive image is shown in Figure 3.10.
To utilize age and the results of lung fluid detection, kernels were defined for each
of them. This enables combining the features with others and measure the relative
relevance with the help of MKL methods.
The Gaussian function was used to define the kernel function. The values for samples with index i and j are defined as
Kage (i, j) = exp(−γa (age(i) − age(j))2 ),
2

(3.76)
2

Kfluid (i, j) = exp(−γf ((pf l (i) − pf l (j)) + (pf r (i) − pf r (j)) ))

(3.77)
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F IGURE 3.10: An example case where lung fluid is detected in both sides
of the lung, signed by triangles. The light triangle means that the probability of presence for the anatomical left side is pf l ≥ 0.5, the dark triangle means pf r ≥ 0.75 for the right side. The dots show the detected lung
border.
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where γa and γf are the (inverse) spread parameters of the Gaussian functions. To
determine the real utility of the features in improving lung nodule classification, the
above two kernels were combined with the kernel described in Section 3.4.2 as Kfeature .
For the combination, an MKL scheme was utilized, described in the next section (3.4.5).
An alternative combination method would be to simply extend the feature vector of
Kfeature with [pf l , pf r ] and age, but the MKL method has the following advantage: it
is able to tune the weight of the feature, yielding better accuracy, and also providing
information about the strength of the feature. This comes at a cost of a further level
of cross validation as the kernel weights have to be tuned separately. The use of a
non-isotropic Gaussian kernel would yield similar benefits to MKL in this application.
A note about partitioning the data for training, validation and test sets. When using image level features, this partitioning should not be entirely random, as samples
(findings) from the same image should all be included in a single partition. Otherwise,
training samples could provide information about samples in the validation set, enabling the parameter tuning to overfit. This was taken into account when training the
SVM and other parameters.

3.4.5

Contribution 2.3/d: Kernel combination

The following work has been published in G. G. Orbán and Gábor Horváth, 2017.
With multiple kernels available, the remaining question is how to combine them
with each other and with other kernels. For many image classification domains, it is
typical that a high-dimensional, hand-crafted feature vector is available for each image
that can be used for a fairly accurate, yet imperfect separation. An example is Kfeature
introduced earlier. According to Bo, Ren, and Fox, 2010, the above kernels (Kgrad and
Kshape ) are very efficient in corner point matching. On the other hand, they may handle other object recognition problems only moderately well, as they are less robust for
high-resolution, complex shaped objects. Therefore, it is reasonable to combine them
with the hand-crafted features. Concatenation in feature space is undesirable. The feature space representation of the above three kernels can only be approximated, as the
Gaussian kernel yields infinite dimensional feature vectors. One way of approximation
is the method described in Bo, Ren, and Fox, 2010, but the high dimensionality would
not work well with the relatively low dimensional original feature vector. Therefore,
a combination in kernel space is more appealing. According to Gönen and Alpaydın,
2011, for complex Gaussian kernels, linear weighting or even non-weighted sum can
perform better than complex, nonlinear combination methods, so my method of choice
was linear combination.
Many generic MKL methods are suitable for optimizing the linear combination of
kernels; however, they might fail in some cases. According to my own experimentation in the domains of CXR and DTS, the selected MKL learners fail, because of the
unbalanced expressive power of the kernels. As the feature-based kernel separates the
samples much better, the other kernels are pruned out of the model, or they get too high
weights due to regularization. To handle cases with a few kernels of unbalanced expressive power, I propose a simple wrapper approach, that is able to tune a few kernel
weights.
The optimization problem in my case for Nk number of kernels was to determine
the weights w∗ in the following expression
Kcombined = wf Kfeature +

Nk
X
i=2

wi Ki ,

(3.78)
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for best classification performance, where Ki are the kernels to blend with Kfeature . The
sum of weights has to respect
1 = wf +

Nk
X

wi , w∗ ≥ 0,

(3.79)

i=2

while simultaneously optimizing the hyperparameters of the kernels (one spread parameter for each) and the generalization parameter (C) of the SVM classifier. The figure of merit is the AuC of the SVM using Kcombined . As only Nk − 1 weights are free,
this yields 2Nk parameters, making exhaustive approaches infeasible for many kernels.
When the samples are noisy, and only a moderate amount is available, the surface of the
target function is very uneven, ruling out the possibility of traditional gradient based
approaches. The evaluation of the target function is also expensive, as it involves an
SVM training and evaluation cycle, or more of them, if cross-validation is used. According to my experience, simultaneous tuning of two parameters can be absolved in
a moderate amount of time using an exponential grid search, so the proposed method
tunes hyperparameters in pairs.
The optimization scheme assumes that one of the kernels can achieve a much better
classification performance than the others. This will be called the base kernel. The
proposed optimization scheme comprises the following three steps.
1. Optimize the spread parameter(s) of a single kernel and C, using that kernel only.
Repeat Nk times for all kernels. Store the determined spread parameters for the
later steps.
2. Optimize kernel weights and C for kernel pairs, where the first element is always
the base kernel. Spread parameters are kept constant from step 1. Involves Nk − 1
iterations. Store the ratio of the weights.
3. From the ratios determined in the previous step, calculate the ratio of weights for
the non-base kernels. Respecting the ratio and Equation 3.79, optimize the weight
of the base kernel and C simultaneously by using Kcombined . The determined
weights and C of step 3, and spread parameters of step 1 are the results of the
algorithm.
The algorithm involves a total of 2Nk two- or three-dimensional grid searches, having
a moderate complexity. Three-dimensional searches are needed only in step 1, when
the kernel has two spread parameters, like Kgrad3 and Kshape . Doing separate, lowdimensional optimizations instead of solving the original problem is sub-optimal, but
in certain cases it gives good results. When combining kernels, the optimal spread
is different from what is optimal when a single kernel is used, but the two optima
lied relatively close in the tested domains, which is the rationale behind the separate
optimizations of the first step. The second step tries to estimate the "strength" of the
non-base kernels by comparing each to the base kernel. The kernels having larger
weights in pair with the base kernel are expected to have a greater expressive power
and lower redundancy compared to the base. In the last step, the weight ratio of the
non-base kernels is fixed, and only the ratio to the base kernel is tuned. If the nonbase kernels can improve on the base kernel, they are given some weight, otherwise
zero. This ensures a performance not worse compared to the base kernel, even if the
non-base kernels are too redundant or weak to improve on the base. Obviously, the
above approach has many limitations. For example it cannot handle well redundancy
between non-base kernels.
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The tested spread parameters and C lie uniformly on an exponential scale, while
pairs of weights are tuned according to
w1 =

1
, w2 = 1 − w1 , i = −l . . . l
1 + bi

(3.80)

where b is the base of the exponential scale, l is the limit of the search. In step 3, 1 − w1
total weight is distributed across the Nk − 1 kernels according to the learned ratios.
The scheme outlined above assumes three separate sets of data. One for the training
of the SVM in each iteration, one for validation, where the validation results are used
to determine the optimal hyperparameters, and one set for evaluation, to verify the
improvement. Using one set instead of the first two, together with cross-validation
yields similar results.

3.4.6
3.4.6.1

Evaluation
Feature selection results in CXR

The radiograph source for feature selection was the PCSU database. 90 positive images
were selected for the training, while another 44 for validation to determine optimal
hyperparameters. All remaining images in the database were used for testing and performance comparisons.
In some of my experiments, the SBL method is compared with the SFS, a commonly
used baseline method. The SFS in each step selects the best performing feature based
on some figure of merit (in my case the AuC). The original method is terminated, when
the figure of merit starts to decrease. To improve its performance, I implemented a
variant where the selection is continued and the best performing set is selected based
on an independent validation set. This reduces the effect of overfitting the training set.
The original method is detailed in Pudil, Novovičová, and Kittler, 1994.
The following experiments were conducted. First, the optimal λ parameter of the
SBL was determined by evaluation on the validation set. Analogously, the optimal
feature set size of the SFS algorithm was estimated. The next experiment compared
the SFS and SBL methods. Another measurement demonstrates the utility of the kernel
function on the selected features. In the last experiment, the optimal feature set is determined by the SBL for the findings of three different lesion enhancers of the framework
from Section 3.2.2.
To determine the optimal λ,√an iterative exponential search of the parameter was
used, testing integer powers of 2, and refining the search around the maximum. The
determined feature sets for each λ were used to evaluate the SVM on the validation set,
and the resulting AuC values were registered. The λ parameter yielding the highest
AuC value was chosen as λopt . The results can be seen in Figure 3.11. The performance
gradually improves as λ decreases and the number of selected features increases. According to the validation dataset, the optimum is at λopt = 0.273, yielding 54 features.
For smaller λ values, irrelevant, or redundant features are starting to be selected, negatively affecting classification.
For the SFS, the optimal number of features was determined in the same manner.
The AuC values both on the training and validation dataset can be seen in Figure 3.11.
The optimal feature count based on the training set is 17; however, these AuC results
are quite optimistic due to the overfitting typical to SFS, so a validation dataset is necessary for a better estimation. Based on the validation dataset, the best performing
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F IGURE 3.11: AuC values as a function of selected feature subset size for
the SFS and the SBL based methods. For the SBL, the λ parameter values
are shown next to the curve. Involved cases were the ones in the validation set used to determine optimal feature set size. The performance of
the SFS on the training set is also shown.

feature set has 47 elements. Note that the AuC curve on the validation set is very uneven. This is most likely due to the occasional selection of irrelevant features. Another
important observation is the fluctuation in AuC values over the training set. Some SFS
implementations stop the selection when the figure of merit (here the AuC) starts to decrease. This strategy clearly fails here (would result in 17 selected features), as the AuC
values on the validation and test sets are obviously worse for the low feature count.
In the next experiment, the SVM classification ability using SFS and SBL selected
feature sets are compared on the test image database. Feature numbers optimal for
each of the methods are included, using both original and modified methods for SFS.
The performance of the SVM using all 164 features was also measured. The results are
shown in Table 3.5. The SBL selected set always outperformed the SFS features; however, only one result was significant, as the SFS feature set performs surprisingly well
on the test set with 56 features. This better-than-expected performance is probably due
to the small number of positive samples in the test set, as validation set performance
suggests a more significant difference. Stopping the SFS at the first local maximum on
the training set yielded an inferior performance.
The SBL seems to select relevant features sooner than the SFS, resulting in the superior performance at lower feature set sizes. As more features are added, the difference
somewhat shrinks, but there is still evidence, that the SBL selected set is better. Also
the SFS did not determine the number of necessary features correctly. Another huge
advantage is the smaller complexity of the SBL. With the actual implementation, the
SBL provided results in roughly two minutes, while the SFS needed a day for the entire
selection. These run times depend heavily on the size of the dataset, and the method
used for SVM hyperparameter tuning, but the SBL is orders of magnitude faster in almost all of the cases. The RoC curves of the two classifiers for their optimal feature
count is shown in Figure 3.12.
The next test compared the linear model resulting from the SBL learner and the
SVM model. Both classifiers employ the same feature set, but the SVM uses a Gaussian
kernel function to learn a linear model in kernel space, while the the SBL – in the form
suitable for feature selection – learns a linear model in the input space. The former has
a greater expressive power, as it can be seen from the results in Table 3.6. On the other
hand, learning feature weights of a kernel is harder, and often fails for a large number of
initial features, which is the reason why it makes sense to combine SBL feature selection
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TABLE 3.5: AuC values of the classifier using all features, and selected
sets by SFS and SBL using different feature set sizes. The significance of
the difference between SBL and SFS is also shown. The involved cases
were all the images of the PCSU, except for the ones used for training
and validation.

fc

all AuC

SFS AuC

SBL AuC

significance (SFS vs. SBL)

17
47
54

0.5
0.5
0.5

0.911
0.933
0.946

0.917
0.945
0.947

p = 0.09
p < 0.001
p = 0.25

1

Sensitivity

0.8
0.6
0.4
0.2
0
0

SBL
SFS
0.2

0.4
0.6
1 − Specificity

0.8

1

F IGURE 3.12: RoC curves of the classifier using SFS and SBL selected
features. The SBL has a clear advantage at higher sensitivity. The involved cases were all the images of the PCSU, except for the ones used
for training and validation. Feature set size was set to 54 for the SBL
while 47 for the SFS (optimal values on the validation set).
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TABLE 3.6: AuC of the linear SBL classifier and the nonlinear SVM using
the SBL selected features. Switching to kernel space has a clear advantage.

SBL

SVM

significance

0.82

0.947

p < 0.001

with the SVM classifier. Substituting the SVM with a kernel-based SBL algorithm, like
the RVM (see Tipping, 2001) would be another possibility, and should be investigated
in the future for the current application. The current scheme and an SVM combined
with an MKL based selection method should also be the subject of future comparisons.
In the following, the optimal feature set determined by the SBL method is analyzed.
The experiment was run separately for the findings of the three lesion enhancers of the
framework described in section 3.2.2, the CSBF, the LNF and the OAF. The value of
λopt yielding the best results turned out to be 0.273, 0.25 and 0.25 for the three filters,
respectively. The full list of selected features can be found in Appendix C.
When interpreting the results of feature selection, some care should be taken. Although the SBL method efficiently handles cases where the problem is ill-posed (the
sample size is smaller than the number of features), it is still prone to overfitting. This
is supported by the observation that for low λ cases, accuracy of the resulting linear
model on the training set was superior to the SVM, while on the test set, the SVM
performed better. Independent evaluation of the results prove that feature selection
is efficient; however, some of the selected features may not be relevant. Another phenomenon affecting results is related to redundant features. When two features are relevant to approximately the same degree and their values are highly correlated, then for
high λ parameters, one of them might get pruned (the one that is less relevant on the
training set), while for low λ, the two features get similar, but smaller weights. While
this is expected, we cannot claim that a pruned feature is irrelevant, furthermore, a low
weight does not necessarily mean low relevance, as it might rather be caused by other
redundant features. Despite these limitations, some observations can still be made.
All result sets for the three lesion enhancer filters contain global coordinates, consistent with the fact that different lung segments contain lesions with different probability. Interestingly, coordinates provide the highest classification accuracy when used on
their own. Different coordinate systems also complement each other. Despite the 2D
image space, for the CSBF five (definitely redundant) coordinates were selected, and
only one was pruned, suggesting a high importance for this feature group.
Intensity statistics of pixel pairs (GTSDM based features) contribute 30% of selected
features. Falsely detected structures like bone crossings and segmentation errors have
smoother texture, while false detections in the hilar region have rougher texture than
typical nodules, which can be a reason for their utility. All of the proposed GTSDM
based new measurements were consistently selected in all sets, suggesting that these
are useful to add separately, even if they are implicitly included in the original 13 features.
The derivative of Gaussian filter enhances edges at various scales, making it useful
for the distinction between lesions and linear structures. Six of them were selected
for the CSBF, and some of them were among the most relevant features. As the LNF
does not suffer from these kind of false detections thanks to its independence from
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gradients, none of these features was selected there. The OAF enhances all kinds of
dense structures, therefore required three DoG related measures in the final set.
Many features describing nodule contrast (18 in total) turned out to be relevant,
probably because true lesions usually have lower contrast than false findings, like vessels and remainders of rib shadows. As there is an obvious redundancy in the selected
set of contrast features, the large number of them indicates the importance of this property relative to other feature groups.
For smaller nodules (provided by the CSBF and the OAF) the AFUM filter output
was selected. This filter is tuned to enhance small and circular objects. Most probably
it is different from the CSBF, but still accurate, which can be a reason for its utility.
The features analyzing the nodule border and its surroundings measure the robustness of nodule segmentation, which is usually better for a true positive lesion. That
explains 5 such selected features. Contrast related features could also belong here as
they rely on the nodule border.
Many LoG related statistics were selected for all three datasets (18 in total). As
the LoG filter is sensitive to local maxima at different scales, and the range of scales
included the size of small to mid-sized nodules, it is obviously a relevant descriptor for
the CSBF, and for small OAF detections. Small scale LoG features selected for the LNF
are probably used to eliminate false detections with high intensity variations.
From bone related features, only FollowBoneEdge is selected for the CSBF. The overlap descriptors are most probably redundant with some contrast and texture describing
features. This suggests that the improvement seen in section 3.3.3 is mostly due to the
FollowBoneEdge feature.
Besides the GTSDM related features, some others describing the intensity statistics
of the lesion were selected (9 in total). These are mostly related to the variance of the
object and to moment invariants. Note that contrast related features could also belong
to this group, as contrast is also a kind of intensity statistics.
Not many features describing pure geometry were selected (5 in total), suggesting
that either the lesion segmentation is inaccurate, or it is accurate, but outputs lesion-like
geometry, even if no lesion is present. The latter can be a result of over-regularization
of lesion segmentation.
Most of the proposed, new textural features were selected for at least one dataset.
Furthermore, the newly added, GTSDM-based features were also often included in the
relevant set. Although contrast along border is missing, it is pruned rather because of
redundancy with difference along border, than irrelevance. Contrast inside to outside of
mask is never selected, suggesting it is truly irrelevant. For the other features in the
proposed set, they appear to contribute to correct classification.
The properties of the lesion enhanced image were irrelevant for the CSBF detection
set, probably because it was redundant with other blob detectors (AFUM, LoG). On the
other hand, they were important for the other two enhancers (LNF and OAF), because
the aforementioned blob detectors do not cover the entire scale of the findings of these
detectors.
3.4.6.2

Feature selection results in DTS

The input data was the findings of the MHE nodule enhancer from the LIDC-DTS-37
database. The training set included 25 random cases, while the remaining 12 comprised
the validation set used for λ determination. The optimization yielded λopt = 0.177
resulting in 43 features. The relevant feature set in order of weight according to the
SBL selection can be found in Appendix C.4.
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TABLE 3.7: Optimal parameter values for each kernel, and their weights
in the final combination. γpg and γps are introduced to distinguish between the smoothing parameters γp of Kgrad3 and Kshape .

Kfeature
Kgrad3
Kshape
Kmatch

Spread

Generalization

Combination weight

γ = 0.25
γo = 7.5, γpg = 6
γb = 2, γps = 6
γm = 30

C = 16
C=2
C=4
C=2

wf = 0.889
wg = 0.037
ws = 0.037
wm = 0.037

The proposed matched filter variations were both included in the relevant set as
they are effective for the separation of linear structures from blob-like small objects.
The DoH maximum difference proved to be useful for the same reason.
Three out of four new coordinate features were selected. Normalized vertical coordinate was left out, probably due to the small number of samples, as distribution of
lesions along the vertical axis should not be uniform. Radius is part of the relevant
set, as at different scales different kinds of false detections are common. For example,
detecting vessels as nodules is more common for lower scales.
All three vessel detector related features were selected. The tendency of the MHE
detector to enhance linear structures perpendicular to the input slice and also corners
makes these features useful.
For the features adopted from the CXR problem, similar consequences can be drawn.
A large number of selected features are based on the GTSDM and the LoG filter output,
while DoG output, contrast features and other texture features also appear. It is interesting to note that the scale of many LoG and DoG based features are much larger than
the typical lesion size in the dataset. These features are probably useful to detect large
scale structures, like bones and organs superimposing with the lung volume, whose
high frequency variations are often detected as lesions.
3.4.6.3

Kernel descriptors for CXR

To demonstrate the utility of the three proposed kernels, Kgrad3 , Kshape and Kmatch ,
I evaluated them on a CXR lesion dataset. The radiograph source was the PCSU
database. 134 positive and 101 negative images were selected for training and validation to determine optimal hyperparameters using cross-validation. Training set evaluation set division rate was 3 : 1. All remaining images in the database were used
for testing and performance comparisons.
In the first experiment, the individual kernels were evaluated. The optimal spread
parameters and generalization coefficients can be seen in Table 3.7. The AuC values on
the validation set and test set are listed in Table 3.8, while the ROC curves are shown
in Figure 3.13. The superior classification performance of Kfeature is obvious. Although
all three proposed kernels show some separation ability, their accuracy is moderate.
Kgrad3 slightly outperforms the other two, while Kshape seems to be the least efficient
by a small margin.
In the next experiment, the proposed kernels were combined pairwise with the feature kernel (Kfeature ) to see if they can facilitate better classification. The spread parameters determined in the previous experiment were used. Again, the AuC values on the
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TABLE 3.8: AuC values on the CXR validation and test sets of the SVM
using single kernels, pairwise combinations, and a full combination of
kernels. The significance level of improvement on the test set is also
shown. For the pairs, the base of comparison was the feature kernel,
while the full combination was compared to all three pairs.

Kernel
combination

Validation set
AuC

Test set
AuC

Significance of
improvement

Kfeature
Kgrad3
Kmatch
Kshape
Kfeature & Kgrad3
Kfeature & Kmatch
Kfeature & Kshape
All four

0.937
0.876
0.858
0.841
0.946
0.942
0.944
0.946

0.958
0.853
0.837
0.827
0.966
0.964
0.967
0.967

p < 0.001
p < 0.001
p < 0.001
pg = 0.008, pm < 0.001,
ps = 0.35

validation set and test set can be seen in Table 3.8. The weights of all the three proposed kernels were 0.11, while the feature kernel was assigned 0.89. Kshape and Kgrad3
showed similar improvements, while the benefit from combining Kmatch is less prominent. The improvements are all significant, due to a consistent difference in accuracy.
The lower performance of the combination with Kmatch is possibly due to the redundant features present in the feature kernel (see Section 3.4.6.1). Although the match
kernel compares lesions directly, the filtering with lesion like templates, like the LoG
filter, covers most of the cases where Kmatch would be able to correct misclassification.
In the last setting, all four kernels were combined. The final weights can be seen in
Table 3.7, the AuC value and significance levels are in Table 3.8, and the ROC curve is
shown in Figure 3.13. The full combination outperforms all individual kernels, and all
pairwise combinations; however, the difference on the test set compared to the Kfeature
& Kshape combination is only marginal, and insignificant according to the statistical test.
This is probably due to the redundancy in the proposed kernels. Taking a closer look,
Kshape is very similar to Kgrad3 , as the former calculates a binary approximation of the
gradients in certain directions in the form of the b function. The previously mentioned
redundancy of Kmatch with the features in Kfeature is another contributing cause.
It should be noted that kernel descriptors are not the only possible way of applying
image kernels for lesion classification and it would be interesting to compare how they
perform against other methods, e.g. the ones mentioned in the related work section
(3.4.1.3). The comparison would be desirable in the domain of lesion detection, as the
current improvements target this application and the original article already did the
comparison in multiple other image analysis problems. On the other hand, alternative
image kernels have not been used for lesion classification before, and as the current
example shows, it requires a considerable amount of work to make each method applicable. This explains the lack of further comparison in the current study.
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1

Sensitivity

0.8
0.6
4 kernels combined
Feature kernel
Gradient kernel
Matched kernel
Shape kernel

0.4
0.2
0
0

0.2

0.4
0.6
1 − Specificity

0.8

1

F IGURE 3.13: The ROC curves of the three proposed kernels, the feature kernel, and the full combination on the CXR evaluation set. The
combination shows a small, but consistent improvement.
TABLE 3.9: Optimal parameter values for each kernel in the DTS application, and their weights in the final combination.

Kfeature
Kgrad3

3.4.6.4

Spread

Generalization

Combination weight

γ = 0.25
γo = 120, γpg = 6

C = 256
C = 0.0313

wf = 0.992
wg = 0.008

Kernel descriptors for DTS

To test the robustness of the method, I applied it to the problem of lesion classification
in DTS scans. Due to the smaller dataset and characteristics of the domain, some simplifications had to be made. As the three proposed kernels turned out to be redundant
in the CXR based experiment, and redundancy is more concerning for smaller sample
counts, I included only Kgrad3 in this part. The kernel was modified to fit the application in the following way. As no reliable lesion segmentation was available, I dropped
the scale normalization of the input image patches. All lesion images used the same
resolution and a volume size of 10.5 mm × 10.5 mm × 15 mm. Because of the depth
blur in DTS slices, using the 3D gradient vectors can mislead comparison. For this
reason, the gradient vectors were calculated from the 2D coronal slice containing the
center of the lesion.
In this test, the findings of the MHE detector were included for the LIDC-DTS-37
database. To increase the number of samples, and additional 54 scans were added.
These were also simulated from CT scans of the LIDC-IDRI database, similarly to the
original 37 scans in the LIDC-DTS-37. The optimization scheme introduced in Section 3.4.5 was followed. 37 cases were selected for training and validation of hyperparameters including kernel weights. Cross-validation was used with a division rate of 3
: 1. Evaluation was carried out on a separate set of 54 cases.
The optimal hyperparameters for each kernel and the combination weights are
shown in Table 3.9. Despite the different feature set, the γ parameter of the feature
kernel turned out to be the same as for the CXR application. This is probably due to the
normalization of the features and the similarities between CXR and DTS features. The
weight of Kgrad3 is approximately four times lower compared to the CXR case, suggesting less utility in the current application. It can also be a result of the more irregular
kernel function caused by the relatively high spread parameter γo .
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TABLE 3.10: AuC values on the DTS validation and test sets of the SVM
using single kernels, and a combination of the kernels. The significance
level of the improvement compared to Kfeature on the test set is also
shown.

Kernel
combination

Validation set
AuC

Test set
AuC

Significance of
improvement

Kfeature
Kgrad3
Kfeature & Kgrad3

0.856
0.785
0.862

0.788
0.763
0.801

p = 0.003

1

Sensitivity

0.8
0.6
0.4
2 kernels combined
Feature kernel
Gradient kernel

0.2
0
0

0.2

0.4
0.6
1 − Specificity

0.8

1

F IGURE 3.14: The ROC curves of the SVM using Kgrad3 , Kfeature and the
combination on the DTS evaluation set.

The AuC for the classification results of the SVM on the validation and test sets are
shown in Table 3.10. The corresponding ROC curves can be seen in Figure 3.14. The
separation capability of Kfeature is clearly better compared to Kgrad3 , while the combination outperforms both single kernel settings. The AuC of the combination is significantly better than the AuC of Kfeature on the test set. The many intersections of the
ROC curves suggest a less consistent improvement compared to the CXR case (Figure
3.13). One can note the slightly worse AuC results on the test set compared to the validation set. This is probably a result of the variance of the small sample. Also note that
the evaluation set included slightly lower resolution DTS scans, as not enough high
resolution samples were available.
Overall, Kgrad3 proved to be useful in the domain of DTS, and it could improve
on an existing, high-dimensional feature vector based kernel. On the other hand, due
to the early stage of development in DTS, some simplifications had to be made. As
depth resolution increases and a reliable nodule segmentation becomes available in the
future, the 3D and multiscale alternatives of Kgrad3 has to be investigated.
Note that the proposed modifications of the kernels make them more widely applicable, not only for X-ray image analysis. The reduced complexity and scale normalization makes it possible to use them for larger patches than in the original application and
therefore work with more complex shapes. This can be useful for any object recognition
task where the target object is not handled well by usual corner detectors.
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F IGURE 3.15: Age histogram of the input data (PCSU) and the entire
Hungarian population according to the 2011 census (source: Hungarian
Central Statistical Office, 2011).

3.4.6.5

Meta-information and global features

The lung fluid detector has not been evaluated yet, so there is no precise estimate for its
accuracy. According to the manual rating of 50 images, both sensitivity and specificity
are in the range between 80% and 90% when thresholding pf l and pf r with 0.5.
The hyperparameters of the kernels were tuned independently, and combined with
Kfeature according to the method described in Section 3.4.5. This yielded the following
1
, γf = 4 and for Kfeature
values for the spread parameters of the three kernels: γa = 128
γ = 0.25 as before.
For the experiments with Kfluid , the entire PCSU database was used, while for Kage ,
only the subset containing birth year. The latter set excluded 148 negative cases from
the entire database. The samples were divided randomly into two separate sets of
equal size: a training and validation set and an evaluation set. Samples from the same
image were always included in the same set. The set for training and validation was
used for the training of the SVM, and cross validated hyperparameter tuning. Classification performance was measured by area under the ROC curve (AuC), and the rank
based significance test provided the significance levels. These methods are described
in Section 1.10.2.
In terms of the age distribution of the patients involved, it was not representative
for the entire population and older age groups were overrepresented. See Figure 3.15
for a comparison with the entire Hungarian population. However, when assessing classification performance, the data should be consistent rather with the expected age distribution of future patients attending lung examinations. As the scans were randomly
sampled from the patient database of a clinic, the data should reflect the expected patient age distribution better.
The AuC values for the individual kernels and for the combinations measured both
on the validation and evaluation sets can be seen in Table 3.11. As expected, Kfeature
is superior on all sets compared to the new kernels. On the other hand, combining
the new kernels with Kfeature yields significant improvements. The AuC gain when
complementing Kfeature with Kage is huge (0.025 on the evaluation set) and significant.
The optimal kernel weights turned out to be equal (0.5 for both), confirming that the age
feature largely contributes to a more precise classification. The improvement caused by
the Kfluid kernel is smaller (0.004), but consistent, helping it to be also significant. The
resulting kernel weights are 0.999 and 0.001 for Kfeature and Kfluid , respectively. The
small weight is the result of the following two effects. First, the fluid feature provides
weaker separability, second, the kernel is rather binary due to the following. As the
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TABLE 3.11: AuC values when using specific kernels on both validation and evaluation datasets. The significance level of the improvement
compared to Kfeature on the evaluation set is also shown.

Kernel

Validation set

Evaluation set

Kfeature
Kage
Kfeature & Kage
Kfluid
Kfeature & Kfluid

0.951
0.853
0.97
0.753
0.955

0.947
0.893
0.972
0.726
0.951

Significance of
improvement

p < 0.001
p = 0.005

1
0.9
0.8
Sensitivity

0.7
0.6
0.5
0.4
0.3

Age kernel
Feature kernel
Combined

0.2
0.1
0
0

0.2

0.4
0.6
1 − Specificity

0.8

1

F IGURE 3.16: ROC curves of the SVM using Kage , Kfeature and their optimally weighted sum on the evaluation set of lesion samples.

fluid detector algorithm is mostly confident, pf l and pf r values are mostly close either
to 0 or 1. Together with the steepness of the Gaussian due to the high optimal γf , the
kernel mostly contains values around 0 and 1. As the feature kernel contains values
evenly between 0 and 1, adding Kfluid with large weight would diminish the separation
of the original features.
ROC curves of the classifiers using individual and combined kernels for Kage can be
seen in Figure 3.16, while for Kfluid it is shown in Figure 3.17. All curves demonstrate
results on the evaluation set.
Note that the utility of Kfluid strongly depends on the accuracy of the applied lung
fluid detector. As the detector in the current study was not evaluated separately, it
is hard to estimate how accurate it should be to improve on the overall classification
results. On the other hand, the available detector was found to be useful, despite being in an early-stage of development. This is enough to prove the original concept of
utilizing global features, while further measurements are needed in future studies to
understand the effect better.
The success of the above two features suggests to extend the number of metadata
and global features. Gender, properties of living address (e.g. city or land) and smoking
history should all provide useful data for detection. Linking the lung nodule CADe
with different CADe systems could also improve the estimated probabilities of findings
by exploiting correlation between different symptoms.
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0.6
0.5
0.4
0.3

Fluid kernel
Feature kernel
Combined

0.2
0.1
0
0

0.2

0.4
0.6
1 − Specificity

0.8

1

F IGURE 3.17: ROC curves of the SVM using Kfluid , Kfeature and their
optimally weighted sum on the evaluation set of lesion samples.

Chapter 4

Computer aided detection for digital
tomosynthesis
4.1

Introduction

In this part of the thesis I focus on problems arising in the field of digital tomosynthesis
(DTS) introduced in Section 1.5. From the image processing perspective, this is a 3D
volume processing problem where the task is to enhance or detect objects according
to a lesion model. In this sense, many ideas can be borrowed from the much more
researched field of CT CADe.
On the other hand, the DTS problem has its unique properties. Due to the geometry of image acquisition, depth resolution along the anterior/posterior axis is very
limited, while the resolution in the coronal plane is considerably higher than for CT.
In more details, the DTS projections cover a view angle of 20-30 degrees instead of the
ideal 180 degrees of CT, resulting in imperfect 3D reconstruction and every single object appearing in every slice. Although the redundancy between slices decreases with
distance, there is still visible redundancy between slices 5-10 mm apart, even with accurate reconstruction methods. This is in contrast with CT, where there is negligible
redundancy between slices and slice distance is rarely more than 3 mm, more often in
the order of 1 mm. As for the resolution of a single slice, 1-3 MPixels is typical for DTS,
while CT is most often below 0.5 MPixels. Both of these effects have to be taken into
account when developing the models for recognition algorithms to improve accuracy
and reduce complexity.
In the next two sections, I address the problem of vessel detection and nodule detection, respectively. By investigating these fields, my main goal was to provide building blocks for a DTS-based CADe system and to prove the utility of the modality for
automated lesion detection. The actual CADe system is described in the applicationoriented Section 5.2. I also demonstrate there that CADe for DTS can achieve superior
detection accuracy compared to a similar CXR-based system, proving the utility of DTS
CADe.

4.2
4.2.1

Vascular and bronchial tree segmentation
Motivation and related work

A common property of radiographic chest images is the visibility of the vascular and
bronchial structures. These structures, when perpendicular to the plane of view, can
mimic small nodules, therefore their segmentation is an important aid for nodule detector algorithms to avoid false detections. The presence or absence of these structures
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in certain regions also carry diagnostic information, making their segmentation useful
for CADx beyond nodule detection.
Many efficient algorithms are available for vessel and bronchi segmentation in the
domain of CT and CXR imaging and many of them are potentially applicable in DTS
after appropriate modifications. A few demonstrative examples are introduced here.
A multiscale line filter using Hessian eigenvalues for vascular and bronchial tree segmentation in various medical imaging modalities is described by Sato, Nakajima, et al.,
1998. In another approach, Agam, Armato III, and Wu, 2005 employed correlationbased filters, followed by fuzzy shape analysis for vessel tree reconstruction in CT.
They also compared their method with other techniques and investigated the effect for
nodule detection. A model based junction detection solution was published by F. Zhao
et al., 2007 and also evaluated for augmenting nodule detection. In the work of P. Lo et
al., 2010 a trained appearance model detects the bronchial tree, using vessels to guide
bronchi detection in more difficult areas.
Vascular and bronchial tree segmentation is hardly explored in the domain of DTS.
In the patent by WEI et al., 2010, the vascular tree is segmented by thresholding and
morphology. Segmented vessel are used to eliminate false findings based on their proximity and heuristic rules, and also used as a feature for a k-NN classifier. As the publication lacks evaluation, it is hard to judge how well that method performs in practice.
My contribution in this section to the field of DTS research is threefold. First, I
propose and adaptation of an efficient filter for vessel detection in DTS scans. Second,
I show by evaluation that the proposed method is able to efficiently enhance vessels
and bronchi. Alternatives are compared to support nontrivial design decisions. Third,
I show by measurements, that vascular and bronchial tree segmentation can improve
detection accuracy of nodule detectors.
As vascular and bronchial structures show similar patterns in DTS scans, from now
on I will refer to the joint problem simply as vessel or vascular tree segmentation, but
this will always include bronchial tree segmentation.
For the basis of my method I have chosen a well known vessel detector described
by Frangi, 2001, due to its popularity in other fields of medical imaging. The method is
based on the eigen-decomposition of the Hessian matrix corresponding to the second
derivatives of the image. The filter can be defined in the following way.
For the input volume I(x), x ∈ RN , the Hessian H at scale σ at point x is an N × N
matrix with elements
∂2
I(x, σ) i, j = 1 . . . N,
∂xi ∂xj
I(x, σ) = σI(x) ∗ G(x, σ),


1
kxk2
G(x, σ) = √
exp − 2 ,
2σ
( 2πσ)N

Hx,σ (i, j) =

(4.1)
(4.2)
(4.3)

where σ is a parameter affecting scale preference and G is an isotropic N-dimensional
Gaussian. It can be proven that the eigenvector corresponding to the largest absolute
eigenvalue |λN | points in the direction of the largest second derivative; the eigenvector
of the second largest points in the direction of the largest second derivative perpendicular to the first eigenvector and it can be continued similarly until λ1 . The following
observation can be made: vessels can be modeled as tubular structures, therefore at a
proper scale, they induce large second derivatives in directions perpendicular to the
vessel, while close to zero second derivative parallel to the vessel. So in 3D, vessels can
be detected as the points with λ3 ≈ λ2 and |λ2 |  |λ1 |, while in 2D, |λ2 |  |λ1 | is a
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characteristic property. The vessel likelihood for a 3D image at point x ∈ R3 at scale σ
is defined as
(
0
λ2 > 0 or λ3 > 0
Vσ,3D (x) =
λ21
λ21 +λ22 +λ23
λ22
(1 − exp(− 2λ2 α2 )) exp(− 2λ2 λ3 β 2 )(1 − exp(− 2c2 )) otherwise,
3
(4.4)
where α, β and c are parameters adjusting the relative importance of the three exponential terms. The first term distinguishes between plate-like and tubular structures
(ensures λ3 ≈ λ2 ), the second term helps to suppress blobs (ensures |λ2 |  |λ1 |), while
the third term is for noise response reduction as reduces response where all second
derivatives are low. Negative λ2 and λ3 restrict to bright vessels on dark background.
A similar approach in 2D yields the following formula for x ∈ R2
(
0
λ2 > 0
Vσ,2D (x) =
(4.5)
λ21
λ21 +λ22
exp(− 2λ2 β 2 )(1 − exp(− 2c2 )) otherwise,
2

with the same notation. The method is multiscale, as λi are scale dependent, and the
maximum by the scale parameter for each point is taken as the final filter output.
V2D/3D (x) = max Vσ,2D/3D (x),
σ∈S

(4.6)

where S is the set of scales tested. The direction of the detected vessel is determined by
the eigenvector corresponding to λ1 .

4.2.2
4.2.2.1

Contribution 3.1: The adapted vessel detector
Modifications of the Frangi-filter

Parts of the following work has been published in Gergely Orbán and Gábor Horváth,
2014.
The straightforward way of adapting the Frangi-filter to DTS volumes would be to
apply the 3D version directly; however, according to my experience, the irremovable
depth blur in DTS scans prevent this from working properly. Due to the blur, vessels
appear as plate-like structures, like the one in Figure 4.1. This makes the first exponential term in Equation 4.4 misleading. On the other hand, leaving that term would
result in the enhancement of plate-like structures in the coronal plane, which are obviously false detections. Restricting the eigenvalues in the coronal plane is one possible
solution, yielding the 2D version of the Frangi-filter.
The proposed method therefore applies the 2D Frangi-filter independently for each
coronal DTS slice, according to Equation 4.5. It treats the resulting slices together as
one vessel volume. This way a vessel may be detected in multiple slices. Whether this
is a problem, depends on the application. If the goal is the elimination of false lesion
findings, this behavior is acceptable, as it is desirable to detect every visible vessel on
a slice, even if it is out of focus. The output of this filter is denoted by V2D (x) in the
following.
False detections of the vessel filter are commonly caused by the lung pleura and
ribs, as these structures also appear as ridges in the DTS slices. These ridges appear
near to the lung border, therefore a way to improve precision is to blank out these
areas after the vessel detector. A straightforward way to do this is to mask the detector
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F IGURE 4.1: A coronal (left), sagittal (center) and an axial (right) view
of a DTS scan centered at the same point. The coronal plane shows a
horizontal vessel in the middle. Due to the blur it appears as linear in
the sagittal view instead of the expected dot. The same vessel mimics a
plate in the axial view instead of a line.

output with the eroded mask of the lung fields.
V̂(x) = ERr (V2D )(x),
ERr (I)(x) =

min I(y),
y∈Rr (x)

(4.7)
(4.8)

where E denotes morphological erosion, I is an arbitrary image volume, and Rr (x)
is a spherical region around x with radius r. The problem with this method is the
elimination of vessels in the eroded area. As vessels enter the lung on the mediastinal
side, while ribs cause false detections on the outer side of the lung, it is reasonable to
do the erosion only where false detections are more frequent to maintain sensitivity.
This effect can be approximated by first transforming the image to a spherical coordinate system and carrying out the erosion only along the radius axis, and only eroding
towards the center. This yields the following filter output
Ṽ(x) = ESδ (V2D )(C2Sx0 (x)),
ESδ (I)(r, θ, ϕ) =

min I(S2Cx0 (ρ, θ, ϕ)),

r≤ρ<r+δ

(4.9)
(4.10)

where ES denotes the erosion-like operation described above, C2Sx0 maps Cartesian
coordinates to spherical coordinates centered at x0 , S2Cx0 is the inverse coordinate
mapping, I is an arbitrary image volume, and δ is a parameter affecting the radius of
the erosion. An illustration of the method can be seen in Figure 4.2.
4.2.2.2

Complexity

Algorithmic complexity of the proposed filter is determined by the complexity of the
2D Frangi-filter and the proposed erosion method
 
O Ṽ = O (dV2D ) + O (ES) ,
(4.11)
where d is the depth size of the input image I. The Frangi-filter is multi-scale, repeating
the computation ]S times, consists of a convolution with a Gaussian derivative kernel
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δ
δ

δ
x0
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δ
F IGURE 4.2: 2D illustration of the erosion in a spherical coordinate system. The diagonally striped region is eroded from the lung leaving only
the dotted area.

with spread σ, eigenvalue calculation and filter response calculation. Based on these
and assuming spatial convolution, the above term can be decomposed as
 
O Ṽ = O (d]S(hwσ + hw + hw)) + O (dhwδ) = O (dhw(]Sσ + δ)) ,
(4.12)
where h and w are the height and width of I, respectively. A finite estimation of the
Gaussian kernel is assumed, where the kernel size depends on σ, and the separability of the convolution is taken into account. The 3D version has the same asymptotic
complexity; however, it is much slower in reality, due to a large constant factor. This is
caused by the increased constant in 3D Hessian calculation and 3D eigenvalue computation, which are the two slowest part of the algorithm in both versions.

4.2.3

Evaluation

To evaluate the proposed vessel detector, a ground truth vessel segmentation was
needed. The usual method is to involve field experts (physicians, radiologists) to create
ground truth information for the scans, but this can be time and resource consuming. I
have chosen the alternative method of generating the ground truth by a method with
higher accuracy than the one to be evaluated. As the closer to uniform resolution of CT
is a clear advantage for vessel detectors, the method of choice was the 3D Frangi-filter
applied for CT scans. Using the original CT scans of the LIDC-DTS-37 database (see
section 1.11.2.2), it was possible to project the vessels detected in CT to the simulated
DTS scans. Although using the Frangi-filter for the ground truth data may introduce
bias, it produced an order of magnitude more precise results, making it adequate for
the comparisons, and for a rough estimation of the real performance of the proposed
vessel detector.
An example result of the proposed filter and the ground truth can be seen in Figure 4.3. The parameters of the 3D Frangi-filter for ground truth generation were the
following: α = 0.5, β = 0.5, c = 50, S = {0.5, 1.5, 2.5}, γ = 1. These are unoptimized
parameters determined after manual tuning. As the ground truth had to be binary, the
output vessel likelihood was thresholded at 0.003.
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F IGURE 4.3: An example result of the proposed vessel detector and
the ground truth used for evaluation. The original DTS slice (top left),
the detected vessel likelihood image (top center), the vessel likelihood
thresholded at the optimal value of 0.25 superimposed on the original
image (top right). The result of the CT based vessel detector (bottom
left), the depth-blurred version (bottom center) and the CT based result
superimposed on the DTS slice (bottom right). Note that the CT based,
non-blurred result is sparser than the DTS based findings, as the former
only detects in-focus vessels.
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Multiple metrics were calculated for the evaluation. Precision and recall curves
were generated by varying the threshold on the Ṽ vessel likelihood image. Precision
and recall were calculated as
precision =
recall =

|V ∪ GD |
,
|V |
|V ∪ G|
,
|G|

(4.13)
(4.14)

where V is the thresholded detected vessel volume, G is the ground truth, and GD is
a depth blurred version of G with a depth radius of 10 mm. |.| denotes the volume of
the regions. Depth blurring of G reflects the observation that vessels are also visible in
neighboring slices, and detections of these out of focus vessels should not be counted
as false positives.
F-measure is an aggregate of precision and recall
F-measure = 2

precision ∗ recall
,
precision + recall

(4.15)

of which the maximum value, referred to as Fmax . It is often used as a scalar figure-ofmerit due to some desirable properties: it is monotonous in both precision and recall,
and it rewards balance between the two.
ROC analysis was also used for evaluation, where the recall (in this setting same as
sensitivity) is plotted as a function of 1 − specificity, where
specificity =

|(M \V ) ∩ (M \GD )|
,
|M \GD |

(4.16)

where M denotes the binarized mask of the lung fields. The area under the ROC curve
gives the AuC, another scalar figure-of-merit.
It should be noted that for problems like the current one, where the prevalence
of the two classes is very different, ROC analysis is less illustrative. For example in
the current case a constant negative classifier detecting none of the vessels would also
get a high AuC value. For such tasks, restricting to precision and recall is better as
these metrics do not depend on the number of true negatives. F-measure is a common
scalar metric to combine precision and recall and more reliable in this case than AuC.
It is widespread in information retrieval but often used for evaluating segmentation
problems.
In the first experiment, I compared the 2D and 3D Frangi-filters (both extended
with the erosion operation ES), to support the hypothesis, that the 2D version works
better for DTS images. Parameters were optimized for Fmax based on one scan from
the LIDC-DTS-37 database (No. 66), which was omitted from later evaluation. Due
to the large number of parameters, they were optimized independently, iteratively revisiting already optimized parameters. The optimized parameters for the 2D version
were β = 0.5, c = 15, S = {1, 2}, γ = 1, while for the 3D version α = 0.01, β =
0.5, c = 50, S = {0.5, 1.5, 2.5}, γ = 1. Note that the small α means that the first term in
equation 4.4 (responsible for distinguishing between plate-like and tubular structures)
was almost omitted in the optimal working point. This supports the observation that
the depth dimension distorts vessels.
Precision, recall and F-measure curves of the 2D and 3D version can be seen in
Figure 4.4 and Figure 4.5, respectively. Note that different threshold characteristic of
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TABLE 4.1: Figure of merit comparison for the 3D and the 2D version of
the vessel filter, and the significance of improvement for the latter.

Figure of merit

3D method

2D method

Significance

Fmax
AuC
Execution time

0.704
0.901
106 s

0.762
0.937
73 s

p < 0.001
p < 0.001

1
0.8
0.6
0.4
0.2
0
0

Precision
Recall
F−measure
0.2

0.4
0.6
Threshold

0.8

1

F IGURE 4.4: Precision, recall and F-measure for the proposed 2D detector.

the 3D version required a logarithmic horizontal axis. ROC curves of the two methods
can be seen in Figure 4.6, while the scalar figure-of-merits are given in Table 4.1. The
2D version showed a large and significant advantage. For measuring significance, the
AuC and Fmax difference was tested using a Student’s t-test with the hypothesis being
that the 3D version is not worse. The hypothesis failed significantly for both the AuC
and Fmax with p < 0.001.
It should be noted that by processing the 2D slices independently, some of the information present in the 3D volume is certainly lost. For example a vessel heading
towards the mediastinum and vanishing from one slice likely continues in a neighboring slice. A method that could efficiently use such 3D information despite the heavy
depth blur might be superior to the filter presented here. On the other hand, finding
such a method is hard, as it is also confirmed by the poor performance of the 3D Frangi
filter here.
In the next experiment, I compared the proposed filter Ṽ with the alternative V̂,

1
0.8
0.6
0.4
0.2
0 −4
10

Precision
Recall
F−measure
−3

10

−2

10
Threshold

−1

10

0

10

F IGURE 4.5: Precision, recall and F-measure for the 3D detector.
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TABLE 4.2: Figure of merit comparison for the vessel filter with standard
lung mask erosion and the proposed erosion method, and the significance of the improvements.

Figure of merit

Standard erosion (E)

Proposed erosion (ES)

Significance

Fmax
AuC

0.759
0.910

0.762
0.937

p = 0.005
p < 0.001

1

Sensitivity

0.8
0.6
0.4
Proposed (2D + ES)
Three dimensional (3D + ES)
Standard erosion (2D + S)

0.2
0
0

0.2

0.4
0.6
1 − Specificity

0.8

1

F IGURE 4.6: Comparison of ROC curves for three vessel detector alternatives.

using standard erosion. The ROC curve of the methods can be seen in Figure 4.6, while
the scalar figure-of-merits, and the significance level of the improvements is shown in
Table 4.2. The best operating point is only marginally better for the proposed filter,
but the difference is still significant, due to a consistent improvement in most cases.
A more prominent difference is visible on the ROC curve for lower specificity, at low
thresholds. This suggests that the standard erosion mostly removes true detections
with low likelihood values, therefore the difference is lower when the thresholds are
high.
It can be concluded that the two proposed modifications, slice-wise 2D processing
and the radial erosion both contributed to a successful applicability of the filter for
DTS. The resulting method provided Fmax = 0.762 corresponding to 80% recall and
73% precision. When interpreting these numbers, it should be taken into account that
many thin vessel segments detected by the CT vessel detector were not visible at all
in the DTS slices due to blur. This makes high recall unrealistic. Also DTS slices include structured noise, for example overlapping contours of bones and the lung wall,
making it very difficult to reach high precision. Overall the current filter yields an adequate quality result based on manual examination. Furthermore, its main purpose is
to augment CADe which was investigated in the next experiment.
In the last experiment, the effect on lesion detection was investigated. The lesion
detector is described later, in section 5.2.2. The input data were the findings of the MHE
nodule enhancer for the LIDC-DTS-37 database. This means 42680 sample region of interests (ROI-s), out of which 108 are positive. This sample set was classified further to
estimate AuC values. The vessel likelihood was used as a feature for classification in
three settings: first, linear separation capability was measured, where a simple threshold was optimized and then evaluated on the entire data. Second, an SVM was trained
using exclusively the vessel likelihood as a feature for a Gaussian kernel, using crossvalidation. Third, the new feature was added to four other image features and input to
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TABLE 4.3: AuC values with and without the vessel feature for three
different classifier settings.

Classifier

Without vessel
likelihood

With vessel
likelihood

Significance

Linear separation
Single feature SVM
4 vs. 5 features SVM

0.5
0.5
0.799

0.507
0.619
0.824

p = 0.02

an SVM, again using Gaussian kernel, and cross validating on the data. The resulting
SVM was compared to the original with four features. The detailed training method
of the SVM is described later in section 5.2.2. Resulting AuC values can be seen in
Table 4.3. Significance was tested only for the multi-feature classifier with the method
described in Section 1.10.2. The vessel likelihood feature provided almost no linear
separation capability. This was because lesions were marked by both high probability
and close to zero values by the vessel detector, so no thresholding could help the elimination of false findings. The single feature SVM showed the potential in the feature by
classifying vessels with medium likelihood as false findings. The multi-feature setting
could benefit significantly from the new feature, clearly showing that vessel information can help to improve lesion classification accuracy.
Overall, the proposed vessel detector turned out to be applicable and effective for
DTS scans, and also showed the ability to augment CADe. It should be noted that the
proposed modifications are based on general ideas and may turn out to be useful when
adapting alternative vessel detectors for DTS in the future.

4.3
4.3.1

Comparison of object detector methods
Motivation and related work

As it was discussed in Section 1.7.3, the field of DTS CADe is relatively unexplored,
therefore little is known about the applicability and usefulness of various methods.
This is also true for the subproblem of object detection, which is the focus of this section. Only a few methods have been proposed in earlier works, and none of them has
been evaluated on public data. As many potentially applicable algorithms exist for
similar problems in other domains, there is room for further studies. With the current
experiment, my goal is to investigate the relative merits of existing and new spherical
object detector methods, and to select the most efficient ones for potential application in
a comprehensive CADe scheme. I also address specific parameter selection problems.
The only lesion detection algorithm applied directly to chest DTS so far has been
published in WEI et al., 2010. The authors employed 3D template matching (TM) for
nodule candidate detection. The template was a spherical object blurred in the depth
direction to simulate the depth blur of DTS reconstructed volumes. Different sized templates ensured multiscale behavior. The algorithm was not evaluated, so its efficiency
for the problem is yet unknown.
Although not many methods were tried for DTS, others proposed for related applications are relatively straightforward to adapt. For this experiment the adapted
methods originate from the field of CT and CXR. A group of methods relies on the
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eigenvalues of the Hessian matrix. A Hessian-eigenvalue-based multi-scale blob detector was described as early as in Sato, Westin, et al., 2000 where it was used for tissue
classification. The method was extended to detect colon polyps in 3D and to aid virtual
colonoscopy of CT scans in Koloszár et al., 2006. Focusing on lung analysis, the work of
Frangi, 2001 addressed vessel detection in both 3D and 2D images as a function of the
eigenvalues, using a more complex formula respecting both the ratio and magnitude of
eigenvalues. The author noted the differences required for blob detection, making the
adaptation of the method straightforward for blob-like lesion enhancement. A slightly
different adaptation was proposed by Feuerstein et al., 2009 for lymph node detection
in CT, allowing blur in one dimension. It is also straightforward to apply for DTS. Further examples of Hessian-based lesion detection include Qiang Li, Sone, et al., 2003, Ye
et al., 2009 and T. Xu, Cheng, and Mandal, 2011. Besides the Hessian-based methods,
the CSBF described in Section 2.2 is also potentially useful for the analysis of DTS scans.
Although the fields of CT and CXR are in many sense similar to DTS, some differences prevent the direct application of the above methods to DTS scans. The most
prominent difference is the different appearance of spherical objects, due to limited
depth resolution and depth blur. Due to these effects, many questions arise. For example, it is not obvious if a slice-wise 2D or direct 3D approach is more effective. The
study in Section 4.2 gave an example for the former in the domain of vessel detection.
The targeted size range of lesions is also different in the three modalities. The higher
dosage of CT imaging enables the search for smaller lesions, while CXR analysis is
typically restricted to larger nodules than DTS, due to lower visibility. Therefore the
appearance of target lesions is different and the filters might have to be modified.
The main contributions of the current section of my thesis are the following. First,
I adapt existing object detectors for the problem of lesion detection in DTS volumes.
This includes the adaptation of the vessel detector by Frangi, 2001, a different secondderivative based filter from Feuerstein et al., 2009, the widespread determinant of Hessian (DoH) blob detector, and the CSBF filter proposed earlier in Section 2.2. Second,
I propose a new Hessian based filter more suitable for the DTS problem. Third, I provide an FROC based comparison of the above methods and the TM from WEI et al.,
2010 on a publicly available dataset. Fourth, I investigate the problem of 2D versus 3D
application of the chosen methods.

4.3.2

The adapted methods

For the problem of nodule detection in DTS, five methods have been adapted from
former studies. Three of them are based on the eigenvalues of the image Hessian.
These are the DoH blob detector, the method from Feuerstein et al., 2009 referred to
as Feuerstein’s method, and the adaptation of the Frangi filter, referred to as Frangi
blobness. The other two methods are TM from WEI et al., 2010 and the CSBF from
Section 2.2. The first three methods are discussed together in the following.
4.3.2.1

Hessian based methods

All three filters rely on the scale dependent Hessian of the image volume, which for
each point, describes the second partial derivatives along the main axes. The principal
idea behind the algorithms is that spherical structures induce large and approximately
equal second derivatives in all directions when observed at the proper scale.
Let us consider the eigenvalues of the Hessian Hx,σ : λi , (i = 1 . . . N ), where |λi | ≤
|λi+1 |. For the definition of Hx,σ refer to Equation 4.1 in Section 4.2.1. It can be proven
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that λN is proportional to the magnitude of the second derivative in the direction in
which it is the largest – and also the corresponding eigenvector points in this direction –, while λ1 is proportional to the smallest second derivative. In other words, the
eigendecomposition of the Hessian yields the principal directions of the image volume, in which the curvature is at its extrema. As a result, to find spherical nodules
either in 2D or 3D, the image points should be found where all eigenvalues are large
in absolute value and approximately equal. As the targeted objects are brighter than
the surroundings, all eigenvalues should be negative. By calculating filter outputs for
multiple scales σ, in the range sl ≤ σ < sh , various sized nodules can be found. Note
that λi are scale and location dependent, but for the sake of simplicity, the notation of
σ and x dependence is omitted throughout this section.
The first Hessian based filter adapted to the problem of DTS is the DoH filter. It is a
widespread method used in various tasks for blob detection. The multiscale DoH filter
output DoH (x) , x ∈ RN can be defined as

λi < 0, i = 1 . . . N
maxsl ≤σ<sh | det(Hx,σ )|
DoH (x) =
(4.17)
0
otherwise,
where
det(Hx,σ ) =

N
Y

λi .

(4.18)

i=1

As the output is the product of all eigenvalues, the filter yields a high response where
the curvature of the image volume is large in all directions.
The DoH filter gives equal importance to contrast and shape as a higher curvature
along one dimension can compensate for the inequality of second derivatives. This is
not desirable for nodule detection, for example a dimmed spherical shape should be
detected earlier than an elongated object with high contrast as the latter signs a vessel
rather than a nodule.
A more sophisticated method can be derived from the vessel detector method proposed by Frangi, 2001 and used earlier in Section 4.2.1. The filter response for vessel
detection was given by Equation 4.4, in which the first exponential term was sensitive
to ridges, the second one was responsible for suppressing blob-like structures, and the
third one described the overall curvature of the area. Omitting the first term and inverting the second result in a 3D blob detector, called here the Frangi blobness, defined
by the following equation for point x ∈ R3
(
λ2
λ2 +λ2 +λ2
(1 − exp(− 2λ2 λ13 β 2 ))(1 − exp(− 1 2c22 3 )) λi < 0 i = 1 . . . 3
Fσ,3D (x) =
(4.19)
0
otherwise,
where β and c are parameters adjusting the importance of the two exponential terms.
A 2D definition is also possible (x ∈ R2 )
(
λ2
λ2 +λ2
(1 − exp(− 2λ21β 2 ))(1 − exp(− 12c2 2 )) λi < 0 i = 1, 2
Fσ,2D (x) =
(4.20)
2
0
otherwise.
This method gives a high response for a point if the smallest curvature is close to the
higher curvatures, or in other words, the object is not elongated. A high overall curvature is also necessary to suppress noise. Note that the relative importance of shape and
contrast can be adjusted here with β and c.
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Another modification of Frangi’s vessel filter was proposed by Feuerstein et al.,
2009, called here Feuerstein’s method. The lymph node detector was defined as
(
λ2 +λ2 +λ2
λ2
255(1 − exp(− λ2 α2 2 ))(1 − exp(− 1 2γ22 3 )) λi < 0 i = 1 . . . 3
Bσ (x) =
(4.21)
3
0
otherwise,
where α and γ are importance adjustment parameters. The filter allows shapes elongated in one dimension, but not in two dimensions. This behavior is useful for lymp
node detection, but not necessarily desirable for nodule detection. Note that this filter
is only defined for 3D.
The depth blur in DTS volumes causes the curvature to decrease in the depth direction, and this should be compensated to satisfy the assumptions of the above filters.
One possible solution is to resample the input volume along the depth axis. As the
pixel size of the DTS volumes is already non-uniform due to the small number of reconstructed coronal slices, they can be considered as already re-sampled, which should
be taken in account. According to a manual analysis of nodule patterns, the depth to
coronal plane pixel size ratio of 0.15 compensates well for the curvature change.
4.3.2.2

CSBF

The CSBF filter has been described earlier in Section 2.2.2. It is a round shaped object detector defined in 2D, relying on the convergence of gradient vectors to the object
center. As the gradient vectors of depth blurred shapes are non-convergent, it is not
straightforward to generalize the algorithm to 3D that is suitable for the DTS application. For this reason, the CSBF – defined by Equation 2.7 – was run separately for
every coronal slice and the resulting filter outputs were merged to obtain a 3D output
volume.
4.3.2.3

Template matching

TM is a common method for general shape recognition, and it is used often for blob
detection. The filter output TM(x), x ∈ RN is given by the convolution of the original
image I with a template T
TM(x) = (I ∗ T )(x),
(4.22)
where T contains the image of the object to be found, centered on and reflected through
the origin. The template should be normalized to have a zero sum
Z
T (x) dx = 0.
(4.23)
x∈RN

One way of providing multiscale behavior is to use different templates Tσ for different sized objects, so the filter output becomes
TM(x) = max (I ∗ Tσ )(x).
sl ≤σ<sh

(4.24)

The critical step in applying a TM filter is the choice of the template. In the work
of WEI et al., 2010, a blurred spherical template was used. As the optimal blurring
parameters are highly dependent on the applied DTS reconstruction method, a different approach was used here. A spherical nodule was simulated in a CT volume with
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uniform -200 HU density, the CT scan was then projected with the DTS simulator described in Section 1.11.2.2, and the simulated projections were reconstructed with FBP.
This resulted in a depth blurred spherical object, which was used as a template. By
simulating nodules of different sizes, different Tσ could be created.

4.3.3

Contribution 3.2: A new object detector for DTS

A preliminary version of the following work has been published in Gergely Orbán and
Gábor Horváth, 2014.
Analyzing the Hessian based Frangi blobness and Feuerstein’s methods, both use
addition for the combination of exponential terms responsible for different properties,
see for example Equation 4.19. Addition results in an "OR"-like behavior. In other
words, areas satisfying at least one of the properties, like uniform eigenvalues or high
contrast, receive high output. This is undesirable as target areas should satisfy all conditions. Based on this an "AND"-like combination could be more effective. The same
is true for the inner part of the last exponential term, where squared eigenvalues are
added, and this way not all eigenvalues are required to be large. Substituting the additions with multiplications gives the desired "AND"-like behavior. Furthermore, leaving the exponential term in favor of a polynomial can be used for simplification while
maintaining the important properties of the filter. Based on these considerations a blob
detector filter can be defined for x ∈ R3 as
MHE (x)σ,3D

λ21
=
λ2 λ3

3
dY

|λi | λ1,2,3 < 0

(4.25)

i=1

where d is a relative importance adjusting parameter. This filter will be referred to as
the multiplicative hessian eigenvalues (MHE) filter.
Note that the fraction is responsible for ensuring similar eigenvalues therefore suppressing non-blobs, while the product rewards high contrast. The relative importance
of the two parts is adjustable, unlike for the DoH filter.
The definition is also possible in 2D for x ∈ R2
MHE (x)σ,2D =

λ1
λ2

d

|λ1 ||λ2 | λ1,2 < 0

(4.26)

An additional advantage of the MHE filter is the lower number of parameters. The single d parameter should be easier to tune than the two parameters of the other Hessian
based detectors. On the other hand, the single parameter still gives enough control and
can overcome the problems of the parameter-free DoH detector.

4.3.4

Evaluation

For the Frangi blobness and Feuerstein’s methods the parameters were tuned in the
following way. Two typical nodules were chosen from the LIDC-DTS-37 database with
diameters of approximately 4 mm and 8 mm. Parameter values were selected from
an exponential grid, and the filters were run for the two DTS volumes containing the
selected nodules. Ranks of the nodule areas were calculated, where rank is the number of areas identified with higher intensity than the target area. The parameters were
chosen yielding the smallest sum of ranks. The resulting parameters are shown in Table 4.4. Although this method potentially overfits the selected nodules, evaluation can
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TABLE 4.4: Optimized parameters of the Frangi blobness and Feuerstein’s method.

Method

Input space

Parameter values

Frangi blobness
Frangi blobness
Feuerstein’s

2D
3D
3D

β = 0.1, c = 31.6
β = 0.1, c = 3.16
α = 0.316, γ = 10

remain fair, due to the small number of training samples: only two were selected out of
134 nodules. The d parameter of the proposed MHE filter was set to one heuristically,
as the two terms are approximately equally important in this formulation. Note that
even with d = 1 the MHE – unlike the DoH – is not sensitive to areas with an extreme
curvature in one direction and small curvature in others.
To enable deeper analysis, two scales were investigated separately. This also makes
the comparison fairer, as a badly chosen scale range can result in an unfair disadvantage for a filter. The two scales targeted at nodules with diameter of 4 mm and 8 mm.
The former was chosen because it is close to the smallest nodule size with clinical importance, and also the most common size in the database (recall Figure 1.8). 8 mm was
another reasonable choice, as it is the largest size with enough samples in the database
for proper evaluation.
For the Hessian based detectors, the scale was optimized for a 4 mm and for an
8 mm nodule sample in the two experiments, respectively. The same rank optimizing method was used as for the parameter tuning of Frangi blobness and Feuerstein’s
methods described above. The optimal scale parameters became σ4mm = 1mm and
σ8mm = 2mm. For the CSBF, the parameters were set manually to match the target size.
These were Rmin = 1.5mm, Rmax = 2mm, d = 1.5mm, c = 1.2 in the 4 mm case, while
Rmin = 3.5mm, Rmax = 4mm, d = 1.5mm, c = 1.2 in the 8 mm case. For the matched
filter, the simulated nodule used for template generation was a sphere with a diameter
of 4 mm and 8 mm in the two tests, respectively.
As the evaluation database, the LIDC-DTS-37 was used (see Section 1.11.2.1). As the
detectors targeted only a certain size in each experiments, only a subset of the positive
samples was included. For the 4 mm experiment, nodules in the size range of (2, 6] mm
were included, resulting in a total of 88 nodules. For the 8 mm experiment, the nodules
in the (6, 10] mm size range were selected, yielding 35 nodules. When evaluating the
detectors, the false positive range of [0, 1000] was involved. 1000 false positives in a
DTS volume are obviously too much; however, an efficient classifier might still be able
to eliminate most of them, resulting in an adequate working point.
In the first experiment, all detectors were compared: the adapted filters including
the DoH, Frangi blobness, Feuerstein’s method and template matching, and my own
contributions, including the MHE and the CSBF. For the DoH, Frangi blobness and
MHE, the 3D versions were selected. The FROC curves of the detectors can be seen
in Figure 4.7 and Figure 4.8 for the 4 mm and the 8 mm case, respectively. For a more
precise comparison, the normalized AuC values are shown in Table 4.5. The area under
the curves were calculated for the false positive range of [0, 1000].
The proposed MHE method outperforms all other algorithms, while the DoH is
clearly the second best. The poor performance of Feuerstein’s method is a result of
slightly different target shape, as to find more lymph nodes, it has to allow elongated
shapes, which is undesirable when detecting only nodules. Template matching gives a
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F IGURE 4.7: FROC curves of all compared detectors for nodules in the
size range of (2, 6] mm. All detectors were optimized for objects with
diameter of 4 mm. The input DTS volume set was the entire LIDC-DTS37. My contributions were the MHE and the CSBF.
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F IGURE 4.8: FROC curves of all compared detectors for nodules in the
size range of (6, 10] mm. All detectors were optimized for objects with
diameter of 8 mm. The input DTS volume set was the entire LIDC-DTS37.

TABLE 4.5: Normalized AuC values of the FROC curves in Figures 4.7
and 4.8 in the false positive range of [0, 1000].

Method

Nodule size
(2, 6] mm

Nodule size
(6, 10] mm

DoH 3D
MHE 3D
Feuerstein’s
Frangi blobness 3D
TM
CSBF

0.392
0.439
0.268
0.382
0.333
0.346

0.693
0.705
0.491
0.645
0.576
0.618
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F IGURE 4.9: FROC curves of detectors for which both 2D and 3D versions were available. Involved nodules were from the LIDC-DTS-37
database, restricted to the size range of (2, 6] mm. My contribution is
the MHE, both the 2D and 3D versions.
TABLE 4.6: Normalized AuC values of the FROC curves in Figures 4.9
and 4.10.

Method

Nodule size
(2, 6] mm

Nodule size
(6, 10] mm

DoH 2D
DoH 3D
MHE 2D
MHE 3D
Frangi blobness 2D
Frangi blobness 3D

0.369
0.392
0.38
0.439
0.348
0.382

0.693
0.693
0.607
0.705
0.673
0.645

moderate performance as it allows less shape variations. Using more templates could
possibly help, but generation of those templates is non-trivial. The CSBF has a clear
disadvantage due to slicewise 2D processing. It only performs well for the largest nodules in the low false positive region. It is hardly visible in the graph, but the CSBF
outperforms all other algorithms below false positive rate of 10. The Frangi blobness
method uses the "OR" relation of its criteria, that turns out to be a drawback of the algorithm compared to the DoH and MHE. The two parameters (β and c) mean it requires
more effort to be tuned in, and a higher probability of using suboptimal parameters.
The good performance of the DoH is expected, as the "AND" relation of the three eigenvalues requires all of them to be large, which is the typical property of a nodule. On
the other hand, the MHE is even stricter regarding the shape, which results in better
performance.
In the next experiment, I compared the 2D and 3D versions of the filters for those
defined in both spaces. My goal was to investigate if depth provides useful extra information for nodule detection. Three filters were included in this trial, the Frangi blobness, the DoH and the MHE. The input database and the parameters were the same as
in the previous experiment. The FROC curves of the detectors can be seen in Figure 4.9
and Figure 4.10, while the normalized AuC values in the [0, 1000] false positive range
are shown in Table 4.6.
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F IGURE 4.10: FROC curves of detectors for which both 2D and 3D versions were available. Involved nodules were from the LIDC-DTS-37
database, restricted to the size range of (6, 10] mm.

Overall, the 3D methods outperformed their 2D alternatives, only the Frangi blobness method for the large sized nodules showed an exception. 8 mm nodules are much
easier to distinguish from other objects, even in a 2D coronal plane, which can be a
reason for this phenomenon. In general, it seems that for a simpler shape, like nodules,
the extra depth dimension helps recognition. This is seemingly contrary to the result
shown for vessels in Section 4.2.3, but in that case, the shapes (vessels) were direction
sensitive, and depth blur caused this shape to have different appearance in different
directions. This mislead the detector, so a 2D planar search was more effective. In
the case of an object with point symmetry, depth blur can be taken into account and
compensated more easily.
When interpreting these results, some care should be taken. Although the proposed
MHE method outperformed all other solutions, it does not prove that there is no template for which TM is better, or there are no parameters, for which Frangi blobness or
Feuerstein’s method are better. The current experiment used optimized and reasonable
parameters, but not provably optimal, neither the ones used in the original proposals.
The original parameters were either not published, or would be suboptimal, due to the
different kind of input.
The overall accuracy of the MHE shows potential for usage in CADe. It can reach
60% sensitivity for smaller nodules around 4 mm and 80% sensitivity for 8 mm nodules. Note that 4 mm nodules were usually hardly visible on DTS scans and are a real
challenge for human examiners to find reliably, if possible at all. 8 mm nodules are
somewhat easier to find, but for example in CXR these are often not visible. On the
other hand, the rate of false positive findings is very high, mainly a result of the large
and noisy input space. False positive filtering techniques like supervised classifiers are
expected to reduce this by orders of magnitude. Also some further improvements, like
the ones below, might improve on selectivity.

4.3.5

Extensions

As a possible alternative of TM, matching is also possible in the gradient domain where
both the template and the image are differentiated along the main axes, and the scalar
product can be used to match each point. The method is promising as it is less sensitive
to low frequency noise, like overlapping or neighboring anatomical structures. Initial
experiments with gradient template matching provided worse results than standard
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spatial TM, so this method was omitted from the comparison. This might be a result
of higher sensitivity to high frequency noise, which is problematic with the currently
used FBP reconstruction. However, with more sophisticated reconstruction methods,
it is a potentially useful alternative of the TM used in the current experiment.
The MHE method also has more potential, as the d parameter in this experiment
was unoptimized and set heuristically. The parameter optimization method used for
the other Hessian based detectors may be applied for this purpose in the future.

Chapter 5

Practical applications
5.1
5.1.1

A CADe system for lesion detection in CXR
Motivation and related work

The importance of lesion detection for chest radiography has already been discussed
in Section 1.4. A vast number of existing lung CADe systems employing a variety of
methods have also been summarized in Section 1.7.1, and the still open problems are
highlighted in Section 1.7.2.
In the current section of my thesis, my goal was to propose an efficient CADe system. To demonstrate the true utility of a new method, a fair comparison is essential
with similar published solutions. Two conditions are essential to ensure a fair comparison: the input data and the evaluation method should exactly be the same. For the
input, a widespread benchmark database is available in the field of nodule detection
in chest radiography made by the Japanese Society of Radiological Technology (JSRT).
The database is described in Section 1.11.1.1. Many earlier works have published results on this database enabling comparison. The ones evaluating on the entire JSRT
database are the works of Chen, K. Suzuki, and MacMahon, 2011; Snoeren et al., 2010;
Russell C. Hardie et al., 2008; Campadelli, Casiraghi, and Artioli, 2006; A.M.R. Schilham, Van Ginneken, and Loog, 2006; Coppini et al., 2003 and Wei, Y. Hagihara, et al.,
2002. These were the studies included in the comparison. While most methods publish working points according to FROC analysis (described in Section 1.10.3), they use
different criteria to qualify a CADe result as true or false finding. The importance of
unifying the methodology is emphasized here, and the effect of using different criteria
is demonstrated.
In the following, I propose a CADe system for chest radiographs, involving the
new methods introduced in earlier sections of this thesis. I first give an overview of the
solution. Then, I describe the details of the evaluation methodology. Last, I provide a
comparison with other methods using the JSRT database as input.
The following work has been published in G. Orbán and G. Horváth, 2012b. The
application resulted in a CADe system integrated into a commercial X-ray system. The
development of the X-ray system was a joint effort of the Innomed Medical Developing
and Manufacturing Inc, the Pulmonological Clinic of Semmelweis University and the
Budapest University of Technology and Economics, supported by the National Development Agency under contract KMOP-1.1.1-07/1-2008-0035. The resulting system is
currently in use in multiple lung screening stations across Hungary.

5.1.2

Proposed method

The following three-step scheme was followed for CADe design. The first step segments the viewable area of the lung and frees the image from shadows of bones. The
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second step, called lesion enhancement, highlights suspicious structures like the targeted lung nodules. The last step reduces the number of false positive findings with
the help of a classifier. Except for bone shadow removal, this scheme follows the same
steps as most published CADe systems.
The aim of the first step, the viewable area segmentation, is to reduce the possible
set of locations for lesions, as only the ones partly or completely inside this area are
targeted. The chosen method is described by Juhász et al., 2010. Bone shadow removal
has the benefits described in Section 3.3. The utilized algorithm has been published in
Áron Horváth et al., 2013.
The second step, lesion enhancement, starts with normalization of the intensity histograms and resampling of the images. Different resolution and intensity range are
artificial properties of the imaging method and do not provide useful information for
analysis. Therefore it is desirable to compensate their effect and provide normalized
scans for later image processing and classification algorithms. After this, the three object detectors described in Section 2 are run independently. Local intensity maxima are
selected from the resulting images and lesions are segmented to obtain their geometric
properties.
Segmentation is done by a yet unpublished optimization algorithm by Áron Horváth,
2013. The method is regularized to prefer circular shapes while adjusting the border to
high contrast discontinuities. The optimization is done using dynamic programming.
In the last phase, a descriptor vector is assigned to each segmented lesion. The
elements of the vectors are the selected features described in Section 3.4.6.1. Then,
an SVM algorithm classifies the findings using the feature based and the image based
kernel functions described in Section 3.4.
It worth noting here that in current image analysis methods, the last phase is often
substituted with a convolutional neural network (CNN) that can learn the features and
the classification task at the same time. However, research results so far show that application of such networks is expected to be harder for chest radiography than in most
other domains due to the small number of labeled samples and the different nature of
relevant features. See Section 1.7.6 for more details.
Due to the properties of the JSRT database, some methods proposed earlier are
omitted from the current method. As the database contains only circular lung nodules,
mostly smaller than 30 mm and not on object boundaries, the two detectors described
in Sections 2.3.2 and 2.4.2 are omitted, therefore the combination method proposed in
Section 3.2.2 was not necessary. Patient age and lung fluid information was not available either, so the kernels introduced in Section 3.4.4 were also left out. The resulting
scheme is illustrated in Figure 5.1.

5.1.3

Evaluation method

A precise description of the evaluation method is essential to provide comparable results for later studies. In the following, the current method is described with emphasis
on the criterion evaluating the correctness of CADe findings based on the ground truth
markers of human examiners.
To demonstrate the difference between various criteria, three commonly used methods were compared. The first one labels a segmented CADe finding as positive iff the
centroid of its segmented area falls inside of a ground truth marker drawn by a human examiner. This is often referred to as centroid criterion, and this is the one used
in all other experiments throughout this thesis. The next criterion inspects the overlap
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Lung segmentation
Bone shadow elimination
Normalization and resampling
CSBF nodule enhancement
Maxima selection and segmentation
Feature calculation
Feature kernel

Kernel descriptors

SVM classification
F IGURE 5.1: A block diagram of the proposed CADe system.

between ground truth markers and lesion candidates. If the overlap is larger than a predefined proportion – typically 0% or 50% – of the smaller object, the finding is labeled
as a true positive. The last and most widespread criterion only compares the distance of
the CADe output center and the true lesion center. If they are closer than a threshold –
typically 20 to 25 mm – the candidate is classified as true positive. Unfortunately, all of
these criteria have certain weaknesses. The centroid criterion does not take into account
the size of the candidate. For example, a small candidate inside a large nodule gets
a true positive label in spite of being undesirable. The overlap based criterion suffers
from the same issue. Furthermore, a candidate marking the whole lung will always be
classified as true positive if a nodule exists, so the criterion is highly sensitive to the
lesion segmentation algorithm. The distance based criterion is too permissive for small
lesions, while too strict for some larger ones with irregular shape. Its main advantage
is its applicability in the case when both CADe output and ground truth markers are
given by a single point, and no segmentation is involved. If only the CADe output
border is missing, centroid based criterion can still be used treating the center as the
centroid. An example scenario when different criteria give different results is shown in
Figure 5.2.
After labeling the CADe findings with the help of the above criteria, FROC analysis (described in Section 1.10.3) provided the performance measures. As the SVM
required samples for training, but evaluation had to be done for the entire database,
cross-validation was used dividing the entire database to four sets of images. When
evaluating one set, the other three were used for the training of the SVM. Hyperparameters of the SVM like kernel parameters and kernel weights were not tuned here,
as the values determined on the PCSU database were selected. The feature kernel used
the optimal feature set determined also based on the PCSU database. Using the PCSU
database ensured that the hyperparameters and the feature set were not overfitted to
the JSRT database.
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F IGURE 5.2: An example scenario when the three evaluation criteria
yield inconsistent results for a physician marker with radius of 5 mm
and a CADe marker with radius of 10 mm. When the distance between
the reference marker and the CADe marker is 30 mm (top left), all the
criteria give a false positive label. If the distance is 20 mm, the distance
based criterion with a threshold of 25 mm gives true, the others false (top
right). At 8 mm distance, the overlap based criterion with 50% threshold
also yields true, while the centroid criterion holds the false label (bottom
left). At 4 mm distance, all the criteria give a true positive label (bottom
right).
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F IGURE 5.3: FROC curves for the JSRT database sliced by nodule subtlety.

5.1.4

Evaluation results

For the evaluation, all 247 images of the JSRT database were involved. As the evaluated CADe system was developed and tuned based on a different set of images, some
differences should be noted, that could negatively affect the results. The resolution of
the JSRT images were lower than PCSU images by a factor of two, providing less textural details. These images were scanned analogue radiographs, compared to the native
digital images in the PCSU database, resulting in a visibly lower quality due to blur
and lower dynamic range. Additionally, 14 of the evaluated cases contained a nodule
in the opaque regions of the lung. As these regions are outside of the segmented area
of the lung, they were omitted by the algorithm.
Three experiments were conducted with the proposed lesion detector system. In
the first one, the ground truth markers were separated into five groups based on subtlety, and the performance was measured for each subgroup. The second measurement
shows results for the entire database using different criteria. In the third measurement,
the results were compared with other published solutions.
The JSRT database contains subtlety ratings for each ground truth marker describing the difficulty of the case for a human reader. This information made it possible
to analyze if the same cases are difficult for the physicians and for the CADe system.
This can answer if the current solution can find some of the cases the examiner would
probably overlook. If the detections of a CADe system are complementary to the findings of the examiner, it can better improve sensitivity when the human examiner and
a CADe work in cooperation. In Figure 5.3, five FROC curves can be seen, showing
overall performance for nodules of different difficulties.
As expected, the algorithm performs better for easier nodules. It can find all obvious nodules at a false positive rate of one; however it can only detect 24% of extremely
subtle nodules even above two false positives. The steepness of the curves shows that
increasing the false positive rate above one increases sensitivity for more difficult cases
– especially for the extremely subtle set – while detection of easier cases ’saturates’. This
can suggest a higher number of false positives if the goal is to produce complementary
results to radiologists’ findings.
The results of the next experiment, the FROC curves when using different evaluation methods, are shown in Figure 5.4. The overlap criterion was used with 50% threshold, while the distance based with 25 mm. These are referred to as >50% overlap criterion and 25 mm criterion.
It can be seen that while the centroid criterion and >50% overlap criterion showed
almost identical results, using the 25 mm criterion resulted in a sensitivity increase by
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F IGURE 5.4: FROC curve on the JSRT database with using different criteria.
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F IGURE 5.5: FROC curve on the JSRT database (247 images) using the
centroid criterion and 25 mm criterion compared to other published results.

more than 5pp at false positive rates greater than two. The similar performance of the
first two criteria is not unexpected. Very different labeling can be obtained only if the
candidate finding is much larger than the true lesion marker, so it can easily contain
the area marked by the physician, but it is badly centered, so the centroid will not lay
inside the marked area. In these cases, the >50% overlap criterion is more permissive,
but this is only a rare situation. On the other hand, the permissiveness of the 25 mm
criterion often leads to overly optimistic numbers.
For the comparison with other lung nodule CADe systems, I listed published operating points in Table 5.1, together with the criterion when revealed. These operating
points were also plotted in Figure 5.5 together with the FROC curves of my proposed
method using the more permissive 25 mm criterion and the stricter centroid criterion.
Although Keserci and Yoshida, 2002 also published results on the JSRT database,
they used only a subset for testing as they did not take advantage of cross-validation,
so their results are not included here. Some other results differ in including or excluding nodules in opaque areas in sensitivity calculation. This was corrected by a multi140
plication of the sensitivity by 154
for publications where the sensitivity was calculated
excluded opaque cases, as the database contains 14 such lesions out of 154.
The proposed solution is better or similar to most state-of-the-art lung nodule CADe
systems based on the JSRT image set. The system published by Campadelli, Casiraghi,
and Artioli, 2006 seems significantly better for all working points, but their algorithm
searches for lesions also in opaque areas and they did not specify the criterion used
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TABLE 5.1: Comparison of current published CADe systems on the JSRT database.

CADe system
Chen, K. Suzuki, and MacMahon, 2011
Snoeren et al., 2010
Russell C. Hardie et al., 2008

Campadelli, Casiraghi, and Artioli, 2006a

A.M.R. Schilham, Van Ginneken, and Loog,
2006
Coppini et al., 2003
Wei, Y. Hagihara, et al., 2002
a

Avg. no.
of FP-s

Sensitivity

Criterion

1.0
5.0
1.0
2.0
4.0
4.3
5.0
5.4
1.45
2.55
3.1
2.0

54.5
69.5
51.3
57.8
71.0
71.4
72.8
75.6
70
77
84
51

centroid

>0% overlap

4.0
4.3
5.4

67
60
80

centroid
unspecified

25 mm
25 mm

unspecified

Searching also in opaque regions.

for evaluation, making comparison especially difficult. At false positive rates greater
than one, only the system of Wei, Y. Hagihara, et al., 2002 could provide better results,
again with unspecified criterion. At false positive rate of one, only the CADe proposed
by Chen, K. Suzuki, and MacMahon, 2011 provides better results, but it is likely to
be optimized for low false positive regions, as with five false positives, the proposed
system showed better sensitivity.

5.2
5.2.1

A CADe system for lesion detection in DTS
Motivation and related work

The importance of detecting lung lesions was already discussed in Section 1.2, and
Section 1.5 demonstrated that the modality DTS has the potential to visualize these
lesions. As claimed in Section 1.7.3 – unlike for CXR – only a very few methods has
been published for automatic detection in DTS scans.
In this part of my thesis, I propose a CADe scheme for DTS, utilizing novel techniques introduced and discussed in earlier parts of this work. I claim that the proposed
scheme is more effective than CXR based modalities. As a demonstration, I compare
the new scheme with the state-of-the-art CADe system proposed in Section 5.1. While
it is already known that detection accuracy of human examiners are higher using DTS
scans compared to using CXR scans (see Vikgren et al., 2008), this has not been shown
for CADe before.
The proposed CADe scheme has been published in Gergely Orbán and Gábor Horváth,
2014. The main goal of the application was to provide building blocks for a DTS scanner still under development. The participants of the development were the Innomed
Medical Developing and Manufacturing Inc, the Pulmonological Clinic of Semmelweis
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University and the Budapest University of Technology and Economics, and the project
was partially supported by the National Development Agency under contract KMR12-1-2012-0122.

5.2.2

Proposed method

The proposed lung lesion detector CADe system follows a common scheme borrowed
from former CADe solutions in the field of CT and CXR analysis. The scheme involves
the following main steps.
• Lung segmentation,
• vascular and bronchial tree segmentation,
• enhancement of lesions and region of interest (ROI) extraction,
• feature calculation for each ROI,
• classification of the ROI-s, yielding the final output.
As the specific algorithms for most steps were already discussed in earlier parts of this
thesis, only a brief description is given here with the corresponding references.
For the current experiment, no real DTS scans were available in the necessary volume, therefore the simulated LIDC-DTS-37 database was used for development and
evaluation. For this reason and because lung segmentation is out-of-scope for this
study, the lung outlines were calculated using the CT images of the original LIDC
database and transformed into DTS space with the method described in Section 1.11.2.4.
The detection of vessels and bronchi is crucial to effectively eliminate false findings
caused by these structures. The algorithm used is the Hessian based ridge detector
proposed in Section 4.2.2 and inspired by the solution of Frangi. The method is using
a 2D processing strategy running separately for each slice and employing a specially
eroded lung mask for the removal of false positive regions as this method turned out
to be the most efficient in Section 4.2.3.
For the enhancement of lesions, the diversity of their appearance was taken into
account. Lung nodules larger than 5 mm tend to appear as spherical objects with a definite border, as it can be seen in the earlier Figure 1.9 (the clearly visible example). For
these kind of shapes, the CSBF algorithm – proposed in Section 2.2.2 – is well suited.
Also recall that this algorithm provided the best sensitivity when restricted to low false
positive rates in Section 4.3.4. As the algorithm is defined in 2D, processing has to
be done slice-wise. Nodules smaller than 5 mm tend to have a dot-like shape in the
currently used DTS scans, mostly due to low resolution. An example can be seen in
the earlier Figure 1.9 (the hardly visible and visible examples). These objects are efficiently detected by the multiplicative hessian eigenvalues (MHE) filter proposed in
Section 4.3.3 as it was demonstrated in Section 4.3.4. The two enhancers determine two
separate processing paths for the later steps, and the results are merged at the end of
the scheme, after the feature based classification.
The output of the MHE filter is adjusted to better suit the specific application. In
DTS scans, the slices close to the anterior or posterior side of the patient are typically
more blurred than central slices. This is a consequence of the proximity of denser areas
of the body, like bones and the skin. The blur caused by these high radiodensity objects
is reducing the eigenvalues in non-central slices. To compensate for this effect, the
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filtered image F is amplified according to the following formula
Fˆz (x) = (1 + b|z − zc |)Fz (x),

(5.1)

where z denotes the coordinate of the plane along the anterior-posterior (AP) axis
(depth coordinate), zc is the coordinate of the central plane – the plane where the intersection of the lung with the coronal plane is the largest – and b is a manually tuned
parameter. This compensation amplifies intensity for non-central slices reaching the
desired effect.
Next, the local maxima in the lesion enhanced images are extracted yielding the
ROI-s. The ROI-s are then classified with the help of an SVM using an input vector of
selected features. The selected features are listed in Section 3.4.6.2 while the method for
selecting them is described in Section 3.4.2.1. Note that the features were selected based
on the findings of the MHE algorithm, as the CSBF did not provide enough samples to
get reliable results. Finally, the classified ROI-s are merged by the FROC maximizing
ensemble method described in Section 3.2.2. The result of merging yields the output
findings in the form of marked 3D regions in the DTS volume. Note that no lesion
segmentation algorithm was involved due to the small size of typical lesions.

5.2.3

Evaluation method

The scan set used for evaluating the DTS CADe system was the LIDC-DTS-37 database
described in Section 1.11.2.1. As mentioned before, this database consists of simulated
scans projected from a set of CT scans mainly because no large set of labeled DTS scans
was available at the time of the measurements. For the current comparison study, using a CT based input comes with an extra advantage. It enables simulating chest radiographs from the same set of CT scans, so a fair comparison of the two different
modalities becomes possible on the same set of cases.
Generation of chest radiographs for the CXR based CADe was done with the same
simulator algorithm as for DTS scans. The method is described in Section 1.11.2.2. The
only difference for chest radiographs was that only a single projection was made from
an angle perpendicular to the detector plane. All radiologist markers were projected
into the resulting image. An example radiograph can be seen in the earlier Figure 1.12
(left).
The criterion of a CADe finding to be accepted as a true positive was that the centroid of the finding falls into the region marked by the human examiners. This is the
centroid criterion described in Section 5.1.3. The findings of human examiners were classified into four subtlety categories (for details, see Section 1.11.2.1). An example from
each category can be seen in the earlier Figure 1.9. Because finding the nodules falling
into the invisible and hardly visible categories is too ambitious for the current algorithm
at the limited resolution available, measurements were repeated including only the visible and clearly visible categories. The latter two categories are referenced as the visible
subset of the LIDC-DTS-37 database.
1
For the evaluation, parameter b of slice compensation was set to 338
so that on a
typical scan of 61 slices, the slices farthest from the center receives an approximately
10% amplification compared to the center slice. All other parameters were set to the
ones appearing in the corresponding evaluation sections of the methods. When evaluating the learning system a 4-fold cross-validation method was repeated 30 times with
random partitioning to reduce the variance of the results.
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F IGURE 5.6: FROC curve of the DTS CADe sliced by subtlety category
(left). Number of found nodules per subtlety at a working point with
average 61 FP-s per scan, or equally, one FP per slice (right).

5.2.4

Evaluation results

The FROC curves resulting from the evaluation of the DTS system can be seen in Figure 5.6 (left). One curve is shown for each subtlety category – where subtlety characterizes the difficulty of finding the lesion for a human examiner. Figure 5.6 (right) shows
the sensitivity values for the working point producing 61 false positive (FP) results on
average, meaning one false marker per slice.
Sensitivity in the four visibility categories at 61 FP-s were 6%, 20%, 58% and 86%.
This working point promises some utility for a future DTS CADe system as a second
reader. Examining one suggestion on each slice might be an acceptable overhead for
the reader while it already includes some hard-to-detect cases which could be easily
overlooked otherwise. Note that FP rates are relatively high partly because the lesion
detectors are tuned to find very small lesions. While it would have been possible to optimize the algorithms for the visible cases also removing the majority of false findings,
the scan database did not contain enough samples to do reliable measurements with
this setup.
It can also be concluded that the same types of lesions are difficult for the CADe
system and for human examiners. While the majority of lesions were found in the visible and clearly visible categories, sensitivity in the other two categories turned out to be
below an acceptable level. It has to be noted however, that the latter categories are extremely difficult to find. The cases in the hardly visible category are almost impossible to
distinguish from vascular and bronchial structures, and appear only as few-pixel-sized
intensity maxima. Furthermore, the invisible cases were only visible in the original CT
scans and the DTS simulation was not able to visualize them in the resulting DTS slices,
so low sensitivity in this case is rather caused by the imperfection of the simulation and
the modality, and not by the shortcomings of the CADe algorithm itself.
The next experiment compared DTS CADe with a CADe based on the conventional
modality of CXR. The FROC curves comparing the two systems can be seen in Figure 5.7 (left). The same figure shows results for the visible subset (visible and clearly
visible cases) on the right. Normalized AuC values in the range of [0, 20] FP-s per scan
are shown in Table 5.2 for all the cases and the visible subset separately. The working
range here is focused on FP rates typical for the CXR CADe system.
The measurements have shown the superiority of the DTS based system, which is
consistent with the expectations. The DTS CADe finds 100% to 150% more lesions than
the CXR CADe at the same FP rates depending on the working point used. Normalized
AuC values also show a 108% and 140% increase for all lesions and for the visible
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F IGURE 5.7: FROC curves of the DTS based 3D CADe and the CXR
based 2D CADe systems for the LIDC-DTS-37 scan set (left) and for the
visible subset of the same database (right). Note the different vertical
scaling.
TABLE 5.2: Normalized AuC values of the DTS based 3D CADe and
the CXR based 2D CADe systems for the LIDC-DTS-37 scan set and for
its visible subset. Normalization was done for the [0, 20] FP-s per scan
interval.

All lesions
Visible lesions

CXR

DTS

0.053
0.123

0.11
0.295

subset, respectively. Example cases for found lesions can be seen in Figure 5.8 when
both systems are set to a working point with a rate of 10 FP-s per scan. It is easy to see
that the same nodule in the chest radiograph is much less visible than in the in-focus
DTS slice. The case found only by the DTS CADe is almost invisible in the conventional
radiograph. The case missed by the DTS CADe and found by the CXR CADe is easy
to spot in the DTS slice. The reason why the DTS CADe misses this case should be
sought in the tuning of its parameters. The DTS CADe was tuned to find also very
small nodules and this broader set of target sizes results in a lower relative rank for
this large nodule. The CXR CADe is tuned to be less sensitive to smaller nodules as
it would completely fail for cases smaller than 5 mm, but this helps in finding larger
cases at lower FP rates. The DTS CADe correctly marks this case at a FP rate of 20.
DTS, being a more advanced imaging technique and using slightly higher radiation dosage than CXR, was expected to outperform CXR. However; the difference is
convincing, and suggests that DTS with CADe could be a more effective tool for mass
screening than conventional CXR. On the other hand, some care should be taken when
interpreting the results because the current comparison had certain limitations due to
the simulation of input scans. First, the simulation was unable to provide the resolution
that is typical for each modality. The current method generated 0.15-0.3 MPixel slices,
while for DTS 1-3 MPixel is typical, and for CXR this number is usually 4-9 MPixel.
Also the simulation method did not involve a noise model, therefore it was unable to
take into account the difference in dosage.
The method presented here is a first step towards an effective DTS CADe system.
Although the scheme included simplifications – using simulated projection images and

138

Chapter 5. Practical applications

F IGURE 5.8: Example lung nodules found by both CADe systems (top),
found only by the DTS based algorithm (middle) and found only by the
CXR based algorithm (bottom) at an FP rate of 10 per scan. The nodule
image in the chest radiograph is shown in the left column, while the
in-focus DTS slice is shown in the right column.
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omitting lung segmentation – it has shown the potential in automated nodule detection with this modality. The DTS CADe clearly outperformed a state-of-the-art CADe
scheme based on CXR images, and pointed at hard to find cases at acceptable FP rates.
While it is too early to claim that the system would be useful in clinical practice, it
clearly shows potential and encourages further studies to be made.

5.2.5

Future work

The presented method lends itself to many possible improvements. First, compared to
the currently used FBP reconstruction, more advanced techniques are available, producing a cleaner nodule image, with the potential to increase accuracy. Second, the
moderate number of positive training examples limits classification accuracy which
could be improved by involving more labeled scans in the training phase or adding
unlabeled cases combined with a semi-supervised training approach. Third, lesion
segmentation could enable using more geometry describing features for classification.
This is a difficult problem due to low resolution, but the number of pixels is expected
to be higher for non-simulated images. Finally, the use of higher resolution, real DTS
scans is expected to improve precision as these images might reveal more detailed texture, smaller lesions and thinner vessel segments, potentially improving separability
of true and false findings.

Chapter 6

Summary of new scientific results
Contribution 1 I developed novel filter algorithms for analyzing X-ray scans and demonstrated their superior accuracy compared to former methods in specific subproblems of lesion
detection.
1.1 Convergence index filters I developed the constrained sliding band filter (CSBF) for
enhancement of round objects, a generalization of existing convergence index filters. Compared
to existing methods, the new formulation enables more control over the target shape to enhance
precision and depends on gradient vectors to be more robust against structured noise. I experimentally proved that the new filter is superior to other convergence index filters in recognizing
deformed shapes and also in finding lung lesions in X-ray applications. At the same time, I
proved algorithmic complexity to be the same as the baseline. The new filter has been published
first in G. Orbán, Á. Horváth, and G. Horváth, 2010.
1.2 Blob detection on object boundaries I developed a blob filter algorithm that can utilize
background segmentation information to reduce sensitivity for structured noise. For this purpose, I developed a modified local contrast enhancement filter taking into account background
segmentation and combined it with a matched filter. To adapt the method for X-ray analysis I
proposed a matching template optimal for the problem and a location restriction step based on
simple lung modeling. I demonstrated that the new method is applicable in multiple domains
of X-ray analysis and outperforms a baseline method. The new filter has been published first in
G. Orbán and G. Horváth, 2012a.
1.3 Outlier detection for lesion recognition I developed a filter for outlier detection in
images based on local intensity distribution estimation. I complemented the method with a
lightweight image registration algorithm to make it applicable for X-ray analysis. To improve
the robustness of registration, I defined a coordinate system tied to lung segmentation results. I
demonstrated that the new filter is applicable for infiltrated area detection in chest radiographs.
The method has been published first in G. Orbán and G. Horváth, 2012b.
Contribution 2 I proposed new ways to combine methods to improve the accuracy of X-ray
image analysis. I demonstrated that using ensembles provides accuracy gains in the domain of
X-ray based diagnosis both when applied at the level of image filter algorithms and at the level
of kernel functions for classification.
2.1 Combination of heterogeneous object filters I introduced a scheme for the combination of different object detectors and proposed a method for merging their results. I proved
that the merging method is optimal when the area under the free-response receiver operating
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curve is used as the figure of merit. I applied the new method for lesion detection in chest radiographs and digital tomosynthesis, and experimentally proved that the new method improves
accuracy compared to the individual detectors and a baseline combination. The initial idea has
been published in G. Orbán and G. Horváth, 2012b.
2.2 Suppression of background structures I proved by measurements that bone shadow
removal improves the accuracy of automated lesion detection in chest radiographs. I developed
new classification features and demonstrated on a large sample that they help the elimination
of falsely detected structures caused by bone shadows. The results has been published in Áron
Horváth et al., 2013, while a preliminary version appeared in Simkó et al., 2009.
2.3 Kernel functions for lesion classification I developed new kernel functions for lesion
classification. First, I combined existing and new image features to build a kernel in image
feature space and reduced dimensionality with the help of sparse Bayesian learning. Second,
I adapted kernel functions comparing objects directly in image space to X-ray scans. Third,
I proposed kernel functions relying on non-local features, in particular patient age and the
presence of lung fluid. I demonstrated in X-ray analysis problems that all three methods have
discriminative power and combining them can yield further benefits when using a proposed
multiple kernel learning framework. The image space kernels and the method of combination
have been published in G. G. Orbán and Gábor Horváth, 2017.
Contribution 3 I developed new methods for analyzing digital tomosynthesis scans, focusing
on vascular tree segmentation and lesion enhancement filtering. I used the new methods to build
a complete lesion detection scheme. I demonstrated on a large sample that the resulting system
can achieve superior detection accuracy compared to CXR-based CADe systems.
3.1 Vascular and bronchial tree segmentation I developed an adaptation of the Frangi
vessel filter tailored for digital tomosynthesis scans. I demonstrated that the proposed method
is able to efficiently enhance vessels and bronchi. I experimentally proved that vascular and
bronchial tree segmentation can improve accuracy of nodule detector algorithms. Parts of this
work has been published in Gergely Orbán and Gábor Horváth, 2014.
3.2 Comparison of object detector methods I adapted existing object detectors for the
problem of lesion detection in digital tomosynthesis volumes. I developed a new Hessian matrix
based filter better suited for the domain. I provided a comparison of the above methods on
publicly available scans where my proposed method outperformed the other filters. Parts of this
work has been published in Gergely Orbán and Gábor Horváth, 2014.
Application 1: A CADe system for lesion detection in CXR The first application
builds on the new methods of contributions 1 and 2 to address the problem of lesion detection in chest radiographs. Earlier methods exist, e.g. Chen, K. Suzuki, and
MacMahon, 2011; Snoeren et al., 2010; Russell C. Hardie et al., 2008; Campadelli, Casiraghi, and Artioli, 2006; A.M.R. Schilham, Van Ginneken, and Loog, 2006; Coppini et
al., 2003; Wei, Y. Hagihara, et al., 2002; however, detection accuracy of even the best
solutions still falls behind of human examiners. My proposed scheme takes one step
forward by combining the methods presented in other contributions of my dissertation. I put emphasis on publishing comparable results, partly by relying on the public
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radiograph database described in Shiraishi, Katsuragawa, et al., 2000 and partly by using multiple acceptance criteria for evaluation. The method has been published in G.
Orbán and G. Horváth, 2012b.
The current work resulted in a CADe system integrated into a commercial X-ray
system. The development of the X-ray system was a joint effort of the Innomed Medical Developing and Manufacturing Inc, the Pulmonological Clinic of Semmelweis University and the Budapest University of Technology and Economics, supported by the
National Development Agency under contract KMOP-1.1.1-07/1-2008-0035. The resulting system is currently in use in multiple lung screening stations across Hungary.
Application 2: A CADe system for lesion detection in DTS In the second application, I developed a computer aided lesion detection scheme for digital tomosynthesis,
utilizing novel techniques introduced and discussed in earlier parts of my dissertation.
I demonstrated that the resulting CADe scheme based on the modality of digital tomosynthesis can be more accurate than a similar system processing chest radiographs.
I did this by comparing detection accuracy of the proposed system and the one described in Application 1. The same set of patients were used for the comparison. The
proposed CADe scheme has been published in Gergely Orbán and Gábor Horváth,
2014.
The main goal of the application was to provide building blocks for a DTS scanner still under development. The participants of the development were the Innomed
Medical Developing and Manufacturing Inc, the Pulmonological Clinic of Semmelweis
University and the Budapest University of Technology and Economics, and the project
was partially supported by the National Development Agency under contract KMR12-1-2012-0122.

Chapter 7

Conclusions, future research
The results of this thesis contributed to the field of X-ray image analysis in three fundamental ways. First, new filters together with combination methods enabled a broader
set of findings for CADe systems. This helps CADe to become a more dependable and
versatile tool in the hands of domain experts. Second, the incremental improvements
on filters and classification methods improved the accuracy of lesion detection. This
improves the reliability of CADe solutions, helps them to catch up with human examiners in terms of precision, overall making them a more useful second opinion. Third,
exploration of methods for DTS scans might help to find the proper use of the modality in clinical practice, making X-ray based diagnosis more comprehensive and more
effective.
While the presented results contributed to the solution of the targeted problems
and challenges, many of the problems still remain unsolved. However, promising directions for future research exist inspired by both general trends in the field and by the
presented methods themselves.
The ensemble paradigm was used but not fully exploited in this thesis for the X-ray
image analysis problem. Combining more experts, for example by adding other wellperforming, state-of-the-art published methods to the CADe systems presented here
should improve overall accuracy of lesion detection.
A recent trend in machine learning is to apply deep and narrow neural networks instead of the currently used wide but shallow networks like the SVM. Recent advances
enabled solving previously infeasible problems. In many cases for image processing
tasks, these networks do not require manually designed features. This is a huge benefit
as feature design is typically the most critical and time-consuming task for such problems. The usual caveat is the need for a large number of samples; however, that might
be available by collecting a large amount of unlabeled X-ray scans.
A promising direction of further studies would be to further generalize the CSBF
filter according to the suggestions described in Section 2.2.3.4. Generalizing the optimization problem would enable the filter to prefer smoother, more realistic objects, and
also extending to 3D would improve robustness.
The earlier presented OAF filter is an initial implementation of a more general idea,
and could evolve in many different ways as described in Section 2.4.4. Estimating the
multivariate distribution of adjacent areas and involving more sophisticated outlier
detection algorithms are two particularly promising directions to improve its accuracy.
The presented studies in the field of DTS were mostly limited by the lack of real
scans. Building a database of real DTS scans including validated findings would be
the first priority to facilitate the development of analysis methods as suggested in Section 5.2.5. Also the depth blur present in these scans will likely to be one of the most
serious obstacles of analysis, therefore developing more advanced compensation methods should be an important and impactful direction for improvements.
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Sparse Bayesian learning for feature
selection
Sparse Bayesian learning (SBL) was originally described in Tipping, 2001. The adapted
feature selection method was proposed by Wipf and Nagarajan, 2007 which I briefly
summarize in the following.
To get a sparse representation in the feature space (and not in kernel space like with
an SVM), consider the model
t = Φw + ,
(A.1)
where Φ is the data matrix, each row containing a sample, t is the vector of targets, w
is the vector of weights to be learned, and  ∈ N (0, λI) is an uncorrelated Gaussian
noise vector with variance λ. λ is an input parameter of the model, I is the unit matrix.
A prior on the w vector ensures regularity during optimization. With an appropriate
prior, w is likely to get many zero or close to zero elements in the optimized model,
thus eliminating features (the columns of Φ). In the SBL framework, the prior on w
is a zero mean Gaussian N (0, diag[γ]), where γ is a hyperparameter vector optimized
through the learning process. To calculate γ using the data, the negative log likelihood
of the data is minimized
− log p(t; γ) = log |Σt | + tT Σ−1
t t,
T

Σt = λI + ΦΓΦ ,
Γ = diag[γ],

(A.2)
(A.3)
(A.4)

where Σt is the covariance matrix of t likelihood. − log p(t; γ) can be optimized for
example with the EM method (see Dempster, Laird, and Rubin, 1977), treating the
weight vector w as the hidden data. This yields the following E-step
Σ = Cov[w|t; γ] = Γ − ΓΦT Σ−1
t ΦΓ,
T

µ = E[w|t; γ] = ΓΦ

Σ−1
t t,

(A.5)
(A.6)

and M-step
γi = µ2i + Σii ,

i = 1 . . . m,

(A.7)

where m is the dimensionality of γ. After convergence, the expected value of the
weight posterior is
w = E[w|t; γ] = ΓΦT Σ−1
(A.8)
t t,
giving the solution.
Features corresponding to zero elements in the solution w can be pruned from the
model as they don’t contribute to the solution. Close to zero elements can also be
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pruned resulting in a negligible loss. The prior on w encourages zero elements in the
vector ensuring that a large number of features can be omitted this way.

Appendix B

Adapted features for lesion
classification
B.1

Well-known textural features

• Relative mean difference 1, 2
avg F (x) − avg F (x),
x∈O

i = 1, 2,

(B.1)

x∈Bi

where O is the set of object points, Bi is the background, avg denotes the average,
and F is the image. Two definitions of background are possible. The first is a
small, concentric neighborhood with an area of twice the object size, denoted
here with B1 , while the second one is the containing object, e.g. the entire lung
field, denoted with B2 . This notation is used for later definitions in this section.
• Relative mean rate 1, 2
avgx∈O F (x)
,
avgx∈Bi F (x)

i = 1, 2.

(B.2)

• Relative intensity range

• Relative minimum

maxx∈O F (x) − minx∈O F (x)
.
maxx∈B2 F (x) − minx∈B2 F (x)

(B.3)

minx∈O F (x) − maxx∈B2 F (x)
,
minx∈B2 I(x) − maxx∈B2 F (x)

(B.4)

minx∈O F (x) − minx∈B1 F (x)
.
minx∈B2 F (x) − maxx∈B2 F (x)

(B.5)

minx∈O F (x)
,
minx∈B1 F (x)

(B.6)

avg F (x) − min F (x).

(B.7)

• Local minimum difference

• Minimum rate

• Normalized mean
x∈B2

x∈O
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• Standard deviation of intensity values. It is based on the observation that homogeneous objects tend to have lower variance, while mis-alignment or more objects
in the area increase variance.
• Relative standard deviation is the fraction of object variance and background variance. It can be considered a normalized version of the above feature.

These nine measurements yield 11 features as relative mean difference and relative mean
rate are defined for both B1 and B2 . In the actual implementation, the min and max
functions are replaced by 5 and 95 percentile, respectively, to reduce noise sensitivity.

B.2

Features based on the Gray-tone spatial dependence matrix

The following features were used from the work of Haralick, Shanmugam, and Dinstein, 1973. A reference name is added in brackets for each feature, corresponding to
the index of the feature in the original article.
• Angular second moment (H1),
• Contrast (H2),
• Correlation (H3),
• Sum of squares (H4),
• Inverse difference moment (H5),
• Sum average (H6),
• Sum variance (H7),
• Sum entropy (H8),
• Entropy (H9),
• Difference variance (H10),
• Difference entropy (H11),
• Information measure of correlation 1 (H12),
• Information measure of correlation 2 (H13).

B.3

Intensity statistics of filters

The derivative of Gaussian (DoG) filter is a directional filter commonly used for edge
detection, therefore has the ability to separate blob-like objects from elongated objects
like vessels in CXR images. This makes it a promising source of textural features.
The mean and standard deviation of DoG filter outputs was originally proposed by
Campadelli, Casiraghi, and Artioli, 2006 as GMeanReg (s, d) and StdGReg (s). In my
adaptation, the scale can have the values s ∈ {2.1, 4.2, 8.4, 12.6, 16.8, 21, 25.2} in mm
matching the radii of typical circular lung nodules. The direction was selected as
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d ∈ {0, 0.25π, 0.5π, 0.75π}. This method adds 35 dimensions to the entire descriptor
vector.
The Laplacian of Gaussian (LoG) filter is commonly employed for nodule enhancement, and sensitive to blob-like objects. As a consequence, its statistical properties
should change for images of nodules compared to background objects, so it is a useful
source of features. The LoG filtered image LoG(F ) can be calculated as
LoG(F )(x) = (Lσ ∗ F )(x),




kxk2
kxk2
1
exp
−
,
Lσ (x) = − 4 1 −
πσ
2σ 2
2σ 2

(B.8)
(B.9)

where L is an LoG kernel, and σ is the spread parameter. The proposed feature set
includes the following properties of an LoG filtered version of the object
• mean,
• standard deviation,
• entropy,
• minimum,
• maximum,
• value of the centroid,
• central mean, the mean of the values in a small radial neighborhood of the centroid
with radius rLc .
These seven properties are calculated for the LoG filter outputs at multiple scales characterized by σ ∈ {0.7, 1.4, 2.8, 4.2, 5.6, 7, 8.4}, aiming to cover the scales where nodules
and false findings are visible. Additionally, the variance of the entropy values at different scales is added, yielding a total of 50 LoG features. The rLc radius for the LoG
features was set to 1.4 mm, as it should only include the center of the lesion.
Three other features describe the properties of the lesion enhanced image, that can
originate from the CSBF, LNF or OAF. These are the following.
• Rank is the number of segmented lesions having higher intensity than the object
in the enhanced image. A lower number means a higher confidence by the lesion
enhancer algorithm. Unlike the absolute intensity of the lesion enhanced image,
rank is implicitly normalized and more robust to noise that tend to skew lesion
enhancer output values for the entire image.
• Enhancer percentile is the percentile of the object intensity value in the enhanced
image values. This is an alternative way of normalizing lesion enhancer output.
• Process ID is the ID of the lesion enhancer algorithm that has found the object. As
different lesion enhancer filters produce different kinds of false positives, adding
this dimension to classification facilitates better separation.

B.4

Geometry features

Lesions appear in different parts of the lung with different probability and the typical
appearance also depends on location. For the classification to be able to take this into
account, 4 dimensions describing location were used.
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• Image coordinates are the pixel coordinates of the object center.
• Normalized coordinates are the pixel coordinates normalized with the extreme values of the containing lung field as described by Campadelli, Casiraghi, and Artioli, 2006. This is more robust in handling different pixel sizes.

Shape of the lesion is an important signal for classification. For example lung nodules are most likely round shaped or slightly oval, while crossings of bone shadows –
a frequent source of false positive findings – are approximately rhomboid shaped. The
next set of features aim to describe various properties of shape. The following appear
in Campadelli, Casiraghi, and Artioli, 2006 and only referenced here.
• Effective radius, denoted by EffR .
• Normalized perimeter, denoted by NormPerim .
• Normalized area, denoted by NormArea .
• Effective perimeter, denoted by EffP .
• Lung border overlapping, denoted by LBO.
Another three dimensions describe the difference between the centroid of the object
and the local maximum overlapping with the object in the lesion enhanced image. The
centroid here is the center of mass of a segmented object, assigning equal weight to
each point. The local maximum point is interesting, as it is the initial point of lesion
segmentation, and a distant centroid usually signs a segmentation error or a highly
asymmetrical object. The three features are the length, and absolute value of the horizontal and vertical coordinates of the difference vector. The features are referred to as
Centroid to center length, width and height, respectively.

Appendix C

Selected features for lesion
classification
C.1

For the constrained sliding band filter in chest radiographs

1. GMeanReg (8.4, 0.75π),
2. GMeanReg (4.2, 0),
3. Relative mean difference 2,
4. GMeanReg (12.6, 0.25π),
5. Contrast to size ratio,
6. Relative mean rate 1,
7. Contrast (H2) average,
8. GMeanReg (8.4, 0),
9. Difference variance (H10) average,
10. Information measure of correlation 2 (H13) average,
11. Relative minimum,
12. Relative mean rate 2,
13. StdGReg (4.2),
14. Normalized coordinate, horizontal,
15. Shaped LNF,
16. Information measure of correlation 2 (H13) range,
17. LoG entropy σ = 2.8,
18. Normalized coordinate, vertical,
19. AFUM maximum,
20. Local minimum difference,
21. Relative intensity range,
22. Normalized area,
23. Relative mean difference 1,
24. Information measure of correlation 1 (H12) range,
25. LoG minimum σ = 1.4,
26. AFUM mean,
27. LPCS coordinates ϕ,
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28. LoG value of the centroid σ = 8.4,
29. Information measure of correlation 4 average,
30. LPCS coordinates dϕ ,
31. Invariant moment Φ5 ,
32. Image coordinate, horizontal,
33. Difference entropy (H11) range,
34. Effective perimeter,
35. FollowBoneEdge,
36. Relative standard deviation,
37. Sum of squares (H4) range,
38. Difference entropy (H11) average,
39. Sum Average average (H6),
40. Inverse Difference Moment (H5) range,
41. Entropy of px range,
42. Difference variance (H10) range,
43. Normalized mean,
44. LoG minimum σ = 8.4,
45. LoG standard deviation σ = 0.7,
46. Sum Variance range (H7),
47. LoG minimum σ = 5.6,
48. LoG minimum σ = 2.8,
49. GMeanReg (2.1, 0.25π),
50. LoG value of the centroid σ = 0.7,
51. Difference along border,
52. Information measure of correlation 3 average,
53. Entropy of px average,
54. Information measure of correlation 4 range.

C.2

For the large nodule filter in chest radiographs

1. Enhancer percentile,
2. Normalized area,
3. Standard deviation,
4. Lung border overlapping,
5. LoG entropy σ = 2.8,
6. Invariant moment Φ1 ,
7. LNF maximum,
8. Information measure of correlation 2 average (H13),
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9. Shaped LNF,
10. Rank,
11. LoG mean σ = 2.8,
12. LoG mean σ = 0.7,
13. Normalized coordinates, vertical,
14. Sum entropy range (H8),
15. Normalized coordinates, horizontal,
16. LoG maximum σ = 5.6,
17. Relative minimum,
18. Inverse difference moment range (H5),
19. Entropy range (H9),
20. Information measure of correlation 3 range,
21. Entropy of px range,
22. Information measure of correlation 4 range.

C.3

For the outlier area filter in chest radiographs

1. GMeanReg (8.4, 0),
2. Sum variance range (H7),
3. Sum average range (H6),
4. GMeanReg (2.1, 0),
5. Relative minimum,
6. GMeanReg (21, 0),
7. Contrast range (H2),
8. Relative mean difference 2,
9. Invariant moment Φ7 ,
10. LoG entropy σ = 1.4,
11. Normalized coordinates, vertical,
12. Correlation range (H3),
13. Enhancer percentile,
14. Information measure of correlation 3 average,
15. Invariant moment Φ1 ,
16. OAF maximum,
17. Minimum rate,
18. Centroid to center length,
19. Relative standard deviation,
20. LoG minimum σ = 4.2,
21. Variance inside lung,
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22. Entropy of px average,
23. Information measure of correlation 4 average,
24. Contrast to size ratio,
25. Sum of squares range (H4),
26. Information measure of correlation 4 range,
27. Difference along border,
28. LoG central mean σ = 1.4,
29. LoG central mean σ = 7,
30. LoG standard deviation σ = 2.8,
31. LoG entorpy σ = 8.4,
32. LPCS coordinates dϕ ,
33. Entropy range (H9),
34. AFUM mean,
35. Information measure of correlation 3 range,
36. Entropy of px range.

C.4

For the multiplicative hessian eigenvalues filter in digital
chest tomosynthesis

1. LoG maximum σ = 7,
2. Sum of squares average (H4),
3. GMeanReg (16.8, 0),
4. GMeanReg (25.2, 0),
5. Relative mean rate 1,
6. LoG mean σ = 5.6,
7. Relative standard deviation,
8. LoG maximum σ = 8.4,
9. Correlation average (H3),
10. Gradient matched filter,
11. Inverse difference moment range (H5),
12. Information measure of correlation 1 range (H12),
13. LoG minimum σ = 5.6,
14. Contrast range (H2),
15. Vessel distance,
16. GMeanReg (25.2, 0.25π),
17. LoG entropy σ = 8.4,
18. LoG minimum σ = 4.2,
19. LoG maximum σ = 4.2,

Appendix C. Selected features for lesion classification
20. Relative intensity range,
21. LoG maximum σ = 0.7,
22. Normalized matched filter,
23. StdGReg (8.4),
24. LoG entropy σ = 7,
25. DoH maximum difference,
26. MHE maximum,
27. LoG entropy σ = 2.8,
28. Difference variance average (H10),
29. LoG mean σ = 0.7,
30. Radius,
31. Difference variance range (H10),
32. Outline distance 3D,
33. Mid-line distance,
34. Standard deviation of intensity values,
35. Outline distance 2D,
36. Sum of squares range (H4),
37. Hard edge probability,
38. StdGReg (21),
39. LoG maximum σ = 1.4,
40. Inverse difference moment average (H5),
41. Vessel probability,
42. Minimum rate,
43. Local minimum difference.
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