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1 Preliminaries and objectives
The problem of integrating heterogeneous data and knowledge has been ap-
pearing in many guises in the last sixty years, with a large number of disci-
plines developing their own theoretical and practical tools to solve it. This
includes control theory, the database community, machine learning, arti�-
cial intelligence and many other �elds. In particular, building large-scale
knowledge bases which integrate heterogeneous knowledge from several
sources has been a focal point of arti�cial intelligence research for many
years, involving topics like question answering, automated reasoning, ex-
pert or decision support systems.

1.1 Data and knowledge fusion
A central question in knowledge fusion is that of representation, i.e. the
development of a “common language” with su�cient expressive power to
encode various types of knowledge and still allowing e�cient inference on
the knowledge base. Depending on the requirements, many formal systems
were devised to reach this goal, which di�er in their capability to repre-
sent complex relations, handle incompleteness, contradictions and uncer-
tainty, or o�er computationally e�cient inference algorithms. For example,
a widely utilized framework is formal logic, which is at the heart of many
knowledge-based, domain-speci�c expert systems, such as legal or medical
expert systems. On the inductive side, the most prominent data and knowl-
edge fusion frameworks are Bayesian statistics, semantic integration and
similarity-based approaches.

Probabilistic approaches. The Bayesian framework utilizes the lan-
guage of probabilities to provide a principled way for combining uncer-
tain background knowledge with observations. In this setting, background
knowledge are translated to a priori probability distributions and the model
takes the form of a joint probability distribution. Besides handling uncer-
tainty in a direct and axiomatic way, Bayesian models can be utilized to
perform all kinds of reasoning: deductive, inductive and especially non-
monotonic reasoning (i.e. handling incomplete information, as earlier con-
clusions can be invalidated by new evidence). Theoretically, inference in
Bayesian models is straightforward, since the marginal of any variable can
be computed from the joint distribution. In practice however, this usually
leads to intractable integrals which cannot be evaluated directly.
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Semantic graphs. Semantic graphs are somewhat of a black sheep among
knowledge representation schemes since they do not come with inference
algorithms by default; however, they provide a much more �exible way of
encoding complex relations. In a way, they resemble graphs in the original
graph theoretic sense, but their vertices and edges are augmented with se-
mantic information, i.e. they can belong to di�erent types and can have mul-
tiple attributes. In practice, vertices represent arbitrary concepts and edges
represent relations between them, with the database schema de�ning the re-
lations which can exist in the database. A commonly used semantic frame-
work for knowledge management is the Resource Description Framework,
which utilizes subject–predicate–object triplets as building blocks; the graph
database (also called a triple store) can be queried using semantic query lan-
guages.

Case-based reasoning using similarities. Besides probabilities, the
most often used unifying language in machine learning is that of similarities
(or distances), �rst appearing in case-based reasoning and nearest neighbor-
hood schemes [DGL97], currently popular under the guise of kernel meth-
ods. Similarities became a focal point in fusion researches by the pioneering
work of Pavlidis et al., which, utilizing the essence of kernel methods, estab-
lished three categories of combination schemes: early, late and intermediate
integration [Pav+02]. Early integration corresponds to the data-level fusion
of vectorial representations by simple concatenation. Late integration is per-
formed at the decision level, i.e. the fusion takes place after the inference is
completed and the results are combined e.g. by voting methods. The most
involved of the three is intermediate integration, where some intermediate
representation of the data are used for combination. Usually, this means a
weighted average of similarity (kernel) matrices or network integration.

1.2 Open challenges in drug discovery
A prominent application area with staggering amounts of heterogeneous
data and knowledge is drug discovery. Chemical structure, target pro�les,
side e�ects, drug usage patterns or gene expression measurements can be-
come essential information sources aiding prediction, however, their joint
utilization in computational models is still an open question. The term “drug
discovery” refers to the process of �nding candidate compounds which have
the potential to become approved drugs, and therefore, further experimen-
tal study is needed to explore their properties. Traditionally, drug discovery
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was guided by serendipitous observations, and it was not until the late 90’s
that High Throughput Screening (HTS) methods were integrated into the
drug discovery work�ow. This experimental process utilizes large molecu-
lar libraries, which are screened against biologically relevant targets (e.g. re-
ceptors, enzymes), and the selection of hits which exhibit su�cient activity.
The most promising hits are re-evaluated, become leads, and subsequently
undergo lead optimization, in which their structure is modi�ed to enhance
desirable properties. The process results in candidate compounds, ready for
the preclinical phase of drug development.

Similarly to other sub-�elds of bioinformatics, these novel measurement
technologies have produced a huge amount of experimental data. Chemoin-
formatics concerns itself with managing, integrating, analyzing and build-
ing predictive models of these data. Although the technology advances in a
rapid pace, HTS methods are still costly and call for complementary in silico
methods which utilize the toolkit of machine learning.

As the costs of drug development are steadily rising and the number of
approved New Molecular Entities (NMEs) are stagnating or decreasing every
year, the pharmaceutical industry has began to explore alternative strate-
gies [Tob09]. A remarkable joint e�ort of leading companies in the pharma
industry and the academic world was the Open PHACTS project [Wil+12],
which aimed to build a publicly available drug discovery platform. This
consists of a comprehensive semantic database integrating major biomed-
ical databases, open source tools and software, and even proprietary data
from pharmaceutical companies, with the goal of removing bottlenecks in
the drug discovery process.

Machine learning methods are especially well-suited to cope with this
data deluge. Predictive models are routinely used in various contexts, e.g.
predicting physical properties, interactions or a�nities. The general drug–
target interaction prediction problem was already attacked in the 90’s in
single-target scenarios, e.g. by using neural networks [Köv+99] and ker-
nel methods [Bur+01]. Similarity-based techniques were also developed for
virtual screening in the late ’90s [WBD98]; in the early 2000’s, molecular
docking simulations became widespread [Kit+04]; from the late 2000’s ma-
trix factorization methods were developed [Yam+08b]. As the importance
of data and knowledge fusion was further emphasized [WSN07; Agr+07],
the incorporation of multiple sources of prior knowledge has become main-
stream and indeed improved predictive performance [Zhe+13; GKK13].
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1.3 Objectives
The main goal of this research is to develop machine learning algorithms
for data and knowledge fusion in the drug discovery context. The �rst part
of the dissertation focuses on the drug repositioning task, i.e. �nding new
indications for already approved drugs. The basis of the proposed algorithm
is the one-class adaptation of `p-regularized multiple kernel Support Vector
Machines, for which we present a theoretical analysis, numerical evaluation
and application methodology, clarifying its bene�ts and limitations.

The second part explores integrating numerical descriptive and logical
network-based knowledge in biomedical knowledge fusion. We propose a
solution which uses pairwise distances as a common ground; in particular,
we describe a multiple kernel-based distance metric learning algorithm, ca-
pable of incorporating pairwise equivalence relations and entity-wise simi-
larity matrices. We derive an e�cient strategy to optimize the convex objec-
tive function of the method using a stochastic gradient projection algorithm,
along with its GPU implementation. Qualitative and quantitative results
show that this approach is on par with earlier one-class models and out-
perform earlier distance metric learning algorithms in terms of predictive
performance, while providing a consistent multi-class solution.

In the third part, we investigate the fusion of heterogeneous information
sources in the case of predicting a large number of drug–target interactions
simultaneously. In particular, we extend the Bayesian matrix factorization
technique along domain-speci�c, knowledge-intensive directions, e.g. inte-
grating entity-wise background knowledge using Gaussian Process priors,
integrating interaction-wise background knowledge and using explicit non-
random missingness models. We also develop a Bayesian multiple kernel
adaptation of an earlier logistic matrix factorization method, which uni�es
the advantages of multiple kernel learning, weighted observations, Lapla-
cian regularization, and explicit modeling of probabilities of binary drug-
target interactions. We derive a variational approximation scheme and im-
plement it on the GPU, leading to a signi�cant increase in computational
performance. We show that both methods achieve better predictive per-
formance in standard benchmarks compared to earlier methods and discuss
their ability to predict promiscuity and druggability.
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2 Research method and new results
In this part, we brie�y describe the conducted research in a step-by-step
manner, without delving too much into the technical details. The obtained
results are given at the end of each subsection in the form of theses.

2.1 Prioritization with Multiple Kernel Support Vector
Machines

In this Section, we present a kernel-based methodology for computational
drug repositioning. In particular, we utilize multiple representations of drug
molecules and extend the kernel framework to handle such multi-view data
in a statistically optimal way. We adapt one-class Support Vector Machines
to perform prioritization or ranking of drugs and explore the bene�ts and
limits of this strategy. Analogously to ligand-based virtual screening meth-
ods, by characterizing indications with training sets consisting of molecules
applied in them, the resulting prioritized lists can be utilized to predict novel
drugs for an indication or novel indications for a drug.

One-class Support Vector Machines were introduced by Schölkopf et al.
to estimate small regions in a high-dimensional vector space where the train-
ing samples, e.g. representations of drugs applied in a given indication,
lie [SS01]. This is done in the Reproducing Kernel Hilbert Space by com-
puting the hyperplane parameterized byw which separates these represen-
tations (denoted by φ(xi)) from the origin with maximum margin, as illus-
trated on Figure 1. In particular, they solve the quadratic program

min
w,ξ,ρ

1

2
‖w‖2 − ρ+

1

νP

∑

i

ξi (1)

s.t. wTφ(xi) ≥ ρ− ξi, ξ ≥ 0,

where the margin is denoted by ρ and the model complexity is controlled by
ν. The Lagrangian dual reads

max
α

− 1

2
αTKα

0 ≤ α ≤ 1, 1Tα = νP,

whereK denotes the kernel matrix, which also can be thought of as a pair-
wise similarity matrix between the entities. Moreau et al. proposed an intu-
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Figure 1: Prioritization with one-class SVMs. Let us assume that the ker-
nel matrix has constant diagonal, i.e. representations lie on the surface of a
hypersphere. Training samples denoted by Q are separated from the origin
with maximum margin. Test samples denoted byE can be ranked according
to the distance between the origin and their respective projections onto the
hyperplane normal in the RKHSH, yielding the ranking E2, E3, E1.

itive measure of overall “similarity” of any sample to the training set as the
distance between the origin and its projection onto the hyperplane normal:

f(x) =

∑
i αik(xi,x)√
αTKα

,

which can be used to prioritize entities, e.g. gene prioritization [MT12; Yu+10].
Following a similar derivation to Vishwanathan et al. [Vis+10], we give

an `p regularized multiple kernel version of Equation (1) with weights mk:

min
w,ρ,ξ,m

1

2

∑

k

‖wk‖2
mk

− ρ+
1

νP

∑

i

ξi +
λ

2
‖m‖2p

s.t.
∑

k

wT
k φk(xi) ≥ ρ− ξi, ξ ≥ 0, m ≥ 0,
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leading to the convex and di�erentiable dual

max
α

− 1

8λ

(∑

k

(
αTKkα

)q
) 2

q

s.t. 1Tα = νP, 0 ≤ α ≤ 1,

which now integrates multiple kernel matrices, denoted byKk .
However, this model faces multiple challenges. We show that the ker-

nel weights mk are monotonically increasing functions of the values inKk ,
leading to a weighting scheme tied to the “self-similarity” of the training set
according to the various information sources, or more technically, the ra-
dius of the enclosing balls in the corresponding Reproducing Kernel Hilbert
Spaces. From this, we draw the following conclusions:

• Normalization is crucial as one can introduce signi�cant biases just by
tweaking the overall magnitude of the values in the kernel matrices.

• Contrary to earlier belief, relying on the ability of multiple kernel
learning algorithms to select the best kernel combination is largely
unfounded.

We also show that the heterogeneity of the training set can also seri-
ously plummet ranking performance. Intuitively, whenever the training set
is inhomogeneous, training entities occupy a ball with a large radius in the
RKHS, enclosing a greater fraction of the test samples. Equivalently, the
support of the estimated distribution is quite large, with training samples
situated on the boundary. This essentially inverts the ranking strategy: en-
tities “similar” to the training set receive lower scores and the training set
gets pushed back to the bottom of the list. We prove the following Proposi-
tion:

Proposition. Themargin for the `p-regularized one-class SVM is proportional
to the dual objective and has the form

ρ =
1

νP
αT K̄α =

2λ

νP
‖m‖2p = − 4

νP
D(α),

where K̄ =
∑
kmkKk .
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Figure 2: Left side: the ISS/UAS ratio predicts low AUROC values in an ex-
periment conducted on 1041 chemical structural descriptors in 135 drug
classes. Right side: estimating the real ρ/average score ratio with the
ISS/UAS ratio shows a strong correlation.

Using this result, we derive a heuristic which approximates the mar-
gin/average score ratio to spot overly heterogeneous training sets and avoid
low predictive performance.

De�nition. The ISS/UAS ratio is de�ned by

ISS

UAS
:=

νP

T

1T K̄1

1T K̄′1
,

where K̄′ consists of the columns of the combined kernel matrix corresponding
to the training samples.

We show that this ratio approximates the real margin/average score ratio
fairly well, moreover, it correlates with the AUROC measure of predictive
performance, as shown on Figure 2.

Finally, we introduce a general work�ow utilizing the developed algo-
rithm in conjunction with enrichment analysis for predicting novel indica-
tions for approved drugs and �nding candidate indications for a given set of
drugs.
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Thesis I.1. We developed a prioritization adaptation of `p-regularized mul-
tiple kernel Support Vector Machines, which is capable of predicting drug
repositioning candidates using heterogeneous information sources.

Thesis I.2. We conducted a theoretical analysis and numerical evaluation
of the method, clarifying its bene�ts and limitations, and developed a heuris-
tic indicating its applicability.

This research was conducted in a joint e�ort with the Department of
Organic Chemistry at the Semmelweis University. Co-authors include Dr.
Ádám Arany, Dr. Gergely Temesi, Dr. Balázs Balogh, Prof. Péter Mátyus
and Dr. Péter Antal. Many of the results obtained in this collaboration are
not presented here, as this dissertation contains only the author’s own con-
tributions. The theses are based on the following publications: [1], [2], [3].

2.2 Fusion ofmultiple kernels and equivalence relations
The heterogeneity of biomedical data and knowledge is frequently expressed
in a dual form. The earlier approach of the two is to utilize the language
of multiple pairwise similarities, which provides a unifying, but ultimately
“descriptive” picture, as these similarities are usually computed from various
descriptions and representations of the entities, see e.g. the methods in the
previous Section. A more recent attempt to cope with heterogeneity utilizes
equivalence relations, and began to renew bioinformatics research under the
alias of network biology. More “relational” than “descriptive” in nature, these
methods focus not on the properties of the entities themselves but on their
complex interaction patterns.

These trends are especially prevalent in the �eld of in silico drug discov-
ery. Multiple chemical similarities have been employed in virtual compound
screening studies for more than a decade [WBD98]. Equivalence relations
also arise naturally in a number of scenarios, e.g. drug combinations, inter-
actions or shared indications. However, combining these fundamentally dif-
ferent types of information in a mathematically sound framework remained
an open challenge. In this Section, we propose a distance metric learning
(DML) framework which is capable of incorporating such dual priors.

In a sense, the most general distance measure in a vector space is the Ma-
halanobis distance, which is at the heart of the majority earlier DML meth-
ods, and is given by the following de�nition.
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De�nition. Let X be the vector spaceRD . Using the Frobenius inner product,
the Mahalanobis distance of xi,xj ∈ X can be written as

d(xi,xj) = ‖Lxi −Lxj‖

=

√〈
(xi − xj) ,W (xi − xj)

〉

=

√〈
W , (xi − xj)⊗ (xi − xj)

〉
F
.

withW = LTL, henceW is positive de�nite.

In most supervised DML formulations, the Mahalanobis matrix W is
learned and training examples enter into the problem as a priori constraints,
which also can be thought of as “structured queries”:

• Pairwise constraints: equivalence relations (must-link and cannot-link
constraints between entities),

• Triplet-based constraints: relative distances (e.g. xi should be closer
to xj than xk).

This approach is often used in conjuction with a suitable regularization term
on the Mahalanobis matrix, yielding an SVM-like optimization problem. How-
ever, unlike in SVMs, extra care must be taken to ensure the positive de�-
nite property of the metric, which is the most challenging part. Solutions
include projecting back onto the PSD cone in each iteration (such as in
LMNN [WS09]), using carefully chosen divergence measures in the regular-
izer (e.g. ITML [Dav+07]), or neglecting the property altogether [Wan+11].

Let
{(
{(xik, zik)}Rk=1 , yi

)}P
i=1

the training set, where k indexes the
information sources and i indexes the training samples, xik, zik ∈ RDk ,
yi ∈ {−1,+1}. When the entities xi, zi are of the same class (denoted by
yi = 1), the distance should be small, and for dissimilar entities (yi = −1)
the distance should be large. Let di denote the squared distance of the ith
training pair, i.e.

di =
∑

k

〈
Wk, (xik − zik)⊗ (xik − zik)

〉
F
,

whereWk is the matrix of the kth metric and 〈·, ·〉F is the Frobenius product.
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Algorithm 1 Projected gradient algorithm for solving the dual.
1: Initialize d0i , α← 0, m← 0, (Qkα)i ← 0, b← 0.
2: while α not optimal do
3: for all i do
4: for all k do
5: for all j do in parallel
6: ComputeQkij = yiyj 〈x̃ik − z̃ik, x̃jk − z̃jk〉2.
7: Compute A = 1

2λ

∑
kQ

2
kii

.
8: Compute B = 3

2λ

∑
kQkii(Qkα)i.

9: Compute C =
∑
kmkQkii + 1

λ ((Qkα)i)
2
.

10: Compute D =
∑
kmk (Qkα)i + yi(r − d0i )− ρ.

11: δ∗ ← largest root of Aδ3 +Bδ2 + Cδ +D
projected into the feasible region.

12: αi ← αi + δ∗.
13: b← b+ δ∗yi ‖xik − zik‖2
14: for all k do
15: mk ← mk + 1

2λ

(
Qkiiδ

∗2 + 2(Qkα)iδ
∗).

16: for all k, j do in parallel
17: (Qkα)j ← (Qkα)j +Qkijδ

∗.

We formulate the primal problem as

min
W ,m

1

2

∑

k

∥∥Wk −W 0
k

∥∥2
F

mk
+
λ

2
‖m‖2p

s.t. yi(r − di) ≥ ρ, mk > 0, Wk � 0,

where W 0
k is the matrix of the kth prior metric, mk is its weight, λ is a

trade-o� parameter, and r, ρ control the ratio of distance between similar
and dissimilar entities. Intuitively, this equation encodes our preference to
stay as close as possible to the prior metrics while conforming to the a priori
de�ned constraints. In particular, the �rst constraint can be decomposed as

(di, yi = +1) ⇒ di ≤ r − ρ,
(di, yi = −1) ⇒ di ≥ r + ρ.

12
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We derive the dual to be

max
α

− 1

2λ

(∑

k

(
1

2
αTQkα

)q) 2
q

−
∑

i

αiyi
(
r − d0i

)
+ ρTα

s.t. α ≥ 0,
∑

i

αiyi ‖xik − zik‖2 ≤ 0,

where d0i is the distance according to the prior metrics and Qk plays an
analogous role to the Kk in the previous section. Switching to the p = 2
regularizer, we derive a parallel projected gradient algorithm which solves
the dual by computing a step via �nding the root of a cubic polynomial in
each iteration, and subsequently projecting back the modi�ed dual variable
into the feasible region (Algorithm 1).

We show that besides being convex and di�erentiable, hence easily op-
timized, the dual objective possesses excellent parallelization potential. For a
suitabe training set of 104 pairs, our GPU implementation achieves a speedup
of two orders of magnitude on a Radeon HD7970 graphics card, as compared
to an Intel Core i5-2500K desktop CPU. We also demonstrate the predictive
performance of the algorithm in a 100× 70%− 30% cross-validation study
in the drug repositioning context. In particular, we predict drug class mem-
berships using chemical descriptions, side-e�ect pro�les and target pro�les.
Despite solving a signi�cantly harder multi-class problem than the methods
in the previous section, the predictive performance of the algorithm is on
par with the one-class SVMs and outperforms earlier DML methods.

Thesis II.1. We developed a multiple kernel-based distance metric learn-
ing algorithm, capable of incorporating pairwise equivalence relations and
entity-wise similarity matrices.

Thesis II.2. We derived an e�cient strategy to optimize the convex ob-
jective function of the method using a gradient projection algorithm, along
with its GPU implementation.

Thesis II.3. We showed that this approach is on par with earlier one-class
models and outperform earlier distance metric learning algorithms in terms
of predictive performance, while providing a consistent multi-class solution.

The theses are based on the following publication: [5].
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Figure 3: Matrix factorization with side information. The product of the
factors U and V forms a low-rank approximation to the matrix R. The
columns of the factors are learned in a way that takes a priori knowledge, in
the form of kernel matrices, into account.

2.3 Bayesianmatrix factorization withmultiple kernels
The growth of drug–target interaction (DTI) datasets is limited by the time-
consuming and costly nature of HTS experiments. Such restrictions do not
apply to the cross-linked repertoire of complementary “side information”,
which continues to expand at an enormous rate, including chemical struc-
ture, patient-reported and o�cial side e�ects, o�-label drug usage patterns,
protein-protein networks and other chemo- and bioinformatics resources.
Similarly to drug repositioning, DTI prediction can also bene�t greatly from
utilizing these extra information sources, which makes computational data
and knowledge fusion approaches especially relevant. In this section, we in-
vestigate Bayesian multiple kernel-based fusion approaches to the DTI pre-
diction task.

In machine learning, matrix factorization-based methods have become a
well-established and powerful approach to analyze dyadic data. The idea is
to �nd a low-rank approximation for a matrix of observationsR ∈ RI×J as
a product of factors U ∈ RL×I and V ∈ RL×J , such that

R ≈ UTV ,

14
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where L � rank(R), called the dimension of the latent representations.
The usual interpretation is to think of the columns of U as representations
of I “row-entities” (e.g. drugs), the columns of V as representations of J
“column-entities” (e.g. targets), while R contains I × J interaction scores
(e.g. bioactivity values). In most works, the Frobenius distance is employed
in the loss function, i.e. the objective is

min
U ,V

∑

{(i,j):Rij known〉

(Rij − uTi vj)2,

where ui and vj denote the ith column of U and the jth column of V ,
respectively. As long as no zero rows or columns are present inR, the miss-
ing entries can be predicted by simply multiplying the corresponding latent
representations:

Rij ∼ uTi vj .

This basic matrix factorization model faces multiple challenges. First,
as the values in the factors can get arbitrarily large, the model is prone to
over�tting; second, it is often the case that one has additional information
about the row- and column-entities alongside their interaction values, which
should be incorporated in the objective function. Both issues can be reme-
died by introducing a generative model with appropriate parameter priors,
which presents opportunities to incorporate additional information (“side
information”) about the entities (Figure 3).

Introduced by Salakhutdinov et al., PMF and BPMF were the �rst prob-
abilistic versions of the basic model [SM08b; SM08a], which did not utilize
side information. Gönen et al. proposed KBMF2MKL, which employs a fully
Bayesian probabilistic model with multiple kernel learning to incorporate
multiple sources of side information [GKK13]. Instead of a fully Bayesian
model, NRLMF by Liu et al. [Liu+16] settles for a MAP approximation with
side information incorporated through graph Laplacian regularization, and
a logistic likelihood function with an augmented version of the Bernoulli
distribution, which assigns higher importance to known drug–target inter-
actions. Our �rst model can be seen as a direct successor to these methods.
In particular, we show that a multiple kernel version of the graph Laplacian
regularizer is compatible with a fully Bayesian formulation of logistic matrix
factorization utilizing the augmented Bernoulli distribution, in a sense that
an e�cient variational approxmation method can be derived for this model.
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Suppressing the hyperparameters, we formulate the conditional distri-
bution of binary interactions as

p(R|U,V) ∝
∏

i

∏

j

[(
σ
(
uTi vj

))cRij
(
1− σ

(
uTi vj

))1−Rij
]mu

i m
v
j

,

where σ is the logistic sigmoid funciton and m are variables indicating
whether the given column ofR contains observations. We introduce a com-
bined Laplacian–L2 prior on the factor matrices as

p(U|αu, γu,Ku) ∝
∏

i

∏

k

exp

{
−1

2

∑

n

γunKu
n,ik ‖ui − uk‖2

}

×
∏

i

exp

{
−α

u

2
‖ui‖2

}
,

which now incorporates multiple kernels Ku. The prior on V can be writ-
ten similarly. To learn the optimal value of kernel weights γun , we impose
Gamma priors on them:

p(γun |a, b) =
ba(γun)a−1e−bγ

u
n

Γ(a)
.

We derive a variational approximation to

p(U,V, γu, γv|R,Ku
n, a

u, bu,Kv
n, a

v, bv, αu, αv, c) (2)

by introducing the factorized distribution

q(U,V, γu, γv) = q(U)q(V)q(γu)q(γv). (3)

Since ln p(R) can be decomposed as

ln p(R) = L(q) +KL (q||p) ,

we minimize the Kullback–Leibler divergence between (2) and (3) by maxi-
mizing the evidence lower bound L (Figure 4). In particular, we �nd that the
optimal distribution is

ln q∗(U) = EV,γu,γv [ln {p(R,U,V, γu, γv)}] + const.
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exp
{
EVVV ,γγγu,γγγv [ln{p(RRR,UUU ,VVV ,γγγu,γγγv)}]

}

q(UUU)

KL(q||q∗)

p(UUU ,VVV ,γγγu,γγγv|RRR)

KL(q||p)

Qi

Figure 4: Approximating the real distribution (2) with the factorized varia-
tional distribution (3) with respect to the factor matrix U .

which is non-conjugate. By using Taylor approximation on the symmetrized
logistic function (Jaakkola’s bound [JJ00; HHG14])

σ(z) ≥ σ̃(z, ξ) = σ(ξ) exp

{
z − ξ

2
− 1

2ξ

(
σ(ξ)− 1

2

)(
z2 − ξ2

)}
,

we can lower bound p(R|U,V) at the cost of introducing local variational
parameters ξij , yielding a new bound L̃ which contains at most quadratic
terms, i.e. q∗(U) is Gaussian. The model is conjugate with respect to γu and
γv , i.e. we �nd their distribution using the formulas for conjugate priors.

Our second model aims to predict real-valued interaction scores bur-
dened by non-random missingness patterns. Intuitively, whenever the act
of observing the variables depends on the variables themselves, a missing-
at-random (MAR) model may fail to provide accurate predictions. For ex-
ample, an “obviously” irrelevant drug–target interaction might not get mea-
sured at all, or vice versa, a high interaction value might be kept secret. The
model also utilizes Gaussian Process priors for incorporating multiple ker-
nels into the matrix factorization model (Figure 5), and a background knowl-
edge model to use additional information about the interactions.
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Figure 5: Incorporating side information via Gaussian Process priors on the
factor rows. This enforces similarities given by the kernel matricesKl onto
the latent representations, i.e. the columns of U and V .

The missing data model is built around a priori speci�ed intervals which
indicate whether a given Rij is observed or not. We give X ∈ {0, 1}I×J a
Bernoulli distribution:

p(X|R, s1, s2, µ) =
∏

i

∏

j

f(Rij , s1, s2, µ)Xij (1−f(Rij , s1, s2, µ))1−Xij ,

where we utilize the “bump” function

f(x, s1, s2, µ) =





1 if |x− µ| < s1,

0 if |x− µ| ≥ s2,
σ
(
− s21+s

2
2−2(x−µ)

2

((x−µ)2−s21)·((x−µ)2−s22)

)
otherwise,

where µ is the mean parameter and s1, s2 specify the “intermediate” region
on the sides. When Rij is outside the support of f , it will be considered to
be missing with probability 1. This lets us constrain the unknown (sampled)
values ofRij to meaningful intervals and exploit the information carried by
missing data points.
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Figure 6: AUPRC values on the three smallest datasets with varying number
of latent factors. The results become saturated around 10 dimensions, indi-
cating that this dimensionality is su�cient for capturing latent properties.

Due to the choice of conjugate priors, applying Gibbs sampling to per-
form Bayesian inference is mostly straightforward. Many conditional dis-
tributions are available from the earlier works; the only non-trivial part is
sampling the columns of the factors, the kernel weights and the missing en-
tries ofR. Due to the utilization of Gaussian Process priors, the former two
require only minor modi�cations to the usual derivation of the condition-
als; however, the missing data model is non-conjugate, hence we resort to a
simple slice sampling step within the Gibbs sampling.

Using the benchmark datasets by Yamanishi et al. [Yam+08a], we demon-
strate that both models signi�cantly outperform earlier single-kernel and
multi-kernel methods in a cross-validation study. We also show that con-
trary to earlier results, the required number of latent dimensions is surpris-
ingly low (L ∼ 10), which is compatible with a pockets and binding sites
interpretation (Figure 6). Additionally, by assessing the vanishing e�ect of
priors on predictive performance with increasing data size, we quantify the
bene�ts of using side information in the binary model and highlight the ex-
istence of “small sample size” regions where the utilization of priors is justi-
�ed. Moreover, we demonstrate that the fully probabilistic output of the bi-
nary model can be exploited to compute the expected number of interactions
for each drug and target, which can be utilized to predict drug promiscuity
and druggability (Figure 7).
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Figure 7: Predicting drug promiscuity via the expected number of targets
for each drug in the benchmark databases, showing a strong correlation be-
tween predicted and real values.
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As a more practical evaluation, we also perform a prospective assessment
on a case-by-case basis by computing the top 5 novel predictions using ear-
lier data and examining the presence of predicted interactions in the current
release of the DrugBank database. We con�rm that the majority of these
interactions are indeed present in newer releases of the database.

Finally, we touch on computational issues by investigating the compu-
tational performance of the binary algorithm, especially its GPU implemen-
tation, and we show that it brings two orders of magnitude of speedup in a
200× 200 matrix factorization task.

Thesis III.1. We developed a Bayesian multiple kernel adaptation of an
earlier logistic matrix factorization method, which uni�es the advantages of
multiple kernel learning, weighted observations, Laplacian regularization,
and explicit modeling of probabilities of binary drug–target interactions.

Thesis III.2. We extended the Bayesian matrix factorization technique
along domain-speci�c, knowledge-intensive directions, e.g. integrating en-
tity-wise background knowledge using Gaussian Process priors, incorporat-
ing interaction-wise background knowledge and using explicit non-random
missingness models.

Thesis III.3. We developed e�cient implementations using variational in-
ference and Gibbs sampling, and showed that both methods achieve better
predictive performance in standard benchmarks compared to earlier meth-
ods.

Thesis III.4. We demonstrated that the algorithms are capable of predict-
ing pharmacologically relevant properties, such as promiscuity and drugga-
bility.

The theses are based on the following publications: [4], [6].
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