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1. Introduction

1 Introduction
In software engineering, the quality of the products can be measured with such impor-
tant, nonfunctional aspects like reliability, reusability, transparency. Therefore, methods
offering these qualities are getting more and more popular. The help of model-based so-
lutions offers the opportunity to use the most appropriate formalism for representing a
problem at the most appropriate level of abstraction.

In this thesis I investigate the following topics: (i) raising the abstraction level of the
MatlabR© SimulinkR© [Sim12] model elaboration process, (ii) matching exact and inexact
patterns in large graphs, where the algorithms are based on the MapReduec framework,
and (iii) increasing the efficiency of a popular graph matching algorithm.

Simulink Model Elaboration
Advances in electronics miniaturization combined with an understanding of computing
are driving an ever-increasing complexity of technical systems of truly all sorts (consumer
electronics, defense, aerospace, automotive, industry, and others). Not only does the
increasing capability of electronics enable more extensive logic to be implemented, the
robustness and efficiency in communication protocols that it supports has been the driver
of even more network connected systems. The corresponding systems operate at the
confluence of cyberspace, the physical world, and human participation. Recently, these
next generation of embedded systems have been termed Cyber-Physical Systems [PCA07].
An important aspect of such systems is their collaborating nature with ensembles of
software-intensive systems, which comes with a specific set of needs [MZ15a, MZ15b].

Raising the level of abstraction is an important tool to manage the enormous
complexity of such Cyber-Physical Systems. To this end, Model-Based Design (e.g.
[MGF05, MPE04, NM10]) introduces levels of abstraction in the form of computational
models with executable semantics. At the various levels of abstraction, only concerns
pertinent to the particular design task at hand are included while implementation as-
pects are deferred to be addressed in more detailed models. Throughout the design of
the embedded system part of a Cyber-Physical System, these models are then elaborated
to include increasing implementation details. The elaboration terminates when a level
of detail is arrived at from which an implementation can be automatically generated.
The implementation may be either in software by generating C code or in hardware by
generating Hardware Description Language (HDL).

The support for abstractions is important in formulating a design problem in the
problem space. Design then concentrates on transforming the problem formulation into
a solution formulation. In this context, it is of great value that the original problem
formulation can be void of solution aspects. This is why domain-specific modeling is
becoming widely applied to describe complex systems. Domain-specific modeling is a
powerful, but still understandable technique with its main strength the application of
the domain-specific languages. A domain-specific language is a specialized language that
can be tailored to a certain problem domain; therefore, it is more efficient than the general
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purpose languages that often are tailored to a solution domain (and domain-specific in
that sense) [Fow10, KT08].

Modern model transformation approaches are becoming increasingly valuable in soft-
ware development because of the ability to capture domain knowledge in a declarative
manner [Den13]. This enables various steps in the software development to be specified
separate from one another with apparent advantages such as reuse. In the field of embed-
ded system design, the computational functionality that is ultimately embedded moves
through a series of design stages where different software representations are used. For
example, before generating the code that is to run on the final target, code may be gene-
rated that includes additional monitoring functionality. As another example, the software
representation may be designed in floating point data types before being transformed into
fixed point data types [MPE04].

SimulinkR© [Sim12] is a popular tool for control system design in industry. There-
fore, applying model transformations for embedded software design purposes on Simulink
models renders the developed technology easily adaptable and adoptable by industry.
Though there have been advances in defining and modeling declarative model trans-
formations inside the Simulink environment [DMV14], it is challenging to provide the
full power of dedicated transformation engines in such a manner. In order to provide
access to encompassing and powerful transformation technologies, a separate modeling
and model processing framework is applied. The Visual Modeling and Transformation
System (VMTS) [VMT12, AAL+09] framework has been prepared to be able to commu-
nicate with the Simulink environment. In this manner, with the help of modeled model
transformation, problems can be solved at the most appropriate abstraction level. In
this case the most appropriate abstraction level means that the required model opti-
mization, modification, or traversing can be expressed in the Simulink domain. Since the
Simulink metamodel, as a DSL, is defined in the VMTS, therefore, during the trans-
formation design, the Simulink users can refer to their well-known Simulink language
elements to specify the required model processing in the VMTS framework. This builds
on the fundamental premise of Computer Automated Multiparadigm Modeling; to use
the most appropriate formalism for representing a problem at the most appropriate level
of abstraction [MV02, MV04].

Matching in Large Graphs
Cloud computing has received significant attention recently. Companies and research
departments can store their data and perform their computations off-premise in a highly
available and scalable environment. Compared to traditional infrastructures that only use
in-house resources, cloud computing has many advantages that have been transforming
the computational solutions used at companies. Naturally, already existing on-premise
resources can still be used as part of the infrastructure by connecting them to cloud
services and forming a hybrid environment [MPF10].

Nowadays, processing datasets of the order of terabytes and petabytes is a common
task. Therefore, the problem today is often not a lack of information, but instead, infor-
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1. Introduction

mation overload [CGM04]. The analysis of these massive data sets requires appropriate
tool support.

Graphs are commonly used to represent a variety of data structures. By attributing
the nodes and edges, graphs are effectively used in modeling different states of a sys-
tem, solving traffic problems, representing relationship between the different parts of the
software and/or modeling the structure of chemical elements. Today, the social networks
are extremely popular, and provide a great example for large scale data which can be
represented as graphs as well. However, analyzing this size of data cannot be effective
without parallelization.

The area of subgraph isomorphism deals with the problem of deciding whether a
certain graph can be found in another graph or not, i.e. if there is an injective morphism
from one graph to another. Formally, consider graphs G = (V,E) and G

′ = (V ′
,E

′).
There is a subgraph in G′ isomorphic to G if there exists a function f : V → V

′ such that
(v1,v2)∈E⇔ (f(v1),f(v2))∈E ′ . To decide such a question and to find an appropriate f
is difficult and is proven to be NP-complete in general [Plu98] by the reduction to another
NP-complete problems like the maximum clique problem and the problem of finding
Hamiltonian cycles. Fortunately, if the size of G is fixed, an appropriate f morphism can
be calculated in polynomial time, where the exponents depend on the size of the searched
G graph ([Ull76, CFS+98]). These exponents can be very large, though.

Subgraph isomorphism has been intensively applied in numerous areas, e.g. in pattern
discovery in large databases, such as the social networks [SPRH06], in graph rewriting
or even in cheminformatics to find similarities between chemical molecules [LG07]. For
example, subgraph isomorphism can be used to analyse metabolic networks by mapping
the atoms between reactants and products involved in a reaction, or to find different
chemical shapes in molecules [RBH+09]. Another interesting application area is the com-
puter aided design of electric circuits [OEGS93] where subgraph searching is utilized in
numerous aspects.

Therefore, finding different patterns in large graphs is considered as a common task.
There are certain, not time critical circumstances, where showing all matches of the
sought pattern is the most important factor. Regarding to the approach used to detect
the isomorphic subgraphs the important, advantageous factors are the following:

• The used approach must find all occurrences of the given pattern,

• The method must handle large datasets,

• There should be a possibility of using different heuristics.

Beside the field of detecting exact patterns in large graphs, the area of discovering
inexact patterns gains more and more interest in the scientific community. To find a
match, one needs a pattern specification language and a matcher algorithm that performs
the actual searching. The language contains special features that make it possible to
define not just a single graph but inexact patterns as well. An inexact pattern covers a
set of possible exact graphs by using constraints. Being able to detect instances of inexact
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patterns might be critical in some cases, for example, when the analyzer needs to match a
general pattern without knowing all of the details, the host graph is not completely known,
or some aspects of the searched pattern is incorrect [CGM04]. Moreover, inexact patterns
lead to more concise specifications that is an important aspect in graph rewriting-based
model transformations [EEPT06].

The MapReduce framework was designed to support processing massive data sets. It is
a relatively new form of parallel computing that is easy-to-program, reliable, and supports
scalability. Although the paradigm was originally developed at Google, it has a number
of open source implementation. One of its open source version is the Hadoop [Apa11],
which is extremely popular both in industry and academic environment. Moreover, the
Hadoop clusters are often used by different universities for research [HwPb13].

Designing algorithms for the MapReduce framework is not trivial [Feh13]. Although
the framework supports high level parallelizability, programmers are restricted to use
only map and reduce functions in their programs [DG08].

2 Motivation
The role of the model-driven engineering (MDE) in software development is similar to
that of automation in factories, the overall reliability and quality of the products can
be improved, high complexity can be handled efficiently, and development time can be
reduced. This thesis strives to contribute to MDE by presenting how it can be applied in
such a complex and popular tool, like Simulink.

MDE is often based on model transformation, which is used throughout a wide spec-
trum of the development phases. A few representative objectives, including examples,
are as follows: (i) to create a higher level of abstraction in the development phase
through the mapping of platform-independent models to platform-specific models, e.g.,
to increase the reusability and maintenance of the systems and testing in smart home
systems [CCRE+11]. (ii) Transforming models between different domains, e.g., trans-
forming Cyber-Physical Systems into different mathematical models to perform certain
analysis. (iii) Refactoring purposes, i.e. improving model attributes and structure, while
preserving the semantic meaning.

Defining the most appropriate level of abstraction is important for solving the prob-
lems in an efficient and convenient way. Raising the abstraction level of the model elab-
oration process of Simulink helps utilizing the value that a higher level of abstraction
can offer, for example, reasoning about the modularization of operations. The focus of
the first thesis is the investigation how this higher abstraction level can be achieved by
replacing the different model processing steps with model transformations. In this thesis
numerous model transformation has been provided to increase the level of abstraction in
the model elaboration phase.

The combination of pattern matching and cloud computing is a promising research
field. Finding exact matches of a given pattern requires lots of resources, since the partial
matches, the excluded and possible nodes have to be continuously maintained. Utilizing
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the immense computational power, and storage space given by the cloud providers leads
to a set of new pattern matching approaches. New computational techniques, such as
highly distributed graph algorithms based on MapReduce can aid the pattern matching.
In this thesis, I have focused on providing algorithms that support finding exact patterns
in graphs with millions of edges and vertices.

Often, the available information is not precise enough to perform searches for exact
patterns. Therefore, there is a need for an approach that is usable in these situations. The
complexity of the inexact pattern matching demands high computational power, which
is an important argument for utilizing the potential of the cloud. In this thesis, I provide
an algorithm based on the MapReduce framework that detects inexact patterns in large
graphs. A language supporting the definition of such inexact patterns is also presented.

However, the popularity of the cloud-based solutions does not remove the demand for
increasing the performance of the already proven techniques. This is particularly true in
case of the algorithms for finding graph-subgraph isomorphisms. Therefore, in this thesis,
I have focused on providing new techniques to improve the efficiency of the popular VF2
algorithm [CFSV04].

3 Summary of Contributions
The scientific results of my research are summarized in three theses that are further
divided into subtheses. I proved the theoretical results by mathematical and engineering
methods, and they are illustrated on experiments to prove their practical relevance. The
theses are outlined in the following.

• The first contribution focuses on a novel solution that raises the abstraction level
of processing Simulink models. The approach is based on model transformations
defined in the Visual Modeling and Transformation System (VMTS). Using model
transformation technique to flatten virtual subsystems, create a Sorted List, prop-
agate, or change data types, replace built-in solutions with custom algorithms, and
reduce the risk of creating artificial algebraic loops helps raising the abstraction
level from API programming to software modeling. Both the algorithms and the
transformations are presented in details, and the main attributes of the transfor-
mations are analyzed as well.

• The second contribution provides solutions for exact pattern matching using
MapReduce technique. Both algorithms find all subgraphs in the source graph that
are isomorphic to the target pattern. The introduced algorithms are analyzed and
are compared to each other based on their space and memory requirements. Exper-
imental result are also presented to illustrate the applicability of the algorithms in
real-world scenarios.

• In the third contribution, the approach to finding inexact patterns in large graphs
using MapReduce technique is introduced. The MRMM algorithm is analyzed
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based on its space and memory requirements, and experimental results show how
the number of optional parts affect these attributes. Moreover, the third contri-
bution also provides optimization techniques to increase the efficiency of the VF2
algorithm. The effect of the method is confirmed by experimental results.

Thesis I – Increasing the Abstraction Level of the Simulink Mo-
del Elaboration Process Using Model Transformations

I have created several model transformations to process Simulink models. The transfor-
mations can be linked together and executed in different orders, therefore the perfor-
mance derived from the different orders of the processing steps can be analyzed. The
transformations achieve the model processing in a declarative manner. The approach
possesses all the advantageous characteristics of the model transformation, for example,
it is reusable, transparent, and platform independent. Therefore, the favorable properties
of the domain-specific modeling can be utilized by this higher level of abstraction.

Thesis I is presented in Chapter 3 of the dissertation.
Publications related to this thesis are: [8, 12, 13, 14, 15, 16].

Subthesis I.1

I have provided a detailed algorithm and model transformation for flattening virtual sub-
systems in Simulink models. I have proved that the functionality of the model does not
change after the transformation flattened the virtual subsystems. I have shown that the
transformation flattens all virtual subsystems in the Simulink model and I have proved
that the transformation always terminates. I have provided an algorithm and a model
transformation for creating Sorted List for Simulink models. I have proved that the trans-
formation creates a valid Sorted List, which contains each element exactly once and repre-
sents the elements in an appropriate order. I have shown that the transformation always
terminates. I have provided an algorithm and a model transformation for propagating
and validating data types in Simulink models, and proved that the transformation always
terminates.

Subthesis I.2

I have provided an algorithm and a model transformation for partly flattening atomic
subsystems in Simulink models. The transformation moves all block out of the atomic
subsystem, which have a direct feedthrough property, are not connected to a subsystem
output either directly or via a chain of other blocks having direct feedthrough properties,
and have incoming signals exclusively from the inport blocks of the subsystem. This trans-
formation helps reducing the occasions where artificial algebraic loops occur. I have proved
that this algorithm always terminates. I have provided a model transformation for apply-
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ing custom algorithms instead of the built-in Simulink solutions. I have shown a model
transformation for converting data types.

Subthesis I.3

An important benefit to modeling transformations in a declarative sense is that the
separated functionality can be conveniently reordered. This allows the study of the
potential performance improvements that derive from different orders. Therefore, I have
reasoned about how the different application order of the model transformation affects
the efficiency of the model processing.

Using model transformation to flatten virtual subsystems, create a Sorted List,
propagate or change data types, reduce the risk of creating artificial algebraic loops, and
replace built-in solutions with custom algorithms helps raising the abstraction level from
API programming to software modeling. The solution possesses all the advantageous
characteristic of the model transformation.

An important benefit of modeling transformations in a declarative sense is that the
separated functionality can be conveniently reordered. This allows the study of the con-
text independence of captured functionality as well as potential performance improve-
ments that derive from different orders.

Thesis II – Exact Pattern Matching with MapReduce

I have created multiple algorithms that are capable of finding all subgraphs in the source
graph that are isomorphic to the target pattern. To support this pattern matching in large
graphs, that is, graphs with millions of edges and vertices, the algorithms are designed to
utilize the MapReduce framework. To perform reasoning on the algorithms, their space
and memory requirements are analyzed and compared to each other.

Thesis II is presented in Chapter 4 of the dissertation.
Publications related to this thesis are: [2, 4, 9, 10, 17, 18].

Based on [KSV10], the formal definition of the MapReduce programming paradigm is
the following.

Definition 3.1. A mapper is a function that takes a string (which might be a <key,
value> pair) as input. As output, the mapper produces a finite set of <key, value> pairs.

Definition 3.2. A reducer is a function whose input is a string, a key (k), and a sequence
of values (v1,v2, . . .) that are also strings. As output, the reducer produces a finite multiset
of pairs of binary strings <k,vk,1>, <k,vk,2>, <k,vk,3>, . . . . The key in the output pair
is identical to the key in the input.
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The MapReduce algorithm can be implemented as a series of MapReduce jobs. In this
case, the output of the λ1 job (i.e. the <key, value> pairs produced by the ρ1 reduces)
is the input of the λ2 job (i.e. the string input of the µ2 mapper) [FVCL13].

Definition 3.3. The notations used analyzing the algorithms are the following:
L
Mj

i : The length of each row generated by the jth mapper function after the ith
iteration.
N
Mj

i : The number of rows generated by the jth mapper function after the ith iter-
ation.
L
Rj

i : The length of each row generated by the jth reducer function after the ith
iteration.
N
Rj

i : The number of rows generated by the jth reducer function after the ith itera-
tion.
S
Mj

i : The size of the output files generated by the jth mapper function after the ith
iteration.
S
Rj

i : The size of the output files generated by the jth reducer function after the ith
iteration.
M∗: The description of the original data structure of the source graph.
s: The space required to represent the original data structure of the source graph.
m: The number of nodes contained by the source graph.
f : The size required to represent a single node in a line without its incoming/out-
going edges, which is practically the size of the node identifier and an appropriate
punctuation.
∆ρ
k: The upper bound of the memory used by a single ρ reducer in the kth iteration.

Note, that in worst case scenario, which is the perfect graph, s=m ·m ·f , because the
size required for representing a single node with its neighbors is m · f , where (m−1) · f
required for the neighbors and f for the identity.

Since the number and the length of the rows depend on the number of successfully
matched candidate pairs, the worst case scenario regarding to both the space and memory
usage is when the algorithms look for the GT =Km−1 target graph in the GS =Km source
graph, where Ki denotes the complete graph on i vertices.

Subthesis II.1

I have provided an algorithm (MRSIH) for finding subgraphs isomorphic to the
target pattern in a graph possibly containing millions of elements. The algorithm is
based on the VF2 algorithm and using the MapReduce framework. I have proved that
the algorithm finds all subgraphs isomorphic to the target graph. I have presented
an upper limit of the emitted outputs in cases of both the mapper and the reducer in-
stances. I have shown the upper limit of the memory required by a single reducer instance.

The MRSIH algorithm is based on a single MapReduce job, where the mapper
generates the candidate node pairs and the reducer determines, if this node pair
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extended with the partial mappings forms a valid match. The performance of the
MapReduce algorithms is affected, among others, by the number of I/O operations
and the required amount of memory. At each iteration, the upper limits of the space
requirements are SMH

k = SRH
k ≤ s+ m!

(m−k)! · (m+1) ·f , and the upper limits regarding to
the memory requirements are: SMH

k = SRH
k ≤ s+ m!

(m−k)! · (m+ 1) ·f .

Subthesis II.2

I have provided an algorithm (MRSIS) for finding subgraphs isomorphic to the target
pattern in a graph possibly containing millions of elements. The algorithm is designed
to be more efficient in terms of I/O operations and memory requirements. I have
proved that the algorithm finds all subgraphs isomorphic to the target pattern. I have
presented the upper limit of the emitted outputs for all mappers and reducers. I have pre-
sented the upper limit of the memory required by single reducers for both MapReduce jobs.

The MRSIS algorithm performs two MapReduce jobs at each iteration. The first
mapper phase is responsible for extending the partial mappings with valid node pairs.
Then, the reducer phase restructures the data. The second mapper phase generates new
candidate node pairs, and the related reducer phase reorganize the data once again. In
the next iteration, the first mapper phase examines these possible extensions.

Although the MRSIS algorithm is based on two different MapReduce jobs, it is still
more efficient than the MRSIH algorithm. Its structure makes it possible to perform
the computations in the mapper phases, which approach is the preferred paradigm. The
upper limit of the space requirements at each iteration are the followings: SM

′
S

k ≤ s+

k · m!
(m−k)! · (k+ 1) · f , SR

′
S

k ≤ s+ k2 · m!
(m−k)! · f , S

M
′′
S

k ≤ s+ k · m!
(m−k−1)! · (k+ 1) · f , and

S
R

′′
S

k ≤ s+ m!
(m−k−1)! · k · f . The upper limits of the memory requirements are ∆R

′
S

k ≤m ·

f + (k · (m−1)!
(m−k)!) · (k+ 1) ·f and ∆R

′′
S

k ≤m ·f + (k · (m−1)!
(m−k−1)!) · (k+ 1) ·f .

Subthesis II.3

I have provided a comparison of the MRSIH and MRSIS algorithms regarding their
space and memory requirements. I have proved that MRSIS performs better in both as-
pects in case the MRSIH does not uses any additional heuristics. In order to support the
theoretical results, I have presented experimental results.

Thesis III – Inexact Pattern Matching with MapReduce
This thesis provides an algorithm that is capable of matching inexact patterns in graphs
containing millions of edges and vertices. A language to define inexact patterns is also
introduced. I have provided two optimization techniques to increase the efficiency of the
VF2 algorithm.
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Thesis III is presented in Chapter 5 and 6 of the dissertation.
Publications related to this thesis are: [3, 4, 9, 10, 11, 17, 18, 19].

Subthesis III.1

I have worked out a pattern specification language that is capable of defining inexact
patterns. I have provided an algorithm (MRMM) for finding inexact patterns in large
graphs. To support graphs with millions of elements, the approach is based on the
MapReduce framework. I have presented the upper limit of the emitted outputs for all
mappers and reducers. I have shown the upper limit of the memory required by single
reducer instances for both MapReduce jobs.

The MRMM algorithm is based on the MRSIS algorithm. It is capable to find
all matches that are isomorphic to the inexact patterns defined by the new pattern
specification language. The upper limits of the space requirements are the follow-
ings: S

M
′
M

k ≤ s + ∑k−1
i=γ

m!
(m−i−1)! · (i + 1) · (2i + 2) · f , S

R
′
M

k ≤ s + ∑k
i=γ i

2 · m!
(m−i)! · f ,

S
M

′′
M

k ≤ s+ ∑k
i=γ

m!
(m−i−1)! · i · (i+ 1) · f , and S

R
′′
M

k ≤ s+ ∑k
i=γ

m!
(m−i−1)! · i · f . The upper

limits of the memory requirements are ∆R
′
M

k ≤m · f + ∑k−1
i=γ

(m−1)!
(m−i−1)! · (i+ 1) · (2i+ 2) · f

and ∆R
′′
M

k ≤m ·f + ∑k
i=γ

(m−1)!
(m−i−1)! · i · (i+ 1) ·f , respectively.

Subthesis III.2

I have provided an algorithm that increases the efficiency of the VF2 algorithm by re-
ducing the number of required feasibility rules. I have proved that the algorithm cannot
conduct more checks than the default approach. I have provided another method to in-
crease the efficiency of the VF2 algorithms by ordering the possible node pairs. I have
proved that this ordering method makes the VF2 backtrack as soon as possible. I have
presented the performance analysis to support the theoretical results.

4 Application of the Results
The theoretical results of the first contribution have been realized in the Visual Modeling
and Transformation System (VMTS) [AAL+09, MML08, VMT12]. The communication
method between the VMTS and SimulinkR©, which is part of the MATLABR© technical
computing environment has been already developed. The model transformations executed
by the VMTS efficiently process the SimulinkR© models, thereby successfully increasing
the abstraction level of the model processing.

The MapReduce algorithms defined in the second contribution have been realized
in the cloud provided by the Windows Azure [WA13]. The 8-node cluster was running
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Hadoop version 3.1, and contained 40 cores and the total of 48 GB memory. The exper-
iments were made on synthetic Recursive Matrix (R-MAT) graphs [CZF04] that are a
special case of stochastic Kronecker graphs [LCKF05]. The obtained results ensured the
theoretical results, that is, both algorithms detects the isomorphic subgraphs, but the
MRSIS algorithm performs better.

The algorithm designed to detect inexact patterns in the third contribution has also
been executed in the same cluster. The MRMM algorithm successfully detected every
subgraph isomorphic to the inexact pattern defined by the pattern specification language.
The increased space requirements have met the expectations. The efficiency of the opti-
mization method suggested in the third contribution has been examined as well and the
experiments have showed the extent of the expected improvement.
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