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Abstract

Due to the dramatically increasing popularity of the services provided over the public Inter-
net, problems with current mechanisms for control and management of the Internet traffic are
becoming apparent. In particular, it is increasingly clear that networks built on the Internet
Protocol (IP) suite do not provide sufficient support for the efficient control and management
of the flow of user traffic through the network. Consequently, the need for economical network
architectures and efficient algorithms for IP Traffic Engineering are becoming more and more
compelling.

In the traditional approach of IP Traffic Engineering, the so called Overlay model, the con-
nectionless IP network is overlayed on top of a more manageable connection-oriented network
layer, preferably MultiProtocol Label Switching (MPLS). In this context, the task is to dynami-
cally establish a virtual network of MPLS tunnels, that is seen as an optimal one by the IP layer
that is overlayed on top of it. The first part of the dissertation is therefore devoted to introduce a
novel path selection algorithm, which – building on the recently proposed Minimum Interference
Routing framework – facilitates the efficient and deliberate online routing of MPLS connection
setup requests, such that the emergent routing pattern maximizes the useful throughput of the
network. At the same time, it assures that as much network resource remains available to satisfy
future requests as possible, even in the case when up-to-date resource availability information
is not immediately available.

In contrast to the Overlay model, which necessitates to purchase and operate a dedicated
connection-oriented infrastructure, the idea to shift Traffic Engineering right into the IP layer
has begun to manifest itself as a viable alternative lately. Historically, IP routers forward
traffic along the shortest path(s) towards the destination address, where the length of a path is
determined based upon an administrative weight associated with network links. Accordingly, in
the Peer model the task is to calculate the weight of network links so that the emergent pattern
of shortest paths optimizes the performance of the network.

First, the problem of mapping arbitrary paths to shortest paths is investigated. A linear
programming formulation of the underlying mathematical problem is given, which, besides as-
suring polynomial time tractability, provides interesting new insights. Special attention is paid
to the integrality of the link weights, for which, for the first time, a polynomial time algorithm is
proposed. Then, an approximate scheme for finding the proper link weights is presented, which
turns the problem into a sequence of simplistic shortest path problems. For the case when the
path set to be provisioned is not defined in advance, a practical Traffic Engineering scheme is
introduced, which combines path selection and link weight assignment in one single step.

As it turns out, the Peer model of IP Traffic Engineering promises with a substantial boost
in the profitability of today’s IP networks. It is flexible enough to accommodate a wide range
of path assignment strategies, while, at the same time, it does not necessitate even the slightest
modification of legacy routing hardware and software.


