
Budapest University of Technology and Economics

Department of Automation and Applied Informatics

FREQUENT PATTERN MINING IN TRANSACTIONAL AND

STRUCTURED DATABASES
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Abstract

Data mining is a process of discovering hidden relationships in large amounts of
data. Frequent pattern discovery is an important research area in the field of
data mining. Its purpose is to find patterns which appear frequently in a large
collection of data. The found patterns provide information themselves, but they
can constitute a basis for further mining processes like association rule mining,
classification etc. The different types of patterns can be used for different purposes
including medicine, sales, bioinformatics, computer science and many more.

This work deals with three main areas of frequent pattern mining, namely,
frequent itemset, frequent sequence and frequent subtree discovery. The three
theses offered in this work are novel methods for efficient discovery of the different
types of frequent patterns. The new methods are compared to the best-known
algorithms in the related fields. The performance analysis of the methods involves
measurements of the execution time and memory requirements.

The less complex among these three pattern discovery problems is the problem
of discovering itemsets, where those items have to be discovered, which appear
together frequently in a database. The contribution of the first thesis is to propose
a new algorithm which can solve the frequent itemset problem in an efficient way
by using a coding mechanism and a new and easy-to-handle index structure.

A more complex task than the itemset mining is sequential pattern mining. Se-
quential pattern mining aims at extracting sets of sequences which occur in a time
period. The second thesis proposes an algorithm which aims at using finite state
machines for accomplishing the subsequence test process. The main contribution
of the algorithm is to join the different finite state machines for discovering which
candidate sequences are contained by the input sequences.

The most complex problem among the mentioned ones is the subtree discovery,
where the input of the mining process is a set of trees, and the output consists of
those subtrees which are contained by the input set frequently. The third thesis
deals with the problem of subtree inclusion by using a pushdown automaton ap-
proach. Its contribution is to join the automatons in order to efficiently test the
embeddings of all the candidates at the same time.
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Összefoglaló

A gyakori minták bányászata az adatbányászat egy igen fontos kutatási területe,
melynek célja a gyakran előforduló minták meghatározása nagy adatbázisokban. A
meghatározott minták egyrészt önmagukban is felhasználhatók információkinyerés-
re, de számos egyéb adatbányászati probléma (pl. aszszociációs szabály bányászat,
osztályozás, stb.) éṕıthet rá. A különböző t́ıpusú minták különböző céllal kerülnek
meghatározásra, többek között orvosi, üzleti, bioinformatikai és informatikai alka-
lmazásokban, valamint számos egyéb területen.

Munkám a gyakori minták bányászatának három nagy területével foglalkozik,
a gyakori elemhalmaz, a gyakori szekvencia és a gyakori fa bányászatával. A mun-
kámban ismertetett három tézis a különböző gyakori minták meghatározására ad
egy-egy hatékony algoritmust. Az új algoritmusokat futási idő és memória igény
szempontjából összehasonĺıtottam az adott területen jelentős algoritmusokkal.

Az emĺıtett három probléma közül a legkevésbé komplex feladat a gyakori e-
lemhalmazok meghatározása, ahol olyan együttesen előforduló elemeket kell meg-
határozni, ami a tranzakciós adatbázisban gyakran fordul elő. Első tézisem egy
kódolási módszer és egy hatékony, könnyen kezelhető indexstruktúra bevezetésével
új módszert ad kis elemszámú gyakori elemhalmazok hatékony meghatározására.

Az elemhalmaz meghatározásnál komplexebb feladat szekvenciákat bányászni
tranzakciós adatbázisokban. A szekvencia bányászat lényege időben ismétlődő
elemhalmazok meghatározása. Második tézisem szekvencia bányászattal
foglalkozik. Az új algoritmus determinisztikus véges automata bevezetésével oldja
meg a részszekvencia ellenőrzés lépését. Az automaták összefűzésével a szekven-
cia tartalmazás problémáját az összes jelöltre a bemenet egyszeri végigolvasásával
oldja meg.

A legbonyolultabb feladat a három emĺıtett közül a fa bányászata, ahol a be-
menet fák egy halmaza, és a cél a gyakran előforduló részfákat meghatározása. Har-
madik tézisem veremautomata használatát mutatja be a részfatartalmazás prob-
lémájának meghatározására. A veremautomaták összefűzésével létrejött PD-Tree
struktúra előnye, hogy egyetlen veremmel, a bemenet egyetlen végigolvasásával
meghatározható minden jelölt fa támogatottsága.
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zultációkat, útmutatásokat, szakmai tanácsokat, b́ıztató szavakat. A “léc” magas-
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Chapter 1
Introduction

1.1 Motivations

The process of data mining is to find hidden, previously unknown and potentially

useful information in large amounts of data. Since the application of information

systems became general in all situations of every day life, the importance of dealing

with the huge amounts of stored data is, without doubt, a key issue of the research

and the practice. Frequent pattern mining is an essential part in data mining.

The aim of discovering frequent patterns in large databases is to find patterns

which appear frequently in the whole dataset that can be used in several tasks, for

example in association rule mining, in classification and so on.

In this work three different types of frequent pattern discovery problem are

discussed, namely, frequent itemset, frequent sequence and frequent subtree dis-

covery. The main motivation of this thesis is to enhance the performance of specific

algorithms or provide novel, more efficient algorithms dealing with these kinds of

problem.

The efficiency of the algorithms can be considered in many aspects. In general,

in case of algorithmical problems and softwares the most common features exam-

ined are the execution time and the memory requirements. Thus, in the case of

the frequent pattern mining algorithms also these two features got into the center

of our investigation. Enhancing the execution time and reducing the memory re-

quirements are controversial demands, however, the algorithms try to satisfy both

of them.
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The different algorithms dealing with the task of frequent pattern discovery

suffer from various problems regarding both time and memory requirements. There

are two main approaches in the frequent pattern mining area. The first approach

is called level-wise, which means that the k-sized frequent patterns are discovered

by the kth database reading. The main contribution of this approach is to generate

candidates from the frequent patterns, and during a database scan the infrequent

ones are discarded. The other main approach is the database projection-based

approach which aims at projecting the main part of the database into the memory

in a clever way. In this way the mining process can be accomplished in the memory

that results in a fast algorithm.

The main drawback of the memory-based algorithms is that their memory

requirements depend on the number of transactions, however, they are fast in

the case when the database fits into the memory. The advantage of the level-

wise methods is that their memory requirements do not depend on the number of

transactions, but discarding the infrequent patterns is a time consuming step.

Both types of approaches has justification for the existence. When considering

that the memory capacity available for the applications is ever growing, we can

imagine that the benefits of the memory-based algorithms can be exploited well.

However, the databases and the size of the datasets are even growing as well,

thus the methods that do not depend so much on the memory capacity can be

useful in many cases. However, there are several methods contributed for both of

the approaches, even newer algorithms are needed that can better suit the novel

conditions.

For this purpose a thesis is proposed for each type of frequent pattern dis-

covery problems. Each thesis introduces a new approach to the specific field and

provides a new algorithm to solve the frequent pattern mining problem in an effi-

cient way. Because of the memory properties of the level-wise algorithms, all the

three contributed novel methods exploit the benefits of the level-wise approach.

The problem raised the first, and which can be described as the least complex

pattern discovery problem, is the problem of discovering itemsets. This problem

is called frequent itemset mining, and the task of frequent itemset mining is to

discover sets of items (called itemsets) which occur frequently in a transactional
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database. The first thesis deals with the problem of efficiently discovering frequent

itemsets and offers two novel algorithms for this purpose.

More complex task than the itemset mining is sequential pattern mining. Se-

quential pattern mining aims at extracting sets of frequent sequences which occur

within a time period. Here the completeness of the mining process is greater than

in the case of itemset mining, because in sequence mining the number of the possi-

ble frequent sequences is significantly greater. Furthermore, additional constraints,

like time constraints can be given in order to provide a more adequate result. The

second thesis deals with the problem of discovering frequent sequences without

any constraint. The algorithm aims at solving the basic sequential pattern mining

problem in a new way by decreasing the execution time.

The most complex problem among the ones mentioned is frequent subtree dis-

covery, which is even less complex than the problem of general subgraph discovery.

In subtree discovery the input of the mining process is a set of trees, and the out-

put are those subtrees which are contained by the input set frequently. The third

thesis deals with the problem of subtree inclusion in an efficient way.

1.2 Thesis Outline

The organization of this work is as follows. Chapter 2 presents the different fields

of data mining and places the frequent pattern mining problem in the systematic

organization of the data mining tasks. In Chapter 3 the frequent itemset mining

problem is introduced and the first thesis is described in detail. The aim of the

ItemsetCode and Cubic algorithms is presented and experimental results show the

efficiency of the proposed methods. Chapter 4 describes the sequential pattern

mining problem and the second thesis, the SM-Tree algorithm, is introduced as

well. Chapter 5 addresses the problem of graph mining and the third thesis, the

PD-Tree algorithm, is presented in this chapter.

The structure of these three chapters (Chapters 3, 4 and 5) are similar. Each of

the chapters contains an introductory description of the problem statement, and

the related algorithms are classified regarding several aspects. Also the proposed

methods are classified in order to have a clearer overview of the new methods’

contribution to the field. Afterwards a detailed description of the proposed algo-
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rithms follows. Experimental results close the chapters showing the performance

behavior of the novel methods, compared to the well-known ones.

In Chapter 6 a case study is shown as a possible application which exploits

the benefits of all the tree methods proposed in this work. A Web usage mining

system is described that can exploit the benefits of both the frequent itemset, the

sequence and the subtree mining methods. Conclusions and the summary of the

three theses can be found in Chapter 7.



Chapter 2
Frequent Pattern Mining in the

Field of Data Mining

2.1 The Process of Data Mining

Data mining is a non trivial process of discovering hidden, previously unknown and

potentially useful information from large databases. Using this process, patterns,

associations, changes, rules, anomalies, statistically significant events, etc. can be

obtained from the data collections.

In some papers Knowledge Discovery in Databases (KDD for short) is the

synonym of data mining, however the most wide-spread interpretation of KDD

is the following as described also in [Fayyad et al., 1996]. Knowledge discovery is

the evaluation of the patterns and information extracted by the process of data

mining, i.e. data mining is only a step in the whole process of knowledge discovery.

Thus data mining is a process, which supplies the patterns for further processing.

Knowledge discovery is an iterative and interactive task where the user has

several possibilities to make decisions in order to obtain an appropriate result.

The basic steps of knowledge discovery are the following:

1. Determining the goal of the user, understanding the application area and

collecting preliminary data.

2. Data selection, i.e. determining the set of data from which the information

should be extracted.



Chapter 2. Frequent Pattern Mining in the Field of Data Mining 6

3. Data cleaning and preprocessing (i.e. removing or correcting false entries,

remove noise or inconsistent data, supplying missing data etc.)

4. Data transformation. Finding the features of the data that are relevant to

the mining process. The amount of data can be decreased by reducing the

dimensions and selecting the appropriate features for the mining process.

5. Choosing the appropriate data mining task. One has to decide whether the

problem is a task of clustering, rule discovering or classification etc.

6. Executing the chosen data mining task.

7. Evaluating and interpreting the discovered patterns, optionally extracting

further information by repeating the whole process again.

8. Using the knowledge. Comparing the information to the previous expecta-

tions.

As mentioned earlier the whole KDD process is an iterative and interactive task

where the collaboration of the user is essential. Furthermore only the task of data

mining needs user interaction. Setting the appropriate parameters of the mining

process is not trivial, thus this step should be executed probably several times. Fig-

ure 2.1 shows the main steps of the KDD process according to [Fayyad et al., 1996].

Figure 2.1. The main steps in the Knowledge Discovery in Databases process
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As shown in Figure 2.1 data mining is treated as a step in the KDD process in

this work. The task of the various data mining algorithms differs in many aspects

regarding the problem which the data mining is applied to. However, there are

some common features among the various data mining tasks which are the following

[Frawley et al., 1992]:

• The task should be applied to a huge amounts of data.

• Because of the huge amounts of data, the performance of the algorithms is

a key issue [Agrawal et al., 1993a].

• Because of the huge amounts of data, the algorithm has to take into consid-

eration that the data does not fit into the main memory.

• Because of the complexity of the algorithms, it is worth us-

ing parallel and distributed methods [Agrawal and Shafer, 1996],

[Zaki et al., 1996], [Shimomura and Shibusawa, 2000], [Zaiane et al., 2001],

[Jin and Agrawal, 2002].

Knowledge discovery techniques can be applied in many applications. Below

are only some examples where data mining can be used in order to extract useful

information.

• Medicine

– Genetic sequence analysis

– Drug side effects

– Identification of the factors that are responsible for the main effects

– Predicting the healing time by given parameters

• Finance

– Credit approval

– Bankruptcy prediction

– Stock market prediction

– Securities fraud detection
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– Detection of unauthorized access to credit data

• Marketing and Sales

– Customer behavior analysis

– Sales prediction

– Product analysis

• Industry and Engineering

– Resource demand prediction

– Diagnostics expert systems

– Failure prediction

2.2 The Various Tasks in Data Mining

For different purposes different types of data mining tasks have to be used. The

various data mining tasks can be classified as follows [Han and Kamber, 2000]:

Association analysis means to discover relationships between data. Associ-

ation rule mining has two main steps. The first one is to discover the

frequently recurring itemsets and the second is to generate rules from

the itemsets discovered in the first step. Because the first step is more

complex than the second, most researchers focus on the frequent item-

set mining problem. [Agrawal et al., 1993b], [Agrawal and Srikant, 1994],

[Goethals and Zaki, 2004], [Omiecinski, 2003]

Cluster analysis. In cluster analysis the task is to cluster the objects into differ-

ent classes where the classes are not defined in advance. The task is to define

a feature vector for the objects, and a distance between the feature vectors.

The classification has to fulfill the condition that the distance between the

objects of the same class should be low, while the distance between the ob-

jects belonging to different classes has to be large. [Agrawal et al., 1998],

[Zhang et al., 1996], [Jain et al., 1999]
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Classification and Prediction. Classification is the process of finding a set

of rules that describes and distinguishes data classes or concepts. The

rules (in general decision trees or neural networks) can be built using a

training set. Classification can be used for predicting the class label for a

new object. [Agrawal et al., 1992], [Mehta et al., 1995], [Mehta et al., 1996],

[Antonie and Zaiane, 2002], [Secker et al., 2003], [Klimt and Yang, 2004]

Sequence pattern mining. In sequence pattern mining a database is

provided with a large number of sequences. The task is to discover

such subsequences which are present in a large amount of transactions.

[Agrawal and Srikant, 1995], [Srikant and Agrawal, 1996]

Mining structured data. With the growing demand for solving more com-

plex problems the task of mining frequent patterns is extended to dis-

cover patterns in structured data like graphs as well. [Inokuchi et al., 2000],

[Kuramochi and Karypis, 2001], [Vanetik et al., 2002]

Episode analysis. In episode analysis the database is only one series of events

and the task is to find episodes in this event series. The difference between

the sequence mining and episode mining is in the input data, namely, in

case of sequence mining the number of transactions is high, while in the

case of episode mining it is only one transaction. [Mannila et al., 1995],

[Arjas et al., 1996], [Hatonen et al., 1996], [Mannila et al., 1997]

Outlier analysis. In a database the data which do not comply with the general

behavior of the data are called outliers. Most data mining methods discard

outliers as noise. However, in some cases even the outliers provide relevant

information. In these cases outlier analysis is used. [Arning et al., 1996],

[Sarawagi et al., 1998]

In this work three of the above mentioned problems are addressed, namely the

frequent itemset mining, which is the first part of association rule mining, fre-

quent sequence discovery and frequent graph mining. All of the three problems

are in common in the sense that they are searching for frequently recurring pat-

terns in large databases. However the problems differ in complexity, thus specific

approaches are needed to solve them.
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Frequent Itemset Mining

3.1 Introduction

Frequent itemset discovery plays an essential role in many impor-

tant data-mining problems, for example in association rule mining

[Agrawal et al., 1993b], [Agrawal and Srikant, 1994], in sequential pattern

discovery [Agrawal and Srikant, 1995], in episode mining [Mannila et al., 1997],

in periodic pattern mining [Han et al., 1999] etc. The problem of finding frequent

itemsets was originally proposed by Agrawal et al. [Agrawal et al., 1993b] in

an association rule model. The association rule mining task is to find hidden,

previously unknown relationships in a large amounts of data.

The association rule-mining process is commonly known as the market basket

analysis. Consider the sales database of a supermarket. The transactions of the

database are the baskets of the customers, and the objective of the rule mining is to

find rules like: “40% of the customers buying bread and milk also buy lunch meat”.

The management of the supermarket can use this information for promotions, shelf

placement and so on.

There are many potential application areas for association rule technology, for

example sales management, document clustering, customer segmentation, etc. The

task of discovering the frequent patterns in large databases is computational and

I/O complex. In order to find the patterns, the database has to be scanned several

times, and a lot of possibilities have to be checked to exclude those itemsets that

are not frequent. The number of the potentially frequent itemsets is exponential
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in the number of the items, thus reducing the search space is an essential objective

of the mining process.

Another important task is to minimize the I/O activity of the mining algorithm.

The behavior of various algorithms dealing with the frequent pattern mining task

differs in many aspects. The existing algorithms suffer from several problems re-

garding the computational and I/O cost and high memory requirements. There

are algorithms that have low memory requirements, but their I/O cost is high. In

addition, these algorithms use the “candidate generate and test” approach in gen-

eral, which is a computationally complex task. Other algorithms have a moderate

I/O cost, and usually the number of the I/O scans of these algorithms is constant,

but they are memory intensive. These algorithms assume that the database or

its compressed form fits into the main memory, and the frequent pattern mining

process can be executed on it. These algorithms have advantageous time behavior

when the database fits into the memory, but in other cases they have problems

with continuous swapping.

The aim of several algorithms is not to find all the frequent item-

sets but only the maximal frequent itemsets [Burdick et al., 2001],

[Zou et al., 2002], [Gouda and Zaki, 2001] or only the frequent closed item-

sets [Pasquier et al., 1999a], [Pasquier et al., 1999b], [Pei et al., 2000a],

[Mohammed J. Zaki, 2002]. These algorithms are faster than the algorithms

mentioned earlier since they discover only a subset of the frequent patterns.

An analysis of various association rule mining algorithms is presented in

[Ivancsy et al., 2004].

3.2 Problem Statement

The association rule mining problem is defined as follows [Agrawal et al., 1993b].

Definition 3.1. Let I = {i1, i2, . . . , in′} be the set of items where n′ denotes the

number of items which can appear in the database DI . Any subset of I is called

an itemset. Let Ik(Ik ⊆ I) denote the set of itemsets containing k items. Any

Ik
i , (Ik

i ∈ Ik) is called k-itemset.
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Definition 3.2. A transaction T is a set of items such that T ⊆ I. A transaction

T contains the itemset X if and only if X ⊆ T .

Definition 3.3. The support of an itemset X denoted by σ%(X) is the percentage

of transactions which contain X.

Definition 3.4. An itemset X is called frequent if its support is greater than

a user-given minimum support threshold σ%min
, σ%(X) > σ%min

. Otherwise the

itemset is called infrequent.

However the support and the minimum support threshold are defined as a

percentage, the algorithms convert them to an integer value using the number of

transactions N . In this way calculating the support (σ) of the itemset is only

counting its occurrences in the transactions, and it can be easily compared to the

integer threshold of minimum occurrence denoted by (σmin).

Definition 3.5. An association rule is defined as Ip
i → Iq

j where the itemsets are

disjunctive (Ip
i ∩ Iq

j = ∅). The support of the rule is defined as the support of the

union of the two itemsets (Ip
i ∪ Iq

j ). The confidence(ν) is defined practically as the

conditional probability that a transaction contains Iq
j , given that it contains Ip

i ,

formally, ν =
σ(Ip

i ∪I
q
j )

σ(Ip
i )

.

The process of the association rule discovery can be divided into two main steps.

The first one is to find all the frequent itemsets. The second step is to generate the

rules from the itemsets found during the previous step. The first step is computa-

tionally and I/O or memory intensive. The frequent itemsets are to be found from

the original database which can be terabytes in size. In addition if the number of

the items is n′, there can be potentially 2n′

frequent itemsets. For this reason most

of the association rule mining algorithms deal with the problem of discovering the

frequent itemsets. Because of the high possibility of potentially frequent itemsets,

the algorithms try to reduce the search space by taking advantage of the Apriori

hypothesis described in Hypothesis 3.6.

Hypothesis 3.6 (Apriori hypothesis). An itemset can only be frequent if all of its

subsets are also frequent.
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Corollary 3.7. If an itemset is not frequent no superset of it is frequent.

Using Hypothesis 3.6 the search space can be reduced by creating possible

frequent itemsets, called candidates only from those itemsets which are proven to

be frequent.

3.3 Classification of the Related Algorithms

There are several algorithms that solve the association rule mining problem. The

various algorithms differ in many ways. A classification of the algorithms that find

the frequent itemsets can be made from several aspects, from which I selected the

following as the most relevant features of an itemset discovering method:

• Type of the discovered frequent itemsets

• Number of disk accesses

• Basic support counting approach

• Transaction representation

• Method of the search space traversal

3.3.1 Type of the Frequent Itemsets

There is an essential difference in what the algorithm searches for. An algorithm

may discover all frequent itemsets (Definition 3.4), or the frequent closed item-

sets (Definition 3.8) or only the maximal frequent itemsets (Definition 3.9). The

different kind of frequent itemset classes can be used for different purposes.

Definition 3.8. Let LI be the set of frequent itemsets. We define the set FCI of

frequent closed itemsets in DI as:

FCI = {I ∈ LI | σ(I) > σmin∧ 6 ∃I ′ ∈ LI , I ⊂ I ′, σ(I ′) = σ(I)} (3.1)
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Definition 3.9. Let LI be the set of frequent itemsets. We define the set MFI

of maximal frequent itemsets in DI as:

MFI = {I ∈ LI |6 ∃I ′ ∈ LI , I ⊂ I ′} (3.2)

By means of the frequent itemsets (FI) all the association rules can be deter-

mined. The number of these rules is huge and it is more important that some of

them are redundant. Therefore the concept of frequent closed itemsets (FCI) and

the concept of association rules based on frequent closed itemsets were introduced

in [Pasquier et al., 1999a], [Pasquier et al., 1999b]. It is susceptible of proof that

all association rules that can be deducted from the frequent itemsets can also be

deducted from the association rules based on frequent closed itemsets. Because

the cardinality of the frequent closed itemsets is much smaller than the cardinality

of the frequent itemsets, many algorithms solve the problem of finding the fre-

quent closed itemsets instead of finding all frequent itemsets. These algorithms

are commonly faster.

Mining the maximal frequent itemset (MFI) leads to a loss of information be-

cause it does not contain the support information of the subsets, thus the maximal

frequent itemsets in themselves only are not useful for generating association rules.

However, there are applications where the set of maximal patterns is needed, such

as combinatorial pattern discovery in biological applications [Burdick et al., 2001].

In those cases the purpose is to determine the maximal frequent itemsets because

the set of MFI is expected to be smaller than the set of FCI, and FCI is expected

to be smaller than FI. Therefore it is susceptible of proof that MFI ⊆ FCI ⊆ FI.

3.3.2 Number of Disk Accesses

One major feature of an algorithm is its I/O cost. Regarding the number of the I/O

scans, four types of frequent itemset discovering algorithms can be distinguished.

• Level-wise algorithms. An algorithm is level-wise, if it reads the data-

base as many times as the size of the maximal frequent itemset, and it

discovers all the i-frequent itemsets during the ith database scan. The

methods belonging to this class discover itemsets of the same size during
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one database scan. The algorithms presented in [Agrawal et al., 1993b],

[Park et al., 1995a], [Park et al., 1995b] are level-wise algorithms.

• Semi-level-wise algorithms. An algorithm is semi-level-wise if it reads the

database less than or equal to the size of the maximal frequent itemset and

it discovers not only the i-frequent itemsets on the ith database scan. In this

case, the frequent itemsets discovered during the ith database scan cannot be

divided into disjoint sets regarding the sizes of the itemsets. In other words,

the sizes of the frequent itemsets and the database scans overlap. Semi-level-

wise method is for example the algorithms presented in [Brin et al., 1997a],

[Brin et al., 1997b].

• Multi-level-wise algorithms. An algorithm is multi-level-wise if it reads the

database less times than the size of the maximal frequent itemsets, and it

discovers not only the i-frequent itemsets during the ith database scan but

also all the (i + 1), (i + 2) . . . (i + s)-frequent itemsets, where s is the number

of the different itemset sizes. In this case, the sizes of the frequent itemsets

and the database scans do not overlap. The ItemsetCode and the Cubic

algorithms proposed in this work are multi-level-wise algorithms.

• Two-phase algorithms. An algorithm is a two-phase algorithm if it reads the

database exactly twice like the algorithms in [Savasere et al., 1995],

[Toivonen, 1996], [Han et al., 2000b], [Goethals and Zaki, 2004],

[Pei et al., 2001a], [El-Hajj and Zaiane, 2003], [El-Hajj and Zaiane, 2004]

do.

The drawback of a level-wise algorithm is its high I/O cost. If the size of the

maximal frequent itemset is k, it has to read the database k times, even when

only one k-frequent itemset exists. An enhancement of the level-wise approach is

the semi-level-wise approach. In this case, some database scans can be reduced by

collecting information about the greater frequent itemsets on the previous levels.

The two-phase algorithms read the database only twice. There are three types

of the two-phase algorithms: the partitioning algorithms, the sampling algorithms

and the database compression algorithms.
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3.3.3 Fundamental Support Counting Approach

Another major aspect that can influence the performance of the algorithm signif-

icantly is whether it uses candidates to discover the frequent itemsets. This fact

influences the computational cost of the algorithm. Regarding this aspect, three

types of approaches can be distinguished.

• Pure candidate approach. In the pure candidate approach, candidates

are generated which satisfy the Apriori hypothesis. The algorithms pre-

sented in [Agrawal et al., 1993b], [Park et al., 1995b], [Shenoy et al., 2000],

[Zaki, 2000], [Ananthanarayana et al., 2000], [Savasere et al., 1995], belong

to this class.

• Non-pure candidate approach. In this case, candidates are generated, but

there are candidates among them that do not accomplish the Apriori hy-

pothesis. The motivation of this approach can be that the candidates can

be handled in a simpler way as it is shown in the ItemsetCode and Cubic

algorithms proposed in this thesis.

• No candidate approach. In this case, no candidates are used to dis-

cover the frequent itemsets. In general, in this case the database is

projected in such a way that there is no need to generate any can-

didates to discover the frequent itemsets. No candidate approach is

used in [Han et al., 2000b], [Goethals and Zaki, 2004], [Pei et al., 2001a],

[El-Hajj and Zaiane, 2004], [El-Hajj and Zaiane, 2003].

In general, the approach of using candidates makes the algorithm memory mod-

erate; however, in this case, more computational steps have to be done. This

approach is called “candidate generate and test” approach in the literature. The

main drawback of this “candidate generate and test” approach is the high compu-

tational cost of excluding the infrequent candidates.

3.3.4 Transaction Representations

It is of interest, and it is considerable which transaction representation should be

used by the algorithm. Choosing the right transaction representation depends on
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several factors. One of them is how the original dataset or database is organized

that is, in which form is the data available for the algorithm. Another point of

view is which representation is more suitable for the internal operation of the

specific algorithm. The representation of the transactions can be fundamentally

the following: horizontal item list, horizontal item vector, vertical TID (transaction

identifier) list, and vertical TID vector.

Each representation has its advantages and disadvantages. It is worth consid-

ering which form of data the actual algorithm should deal with. There are two

ways of organizing the transactions. In the first case the items are enumerated for

each transactions, that are held by the given transaction. In the second case the

transactions’ IDs are enumerated for each item that holds the given item. There

are four groups of transaction representation.

• Horizontal item list (HIL)

The representation of a transaction contains a transaction id (TID), and for

each transaction there is an ordered list of the items.

• Horizontal item vector (HIV)

The representation of a transaction contains the TID, and the items belong-

ing to a transaction is represented in a bit vector. The length of the vector

is the same as the number of the items (n′). The ith bit in the vector is 1 if

the transaction holds the ith item, it is 0 otherwise.

• Vertical TID list (VTIDL)

For each item there is a list of TIDs. These TIDs are the IDs of those

transactions that hold the given item.

• Vertical TID vector (VTIDV)

In this case, for each item there is a bit vector. The length of the vector

equals the number of the transactions in the database. A bit belongs to each

transaction. If the ith transaction holds the given item, then the ith bit is 1

in the vector, otherwise 0.

The advantage of the list representation is that we use storage space only for

those items (or transactions) which belong to the given transaction (or item). If

the number of the items in a transaction is relatively small, it is worth using this
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representation. There is a case for the horizontal item list in which the data is

available almost in this form; there is no need for transformation from the one

representation to another.

The advantage of the vertical TID vector is that we can calculate the support

of an itemset only by intersecting (logical AND operation) the two vectors, that

belong to the parts of the itemset unlike in the case of horizontal representation,

when we have to go through all the transactions list, and count the occurrences of

the given items. The vertical TID vector can be more efficient than the vertical TID

list, if the average number of the occurrence is bigger than N
32

(where N denotes the

number of transaction in the database), because if we store a TID in 32 bits, and

an item occurs in more than N
32

transactions, then it is more efficient to hold them

in a vector [Burdick et al., 2001]. Furthermore, the bit vector can be compressed,

thus in the practice it can be even more efficient regarding the memory utilization.

It may happen that we use various form of representations during the algorithm

depending on which form better fits our needs.

3.3.5 Search Space Traversal

It is an interesting issue which approach is used when the search space is traversed.

Basically three different types of traversal exist, the greedy search, the breadth-first

search (BFS) and the depth-first search.

In case of greedy search the algorithm does not necessarily discover all the

frequent itemsets, but maybe only a part of them, which cannot be, however,

determined in advance. It means that the result of the search depends on the

starting point of the algorithm. In itemset mining there are no known algorithms

which use greedy search, which means that the algorithms provide the same results

independently of the starting point of the algorithm.

In case of breadth-first search the space of the candidates is tra-

versed such that candidates having the same size are discovered at a

time interval, and greater ones are discovered just after all the smaller

ones were checked. The BFS approach is used by the algorithms pro-

posed in [Agrawal and Srikant, 1994], [Park et al., 1995b], [Brin et al., 1997b],

[Pasquier et al., 1999a], [Mohammed J. Zaki, 2002], [Roberto J. Bayardo, 1998],
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[Gouda and Zaki, 2001]. Depth-first search algorithms discover frequent itemsets

of different sizes at the same time. DFS is used in [Brin et al., 1997a], [Zaki, 2000],

[Zou et al., 2002], [Burdick et al., 2001], [Agarwal et al., 2000].

3.3.6 Classification

Figure 3.1 shows the classification of the algorithms regarding the following aspects.

The algorithms are grouped together regarding their completness (FI, FCI and

MFI are the notations in the figure). The other two important aspects are the

representation of the transactions during the mining process and the way the search

space is traversed during the mining process.

Besides the best-known algorithms also the ItemsetCode and the Cubic algo-

rithm are classified in order to have a better overview of the place of the two new

algorithms among the best known ones.

Figure 3.1. Classification of the frequent itemset mining algorithms
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3.4 Basic Algorithms

One of the best known itemset mining algorithms is the Apriori algorithm in-

troduced in [Agrawal et al., 1993b]. It is a level-wise algorithm and uses a pure

candidate approach. The level-wise, pure candidate approach of the Apriori means

that on each level candidates are generated from those itemsets which are proven

to be frequent on the previous level. For generating the candidates the Apriori

hypothesis is fully exploited, thus all the subsets of potentially frequent itemsets

are tested whether they are really frequent. After the candidates are generated on

a given level, a database scan follows and those candidates are filtered out whose

support does not exceed the minimum support threshold. To improve the process

of counting the support of the candidates, the Apriori algorithm stores them in a

hash-tree. However, using a hash-tree in the case of a great number of candidates

can be inefficient.

Several algorithms were presented to enhance the Apriori algorithm. One of

them is the DHP (Direct Hash and Prune) [Park et al., 1995b], [Park et al., 1995a]

algorithm, which also collects information about the (i + 1)th itemsets during the

ith frequent itemset discovering step. This is done using hash tables and its aim is

to reduce the search space in the further levels, i.e., to reduce the number of the

candidates. It also writes back the pruned transactions to the database, thus the

size of the database to be processed can be reduced.

Another enhancement of the Apriori algorithm is the DIC (Dynamic Item-

set Counting) [Brin et al., 1997a] algorithm, which aims to reduce the I/O cost

of the Apriori algorithm. It counts the support dynamically of more than one

sized itemsets at the same time, thus this algorithm is a semi-level-wise algo-

rithm. The number of the disk scans needed by the DIC algorithm can be smaller

than that of the Apriori algorithm. [Bodon and Rónyai, 2003] suggest a new can-

didate storage structure called trie instead of the hash tree used by the Apri-

ori algorithm. The benefit of using the trie structure is the efficient handling of

the candidates. There are several algorithms whose aim is to solve the frequent

pattern discovering problem in an efficient way [Shenoy et al., 2000], [Zaki, 2000],

[Ananthanarayana et al., 2000].



Chapter 3. Frequent Itemset Mining 21

As mentioned earlier, three types of two-phase algorithms exist. One of them is

the Partition [Savasere et al., 1995] algorithm, which partitions the database into

small chunks that can be handled in memory. During the first database scan,

the chunks are created and locally frequent itemsets are discovered usually using

the Apriori algorithm in the memory. During the second database scan, the global

support of the locally frequent itemsets are counted. The problem of the algorithm

can be the high number of the locally frequent itemsets, which are globally not

frequent. If they do not fit into the memory, further database scans are needed.

In this case, the algorithm is not a two-phase algorithm any more.

Another two-phase algorithm is a sampling algorithm presented in

[Toivonen, 1996]. In this case, the database is sampled during the first database

scan, and the frequent itemsets are found only from the small, sampled part of

the database. The second database scan is needed to verify the frequent itemsets.

The problem of the algorithm is that it does not necessarily find all the frequent

itemsets because of the sampling approach. However, there are methods that can

detect if not all the itemsets were found.

Another approach that basically differs from the “candidate generate and

test” approach uses the FP-growth (Frequent-pattern growth) [Han et al., 2000b],

[Goethals and Zaki, 2004] algorithm, which is a two-phase method. It counts the

support of the 1-frequent itemsets during the first database scan and during the

second database reading it compresses the frequent items of the transactions into

the main memory. In this way, the discovering step is to be done without any

more database scans and it does not use any candidates to generate the frequent

itemsets.

Some enhancements of the FP-growth method are presented in

[Pei et al., 2001a], [El-Hajj and Zaiane, 2004]. These memory-based algo-

rithms are in general faster than the Apriori-like algorithms if the database fits

into the main memory. However, if it does not fit in the memory, the speed of the

FP-growth-like algorithms decreases dramatically.
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3.4.1 Apriori Algorithm

The most commonly known, the most cited and the first presented association

rule mining algorithm is the Apriori∗ algorithm introduced by Agrawal et al in

[Agrawal et al., 1993b]. Since its introduction, several algorithms were presented

that are based on it.

The main idea of the algorithm is based on the Apriori hypothesis (Hypo-

thesis 3.6), namely, an itemset can only be frequent if all of its subsets are also

frequent. Exploiting this knowledge makes it possible to reduce the search space

efficiently when discovering the frequent itemsets, because using this knowledge

the number of the candidates can be reduced. The Apriori algorithm is a level-

wise method, which means that it discovers the k-itemsets during the kth database

scan.

The algorithm works as follows. During the first database scan, the items in

the transactions are counted, and the infrequent ones are discarded. In this way

the frequent 1-itemsets are found. From these frequent items two candidates are

generated by creating all the combinations of them by keeping the lexicographic

order. Formally, the items x and y form a candidate (x, y) when x ≤ y. During

the second database scan, the support of the 2-candidates are counted. After a

database reading, the counters of the candidates are checked whether they are over

the minimum support threshold. If the value of a counter exceeds the threshold,

the candidate belonging to it becomes frequent, otherwise it is excluded.

The 3-candidates are generated from the frequent 2-itemsets regarding the fol-

lowing rule. Let two itemsets (i1, i2) and (i3, i4) be given where i1 < i2 and i3 < i4

as mentioned earlier. The two itemsets can form a 3-candidate if (i) i1 = i3 and

(ii) (i2, i4) is also frequent. Fulfilling the second condition means that the Apriori

hypothesis is fulfilled. The resulting 3-candidate is the following: (i1, i2, i4). In

general two k-itemsets are joined by keeping the lexicographic order to form a

(k + 1)-itemset if the first k − 1 items of them are in common and all the (k − 1)-

subsets of the resulting candidate are frequent as well.

∗The name of the algorithm is based on the word “a priori”, however the Apriori is the name
of the algorithm and does not follow the spelling of the basic word.
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The algorithm terminates if no candidates can be generated or no frequent

itemsets are found. The pseudo code of the algorithm is shown by Algorithm 3.1

and Algorithm 3.2.

Algorithm 3.1 Pseudo code of the Apriori algorithm

1: procedure Apriori(σmin)
2: L1 = find frequent 1-itemsets
3: for k = 2;Lk−1 ! = null;k++ do
4: Ck = AprioriGen(Lk−1)
5: for all transaction t ∈ DI do
6: Ct = subset(Ck, t)
7: for all candidate c in Ct do
8: c.counter++
9: for all c in Ck do

10: if c.counter > σmin then
11: Lk.Add(c)
12: return Ck

Algorithm 3.2 Pseudo code of the AprioriGen procedure

1: procedure AprioriGen(σmin)
2: for all itemset l1 in Lk−1 do
3: for all itemset l2 in Lk−1 do
4: if l1[1] = l2[1] and l1[2] = l2[2] and . . . and l1[k − 2] = l2[k − 2]

and l1[k − 1] < l2[k − 1] then
5: c = l1 join l2
6: if c has infrequent subset then
7: delete c
8: else
9: Ck.Add(c)

10: return Ck

3.4.2 FP-growth Algorithm

One of the algorithms which does not use any candidates to discover the fre-

quent patterns is the FP-growth (Frequent Pattern-Growth) algorithm proposed

in [Han et al., 2000b]. The other main difference between this and the Apriori al-

gorithm is the number of the database readings. While the Apriori is a level-wise,

“candidate generate and test” algorithm, the FP-growth is a two-phase, database
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projection-based method. It reads the database twice only, and stores the database

in a form of a tree in the main memory.

The algorithm works as follows. During the first database scan, the number

of occurrences of each item is determined, and the infrequent ones are discarded.

Then the frequent items are ordered descendingly according to their support. Dur-

ing the second database scan, the transactions are read and the frequent items of

them are inserted into a so-called FP-tree (Frequent Pattern-tree) structure. In

this way the database is pruned and is compressed into the memory. The aim of

using the FP-tree is to store the transactions in such a way that discovering the

patterns can be achieved efficiently.

Each node in the tree contains an item, a counter to count the support, and

links to the child nodes, to the parent nodes and to the siblings of the node. The

rule for constructing the FP-tree is as follows. When reading a transaction, its

infrequent items are omitted, and the frequent ones are ordered according to their

support. Then the transaction is inserted into the tree. If the tree is empty, the

transaction is inserted as the only branch in the tree. If it is not empty, while

the first k items of the transaction match the prefix of one of the branches of the

tree, a counter is incremented in each referred node in the tree. From the (k +1)th

item, a new branch is created as a child of the node, which corresponds to the kth

item in the transaction, and the further items in the transaction are inserted as

this new branch with a support counter set to one. The FP-tree contains a header

which contains the sorted 1-frequent items, their supports and a pointer to the

first occurrence of the given item in the tree. The other occurrences of the given

item in the tree are linked together sequentially as a list.

The FP-tree is processed recursively by creating several so-called conditional

FP-trees. This is the recursive pattern growth method of the algorithm. When a

conditional FP-tree contains exactly one branch, the frequent itemsets are gener-

ated from it by creating all the combinations of each item. When traversing the

whole FP-tree in such a recursive way, all the frequent itemsets are discovered.

The pseudo code of the FP-growth algorithm is illustrated by Algorithm 3.3.
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Algorithm 3.3 Pseudo code of the FP-growth algorithm

1: procedure FPGrowth(Tree, α)
2: if Tree contains a sigle path P then
3: for all β = comb. of nodes in P do
4: pattern = β ∪ α
5: sup = min(sup of the nodes in β)
6: else
7: for all ai in the header of Tree do
8: generatepattern = β ∪ α
9: sup = ai.support

10: construct β’s conditional pattern base
11: FPTree = construct β’s conditional FP-tree
12: if FPTree != 0 then
13: FPGrowth(FPTree,β)

3.4.3 Measurement Environment

The experimental results presented in this chapter were performed on synthetic

datasets created by a publicly available dataset generator code from the IBM Quest

data mining project [Agrawal and Srikant, 1994]. These datasets simulate real-

world transactions, where people buy sets of items. The simulations were executed

on a Pentium 4 CPU, 2.4GHz, and 1GB of RAM computer. The algorithms were

implemented in C# using .NET Framework v1.1.

The name of the datasets contains notations for the different parameter settings

used when creating the datasets, thus using these parameters the distribution of

the transactions and the frequent itemsets can be obtained. The meaning of the

parameters is depicted in Table 3.1. The number of the items (n′) that can occur

in the database was set to 1000 except when given otherwise.

Table 3.1. Meaning of the parameters in the names of the datasets

Parameter Meaning
T Average length of the transactions
I Average size of maximal

frequent itemsets
D Number of transactions
K Thousand
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For example, the parameters of the dataset T20I7D10K are as follows. The

average length of the transaction is 20, the average length of the maximal frequent

itemsets is 7, and the database contains 10,000 transactions.

When investigating the various parameters which can be set in the dataset

generator one can see that the statistical properties of the datasets can be signif-

icantly different. Because the measurements cannot cover all cases, a strategy is

needed to select the most relevant datasets for the simulations. In the experiments

the parameters were selected according to the parameter settings presented in the

related work. The ranges of the different parameters were as follows: T was set

between 10 and 22 (10, 15, 20 and 22), I was set between 4 and 8 (4, 5, 6 and 8).

The number of transactions was set between 20 and 320.

The other main parameter to the mining process is the minimum support

threshold. In this case, the directions were also inspired by related publications,

namely, in most cases the minimum support threshold was set between 0.5% and

1.5%. The upper bound of the threshold was mainly determined by the distribu-

tion of the dataset, because by minimum support values higher than 1.5%, only

2-frequent itemsets can be discovered.

3.4.4 Comparison of the Algorithms

In order to find a more efficient algorithm to solve the frequent itemset mining

problem in a given range of the parameters, the behavior of the most representa-

tive algorithms should be investigated. After detecting their drawbacks, a novel

method can be developed whose aim is to avoid the disadvantages found by the

examined algorithms. Because the execution time and the memory requirements

were declared in Chapter 1, as the main investigated features of the algorithms that

determine their performance, the subjects of the investigation are the execution

time behavior and the memory requirements of both described algorithms.

A major aspect of the examination is the parameters of the dataset which

affect the behavior of the algorithms significantly. The two main parameters of

the datasets are the number of items that can appear in the transactions, denoted

by n′, and the number of transactions, denoted by N .
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Figure 3.2 (a) shows the execution times of the Apriori and FP-growth algo-

rithms as a function of the number of transactions. It can be easily concluded

that the dependency between the execution time of the Apriori algorithm and

the number of transactions is linear, and that of the FP-growth algorithm can be

approximated by a polynomial of order two.

The memory requirement of the two algorithms is depicted in Figure 3.2 (b) as

a function of the number of transactions. It is obvious, that the memory require-

ment of the Apriori algorithm does not depend on the number of transactions.

The reason for that can be found in the “candidate generate and test” approach.

The number of the candidates does not depend on the number of transactions; it

depends only on the item number and on the minimum support threshold.

The memory requirement of the FP-growth algorithm increases significantly

with the growth of the number of transactions. The reason for this can be found

by examining the sizes of the trees which are generated by the algorithm. If the

algorithm mines two datasets with the same statistical properties but one contains

an order of magnitude more transactions than the other, the first FP-tree built by

the FP-growth algorithm contains an order of magnitude more nodes in the former

case than in the latter. However the rules that have been established are nearly

the same.

From this fact we can draw the conclusion that there are several redundant

nodes in the FP-tree when increasing the number of the transactions. The claim

arises to modify the algorithm so that the created tree does not contain as many

redundant nodes as in the original case. The function between the number of

transactions and the size of the first generated tree is linear, which is shown in

Figure 3.3 (a) by different minimum support thresholds.

The advantage of the FP-growth algorithm is the quick mining process which

does not use candidates. Its drawback is, however, that the memory requirement of

the algorithm is huge, especially for lower minimum support thresholds. The main

problem of the “candidate generate and test” methods is the computational cost

when filtering out the infrequent itemsets. Figure 3.3 (b) shows the execution time

of the Apriori algorithm by itemset levels when using T20I7D200K dataset. When

investigating the execution times by itemset levels, it is shown that the algorithm

uses most of its time discovering the small frequent itemsets. In general, it uses
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more than 70% of its execution time discovering the 4-frequent itemsets, and more

than 50% of this time is used finding the 2-frequent itemsets. The reason is the

huge number of candidates in the first four levels. The numbers of the candidates

on each single level are depicted in Figure 3.4 (a). It can be seen well that the

number of the candidates in the second level is two orders of magnitude higher

than in the further levels, however, the number of the frequent itemsets depicted

in Figure 3.4 (b) are about the same.

The Apriori algorithm stores the candidates in a hash tree in order to quickly

find those candidates, which are to be checked whether they are contained within

a certain transaction. The benefit of using a hash-tree is to reduce the number of

candidates to be checked when processing a transaction. During a database scan,

each transaction is processed and its subsets are checked whether a counter belongs

to it in the hash tree or not. This method is faster than finding the candidates

by linear search, but in case of huge number of candidates, using a hash tree is

inefficient.

The number of the database accesses of the Apriori algorithm is equal to the

size of the maximal frequent itemset. It accesses the database k times even when

only one k-frequent itemset exists. If the dataset is huge, the multiple database

scans can be one significant drawback of the Apriori algorithm.

(a) (b)

Figure 3.2. (a) Execution time and (b) peak memory of the two algorithms as a function

of the number of transactions by 0.9% minimum support threshold
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(a) (b)

Figure 3.3. (a) Sizes of the FP-trees as a function of the number of transactions by

0.8%, 1.3% and 1.5% minimum support thresholds (b) Execution time on each level of

the Apriori algorithm when using T20I7D200K dataset

(a) (b)

Figure 3.4. (a) Sizes of the candidates and (b) sizes of the frequent itemsets on each

level when using T20I7D200K dataset

3.5 ItemsetCode Algorithm

When investigating the behavior of the algorithms mentioned in Section 3.4.4, it is

clear that the main problem of the “candidate generate and test” algorithms is the

time-consuming process of determining the support of the small candidates, and

the drawback of the two-phase algorithms, especially of the FP-growth algorithm,

is their memory requirement. For this purpose, a novel algorithm is needed that
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handles the candidates easier and faster, and uses less memory than the two-phase

algorithms.

The aim of the suggested ItemsetCode algorithm is to quickly find the small

frequent itemsets. The algorithm is a multi-level-wise algorithm which means that

the process of discovering the frequent itemsets can be divided into non-overlapping

phases regarding the database scans. It uses a non-pure candidate approach to

quickly count the support of the candidates. The main idea of the algorithm is

the coding mechanism, which allows finding the 4-frequent itemsets by a direct

indexing method.

In the next two subsections, the ItemsetCode algorithm is presented in detail.

In Section 3.5.1 the theoretical background of the algorithm is introduced and the

coding mechanism, which is an essential part of the ItemsetCode algorithm, is

explained. In Section 3.5.2, the steps of the novel algorithm are presented. In the

same section, the pseudo code of the algorithm is depicted as well.

3.5.1 Coding Mechanism

The ItemsetCode algorithm is based on the coding mechanism of the 2-frequent

itemsets. By creating the pairs of the codes, it makes possible in the further steps to

index the 3- and 4-frequent itemsets directly as explained later. Before explaining

the coding mechanism in detail, some terminologies need to be reviewed.

Definition 3.10. Let P be a set. A total ordering on set P is a binary relation

≤, such that for all X,Y, Z ∈ P holds the following:

X ≤ X (reflexivity) (3.3)

If X ≤ Y and Y ≤ X then X = Y (antisymmetry) (3.4)

If X ≤ Y and Y ≤ Z then X ≤ Z (transitivity) (3.5)

X ≤ Y or Y ≤ X (totalness) (3.6)

Definition 3.11. A lexicographical ordering is a natural ordering structure of the

Cartesian product of two ordered sets. Given A and B are two ordered sets, the
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lexicographical ordering in the Cartesian product is defined by Eq. 3.7

(a1, b1) ≤ (a2, b2) if a1 < a2 or (a1 = a2 and b1 ≤ b2). (3.7)

Definition 3.12. A function f : X → Y is called onto if for every y ∈ Y there is

an x ∈ X, such that f(x) = y.

Definition 3.13. A function f : X → Y is called one-to-one if f(x) = f(y)

implies x = y.

Definition 3.14. Let X and Y be sets. A function f : X → Y that is one-to-one

and onto at the same time is called a bijective function from X to Y .

As mentioned in Section 3.2, the set of items is I = i1, i2, . . . , in′ and the

itemsets are denoted by Ik, where k stands for the number of items contained in

the itemset. Let us denote the set of candidates on the ith level with Ci
I and the

frequent itemsets with Li
I . The codes for coding 2-frequent itemsets are defined as

follows.

Definition 3.15. Let Ξ = ξ1, ξ2, . . . , ξk be the set of codes where n denotes the

number of frequent itemsets, and the following conditions hold:

ξ1 = n + 1 (3.8)

ξk = n + k, (k = |L2
I |) (3.9)

ξi+1 − ξi = 1, ∀i (0 < i < k) (3.10)

Proposition 3.16. The set of codes defined in Definition 3.15 is a total ordered

set.

Proof. It follows from Eq. 3.10. It enforces the total ordering of the code elements

of the set.

It can be seen well in Definition 3.15 that the codes are simply continuous

numbers starting at the number of frequent items, and the number of the codes

equals the number of the 2-frequent itemsets.

After defining the code set, a function has to be defined between the 2-frequent

itemsets and the codes. Because L2 is lexicographically ordered, it is a total ordered
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set, and the set of codes is also a total ordered set according to Proposition 3.16,

and since the number of elements in both sets is the same, it is possible to define

a bijective function between the two sets.

Definition 3.17. Let Fξ : L2
I → Ξ be a bijective coding function between the

2-frequent itemsets (L2) and the codes (Ξ) according to Eq. 3.11:

∀i(0 < i < k) Fξ : L2
Ij
→ ξj. (3.11)

Definition 3.18. Let FD = F−1
ξ : Ξ → L2

I be the decoding function. It always

exists, because Fξ is a bijective function. If ξ ∈ Ξ is a code, and x,y ∈ I are items,

the following conditions are true:

FD,1(ξ) = x iff Fξ(x, y) = ξ (3.12)

FD,2(ξ) = y iff Fξ(x, y) = ξ (3.13)

After coding all the 2-frequent itemsets with the coding function according to

Definition 3.17, the two combinations of the codes form the 3- and 4-candidates.

A code pair forms a 3-candidate if they have one item in common. Otherwise it

forms a 4-candidate.

Proposition 3.19. If all the code pairs ξiξj (0 < i, j ≤ k) are generated as 3- and

4-candidates from the codes, the decoded form of the 3- and 4-candidates appears

exactly three times.

Proof. The proof consists of two steps.

• Consider the 3-frequent itemset {i1, i2, i3} where i1 < i2 < i3. Because of

the Apriori hypothesis, all its 2-subsets are also frequent. If the 3-frequent

itemset {i1, i2, i3} has to be generated from a pair of 2-frequent itemsets,

where the lexicographically order is kept, the possibilities are the following:

– {i1, i2}, {i1, i3}

– {i1, i3}, {i2, i3}

– {i1, i2}, {i2, i3}.



Chapter 3. Frequent Itemset Mining 33

Because all the 2-frequent itemsets have a corresponding code, these pairs

will be present among the candidates, thus all 3-frequent itemsets will be

discovered three times.

• Consider the 4-frequent {i1, i2, i3, i4} where i1 < i2 < i3 < i4. Because a 4-

frequent itemset can only be generated from those 2-frequent itemsets which

have no items in common, it can be generated from the following pairs of

2-frequent itemsets, which means, that the same 4-frequent itemset is found

three times:

– {i1, i2}{i3, i4}

– {i1, i3}{i2, i4}

– {i1, i4}{i2, i3}.

According to Proposition 3.19, when creating all the two combinations of the

codes, there will be some redundant codes among the candidates. In order to

exclude the redundant code pairs, some rules have to be introduced.

Rule 1. If and only if FD,2(ξi) = FD,1(ξj), then the code pair ξiξj is a 3-candidate.

Rule 2. If and only if FD,2(ξi) < FD,1(ξj), then the code pair ξiξj is a 4-candidate.

Proposition 3.20. The candidates generated from the codes regarding Rule 1

and Rule 2 contain all the 3- and 4-candidates, and no redundant candidates are

present. Furthermore, the resulting candidate set partially exploits the Apriori

hypothesis.

Proof. Proof 3.5.1 shows the possibilities to generate the 3- and 4-frequent itemsets.

Because Rule 1 and Rule 2 choose exactly one out of the three possibilities, it means

that there will be no redundant candidates. Because at least (exactly) one is chosen

out of all the possibilities, all the candidates will be present in the candidate list.

The second part of Proposition 3.20, namely, that the candidate set only par-

tially exploits the Apriori hypothesis can be prooven as follows. When generating

the 3-candidate ξiξj whose decoded form is {FD,1(ξi), FD,2(ξi), FD,2(ξj)}, it is not
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checked whether the itemset {FD,1(ξi), FD,2(ξj)} is frequent. The Apriori hypoth-

esis is, however, partially exploited when the 3- and 4-candidates only from the

2-frequent itemsets are generated.

The reason for having some candidates that do not exploit the Apriori hypoth-

esis is explained in Subsection 3.5.2.

3.5.2 Description of the ItemsetCode Algorithm

After the coding mechanism of the ItemsetCode algorithm is introduced, its process

can be described as follows. During the first database scan, the 1- and 2-frequent

itemsets are discovered using an upper triangular matrix M1. The diagonal el-

ements of the matrix are counters for the items and the other elements are the

counters for the item pairs. The counters in the matrix can be addressed simply

by indexing the matrix based on the items. Because only an upper triangular

matrix is used, the lexicographical order of the item pairs is guaranteed.

After the database is scanned, the matrix is traversed. The ith row of the matrix

is processed only if the ith diagonal element is over the minimum support threshold.

In this case, the elements in the row are checked to find out whether their values

exceed the threshold. If the item M [i, j] > σmin, (0 ≤ i ≤ n, i < j) holds, a code is

assigned to the 2-frequent item {i, j} using the function Fξ. It is realized by setting

the element of the matrix to the value of the code and the 2-frequent itemset is

inserted into a result list with its support. If the element M [i, j] ≤ σmin holds, the

value of the element is set to −1. In this process, the codes are given sequentially

because the matrix is traversed in lexicographical order. In this way, the coding

function given in Definition 3.17 is realized.

After coding the 2-frequent itemsets, the 3- and 4-candidates have to be

generated. A natural solution would be to generate a further upper trian-

gular matrix M2, which could be indexed with the codes as described in

[Ivancsy and Vajk, 2004b]. It has, however, two drawbacks. Firstly in this case,

the satisfaction of Rule 1, and Rule 2 cannot be enforced during the candidate

support counting phase; it can only be fulfilled in the decoding phase. Another

problem can be the great size of the matrix, which holds several code pairs which

are not candidates.
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In such a case, instead of using a matrix an efficient candidate storage structure

will be an embedded list. The counter structure for the candidates is a list Λ, which

is indexed by the first part of the code pair ξiξj (i.e., it is indexed with the code

ξi). In order to index the list, an offset is needed whose value is the item number

denoted by n. The pth item of the list (Λ[p]) contains a list Λp that holds the codes

with which the code ξi = p+n forms a candidate. These candidates are generated

using Rule 1 and Rule 2.

The first item of the list is the smallest code that satisfies Rule 1. The further

codes are all the codes between the first code in the list and the maximum code.

These further codes satisfy either Rule 1 or Rule 2.

Proposition 3.21. If a code ξj does not exist for a code ξi, such that the code pair

ξiξj satisfies Rule 1, no list has to be created for ξi.

Proof. If there is no code which satisfies Rule 1, it means that there is no 3-

candidate which contains the itemset FD,1(ξi), FD,2(ξi). In this case, there is no

need to generate 4-frequent itemsets from this code because of the Apriori hypoth-

esis.

Definition 3.22. Let Λ be a list of objects. Let Λp be the list belonging to the

pth item of Λ, and the code indexing the pth item is ξi, (ξi = p + n). The items in

Λp (denoted by Λp(i)) are created according to Eqs. 3.14, 3.15 and 3.16.

Λp[0] =







min
j
{ξj} where FD,1(ξj) = FD,2(ξi) if exists

null otherwise







(3.14)

Λp[max] =

{

ξk if Λp[0] 6= null

null otherwise

}

(3.15)

Λp[q] =

{

Λp[q − 1] + 1 if Λp[0] 6= null

null otherwise

}

, 0 < q < max (3.16)

Proposition 3.23. The list Λ created according to Definition 3.22 contains all the

3- and 4-candidates.
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Proof. The proposition follows from the construction of the list and from the coding

function. The codes belonging to the code ξi = p+n, which together satisfy Rule 1

and Rule 2, are the codes defined in Eqs. 3.14, 3.15 and 3.16.

After creating the counter structure, the database is scanned and the items in

the transactions are coded using the M1 matrix, i.e., the Fξ coding function. Only

those item pairs are coded which have a corresponding code value in the matrix,

the other code pairs are discarded. After coding the transaction, all two subsets

of the codes are created. The first part of the code pair addresses the lists and the

second part addresses the counter in the list selected by the first code.

After the second database scan, the 3- and 4-frequent itemsets are found by

traversing the counter structure and selecting those code pairs, whose counter value

is over the minimum support threshold. The Apriori hypothesis is only partially

exploited in order to save time and to have a compact counting structure. In this

way, the lists are continuous, thus addressing the code pairs can be performed by

two subtractions (code−offset) and by two indexing steps. The pseudo code of the

ItemsetCode algorithm is depicted in Algorithms 3.4, 3.5 and 3.6.

Algorithm 3.4 Pseudo code of the ItemsetCode algorithm

1: procedure ItemseCode()
2: M1:=createMatrix(n)
3: for all transaction t do
4: for all i ∈ t do
5: for all j ∈ t, j > i do
6: M1[i, j] + +
7: counter := 0
8: for i = 0; i < n − 1; i + + do
9: for j = i + 1; j < n; j + + do

10: if M1[i, j] > σmin then
11: resultList.Add(i,j, M1[i, j])
12: M1[i, j] := n + counter
13: counter + +;
14: else
15: M1[i, j] := −1
16: codemax = counter;
17: Λ := createCounterStructure();

18: for all transaction t do
19: t1 := createList()
20: for i = 0; i < t.size − 1; i + + do
21: for j = i+1; j < t.size; j ++ do
22: if M1[t[i], t[j]] 6= −1 then
23: t1.Add(M1[i, j])
24: for i = 0; i < t1.size − 1; i + + do
25: for j = i + 1; j < t1.size; j + +

do
26: Λ[t1[i]][t1[j]]] + +
27: for (i = 0; i < Λ.size − 1; i + +) do
28: if Λ[i] 6= null then
29: for (j = 0; j < Λ[i].size; j + +)

do
30: if Λ[i][j] > σmin then
31: decode(i+n, j+Λ[i][0], Λ[i][j])
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Algorithm 3.5 Pseudo code of the createCounterStructure() function

1: procedure createCounterStructure()
2: Λ = newobject[n]
3: for (i = 0; i < n; i + +) do
4: if (M1[i, i] > σmin) then
5: for (j = i + 1; j < n; j + +) do
6: code = M1[i, j]
7: if code 6= −1 then
8: begincode = min(M1[i, :])
9: Λ[i] = newint[codemax − begincode]

Algorithm 3.6 Pseudo code of the decode() function

1: procedure decode(c1, c2, σ)
2: p := resultList(c1 − n).getItems()
3: q := resultList(c2 − n).getItems()
4: if p[1] 6= q[1] and p[2] 6= q[2] then
5: if p[2] = q[1] then
6: resultList.Add(p[1],p[2],q[2],σ)
7: else if p[1] < p[2] < p[3] < p[4] then
8: resultList.Add(p[1],p[2],q[1],q[2],σ)

The algorithm can be extended to discovering up to 8-frequent itemsets during

one more database scan. This can be made by coding the 4-frequent itemsets, and

the transactions have to be coded two times in succession. The rules creating the

candidates with avoiding redundant ones are the following.

Rule 3. If and only if FD,2(ξi) = FD,1(ξj) and FD,3(ξi) = FD,2(ξj) and FD,4(ξi) =

FD,3(ξj), then the code pair ξiξj is a 5-candidate .

Rule 4. If and only if FD,3(ξi) = FD,1(ξj) and FD,4(ξi) = FD,2(ξj), then the code

pair ξiξj is a 6-candidate.

Rule 5. If and only if FD,4(ξi) = FD,1(ξj), then the code pair ξiξj is a 7-candidate.

Rule 6. If and only if FD,4(ξi) < FD,1(ξj), then the code pair ξiξj is a 8-candidate.

After discovering the 4- or the 8-frequent itemsets, the further steps are made

similarly to the Apriori algorithm. The reason is that from this level the number

of candidates is not so huge and using a hash-tree is efficient enough to achieve a

good performance.
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The benefit of the coding approach is the compact candidate storage structure,

where the candidates can be accessed only through two indirect indexing steps.

Another advantage of the novel method is that it counts the 1- and 2-frequent

itemsets, and further the 3- and 4-frequent itemsets during one database scan,

thus the I/O cost of the new algorithm is lower than that of the Apriori algorithm.

If the algorithm is extended to count the 8-frequent itemsets as well, the number

of the database scans is three while the Apriori algorithm has to read the database

eight times when discovering the 8-frequent itemsets.

3.6 Cubic Algorithm

The Cubic algorithm is another itemset discovery method which enhances the

discovery of the small frequent itemsets. The main idea of the Cubic algorithm

is to use three dimensional matrices (i.e. cubes) for counting the support of the

small candidates.

Similarly to the ItemsetCode algorithm, the Cubic algorithm also discovers the

4-itemsets in only two database scans. During the first disk access, the support

of the 1- and 2-itemsets are counted using an upper triangular matrix M . If n′

stands for the cardinality of the items in the database, then the size of M equals to
n′(n′+1)

2
. The diagonal of the matrix contains counters for the items, and the other

elements are counters for the item pairs. The support counting can be achieved

by a direct indexing method using the matrix and in this manner it is the fastest

way.

The 3- and 4-frequent itemsets are counted during a further database scan.

For efficient counting the support of the candidates, their counters are stored in an

index structure based on a cubic array, which is the contribution of the proposed

algorithm. This is built when traversing the matrix M . A cube is created for

those rows of the matrix whose value of the diagonal element is over the minimum

support threshold. It means that one cube is created in order to store the 3 and 4-

candidates which belong to the frequent 2-itemsets beginning with the same item.

In this manner, the first item of a candidate selects the appropriate cube and the

further items address the elements in the cube.
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Matrix M is processed by rows. The ith row is processed only if the value of

the ith diagonal element in M is greater than the minimum support threshold. In

this case, a new index table is created with size of n′, and the values in the ith row

are checked whether they are over the threshold or not. If M [i, j] > σmin, (i < j),

the jth element in the index structure is set to the number which will index the

cube later. If all the elements of the ith row are checked, a cube is created. The

size of the cube is the number of the frequent item pairs in the ith row. A reverse

index is created as well in order to convert the index values easily, which address

the elements in the cube, to the original item when traversing the cubes. This is

used by the process of comparing the counters against the support threshold.

During the second database scan every 3 and 4-subset of the transactions is

created, which has at least one 2-frequent subset, and the appropriate element in

the cube is incremented. The cube is selected by the first item of the subset. The

other items address the counters in the cube using the index structure belonging

to the selected cube.

The Apriori hypothesis is used partially only because of the following reason.

The Apriori assumption is exploited when the algorithm creates different cubes for

the itemsets having different first item. However, it is not used when the edges of

the cube are created. If the value of M [i, j] is greater than the minimum support

threshold, the item j is added to the index table of the cube independently of

whether the elements M [j, s], (i < s < n) are greater than the minimum support,

where s denotes the items which satisfy the M [i, s] > σmin condition. The reason

for this is that the storage space for the cube is rather compact, and there would

not be any benefit in discarding these items. In addition, it would take more time

to discard the items than to count their support. The main parts of the algorithm

are illustrated by Algorithm 3.7 and Algorithm 3.8.

The further steps of the algorithm can be achieved by calling the Apriori algo-

rithm or the FP-growth algorithm. In the former case, the new method is called

Cubic Apriori and in the latter Cubic FP-growth.
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Algorithm 3.7 Pseudo code of the candidate counting procedure of the Cubic
algorithm

1: procedure FillCubes
2: for all transaction t do
3: for (i = 0; i < t.count; i + +) do
4: if indexStruct[t[i]] = null then
5: continue
6: for (j = i + 1; j < t.count; j + +) do
7: if M [t[i], t[j]] <= σmin then
8: continue
9: ind1 = IndexStruct[t[i]][t[j]]

10: for (k = j + 1; k < t.count; k + +) do
11: ind2 = IndexStruct[t[i]][t[k]]
12: if ind2 6= −1 then
13: CubeL[t[i]][ind1,ind2,0]++
14: for (l = k + 1; l < t.count; l + +) do
15: ind3 = IndexStruct[t[i]][t[l]]+1
16: if index3 6= 0 then
17: CubeL[t[i]][ind1,ind2,ind3]++

Algorithm 3.8 Candidate checking procedure of the Cubic algorithm

1: procedure CheckCubes()
2: for (i := 0; i < cubeL.count; i + +) do
3: if cubeL[i] 6= null then
4: for (j = 0; j < revInd[i].count; j + +) do
5: for (k := j + 1; k < revInd[i].count; k + +) do
6: if cubeL[i][j; k; 0] > σmin then
7: item2 = revInd[i][j]
8: item3 = revInd[i][k]
9: L3.Add(i,item2,item3)

10: for (l = k + 1; l < revInd[i].count; l + +) do
11: if cubeL[i][j, k, l] > σmin then
12: item2 = revInd[i][j]
13: item3 = revInd[i][k]
14: item4 = revInd[i][l−1]
15: L4.Add(i,item2,item3,item4)
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3.7 Experimental Results

In order to compare the performance of the novel methods to the performance of

the algorithms described so far, their execution time and memory requirements

were measured on various datasets having various statistical properties.

Figure 3.5 shows the execution time of the Apriori, FP-growth and ItemsetCode

algorithm when using T20I5D100K (Figure 3.5 (a)) and T18I6D100K (Figure 3.5

(b)) datasets. The minimum support thresholds were set between 0.5% and 1.5%.

It can be seen well that in both cases the slowest algorithm is the Apriori algorithm,

and the fastest is the ItemsetCode in the whole range.

In order to have a better view of the time behavior of the algorithms Figures 3.6

and 3.7 show the execution time both on a (a) linear and (b) logarithmic scale. It

can be observed that in all the cases, the ItemsetCode algorithm shows the best

performance while the performance of the other two algorithms changes depending

on the number of transactions. If the number of transactions is relatively small

as in Figure 3.6 when using T22I8D200K, the FP-growth algorithm is faster than

the Apriori. However, in case of greater datasets when using T22I8D300K the

Apriori is significantly faster. The reason is that in the latter case, the number of

the transactions exceeds a limit such that the FP-Tree or the further conditional

FP-trees of the FP-growth algorithm do not fit into the main memory, and the

algorithm causes the operating system to swap.

Figures 3.8, 3.9 and 3.10 show further experimental results using different

datasets having different characteristics (datasets: T10I4D100K, T10I4D400K,

T15I4D200K, T15I6D100K, T20I4D100K and T20I6D100K). It can be seen well

that for both the smaller datasets (i.e. T10I4D100K) and the greater ones (i.e.

T20I6D100K or T10I4D400K) the execution time of the ItemsetCode algorithm is

the smallest. With logarithmic scaling it is easier to see that the execution time

of the ItemsetCode algorithm is an order of magnitude smaller than the execution

time of the other two methods.

In Figure 3.11 the memory requirement of the three algorithms is depicted

when using (a) T22I8D100K and (b) T22I8D300K databases. It is clear that in

both cases the most memory-intensive algorithm is the FP-growth algorithm as

expected. Furthermore, it can be seen well that the memory requirement of the
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ItemsetCode algorithm is even smaller than that of the Apriori. The memory

requirements of the two algorithms are similar at the minimum support threshold

of 0.5% only.

It is an important property of an algorithm to what extent its memory re-

quirements depend on the number of transactions. In real databases the size of

the database can be terabytes, which means a huge amounts of transaction. Fig-

ure 3.12 (a) depicts the memory requirement of the three algorithms when the

number of transactions varies between 50K and 200K. It can be seen well that the

memory requirement of the two level-wise methods is constant while that of the

FP-growth algorithm is rather linear, or as described in Section 3.4.4, a polynomial

of order two. In Figure 3.12 (b) the dependency of the memory requirement on

the number of transactions of the Apriori and the ItemsetCode algorithms can be

observed.

The execution time behavior of the Cubic algorithm is depicted on Figure 3.13

(a) when using the T20I7D200K dataset. It is clear that the Cubic method contin-

ued by the Apriori algorithm, called Cubic Apriori algorithm, is the fastest of all

the four methods. The execution time of the Cubic FP-growth method is always

smaller than that of the Apriori algorithm, but it is not always smaller than the

execution time of the FP-growth algorithm. The reason for that is illustrated in

Figure 3.13 (b), where the sizes of the first generated FP-trees are depicted in

the cases of the FP-growth and of the Cubic FP-growth algorithms, when using

T20I7D200K dataset as a function of the minimum support threshold. Apparently,

the sizes of the tree in the case of small minimum support thresholds are near to

each other. Moreover, by minimum support threshold of 0.5% they are about the

same. It means that the Cubic FP-growth algorithm has to accomplish about the

same recursive pattern growth process which the FP-growth algorithm does, but

before this, the Cubic FP-growth algorithm also has to mine the 4-frequent item-

sets using the Cubic method. In this case, filtering the transactions by using the

results of the Cubic algorithm causes no significant gain regarding the number of

nodes in the tree. The saving in the node number is rather at minimum support

threshold higher than 0.7%.

In Figure 3.14 the peak memory sizes are illustrated as a function of the number

of transactions when the average size of the maximal frequent items is 7 and the
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average size of the transactions is 20. The minimum support threshold is set to

0.9%. It is shown that the memory requirement of the Cubic Apriori algorithm

does not depend on the number of transactions.

From the experimental results it can be seen well that both the ItemsetCode

algorithm and the Cubic algorithm have advantageous time behavior compared

to the Apriori and even to the FP-growth algorithms in large range of dataset

parameters. The memory requirements of the novel methods is smaller than that

of the memory intensive FP-growth algorithm, and in most cases even smaller

than that of the level-wise Apriori method. Furthermore, the level-wise approach

of the proposed methods ensure the independence of memory requirements from

the number of transactions, which is a very favorable property of the algorithms.

(a) (b)

Figure 3.5. Execution time of the Apriori, FP-growth and ItemsetCode algorithms
using (a) T20I5D100K and (b) T18I6D100K datasets
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(a) (b)

Figure 3.6. Execution time of the Apriori, FP-growth and ItemsetCode algorithms
when using T22I8D200K dataset on (a) linear and (b) logarithmic scale

(a) (b)

Figure 3.7. Execution time of the Apriori, FP-growth and ItemsetCode algorithms
when using T22I8D300K on (a) linear and (b) logarithmic scale

(a) (b)

Figure 3.8. Execution time of the Apriori, FP-growth and ItemsetCode algorithms
when using (a) T10I4D100K and (b) T10I4D400K dataset
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(a) (b)

Figure 3.9. Execution time of the Apriori, FP-growth and ItemsetCode algorithms
when using (a) T15I4D200K and (b) T15I6D100K dataset

(a) (b)

Figure 3.10. Execution time of the Apriori, FP-growth and ItemsetCode algorithms
when using (a) T20I4D100K and (b) T20I6D100K dataset

(a) (b)

Figure 3.11. Peak memory as a function of the minimum support threshold when using
(a) T22I8D100K and (b) T22I8D300K datasets
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(a) (b)

Figure 3.12. Peak memory as a function of number of transactions by (a) all the three
algorithms and (b) by Apriori and ItemsetCode algorithms

(a) (b)

Figure 3.13. (a) Execution time when using T22I7D200K dataset (b) Sizes of the first
generated trees in case of FP-growth and Cubic-FP-growth algorithms

Figure 3.14. Peak memory of the algorithms as a function of the number of transactions
at 0.9% minimum support threshold



Chapter 4
Frequent Sequential Pattern Mining

4.1 Introduction

Sequential pattern mining is another heavily researched area in the field of data

mining. The aim of sequence mining is to discover frequent recurring subsequences

from a large amount of sequence data. Several real world applications are based on

sequence mining, for example Web log mining, DNA sequence mining, customer

sequence mining, medical history mining and many others.

However, sequence mining has broad applications (text mining, genetic analy-

sis, for example DNA sequence mining, Web log mining, stock sequence mining

etc.), in order to better understand its basic concepts, a brief example is introduced

here. The problem of sequence mining can be interpreted as a generalization of the

itemset mining. Consider a database of the supermarket which stores the trans-

actions of the customers. The transaction is defined as the set of items bought

by a customer at a time. If the customers are not distinguished in the database,

i.e. no data is stored about the customers, the task is to find frequent recurring

itemsets in the transactions as described in Chapter 3. However, if the database

differentiates the customers from each other, for example by collecting the cus-

tomer’s information by using a card for frequent buyer discounts, then a sequence

of bought items can be created for each customer. In this way frequent recurring

events can be discovered e.g. for advertising purposes.

The problem of sequence pattern mining is more complex than the problem

of frequent itemset discovery for the following reason. While in frequent itemset
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mining “only” the combinations of the items must be generated, in the case of

sequence mining the variations of the combinations of the items must be generated.

The algorithms dealing with the frequent sequence mining problem can be di-

vided into different classes regarding several aspects. There are algorithms which

discover all frequent patterns while others find only the frequent closed or the max-

imal frequent patterns. Another important aspect is whether the algorithms use

candidates to discover the frequent sequences and follow the level-wise approach, or

rather use database projection techniques or a different transaction representation

such as vertical representation.

4.2 Problem Statement

The problem of sequential pattern mining was first introduced by Agrawal and

Srikant in [Agrawal and Srikant, 1995]. Let DS denote the set of transactions.

Each transaction consists of a customer identifier (CustID), a transaction time

(time) and the set of items, called itemset. The ordering of the items in an itemset

is irrelevant but in order to handle the transactions in an easier way and without

loss of generality, it is assumed that they are in lexicographic order.

Definition 4.1. A sequence is denoted by s=〈si1 , si2 , . . . , sik〉, where sij is the jth

itemset in s. An item can occur in an itemset only once, but multiple times in a

sequence. Let S = {s1, s2, . . . sl} denote the set of sequences.

Definition 4.2. A sequence 〈a1, a2, . . . , an〉 is contained by another sequence

〈b1, b2, . . . , bm〉 if there exist integers i1 < i2 < · · · < in such that a1 ⊆ bi1 , a2 ⊆

bi2 , . . . , an ⊆ bin .

Definition 4.3. The length or size of a sequence equals to the number of items in

the whole sequence. If m is the number of the itemsets contained by s, then the

size of s can be calculated as in Eq. 4.1.

|s| =
m

∑

j=1

|sij | (4.1)
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The length of a sequence is defined in two different ways in the literature.

In [Agrawal and Srikant, 1995] the length of a sequence is defined as the number

of itemsets contained by the sequence, [Srikant and Agrawal, 1996] and the later

results of the authors interpret the definition of the length of a sequence as the

number of items in the whole sequence. Because the latter definition is more recent,

in the sequel the second definition is used.

Definition 4.4. If the size of the sequence is k, then it is called k-sequence. Let

Sk denote the set of sequences of size k.

Definition 4.5. A customer sequence is a list of itemsets bought by a given cus-

tomer. In this case the itemsets are ordered according to their transaction times,

and the identifier of the sequence transaction (TID) is the customer identifier.

Definition 4.6. The support of a sequence s (denoted σ(s)) is the number of

customer transactions which contain the sequence s.

Definition 4.7. A sequence is called frequent if it is contained by more transac-

tions than a user-given minimum support threshold, (σmin). The set of frequent

sequences of size k is denoted by Lk
S and the set of k-sized candidates is denoted

by Ck
S.

The task of sequential pattern mining is to discover the frequent sequences in

the database when given a user-defined minimum support threshold.

4.3 Classification of the Related Algorithms

Similarly to frequent itemset mining, the algorithms for frequent sequence mining

differ in many ways. When comparing the performance of two algorithms, it is

important that they should accomplish about the same task. Because frequent

sequence mining can be interpreted as a generalization of frequent itemset mining,

the aspects for classifying the most important algorithms are the same in both

cases.
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4.3.1 Types of the Frequent Sequences

Similarly to frequent itemset mining, the patterns that are searched for by the

algorithm constitute an important aspect of sequence mining as well. Both the

execution time and the memory requirement depend strongly on the type of the

discovered frequent sequences. The reason is that the number of the various types

of frequent sequences differ significantly.

The most general approach is to discover all the sequences whose sup-

port is over the minimum support threshold. The following algorithms

discover all the frequent sequences: AprioriAll [Agrawal and Srikant, 1995],

GSP [Srikant and Agrawal, 1996], SPIRIT [Garofalakis et al., 1999b], SPADE

[Zaki, 2001], FreeSpan [Han et al., 2000a], PrefixSapn [Pei et al., 2001b] and

SPAM [Ayres et al., 2002].

Another approach is to discover the maximal frequent sequences only. A se-

quence s is maximal if s is not contained by any other frequent sequence. The

maximal frequent sequences are discovered by the following algorithms: Apri-

oriSome [Agrawal and Srikant, 1995], DynamicSome [Agrawal and Srikant, 1995]

and DFS-MINE [Tsoukatos and Gunopulos, 2001]. The benefit of mining only the

maximal sequences is that in this case the search space of the mining algorithm is

reduced significantly, however, the drawback is that the support values of the non-

maximal sequences are not present. This approach is useful when the application

needs only the maximal sequences.

The definition of the closed sequence is similar to that of the closed itemset.

The sequence s is a frequent closed sequence, if s is frequent, and there exists no

supersequence q of s such that the support of q is the same as the support of s. The

benefit of discovering only the frequent closed sequences is that all the frequent

sequences and their support values can be derived from them, and it reduces the

search space significantly but, however, not as much as the maximal sequence

discovering methods. CloSpan [Yan et al., 2003] and BIDE [Wang and Han, 2004]

are algorithms which discover the frequent closed sequences.
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4.3.2 Number of Disk Accesses

Because of the high cost of the I/O process, it is an important issue how many

times the algorithm accesses the database. As described in Chapter 3, in the field

of frequent itemset mining basically two types of algorithms exist regarding the

number of disk accesses. The first type incorporates the methods like Apriori-

like algorithms, which access the database at least as many times as the size of

the longest itemset is. In sequence mining there exist several algorithms whose

approach is based on the principles of the Apriori algorithm, like AprioriAll, Apri-

oriSome, DynamicSome, GSP, SPADE and SPIRIT.

The other approach of the itemset mining is the two-phase mining like the FP-

growth algorithm. The idea of the FreeSpan and PrefixSpan algorithms is based

on the principle of the FP-growth algorithm, thus they access the database much

less than the Apriori-like algorithms do. However, the memory requirements of

the former algorithms are much larger than that of the latter ones.

4.3.3 Transaction Representations

Two approaches are present in counting the support of the transactions, the hor-

izontal and the vertical representations. Both of the two representations can be

implemented as lists or as bitmaps. Thus, four types of representation exist. The

existing sequential pattern mining algorithms use lists in case of horizontal repre-

sentation and both lists and bitmaps in the case of vertical representation.

The horizontal transaction representation means that for each transaction the

sequences are listed, which are contained by the transaction. In the case of vertical

representation those transaction identifiers (TIDs) are present as a list for each

sequence, which contains the given sequence.

If N denotes the number of transactions in the database, then using a bitmap,

the vertical representation means that for each sequence there exists a bit vector

of length N . The ith item of the vector is set to 1 if the transaction with the

identifier i contains the given sequence, otherwise it is set to 0. The benefit of

the vertical representation is that counting the support of a candidate sequence

can be computed easily by intersecting the TID lists or vectors of two sequences.
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Figure 4.1. Classification of the best-known algorithms according to the basic approach
used and to the transaction representations

The drawback is, however, that the length of the list or the vector depends on the

number of transactions, which can be very large.

All of the algorithms mentioned so far use a horizontal representation except

SPADE, which uses a linked list for the transaction identifiers, and SPAM, which

uses a vertical bitmap representation.

4.3.4 Search Space Traversal

When traversing the search space, the algorithms use two types of approach. The

first is the breadth-first search traversal, BFS for short, and the second is the

depth-first search traversal, DFS for short. The DFS has an elegant recursive

implementation, while BFS needs more iteration. BFS is used by the AprioriAll,

AprioriSome, DynamicSome and GSP algorithms. The DFS traversal is used by

FreeSpan, PrefixSpan, SPAM and DFS-MINE. The SPADE algorithm offers a

possibility for the user to choose between the two methods.

4.3.5 Classification

Table 4.1 shows the different features of the most commonly known frequent se-

quence mining algorithms regarding the aspects described so far. The algorithms

which discover all the frequent sequences can be categorized mainly into three

classes which are depicted in Figure 4.1.
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Table 4.1. Classification of the algorithms

Algorithm BFS/ All/ Fundamental Transaction
DFS Max/ Algorithm representation

Closed
AprioriAll BFS All Apriori Horizontal

AprioriSome BFS Max Apriori Horizontal
DynamicSome BFS Max Apriori Horizontal

GSP BFS All Apriori Horizontal
Spirit BFS All Apriori Horizontal

SPADE both All Eclat Vertical list
FreeSpan DFS All FP-growth Horizontal

PrefixSpan DFS All FP-growth Horizontal
SPAM DFS All Apriori Vertical bitmap

DFS-MINE DFS Max – Horizontal
ClosSpan DFS Closed FP-growth Horizontal

BIDE DFS Closed – Horizontal

SM-Tree BFS All finite state automaton Horizontal

4.4 Basic Algorithms

The first sequence mining algorithm was the AprioriAll algorithm, which was pro-

posed in [Agrawal and Srikant, 1995]. This is a basic level-wise method whose

approach is based on the Apriori itemset mining approach. The GSP (General-

ized Sequential Patterns) [Srikant and Agrawal, 1996] algorithm is also a level-wise

method. It is an enhancement of the AprioriAll algorithm. The GSP algorithm

uses a hash-tree or a trie structure to store the candidates and to discover which

candidates are contained within the transactions. The GSP algorithm solves not

only the basic frequent sequence mining problem, but it can also handle time

constraints, sliding windows and item taxonomies.

There are methods which read the database less times than is the size of

the maximal frequent sequences. Such an algorithm is for example the SPADE

[Zaki, 2001] algorithm, which reads the database just three times, and decomposes

the problem into sub-problems which can be solved in the main memory by using

lattice search techniques and simple join operations. SPADE uses a vertical se-

quence representation, thus it has to preprocess the whole dataset to prepare the
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appropriate format for the mining process. This preprocessing step can be a very

time consuming step if the database is huge and dense.

The FreeSpan [Han et al., 2000a] and the PrefixSpan [Pei et al., 2001b],

[Pei et al., 2004] algorithms use database projection technique to discover the fre-

quent subsequences. In this way, they reduce the problem of discovering sequences

to discovering frequent items which is a great advantage of methods like these.

The drawback of these methods is their huge memory requirement if the database

contains a large number of transactions.

The SPAM [Ayres et al., 2002] algorithm uses vertical transaction representa-

tion (bitmap representation) and a so-called lexicographic sequence tree to discover

the frequent sequences efficiently. The drawback of this algorithm is, however,

that it assumes that the database to be mined as well as the data structures

for discovering the patterns fit into the main memory. There are other meth-

ods in the literature which deal with the problem of frequent sequence mining

[Garofalakis et al., 1999b], [Wang and Han, 2004], [Yan et al., 2003].

4.5 SM-Tree Algorithm

The novel method proposed in this thesis is a level-wise algorithm based on the

basic concepts of the GSP algorithm. However, it has several differences compared

to the GSP algorithm in various aspects. The State Machine-Tree (SM-Tree) algo-

rithm uses matrices to discover the small sequences as described in Section 4.5.1.

The main idea of the new method is that it uses a new structure called SM-Tree

for subsequence inclusion, which is created by joining finite state machines. The

concepts of creating finite state machines for the candidate sequences and the

process of joining them is introduced in Section 4.5.2. The efficiency of an algo-

rithm depends strongly on its implementation, thus some implementation details

are described in Section 4.5.2.2. The way the algorithm generates the candidates

is described in Section 4.5.3.
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4.5.1 Discovering 2-sequences

When the number of items which can appear in the database (denoted by n′) is

not large, the most efficient way to count the support of the 1 and 2-sequences is to

use a matrix which can be directly indexed. When the size of the matrix threatens

to be too large, the process can be split into two distinct steps. The first step is

to count the 1-sequences, and the matrix is created only from those items which

are frequent. In this way, the memory usage of the algorithm is reduced, however,

an indirection is needed when indexing the matrix.

The SM-Tree algorithm uses the second approach, namely, it counts the 1 and

2-sequences in two database scans. For counting the 1-sequences, i.e. the frequent

items an array (A1) with size of n′ is used. In order not to count an item more

than once in a customer transaction, another array (A2) is used.

For time efficiency reasons, the type of the second array’s elements is not binary

but integer. In this way, it does not have to be cleared each time when a new

transaction is processed. The counter in A1 is incremented for the first occurrence

of each item in a given transaction. At the same time, the corresponding column in

A2 is set to the number of the given transaction. When the further occurrences of

the items are found, the counter is not incremented in A1 because the corresponding

element in A2 equals the number of the transaction.

After the whole database is read, the frequent items are found, and an index

table is created for efficient indexing the frequent items in the further steps.

For counting the 2-sequences two matrices are used. This is more efficient than

using a hash-tree as proposed by the GSP algorithm. The reason is that the time

for creating matrices is shorter than for creating the hash-tree and also indexing

the matrices is faster than traversing the hash-tree. For counting the support of

sequences having the form 〈x, y〉, an upper triangular matrix, M1 is needed, because

in this case the rule x < y is always true. This is because of the lexicographical

order of the items in each itemsets of the sequence. For counting the support of

sequences in the form 〈(x)(y)〉, a matrix, M2, is needed because in this case both

of the items can have any value of the whole set of frequent items. The dimensions

of both matrices are the same as the number of the frequent items (n). Thus,

counting the 2-candidates can be achieved in the most efficient way because of the

direct indexing possibility provided by the index table and the matrices. To avoid
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counting one item more than once in a transaction, two shadow matrices are used

as shown in the first phase when using a second array.

The 3-candidates are created by traversing the two matrices and by finding

the frequent 2-sequences. We use the notations M1 and M2 for the two matrices

and sij , (0 ≤ sij ≤ n, j = 1, 2, 3) for a frequent item which indexes the matrices.

Thus si1 , si2 and si3 are joined in order to form a candidate, if one of the following

conditions is true.

Rule 7. If σ(M1[si1 , si2 ]) > σmin and σ(M1[si2 , si3 ]) > σmin and σ(M1[si1 , si3 ]) >

σmin, then the resulting sequence is 〈(si1 , si2 , si3)〉.

Rule 8. If σ(M1[si1 , si2 ]) > σmin and σ(M2[si2 , si3 ]) > σmin and σ(M2[si1 , si3 ]) >

σmin, then the resulting sequence is 〈(si1 , si2)(si3)〉.

Rule 9. If σ(M2[si1 , si2 ]) > σmin and σ(M1[si2 , si3 ]) > σmin and σ(M2[si1 , si3 ]) >

σmin, then the resulting sequence is 〈(si1)(si2 , si3)〉.

Rule 10. If σ(M2[si1 , si2 ]) > σmin and σ(M2[si2 , si3 ]) > σmin and σ(M2[si1 , si3 ]) >

σmin, then the resulting sequence is 〈(si1)(si2)(si3)〉.

4.5.2 Subsequence Inclusion

As described in Section 4.4, the level-wise, BFS algorithms use hash-tree or trie

structure to index the counters of the candidates. However, the main drawback

of this kind of structures is that they do not take the itemset delimiters in the

sequences into consideration. In this way if a counter is accessed through the

structure, a further inclusion test is needed to ensure that the given candidate is

really contained by the input transaction. Another disadvantage of these structures

is that the items of the input transaction have to be processed recursively, thus

each item is processed several times.

The contribution of the novel method proposed in this section is to overcome

these drawbacks caused by the hash-tree or trie structure. The main idea is to

use a deterministic finite state automaton to test whether a candidate is contained

by the input transaction. In this way the items of the transaction have to be

processed exactly once and a candidate is proven to be a subsequence of the input
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sequence if the automaton gets in its accept state. In order to make this process ef-

ficient the join operator on the deterministic finite state automatons is introduced,

and the resulting structure is called State Machine-Tree. Using the SM-Tree the

subsequence inclusion test can be achieved in a very efficient way.

4.5.2.1 Deterministic Finite State Machine Approach

In this subsection the definition of the deterministic finite state machine (DFS for

short) is given, and it will be shown how to create a DFS for subsequence inclusion

detecting.

Definition 4.8. A deterministic finite state machine is a 5-tuple (Q,Σ,δ,q0,F )

consisting of:

• a finite set of states (Q),

• a finite set called the alphabet (Σ),

• a transition function (δ: Q × Σ → Q),

• a start state (q0 ∈ Q),

• a set of accept states (F ⊂ Q).

Let MDFS be a deterministic finite machine such that MDFS = (Q,Σ,δ,q0,F ), and

κ = κ0κ1 . . . κs be a string over the alphabet Σ. MDFS accepts the string κ if a

sequence of states, r0, r1, . . . , rn exists in Q with the following conditions:

r0 = q0 (4.2)

ri+1 = δ(ri, κj) i = 0, . . . , n − 1, j = i, . . . , s − 1 (4.3)

rn ∈ F. (4.4)

As shown in the first condition, the machine starts in the start state q0. The

second condition states that given each character of the string κ, the machine takes

the transition from state to state as ruled by the transition function δ. The last

condition means that the machine accepts the input string if the last input of κ
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causes the machine to be in one of the accepting states. Otherwise, it is said to

reject the string.

As described earlier, the main idea of the SM-Tree algorithm is that for each

candidate sequence a deterministic finite state machine can be created. The state

machine accepts the input string if the string contains the candidate sequence.

For this reason the sequences are represented with strings from the alphabet Σ =

Σ′ ∪ {−}, where {−} is the character that separates the itemsets in the sequence

and Σ′ is the set of items which can appear in the sequences. For example the

string representation of the sequence 〈(ab)(c)(de)〉 is ab − c − de.

Definition 4.9. Let C=c0, c1, . . . , cs be the string representation of a candidate

sequence of size k, where s + 1 equals to the length of the string C. The rules

for generating a deterministic finite state machine for the sequence C are given in

Eqs. 4.5, 4.6 and in Table 4.2, where Qi (Qi ∈ Q, i = 0 . . . s+1) denotes the states

of the machine, and Σ \ ci denotes all characters in the alphabet Σ except ci.

Q0 = q0 (4.5)

Qs+1 ∈ F (4.6)

Table 4.2. Transition functions of the finite state machine for the candidate sequence
C=c0, c1, . . . , cs.

Input item Transition function
c0 ∈ Σ \ {−} δ(Q0, c0) = Q1

δ(Q0, Σ \ c0) = Q0

ci ∈ Σ \ {−} δ(Qi, ci) = Qi+1, i = 1 . . . s
δ(Qi, Σ \ {ci,−}) = Qi

δ(Qi, {−}) = Qp where
Qp = max

j<i
{δ(Qj−1, {−}) = Qj, q0}

ci = {−} δ(Qi, ci) = Qi+1, i = 1 . . . s
δ(Qi, Σ \ ci) = Qi

As shown in Eq. 4.5 the machine starts in the start state Q0. The further

conditions can be interpreted as follows. For each new character a new state is
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created and the transition between the states contains the character. These are

represented in the state diagram of the finite state machines as forward edges.

There are several backward edges as well. A backward edge is created between

the state having no transition with a minus sign and the state immediately after

the last minus sign so far. From each state there exist transitions to all the items

such that the state will be the same (self loops). The accept state of the machine

is the state for the last item of the sequence. As an example Fig. 4.2 shows the

state diagram of the finite state machine for the sequence 〈(ab)(c)(de)〉.

Figure 4.2. State diagram for the sequence 〈(ab)(c)(de)〉.

Proposition 4.10. The deterministic finite state machine created for the candi-

date sequence C based on Definition 4.9 accepts the input string κ if and only if κ

contains C.

Proof. In the one hand if κ contains C, then the automaton gets into its accept

state because of the forward edges, and because there is no backward transition

from the accept state it remains there. On the other hand if κ does not contain C

then because of the backward edges the machine cannot access its accepts state.

The self loops enable those items to be omitted as defined in the subsequence

definition (Definition 4.2).

Using the finite state machines created for the candidate sequences, it becomes

possible to process the transaction in such a way that its items are processed

exactly once. When processing the items of the transactions the current states

of the several finite state machines are set according to their transition functions,

and the counter of those candidates are incremented whose state machine is in the

accept state after the last item of the transaction was read. This means, however,

that having for instance 500,000 candidates, each time when an item is read 500,000

transition function has to be followed, which can be very inefficient.
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For this reason the state machines have to be joined in order to handle those

states together which are the same in the state machines of the candidates. In this

way, the computational cost of handling the machines can be reduced significantly.

After joining at least two state machines, a new object, namely, the State Machine-

Tree (SM-Tree) is created.

Definition 4.11. Let MDFS1
= (Q1, Σ, δ1, q10

, F1) and MDFS2
= (Q2, Σ, δ2, q20

, F2)

be two finite state machines created for two candidate sequences according to

Definition 4.9. The join operation on MDFS1
and MDFS2

results in a so-called State

Machine-Tree (SM-Tree) which is defined as follows: MSMTree3
= MDFS1

./ MDFS2

= (Q3, Σ, δ3, q30
, F3). The only significant difference to the finite state machine is

in the transition function. The transition function of the State Machine-Tree is

defined as follows: δ : Q × Σ → Q2.

The definition of the transition function of the SM-Tree means that there are

states whose transition function results in not just one but in two states. These

states are called split states. This means that processing the machine, it can have

more than one current state at a time. The reason is that not only one candidate

should be found which is contained by the transaction but all of them at the same

time. For this reason using this machine is a bit different than using a simple finite

state machine. A list is needed in order to keep track of the current states in the

machine. When a new item is read, the whole list is to be traversed, and for each

state a new state has to be found. This should be made by applying the transition

function to the given state and to the most recent item. Two finite state machines

can be joined if they share a prefix in common. Because all the machines have

a start state which is in common in case of all the candidate sequences, all the

machines can be joined to establish an SM-Tree.

The rules for joining two finite state machines are the following. Let l1 and

l2 denote the number of states of the two state machines MDFS1
and MDFS2

,

respectively. The number of the states of the SM-Tree is denoted by l3. Let r be the

number of those states in the two joined state machines which are equivalent. Then

the number of the states in the resulting State Machine-Tree can be calculated as

shown in Eq. 4.7

l3 = l1 + l2 − r − 1. (4.7)
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The states are created from the states of the two finite state machines MDFS1
and

MDFS2
as shown in Eq. 4.8.

Q3i
=

{

Q1i
if 0 ≤ i < l1

Q2i−r−2
if l1 < i ≤ l3

(4.8)

The accept states of the resulting State Machine-Tree are the union of the

accept states of MDFS1
and MDFS2

(Eq. 4.9). The start states are joined, thus all

the start states are the same as shown in Eq. 4.10.

F3 = F1 ∪ F2 (4.9)

q30
= q20

= q10
(4.10)

The transition functions of MSMTree3
are created from the transition functions

of MDFS1
and MDFS2

as depicted in Eq. 4.11.

δ(Q3i
, ci) =























































Q1i+1
if i 6= r

{Q3i
, Q3i+1

} if i = r and δ(Q1i
, ci) = Q1i+1

{Q3i
, Q3l1+1

} if i = r and δ(Q2i
, ci) = Q2i+1

{Q3i+1
, Q3j

} if i = r and ci = {−} and δ(Q1i
, {−}) > Q1i

and

Q3j
= maxp<j{δ(Q3p−1

, {−}) = Q3p
, q30

}

{Q3l1+1
, Q3j

} if i = r and ci = {−} and δ(Q2i
, {−}) > Q1i

and

Q3j
= maxp<j{δ(Q3p−1

, {−}) = Q3p
, q30

}

(4.11)

Joining a State Machine-tree MSMTree3
and a finite state machine MDFS4

is

similar to joining two finite state machines. While there are transitions in MSMTree3

regarding the items in the sequence belonging to MDFS4
, no new state is created.

From the first difference in the transitions, a new branch is created with new states.

Figure 4.3 (a) shows an example of joining two finite state machines, and Figure 4.3

(b) shows how a further finite state machine is joined to the SM-Tree.



Chapter 4. Frequent Sequential Pattern Mining 62

(a) (b)

Figure 4.3. a) Joining two finite state machines (b) Joining an SM-Tree with a finite
state machine

4.5.2.2 Implementing and Using the SM-Tree Efficiently

As described in Section 4.5.2.1, the SM-Tree is created from the candidates of the

same size. In this manner it is similar to the hash-tree used by the GSP algorithm.

However, handling the SM-tree differs significantly from the usage of the hash-

tree. There are two main differences. Firstly, the hash-tree does not contain edges

for denoting where two itemsets are separated. In this case, the candidates are

merged. When a candidate is reached at one of the leafs of the hash-tree, it has to

be checked whether it is really contained by the transaction. In case of the SM-

Tree the sequences are stored exactly, thus when a candidate is reached through

the tree, it is surely contained by the transaction.

The other difference is in the traversal of the tree. When using a hash-tree,

the items of the transactions are processed many times, and the tree is traversed

recursively. In case of the SM-Tree each item of the transaction is processed exactly

once, and because of the state machine-based approach, the tree is traversed using

the transition functions and current states.

When using the SM-Tree to discover which candidates are contained by the

input sequence, the SM-Tree can have more than one active state at the same
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time. For this reason tokens are placed on the states to denote which states are

active.

Proposition 4.12. The SM-Tree created for the candidate sequences of the same

size increments the counter of a candidate sequence if and only if the candidate is

contained by the input sequence. Furthermore, the SM-Tree increments the coun-

ters of those and only those candidate sequences which are contained by the input

sequence. For this purpose the items of the input sequence has to be read exactly

once.

Proof. The first part of the proposition can be proven using Proposition 4.10,

because the SM-Tree is created from the finite state machines created for the can-

didate sequences. Using the tokens it accepts all the sequences which are contained

by the input. If from a state more than one transition function exists, then a token

is placed on the new state and a token remains on the given state such that later

from this state another transition function can be used.

In order to handle the list of the tokens, which denotes the active states, ef-

ficiently, some considerations have to be taken into account. When investigating

the SM-Tree one can classify its states into two different classes.

Definition 4.13. A state of an SM-Tree is called fixed state if it is the start state

of the SM-Tree, or it is a state immediately after a {−} transition.

The fixed states are called fixed states, because if a token was placed on this

state, it remains there, because there is no backward edge from these states. In

other words, there exists no transition belonging to this states whose target state’s

number is less than the number of the fixed state. Furthermore it is observable

that all backward edges of the SM-Tree point to fixed states.

Definition 4.14. A state of an SM-Tree is called temporary state if it is not a

fixed state.

For handling the tokens for the two types of states, two lists are maintained.

The first list (L1) contains those tokens which are on fixed states and the other

list (L2) stores the temporary tokens.
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When a character κi is read from the input sequence, two possibilities exist.

If κi 6= {−} the two lists are scanned and using the transition functions the new

tokens are placed at the end of L2. When using the transition functions, no token

has to be placed on L2 if the target state is the same as the input state of the

transition, which means that the self loops are omitted from the state machine.

If κi = {−}, only L2 has to be scanned, because a minus sign cannot be followed

by another minus sign. The new tokens are placed at the end of L1, because they

are all the tokens which are immediately after a minus sign, thus they are on fixed

states.

After having all the new tokens based on L2, it can be cleared. In this case,

the transitions belonging to backward edges are used. The list can be cleared

because all backward edge points to a fixed state which are stored in L1. When a

token reaches an accept state, the counter of the corresponding candidate has to

be incremented and the number of the transaction has to be stored, in order not

to increment the counter twice during the process of a transaction.

Proposition 4.15. The set of the fixed states can only be increased during the

subsequence checking process. The set of the temporary states can be decreased as

well, but in this case all the items are removed from it simultaneously.

Corollary 4.16. The lists for the fixed states and for the temporary states can be

realized by using two arrays of fixed size. The upper bound of the two arrays is the

number of the states in the SM-Tree.

The SM-Tree can be implemented using a matrix where each row of the matrix

corresponds to a node in the tree and each column corresponds to a label. In the

ith row and jth column of the matrix the number of the node is stored to which the

transition function points. Because the two lists are used for storing the tokens,

the matrix has to store only the forward edges of the tree. Both the self loops and

the backward edges can be omitted. In this case, memory can be saved because

for each label only one state number has to be stored.



Chapter 4. Frequent Sequential Pattern Mining 65

4.5.3 Candidate Generation

The SM-Tree algorithm is a level-wise, “candidate generate and test” algorithm

which means that it creates candidates on each level from the frequent sequences

found in the previous level.

The candidate generation step of the SM-Tree algorithm is the same as de-

scribed in [Srikant and Agrawal, 1996]. In general, the rule for generating a can-

didate of size k is as follows. Let s1 and s2 be two sequences of size (k − 1). Let

s′1 be a sequence derived from s1 such that the first item of s1 is omitted. Let s′2

be a sequence derived from s2 such that the last item of s2 is omitted. If s′1 = s′2,

then s1 and s2 are joined to create a sequence s3 of size k. The resulting sequence

s3 is generated as follows. The prefix of s3 is the sequence s1. The only question

is how the last item of s2 is inserted at the end of the sequence. If the last item of

s2 is a single item in the last itemset, then it is inserted as a new itemset at the

end of s3. If there were other items in the same itemset before the last item of s2,

then it is inserted at the end of the last itemset of s3. The sequence s3 becomes a

candidate only if all its (k − 1)-subsequences are also frequent, thus this has to be

checked as well.

A further advantage of the SM-Tree structure is that the candidate generation

step for candidates of size (k + 1) can be accomplished efficiently by using the

SM-Tree for the candidates of size k. By traversing the list of frequent sequences

of size k using the tree, those frequent sequences can be accessed with which the

given sequence can result in a candidate. This can be achieved by traversing the

tree using the last (k − 1) item of the given sequence. The candidates accessed in

this way are those, which are potentially pairs for the given sequence. Thus the

search space for candidate generating is pruned significantly.

4.6 Experimental Results

The experimental results were performed on synthetic datasets which were cre-

ated using the same data generator software as described in Section 3.4.3. This

software can generate itemsets and sequences as well. These datasets simulates

real-world transactions, where people buy a sequence of itemsets. The simulations
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were executed on a Pentium 4 CPU, 2.4GHz, and 1GB of RAM computer. The

GSP and the SM-Tree algorithms were implemented in C++. The C++ source

code of the SPAM algorithm were downloaded from the Himalaya Data Mining

Project’s website∗.

Because the SM-Tree algorithm is based on the GSP algorithm, their execution

time has to be converted. Figure 4.4 shows the execution time of the SM-Tree and

the GSP algorithms on the dataset D200C10T5S6I3 in linear (a) and logarithmic

scale (b). It can be seen clearly that the execution time of the SM-Tree algorithm

is an order of magnitude smaller than that of the GSP algorithm. This can be

explained by the advantageous behavior of the SM-Tree structure compared to the

hash-tree used by the GSP algorithm. The hash-tree has to be traversed recursively

while the SM-Tree structure reads the items of the input once.

In Figure 4.5 the execution time of the SPAM and the SM-Tree algorithms is

depicted when using D200C10T5S6I3 dataset. Figure 4.5 (a) shows the results

by minimum support threshold values between 0.4% and 10 %. The time values

for the SPAM algorithm can be only seen at support values greater than 6%. Its

reason is that in the case of a lower support value SPAM runs out of memory,

because the bitmaps of the candidates do not fit into the memory. In order to

compare the execution times of the two algorithms better, Figure 4.5 (b) shows

the same measurement results but in the case of minimum support values between

1% and 10%. It can also be seen that the SM-Tree algorithm is faster, and it can

also be used in conjunction with larger databases.

Figure 4.6 (a) shows the execution times of the three algorithms when using

D25C10T5S4I1.25 dataset in logarithmic scale. It can be clearly seen that the

SM-Tree algorithm is significantly faster than the other two algorithms. In order

to better compare the two faster methods their execution times are depicted in

Figure 4.6 (a). It is observable that the SM-Tree algorithm outperforms the SPAM

even for smaller minimum support threshold values.

In Figure 4.7 the transaction dependency of the SPAM and SM-Tree algorithms

is depicted. It is observable that SPAM depends strongly on the number of the

transactions, while the SM-Tree algorithm does not. The reason is that the SPAM

∗http://www.cs.cornell.edu/database/himalaya
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algorithm uses a horizontal bitmap data layout while SM-Tree applies vertical ones.

Furthermore, the SM-Tree algorithm is a level-wise algorithm.

From the experimental results we can draw the conclusion that the novel SM-

Tree algorithm is faster than the GSP algorithm and even faster than the SPAM

algorithm. Another benefit of the novel method is that its execution time does not

depend on the number of transactions.

(a) (b)

Figure 4.4. Execution time of the GSP and SM-Tree algorithms on dataset
D200C10T5S6I3 (a) in linear and (b) in logarithmic scale

(a) (b)

Figure 4.5. Execution time of the SPAM and SM-Tree algorithms on dataset
D200C10T5S6I3 (a) between 0.4% and 10% (b) between 1% and 10% minimum sup-
port threshold
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(a) (b)

Figure 4.6. Execution time on dataset D25C10T5S4I1.25 (a) of all the three algorithms
in logarithmic scale (b) of the SPAM and SM-Tree algorithms in linear scale

Figure 4.7. Transaction dependency on dataset C10T5S6I3 with minimum support
value 0.8%



Chapter 5
Frequent Subtree Mining

5.1 Introduction

Chapters 3 and 4 deal with the problem of discovering frequent patterns in data-

bases which contain either itemsets or sequences. The target data format of these

algorithms was limited to relational tables or transactions. Thus, the applica-

tions based on these algorithms are limited solving only such problems which can

be modeled by transactions. However, there are several applications where the

problem cannot be modeled in such a simple way, thus a more complex model is

needed. For this reason studies in recent years began to extend the processed data

to semi-structured (such as HTML and XML) and structured data.

The most representative form of the structured data is the graph structure

hence it appears often in real-world data, for example as web links, chemical com-

pounds or academical citations etc. In most cases, such real-world structures can

be modeled using a labeled graph. In this case, both the vertices and the edges

can have labels, and the graph is either cyclic or acyclic, or it is a rooted tree. The

simpler the model which can be constructed, the easier it is to solve the problem.

For this reason it is an important issue to know what kind of graph to be used.

Another aspect which should be considered is the type of the patterns to be

discovered in the graph. The complexity of the pattern influences the process

significantly, thus it affects the efficiency of the algorithm as well. Mining paths in

a tree is much easier than discovering subtrees. In several applications discovering
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only frequent paths can lead to a satisfactory result, but there are several tasks

where discovering subtrees is a more adequate solution.

The last thesis in this work deals with the problem of frequent subtree discovery

in tree databases. After describing the problem in Section 5.2, a classification of

the most representative methods are shown in Section 5.3. The thesis contribution

can be found in Section 5.5.

5.2 Problem Statement

The different graph-based frequent pattern discovering algorithms deal with various

datasets and aim to discover different types of subgraphs. For this reason the

definition of these structures and the graph mining problem are introduced in this

section.

Definition 5.1. A graph G = (V, E) is a set of vertices V and edges E, respectively.

Each edge is a pair of vertices, formally E ⊆ V × V . A labeled graph G is a five

element tuple G = (V, E, λV , λE, fλ) where V is the set of vertices, E is the set

of edges, λV and λE are the vertex labels and the edge labels, respectively. The

union of the edge and vertex labels is the set of labels λ = {λ1, λ2, . . . , λk}.The

function fλ defines an edge label and a vertex label to each edge and to each vertex.

Not each vertex and edge of the graph is required to have a unique label and the

same label can be assigned to many vertices or edges in the graph, i.e. fλ is not a

bijective function.

Definition 5.2. The set of edges E of a graph is called multiset if there are more

edges allowed between a pair of vertices. An edge is called loop if both ends are the

same. A graph in which both multiple edges and loops are excluded is called simple.

A graph is called multigraph if it has multiple edges and it is called pseudograph if

both multiple edges and loops are allowed.

It is assumed that in graph mining the graphs are simple graphs, i.e. they

cannot have multiple edges or loops, and that in the sequel the graphs are labeled

as well.
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Definition 5.3. Given two labeled, undirected, simple graphs G =

(V, E, LV , LE, l) along with G′ = (V ′, E ′, L′
V , L′

E, l′), and G′ is a subgraph of G

if and only if V ′ ⊆ V and E ′ ⊆ E and ∀ v′ ∈ V ′, (l(v′) = l(v)) and ∀ (v′
i,v

′
j) ∈ E ′,

(l′(v′
i, v

′
j) = l(v′

i, v
′
j)). G′ is an induced subgraph of G iff V ′ ⊂ V , E ′ ⊂ E and ∀

vi, vj ∈ V ′, eij = (vi, vj) ∈ E ′ if and only if eij = (vi, vj) ∈ E.

Definition 5.4. A graph is a connected graph if there is a path from any vertex

to any other vertex in it.

The problem of frequent pattern discovery in graph database can be defined

in two ways. The first is referred as graph-transaction setting and the second is

referred as the single-graph setting. In the graph-transaction setting the dataset

to be mined is a set of graphs which are relatively small, while in the single-graph

setting the input data of the mining process is a single large graph. Regarding these

two approaches, two support definitions exist. In the graph-transaction setting the

support of a pattern is the number of the graphs in which the pattern appears,

irrespectively of how many times the pattern is contained by a particular graph. In

the single-graph setting the support of a pattern is the number of its occurrences

in the single graph. In both cases, however, a minimum support threshold is

defined in order to discover only the important patterns. A pattern is frequent if

its support exceeds the minimum support threshold.

The method of pattern mining in graph data means that the number of oc-

currences of a certain substructure must be counted. For this reason one should

determine to how many graphs in the dataset will be the candidate graph subgraph

isomorphic.

Definition 5.5. A labeled graph G = (V, E, λV , λE, fλ) is isomorphic to another

graph G′ = (V ′, E ′, λ′
V , λ′

E, f ′
λ) if they are topologically identical to each other,

that is, there is a mapping from V to V ′ such that each edge in E is mapped to a

single edge in E ′ and vice versa, such that the mapping preserves the labels.

Definition 5.6. A labeled graph G′ is subgraph isomorphic to a labeled graph G,

denoted by G′ ⊆ G if and only if there exists a subgraph G′′ of G such that G′ is

isomorphic to G′′.
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Because the third thesis deals with the problem of frequent subtree discovery,

which is a subfield of the graph discovery, the basic notations and concepts of trees

are described as well.

Definition 5.7. A tree is an acyclic connected graph.

Definition 5.8. A rooted tree is a tree in which a special vertex is selected, and

this vertex or node is called the root. A tree which does not have any roots is

called free tree.

Definition 5.9. A rooted, labeled tree is a 5-tuple Π(V,E, λ, fλ, v0) where (1) V

is the set of nodes; (2) E denotes the set of edges in a tree; (3) λ is the set of

labels for any node v ∈ V , (4) fλ is a function which maps a label to each node

(∀v ∈ V, fλ(u) ∈ λ); (5) v0 ∈ V is a dedicated node in the tree called the root.

Definition 5.10. A tree is ordered if it is a rooted tree and the children of any

node in the tree construct is an ordered set.

Definition 5.11. The size of a tree equals to the number of vertices in the tree.

Let Π denote the set of trees and Πk denote the set of trees of the same size k. Let

πk
j denote the jth item in Πk

Definition 5.12. A tree π1(Vπ1
, Eπ1

) is an induced subtree of π2(Vπ2
, Eπ2

) if Vπ1
⊆

Vπ2
and Eπ1

⊆ Eπ2
.

Definition 5.13. A tree π1(Vπ1
, Eπ1

) is an embedded subtree of π2(Vπ2
, Eπ2

) if

Vπ1
⊆ Vπ2

, and a branch appears in π1 if and only if the two vertices are on the

same path from the root to a leaf in π2.

From Definitions 5.12 and 5.13 one can draw the conclusion that the embedded

subtree is a generalization of the induced subtree, where not only the parent-child

branches are allowed but also the ancestor-descendant branches.

Definition 5.14. Given a database DΠ containing trees, the support of a tree π

(σ(π)) is the number of the trees in DΠ which has π as an embedded subtree. In

this case the number of occurrences of π in a given tree is irrelevant.
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Definition 5.15. Given a user specified minimum support threshold (σmin) a tree

is called frequent if it is contained within more trees in the database than the

threshold, in other words the support of the tree exceeds the minimum support

threshold. Let Lk
Π denote the set of k-sized frequent trees and Ck

Π the set of k-sized

candidate trees.

The thesis presented in this chapter deals with the problem of discovering

frequent labeled, rooted and ordered subtrees in a transactional tree database.

5.3 Classification of the Related Algorithms

In this section the frequent pattern discovering algorithms in graph data are clas-

sified regarding the following aspects.

• The type of the input data.

• The type of the pattern to be discovered.

• The completeness of the mining process.

• The basic approach used by the algorithm.

• The solution to the graph isomorphism problem.

5.3.1 Input Data Types

The type of the input data of the mining process influences the whole algorithm

significantly. As it was mentioned in Section 5.2 there are two formulations for

frequent pattern mining in graph datasets.

In the graph-transaction setting the input data is a set of relatively small

graphs with vertices having low and bounded degrees in general. In this case,

the graphs are the transactions and we are searching for subgraphs which occur

at least in a given number of graphs. The aim of several algorithms is to dis-

cover the frequent patterns in a graph dataset such as AGM [Inokuchi et al., 2000],

FSG [Kuramochi and Karypis, 2001], [Kuramochi and Karypis, 2004a], FFSM

[Jun Huan, 2003], gSpan [Yan and Han, 2002].
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In the case of single-graph setting, the input data is a single graph

with large vertex number with high degrees. In this case we are search-

ing for recurring subgraphs in the single graph. The objective of the SUB-

DUE [L. B. Holder and Djoko, 1994], GBI [Yoshida and Motoda, 1995], SIGRAM

[Kuramochi and Karypis, 2004b] and GREW [Kuramochi and Karypis, 2004c] al-

gorithms is to solve this kind of graph mining problem.

Another important issue is the type of the graph which the mining process is

executed on. It can be either a general graph which can contain cycles as well or

it can be a forest. In general the graphs or the forests are labeled and undirected,

however most of the algorithms can also be modified and applied to directed graphs.

5.3.2 Type of the Pattern

The complexity of the algorithm depends strongly on the complexity of the pattern

searched for. The pattern can be either a path, or a tree or a subgraph. These

types of graphs can be classified further. The tree can be rooted or free, and if

it is rooted it can be ordered or unordered. A subgraph can be an induced or

embedded subgraph, and it is either connected or not connected.

Mining paths in a tree is mostly used for indexing purposes. It is the simplest

pattern among the above-mentioned ones, thus it can be discovered relatively easy.

However, indexing methods which are based on subgraph instead of paths are more

efficient [Yan et al., 2004]. Trees can be mined either in a forest [Zaki, 2002] or in

graphs. A typical application for mining trees in a forest could be XML mining

where the objective is to discover the frequently appearing subtrees in a set of

XML documents for different reasons (i.e. caching [Yang et al., 2003], indexing

[Alexandre Termier, 2002]).

The most general task is to discover subgraphs in graph datasets. This is the

most complex problem among the different pattern discovering problems. There

are many differences in mining trees and graphs. For example the vertices of the

graphs cannot be numbered uniquely, unlike rooted trees where using the depth-

first traversal an ordering of the nodes can be defined. Thus, the extra cost of the

subgraph discovering algorithm is to code the graph data efficiently.
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5.3.3 Completeness of the Mining Process

Because of the high computational cost related to the graph and subgraph isomor-

phism problem, there are several algorithms which aim at discovering only a part

of all the frequent patterns. Two types of the algorithms can be distinguished,

complete and heuristic algorithms.

The heuristic algorithms are not guaranteed to find the complete set of sub-

graphs, such algorithms are for example SUBDUE, GBI and GREW. They use in

general a greedy approach, thus the frequent subgraphs discovered by these meth-

ods cannot be defined in advance before the mining process. The advantage of

the heuristic algorithms is that they can efficiently work on larger graphs having

a large number of vertex-disjoint embeddings.

The complete algorithms can be grouped into three categories. Those methods

belong to the first category, which find all the frequent subgraphs in the input

data. The frequent closed subgraph discovering algorithms [Yan and Han, 2003]

belong to the second category. The basic idea is similar to that of the discovering

of the frequent closed itemsets. The maximal frequent subgraph mining algorithms

[Huan et al., 2004] constitutes the third category. This approach is based on the

maximal frequent itemset discovery problem.

The two latter algorithms do not find all the frequent subgraphs but only

the frequent closed and maximal frequent patterns, respectively. The difference

between the heuristic algorithms and the last two methods is that in the case of

heuristic algorithms the patterns which are found depends on the starting point

of the method, while in the case of frequent closed subgraph discovery or the

maximal frequent subgraph discovery the result does not depend on the initial

settings. These ones discover a defined part of the subgraphs.

5.3.4 Fundamental Approach Used by the Algorithms

The standard itemset discovery algorithms use several approaches to generate can-

didates or discover directly the frequent itemsets, for example Apriori-like level-

wise approach, frequent pattern growth method, a depth-first search and so on (see

Section 3.3.3). Similarly, in graph data mining there are several ways to discover

the frequent patterns.
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Some early algorithms use greedy search to discover the frequent patterns in

graph data like the SUBDUE and the GBI algorithms. The drawback of such

methods is that they are not complete, i.e. it is not guaranteed to find all the

frequent subgraphs.

One of the most popular methods applied in complete algorithms is the level-

wise approach, because it achieves the highest amount of pruning compared to the

other approaches. In the case of subgraph discovery it is an important point to

keep the number of candidates as low as possible, primarily because of the high

computational complexity of subgraph isomorphism testing, which is known to

be O(nk), where n denotes the number of vertices of the graph and k stands for

the number of vertices of the subgraph. By exploiting the Apriori hypothesis the

number of candidates can be limited adequately. These algorithms use breadth-

first search (BFS) when generating the candidates.

Another possibility is to use a depth-first search (DFS) traversal when gen-

erating the candidates which is used for example by gSpan or FFSM. The ad-

vantage of the DFS is that in this case the search space can be reduced ear-

lier than in the case of using BFS. The most recently introduced approach

uses graph rewriting when discovering the frequent subgraphs as proposed in

[Kuramochi and Karypis, 2004c]. The GREW algorithm maintains the location

of the embeddings of the previously identified frequent subgraphs by rewriting the

input graph. As a result of the rewriting process, the vertices involved in each

embedding are collapsed together such that they form a new vertex. Table 5.1

shows how the best-known graph mining algorithms can be classified regarding

their basic approaches.

Table 5.1. Basic approach-based classification

greedy breadth-first depth-first graph
search search search rewriting

SUBDUE AGM FFSM
GBI FSG gSpan GREW

PD-Tree CloseGraph
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5.3.5 Graph Isomorphism Problem

One of the most important issues is how the graph isomorphism problem can be

solved during the subgraph discovery process. The graph isomorphism problem is

either P-hard or NP-complete and the subgraph isomorphism problem is known

to be NP-complete. Because subgraph matching is a computationally expensive

operation, it is an important issue in the mining process how this problem can be

solved within a given algorithm. In order to reduce the search space when solving

the subgraph isomorphism problem, the graph invariants were introduced. If two

graphs are topologically isomorph then all graph invariants of them are identical

as well.

One of the most widely used graph invariant is the canonical label or canonical

form. A widely used canonical form is the string representation of the adjacency

matrix of the graph [Inokuchi et al., 2000]. Because there are several different

adjacency matrices, several different codes belong to the same graph depending on

the ordering of the vertices of the graph. Therefore, a unique code is needed. In

order uniquely to describe the graph that the algorithms choose, the minimum or

the maximum code of the combinations must be selected. For this reason, all the

combinations have to be generated, and the minimum or maximum of them needs

to be selected. It means n! number of permutations of adjacency matrices, when

the number of vertices is n.

There are algorithms whose aim is to enhance the code selection

procedure, thus beside graph invariants, they also use vertex invariants

[Kuramochi and Karypis, 2001], [Kuramochi and Karypis, 2004a]. Vertex invari-

ants are some attributes assigned to a vertex which do not change across isomor-

phism mapping. A vertex invariant can for example be the degree or the label of a

vertex. Using vertex invariants, the vertices of the graph can be partitioned into a

few different equivalent classes, and the combination operation must be applied to

the different classes only. This can reduce the amount of time required to compute

the canonical label of a graph.

Another possible canonical label is based on the DFS trees of the graph. A

DFS tree is a spanning tree of the graph generated by a depth-first traversal of the

graph. The so-called DFS code is proposed in [Yan and Han, 2002]. The DFS code

is generated by discovering the DFS trees of the graph. Because more than one
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DFS tree for the same graph exists, and a unique code is needed for the canonical

labeling, the minimum of all the DFS codes has to be found.

5.3.6 Classification

In Figure 5.1 the classification of the most important algorithms is depicted based

on the following aspects: the type of the input data, the type of the pattern

searched for and the completeness of the discovering process.

Figure 5.1. Classification of the algorithms

5.3.7 Most Representative Graph Mining Approaches

The latest method proposed in the field of single-graph setting is the GREW

algorithm. It uses a heuristic approach to find frequent connected subgraphs from a

single graph. The main advantage of the algorithm is that it can be used efficiently

on large graphs having large number of vertex-disjoint embeddings. Because of its

heuristic nature, the number of patterns found by this algorithm is much smaller

than these discovered by complete algorithms, thus they can be handled efficiently.

The main idea of the algorithm is to use graph rewriting when generating the

candidates as described in Section 5.2.

The first algorithm whose aim was to solve the problem of discovering frequent

subgraphs in a graph transactions dataset was the AGM [Inokuchi et al., 2000].
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They are the adaption of the Apriori itemset discovery algorithm to the graph dis-

covery problem. A vertex-growth approach is used, which means that the candidate

graphs are extended by one vertex on each level. Since then, several algorithms

have been proposed which are in a way more efficient than the AGM. The FSG

algorithm uses an edge-growth approach instead of using a vertex-growth approach

of the AGM algorithm. It uses a sparse graph representation, thus both the stor-

age and the computation cost can be minimized. The candidate generation of size

(k + 1) is done by joining two frequent k-subgraphs which have (k − 1)-subgraph,

called the core, in common. In order to enhance the candidate generation, the FSG

algorithm uses a vertex-invariant to classify the vertices, thus finding the minimum

canonical label of an adjacency matrix is much quicker. The frequency counting is

done by intersecting TID lists.

The gSpan algorithm was suggested in 2002. It discovers the frequent in-

duced subgraphs without generating any candidates. Its canonical label for the

graphs is the minimum DFS code. Based on this code a hierarchical search tree

is constructed. gSpan discovers the subgraphs by pre-order traversal of the tree.

This design combines the subgraph isomorphism test and the frequent subgraph

growth. The FFSM algorithm (suggested in 2003) uses both the join operation

like the FSG algorithm, and the extension operation like the gSpan algorithm by

using a so called CAM (Canonical Adjacency Matrix) tree. It avoids the subgraph

isomorphic test by maintaining an embedding set for each frequent subgraph. The

SPIN [Huan et al., 2004] algorithm discovers the maximal frequent subgraphs in

a graph dataset. In the first step it discovers the frequent trees in the graph and

afterward it generates the maximal graph from this set.

5.4 Basic Subtree Discovering Algorithms

As can be seen in Sections 5.2 and 5.3 there remain several tasks not only in graph

mining, but also in the field of tree mining itself.

The TreeMiner algorithm proposed in [Zaki, 2002] is one of the first contributed

tree miner algorithms. It discovers the frequent embedded subtrees in a forest,

where a forest is a set of rooted, labeled, ordered trees. Recall that an embedded
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subtree is a generalization of the induced subtree, they allow not only parent-child

relations but also ancestor-descendant relations between the nodes of the tree.

The trees are represented by a string, such that the structure of the tree is

preserved. The string contains the labels of the tree nodes in pre-order manner,

and the backward steps in the traversal inserts a −1 in the string. The main

contribution of the algorithm is to define equivalent classes and to use so-called

scope-lists for each frequent tree in order to keep track of which trees contain a

given frequent subtree. Each node in the tree has a node number according to its

position of the depth-first traversal of the tree. The scope of a node in a tree is

defined as an interval, where the lower bound of the scope is the number of the

nodes and the upper bound of the interval is the number of the rightmost leaf

of the subtree rooted at the given node. The algorithm uses a DFS traversal for

generating the frequent trees, and using the scope-list, the support of the subtrees

can be calculated only by comparing the scope-lists of two subtrees from which

the new subtree is created.

Another algorithm called FREQT [Asai et al., 2002] also discovers the frequent

tree patterns from a set of labeled, ordered trees. The algorithm uses a rightmost

expansion technique, which means that a tree is created from a frequent tree by

attaching new nodes only to the rightmost branch of the tree. FREQT uses a BFS

approach, and during the candidate generation it also generates the rightmost

occurrence list for the candidates.

The algorithms mentioned so far use a “candidate generate and test” approach

based on the Apriori hypothesis to discover frequent rooted, labeled trees. The

Chopper [Wang et al., 2004] and XSpanner [Wang et al., 2004] algorithms use a

new approach for subtree discovery which is based on sequence mining. In Chopper

the sequence mining step and the extraction of frequent tree patterns from the

sequences are separated, while in XSpanner these two steps are integrated, where

larger frequent trees are grown from smaller ones.

The FreeTreeMiner [Rückert and Kramer, 2004] is a method for discovering

free trees, which is a more complex problem than discovering rooted trees because

in the case of free trees the coding of the trees is not as trivial as in case of rooted

trees. Thus, in the case of free trees, the canonical center of the tree has to be

found which is used further as the root. Afterwards, the nodes in the tree should be
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ordered such that the result is a rooted, ordered tree, that is, the canonical form.

The algorithm can be implemented either as an Apriori-like level-wise search or as

a depth-first search. It searches in a range from small trees to large trees according

to the “is-subtree-of” relation. It stores information not only about the frequency

of a given candidate but also about the frequency of its possible extensions.

Other tree mining algorithms are presented in [Alexandre Termier, 2002],

[Katsaros et al., 2005] and a more detailed overview of the different tree mining

algorithms can be found in [Chi et al., 2005].

5.5 Subtree Inclusion

One of the most time consuming and computationally complex tasks is the subtree

inclusion testing step. In the case of algorithms which project the database into

the memory (like the TreeMiner algorithm), it can be done by using the scope

lists of the candidate trees. However, these algorithms have the drawback that

the memory requirement depends strongly on the number of transactions, which

can be critical. Thus, a level-wise method is needed which can test the subtree

inclusion in an efficient way. For this reason this section introduces a novel method

which exploits the benefits of using a pushdown automaton for detecting subtrees

in an input tree.

5.5.1 Pushdown Automaton Approach

Definition 5.16. A pushdown automaton is a finite automaton outfitted with ac-

cess to a potentially unlimited amount of stack memory. The pushdown automaton

can be defined with a 7-tuple as follows: MPDA(Q, Σ, Γ, δ, q0, Z0, F )

• the final set of states, Q,

• the input alphabet, Σ,

• the alphabet of the stack, Γ,

• the set of transition functions, δ(Q× (Σ∪ ε)× Γ → Q× Γk), where ε means

the empty symbol,
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• the start state, q0 ∈ Q,

• the initial stack symbol, Z0 ∈ Γ,

• the set of accept states, F ⊂ Q.

The automaton starts in its start state and the stack contains only the initial

symbol. When reading one character from the input string, the set of transition

functions are checked whether one of them can be used. If there is a transition rule

which contains the state in which the automaton resides, and the same symbol is

on the top of the stack as in the rule, and the same character has just been read,

the automaton moves into its new state and a new symbol is pushed into the stack.

By default, the symbol from the stack is removed when it is used by the transition

function. If one wants to keep the symbol in the stack, he has to push it again.

The ε symbol is used when no symbol is pushed into the stack. In this case, the

number of the symbols in the stack is reduced by one. The input string is accepted

if the automaton is in an accept state after its last character has been processed.

The new idea is to use a pushdown automaton for detecting whether a given

tree is contained by another tree. Using this approach the support counting of the

candidates can be achieved by processing the input tree only once. At the end

of the transaction the counters of those candidates should be incremented whose

automaton is in an accept state.

For this reason the trees are represented with strings as follows. The string

encoding τ is initialized to an empty sting, τ = ∅. Afterwards, the tree is traversed

in pre-order manner, starting from the root, and the label λi of the current node is

added to the end of τ . Whenever the algorithm has to backtrack from a child to its

parent a {−} sign is added to τ . In this case, it is assumed that the {−} sign is not

in the label set of the tree. After the last label has been reached, the algorithm

terminates, which means that the algorithm does not traverse back to the root

as described in [Zaki, 2002], thus the minus signs from the end of the string are

omitted. As an example, Figure 5.2 shows a tree with its string encoding.

The rules generating the pushdown automaton for detecting a subtree in an

input tree is described in Table 5.3. The notations for the rules can be found in

Table 5.2. As described in Table 5.3 each state can have two transitions which

results in a different state. One of them is a forward transition and the other is
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Figure 5.2. A sample tree with its tree encoding

a backward transition. The forward transition is used when the input tree seems

to contain the candidate. The backward transitions are for those cases when the

input tree does not yet contain the candidate.

Table 5.2. Notations for the rules

Notation Meaning
λ The set of labels for labeling the trees
Σ = λ ∪ {−} The alphabet for the automaton.
Γ = λ ∪ Z0 ∪ 〈λ, i〉 Stack symbols, where 〈λ, i〉 denotes a structure

containing a symbol and a number of a state
τ = {τ0, τ1, . . . , τk−1} The string encoding of the candidate tree

for which the automaton is created,
where τi is the ith character in τ .

Q = {q0j0 , q1j1 , . . . , qkjk
} The states of the automaton

where ji denotes the level of the node in the tree
for which the given state was created

∗ Any symbol on the top of the stack

Proposition 5.17. Let π1 and π2 denote two trees with their string encodings τ

and κ respectively. The pushdown automaton created for τ according to Table 5.3

accepts its input κ if and only if π1 is an embedded subtree of π2.

Proof. The proof is given constructively by describing the process of the algorithm.

The pushdown automaton for detecting a tree in the input tree works as follows.

The automaton starts in its start state q00. It reads the characters of the input

string κ = κ0, κ1 . . . κs one by one. If κi = τ0, the automaton progresses to its

next state (q11), and the symbol together with the number of the start state as
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Table 5.3. Rules for creating a pushdown automaton for a candidate tree

Input character Transition function
τ0 ∈ λ (q00, τ0, ∗) → (q11, 〈τ0, 0〉 ∗)

(q00, {λ \ τ0}, ∗) → (q00, {λ \ τ0}∗)
(q00,−, ∗) → (q00, ε)

τi ∈ λ (qij, τi, ∗) → (qi+1j+1, 〈τi, i〉 ∗)
(qij, {λ \ τi}, ∗) → (qij, {λ \ τi}∗)
(qij,−, 〈τp, p〉) → (qpj−1, ε) where qpj−1 = maxk<j(qkj−1)
(qij,−, λ \ 〈τp, p〉) → (qij, ε) where qpj−1 = maxk<j(qkj−1)

τi = {−} (qij,−, ∗) → (qi+1j+1, ε)
(qij, {λ \ −}, ∗) → (qij, {λ \ −}ε)

a structure (〈κi, 0〉) are pushed into the stack. In other cases, the automaton

remains in its start state, and if κj ∈ λ, then the character is pushed, otherwise

the topmost symbol is popped. When the automaton is in an arbitrary state

qij, four possibilities exist. If the character just read (κl) equals the character

expected by the given state, then the automaton moves on to its next state, and

the character and the state number are pushed if κl ∈ λ, otherwise the topmost

symbol is popped. In other cases when the input character κl was not expected,

but it is in λ, only the character is pushed into the stack and the automaton

stays in its state. If the input character is a minus sign and it is not expected,

two possibilities exist. The backward transition is used if the topmost structure

matches the structure assigned to the backward transition. In other cases the self

loop is used. In both cases the topmost symbol is popped from the stack.

In order to better understand the process of the pushdown automaton Fig-

ure 5.3 shows a sample PDA for the tree τ = ABC −BA−−−D. The notations

on the arrows are in the following form: Σ, Γ/Γk, the first part of the expression

(before the / sign) shows which character has just been read and which symbol

is on the top of the stack. The second part denotes the symbols that should be

pushed into the stack. The * denotes any symbol from the stack.
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Figure 5.3. Sample pushdown automaton for the candidate ABC–BA—D

5.5.2 PD-Tree Approach

Similarly to the sequence mining, in subtree discovery is also worth joining the

several automatons of the candidates in order to reduce computational cost. How-

ever, it is not trivial joining two pushdown automatons. It is expected that the

resulting object needs less memory and its operation should be more efficient than

that of the separated automatons. One of the most important consideration is the

number of the stack which has to be used. If this cannot be decreased, the benefits

of joining the PDAs is questionable.

It is shown in the sequel how the pushdown automatons can be joined such

that the execution time is reduced. Furthermore, the number of the stacks to be

used remains one.

Definition 5.18. Let two pushdown automatons be given as defined in Defini-

tion 5.16: MPDA1
(Q1, Σ1, Γ1, δ1, q01

, Z01
, F1) and MPDA2

(Q2, Σ2, Γ2, δ2, q02
, Z02

, F2).

The join operation on MPDA1
and MPDA2

results in a so-called Pushdown

Automaton-Tree (PD-Tree) which is defined as follows: MPDTree3
= MPDA1

./

MPDA2
= (Q3, Σ3, Γ3, δ3, q03

, Z03
, F3).

• Q3 = Q1 ∪ Q2

• Σ3 = Σ1 = Σ2
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• Γ3 = extended Γ1 as described later

• δ3(Q3 × (Σ3 ∪ ε) × Γ3 → Q2
3 × Γk

3)

• q03
= q01

= q02

• Z03
= Z01

= Z01

• F3 = F1 ∪ F2.

As it can be seen from the definition, joining two pushdown automaton results

in a PD-Tree similarly to joining two state machines that results in an SM-Tree.

The rules for generating the new states in the PD-Tree, the accept states and the

start states are identical when generating these for the SM-Tree (Eqs. 4.8, 4.9 and

4.10). The only difference is in the stack symbols and of course in the transition

functions. In the case of PD-Tree the transition function does not result in only

one state but in some cases it results also in two, however in the case of PD-Tree

the content of the stack has to be used as well.

The main problem one faces when joining two pushdown automatons originates

from the fact that during the process not only one accept state exists, and using

the tree all accept states have to be accessed, i.e. all counters for those trees have

to be incremented which are contained by the input tree. The other problematic

fact is that because of space saving only one stack has to be used, thus the char-

acters pushed into the stack are mixed up regarding the different candidate trees.

Furthermore because not only one active state exist at the same time, but several,

when pushing a character into the stack, not only one state has to be inserted into

the structure but all of them from which a new state is reached. For this reason,

the definition of the stack symbols has to be modified (Definition 5.19).

Definition 5.19. Let Γ3 = ΓPDtree = Z0∪λ∪
〈

λ, {qi1 , qi2 , . . . , qip}
〉

denote the stack

symbols of the Pushdown-Tree automaton where Z0 is the initial stack symbol,

λ denotes the labels of the tree and
〈

λ, {qi1 , qi2 , . . . , qip}
〉

is a structure where

{qi1 , qi2 , . . . , qip} (called state list) is the list of all the states from which λ causes

a forward transition in the PD-Tree.

Proposition 5.20. The PD-Tree created for several candidate trees according to

Definitions 5.18 and 5.19 increments the counters of a candidate tree if and only
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if the candidate is contained by the input. Furthermore the counters of all these

candidates are incremented by processing the characters of the input string once

and only once.

Proof. The modified definition of the stack symbols means that for each label

those states are stored in the stack from which a transition was proceeded. This is

necessary because of the following. A state in the PD-Tree can have one forward

transition and one backward transition. The forward transition is used indepen-

dently of the content of the stack. The backward transition is followed only when

the stack contains the same label as is the label in the transition rule. However,

this is not the only condition because the backward transition has to be followed

only if using a backtracking in the tree such a node is reached which causes that

the candidate is impossible to be contained by the input. In this case, the au-

tomaton gets in its previous state. Thus, we have to know which label has caused

the forward step in order to know which has caused the backward as well. This

is marked with the list in the simple PDA in the case of single subtree inclusion

testing, and with a state list in case of the joined PDAs.

Thus when processing the PD-Tree, when the automaton reads a {−} character,

for each state the possible state for a backward transition has to be calculated,

and it has to be checked whether it is contained in the topmost state list of the

stack. If it is contained, the automaton must step back, otherwise it remains in

the current state or it also steps forward as well.

In Definition 5.19 it is an important condition exactly which state is pushed

into the stack. Two possibilities exist, namely, to push the starting state of the

transition or to push the destination state. The fact that the starting state is

chosen simplifies the process of the PD-Tree along with its implementation.

As an example Figure 5.4 shows a PD-Tree when joining the following four

trees: ABC −B, ABC −−B, BA−AB and ABCD. The figure does not contain

the self-loops in order to have a clearer view of the relevant part of the automaton.
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Figure 5.4. Sample PD-Tree of the following trees: ABC − B, ABC −−B, BA − AB
and ABCD

5.6 Experimental Results

In order to show the efficiency of the PD-Tree algorithm several experimental re-

sults were created. The simulations were executed on a Pentium 4 CPU, 2.4GHz,

and 1GB of RAM computer as in the previous sections. The algorithms were

implemented in C#. The first algorithm, called Stack Automatons is an imple-

mentation of the pushdown automatons for each candidate without joining them.

The algorithm works as follows. A separate pushdown automaton is created for

each candidate. When a transaction is processed, all the automatons are checked

for each item of the transaction, whether it can take a transition into a new state.

The other algorithm is the PD-Tree algorithm proposed in Section 5.5.

Two types of datasets were used in the experiments. One of them contains

the candidates that are to be checked as to whether they are contained by the
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transaction. The transaction database belongs to the second type of dataset. The

meaning of the notations in the name of the datasets is depicted in Table 5.4

Table 5.4. Description of the notations used in the datasets

Notation Meaning
D Maximum depth
F Fan-out
L Number of labels
T Number of transactions
K Thousands

For analyzing the two algorithms their three properties were measured. The

execution time is one of the most important feature of a data mining algorithm.

Thus, this is our primary feature investigated by the simulations. The other prop-

erty is the memory requirement. In this case we measured the number of states

which were created during the two algorithms. For a better explanation of the

results the number of the checked states were measured during the mining process.

Figure 5.5 shows the execution time of the two algorithms when using the

candidate dataset D4F3L10T10K, and D5F3L10Tx as the transaction database,

where x is in the range of 100 and 10000. It can be clearly seen that the PD-Tree

algorithm is an order of magnitude faster than the Stack Automatons algorithm

in the whole range. The reason can be observed in Figure 5.6 where the number

of those states are depicted which were active during the mining process. It is

observable that in the case of the Stack Automaton algorithm, the number of

active states is more orders of magnitude greater than in the case of PD-Tree

algorithm. This is the expected result, as the joining step and its consequences

were declared as the main benefit of the PD-Tree algorithm, because one of the

consequences was to reduce the number of the active states.

Further measurement results are shown in Table 5.5, where both the name of the

candidate datasets (second column) and the name of the transaction datasets (third

column) are depicted. The execution times of the two algorithms are enumerated

as well (fourth and fifth columns). The last column stores the speed up ratio when

using the PD-Tree algorithms. It can be observed that the speed up ratio is greater

when the number of the candidates is high, while it is small when the number of
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the candidates is limited. This can also be explained in connection with the joining

step. In Figure 5.7 (a) the execution times depicted in Table 5.5 are shown with

cube-diagrams. Figure 5.7 (b) shows the number of the states which were checked

during the mining process. The numbering on the x axis of Figure 5.7 corresponds

to the numbering of the different cases in Table 5.5.

One can draw the conclusion that joining the automatons results in a significant

time saving. However, the number of the states saved in this way is less significant

as shown in Figure 5.8, where the state numbers created by the two algorithms are

depicted for the different candidate datasets.

(a) (b)

Figure 5.5. Execution time of the two algorithms (a) in linear and (b) in logarithmic
scaling

Figure 5.6. Number of active states during the mining process
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Table 5.5. Execution times of the two algorithms

N◦ Candidate Tree Stack Auto. PD-Tree Speed
database database (sec) (sec) up ratio

1. D4F3L10T5K D5F4L10T1K 160.72 6.50 24.73
2. D4F3L10T5K D5F4L10T10K 1630.44 74.31 21.94
3. D4F3L10T50K D5F4L10T1K 160.17 5.02 31.93
4. D5F3L10T1K D4F3L10T10K 43.36 13.23 3.27
5. D5F3L10T1K D4F3L10T5K 43.42 18.83 2.31
6. D5F3L10T1K D4F3L10T50K 43.26 12.38 3.50
7. D5F3L10T10K D4F3L10T5K 613.44 98.42 6.23
8. D5F4L10T1K D5F4L10T10K 255.52 40.59 6.29
9. D5F4L10T10K D5F4L10T1K 354.48 37.44 9.47

(a) (b)

Figure 5.7. (a) Execution time (b) Number of the states checked during the mining
process in the cases shown in Table 5.5

Figure 5.8. Number of states created by the two algorithms for the different candidate
datasets shown in Table 5.5



Chapter 6
Application of the Results

In the previous sections three different tasks of frequent pattern discovery were de-

scribed in detail, namely frequent itemset, frequent sequence and frequent subtree

discovery. For each of the introduced problems related work was also presented.

The richness of these research papers show the relevance of these research field.

However, it is useful to introduce the problems from a practical aspect. Thus, a

Web usage mining system is outlined in this section, which uses the three investi-

gated approaches for mining web log data efficiently.

Frequent itemset mining, frequent sequence mining and frequent substructure

mining are similar in the sense that they search for frequently recurring patterns

in large databases. However, they differ significantly in many aspects, for example,

in the computational complexity of the basic problem or in the applications and

purposes they are used for.

The market basket analysis was mentioned as the basic and the most cited

application of frequent itemset discovery. In this application, the transactions are

the baskets of the customers and the items are the goods which are bought by

the customer. Two of the basic applications of sequence mining problem are the

generalization of the basket analysis where the behavior of the customers are also

followed in time, and the pattern mining in DNA sequences. Frequent subgraphs

are discovered, for example, in information retrieval systems or for XML document

caching. These applications are, of course, only some examples out of the huge

amount of different applications in which these approaches can be used. This

section aims at introducing an application which can exploit the benefits of all
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three tasks of frequent pattern mining presented in this work. The organization

of the chapter is as follows. Section 6.1 gives an overview about Web mining in

general. In this section Web content mining, Web structure mining, and Web usage

mining are mentioned as the basic categories of Web mining. All three categories

are explained and some relevant bibliographies are cited as well. Because the focus

of this chapter is Web usage mining, it is introduced and described in Section 6.2 in

detail. A more detailed related work is depicted in Subsection 6.2.1. The different

tasks in the Web mining system are described in Subsections 6.2.2 and 6.2.3.

6.1 WEB Mining Overview

The expansion of the World Wide Web (Web for short) has resulted in a large

amount of data that is now in general freely available for user access. The different

types of data have to be managed and organized such that they can be accessed

by different users efficiently. Therefore, the application of data mining techniques

on the Web is now the focus of an increasing number of researchers. Several data

mining methods are used to discover the hidden information in the Web. However,

Web mining does not only mean applying data mining techniques to the data

stored in the Web. The algorithms have to be modified such that they better

suit the demands of the Web. New approaches should be used which better fit

the properties of Web data. Furthermore, not only data mining algorithms, but

also artificial intelligence, information retrieval and natural language processing

techniques can be used efficiently. Thus, Web mining has been developed into an

autonomous research area.

Web mining involves a wide range of applications that aims at discovering

and extracting hidden information in data stored on the Web. Another impor-

tant purpose of Web mining is to provide a mechanism to make the data ac-

cess more efficiently and adequately. The third interesting approach is to dis-

cover the information which can be derived from the activities of users, which are

stored in log files for example for predictive Web caching [Yang and Zhang, 2003].

Thus, Web mining can be categorized into three different classes based on which

part of the Web is to be mined [Kosala and Blockeel, 2000], [Madria et al., 1999],

[Borges and Levene, 1999]. These three categories are (i) Web content mining,
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(ii) Web structure mining and (iii) Web usage mining. For detailed surveys

of Web mining please refer to [Garofalakis et al., 1999a], [Madria et al., 1999],

[Kosala and Blockeel, 2000], [Chakrabarti, 2000].

Web content mining [Balabanovic and Shoham, 1995], [Chakrabarti, 2000] is

the task of discovering useful information available on-line. There are different

kinds of Web content which can provide useful information to users, for example

multimedia data, structured (i.e. XML documents), semi-structured (i.e. HTML

documents) and unstructured data (i.e. plain text). The aim of Web content

mining is to provide an efficient mechanism to help the users to find the information

they seek. Web content mining includes the task of organizing and clustering the

documents and providing search engines for accessing the different documents by

keywords, categories, contents etc.

Web structure mining [Chakrabarti et al., 1998], [Kleinberg et al., 1999],

[Hou and Zhang, 2003], [Han and Elmasri, 2004] is the process of discovering the

structure of hyperlinks within the Web. Practically, while Web content mining fo-

cuses on the inner-document information, Web structure mining discovers the link

structures at the inter-document level. The aim is to identify the authoritative and

the hub pages for a given subject. Authoritative pages contain useful information,

and are supported by several links pointing to it, which means that these pages

are highly-referenced. A page having a lot of referencing hyperlinks means that

the content of the page is useful, preferable and maybe reliable. Hubs are Web

pages containing many links to authoritative pages, thus they help in clustering

the authorities. Web structure mining can be achieved only in a single portal or

also on the whole Web. Mining the structure of the Web supports the task of

Web content mining. Using the information about the structure of the Web, the

document retrieval can be made more efficiently, and the reliability and relevance

of the found documents can be greater. The graph structure of the web can be

exploited by Web structure mining in order to improve the performance of the

information retrieval and to improve classification of the documents.

Web usage mining is the task of discovering the activities of the users

while they are browsing and navigating through the Web. The aim of un-

derstanding the navigation preferences of the visitors is to enhance the quality

of electronic commerce services (e-commerce), to personalize the Web portals
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[Eirinaki and Vazirgiannis, 2003] or to improve the Web structure and Web server

performance [Pei et al., 2000b]. In this case, the mined data are the log files which

can be seen as the secondary data on the web where the documents accessible

through the Web are understood as primary data.

There are three types of log files that can be used for Web usage mining. Log

files are stored on the server side, on the client side and on the proxy servers. By

having more than one place for storing the information of navigation patterns of

the users makes the mining process more difficult. Really reliable results could

be obtained only if one has data from all three types of log file. The reason for

this is that the server side does not contain records of those Web page accesses

that are cached on the proxy servers or on the client side. Besides the log file

on the server, that on the proxy server provides additional information. However,

the page requests stored in the client side are missing. Yet, it is problematic to

collect all the information from the client side. Thus, most of the algorithms work

based only the server side data. Some commonly used data mining algorithms

for Web usage mining are association rule mining, sequence mining and clustering

[Cooley et al., 1999].

6.2 Web Usage Mining

Web usage mining, from the data mining aspect, is the task of applying data mining

techniques to discover usage patterns from Web data in order to understand and

better serve the needs of users navigating on the Web [Srivastava et al., 2000]. As

every data mining task, the process of Web usage mining also consists of three

main steps: (i) preprocessing, (ii) pattern discovery and (iii) pattern analysis.

In this work pattern discovery means applying the introduced frequent pattern

discovery methods to the log data. For this reason the data have to be converted

in the preprocessing phase such that the output of the conversion can be used

as the input of the algorithms. Pattern analysis means understanding the results

obtained by the algorithms and drawing conclusions.

Figure 6.1 shows the process of Web usage mining realized as a case study in

this work. As can be seen, the input of the process is the log data. The data has to

be preprocessed in order to have the appropriate input for the mining algorithms.
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The different methods need different input formats, thus the preprocessing phase

can provide three types of output data.

The frequent patterns discovery phase needs only the Web pages visited by

a given user. In this case the sequences of the pages are irrelevant. Also the

duplicates of the same pages are omitted, and the pages are ordered in a predefined

order.

In the case of sequence mining, however, the original ordering of the pages is

also important, and if a page was visited more than once by a given user in a user-

defined time interval, then it is relevant as well. For this reason the preprocessing

module of the whole system provides the sequences of Web pages by users or user

sessions.

For subtree mining not only the sequences are needed but also the structure

of the web pages visited by a given user. In this case the backward navigations

are omitted, only the forward navigations are relevant, which form a tree for each

user. After the discovery has been achieved, the analysis of the patterns follows.

The whole mining process is an iterative task which is depicted by the feedback in

Figure 6.1. Depending on the results of the analysis either the parameters of the

preprocessing step can be tuned (i.e. by choosing another time interval to deter-

mine the sessions of the users) or only the parameters of the mining algorithms.

(In this case that means the minimum support threshold.)

In the case study presented in this work the aim of Web usage mining is to

discover the frequent pages visited at the same time, and to discover the page

sequences visited by users. The results obtained by the application can be used to

form the structure of a portal satisfactorily for advertising reasons and to provide

a more personalized Web portal.

6.2.1 Related Work

In Web usage mining several data mining techniques can be used. Association

rules are used in order to discover the pages which are visited together even if

they are not directly connected, which can reveal associations between group of

users with specific interest [Eirinaki and Vazirgiannis, 2003]. This information can

be used for example for restructuring Web sites by adding links between those
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Figure 6.1. Process of Web usage mining

pages which are visited together. Association rules in Web logs are discovered in

[Chen et al., 1996], [Punin et al., 2001], [Batista et al., 2002], [Zaiane et al., 1998]

and [Li Shen and Steinberg, 2000]. Sequence mining can be used for discover the

Web pages which are accessed immediately after another. Using this knowl-

edge the trends of the activity of the users can be determined and predictions

to the next visited pages can be calculated. Sequence mining is accomplished in

[Pei et al., 2000b], where a so-called WAP-tree is used for storing the patterns ef-

ficiently. Tree-like topology patterns and frequent path traversals are searched by

[Chen et al., 1996], [Lin et al., 1999], [Nanopoulos and Manolopoulos, 2000] and

[Nanopoulos and Manolopoulos, 2001].

Web usage mining is elaborated in many aspects. Besides applying data min-

ing techniques also other approaches are used for discovering information. For

example [Borges and Levene, 1999] uses probabilistic grammar-based approach,
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namely an Ngram model for capturing the user navigation behavior patterns.

The Ngram model assumes that the last N pages browsed affect the proba-

bility of identifying the next page to be visited. [Jin et al., 2004] uses Proba-

bilistic Latent Semantic Analysis (PLSA) to discover the navigation patterns.

Using PLSA the hidden semantic relationships among users and between users

and Web pages can be detected. In [Jespersen et al., 2003] Markov assump-

tions are used as the basis to mine the structure of browsing patterns. For

Web prefetching [Nanopoulos et al., 2002] uses Web log mining techniques and

[Nanopoulos et al., 2003] uses a Markov predictor.

6.2.2 Data preprocessing

The data in the log files of the server about the actions of the users can not be used

for mining purposes in the form as it is stored. For this reason a preprocessing

step must be performed before the pattern discovering phase.

The preprocessing step contains three separate phases. Firstly, the collected

data must be cleaned, which means that graphic and multimedia entries are re-

moved. Secondly, the different sessions belonging to different users should be iden-

tified. A session is understood as a group of activities performed by a user when

he is navigating through a given site. To identify the sessions from the raw data is

a complex step, because the server logs do not always contain all the information

needed. There are Web server logs which do not contain enough information to re-

construct the user sessions, in this case for example time-oriented heuristics can be

used as described in [Zhang and Ghorbani, 2004]. After identifying the sessions,

the Web page sequences are generated, which task belongs to the first step of the

preprocessing. The third step is to convert the data into the format needed by the

mining algorithms. If the sessions and the sequences are identified, this step can

be accomplished more easily.

In our experiments we used two web server log files, the first one was the

msnbc.com anonymous data∗ and the second one was a Click Stream data down-

loaded from the ECML/PKDD 2005 Discovery Challenge†. Both of the log files

are in different formats, thus different preprocessing steps were needed.

∗http://kdd.ics.uci.edu/databases/msnbc/msnbc.html
†http://lisp.vse.cz/challenge/CURRENT/
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The msnbc log data describes the page visits of users who visited msnbc.com

on September 28, 1999. Visits are recorded at the level of URL category and

are recorded in time order. This means that in this case the first phase of the

preprocessing step can be omitted. The data comes from Internet Information

Server (IIS) logs for msnbc.com. Each row in the dataset corresponds to the page

visits of a user within a twenty-four hour period. Each item of a row corresponds

to a request of a user for a page. The pages are coded as shown in Table 6.1. The

client-side cached data is not recorded, thus this data contains only the server-side

log.

Table 6.1. Codes for the msnbc.com page categories
cat. code cat. code cat. code
frontpage 1 misc 7 summary 13
news 2 weather 8 bbs 14
tech 3 health 9 travel 15
local 4 living 10 msn-news 16
opinion 5 business 11 msn-sport 17
on-air 6 sports 12

In the case of the msnbc data only the rows have to be converted into itemsets,

sequences and trees. The other preprocessing steps are done already. A row

is converted into an itemset by omitting the duplicates of the pages, and sorting

them regarding their codes. In this way the ItemsetCode algorithm can be executed

easily on the dataset.

In order to have sequence patterns the row has to be converted such that they

represent sequences. A row corresponds practically to a sequence having only one

item in each itemset. Thus converting a row into the sequence format needed by

the SM-Tree algorithm means to insert a −1 between each code.

In order to have the opportunity mining tree-like patterns the database has to

be converted such that the transactions represent trees. For this reason each row

is processed in the following way. The root of the tree is the first item of the row.

From the subsequent items a branch is created until an item is reached which was

already inserted into the tree. In this case the algorithm inserts as many −1 item

into the string representation of the tree as the number of the items is between the

new item and the previous occurrence of the same item. The further items forms
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another branch in the tree. For example given the row: “1 2 3 4 2 5” then the tree

representation of the row is the following: “1 2 3 4 -1 -1 5”.

In case of the Click Stream data the preprocessing phase needs more work.

It contains 546 files where each file contains the information collected during one

hour from the activities of the users in a Web store. Each row of the log contains

the following parts:

• a shop identifier

• time

• IP address

• automatic created unique session identifier

• visited page

• referrer

In Figure 6.2 a part of the raw log file can be observed. Because in this case the

sessions have already been identified in the log file, the Web page sequences for the

same sessions have to be collected only in the preprocessing step. This can be done

in the different files separately, or through all the log files. After the sequences are

discovered, the different web pages are coded, and similarly to the msnbc data, the

log file has to be converted into itemsets and sequences.

Figure 6.2. An example of raw log file
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6.2.3 Mining Process and Pattern Analysis

As it is depicted in Figure 6.1, the Web usage mining system is able to use all three

frequent pattern discovery tasks described in this work. For the mining process,

besides the input data, the minimum support threshold value is needed. It is one

of the key issues, to which value the support threshold should be set. The right

answer can be given only with the user interactions and many iterations until the

appropriate values have been found. For this reason, namely, that the interaction

of the users is needed in this phase of the mining process, it is advisable executing

the frequent pattern discovery algorithm iteratively on a relatively small part of

the whole dataset only. Choosing the right size of the sample data, the response

time of the application remains small, while the sample data represents the whole

data accurately. Setting the minimum support threshold parameter is not a trivial

task, and it requires a lot of practice and attention on the part of the user.

The frequent itemset discovery and the association rule mining was accom-

plished using the ItemsetCode algorithm with different minimum support and

minimum confidence threshold values. Figure 6.3 (a) depicts the association rules

generated from msnbc.com data at a minimum support threshold of 0.1% and at

a minimum confidence threshold of 85% (which is depicted in the figure). Ana-

lyzing the results, one can make the advertising process more successful and the

structure of the portal can be changed such that the pages contained by the rules

are accessible from each other.

Another type of decision can be made based on the information gained from a

sequence mining algorithm. Figure 6.3 (b) shows a part of the discovered sequences

of the SM-Tree algorithm from the msnbc.com data. The percentage values de-

picted in Figure 6.3 (b) are the support of the sequences.

The frequent tree mining task was accomplished using the PD-Tree algorithm.

A part of the result of the tree mining algorithm is depicted in Figure 6.4 (a). The

patterns contain beside the trees (represented in string format), also the support

values. The graphical representations of the patterns are depicted in Figure 6.4

(b) without the support values.



Chapter 6. Application of the Results 102

(a) (b)

Figure 6.3. (a) Association rules and (b) sequential rules based on the msnbc.com data

(a) (b)

Figure 6.4. Frequent tree patterns based on msnbc.data in (a) string and (b) graphical
representations



Chapter 7
Conclusions

7.1 Summary

This work deals with the problem of frequent pattern mining in different types

of datasources. The results of my research work are summarized in three theses

according to the three different frequent pattern mining problems, namely, frequent

itemset, frequent sequence and frequent tree mining problems.

The first thesis contains two algorithms which solve the frequent itemset mining

problem in an efficient way by exploiting the benefits of the introduced new index

structures. The second thesis proposes a new algorithm for subsequence discovery.

The third thesis introduces a novel algorithm for subtree inclusion testing.

In the sequel, as a conclusion of this work, the three theses are summarized, in a

way that the main contribution of each thesis is emphasized with bold characters.

The title of each thesis is immediately followed by my publications related to

the specific thesis. The definitions and propositions necessary to understand the

operation of the algorithms are also enumerated.

The second part of the conclusion (Section 7.2) contains the future work related

to the three main area contributed in this work.
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Thesis I

[Ivancsy and Vajk, 2004b] [Ivancsy and Vajk, 2005i]

[Ivancsy and Vajk, 2005d] [Ivancsy et al., 2004]

[Ivancsy and Vajk, 2004c] [Ivancsy and Vajk, 2004a]

My first thesis deals with the problem of efficiently discovering frequent itemsets

in transactional databases. I propose two methods, the ItemsetCode and Cubic

algorithms for discovering small frequent itemsets in an efficient way. Thus, the

process of mining larger itemsets is enhanced as well.

Thesis I.A

I have proposed a new algorithm called ItemsetCode algorithm for dis-

covering frequent itemsets efficiently. The proposed method is a level-

wise algorithm and its contribution is to reduce the problem of discov-

ering the 3 and 4-frequent itemsets back to the problem of discovering

2-frequent itemsets by using a coding mechanism. The ItemsetCode al-

gorithm discovers the 1 and 2-frequent itemsets in the quickest way by

directly indexing a matrix. The 2-frequent itemsets are coded and the

3 and 4-candidates are created by pairing the codes. The counters for

the 3 and 4-candidates are stored in a jugged array in order to have a

storage structure of moderate memory requirements. The way in which

the candidates are created enables us to use the jugged array in a very

efficient way by using two indirections only. Furthermore, the memory

requirement of the structure is also low. The algorithm only partially

exploits the benefits of the Apriori hypothesis. The reason is the com-

pact storage structure for the candidates. The ItemsetCode algorithm

discovers the large itemset efficiently because of the quick discovery of

the small itemsets. Its level-wise approach ensures the fact that its

memory requirement does not depend on the number of transactions.
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• I defined a code set and I have proven that this code set is a total ordered

set.

Definition 7.1. Let Ξ = ξ1, ξ2, . . . , ξk be the set of codes where n denotes

the number of frequent items, and the following conditions hold:

ξ1 = n + 1 (7.1)

ξk = n + k, (k = |L2
I |) (7.2)

ξi+1 − ξi = 1, ∀i (0 < i < k) (7.3)

Proposition 7.2. The set of codes defined in Definition 7.1 is a total ordered

set.

• I defined a coding and a decoding function between the set of frequent two

itemsets (L2) and the set of codes (Ξ). I have shown that using the coding

mechanism each candidate appears exactly three times, and I provided two

rules for generating all candidates exactly once.

Definition 7.3. Let Fξ : L2
I → Ξ be a bijective coding function between the

2-frequent itemsets (L2) and the codes (Ξ). Because L2 is lexicographically

ordered, it is a total ordered set and the set of codes is also a total ordered set

according to Proposition 7.2, the number of elements in both sets is identical,

it is possible to define a bijective function according to the following rule:

∀i(0 < i < k) Fξ : L2
Ij
→ ξj.

Definition 7.4. Let FD = F−1
ξ : Ξ → L2

I be the decoding function. It always

exists because Fξ is a bijective function. If ξ ∈ Ξ is a code, and x,y ∈ I are

items, the following equations are true:

FD,1(ξ) = x iff Fξ(x, y) = ξ (7.4)

FD,2(ξ) = y iff Fξ(x, y) = ξ (7.5)

Proposition 7.5. If all the code pairs ξiξj (0 < i, j ≤ k) are generated as 3-

and 4-candidates from the codes, the decoded form of the 3- and 4-candidates

appears exactly three times.
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Rule 11. If and only if FD,2(ξi) = FD,1(ξj), then the code pair ξiξj is a

3-candidate.

Rule 12. If and only if FD,2(ξi) < FD,1(ξj), then the code pair ξiξj is a

4-candidate.

Proposition 7.6. The candidates generated from the codes regarding Rule 11

and Rule 12 contain all the 3- and 4-candidates, and no redundant candidates

are present. Furthermore the resulting candidate set partially exploits the

Apriori hypothesis.

• In order to store and handle the code pairs (thus the 3- and 4-candidates)

efficiently I proposed a new storage structure for storing the counters. This

structure is a jugged array. I suggested a method for creating the jugged

array and I have proven that this structure holds the counters of all the 3-

and 4-candidates.

Definition 7.7. Let Λ be a list of objects. Let Λp be the list belonging to

the pth item of Λ, and the code indexing the pth item is ξi. (ξi = p + n). The

items in Λp (denoted by Λp(i)) are created according to Eqs. 7.6, 7.7 and

7.8.

Λp[0] =







min
j
{ξj} where FD,1(ξj) = FD,2(ξi) if exists

null otherwise







(7.6)

Λp[max] =

{

ξk if Λp[0] 6= null

null otherwise

}

(7.7)

Λp[q] =

{

Λp[q − 1] + 1 if Λp[0] 6= null

null otherwise

}

, 0 < q < max (7.8)

Proposition 7.8. The list Λ created according to Definition 7.7 contains all

the 3- and 4-candidates.

• Through several experimental results I have shown that the ItemsetCode

algorithm is fast and uses less memory than the Apriori or the FP-growth

algorithms.
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Thesis I.B

The Cubic algorithm is another method for discovering the small fre-

quent itemsets efficiently. It also uses a direct indexing method for

discovering the 3 and 4-candidates. The algorithm uses the Apriori

hypothesis only partially in order to have a structure which can be

indexed continuously. However, it uses the Apriori hypothesis when

different cubes are created for those itemsets whose first item is differ-

ent. The greater itemsets can be discovered by calling the Apriori (in

case of Cubic Apriori algorithm) or the FP-growth (in case of Cubic

FP-Growth) algorithms. It is worth using the Apriori algorithm if the

distribution of the dataset is such that the number of the four frequent

itemsets are great. In the case of invoking the FP-growth algorithm

the benefit is to have a smaller FP-tree, because the FP-tree is built

only from those transactions which contain at least one frequent four

itemset. Experimental results show the memory saving in this case.

Thesis II

[Ivancsy and Vajk, 2005b] [Ivancsy et al., 2005c]

[Ivancsy et al., 2005a] [Ivancsy and Vajk, 2005g]

[Ivancsy et al., 2005b] [Ivancsy and Vajk, 2005a]

My second thesis deals with the problem of discovering frequent se-

quences efficiently. The main idea of the new method called SM-Tree

algorithm is to test the subsequence inclusion in such a way that the

items of the input sequence are processed exactly once. The basis of the

new approach is the deterministic finite state machines created for the

candidates. By joining the several automatons a new structure called

SM-Tree is created such that handling a large number of candidates is

faster than in the case of using different state machines for each can-

didate. By analyzing the new structure I have proposed a method for

handling the SM-Tree efficiently. This can be done by exploiting the

benefits of having two types of states, namely the fixed and the tempo-
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rary states. The further benefit of the suggested algorithm is that its

memory requirement is independent from the number of transactions

which comes from the level-wise approach.

• I have proposed a new method for testing subsequence inclusion, namely,

using a deterministic finite machine. I have showed how the candidate se-

quences can be represented as strings and how a machine can be built for

this reason.

Definition 7.9. Let C=c0, c1, . . . , cs be the string representation of a candi-

date sequence of size k, where s+1 equals to the length of the string C. The

rules for generating a deterministic finite state machine for the sequence C

are given in Table 7.1, where Qi (Qi ∈ Q, i = 0 . . . s + 1) denotes the states

of the machine, and Σ \ ci denotes all characters in the alphabet Σ except ci,

and Q0 = q0 and Qs+1 ∈ F.

Table 7.1. Transition functions of the finite state machine of the candidate sequence
C=c0, c1, . . . , cs.

Input item Transition function
c0 ∈ Σ \ {−} δ(Q0, c0) = Q1

δ(Q0, Σ \ c0) = Q0

ci ∈ Σ \ {−} δ(Qi, ci) = Qi+1, i = 1 . . . s
δ(Qi, Σ \ {ci,−}) = Qi

δ(Qi, {−}) = Qp where
Qp = max

j<i
{δ(Qj−1, {−}) = Qj, q0}

ci = {−} δ(Qi, ci) = Qi+1, i = 1 . . . s
δ(Qi, Σ \ ci) = Qi

Proposition 7.10. The deterministic finite state machine created for the

candidate sequence C based on Definition 4.9 accepts the input string κ if

and only if κ contains C.

• In order efficiently to handle the several finite state machines created for the

candidates, I have introduced a new structure called SM-Tree. Using the

SM-Tree, the counters of all the candidates which are contained by the input
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sequence are incremented such that the items of the sequence are processed

exactly once.

Definition 7.11. Let MDFS1
= (Q1, Σ, δ1, q10

, F1) and MDFS2
=

(Q2, Σ, δ2, q20
, F2) be two finite state machines created for two candidate se-

quences based on Definition 4.9. The join operation on MDFS1
and MDFS2

results in a so-called State Machine-Tree (SM-Tree) which is defined as fol-

lows: MSMTree3
= MDFS1

./ MDFS2
= (Q3, Σ, δ3, q30

, F3) where the notations

are the following:

– a finite set of states Q3 = Q1 ∪ Q2,

– a finite set called the alphabet Σ, which is the same as the alphabet of

the finite state machines to be joined,

– a transition function δ3 : Q3 × Σ → Q2
3,

– a start state q30
= q10

= q20
,

– and a set of accept states, F3 ∈ Q3, F3 = F1 ∪ F2

Proposition 7.12. The SM-Tree created for the candidate sequences of the

same size incremenets the counter of a candidate sequence if and only if

the candidate is contained by the input sequence. Furthermore the SM-Tree

increments the counters of those and only those candidate sequences which

are contained by the input sequence. For this purpose the items of the input

sequence has to be read exactly once.

• I have proposed a method for efficiently handling the SM-Tree by classifying

its states into two classes. I have proven that using these two classes, only

two arrays of fixed size have to be used for storing the tokens of the tree.

Definition 7.13. A state of an SM-Tree is called fixed state if it is the start

state of the SM-Tree, or it is a state immediately after a {−} transition.

Definition 7.14. A state of an SM-Tree is called temporary state if it is not

a fixed state.

Proposition 7.15. The set of the fixed states can only be increased during

the subsequence checking process. The set of the temporary states can be
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decreased as well, but in this case all the items are removed from it simulta-

neously.

Corollary 7.16. The lists for the fixed states and for the temporary states

can be realized by using two arrays of fixed size. The upper bound of the two

arrays is the number of the states of the SM-Tree.

• Using experimental results I have shown the time efficiency of the SM-Tree

algorithm.

Thesis III

[Ivancsy and Vajk, 2005h] [Ivancsy and Vajk, 2005g]

[Ivancsy and Vajk, 2005e] [Ivancsy and Vajk, 2005f]

[Ivancsy and Vajk, 2005c] [Ivancsy and Vajk, 2005a]

In my third thesis I propose a new method for determining whether a

tree is contained by another tree. This can be done by using a pushdown

automaton. In order to provide an input to the automaton, the tree is

represented as a string. For handling the large number of candidates

efficiently I have introduced the join operation between the automatons,

and the resulting new structure is called PD-Tree. The new structure

makes it possible to discover the support of each candidate at the same

time by processing the items of a transaction exactly once. The benefit

of the PD-Tree is that it uses only one stack to accomplish the mining

process. Experimental results show the time saving when using the

PD-Tree instead of using several pushdown automatons.

• I have shown how to represent a tree in order to have an appropriate input

for a pushdown automaton.

• I have shown how to create a pushdown automaton for testing subtree inclu-

sion. The rules for creating the automaton is depicted in Table 7.3 and the

notations are explained in Table 7.2.
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Table 7.2. Notations for the rules

Notation Meaning
λ The set of labels for labeling the trees
Σ = λ ∪ {−} The alphabet for the automation.
Γ = λ ∪ Z0 ∪ 〈λ, i〉 Stack symbols, where 〈λ, i〉 denotes a structure

containing a symbol and a number of a state
τ = {τ0, τ1, . . . , τk−1} The string encoding of the candidate tree

for which the automaton is created,
where τi is the ith character in τ .

Q = {q0j0 , q1j1 , . . . , qkjk
} The states of the automaton

where ji denotes the level of the node in the tree
for which the given state was created

∗ Any symbol on the top of the stack

Table 7.3. Rules for creating a pushdown automaton for a candidate tree

Input character Transition function
τ0 ∈ λ (q00, τ0, ∗) → (q11, 〈τ0, 0〉 ∗)

(q00, {λ \ τ0}, ∗) → (q00, {λ \ τ0}∗)
(q00,−, ∗) → (q00, ε)

τi ∈ λ (qij, τi, ∗) → (qi+1j+1, 〈τi, i〉 ∗)
(qij, {λ \ τi}, ∗) → (qij, {λ \ τi}∗)
(qij,−, 〈τp, p〉) → (qpj−1, ε) where qpj−1 = maxk<j(qkj−1)
(qij,−, λ \ 〈τp, p〉) → (qij, ε) where qpj−1 = maxk<j(qkj−1)

τi = {−} (qij,−, ∗) → (qi+1j+1, ε)
(qij, {λ \ −}, ∗) → (qij, {λ \ −}ε)

Proposition 7.17. Let π1 and π2 denote two trees with their string encodings

τ and κ respectively. The pushdown automaton created for τ according to

Table 7.3 accepts its input κ if and only if π1 is an embedded subtree of π2.

• I have shown how to join several pushdown automatons in order to have one

automaton called PD-Tree such that only one stack is needed for the whole

PD-Tree.

Definition 7.18. Let two deterministic pushdown automatons be given:

MPDA1
(Q1, Σ1, Γ1, δ1, q01

, Z01
, F1) and MPDA2

(Q2, Σ2, Γ2, δ2, q02
, Z02

, F2).
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The join operation on MPDA1
and MPDA2

results in a Pushdown Automaton-

Tree (PD-Tree) which is defined as follows: MPDTree3
= MPDA1

./ MPDA2

= (Q3, Σ3, Γ3, δ3, q03
, Z03

, F3).

– Q3 = Q1 ∪ Q2

– Σ3 = Σ1 = Σ2

– Γ3 = extended Γ1 as described in Definition 7.19

– δ3(Q3 × (Σ3 ∪ ε) × Γ3 → Q2 × Γk)

– q03
= q01

= q02

– Z03
= Z01

= Z01

– F3 = F1 ∪ F2

Definition 7.19. Let Γ3 = ΓPDtree = Z0 ∪ λ ∪
〈

λ, {qi1 , qi2 , . . . , qip}
〉

denote

the stack symbols of the Pushdown-Tree automaton where Z0 is the initial

stack symbol, λ denotes the labels of the tree and
〈

λ, {qi1 , qi2 , . . . , qip}
〉

is a

structure where {qi1 , qi2 , . . . , qip} (called state list) it the list of all the states

from which λ causes a forward transition in the PD-Tree.

Proposition 7.20. The PD-Tree created for several candidate trees accord-

ing to Definitions 7.18 and 7.19 increments the counters of a candidate tree

if and only if the candidate is contained by the input. Furthermore the coun-

ters of all these candidates are incremented by processing the characters of

the input string exactly once only.

7.2 Future Work

The algorithms presented in this work deal with the basic problems of the related

research area. However, each of the research fields has several possibilities for

extending the basic problem to a much more complex one, which can better suit

the needs of a real world application.

The itemset discovery algorithms presented in this work search the small item-

set quickly by exploiting the benefits of an index struvture. Both of the algorithms

discovers the first four itemsets using this method. It have been shown how can
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they be extended to search for greater itemsets as well, but the experimental results

regarding these aspects are missing.

Furthermore, considering the itemset mining process as a series of building

blocks, a method for selecting the right block for any given problem dynamically

according to the statistical properties of the dataset is another research area. The

different blocks are, for example, the different methods for solving the discovery

problem of each level. The dynamic mining algorithm has to calculate the possible

number of the candidates for the next level and according to this calculation the

right method can be chosen. These are the objectives of future research.

Another interesting problem is the following. In itemset mining the basic al-

gorithms search for frequently recurring items, and the association rules generated

from the frequent itemsets enable logical conjunctions only, and do not enable

logical disjunctions, and not even the NOToperator is allowed. However, there

are applications, which can exploit the benefits of such rules. The direction of

generating general logical functions as rules is an open issue.

In sequence mining the basic algorithm searches for frequently recurring itemset

sequences independently of the time interval between two events (itemsets). In real

world applications, however, adding time constraints to the sequences searched for

is a straightforward issue. Consider a manager of a book store who wants to know

which books are sold in succession. One can consider that any books sold two years

ago do not significantly influence recent sales. Thus, a time window has to be used

for discarding those sequences which are not relevant for a given application. In

this case the number of possible sequences is reduced as well. Modifying the SM-

Tree algorithm to have such constraints is the objective of future work.
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