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Abstract 
This paper investigates the internal mechanisms of IP resource reservation protocols 
using RSVP and Boomerang protocols as examples. The processor time consumption of 
signaling message primitives were benchmarked as a function of various router loads on 
PC-based routers running Linux. The signal handling algorithm was analyzed as well and 
critical operations were identified and profiled. Our results show that the signaling 
message processing time is very dependent on the implementation and the complexity of 
the signaling protocol. Multicast support in particular adds enough complexity to a 
protocol to make it unusable in high-traffic environments unless the router supports a 
lightweight resource reservation protocol as well. 
Keywords: profiling, benchmarking, resource reservation protocols, RSVP, Boomerang 

1 Introduction 
Bandwidth is in the process of becoming a cheap commodity. Both operators and users have more and more of it 
at their disposal, and as available bandwidth increases, so does demand for even more bandwidth. However, in 
some cases it is either impossible or infeasible to satisfy this hunger by deploying more physical bandwidth (e.g. 
mobile, ad-hoc or wireless networks). Traffic engineering may, in some cases, alleviate problems for a while, but 
operators are still often forced to rely on IntServ-based bandwidth provisioning [1], prioritizing some quality-
critical network flows at the cost of degrading service quality for others. 
Alas, IntServ has yet to conquer the Internet. Not even the only well-known standard resource reservation 
protocol, RSVP [2], is used widely, as it has proven itself to be too resource intensive in terms of processing 
power. Standard router devices that implement RSVP are simply incapable of handling as many prioritized flows 
as would be present in even a medium-sized network. The lightweight resource reservation protocols that were 
developed recently as alternatives to the CPU-hogging RSVP are still largely met with skepticism; most vendors 
appear loath to embrace any of the new protocols and seem to be looking into ways of altering RSVP so it can 
cope with realistic amounts of traffic. 
This work analyses a publicly available implementation of RSVP by profiling the execution of various resource 
reservation functions and comparing the results with data obtained from similar measurements using a 
lightweight resource reservation protocol. 

2 Resource Reservation Protocols 
RSVP, which was standardized in 1997 by the IETF, is probably the most well-known resource reservation 
protocol. By now most vendors – including Cisco, Intel and 3Com – ship routers that implement RSVP. Due to 
its past significance as one of the few standardized resource reservation protocols and its relatively large user 
base (compared to that of other resource reservation protocols, anyway), many members of the networking 
community – the authors included – are using RSVP as an IntServ research tool. 
More and more lightweight resource reservation protocols, all trying to succeed where RSVP failed, have been 
developed during the past few years. We chose the Boomerang protocol as the lightweight protocol to be 
compared with RSVP because we had already used it during previous research. [6] 

2.1 RSVP 
RSVP enjoys comparatively broad vendor support. Therefore, it is assumed that the reader is already familiar 
with RSVP; only a brief introduction is included here. A more thorough description of RSVP can be found in 
[2]. 
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RSVP is a soft-state, receiver-oriented protocol. Reservations made by soft-state protocols must be refreshed 
periodically; otherwise, they expire after a certain amount of time. This adds complexity to the signaling and 
increases the communication overhead; however, it makes the reservation system more robust by rendering it 
practically immune to the problems hard-state protocols must face with regard to dynamic route changes and 
misbehaving clients that don’t tear their reservations down. 
Receiver-oriented protocols like RSVP require the recipient node to be the initiating node of resource 
reservations. This has the advantage that it makes multicast support easier to implement, because the data source 
doesn’t need to know about all recipient nodes. It just keeps sending its data (and periodic PATH messages) to a 
multicast address. Recipient nodes can join the multicast group, receive the PATH message and respond with 
their corresponding RESV message. It is assumed that recipients come and go all the time, whereas data sources 
are rather permanent (this is typically true for content broadcasting). 
The drawback to this approach is that RSVP needs two distinct messages to set up reservations; the PATH 
message (the first message) is used to make sure that the reservation (RESV) message (the second message) is 
forwarded upstream along the same path as the data packets use downstream, which is required because the 
reservations have to be made on the path from the data source to the recipient (downstream), not the other way 
round. This system imposes an additional performance penalty on router devices because they have to keep track 
of path states as well as reservation states. 
RSVP also supports reservation “styles” (see section 1.3 in [2]), along with highly general support for all 
multicast cases (many-to-many, one-to-many, many-to-one), all of which further increase the complexity of 
reservation message processing. 

2.2 The Boomerang Protocol 
The Boomerang protocol has been designed to be quick and simple, yet powerful. It is meant to extend the QoS 
mechanisms offered by DiffServ [3], RSVP or IntServ, rather than replace them. As with RSVP, only a brief 
introduction is provided here; a more thorough treatment of the protocol is provided in [4][5]. 
The Boomerang protocol has a single protocol primitive for setting up bi-directional, soft-state resource 
reservations in IP networks. This message is forwarded hop-by-hop in the network to the far-end node, where it 
turns back and returns to the initiating node. The initiating node is responsible for following the life cycle of the 
reservation. 
As the first step of making a reservation, the initiating node sends a Boomerang message that specifies the 
desired forward and reverse bit rates to the far-end node. Interestingly, either the data source or the recipient can 
act as the initiating node; theoretically, even a network node could (this feature may be used by proxies; they can 
make reservations on behalf of the user). When the Boomerang message reaches the far-end node, it is echoed 
back to the initiating node. 
The Boomerang message follows standard routing protocols and allocates resources hop-by-hop in every 
Boomerang-aware node en route. This ensures that the reservation is made along the correct path for both 
upstream and downstream traffic. Reservation messages are then sent periodically from the initiating node to the 
far-end node to keep the reservation alive in all nodes along the upstream and downstream paths. Thanks to this 
refresh procedure, the reservation can easily adapt to route changes. 
Boomerang has limited support for multicasting. One-to-many multicasting is supported; the data source 
periodically sends reservation messages (with the upstream bandwidth requirements typically set to zero) to the 
multicast address of the recipient group. This approach avoids the complexity of RSVP by forgoing support for 
the more esoteric many-to-one and many-to-many multicast cases. The only reservation merging tweak that 
Boomerang boasts (referred to as “session aggregation”) is the unique ability to mask the source and recipient 
addresses in the reservation with a bitmask; the masked value is used to identify the session later. 
Thus, Boomerang is definitely less functional than RSVP; however, it is the authors’ considered opinion that the 
highly generic multicast support offered by RSVP is superfluous, unnecessary in most practical cases. The added 
complexity (and lack of scalability) it imposes is perhaps one of the most important factors that limit the large-
scale deployment of RSVP. Boomerang, a protocol with better scalability but fewer features is more economical 
and easier to implement, while it is still able to meet the majority of bandwidth reservation needs. 

3 Profiling environment 
Our profiling setup consisted of three Linux PCs, all equipped with 400Mhz Intel Pentium-II processors and 
64MB of RAM. One of them acted as a router and was running the resource reservation protocol 
implementations. One of the other two PCs generated the signaling messages and the router load in a way very 
similarly to the procedure we used in the case of our previous measurements. [6]  
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3.1 About the Linux router 
We had chosen a Linux router because it allowed us to place profiling checkpoints in the resource reservation 
protocol implementations in addition to being free and easily accessible. Previously, we had already carried out 
measurements using RSVP-Capable Cisco and 3Com router devices [6]. Similar measurements had been carried 
out by other researchers, described in [7]. Based on that measurements, we can say that the basic characteristics 
of the results attained with the Linux router are the same as those of the Cisco device; in fact, the Linux PC 
outperforms Cisco’s RSVP implementation, especially as the session load gets higher [6]. This means that Cisco 
could either further optimize their code or put faster processors in their routers. 
Our router was running Debian/GNU Linux 2.2 and a 2.2.13 kernel. In the case of the RSVP, we used the public 
source distribution available from the ISI website [8]. The source code of the Boomerang protocol is the property 
of the Swedish telephone company, Telia Research AB; however, they provided us with the source so we could 
carry out the measurements. 

3.2 Profiling checkpoints 
We had also developed a kernel module to be used in our profiling efforts. It allowed us to observe the internal 
mechanisms of the resource reservation protocol implementations while they were running. The profiling 
module is able to measure the time difference between the executions of two profiling checkpoints and is also 
capable of logging data packets as they enter or leave the router. These checkpoints are shown as numbers in 
Figure 1. 
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Figure 1 - Profiling checkpoints 

The time between the two instances of Checkpoint 1 is the time between the arrival and departure of a packet. 
(The network interface driver immediately time stamps every packet when it enters or leaves the router. The 
profiling module hooks to the network driver and logs the event, recording the timestamp.) Linux kernels later 
than version 2.0 have a built-in packet filter; that is what Checkpoint 2 is hooked up to. All packets go through 
this firewall before they are processed by the traffic forwarder or other programs, such as the RSVP daemon. 
Finally, we implemented two system calls that are used to profile running code. These system calls must be 
compiled into the investigated code before profiling. Then the profiling module measures the time that the code 
fragment spends between the two profiling checkpoints. These checkpoints are marked as Checkpoint 3 on the 
figure. One of the main advantages of the profiling module is that only the “active” time of the task is measured; 
the time that the task spends switched away has no bearing on the results, eliminating the influence of other 
tasks. The profiling module is highly accurate; we estimate the error margin at a few nanoseconds. 

3.3 Methods of measurement 
During the measurements one of the hosts ran an application sending a test signaling message flow. The 
signaling messages were the subject of the investigation, and the profiling module that was active on the router 
logged these messages and together with the resource reservation protocol daemon activity. In order to achieve 
high accuracy, the measurements were performed three hundred times and using the results, appropriate 
confidence intervals were determined. All measurements were carried out under various router load conditions 
(including a case without load) because profiling the resource reservation protocol implementations under 
different load conditions is critical as this is the only way to obtain a picture of where the real bottlenecks are. As 
described in [9][10], we created the following different kinds of router load: 
Signaling load 
The signaling load is characterized by the signaling intensity, which expresses how many signaling messages 
arrive at the router within a time unit. The router needs to process each message; thus, the more messages arrive 
per second, the less time the router will have to deal with other tasks, such as packet forwarding. 
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Session load 
This is the load that is imposed on the router by the need to maintain the states of already set-up reservation 
sessions. The router needs to keep track of refresh intervals and traffic policies associated with each session; this 
requires processing power. 
Background traffic load 
This kind of load is created by sending traffic through the router. The "value" of the background traffic load for 
any given second is the number of traffic bytes arriving at the router during that second. 

3.4 Comparing RSVP and Boomerang 
Our study aims to compare two resource reservation protocols; however, what we actually compare are specific 
implementations of those protocols, and these implementations have rather different characteristics. RSVP is 
implemented as a user-space daemon that relies on the class-based queuing mechanism provided by the kernel to 
do its traffic control. Boomerang, however, comes with its own traffic control code built right in, and runs as a 
kernel module (i.e. in kernel-space). The reader may wonder whether a comparison of these apparently vastly 
different implementations is justifiable. 
Actually, the significance of the kernel-space vs. user-space issue is often over-estimated. In the case of a lightly 
loaded system, the delays caused by pre-emptive multitasking are not significant, especially considering the real-
time scheduling features of the Linux kernel (see sched_setscheduler(2)), which can be used to prevent 
certain user processes from being interrupted by ordinary (non-realtime) processes. Further, our measurements 
have shown that the time required to copy packet data from kernel- to user-space is insignificant compared to 
message processing times. 
With the protocols using different traffic control implementations, our measurements could also prove insightful 
as to whether Boomerang’s internal TC outperforms native Linux TC. 
Since Boomerang only has limited multicast support, we compared the protocols using unicast reservation 
sessions. Thus, in the case of RSVP, we choose the "Fixed Filter" reservation style, which is the most simple 
style supported by RSVP [2]. 
The results we obtained are relevant nonetheless, since the performance of the implementations differs by 
several orders of magnitude; such differences are unlikely to be caused by implementation issues. The main 
point that is being made here is that, due to its complexity, RSVP cannot be enhanced to offer significantly better 
performance. 

4 Message processing steps 
In order to profile the protocols, we needed to find out what the major stages of message processing are. We 
analyzed the source code of the protocol implementations, and identified the message processing steps that are 
executed when the message handling functions interpret the message and act on it. We tried to find the optimal 
profiling granularity; defining too many stages would have resulted in a confusing amount of data, while 
defining too few would not have allowed us to draw any conclusions. 

4.1 The ISI RSVP implementation 
When an RSVP signaling message hits the router, the RSVP daemon captures the message and pre-processes it 
by extracting the payload RSVP objects into different data structures. Each message type has its own message 
processing function; the daemon calls the corresponding function, passing a pointer to the data structures to it. 
The message processing steps distinguished below do not cover message processing in its entirety, but separates 
all steps that have a significant impact on the total message processing time. For verification purposes, when we 
had the profiling measurement results, we compared the sum of our message processing step intervals to the 
benchmarking results. We found the difference to be negligible; this means that the established message 
processing steps really account for most of the message processing time. 

4.1.1 RSVP PATH message processing 
In the case of the RSVP PATH message, we distinguished the following six message processing steps: 
Finding the Session Block 
The first step of message processing is to find the corresponding Session Block that contains all the states of this 
resource reservation session. RSVP identifies the sessions based on the IP addresses, the port numbers and the 
protocol type of the flow. The ISI RVSP implementation stores these Session Blocks in a hash table using the 
bucket-hashing algorithm, where the hash function only uses the IP address of the traffic destination. Since many 
Session Blocks can have the same destination address, the implementation performs a sequential search for the 
session whose destination port and protocol type match those specified in the path message. 
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Building a new Session Block 
If the previous search fails, which means that no session matches the flow specification that the PATH message 
refers to, ISI RSVP creates a new Session Block and stores it in the hash table. 
Searching for a PATH State Block 
Since RSVP allows multiple data sources to be associated with a traffic path and it must keep track of each 
source, it has to store the states of all PATH messages coming from all data sources. Moreover, each data source 
may have a different Sender Template associated with the traffic, and paths using different sender templates must 
be differentiated. (Sender Templates are described in [2]). Therefore, ISI RSVP implements PATH State Blocks 
(PSB), which are responsible for storing the current state of the path coming from senders that use a specific 
sender template. 
These PATH State Blocks are associated with the session block and stored in a linked list. In order to find the 
matching session block, the ISI RSVP implementation has to walk through the list and compare every block 
entry to the one that the message refers to. 
Creating a PATH State Block 
Path messages that do not match any of the PATH State Blocks established previously require RSVP to create a 
new PATH State Block. The new block entry is linked to the tail of the PATH State Block list of the Session 
Block, and a timer that takes care of the refreshes is assigned to it. 
Since the creation of a new PATH State Block always signifies the appearance of a new sender, RSVP must 
perform additional actions based on the previous PATH State Block that the session might have. The scope of 
the senders [2] must be recalculated first, then all the affected PATH State Blocks must be tagged as needing to 
be refreshed due to the path state change. Furthermore, if the session already has reservation states and they refer 
to a Fixed Wildcard reservation, not just the PATH State Blocks, but also the RESV State Blocks must be 
refreshed to add the new member of the session. 
Route computation 
The RSVP router needs to know which network queues are involved in the session; therefore, it asks the traffic 
forwarding engine which outgoing interface points towards the sender described in the sender template of the 
PATH State Block. In the case of the ISI implementation, the communication with the routing interface may be 
synchronous or asynchronous depending on the router daemon; however, even in the latter case, message 
processing is suspended until the routing information becomes available. 
Path refresh 
This is the final step of PATH message processing. If the PATH message concerned was not generated by the 
local router, the daemon calls its API and notifies all user routines that might want to further process the 
message. If the PATH State Block is new, or if it was modified during the previous steps, the PATH State Block 
is refreshed, and a PATH message based on the corresponding PATH State Block is generated and sent out. As 
mentioned above, in certain situations the creation of a PATH State Block also affects the reservations of the 
session. In this case Traffic Control must be adjusted according to the new reservation parameters and RESV 
messages must be sent out. 

4.1.2 RSVP PATH TEAR message processing 
Since the PATH TEAR message is the opposite of the PATH message, there are lots of similar steps in the 
processing of both messages. We distinguished two message processing steps: 
Finding the Session Block and the PATH State Block 
The first two steps are to locate the matching Session Block and PATH State Block. This is performed by the 
same sub-functions as in the case of the PATH message processing; however, if the search fails, processing is 
aborted. 
Deleting the PATH State Block and sending out a PATH Refresh 
With this step, the daemon removes the PATH State Block from the Session Block. Additionally RSVP must 
take care of the other PATH State Blocks that the session might have. If there are remaining PATH State Blocks 
after removing the indicated one, the daemon has to recalculate the traffic path (in a way similar to the case of 
the PATH message processing), removing the route of the torn path from the other routes. As a result, RSVP 
may have to refresh the session states along the path by issuing several PATH and PATHTEAR messages. Of 
course, if the Session Block contains no more PATH State Blocks, the session must be removed as well. 

4.1.3 RSVP RESV Message Processing 
As PATH State Blocks store path states, RESV State Blocks store reservation states. The RESV message 
processing is, basically, just the management of the RESV State blocks, but calling the Traffic Control module in 
order to maintain the resources of the router is also necessary. We defined four message processing steps: 
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Finding the Session Block 
As always, the first step is finding the Session Block that the message refers to. This step calls the same function 
as is called in the case of PATH message processing. If there is no matching Session Block, the daemon sends an 
error message to the sender of the reservation, indicating that there is no path information available for the 
reservation request; message processing terminates. 
Checking for incompatible reservation styles 
During this step, the reservation request is checked against other RESV State Blocks that the Session Block 
already has. If any one of the previously stored RESV State Blocks is found to be incompatible with the current 
reservation request, an error message is sent to the sender of the reservation request; further processing is 
aborted. 
Reservation management 
During this stage, RSVP makes a reservation according to the flow descriptors contained in the RESV message. 
The flow descriptors that contain the resource requirements are extracted from the message, taking into account 
the reservation styles and filter specifications. If a flow descriptor already has a RESV State Block established in 
the Session Block, the block is refreshed and updated to reflect the contents of the message. However, if there is 
no matching reservation state, the daemon creates a new one and calls Traffic Control to adjust the resource 
usage of the session. These RESV State Blocks are stored in the Session Block, just like the PATH State Blocks. 
Changing any of the reservation states initiates a reservation state refresh, which is performed during the next 
message processing step. 
RESV State Block Refresh 
Refreshing the RESV State Block is very similar to refreshing the PATH State Block. The daemon initializes a 
timer to manage further refreshes of the block and RESV messages are being forwarded along the traffic path as 
described by the reservation. Finally, like in the case of the PATH Sate Blocks refresh, the daemon notifies all 
the user modules that listen to reservation messages via ISI RSVP API calls. 

4.1.4 RSVP RESV TEAR Message Processing 
The steps of the RESV TEAR message processing are very similar to those of the PATH TEAR message. We 
defined four message processing steps: 
Finding the Session Block and the RESV State Block  
As always, the first two steps are finding the appropriate session block and RESV State Block. If they do not 
exist, message processing is aborted. 
Reservation tear 
Once RSVP has located the corresponding RESV State Block, it is removed from the Session Block; 
additionally, all the other reservation states that the session might have need to be refreshed to reflect the 
reservation changes. This step is analogous to the Reservation Management step in the case of RESV message 
processing. 
RESV State Block Refresh 
After removing the RESV State Block, RSVP refreshes the remaining reservation states just like it does at the 
end of RESV message processing (these states were tagged during the previous step; now is when the refresh 
messages are sent). 

4.1.5 RSVP State Management 
In addition to the message processing functions, the daemon also performs state management functions to take 
care of the soft-states of sessions. ISI RSVP has several timers associated with each block that must be refreshed 
from time to time. These timers are stored in a linked list; the daemon walks through the list regularly to check 
whether any have expired (a more efficient way to store these timers could probably be found). Whenever a 
timer expires, the daemon, depending on the parameters of the block, wither refreshes or tears it. 

4.2 The Boomerang implementation 
The Boomerang implementation we investigated is a kernel module that hooks to the Linux firewall code and 
captures the boomerang signaling messages when they are traversing the firewall. Certain routines are performed 
when a message hits the incoming firewall, and boomerang message processing is performed while the message 
passes through the outgoing firewall.  



9th IFIP CONFERENCE on PERFORMANCE MODELLING AND EVALUATION OF ATM & IP NETWORKS 2001, Budapest 
 

 

13/7 
 
 

4.2.1 Boomerang message processing 
In the case of the Boomerang protocol there are no separated message primitives for reservation set-up and 
reservation tear-down; rather, there is only one message type whose data payload determines whether a session 
needs new resources or is to be dropped. 
Finding the Session Block 
First, the daemon identifies the Session Block that the message refers to. The sessions are identified by five keys: 
source and destination IP addresses and ports, and the protocol type of the session. Also note that Boomerang 
implements a mask field that is used to aggregate several individual session descriptions into a common session 
entry. 
Unlike ISI RSVP, the Telia Boomerang implementation uses a modified binomial tree to store the Session 
Blocks. As can be expected, the actual search depth depends on the number of nodes in the tree, but the maximal 
depth never exceeds the length of the key field. Furthermore, a small modification to the binomial tree search 
algorithm provides Boomerang with the session aggregation feature [5].  
Building a new Session Block 
If there is no matching Session Block, Boomerang creates a new one using the parameters that the message 
carries and stores it in the tree. 
Reservation management 
Since the signaling message is captured on the outgoing firewall, there is no route computation needed in order 
to determine the outgoing interface because the firewall tells us which interface the packet was headed for. 
Boomerang retrieves the amount of resources available on the outgoing interface and compares it to the amount 
requested and to the booked resources that the corresponding Session Block describes. If there are sufficient 
resources to complete the reservation request, Boomerang adjusts the resource entries of the interface and in the 
Session Block based on the contents of the reservation message.  
Removing a Session Block 
If the amount of resources requested is set to zero, Boomerang cleans up the Session Block after processing the 
message. 

4.2.2 Boomerang state management 
Since Boomerang is a soft-state protocol like RVSP, it also needs to keep track of the expiry of session blocks. 
Unlike RSVP, Boomerang never refreshes a session block on its own; this is the responsibility of the reservation 
end-points. Thus Boomerang only needs to check whether any session blocks have expired, and, if so, tear down 
the corresponding reservations. 

5 Benchmarking and profiling results 

5.1 Benchmarking results 
Before delving into the depths of profiling, we need a broad picture of what orders of magnitude the various 
measured values are likely to be. These benchmarking results show the overall processing time of a certain 
message type when it traverses through an unloaded router. For this measurement, we used the benchmarking 
checkpoints (number 1 and 2 in Figure 1). Table 1 shows the benchmarking results of the ISI RSVP protocol. 
We added two additional characteristics: the median value and a confidence interval of 95%. Compare these 
results with those in Table 2 that show the benchmarking results for the Boomerang protocol, measured under 
the same conditions. 

Table 1 - ISI RSVP Benchmarking Measurements; “1” and “2” refer to the checkpoints from Figure 1 

 1 - Median 1 - Conf. Interval 2 - Median 2 - Conf. Interval 
PATH message 298 µs 283.5 µs - 302.5 µs 274 µs 270.8 µs - 277.2 µs 
PATH TEAR message 147 µs 135.7 µs - 158.3 µs 124 µs 123.4 µs - 124.6 µs 
RESV message 815 µs 799.8 µs - 830.2 µs 787 µs 785.4 µs - 788.6 µs 
RESV TEAR message 454 µs 452 µs - 456 µs 428 µs 426.8 µs - 429.2 µs 

Table 2 - Boomerang Benchmarking Measurements; “1” and “2” refer to the checkpoints from Figure 1 

 1  Median 1 - Conf. Interval 2 - Median 2 - Conf. Interval 
Boomerang Reservation 42 µs 41.5 µs - 42.5 µs 24 µs 22.8 µs - 25.2 µs 
Boomerang Reservation Tear 41 µs 40.8 µs  - 41.2 µs 24 µs 22.9 µs - 25.1 µs 
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Even at first glance it is apparent that the signaling message processing times measured using checkpoint 1 and 
checkpoint 2 differ in the confidence interval. We can calculate the time difference between the two 
benchmarking checkpoints; the result is the message processing overhead of the Linux Operating System. In the 
case of user-space code, such as the ISI RSVP daemon, this overhead is about 25 µs, however, in the case of a 
kernel-space module, like Boomerang, this overhead is smaller: approximately 16-17 µs. 
We can also notice that RSVP and Boomerang are not in the same league. In the case of the ISI RSVP daemon, 
reservation setups take about 32 times longer than in the case of the Boomerang protocol; the same is true for 
reservation tear-downs. 
As mentioned earlier, in the case of the RSVP reservation we used the Fixed Filter reservation style, and we 
reserved resources for a unicast session. This is the most simple reservation situation that RSVP can handle. 
Other reservation styles are out of the scope of this comparison, so we have no measurements addressing them; 
we can only guess that using other, more complicated reservation scenarios and multicast reservation sessions 
leads to increased signaling message processing times. In the case of a multicast session the RSVP daemon must 
handle several path and reservation blocks; the route computation becomes asynchronous; and several PATH 
and RESV messages must be generated during the state block refreshing cycles. These changes introduce further 
delays to the signaling message processing functions. 

5.2 Profiling results 
We performed the profiling measurements, placing time stamp checkpoints around each signaling message step. 
During the measurements, the router was not loaded, only the test signaling messages passed through it. All 
measured times are further characterized by a confidence interval. Table 3 shows the results for the RSVP PATH 
message, and Table 4 presents the confidence intervals in the case of an RSVP RESV message. Table 5 contains 
the profiling results of Boomerang RESV message processing. 

Table 3 - RSVP PATH Message Profiling  

 
Find 

Session 
Block 

Create 
Session 
Block 

Search for 
PSB 

Create 
PSB 

Route 
Computation Path Refresh 

PATH 
message 

1.97 µs - 
 2.03 µs 

11.85 µs - 
12.15 µs 

1.95 µs - 
2.05 µs 

7.9 µs - 
 8.1 µs 

58.48 µs  - 
 59.52 µs 

145.05 µs – 
148.95 µs 

Table 4 - RSVP RESV Message Profiling 

 Find Session Block Check Styles Reservation 
Management 

Reservation 
Refresh 

RESV 
message 2.6 µs - 2.7 µs 1.3 µs - 1.4 µs 624.8 µs - 627.2 µs 90.43 µs - 91.57 µs 

Table 5 - Boomerang RESV Message Profiling 

 Find Session Block Create Session Block Reservation Management 
Boomerang RESV message 1.7 µs - 1.8 µs 4.25 µs - 4.35 µs 5.77 µs - 5.91 µs 

 
We can observe that the confidence intervals of the Find Session Block step do not differ significantly, despite 
the difference of the searching methods. Both in the case of RSVP and in the case of Boomerang they are 
relatively low values. 
The Session Block Creation is more significant than the session block localization and in this respect, the two 
protocols differ more prominently. This step takes RSVP approximately twice as long as it takes Boomerang. 
The biggest difference exists between the Reservation Management times of the two protocols. Boomerang 
outperforms ISI RSVP by a hundredfold in this phase. We agree that the high-speed resource reservation 
management is attained by using a simple reservation style and fast communication with the traffic control 
module. RSVP uses complex reservation styles that have to be validated against other reservation and path 
blocks first, which takes a lot of time. Additionally ISI RSVP is not tightly coupled to the traffic control module; 
it uses kernel level calls. Boomerang uses the simplest reservation style, which requires only one state per 
session. Therefore there is no need to validate the reservation style. Moreover, Boomerang has an integrated 
traffic control module, thus the communication takes place inside the same module, which speeds up message 
processing. 
In addition to the obvious processing speed differences of the similar functions, ISI RSVP has more tasks to 
accomplish to process a signaling message than Boomerang. In the case of the RSVP PATH message, ISI RSVP 
must perform PATH State Block localization as well, which takes approximately as much time as locating the 
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session block. Boomerang does not need path messages, thus it does not have similar functions. Also, the Route 
Computation and the Path Refresh steps are unnecessary in the case of the Boomerang protocol, whereas most of 
ISI RSVP’s time is spent in these two steps. The Reservation Refresh step, like the Path Refresh step, has no 
equivalent in Boomerang but takes lots of time for RSVP. 
Using the following tables we presents the profiling results of the signaling message steps measured on tear-type 
message primitives. The router conditions are the same as for previous measurements and the results show the 95 
percent confidence interval of the measured values. In the case of the ISI RSVP implementation, Table 6 shows 
the processing time of the PATH TEAR message handling steps and Table 7 shows the times we measured 
profiling the RESV TEAR message primitive. Finally, Table 8 presents the message processing step times of a 
Boomerang reservation tear message.  

Table 6 - RSVP PATH TEAR Message Profiling 

 Find Session Block Search for PSB Tear PSB & Path refresh 
PATH TEAR message 2.67 µs - 2.78 µs 2.92 µs - 3.06 µs 148.27 µs - 153.13 µs 

Table 7 - RSVP RESV TEAR Message Profiling 

 Find Session Block and RSB Reservation Tear Reservation Refresh 
RESV TEAR message 2.94 µs - 3.02 µs 278.4 µs - 281.6 µs 93.36 µs - 94.22 µs 

Table 8 - Boomerang RESV TEAR Message Profiling 

 Find Session Block Reservation Management Tear Session Block 
Boomerang  
RESV TEAR message 1.84 µs - 1.92 µs 7.8 µs - 7.95 µs 2.02 µs – 2.08 µs 

 
Looking at the results we can observe lots of similarity to the previous measurement results. The time that is 
necessary to perform the Find Session Block processing step is still the least significant. The biggest difference 
appears between the functionally equivalent Reservation Tear and Reservation Management steps. The first one, 
which is the most time-consuming step of the RSVP RESV TEAR message processing runs approximately 35 
times as long as the latter one that belongs to the Boomerang protocol. The reasons are the same as they are in 
the case of RESV message processing: the complexity of the reservation styles and the double state-space (path 
and reservation states) management requires much more processing time than the simple reservation scheme that 
Boomerang has. 
We also have to discuss the processing steps that ISI RSVP has, but Boomerang lacks. The most time critical of 
these are the Path Refresh and Reservation Refresh operations. These steps are essential because tearing one 
reservation state does not necessarily mean the end of the session; rather, the remaining reservation and path 
session blocks must be adjusted to reflect the changes. During our profiling measurements, we used a reservation 
session referring to unicast traffic using explicit, Fixed Filter style reservation, therefore only one PATH Session 
Block and one RESV Session Block belonged to the sessions. Thus, our profiling results apply to a reservation 
message processing situation where the reservation state was completely torn during the RESV TEAR message 
processing and no further reservation state adjustment was performed. This indicates that using a complex 
reservation style with multiple senders and receivers participating in the reservation session would increase the 
processing time of both the Path Refresh and the Reservation Refresh steps. Moreover, in the case of multicast 
sessions one tear message might trigger several signaling messages, causing the previous steps to run even 
longer. 

6 The impact of router load  
Our research extended to how the resource reservation protocol implementation behaves when the router is 
loaded via various load factors. We investigated the performance impact of traffic load, signaling load and 
session load. 

6.1 The performance impact of the traffic load 
During this measurement the router was forced to transfer packets while we did profiling measurements on the 
signaling message flow. The transferred data flow consisted of equally distributed 512-byte UDP packets, 
forming constant bitrate traffic. To generate different load conditions, we adjusted the period time of the data 
packets, which naturally also changed the bitrate of the traffic. 
The measurements were performed on every message primitive of the protocols.  Figure 2 shows how the RSVP 
RESV message processing time depends on the magnitude of Traffic Load; Figure 3 shows the effect of the 
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same load in the case of the Boomerang reservation message. The figures show results that are the average of the 
benchmarked processing times measured on a test signaling flow consisting of 900 signaling messages. 
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Figure 2 - RSVP RESV Message Processing Time 

vs. Background Traffic 
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Figure 3 - Boomerang RESV Message Processing 

Time vs. Background Traffic 

 
It is obvious that the performance impact of traffic load is extremely high for both protocols. Investigating the 
mechanism of traffic forwarding we found that the reason for the increasing message processing time is that the 
operating system interrupts message processing from time to time when there are any new packets on the 
network interfaces. When a packet enters the router, the network interface card raises an interrupt to copy the 
packets from its buffer to the memory of the router. In order to avoid packet loss, the router handles this interrupt 
suspending other tasks, such as resource reservation protocol daemons. This time, kernel modules are no 
exception; even the Boomerang protocol implementation is forced to give up the signaling message processing 
while the operating system loads the new packets into memory. The heavier the traffic the more frequent these 
interrupts become, resulting in slower processing. The effect of the interruptions is demonstrated in Figure 4, 
where we can see the processing times of a Boomerang reservation message while the router transfers 55 Mbps 
of data traffic. 
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Figure 4 - Boomerang RESV Message Processing Time @ 55 Mbps Background Traffic 

What we can see in the figure is that the processing time is not concentrated around one certain processing time; 
there are several levels and the signaling message processing time strays around these levels. It is obvious that 
the existence of multiple levels is caused by the operating system interrupting the message processing. For this 
reason we plotted the average values on the earlier charts instead of the confidence intervals, which would have 
grown too wide as the traffic load rose. 
Since the traffic load affects each processing step equally, there is no need to investigate the signaling message 
processing steps separately. 

6.2 The performance impact of signaling load 
In this measurement we measured the signaling message processing time vs. the signaling load. The higher 
signaling load was achieved by decreasing the period time of the signaling messages in the test signaling flow. 
When we evaluated the benchmarking results, we found that the signaling message processing time does not 
depend on the signaling load. Of course this is only true while the period time of the arriving signaling messages 
is not of the same order of magnitude as the signaling message processing time. Once the period time of the 
incoming signaling messages is close to the signaling message processing time, the resource reservation protocol 
daemon will no longer be able to cope with the influx of signaling messages: signaling message processing time 
will increase significantly and even message loss might occur depending on the strength and duration of the 
signaling load. Also note that signaling load causes traffic load as well. 
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6.3 The performance impact of session load 
During the session load measurements, we investigated how the number of permanent reservation sessions 
affects the signaling message processing time of newly arriving messages. During the measurement set-up we 
established a number of reservation sessions in the router, and when all the reservation sessions were up and 
running we initiated the test signaling message flow. 
During our profiling measurements we focused on the signaling message processing steps established earlier. 
Evaluating the results, we divided the signaling message processing steps into two groups: those that are and 
those that are not affected by session load. In the case of the former group we also investigated the extent of the 
dependency. 
We determined which signaling message processing steps are affected by the session load. Table 9 presents the 
session-load-sensitive signaling message processing steps and the extent of session load influence. 

Table 9 - Signaling Message Processing Steps affected by Session Load 

 The extent of session load impact 
Create PATH State Block (PATH message) 0.19 µs/session 
Tear PATH State Block (PATH TEAR message) 0.18 µs/session 
Reservation Management (RESV message) 0.10 µs/session 
Reservation Refresh (RESV message) 0.21 µs/session 
Reservation Tear (RESV TEAR message) 0.20 µs/session 
 
You may wonder why the Find Session Block and Create Session Block message processing steps are absent 
from the session-load-sensitive group. In fact, they do belong to this group, since the number of sessions 
determines the duration of session block localization; however, during the measurements we were unable to 
measure the impact of session load. The hash and the binomial tree searching algorithm perform pretty well; the 
impact of session load is negligible. Since the Reservation Management processing step of the Boomerang 
implementation is not sensitive to session load, we experienced that the session-load-sensitivity of the whole 
Boomerang implementation is negligible.  
Note that we investigated unicast reservation sessions only. Had we used more complex reservation schemes for 
RSVP, other signaling message functions might have become session load sensitive as well. 
In the case of the ISI RSVP implementation we also examined the duration of timer management related to soft-
state refreshing and expiry. shows how much time was spent in timer management functions each second. 
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Figure 5 - Session Lookup processing time 
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Figure 6 - Session Maintenance processor 

utilization 

 
As you can see, the timer management routines of the ISI RSVP implementation require outstandingly much 
processing time; they impose approximately 10 µs of overhead for each reservation session. 

7 Conclusions 
In this document we compared two resource reservation protocol implementations based on benchmarking and 
profiling measurements. One of the studied protocols was the ISI implementation of RSVP, which has very 
extensive "reservation style" support. It supports reservation aggregation in the routers and allows the use of 
different reservation schemes. These features are needed to support multicast reservation sessions. The other 
protocol was a lightweight resource reservation protocol: Boomerang. This protocol was designed to be able to 
cope with a large amount of reservation sessions. As a trade-off, Boomerang has very limited multicast support: 
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it does not support resource aggregation in the routers and only one sender can initiate resource reservation in a 
multicast group. 
Before the measurements, we analyzed the source code of the protocol implementations and highlighted 
signaling message processing steps, which were kept track of during the investigation using profiling 
checkpoints. We performed benchmarking and profiling measurements while the router was loaded via different 
load components: traffic load, signaling load and session load. Based on the results obtained, we can state the 
following: 

• Boomerang outperforms ISI RSVP because RSVP requires far more complex signaling message 
handling. The root of the complex message processing functions can be found in the multicast 
reservation session support. Because of the multicast support RSVP has to be a receiver-oriented 
protocol, which requires the router to maintain path states and to keep track of them separately from 
reservation states. RSVP also supports different reservation styles, which require complex reservation 
aggregation algorithms during signaling message processing. 

• The measurements demonstrated that increasing the session load dramatically increases the time spent 
on soft state management in the case of RSVP. In contrast, Boomerang showed us that having refresh 
messages generated by a reservation end-point avoids the soft-state maintenance crisis. Boomerang 
never needs to generate signaling messages; it only modifies them when they traverse the router. 

• The measurements also proved that the tightly coupled signaling message handling and traffic control 
module has great advantages in speed over protocol implementations that use standard communications 
between the components. 

• The load studies showed that signaling message processing time strongly depends on traffic load. 
Therefore, traffic forwarding and signaling message handling should probably never run on the same 
processing unit in high-traffic environments. Dedicated router products should use different processing 
units for the control messages and data traffic forwarding.  
In contrast, signaling load does not significantly affect signaling message processing time. 

As a final conclusion, we have found that a lightweight resource reservation protocol can cope with large 
networks performance-wise; however, its multicast resource reservation support might not fully meet the 
demands of today's network applications. RSVP however, whose multicast support covers even the most esoteric 
network scenarios, is in way over its head when it comes handling excessive amounts of traffic. The authors 
believe that both protocols have their place and use. Using them in combination, we can overcome the scalability 
problems that plague RSVP, and users can participate in extremely sophisticated network applications that 
Boomerang does not support. 
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