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1 Introduction

We move around all the time. Almost every day we start the engine in our car, hop on
a bus, flag down a taxi, ride the bicycle or we simply just walk. In fact, we move around
so much that we often forget about our footprint. Not all of these footprints vanish into
thin air or fade into the crowd: many stick, creating a unique pattern. In fact, we like
to move around so much that we want to make it comfortable, and comfort can be aided
and enhanced by data: our data. We can use the data produced by our vehicles and
build better cars, better services, more comfort. We can use the data that locates us to
build livable cities, with better traffic, smarter service distribution or even less pollution.

This digital footprint is growing at an extraordinary scale. We use numerous devices
and online services creating massive amount of data 24/7. Some of these data are per-
sonal, concerning either an identified or an identifiable natural person; thus, they fall
under the scope of the European General Data Protection Regulation (GDPR) [15]. In
fact, to determine whether a natural person is identifiable based on given data, one should
take account of all means reasonably likely to be used (by the data controller or an ad-
versary) to identify the natural person. There are many and depend on how and where
the data were collected.

In the automotive industry, the digitalization and data generation are particularly
booming. From a set of mechanical and electrical components, cars have evolved into
smart cyber-physical systems. Whereas this evolution has enabled automakers to im-
plement advanced monitoring, safety and entertainment functionalities, it does not only
raise the question whether this data falls under GDPR regulations; it has also opened
up novel attack surfaces for malicious hackers and data collection opportunities for Orig-
inal Equipment Manufacturers (OEMs), i.e., car makers and third parties. A naively
anonymized dataset does not contain names, home addresses, phone numbers or other
obvious identifiers. Yet, if an individual’s driving patterns are unique enough, outside
information can be used to link the data back to them. All together, the prevalence of
vehicle datasets, the uniqueness of human traces and the information that can be inferred
from them highlight the importance of understanding the privacy bounds of vehicle data
practices. Decades of research shows that large datasets can often be de-anonymized
and used to reveal sensitive information about individual people (e.g. [16]). Further-
more, existing anonymization solutions often come with low utility, which renders them
inapplicable in real-life scenarios.

In this dissertation I examine the privacy implications of releasing data captured from
the network that connects Electronic Control Units (ECUs) inside a vehicle. Furthermore,
I investigate the anonymization of location information (e.g., GPS coordinates) of a
moving vehicle.

Considering in-vehicle data, the most established vehicular network standard is called
Controller Area Network (CAN) [32]. CAN is already a critical technology worldwide
making automotive data access a commodity. One or more CAN buses carry all im-
portant driving related information inside a car. OEMs collect and analyze CAN data
for maintenance purposes; however, CAN data might reveal other, more personal traits,
such as the driving behavior of natural persons (e.g., [12]). Such information could be in-
valuable to third party service providers such as insurance companies, fleet management
services and other location-based businesses (not to mention malicious entities), hence
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there exist economic incentives for them to collect or buy them 1. Unfortunately, sharing
in-vehicle network data raises serious privacy concerns. Although drivers are expected to
opt-in to such data sharing2, it is still unclear what exact personal information they would
transfer then to third parties. For example, can a skilled data analyst infer the driver’s
identity using only in-vehicle network data? Despite the inherently noisy nature of this
fine-grained measurement data, the feasibility of driver identification has been demon-
strated in several prior works [13, 20, 25, 36]. In particular, it is well-known that drivers
can be re-identified in constrained environments if they follow the same route with the
same car and sensor readings are available from the captured network logs [13]. However,
when following different routes, unique driving patterns are more difficult to extract due
to the variable traffic conditions. Also, it is much more plausible that an adversary is able
to collect CAN logs from arbitrary routes. Moreover, car manufacturers do not disclose
the exact format of CAN messages and therefore the precise signal location within these
messages, in order to protect their intellectual property against competitors, as well as the
security of drivers against malicious car hacking. But is this approach of security/privacy
by obscurity effective? In Chapter 2 I show that not revealing the exact signal location
in CAN logs is not sufficient to provide any privacy guarantee in practice. Car compa-
nies should devise more principled approaches to hide signals, and/or to anonymize their
CAN logs so that drivers cannot be re-identified. In this chapter I presume a fairly weak
adversary for this scenario, who is capable of acquiring the in-vehicle network logs of the
targeted individual and also can make test drives in an arbitrarily chosen vehicle. The
goal of the attacker is to identify any individual among the people present in the dataset,
i.e. singling out. In-vehicular logging protocols are proprietary, which means that the
attacker must find a way to utilize the data even without the knowledge of the protocol.
I show two ways that an attacker can easily circumvent this problem, first, I show that
reverse engineering is not difficult, but takes some time and effort. To overcome this
hardship, I provide a second solution, where I show that this reverse engineering is not
even necessary, an adversary can solve the re-identification problem even without the
knowledge of the protocol. Therefore, not releasing the protocol details is not sufficient
to provide any sort of meaningful anonymity guarantee.

Next, in Chapter 3 I presume a different attacker, who has access to a database of
location coordinates of different vehicular trajectories (e.g., taxi drives, personal car drives
or even bicycle ride trajectories). The goal of the attacker remains the same i.e., singling
out a targeted individual. It is far from difficult to gain access to such datasets. The
location data industry is booming, having created an already $12 billion market, and it is
steadily expanding with companies that harvest, sell, or trade in location data. Many of
these firms claim that privacy is of utmost importance in their businesses and that they
never sell personal data.3 However, collecting and mining location data come inherently
with their own strong privacy and other ethical concerns [3]. Several studies have shown
that pseudonymization and quasi-standard de-identification are not sufficient to prevent
users from being re-identified in location datasets [8] [35]. This not only infringe upon

1https://www.forbes.com/sites/petercohan/2017/09/29/this-startup-is-helping-

daimler-and-bmw-compete-with-google-for-10-trillion-market/
2www.wsj.com/articles/what-your-car-knows-about-you-1534564861
3https://themarkup.org/privacy/2021/09/30/theres-a-multibillion-dollar-market-for-

your-phones-location-data
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the rights of drivers, but also significantly hinders location data sharing and use by
researchers, developers and humanitarian workers alike4.

Although a plethora of different anonymization techniques have been proposed for lo-
cation data ([16]), they all suffer from either weak utility or weak privacy guarantees, or
they do not scale to large datasets. Indeed, location data is inherently high-dimensional
and often sparse, which makes an individual’s location trace unique even in very large
populations5. This has a detrimental effect on privacy, and also on utility due to the
curse of dimensionality. Note that aggregation per se does not necessarily prevent such
re-identification in practice [33, 28]. The brittleness of privacy guarantees ignited re-
search towards location anonymization with provable privacy guarantees. So far, only a
handful of prior works [6, 22, 19, 4] have addressed the off-line anonymization of com-
plete location trajectories with formal privacy guarantees. Most of these approaches use
some form of differential privacy [10], which has become the de facto privacy model in
recent years [14, 2, 31]. However, most of previous techniques suffer from the inherent
sparseness and high dimensionality of location trajectories which render them impractical,
resulting in unrealistic traces and unscalable methods. Furthermore, time information of
location visits is usually dropped, or its resolution is drastically reduced. In this work I
present a novel technique for privately releasing a composite generative model and whole
high-dimensional location datasets with detailed time information. To generate high-
fidelity synthetic data, I leverage several peculiarities of vehicular mobility such as its
language-like characteristics (“you should know a location by the company it keeps”) or
how humans plan their trips from one point to the other. I model the generator distribu-
tion of the dataset by first constructing a variational autoencoder to generate the source
and destination locations, and the corresponding timing of trajectories. Next, I com-
pute transition probabilities between locations with a feed forward network, and build
a transition graph from the output of this model, which approximates the distribution
of all paths between the source and destination (at a given time). Finally, a path is
sampled from this distribution with a Markov Chain Monte Carlo method. The gener-
ated synthetic dataset is highly realistic, scalable, provides good utility and, nonetheless,
provably private. I evaluate our model against two state-of-the-art methods and three
real-life datasets demonstrating the benefits of our approach.

2 Research objectives

The objective of my research is threefold.

1. I investigate experimentally the potential to reverse-engineer (identify and extract)
vehicle sensor signals from raw CAN bus data for the sake of inferring personal
driving behavior and re-identifying drivers. (Theses 1.1–1.3)

2. I demonstrate the feasibility of driver re-identification even when drivers follow
different routes and the exact signals (such as velocity, acceleration, RPM, etc.)
cannot be extracted directly from the captured CAN log. The technique is scalable

4https://www.economist.com/leaders/2014/10/23/call-for-help
5Four data points—approximate places and times where an individual was present—have been demon-

strated to be enough to uniquely re-identify 95% of the users in a dataset of 1.5 million users [8]
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and is able to classify a large set of time series even if many of the individual time
series are significantly noisy and, hence, lack sufficient predictive power individually.
(Theses 1.4–1.6)

3. I propose a novel generative model, DP-Loc to generate realistic location trajecto-
ries with time information. This composite generative model can be trained with
differentially private gradient descent on sensitive location data, and, therefore,
can be used to synthesize the training data with formally proven privacy guaran-
tees. Such synthetic training data can be shared for any purposes without violating
individuals’ privacy. (Theses 2)

3 Methodology

In Theses 1, the methods used for reverse engineering applied both novel, ad-hoc methods
and off-the- shelf machine learning techniques (random forest). First, the proposed novel
method aims for finding signals among the in-vehicle messages, that can later be used for
driver re-identification. The rationale behind using machine learning is its capability for
pattern recognition. Second, a random forest model was trained on the reverse engineered
signals in order to facilitate signal extraction in other vehicles. In order to empirically
demonstrate that the extracted signals re-identify drivers I used a binary classifier.

Furthermore, in Theses 1. in order to classify single time series’ I applied a Convolu-
tional Neural Network in combination with a Long-Short-Term-Memory Network with an
attention layer in order to extract meaningful patterns from the CAN bus data. Then this
model is used in a committee model setting for driver re-identification which provides the
final classification result. The benefit of the mixture layer is to model interdependencies
between different time series which may improve classification accuracy. Data used in
Theses 1 was collected from 33 users, along with their demographics, such as age, sex
and driving experience.

In Theses 2, the goal of the proposed generative models is to estimate the underlying
distribution of a dataset and randomly generate realistic samples according to their esti-
mated distribution. The first part of the model is a Variational Autoencoder (VAE) that
learns the underlying joint distribution of starting and destination locations and time
variable of all trajectories. Furthermore, in the second phase a Fully Connected Neural
Network is used with an embedding layer to utilize the similarity between location data
and words of a language (i.e.,“you should know a location by the company it keeps”).
The input is the current location, destination and time, and the output is the probability
distribution on the next location. The prediction of the next location depends only on
the current location and not on the earlier location visits.

In the final phase, Dijkstra’s shortest path algorithm and the Metropolis-Hastings
Monte Carlo algorithm were used to generate plausible synthetic traces. First, a routing
graph is built that defines a distribution of paths between any location and destination at
a given time, and the task is to draw a path from this distribution in order to generate a
trace. Three real-world datasets were used in Theses 2 which contained GPS coordinates
and timestamps along with each trace. I have applied differential privacy [11] in order
to ensure provable privacy for the generative model. This composite generative model
was trained with differentially private gradient descent [1] on sensitive location data,
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and, therefore, can be used to synthesize the training data with formally proven privacy
guarantees.

4 New Results

This section is a short summary of the results that are discussed in details in my disser-
tation. My contributions are divided into two theses.

Theses 1: Extraction and re-identification of CAN messages [C1] [C2]

The Controller Area Network (CAN) is a bus system providing in-vehicle communica-
tions for ECUs (Electronic Control Unit) and other devices. The first CAN bus protocol
was developed in 1986, and it was adopted as an international standard in 1993 (ISO
11898). A recent car can have anywhere from 5 up to 100 ECUs, which are served by
several CANs. See an example in Table 1.

It has been shown that automobile driver fingerprinting could be practical based on
sensor signals captured on the CAN bus in restricted environments [12]. Using machine
learning techniques, authors re-identified drivers from a fixed set of experiment partic-
ipants, thus implementing singling out, which makes this a privacy threat. There is a
caveat: the adversary has to know the higher layer protocols of CAN in order to extract
meaningful sensor readings. Since such message and message flow specifications (above
the data link layer) are usually proprietary and closely guarded industrial secrets, such
adversarial background knowledge might not be reasonable. In this case, the research
question changes: is it possible for an adversary to re-identify drivers based on raw CAN
data without the knowledge of protocols above the data link layer? I investigated ex-
perimentally the potential to identify and extract vehicle sensor signals from raw CAN
bus data for the sake of inferring personal driving behavior and re-identifying drivers.
As signal positions, lengths and coding are proprietary and vary among makes, models,
model years and even geographical area, first, we have to interpret the messages.

Thesis 1.1. I have devised a heuristic method for CAN message decomposition and signal
extraction. The method extracts and interprets signals that are known to be effective for
driver re-identification, thus weaker adversaries can gain sufficient knowledge in order to
launch a re-identification attack.

Messages contain 4 to 8 bytes of data; this makes it likely that multiple (potentially
unrelated) pieces of information can be sent under the same ID. Assuming that signals are
positioned over whole bytes turned out to be wrong. Investigation revealed that besides
signal values a message can also contain constants, multi-value fields and counters. Some
values appear only on-demand, such as windscreen or window signals. All data apart
from sensor signals are considered noise and, therefore, needed to be removed (more
details can be found in the dissertation). Meaningful CAN IDs vary significantly across
vehicle makes and models, therefore it is expected that the only signals found in all cars
with high probability are the basic ones: velocity, brake, clutch and accelerator pedal
positions, RPM (revolution per minute) and steering wheel angle. The heuristic method
is composed of two phases. In the first phase, the method identifies potential messages
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Timestamp CAN-ID Req Len Data
1481492683.285052 0x0208 000 0x8 0x00 0x00 0x32 0x00 0x0e 0x32 0xfe 0x3c

1481492674.736055 0x02c4 000 0x8 0x82 0xc8 0x00 0x0f 0x03 0x00 0x92 0x3c

1481492674.736055 0x02c4 000 0x8 0x82 0xc9 0x00 0x0f 0x00 0x00 0x92 0x4c

1481492674.736055 0x02c4 000 0x8 0x82 0xcc 0x00 0x0f 0x08 0x00 0x92 0x5a

1497323915.123844 0x018e 000 0x8 0x03 0x03 0x00 0x00 0x00 0x00 0x07 0x3f

1497323915.112910 0x00f1 000 0x6 0x28 0x00 0x00 0x40 0x00 0x00

1481492674.736055 0x02c4 000 0x8 0x82 0xd2 0x00 0x0f 0x0c 0x00 0x92 0x5d

1481492674.736055 0x02c4 000 0x8 0x82 0xa1 0x00 0x0f 0xa1 0x00 0x92 0x4d

Table 1: Example of CAN messages and the extracted time series. The red, green, and
blue time series are obtained by extracting the 1st, 4th and 7th byte of every time-ordered
CAN message with ID 0x02c4, respectively.

sections (i.e., consecutive bits in a message), whereas the second part selects the required
signals by taking advantage of their peculiarities.

First, I examined the message stream bit-by-bit and presumed that inside a given
ID with potentially multiple sensor readings there was a difference in their bit value
distribution, hence they could be systematically located and partitioned according to
some rule; e.g., there are no zero bits or other separators between the two. Given that
signals are encoded in a big endian (little endian) format, both of their MSBs (LSBs) are
rarely 1s. Therefore, there should be a drop in bit probability (i.e., the probability for a
given bit to be 1) between the last bit of the first signal and the first bit of the second
signal.

In Figure 1 the heuristic suggests a start of a new signal because of the drop at the
23rd and the 24th bits, although it is clearly a counter or a constant on 3 bits, but it can
not be determined where exactly a new signal starts. Moreover, the 41th bit is a constant
1 bit which might signify some kind of a separator, yet we cannot be certain.

In the second phase of the method I searched for signals with typical attributes. The
signals that are the most useful for driver re-identification are the velocity, brake, clutch
and accelerator pedal positions and engine RPM. I have reverse-engineered the velocity
signal by using GPS time series that were recorded during drives. GPS coordinates also
determine the mean velocity between neighboring locations, producing a velocity time
series. Intuitively, the GPS-based velocity is very close to the one recorded from the
CAN bus. I tested and proved this hypothesis by the Dynamic Time Warp algorithm
(DTW) [30]. I have extracted the brake and accelerator pedal positions by assuming that
they are never pressed at the same time. Consequently, to extract the accelerator and
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Figure 1: Consecutive blocks in a CAN message

the brake pedal positions one only have to search for a pair of signals that are almost
exclusive to each other (see Figure 2). The clutch pedal position also has very typical
characteristics especially when compared with the velocity and rpm values. Once we start
to accelerate from 0km/h we change the gears quickly, thus the changes in the rpm and
clutch pedal position are easy to detect. Upon gear change the RPM drops, then rises as
we accelerate, then when the driver releases the clutch there is a slight slip around the
middle position of the pedal indicating that the shafts start to connect.

Thesis 1.2. I built, trained and validated a machine learning classifier that can efficiently
match vehicle sensor signals to a ground truth based on CAN data. I trained the classifier
using the statistical features of a signal in one vehicle, then used the trained classifier to
successfully localize the same signal in a different vehicle. Results showed that the method
found the exact match in 100% of the cases.

0 5 10 15 20 25 30 35 40 45 50
time in seconds
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Figure 2: Brake pedal (black) vs. accelerator pedal (red) position
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Table 2: Top results against RPM, velocity and acceleration

Sensor Rank Precision Recall Gap

Citroen rpm 1 0.353 0.952 0.180
Citroen velo 1 0.874 0.792 0.094
Citroen acc 1 0.740 0.444 0.431

Opel A06 rpm 1 0.155 0.604 0.035
Opel A06 velo 1 0.158 0.969 0.024
Opel A06 acc 1 0.207 0.934 0.026

Toyota A rpm 1 0.229 0.717 0.238
Toyota A velo 1 0.230 0.214 0.337
Toyota A acc 1 0.394 0.566 0.296

Toyota C rpm 1 0.224 0.399 0.049
Toyota C velo 1 0.676 0.139 0.029
Toyota C acc 1 0.602 0.522 0.134

Renault rpm 1 0.439 0.991 0.148
Renault velo 1 0.890 0.522 0.465
Renault acc 1 0.491 0.702 0.210

Nissan X rpm 1 0.248 0.805 0.140
Nissan X velo 1 0.970 0.870 0.466
Nissan X acc 1 0.484 0.728 0.527

Nissan Q rpm 1 0.211 0.680 0.034
Nissan Q velo 1 0.462 0.522 0.110
Nissan Q acc 1 0.512 0.774 0.044

In order to extract signals from any vehicle, I trained one classifier per signal using
its statistical features. Then, I used the trained models to identify the same signals in
another vehicle, where the locations of the signals (i.e., message ID and byte number)
were unknown. The intuition was that the physical phenomenon that a signal represents
has identical statistical features irrespective of the car, and hence can be used to identify
the same signal in all cars using the same classifier.

A random forest multiclass classifier was implemented using binary classification in
a one-vs-all manner (OvA). The strategy involves training a single classifier per class,
with the samples of that class as positive samples and all other samples as negatives.
The statistical features were calculated by sliding windows over the whole time series. I
applied the trained model on all portions of a signal and obtained multiple decisions per
signal. Then, the ”votes” are aggregated and the candidate signal with the most number
of ”votes” is selected. In order to measure the accuracy of the classifier, I reported the
rank of the true signal in Table 2; i.e. each candidate signal is ranked according to the
number of votes (i.e., positive classifications) they receive: the signal having the highest
vote is ranked first.

Using only 30 minutes of data for training and 30 minutes for matching (testing) three
signals (RPM, velocity and accelerator pedal position) are all ranked in the first place:
the approach successfully identified all three signals in all 7 target cars.

Thesis 1.3. I have measured the re-identification accuracy of the reverse-engineered sig-
nals using a machine learning classifier, and I showed that re-identification is possible
with 77% accuracy on average.

8



Here, the extracted signals were used for the driver re-identification scenario. The
same preprocessing and the same parameter settings were applied in this case as for signal
reverse engineering, except that less features were chosen based on their importances. I
used four extracted signals: accelerator and brake pedal positions, velocity and RPM.
The feature vector of a driver consists of 44 features altogether. All drivers used the same
car, which was Opel Astra’18, to produce CAN logs. The samples were divided into a
training and testing set, where the training and testing data made 90% and 10% of all
samples, respectively. I used 10-fold cross-validation to evaluate the approach. I selected
5 drivers uniformly at random, and built a binary classifier for each pair of drivers. The
classifier achieved 77% precision on average (each model was evaluated 10 times). The
worst result was just under 70% and the best result was 87%.

As it has been seen it above reverse engineering signals needs ground truth data that
can be tedious to gather, and even after data collection the extraction of the descriptive
signals can be tiresome and time consuming. Not to mention that CAN data collection
is often considered to be illegal [5]. A straightforward question could be if it was possible
to re-identify drivers without the need of reverse engineering signals?

Thesis 1.4. I designed an individual time series (ITS) model that is specialized to the
classification of any single (non-identified) CAN signal to its corresponding driver. I
used a Convolutional Neural Network (CNN) combined with a Long Short-Term Memory
(LSTM) Network.

I first divided the time series into equally-sized segments, from here on referred to as
samples. Given a single sample as input, the model attempts to classify it into its correct
class (e.g., driver ID). Due to the limited amount of data, and similarly to prior works
[7, 34], I used a sliding window over the whole time series to create samples. Each segment
si of a sample is transformed into a higher-level representation/features CNN(si) using
the same CNN model. The CNN model is composed of two 1-dimensional convolutional
layers (with Rectified Linear Unit activations), which are separated by a max pooling layer
in order to reduce model complexity, and a fully connected layer producing the output
of the CNN. As the ITS model is applied on each segment of the sample independently,
it can only model local features of a segment except for the sequential information along
the sequence of segments as well as any global features of the whole sample. For this
reason, I used an LSTM layer (with tanh activation) and it is applied on the sequence
of local features extracted by CNN. The LSTM computes time-dependent features by
transforming the input sequence into another sequence h1, h2, . . . , hk composed of the
hidden states of the LSTM model. A hidden state hi is produced for every input segment
si, dependent on the current input as well as all previous input segments through hi−1.
The sequence of h1, h2, . . . , hk is fed into an attention layer in order to select those parts
of the sequence which represent distinctive driver features. This attention mechanism
computes the weighted average of all the hidden states h1, h2, . . . , hk produced by LSTM
along the whole input sequence. Finally, the attention vector a is provided to a fully
connected layer with tanh activation, whose output is then given to a final softmax (multi-
class classification) or a sigmoid layer (binary classification). Note that the ITS model
might also be suitable for general time-series classification.

Thesis 1.5. I proposed a scalable mixture model to classify a large set of CAN signals
(time series) even if many of the individual signals are significantly noisy and hence
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lack sufficient predictive power individually. The approach combines the best performing
individual models to classify the whole set of time series.

LSTM (tanh) LSTM (tanh) LSTM (tanh)...
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Figure 3: The mixture model.

ITS models classify individual time series and therefore each can have very different
predictive performance. Indeed, some time series contain more distinctive driver features
(e.g., brake pedal position) than others (e.g., velocity). In fact, it turns out that the
majority of time series often do not have any predictive power at all.

I combined ITS models into a single Mixture model by connecting all ITS models to
the same fully-connected neural layer, called mixture layer, whose output provides the
final prediction. See the model in Figure 3. I first removed the output layer of the already
trained ITS models, and merged the remaining part into the mixture layer. Finally, the
whole mixture model is trained by adjusting the weights of only the mixture layer while
keeping all parameters of the individual models intact. In case there are too many ITS
models and the training of the mixture model is not feasible due to memory constraints,
only the top-K best performing ITS models are used in the mixture. Also, the trained
ITS models can be compressed by distillation [23].

In fact, this mixture model is a sort of committee machine [21], where multiple neural
networks, called as experts, are combined to provide the final classification. Indeed,
each ITS model is an expert which is specialized to extract a high-level representation
of a single time-series. These representations are non-linearly combined to produce the
classification.
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The benefit of the mixture layer is the ability to model the interdependence among
different time series which may improve classification accuracy. For example, the accel-
eration and deceleration patterns individually may not be unique to a driver but their
combination is.

Thesis 1.6. I have measured the mixture model’s re-identification accuracy in the 1-vs-all
(binary classification) scenario and in the many-vs-all (multi-class classification) scenario
for different sample lengths. I performed the classification not only for drivers but also
for personal attributes (age, gender, experience). I have shown that the mixture model is
capable of identifying a driver (or drivers) with high accuracy.

The 1-vs-all scenario, i.e., when one driver is distinguished from all other drivers,
is a single binary mixture model. In Table 3 the mean value over 33 drivers (i.e., the
mean accuracy over all the 33 models), standard deviation, and the extreme values for a
specific driver are shown. Furthermore, I have shown that accuracy improves sub-linearly
with the length of the sample trace, the mean ranging from 75% up to 85%. Maximum
accuracy values for the most correctly classified driver are between 95% and 100%, while
minimum values for the hardest-to-classify driver are between 43% and 46%.

Accuracy depending on the personal attribute values, which include gender, age, and
driving experience was also investigated. Interestingly, the most experienced drivers are
the easiest to distinguish from all the other drivers with a mean accuracy of 86%, which
shows that, by practicing, people tend to develop more unique skill sets. This phenomenon
has also been confirmed in other domains [24].

Table 3: Re-identification accuracy: 1-vs-all

Sample length Mean Std.dev. Max Min

20 s 0.758 0.017 0.949 0.432
60 s 0.829 0.019 0.995 0.436
120 s 0.847 0.025 1.000 0.465
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Figure 4: Re-identification accuracy: many-vs-all

The re-identification accuracy in the many-vs-all scenario, i.e. when a group of drivers
is distinguished from all other drivers with a single multi-class mixture model, further
characterizes the performance of the method. In the 2-vs-all case, I randomly selected

11



50 different groups of 2 drivers out of the possible
(
33
2

)
, and plotted the mean value and

the standard deviation in Figure 4; I did similarly with group sizes of 4, 10 and 33 (with
only 1 possible allocation in the last, all-vs-all case). The all-vs-all corresponds to the
case when each driver is distinguished from each other using a single model. I observed
that the mean value of accuracy is higher when the group size is smaller, ranging from
the highest mean of 40% (all-vs-all, trace length 60s) up to 91% (2-vs-all, trace length
20s). It is interesting that a larger sample length does not always translate into higher
accuracy; in fact, in almost all displayed cases the highest mean accuracy comes from
models built on 60s long samples (the exception to the rule is the 4-vs-all case, where the
120 s sample length yields slightly better results). Even in the hardest, all-vs-all case,
the approach provides a 13-fold accuracy improvement compared to the 1/33 = 3.03%
baseline.

Theses 2: Location Privacy [J1] [B1]

The unavailability of training data is a permanent source of much frustration in research,
especially when it is due to privacy concerns. This is particularly true for location data
since previous techniques all suffer from the inherent sparseness and high dimensionality
of location trajectories which render most techniques impractical, resulting in unrealistic
traces and non-scalable methods. Moreover, time information of location visits is usually
dropped, or its resolution is drastically reduced. In this thesis I present a novel technique
for privately releasing a composite generative model and complete high-dimensional lo-
cation datasets with detailed time information. To generate high-fidelity synthetic data,
I leveraged several peculiarities of vehicular mobility such as its language-like character-
istics (“you should know a location by the company it keeps”) or how humans plan their
trips from one point to the other. I modeled the generator distribution of the dataset
by first constructing a variational autoencoder to generate the source and destination
locations, and the corresponding timing of trajectories. Next, I computed transition
probabilities between locations with a feed-forward network, and built a transition graph
from the output of this model, which approximates the distribution of all paths between
the source and destination (at a given time). Finally, a path is sampled from this distri-
bution with a Markov Chain Monte Carlo method. The model is scalable and provably
private, the generated synthetic dataset is highly realistic, and provides good utility.
I evaluated the model against two state-of-the-art methods and three real-life datasets
demonstrating the benefits of my approach.

Definition 2.1. Location Data: let L = {L1, L2, . . . , L|L|} be the universe of locations,
where |L| is the size of the universe. We assume that the whole universe is represented
as a grid, and each location corresponds to a cell in the grid. Each record in a location
database is a sequence of timestamped location visits drawn from the universe. Specifi-
cally, a sequence S of length |S| is an ordered list of items S = (Lℓ1 , t1) → (Lℓ2 , t2) →
. . . → (Lℓ|S| , t|S|), where ∀1 ≤ i ≤ |S|, Lℓi ∈ L. A location may occur multiple times in
S. A location database D is composed of a multiset of sequences D = {S1, S2, . . . , S|D|},
where |D| = N denotes the number of traces in D.
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The definition and discussion of differential privacy is too lengthy for the current
booklet. In short: Differential Privacy [10] (DP) ensures that the outcome of any
computation on a database is insensitive to the change of a single record. It follows
that any information that can be learned from the database with a particular record can
also be learned from the one without that record. In our case, DP guarantees that the
generative model is not affected by any single original trace beyond the privacy budget
measured by ε and δ. The computations and formal definitions can be found in the
dissertation.

Thesis 2.1. I have devised a differentially private generative model, called Trace Initial-
izer (TI), that is capable of learning the underlying joint distribution of the starting and
ending locations and time variable of all trajectories, i.e., their very first (source) and
very last (destination) location visits along with the single timestamp of the whole trace.

In order to sample a starting location Lsrc ∈ L, a destination Ldst ∈ L and time
t ∈ T for a synthetic trace, we build a differentially private Variational Autoencoder
(VAE) (see Figure 5 for illustration) that is capable of approximating the joint probability
distribution Pr(Lsrc, Ldst, t). The model parameters θ1 are learnt from a sensitive location
dataset D, and hence training is performed with DP-SGD [1].

The output of TIθ1 is a 3-dimensional vector [Lsrc, Ldst, t]. The domain of the joint
probability distribution is |L| × |L| × |T|, where |T| is the number of all possible time
slots.

N(   ,   )
Lsrc,
Ldst,

t

Dense
layer
100

RELU

Dense
layer
100

Linear

50

50

50

Dense
layer
100

RELU

Dense 
|L|

softmax

Dense 
|L|

softmax

Dense 
24

softmax

Figure 5: Trace Initialization model

I one-hot encoded the input, thus it has a dimension of 2× |L|+24, where the size of
|L| depends on the coarseness of the grid, and 24 is the number of hours in a day.

The encoder has two hidden dense layers (100, 100) with ReLU and linear activation
functions, respectively. The encoder outputs the parameters of the learned normal distri-
bution N (µ, σ); values drawn from this distribution by the decoder comprise the latent
vectors of size 50. The decoder has to transform this latent variable to an actual sample.
The decoder has only 1 hidden layer with size 100 and with ReLU activation. Finally,
there are three parallel output layers with softmax activation, corresponding to a single
output variable (location, destination, time). VAEs have their own specific loss functions;
we applied the original one from [9]. The model is illustrated in Figure 5.
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Thesis 2.2. I have devised a differentially private classification model, called Transition
Probability Generator (TPG), that is capable of learning the transition probability distri-
bution between any two consecutive locations, i.e., it outputs the probability distribution
for the next hop in a trace, conditioned on the current location, the destination and time.

The classifier TPGθ2 is a feed-forward network (FFN) endowed with word embedding,
illustrated in Figure 6. TPG approximates the true transition distribution Pr[Lx →
Ly|t, Ldst] for any frequent location Lx and Ly for every possible time slot t ∈ T and
destination Ldst ∈ L. That is, the probability that an individual at location Lx moves to
location Ly towards destination Ldst at time t.

Lx

Ldst

t

Embedding
layer

50

50

t

101

Dense
layer
200

RELU

Softmax
Output

121

Figure 6: Transition Probability Generator model

The input is (Lc, Ldst, t) (current location, destination, time), and the output is the
probability distribution on the next hop. The two location coordinates of the input
vector are fed into an embedding layer where they are embedded separately into the
same 50-dimensional vector space. Next, these vectors are concatenated with the time
coordinate, resulting in a 101-dimensional vector. The next dense layer has a size of 200
with ReLU activation, and the output layer has softmax. I trained the network with
sparse categorical cross-entropy and the SGD optimizer. As only the K most frequently
visited cells are considered, the number of output classes is also K. I used DP-SGD [1]
to train TPG and, therefore, the released model parameters θ2 are differentially private.

Besides the current time and destination, the prediction of the next location depends
only on the current location and not on the earlier location visits. That is, when the next
location is predicted, we do not take into account how the current location is reached.
This is not a far-fetched simplification; several studies have shown that 1 or at most
2-order Markov chains provide a sufficiently accurate estimation of the next location visit
[17].

Thesis 2.3. I have devised a trace generator (TG) that by using the output of the TI
and TPG models non-deterministically reconstructs a trace between source Lsrc and des-
tination Ldst at time t combining Dijkstra’s shortest path and the Metropolis-Hastings
algorithm.

As this process only uses the output of TI and TPG, and some public information
about locations, the whole generation process becomes differentially private as the first
two are already differentially private.
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When a trace is generated, first a pair of source Lsrc and destination Ldst locations
are sampled along with the time slot t from the output distribution of TIθ1 . Then, a
weighted directed routing graphG(V,E) is built, where the edge weights are the transition
probabilities between any two location points generated by TPGθ2 (i.e., V is composed of
locations in TOP-K, and weight((Lx, Ly)) = − logPr[Lx → Ly|t, Ldst] for any (Lx, Ly) ∈
E, that is the negative logarithm of the transition probability from Lx to Ly conditioned
on destination D and time t). Note that G is complete and specific to a given destination
Ldst and time slot t, hence different graphs are constructed for trajectories differing in
their destination or time. The routing graph defines a distribution of paths between
any location and destination Ldst at time t, and the task is to draw a path from this
distribution in order to generate a trace.

To do so, the most probable trace is first constructed from graph G by applying
Dijkstra’s shortest path algorithm, and then the Metropolis-Hastings MCMC algorithm
to the resulting shortest path, thus we generate one of the most probable paths between
Lsrc and Ldst. As − log TPGθ2 [Ly|t, Lx, Ldst] is always non-negative, Dijsktra’s shortest
path algorithm finds the path with the minimum total weight between two vertices, which
is equivalent to the most probable path between Lsrc and Ldst at time t. Indeed, let P
denote the set of all paths between Lsrc and Ldst. Then, the most probable path between
Lsrc and Ldst is

min
p∈P

∑
(Lx→Ly)∈p

− log(TPGθ2 [Ly|t, Lx, Ldst])

= min
p∈P

− log(
∏

(Lx→Ly)∈p

TPGθ2 [Ly|t, Lx, Ldst])

≈ min
p∈P

− log(
∏

(Lx→Ly)∈p

Pr[Lx → Ly|t, Ldst])

= max
p∈P

∏
(Lx→Ly)∈p

Pr[Lx → Ly|t, Ldst]

due to the monotonicity property of the logarithm.
This path finding algorithm is deterministic on its own, however this would not ac-

count for real life scenarios. Two vehicles can take different routes between identical
starting and ending locations (depending on random environmental factors such as traffic,
weather, road blocks, etc.). Therefore, I introduced randomness into the trace generation
by applying the Metropolis–Hastings algorithm (MH) to the shortest path. Specifically,
there is a target stationary distribution over all paths, where the probability of a path is
computed as above from the routing graph. Sampling directly from this distribution is
hard due to its finite but exponentially large domain, therefore, we rely on MCMC meth-
ods. Markov chain theory says that we need multiple state transitions to have a “good
enough” sample (that comes from a distribution close enough to the target), 10 transitions
were performed. I set this value based on the Route Distribution metric that measures the
distance between original and synthetic routes taken between source-destination pairs.
Experiments showed that 10 iterations are sufficient for larger datasets, however, smaller
databases benefit from 100 and even 150 iterations.

The final step in the TG algorithm is looping, where the aim is to approximate the
time a vehicle stays in one cell, that is, the number of repetitions of a single location in a
trace. Looping allows to capture some traffic patterns more faithfully such as rush hours
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or traffic jams. I modeled this by generating the repetition number η of a location Lx from
a geometric distribution η ∼ Geom(1−TPGθ2 [Lx|t, Lx, Ldst]), where TPGθ2 [Lx|t, Lx, Ldst]
is the probability output of TPG for staying at location Lx.

Thesis 2.4. I have proposed a novel technique, called DP-Loc, for privately releasing a
composite generative model and complete high-dimensional location datasets with detailed
time information.

The goal here is to generate private synthetic location traces. In particular, having a
location dataset D with a multiset of trajectories, the goal is to build a generative model
which approximates the true generator distribution of D, where every trace in D is a
sample from this distribution. The model is built using the privacy-sensitive data D,
and, hence, the training process of this model must guarantee differential privacy for any
user/trace in D. The pseudocode of the model is shown in 1. Due to the large complexity
of this model, I decomposed it into four main parts as follows:

1. Dimensionality reduction: I identified the K most frequently visited cells on the
map and work only with these locations afterwards by projecting all trajectories to
these cells.

2. Trace Initialization: A generative model, called Trace Initializer (TI), learns the
underlying joint distribution of the starting and ending locations and time variable
of all trajectories, i.e., their very first (source) and very last (destination) location
visits along with the single timestamp of the whole trace.

3. Transition Probability Generation: A classification model, called Transition
Probability Generator (TPG), learns the transition probability distribution between
any two consecutive locations, i.e., it outputs the probability distribution for the
next hop in a trace, conditioned on the current location, the destination and time.
Both of these models are trained with differential privacy guarantees on a potentially
sensitive training dataset.

4. Trace Generation: Sampling a source Lsrc and destination Ldst along with the
time t from the output distribution of TI, and using the transition probabili-
ties between any locations generated by TPG, the trace generator (TG) non-
deterministically reconstructs a trace between source Lsrc and destination Ldst at
time t combining Dijkstra’s shortest path and the Metropolis-Hastings algorithm.
As this process only uses the output of TI and TPG, and some public information
about locations, the whole generation process becomes differentially private as the
first two are already differentially private.

Feeding the destination and time as an input to the transition probability generator
enhances model accuracy by a large margin (in certain cases with more than 20%). The
rationale behind this is that the probability of the next-hop location is heavily influenced
by the direction of movement, i.e., the specific destination where the individual is heading
for. Similarly, time also impacts the direction of movement towards a specific destination,
especially in vehicular transport, where the route of a vehicle is largely influenced by the
traffic, i.e., ultimately time dependent. This is in sharp contrast to earlier works [6] which
solely used the last visited locations to predict the next location of a trace.
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Algorithm 1 Differentially Private Synthetic Trace Generator (DP-Loc)
Input: Private Dataset D
Dimensionality reduction:
Choose K most frequent locations TOP-K: Lℓ1 , ...LℓK , ∀Lℓi ∈ L with Gaussian Mechanism
Project each trace p ∈ D to TOP-K
Model construction:
Train the Trace Initialization Model TIθ1 on D with DP-SGD [1]
Train the Transition Probability Generation Model TPGθ2 on D with DP-SGD [1]
Trace Reconstruction:
for i ∈ [1, . . . , |D|] do

Sample (Lsrc, Ldst, t) ∼ TIθ1
Build a routing graph G(V,E), V = L and weight((Lx, Ly)) = − log TPGθ2 [Ly|t, Lx, Ldst],
where (Lx, Ly) ∈ E
Find the path p between Lsrc and Ldst with the minimal total weight in G
for m ∈ [1, . . . , 10] do

Run Metropolis-Hastings on p: p = MH(p)
end
Generate repetitions in the sampled path s = (Lℓ1 , . . . , Lℓn):
for Lℓj ∈ s do

η ∼ Geom(1−TPGθ2 [Lℓj |t, Lℓj−1
, Lℓn ]) s′ = (Lℓ1 , . . . , Lℓj−1

, Lℓj , . . . , Lℓj︸ ︷︷ ︸
η times

, Lℓj+1
, . . . , Lℓn)

end
D′ = D′ ∪ {(s′, t)}

end
Output: Synthetic dataset D′

Thesis 2.5. I have quantified the privacy guarantee of DP-Loc by using the moments
accountant described in [1]. I used the Gaussian Mechanism to provide differential pri-
vacy for the dimensionality reduction, and DP-SGD [1] for TI and TPG. DP-Loc is the
adaptive composition of these three mechanisms plus the trace generation (TG).

For dimensionality reduction to select the most frequent K (top-K) cells, I employed
the Gaussian mechanism and add i.i.d Gaussian noise G(LmaxσK) to the visit counts of
all cells, where Lmax is an upper bound on the trace length, and return the cells as top-K
which have the K largest noisy counts.

To train the TI and the TPG models, we use the Differentially Private Stochastic
Gradient Descent (DP-SGD) by Abadi et al. [1]. This method is independent of the
chosen loss function and model, and it adds noise to the clipped gradients. In particu-
lar, the gradients of all model parameters in every model update are clipped to have a
bounded L2-norm with value C, and then Gaussian noise with variance C2

TIσ
2
TI (for TI)

and C2
TPGσ

2
TPG (for TPG) is added to the clipped gradients before updating the parame-

ters. The output of DP-SGD are the parameters θ1 and θ2 of TI and TPG, respectively.
The sampling probability q in DP-SGD is |B|/|D|, where |D| is the total number of
trajectories and |B| is the size of batch B.

The trace generation uses only the differentially private models TIθ1 and TPGθ2

as input, and does not access private data. Therefore, the generated traces are also
differentially private due to the post-processing property of DP.
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Let eTI and eTG denote the number of epochs for TI and TPG, and |B|/|D| is the
number of SGD iterations per epoch. DP-Loc is (ϵ, δ)-DP, where

ε = min
λ

1

λ

(
αK(λ) +

|B|
|D|

eTIαTI(λ) +
|B|
|D|

eTGαTG(λ)− log(δ)

)
and αK(λ), αTI(λ), αTG(λ) are the log moments (log moments and proof are discussed
in more detail in the dissertation).

Thesis 2.6. I have experimentally evaluated the performance of DP-Loc in terms of four
utility metrics on three datasets: San Francisco, USA [27], Porto, Portugal [26] and
Beijing, China [39, 37, 38]). I also presented the results of two other state-of-the art
methods [19], [6] on the same datasets, and compared these to DP-Loc using the four
metrics. Each of the metrics is evaluated both on the synthetic and the original datasets,
and the difference is measured according to different distance metrics.

Choosing a truly representative metric is always challenging and, to a large ex-
tent, application-dependent. I focused on some commonly used characteristics of PoIs,
heatmaps, popular start and destination places, rush hours, traffic jams, trip lengths, etc.
As a result, I considered four different utility metrics which are mainly borrowed from
previous works [6, 19].

(a) Original,cell size:
250 m

(b) DP-Loc, cell size:
250 m

(c) AdaTrace, cell size:
250 m

(d) Ngram, cell size:
250 m

Figure 7: Heatmaps of the synthetic and original databases.

1. Trip size distribution The Jensen-Shannon divergence (JSD) is computed be-
tween the distribution of the trip lengths in the synthetic and the original datasets
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Figure 8: Performance of our approach on Porto dataset depending on the time (δ =
4 · 10−6).
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in each hour of the day (the trip length is the number of cells in a trip). Note that,
unlike the Kullback-Leibler (KL) divergence, JSD is symmetric and has a finite
value. In our case, JSD is bounded between 0 (identical distributions) and 1 (least
similar distributions).

2. Frequent patterns The top-N most frequent patterns (i.e., sub-sequences of lo-
cations) are computed both in the original D and synthetic dataset D′, which are

denoted by FN(D) and FN(D
′), respectively. The true positive ratio |FN (D)∩FN (D′)|

N

is reported for N = 10, 20, 50, 100.

3. Spatio-temporal distribution of location visits The spatio-temporal density
in a given hour of the day is the number of visits in each cell of the considered region.
This histogram, where each bin corresponds to a cell, is computed from both the
synthetic and the original traces individually, and the spatio-temporal density of the
original dataset as well as the synthetic datasets are obtained from these histograms
after normalization. The Earth Mover’s Distance [29] is reported between these
distributions, which measures their difference in terms of geographical distance
(meters) and is a metric for probability distributions. Specifically, EMD measures
the “amount of energy” needed to transform one distribution to another where the
ground distance is the geographical distance between the centers of cells. The EMD
between the spatial densities of the original and synthetic data are reported for cells
that include at least 80% of the data, but no more than 2000 cells for every hour,
and also over all hours of the day.

4. Spatio-temporal distribution of source and destination pairs The joint
distribution of the source and destination locations is computed from the original
and synthetic datasets individually, and their EMD is reported for every hour, and
over all hours of the day. In particular, I count the relative frequency of every
possible pair of source and destination locations in both datasets, and compute
the EMD between these two distributions as above (the distance between a pair
of location points is the sum of their individual distances). As the domain of this
joint distribution has a size of |L| × |L| (in every hour, not over all hours), the
computation of EMD can be very costly. We used the same approximation as for
EMD density described above. Note that besides reporting the hourly EMD, we
also calculated the EMD averaged over all hours in order to compare with prior
works.

Results show that the provided utility is meaningful and DP-Loc in all cases outper-
forms the AdaTrace model from [19], and performs similarly to NGRAM [6], however
DP-Loc generates more realistic traces that is shown by the trip size distribution. For
more detailed discussion see the full dissertation. Figure 7 shows the San Francisco
heatmaps of the synthetic datasets generated by all three models compared to the origi-
nal one in Figure 7a. Moreover, the JSD, source-destination EMD and the location EMD
results for the Porto dataset [26] are shown in Figure 8 for every hour of the day.
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5 Application of novel results

The practical benefit of my work is twofold. First, signal extraction results demonstrate
that driver re-identification remains feasible even without the manual inspection of mes-
sages captured on the CAN bus. In other words, profiling drivers can be performed
even without reverse-engineering the CAN protocol itself. Furthermore, I described a
technique that automatically extracts the most descriptive signals from vehicles’ CAN
logs, consequently no manual extraction is needed. I hypothesize, that the method could
be applied for the reverse engineering of other proprietary protocols, such as some IoT
devices. Moreover, further research showed that driver re-identification can be performed
even without the nuisance of signal extraction or agreements with a manufacturer. This
means that not revealing the exact signal location in CAN logs is not sufficient to provide
any practical privacy guarantee and that the security by obscurity approach (widely ap-
plied by car manufacturers) does not ensure any security and can be easily broken. This
issue could have far reaching consequences as per the GDPR. Car companies should devise
more principled (perhaps cryptographic) approaches to hide signals, and/or to anonymize
their CAN logs so that drivers cannot be re-identified. Thus, the work also advocates
the widespread adoption of standardized security protocols for the protection of CAN
network traffic [18]. Although ad-hoc solutions like dispersing the bits of a sensor signal
within a CAN message would make both of the approaches (signal reverse engineering
and driver re-identification without reverse engineering) less effective, we conjecture that
extracting signals from such obfuscated CAN messages remains feasible with appropriate
statistical approaches.

Second, I proposed a novel approach to release location data with strong privacy
guarantees. In contrast to prior works, DP-Loc is capable of releasing time information
along with location visits without suffering significant utility loss. Compared to previous
anonymization techniques, DP-Loc has strong utility and privacy guarantees, moreover,
it is scalable to large datasets. Having created a tremendous market, the location data
industry is steadily expanding with companies that harvest, sell, or trade in location
data, that can be used for a plethora of different applications, targeted advertising, or
even building smart cities. I evaluated the proposal on three public location datasets and
designed neural networks to model the distribution of trajectories. These networks are
simple and hence fast to train even with DP guarantees. Results show that the provided
utility is meaningful. Therefore, the technique can be a compelling new approach to
the privacy-preserving release of complete location trajectories with time information.
Importantly, the produced synthetic datasets preserve many different statistics of the
original dataset. The proposed framework is general and finding the best generative
models to a given type of data is difficult and requires domain expertise. I believe that
this general approach may be applicable to types of sequential data other than location
trajectories, such as different time series.
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