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Summary

The rapidly increasing number of online service users made the performance and scalability of com-
puter systems a high priority. Most systems are expected to exhibit a soft-realtime behavior, reducing
their response time as much as possible. Such performant systems require the system-wide balanced
design of the provided services, corresponding software stack, and the allocated resources. Perfor-
mance is not just a question of powerful hardware anymore.

Software performance engineering (SPE) is a development methodology for ensuring the proper
design of the software throughout its life-cycle to meet certain extra-functional requirements, e.g.,
performance, scalability, availability, and performability. Failing to meet such requirements can affect
the functionality of the system (beside negatively impacting user satisfaction), e.g., critical system
components becoming unavailable during a request overload.

In the early phases of the development speculative quantitative performance models can approxi-
mate and asses the performance impacts of specific design and resource allocation choices. While op-
erational system components are unavailable, the model-based approaches can rely purely on histor-
ical data (if a previous or a similar system already exists) and a priori expert knowledge of the system
behavior. Once the system (or part of it) is operational, performing ameasurement-based identification
of system behavior becomes possible (and necessary to validate and refine performance models).

However, the technical metrology of measurement-based performance evaluation poses specific
challenges throughout its application. Modern information technology (IT) solutions are inherently
complex due to their dynamic environments and the rapidly evolving characteristics of their work-
load (stemming from user behavior). The phenomenon is especially true for the novel (and still matur-
ing) distributed ledger technologies (DLT) and their application to new market segments. Moreover,
measurement-based performance analysis lacks the same mathematical rigor found in quantitative
modelling and evaluation.

Contribution 1 proposes a systematic workflow for the iterative and refinement-based perfor-
mance measurement of DLT-based solutions. The steps and subsequent iterations of the workflow
gradually ease the analyst into more and more detailed/complex system behavior, facilitating and
mainstreaming measurement-based evaluation. Furthermore, a component-in-the-loop refinement
approach is introduced to shed the unnecessary components of the system not under observation
anymore. The workflow is evaluated on two major types of DLT consensus protocols.

Contribution 2 defines the kernel components of a performance measurement modelling frame-
work. The goal of the framework is to capture and mitigate the complexity of modern system under
tests (SUT) by providing common building blocks for modelling activities, services, resources, and
sensors/instrumentation in the SUT. Based on the kernel, the contribution proposes an approach for
the automated assessment of SUT observability, aiding the design and implementation of sensors.

Contribution 3 introduces a methodology for the rigorous validation and derivation of perfor-
mance measurement data, relying on the models of Contribution 2. The systematic analysis workflow
ensures the richness and consistency of measurement data. Moreover, such preprocessed data – cou-
pled with the system models – further facilitates the critical bottleneck identification and anomaly
root cause diagnosis analysis tasks.
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sszefoglaló

Az online szolgáltatások felhasználóinak gyorsan növekvő száma miatt a számítógépes rendsze-
rek teljesítménye és skálázhatósága kiemelt fontosságúvá vált. A legtöbb rendszertől elvárják, hogy
közel valós idejű viselkedést mutasson, a lehető legalacsonyabb válaszidővel. Az ilyen teljesítmény-
követelményű rendszerek esetén a nyújtott szolgáltatások, a felhasznált technológiák és az allokált
erőforrások rendszerszintű, kiegyensúlyozott, együttes tervezése szükséges. A rendszer teljesítménye
már nem csak az allokált erőforrások minőségétől függ.

A szoftver teljesítményre tervezés (Software Performance Engineering, SPE) egy olyan fejleszté-
si módszertan, amely a szoftver megfelelő tervezését biztosítja annak teljes életciklusa során, hogy
az megfeleljen bizonyos extra-funkcionális követelményeknek, mint pl. a teljesítmény, a skálázható-
ság, a rendelkezésre állás és a teljesítőképesség. Az ilyen követelmények teljesítésének elmulasztása
befolyásolhatja a rendszer működését (a felhasználói elégedettség negatív befolyásolása mellett), pl.
túlterhelés esetén a kritikus rendszerelemek elérhetetlenné válása által.

A fejlesztés korai szakaszaiban spekulatív kvantitatív teljesítménymodellek közelíthetjük és ér-
tékelhetjük ki bizonyos tervezési és erőforrás-elosztási döntések teljesítményre gyakorolt hatását.
Amíg működő rendszerkomponensek nem állnak rendelkezésre, addig a modellalapú megközelítések
pusztán historikus adatokra (ha már létezik egy korábbi verziójú vagy hasonló rendszer) és a rendszer
viselkedésére vonatkozó előzetes szakértői ismeretekre támaszkodhatnak. Amint a rendszer (vagy an-
nak egy része) működésképes lesz, lehetővé válik a rendszer viselkedésénekmérésalapú identifikálása
(ami szükséges is a teljesítménymodellek validálásához és finomításához).

A mérésalapú teljesítményelemzés műszaki méréstechnikája azonban sajátos kihívásokkal jár az
alkalmazása során. A modern informatikai (IT) megoldások eleve összetettek dinamikus környezetük
és a munkaterhelés (felhasználói viselkedésből eredő) gyorsan változó jellemzői miatt. A jelenség
különösen igaz az újszerű (és még fejlődésben lévő) elosztott főkönyvi technológiákra (Distributed
Ledger Technologies, DLT) és azok új piaci szegmensekben való alkalmazására. Ráadásul amérésalapú
teljesítményelemzés nem rendelkezik a kvantitatív modellezési és elemzési módszerek matematikai
szigorával.

Az első kontribúció szisztematikus munkafolyamatot javasol a DLT-alapú megoldások iteratív
és finomításon alapuló teljesítménymérésére. A munkafolyamat lépései és egymást követő iterációi
fokozatosan megkönnyítik az elemző számára az egyre részletesebb/összetettebb rendszer viselkedé-
sének megismerését, megkönnyítve és szisztematikussá téve a mérésalapú elemzést. Ezen túlmenően
a kontribúció egy komponens-izolációs finomítási megközelítést vezet be a rendszer megfigyelése
szempontjából nem kritikus komponensek eltávolítására a mérési folyamatból. A munkafolyamat a
DLT konszenzus protokollok két főbb típusán is kiértékelésre került.

A második kontribúció egy teljesítménymérés modellezési keretrendszer alapvető komponenseit
definiálja. A keretrendszer célja a modern teszteltendő rendszerek (System Under Test, SUT) komp-
lexitásának megragadása és mérséklése azáltal, hogy közös építőelemeket biztosít a rendszerben lévő
tevékenységek, szolgáltatások, erőforrások és szenzorok/felműszerezés modellezéséhez. Az alapvető
komponensekre alapozva a kontribúció egy megközelítést javasol a rendszer megfigyelhetőségének
automatizált kiértékelésére, amely segíti a szenzorok tervezését és megvalósítását.

A harmadik kontribúció a teljesítménymérési adatok szigorú validálására és további származta-
tására ad módszertant a második kontribúció modelljeire támaszkodva. A szisztematikus elemzési
munkafolyamat biztosítja a mérési adatok részletgazdagságát és konzisztenciáját. Ezen túlmenően az
ily módon előfeldolgozott adatok – a rendszermodellekre támaszkodva – tovább könnyítik a további
kritikus elemzési feladatokat, mint például a szűk keresztmetszet azonosítás és anomália diagnosztika.
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Chapter1

Introduction

1.1 Preliminaries

The goal of the presented research is to facilitate the empirical performance analysis of distributed
ledger technologies by providing a systematic methodology for designing and performing measure-
ments, and analyzing measurement data.

1.1.1 Motivations of the Research

The rapidly increasing number of online service users made the performance and scalability of com-
puter systems a high priority. Most systems are expected to exhibit a soft-realtime behavior [But+05],
reducing their response time as much as possible. Such performant systems require the system-wide
balanced design of the provided services, corresponding software stack, and the allocated resources.
Performance is not just a question of powerful hardware anymore.

Software performance engineering (SPE) [WFP07;MAD04; SW06; Smi07] is a developmentmethod-
ology for ensuring the proper design of the software throughout its life-cycle to meet certain extra-
functional requirements [CD09], e.g., performance, scalability, availability, and performability. Failing
to meet such requirements can affect the functionality of the system (beside negatively impacting
user satisfaction [Ame+20]), e.g., critical system components becoming unavailable during a request
overload.

Extra-functional requirements state how a systemmust perform certain services, i.e., the expected
quality of service (QoS), as opposed to functional requirements that state what services a system must
provide. Performance-related extra-functional requirements are specified in the form of performance
objectives, stating, for example, that ”the system must provide a result for book searches in under four
seconds.”

The close monitoring of the key performance indicators (KPIs, e.g., the average time for serving
a book search request) of the operational, deployed system can validate whether the system meets
its performance objectives. KPIs rely on and/or aggregate lower-level performance metrics, such as
response time (latency) or throughput. The response time denotes the time it takes for a response to
arrive for a user request. The throughput of a system is defined as the number of requests successfully
served in a given unit time (e.g., requests per minute).

The monitoring of user-perceived external performance metrics provides insights about customer
satisfaction and indicates whether the expected service level agreements (SLAs) are met. In contrast,
the monitoring of internal performance metrics of the system facilitates the diagnosis of detected

1



1. Introduction

performance anomalies and the identification of bottlenecks [IHE15; Pei+14]. However, the design
and operation of modern software systems and microservice-oriented architectures exhibit a shift
towards virtualization1 [KNP13] and containerization2 [Pah15], resulting in inherently distributed
systems [VT17]. The amount of collected metrics in such an environment can be overwhelming. Cor-
respondingly, the collectedmetrics must be structured and a systematic methodology for performance
anomaly diagnosis and bottlenecks identification (via the analysis of multidimensional measurement
data) must become an integral part of the system life-cycle.

The monitoring of KPIs is just the last step of ensuring that the system meets its performance
objectives. Evaluating the performance of only the implemented system incurs a great risk. The cost
of addressing performance problems – stemming from inadequate design decisions – increases con-
siderably when they are identified only in the late stages of the system development cycle. Corre-
spondingly, the goal of the SPE process is to provide facilities for evaluating the performance of the
target system throughout all development steps. The aim of a balanced design and implementation is
to maximize system performance while maximizing resource utilization at the same time.

1. Understand 

the System

2. Characterize 

the Workload

3. Measure the 

System

4. Develop 

Performance 

Model

5. Verify and 

Validate Model

6. Forecast 

Workload 

Evolution

7. Predict 

System 

Performance

8. Analyze 

Performance 

Scenarios

Performance 

Objectives

Performance and 
Workload Models

Figure 1.1: Software performance engineering process [MAD04].

The SPE process (Fig. 1.1) continuously evaluates the system performance based on the given
performance objectives and constructed performance models:

1. Understanding the system involves the identification of system architecture and components that
affect the performance (e.g., operating system, middlewares, databases, application software).

2. Characterizing the workload includes the identification of workload items that the system will
serve. The choice of workloads depends on the purpose of the evaluation (e.g., targeting the
entire system, or just some of its components).

3. Measurement of the system under test (SUT) collects measurement data (through sensor instru-
mentation) that can indicate system performance. Moreover, measurement data can validate the
conformance of the performance models to the system behavior, or enable the refinement of
model parameters.

1https://www.spiceworks.com/marketing/reports/state-of-virtualization/ (Accessed: 2022-06-21)
2https://www.capitalone.com/tech/cloud/container-adoption-statistics/ (Accessed: 2022-06-21)
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4. Developing performance models is crucial to predict the change in performance when the system
architecture or its environment (allocated resources or workload) changes.

5. Verifying and validating the model ensures that the right performance model is considered for
the system (validation), and that the performance metrics derived from the model are accurate
reflection of the actual system performance (derived from measurement data), or the model
requires additional calibration [MAD94; SW02].

6. Forecasting workload evolution deals with the possible future changes in the workload following
system modifications. For example, adding new services might increase the number of system
users, and correspondingly, the intensity of the workload.

7. Predicting system performance ensures that potential performance issues (e.g., stemming from
inadequate architectural decisions) are uncovered as early in the system life-cycle as possible.
Performance models facilitate the early evaluation of the system in many scenarios, even before
performingmeasurements becomes possible. Tackling performance issues only after the system
is (partially) implemented can be expensive if a significant architectural change is required.

8. Analyzing performance scenarios consists of using validated performance models and workload
forecasts to gain insights about possible future changes, either for decisions about new system
services, or the effects of changes in the workload.

In the early phases of the development (when operational system components are unavailable)
speculative quantitative performance models can approximate and asses the performance impacts
of specific design and resource allocation choices. As the system design evolves, so do the richness
and faithfulness of quantitative models, resulting in more accurate performance evaluation results.
The manner of evaluation divides the quantitative models into two broad categories: analytical and
simulation models.

Analytical models provide a closed-form, mathematical abstraction of the system performance.
The main advantage of analytical models is their low cost of evaluation, i.e., the (closed-form or ap-
proximate numerical) solution of the mathematical formula for a given set of input parameters. When
the aspects of the system or its parameters change, the analytical model can be quickly re-evaluated.
Moreover, the results are back by strong mathematical foundations.

However, the same firm mathematical foundation also proves to be the main disadvantage of the
approach:

• The chosen class of mathematical models use various assumptions or simplifications about the
system to simplify calculations for the price of modelling faithfulness, e.g., the elapsed time
between incoming requests follows a simpler probabilistic distribution, or the statistical inde-
pendence of requests, or the stateless nature of the system.

• As the complexity of the model (and, correspondingly, its representativeness) increases, solving
the model can quickly become an intractable task.

Modelers must maintain a careful balance between the abstraction level (and thus the tractability) and
the representativeness of the model.

Simulation models, on the other hand, allow an easier creation of the system behavior model com-
pared to analytical models. Unconstrained by the mathematical tractability of the solution, modelers
have a greater expressive power in their hands. However, simulation models tend to be more complex
than analytical models. The system, its environment, and associated resources can be, and must be
modelled in detail to derive meaningful simulation results. Moreover, statistical relevance requires
multiple and/or long simulation runs, thus increasing the cost of evaluation.

While operational system components are unavailable, the model-based approaches can rely
purely on historical data (if a previous or a similar system already exists) and a priori expert knowl-
edge of the system behavior. However, once the system (or part of it) is operational, performing a
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measurement-based identification of system behavior becomes possible. The acquired measurement
data serve multiple purposes:
Model validation: modelers can validate whether their models are a proper approximation of the

system. Inconsistencies between the measurement data and the models can indicate, for exam-
ple, modeling errors, or conformance violations between the design and the implementation.

Model parametrization: measurement data can also aid the tuning of performance models by up-
dating and refining historical or initial model parameter values, resulting in more faithful per-
formance models.

Model extraction: measurement data can also be used as input to machine learning ap-
proaches [Abi+18] to build a predictive model of performance characteristics or resource uti-
lization [Mas+18; JB18].

The increasing complexity of systems, their environments (using virtualization and container-
ization technologies), and their workload characteristics make the creation of speculative quanti-
tative models cumbersome, or even unfeasible. Instead, developers and operators must rely on the
measurement-based evaluation of the system. However, an abstract model of the system behavior is
still desired to facilitate the understanding of system performance characteristics by analyzing the
empirical measurements.

Qualitative modelling [For08; For11] is an approach for building phenomenological models de-
rived from the empirical observations of the system. Qualitative models apply the same mathematical
rigor as quantitative models. However, qualitative models capture the system behavior on a higher
abstraction level, making them more scalable compared to quantitative models. Moreover, the iden-
tification of high-level qualitative models can heuristically guide the creation of refined quantitative
models.

For example, the CPU usage of a server component – quantitatively measured as a percentage
value – can be qualitatively modelled as the following set of categorical states: low, normal, and high.
Similarly, the set of low, normal, and high states can qualitatively model the response time of requests.
Mapping the empirical (and quantitative) observations of CPU usages and request response times to
the above states yields a qualitative model of the system behavior [FP21]. Then, applying qualitative
reasoning techniques can derive insights such as ”whenever the response time was high, the CPU
usage was also high”, resulting in the hypothesis that the CPU is a bottleneck resource in the system.
Correspondingly, the bottleneck identification process is reduced to checking resource saturation in
the qualitative domain.

Model- and measurement-based performance evaluation complement each other (Fig. 1.2). In the
early stages of system development, quantitative models largely rely on estimated parameter val-
ues (based on historical data, behavior of similar systems, or expert knowledge) in the absence of
operational system components. Once the system is – even if just partially – implemented, then per-
formance measurements can reveal the effective characteristics of the system behavior.

The observations enable the validation of quantitative models (e.g., in terms of conformance, faith-
fulness, or accuracy), or their refinement by tuning the initially estimated model parameter values.
Measurement data can also serve as the input for extracting and identifying a qualitative model of
the system, resulting in a hybrid modelling technique (i.e., applying both quantitative and qualita-
tive modelling). Moreover, the uncovered qualitative characteristics can validate whether quantitative
models have taken every important aspect into consideration, or further refinement is needed.

On the one hand, measurement-based evaluation is a valuable input for performance models (for
creating, validating, and tuning them). On the other hand, lack of confidence in, for example, esti-
mated model parameter values or model completeness generate questions that can focus or refine the
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measurements to target specific parts of the system. Either way, measurement-based evaluation is a
crucial and unavoidable task in performance evaluation.

Model-based Evaluation

Measurement-based 

Evaluation

Quantitative Modelling

Qualitative Modelling

Validate & Tune

Extract

Refine

Refine

Figure 1.2: Relation of model-based and measurement-based performance evaluation.

1.1.2 Model-based Performance Analysis Challenges

Model-driven development (MDD) approaches can greatly aid the functional design and implementa-
tion of complex systems. Employing model-driven practices also allows the application of model-
based simulations and (formal) analytical methods to facilitate ensuring extra-functional require-
ments. A subset of these models captures performance-related behavior, enabling the performance
prediction of complex systems [Bal+04; Bon+01]. Model-based performance analysis supports the
identification of bottlenecks and execution of sensitivity analysis in the early stages of development,
both on platform-independent models (e.g., functional architecture) and platform-specific models
(e.g., the configuration of system components).

Although mature and well-studied methodologies exist for performance analysis [HTM07], ap-
plying them to complex systems is cumbersome, even when breaking down the problem into smaller
subsets and applying compositional performance modelling [WW04]. Challenges can arise during
both the construction and evaluation of performance models of complex systems.

The construction of a faithful performance model requires identifying the critical parameters and
aspects of the system. There are several target factors to consider:
Distributed systems tend to have a complex architecture and topology with sophisticated dynamics.

Asynchronous and interleaving request processing is a common phenomenon, along with in-
herent race conditions. Moreover, the temporal overhead related to internode communication
can be comparable to that of computation. Performance models have to account for all these
aspects to be representative.

Deployment choices can affect the system performance in unexpectedways. Deploying a system us-
ing virtualization and containerization technologies yields a complex environment for the sys-
tem. Resource contention problems and parasitic interference [Pu+10] of services can degrade
the system performance, even though both originate from environment in a hard to predict
way.

Dynamic systems may have a constantly changing topology. Nodes can join or leave the network
for various reasons. Such changes can occur due to the failure of nodes, or simply as the result
of automatic horizontal up- and down-scaling techniques.

Parameters of the model – pertaining to the workload, environment, or system characteristics –
are often unknown at the time of modelling. Correspondingly, unknown parameters need to be
approximated using preliminarymeasurements of system components (assuming the necessary
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components are already available at the time of modelling), or historical data or a priori expert
knowledge.

The evaluation/analysis of constructed performance models also poses several challenges. The
performance characteristic identification of applications needs the extension of the performance
model of the system with its interactions with the environment. The creation and evaluation of such
a closed-loop model usually start with creating a simplified open-loop model, which represents the
environment by a workload. Prediction of the performance of the target application needs a represen-
tative workload that is similar to expected real-life scenarios.

Publicly available, real-life workload scenarios that generalize operational experience could be
lacking due to the nature of future, still underspecified applications – like in the evolving distributed
ledger technology (DLT) domain. A possibility is to use synthetic workloads [BM11] to evaluate the
architecture of the framework, but guaranteeing their representativeness requires great care to derive
meaningful results. Another approach is to adapt andmigrate representative workloads from a similar
domain.

Even after the elaboration of a faithful performance model, the scalability and numerical proper-
ties of qualitative and quantitative analyses can significantly affect the tractability of the problem at
hand. Practical applications suffer from the phenomenon called state space explosion, during which
the size of the state space of a distributed, asynchronous system scales exponentially with the number
of its components due to interleaving, often making the analysis intractable.

Another source of the difficulty is the temporal behavior of the system as it evolves. Extreme
differences in event frequencies can result in the numerical instability of the algorithms used to derive
time-dependent performance metrics. Many techniques exist to alleviate these difficulties [CLS01;
Buc+03; dG00], but the problem is far from solved for large, practical models.

1.1.3 Measurement-based Performance Analysis Challenges

Measurement-based, empirical performance analysis builds on observations obtained from the run-
ning system itself, thus circumventing model validity questions (i.e., whether the performance model
is a faithful representation of the production/developing system or not). Moreover, empirical analy-
ses can also facilitate the identification or refinement of performance model parameters. Accordingly,
measurement-based performance analysis is an unavoidable pillar of the performance evaluation of
a system, whether complemented by model-based approaches or not.

However, the technical metrology of measurement-based performance evaluation poses specific
challenges throughout its different steps (Fig. 1.3). The technical SUTs are usually very complex, both
in the terms of their architecture and potential state space. Poor performance dimensioning (stemming
from architectural design or misconfiguration) can lead to service-level violations, or themalfunction-
ing of the system, even in the case of short overloads.

Instrumentation Measurement
Data cleaning & 

enriching

Measurement 

data analysis

Figure 1.3: Typical empirical performance analysis steps.

Instrumentation, the insertion of sensors into the system, plays an important role in system ob-
servability, i.e., the degree to which an observer can reconstruct the internal state of a system based
on its outputs. However, sensor placement must consider and balance multiple aspects: intrusiveness
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(i.e., the overhead of gathering measurement data); development time/cost; and sufficient amount of
resulting measurement data to ensure system observability.

On the one hand, increasing the number of sensors might provide a deeper insight into the sys-
tem, but application-specific sensors (that are part of the system itself, and not its environment, like
general resource monitors) require a careful development to assure the integrity of the measurement
results without distorting temporal metrics. On the other hand, under-instrumentation confines the
resolution of performance issue diagnosis and bottlenecks identification. Moreover, it can leave faulty
behavior undetected. Correspondingly, instrumentation needs a careful trade-off between the rele-
vance and redundancy of the measurements.

The performance measurement of distributed systems must account for the general problem of
clock synchronization between computing nodes. Accurate timestamping of measurement data is
critical to ensure the proper reconstruction of event causality in the system. The application of clock
synchronization protocols – e.g., the network time protocol (NTP) [Mil91] or the more advanced
precision time protocol3 (PTP) [Wat+16] – can ensure the proper timestamping of measurement data.

Measurement data harness must decide about the frequency of data collection. Two main ap-
proaches exist for ”scheduling” data collection: event-driven and sampling-based approach. Event
driven approaches utilize the notificationmechanism of the service (e.g., emitted logs about performed
activities) or its environment (e.g., operating system or execution middleware hooks) to observe every
event occurring during operation. However, the approach can impose non-negligible overhead on the
system when the frequency of events is high, distorting the temporal behavior of the system.

Sampling-based measurements, on the other hand, collect data at a specified frequency, indepen-
dently of system behavior, making the approach scale agnostic. However, the fix sampling frequency
risks missing rare and short-lived events and their effects on the system. Correspondingly, the ap-
proach is an inappropriate choice, for example, for extreme value analysis (EVA [BP21]), specifically
dealing with the effects of rare events. Sampling-based data collection is typically applied to resource
usage metrics, for example, by periodically reading the performance counters provided by the oper-
ating system.

Data harness also has to cope with the heterogeneity of data sources generating measurement
data in different formats, e.g., structured raw sensor data, or semi-structured log outputs. Data source
models [Kle+16; Str+12] can support the semantic fusion and representational homogenization of the
sources and the following ETL (extract, transformation, load) steps.

The workload – to which the system is subjected – is a crucial part of the measurement. The
relevance of acquired results highly depend on the representativeness of the selected workload. A
representative workload mimics the (expected or historical) real workload as much as possible. Work-
loads can be characterized as either natural, or artificial, based on the manner the workload items are
constructed.

Natural workloads build on the components or traces of real workloads, i.e., the workload is de-
fined as a chronological sequence of real user requests. Chaos engineering [Bas+16] methodologies
take this to the extreme and perform experiments directly on the production system, using the real
workload. However, building natural workloads in general has its limits. Request traces can consist of
large data volumes, hindering their processing, ”replay”, and modification to derive additional work-
load scenarios.

Artificial workloads, on the other hand, are special-purpose programs to exercise specific aspects
and components of the SUT. Depending on the targeted system level, artificial workloads can take
multiple forms:

3https://standards.ieee.org/ieee/1588/6825/ (Accessed: 2022-06-21)
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• instruction mixes target low-level computation and I/O operations;
• kernel programs encapsulate a computationally intensive part of a real program;
• synthetic programs (or micro-benchmarks) are specifically designed to exercise a selected part
of the SUT or its associated resources (without being representative of the real workload);

• artificial benchmarks (or macro-benchmarks) define service-level workloads that are represen-
tative of real-life use cases.

Clean and detailed data is a prerequisite for many performance analysis tasks, such as bottleneck
identification. Large-scale system observations constitute as big data, but more importantly, as mul-
tidimensional data. Data is harvested from multiple layers of numerous system components, ranging
from boundary-level response times to infrastructure-level resource utilization metrics. Bottleneck
identification in such a context is a complex diagnostic process. It is a priori unknown how deep the
analysis must drill down to uncover root causes of performance anomalies.

The analysis of the gathered multidimensional data necessitates exploratory data analysis (EDA).
EDA is, by its nature, a highly adaptive and iterative process for identifying a model of the system be-
havior. Usually, a domain expert is in charge of guiding the drill-down process if something peculiar is
detected from the point of view of the application. The exhaustiveness and quality of this exploration
process heavily depend on the domain knowledge of the expert, the automation of the elementary
steps, and a proper navigation along the process and the data [Str+12; Gar+08; PS08; YRW07].

The complexity of modern systems (both their architecture and the magnitude of observed data)
necessitates the rigorous support of the measurement process with a priori (preconstructed) expert
models. Such a supporting methodology must cover the following aspects of measurements:

1. Modelling system activities based on a supporting metamodel;
2. Modelling the instrumentation and observability of the system, with respect to its performed

activities;
3. Modelling the dynamic allocation of resources to system services;
4. Relating the measured data (e.g., activity times) with the applied metrology approach (e.g., the

sensor providing the data).
Ontologies [BO04] are metamodelling [VP03] tools for describing concepts and their relation in

a given domain, including semantics. The modularity and interoperability of ontologies facilitate the
design of metamodels covering complex domains, such as the measurement process of complex sys-
tems. Moreover, ontology-based approaches gain more and more ground in metamodelling, as indi-
cated by, for example, the Ontology Working Group of OMG4 (and their upcoming agent and event
metamodels). Accordingly, ontologies can provide a flexible and future-proof solution for the support
of performance measurements.

1.1.4 Distributed Ledger Technologies

The last decade brought forth a disruptive technological and system architectural paradigm, namely
distributed ledger technologies (DLT). Bitcoin [Nak08] assembled some previously known concepts
ingeniously in 2008, giving rise to a new cryptocurrency. The core idea is that peers in an open peer-
to-peer network concurrently validate (logically and cryptographically) and track system transactions
– the transfer of ”coins” between pseudonymous asset holders. Every peer stores the ordered trans-
actions in blocks (i.e., in batches). Each block receives a hash upon closure which is included in the
next block as a backward link, as well. This backward linking approach is analogous to the one used
by traditional, paper-based ledgers.

4https://www.omg.org/ontology/ (Accessed: 2022-06-21)
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To keep ”most” peers honest (and thus defend the currency against attacks such as double-
spending), the closure of blocks is a race between peers. The first peer that finds a suitable block-
hash for a given challenge receives a newly ”minted” coin. This computationally intensive operation
is called mining. From the aspect of distributed system theory, this part of the Bitcoin protocol is a
consensus approach (also referred to as ”Proof of Work”).

Note, that maintaining the same chain of blocks – that is, the blockchain – at all peers is fun-
damentally a state machine replication problem [Sch90]. In contrast to traditional currencies – and
most classic financial ”settlement-style” arrangements – there is no central, trusted third party entity
(e.g., the government, the stock exchange, or interbank communication cooperatives), rather, trust is
distributed among the participants. As long as enough peers are ”honest,” the system tolerates even
Byzantine – including actively malicious – faults in other peers [ES14].

The use cases of distributed, ”trustless,” Bitcoin-inspired peer-to-peer systems arewider thanman-
aging cryptocurrencies. This inspiration gave rise to numerous, continuously evolving systems. These
all modify the ”Bitcoin architecture” (and protocol) in fundamental ways, but the following aspects
do not vary (Fig. 1.4):

1. Users submit transactions to the system (exercising a selected service of the platform);
2. Peers participate in a consensus protocol to maintain a consistent state of the system;
3. Peers commit the approved transactions to their local copy of the blockchain.

Peer-to-peer Network

Peer Node

User

2) Consensus Protocol

Peer Node
Peer Node

Peer Node

1) Submit Transaction

......

User

1) Submit Transaction

User

1) Submit Transaction

User

1) Submit Transaction

3) Commit to Storage 3) Commit to Storage

3) Commit to Storage

3) Commit to Storage

Figure 1.4: General structure of DLT solutions.

The Bitcoin network provides a built-in and barely customizable business logic mechanism (”Bit-
coin scripts”) formanaging the associated Bitcoin cryptocurrency. A few years later, Ethereum [But14]
fundamentally changed how we think about distributed ledgers by introducing smart contracts in the
system. The Ethereum network still manages a native cryptocurrency (named Ether), but users are
now able to deploy smart contracts to the ledger. Smart contracts are pieces of executable code (exe-
cuted by the Turing-complete EthereumVirtualMachine, EVM) that can implement arbitrary business
logic. Users can issue calls to deployed smart contracts, then the result and side effects of the con-
tract execution is appended to the ledger in the form of transactions (batched into blocks, similarly
to Bitcoin).
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A common trait of Bitcoin and Ethereum is that both are public and permissionless systems that
manage a native cryptocurrency. The networks are public, thus everyone can see (read) the content
of the ledger, and permissionless, so everyone can update (write) the contents, according to the plat-
form’s consensus mechanism. However, the smart contract paradigm gave rise to a different class of
DLTs that are private and permissioned.

Private and permissioned DLTs are bespoke platforms, tailored for enterprise use cases. Private
DLTs constrain the access to the ledger content to known and authenticated participants. The per-
missioned nature denotes that further authorization mechanism are in place to manage access to the
ledger (for example, in the form of role- or attribute-based access control). Correspondingly, private
and permissioned DLTs are closed networks with known participants, thus known topology, making
it possible to apply traditional performance engineering methodologies (unlike for global and public
networks). The Hyperledger Foundation5 (governed by the Linux Foundation6) hosts a number of
open-source, private and permissioned DLT projects, such as Hyperledger Fabric7, and correspond-
ing tooling projects, like Hyperledger Caliper,8 the official performance benchmarking tool of the
Hyperledger Foundation.

DLTs can be considered similar to online transaction processing (OLTP) systems on the service
level. Both enable the real-time and parallel execution of user requests, commonly referred to as trans-
actions. Users concurrently submit transactions to a known node (i.e., endpoint) of the network. Then
the system performs various activities to process the requests, utilizing various system components
and the corresponding resources. Finally, the users receive a result for their request. Users are uncon-
cerned with the inner design of a system, as long as the system provides a well-designed application
programming interface (API) for conducting business-level operations.

However, DLTs distribute (or even replicate) the processing of requests among multiple, mutually
distrusting participants or organizations. The participants cooperatively process the incoming trans-
actions and maintain the ledger, according to a predefined consensus process. Accordingly, DLTs
behave as distributed OLTP systems, where the processing of an incoming transaction may span
multiple services, controlled by different participants.

The performance analysis and characterization of novel service solutions (e.g., DLTs) are critical to
facilitate general adoption, and integration. However, the application of SPE (and measurement-based
system identification) to complex distributed systems still has several challenges to overcome.

5https://www.hyperledger.org/ (Accessed: 2022-06-21)
6https://www.linuxfoundation.org/ (Accessed: 2022-06-21)
7https://www.hyperledger.org/use/fabric (Accessed: 2022-06-21)
8https://www.hyperledger.org/use/caliper (Accessed: 2022-06-21)
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1.2 Summary of challenges

Challenge 1: Defining a systematic workflow for the empirical performance evalua-
tion of distributed systems. Distributed systems (inherently arising by using virtual-
ization and containerization approaches for service-oriented solutions) consist of multiple
distributed, interacting services (executed through additional middleware layers), making
empirical performance evaluation a challenge. Can the performance evaluation of such sys-
tems follow a rigorous, widely applicable methodology?

Challenge 2: Combining the behavior and observability modelling of distributed sys-
tems into a common framework. The analysis of performance measurement data re-
quires a thorough knowledge of the system behavior, commonly encapsulated in the form
of behavior models. Moreover, performance measurements necessitate the careful instru-
mentation of the system for sufficient observability. Is it possible to define a formal mod-
eling framework capable of unifying the behavior and observability aspects of a system in
an intuitive manner?

Challenge 3: Aiding the model-based evaluation of system observability through au-
tomation. Service-oriented solutions utilize many smaller components, probably originat-
ing from different vendors. While each component in itself provides a certain degree of
observability, the overall observability of the composite system still remains a question. Is
it possible to formally, and automatically reason about the system observability, based on
information from the individual components?

Challenge 4: Performing systematic validation of gathered performance measure-
ment data. Performance measurements can originate from multiple components and mul-
tiple layers of a complex, distributed system. Thus, such collected data is considered as
highly multidimensional, and even big data. Moreover, sensor data harness can be consid-
ered a real-time and critical task from the point of system operation. Correspondingly, mea-
surement data requires additional semantic validation beside the usual syntactic checks of
the ETL process. Is it possible to systematically guide such semantic validations and argue
about the correctness of measurement data?

Challenge 5: Performingmodel-guided, hierarchical diagnosis of performance issues.
The diagnosis of performance issues is a challenging task in complex distributed systems
due to the complexity of the gathered measurement data alone. The analysis must be able
to explain the possible causes of the issue in a form that is easily interpretable by system
operators, upon which they can begin corrective steps. Is it possible to guide the diagno-
sis through the different layers of the system and its environment in an easy-to-interpret,
possibly automated way?

The research presented in the thesis addresses these challenges and in particular aims to provide a
common, reusable framework for systematic, measurement-based performance analysis. The frame-
work allows experts to rigorously evaluate the performance of complex systems to ensure proper
design and configuration. The thesis presents solutions for the listed challenges in the context of
DLTs and benchmark-based performance evaluation, even though the challenges are common for
distributed systems in general. However, arguments are offered about the generalization of the re-
sults for domains other than DLTs.

The thesis presents new scientific results in the form of a systematic, empirical performance eval-
uation workflow with detailed substeps:
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1. A high-level workflow for empirical performance evaluation through designing and executing
performance measurements (Contribution 1);

2. A formal framework for unified behavior and observability modelling and automation (Contri-
bution 2);

3. A systematic approach for validating and analyzing multidimensional data, typical in perfor-
mance measurements (Contribution 3).

Table 1.1 presents how the results relate to the described challenges, while Fig. 1.5 places the
contributions into the context of the SPE process.
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Figure 1.5: Relation of challenges and contributions to the SPE process.
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Challenge
1 2 3 4 5

Contribution 1 Chapter 3 ●

Contribution 2 Chapter 4 ● ●

Contribution 3 Chapter 5 ● ●

Table 1.1: Relations between contributions and challenges in the thesis.

1.3 Structure and contributions of the thesis

The dissertation is organized into three contributions, closely following the identified challenges in
Section 1.2:

• Contribution 1 (Chapter 3) proposes a systematic workflow for the iterative and refinement-
based performance measurement of DLT-based solutions. The steps and subsequent iterations
of the workflow gradually ease the analyst into more and more detailed/complex system behav-
ior, facilitating and mainstreaming measurement-based evaluation. Furthermore, a component-
in-the-loop refinement approach is introduced to shed the unnecessary components of the sys-
tem not under observation anymore. The workflow is evaluated on two major types of DLT
consensus protocols.
Contribution 1 corresponds to Challenge 1 discussed in Section 1.2.

• Contribution 2 (Chapter 4) defines the kernel components of a performance measurement mod-
elling framework. The goal of the framework is to capture and mitigate the complexity of mod-
ern system under tests (SUT) by providing common building blocks for modelling activities,
services, resources, and sensors/instrumentation in the SUT. Based on the kernel, the contri-
bution proposes an approach for the automated assessment of SUT observability, aiding the
design and implementation of sensors.
Contribution 2 corresponds to Challenges 2 and 3 discussed in Section 1.2.

• Contribution 3 (Chapter 5) introduces a methodology for the rigorous validation and derivation
of performance measurement data, relying on the models of Contribution 2. The systematic
analysis workflow ensures the richness and consistency of measurement data. Moreover, such
preprocessed data – coupled with the system models – further facilitates the critical bottleneck
identification and anomaly root cause diagnosis analysis tasks.
Contribution 2 corresponds to Challenges 4 and 5 discussed in Section 1.2.
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Chapter2

Background

This section presents the related background knowledge required to understand the contributions of
the dissertation. Section 2.1 details the consensus processes of two fundamentally different versions
of the Hyperledger Fabric DLT platform. Section 2.2 discusses the goals and practices of performance
benchmarking. Furthermore, it introduces the TPC-C OLTP benchmark that is used as a case study
for the majority of contributions in this research. Section 2.3 introduces various modelling founda-
tions that underpin the contributions of the dissertation, such as data flow networks (DFN), fluid
metamodelling (or visually precise metamodelling, VPM), and constraint satisfaction problems (CSP).

2.1 The Hyperledger Fabric platform

Hyperledger Fabric (HLF, [And+18]) is an open-source, permissioned blockchain implementation, gov-
erned by the Linux Foundation as part of the Hyperledger umbrella project. Fabric maintains a con-
sistent ledger and database state replicated among a closed set of network participants, using the
blockchain data structure.

Many production solutions utilize Fabric to alleviate the interaction of multiple business parties.
Supply chain solutions are among the most prominent use cases: container shipping,1 food2 or phar-
maceutical3 traceability, or supplier information management systems.4 Fabric is also present in the
healthcare5 and manufacturing6 domains, among others.

Consortial solutions today still lack the same throughput as (de)centralized databases. Fabric is a
functionally mature, production-grade platform with increasing popularity for a wide range of dis-
tributed applications. However, the performance characteristics of Fabric are still limiting factors to
become a feasible alternative to web-based and distributed database-based applications.

Fabric supports the deployment of general-purpose smart contracts, called chaincodes, that can
manipulate the shared state through atomic transactions. Chaincodes can be implemented in multiple
general-purpose programming languages (e.g., Java, Golang, JavaScript, or even Solidity through an

1https://newsroom.ibm.com/2018-08-09-Maersk-and-IBM-Introduce-TradeLens-Blockchain-Shipping-Solution (Ac-
cessed: 2022-06-21)

2https://www.hyperledger.org/learn/publications/walmart-case-study (Accessed: 2022-06-21)
3https://www.hyperledger.org/learn/publications/ledgerdomain-case-study (Accessed: 2022-06-21)
4https://www.hyperledger.org/learn/publications/chainyard-case-study (Accessed: 2022-06-21)
5https://www.hyperledger.org/learn/publications/changehealthcare-case-study (Accessed: 2022-06-21)
6https://www.hyperledger.org/learn/publications/honeywell-case-study (Accessed: 2022-06-21)
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embedded Ethereum Virtual Machine, EVM), enabling easier adoption and the coverage of a wide
range of business scenarios.

2.1.1 Initial v0.6 version

HLF v0.6 employs a traditional ”order-execute” style consensus protocol. The general working of HLF
v0.6 can be summarized as follows (Fig. 2.1). Clients dispatch requests towards the system and these
requests are globally orderedwith the help of a consensus protocol. Once the peers agreed on the order
of transactions, each peer locally executes the required smart contracts (business logic) sequentially,
in the specific order. Finally, the effects of these transactions are persisted onto storage (inserted into
the blockchain) in the same order on every peer.

Peer-to-peer Network

Peer Node

User

2) Order Transactions

Peer Node
Peer Node

Peer Node

1) Submit Transaction

......

User

1) Submit Transaction

User

1) Submit Transaction

User

1) Submit Transaction

3) Execute and commit 3) Execute and commit

3) Execute and commit

3) Execute and commit

Figure 2.1: The general architecture of a Hyperledger Fabric v0.6 setup.

The HLF project integrates state-of-the-art technologies to provide a scalable and robust
blockchain platform (Fig. 2.2). The operation of the system can be divided into two main steps: trans-
action batch ordering with a (pluggable) consensus protocol, and sequential smart contract execution.

In the first step the project employs the Practical Byzantine Fault Tolerance (PBFT) [CL99] pro-
tocol to order the incoming transactions while providing a certain degree of fault tolerance against
Byzantine faults. PBFT is also used for handling changes in the system state, e.g., peer failure or
inconsistent (stale, corrupt) state of peers.

In the second step HLF uses a software stack during the execution of the chaincode to ensure
modularity. A remote procedure call library called gRPC7 is used for remote communication between
the chaincode and the peer logic layer, where the former is isolated (virtualized) using a Docker con-
tainer.8 At the ”bottom” of the software stack RocksDB9 provides a persistent storage for system state
(e.g., the blockchain) and various related metadata.

7https://grpc.io/ (Accessed: 2022-06-21)
8https://www.docker.com/ (Accessed: 2022-06-21)
9http://rocksdb.org/ (Accessed: 2022-06-21)
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Figure 2.2: Component details of a Hyperledger Fabric v0.6 setup [Koc+18].

2.1.2 Release v1 version

In contrast to v0.6, a single physical network of HLF v1 nodes can maintain multiple ledgers simulta-
neously, using Fabric’s channel mechanism. A channel is essentially a ”virtualized” ledger, grouping
maintaining participants and their nodes. Almost every operation in Fabric is channel-scoped, includ-
ing chaincode executions.

The authors assume a single-channel network throughout the paper for simplicity. Whenever a
ledger-related activity is mentioned, it is assumed to be in the scope of an implicit channel containing
all participants and nodes of the network.

The evaluation of a multi-channel network would follow the same proposed methodology, taking
resources shared by channels into account. In practice, this means that the latency of a transaction
could also be influenced by workloads targeting other channels, expanding the set of possible root
causes of latency anomalies.

2.1.2.1 Network components

A Fabric solution consists of three types of components: i) client applications; ii) ordering services
nodes (OSN); iii) and peer nodes.

Client applications are responsible for assembling and submitting transactions to the other node
types, i.e., initiating the consensus protocol. Clients can access the shared state only through chain-
code invocations.

OSNs batch transactions into ordered blocks for efficient processing, then distribute them to the
peer nodes.

Peer nodesmanage the execution of transactions through chaincodes and validate the blocks, con-
tinuously updating the ledger with the results of valid transactions.
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2.1.2.2 Consensus protocol

Fabric’s consensus mechanism adopts a novel ”execute-order-validate” approach to promote scalabil-
ity, in contrast to the ”order-execute” style protocol of, for example, Ethereum and HLF v0.6.

Peer-to-peer Network
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2) Order Transactions

Peer Node
Peer Node

Peer Node

1) Endorse Transaction

......

User

1) Endorse Transaction

User

1) Endorse Transaction

User

1) Endorse Transaction

3) Validate and commit 3) Validate and commit

3) Validate and commit

3) Validate and commit

Figure 2.3: The general architecture and consensus steps of a Hyperledger Fabric v1 setup.

The high-level steps of the consensus are (Fig. 2.3): i) transactions are executed and endorsed by
individual peer nodes independently of each other; ii) transactions are globally ordered and batched
into blocks by the OSNs; iii) the blocks of transactions are validated by the peer nodes, and valid
results are added to the state.

The execution sequence of the Fabric consensus protocol contains the following steps (see the
official documentation for technical details10):

1. Transaction endorsement
a) The client assembles a transaction proposal containing the necessary arguments for invok-

ing a chaincode.
b) The client sends the transaction proposal to single or multiple selected peer nodes for

endorsement (as required by the endorsement policy). The client then enters a waiting
state until all selected peers send back their endorsement result.

c) The peers perform some checks on the received transaction proposal, then call the chain-
code to execute the transaction and wait for the result.

d) The chaincode executes its custom code while accessing the ledger state, which generates
a read-write set in the peer, containing the versions of the read ledger entries and the
proposed entry updates (which are not persisted yet).
If the chaincode updated any private entries (a Fabric feature for supporting data-level
privacy) during the execution, only their hashes are added to the read-write set. The actual
values are distributed only to authorized nodes using a peer-to-peer gossip protocol.
Finally, the chaincode sends the composite result to the peer: the status (successful or
failed) and a potential return value (or error message).

10https://hyperledger-fabric.readthedocs.io/en/release-1.4/ (Accessed: 2022-06-21)
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e) When the peer receives the result from the chaincode, it signs/endorses it in case of suc-
cess, then sends the result back (including the read-write set) to the client.

2. Transaction ordering
a) When the client receives all endorsement results, it submits them (in case of successful

endorsements) to an OSN as a transaction. Then, the client waits for confirmation from
any peers that the transaction was successfully committed to the ledger or not.

b) The OSNs receive transactions from clients and order them according to the configured
protocol, e.g., using Raft. The OSNs send the created blocks to the peer nodes for validation
and commit.

3. Block validation and commit
a) When a peer receives a block for validation and commit, it validates the block payload

syntactically, then fetches any missing private data required to validate the transactions
in that block.

b) Afterwards, the peer validates the block’s state updates, marking invalid transactions
whose read entries have been updated since the endorsement. After validation, the block
is appended to the blockchain, then the updates of valid transactions are committed to the
state and history databases.

c) Finally, the peer purges any expired private data (based on a policy) from its store and
notifies the subscribed clients about the commit.

As the list demonstrates, the Fabric consensus protocol comprises numerous activities spanning
and replicated on multiple services. The rigorous performance analysis of the protocol necessitates a
systematic methodology that leaves no stones unturned.

2.2 Performance benchmarking

Performance benchmarking aims at the comparison of different candidate software/hardware solu-
tions from the point of view of performance and price/performance ratio.

Public benchmark results are extremely useful in selecting a particular sub-system for integration
into an application. On the one hand, comparing the benchmark results with the designated char-
acteristics of the system under development narrows the design space to realistic candidates. On the
other hand, benchmarks support a comparison of candidate solution from the economic point of view,
as well.

Benchmarking has a long tradition and sophisticated methodologies guaranteeing reproducibility
and repeatability by the correctness of the measurement process from the point of view of technical
metrology. While this is a fundamental prerequisite for the general purpose use of the results, the
practical usefulness is determined by the faithfulness of the underlying problem and the generaliz-
ability of the results from a particular pilot application to a broader field of applications.

2.2.1 Good benchmarks

Benchmarking is a standard practice for quantifying and comparing systems or system components
(referred to as system-under-test, SUT) in an objective manner based on predefined metrics. A good
benchmark adheres to the following strict properties:

• It is vendor-neutral, making it possible to compare products from different vendors.
• It has well defined goals/targets, i.e., it covers a number of real use-cases.
• It is repeatable, resulting in a deterministic assessment of the SUT.
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• It is actively maintained, follows the new technological trends, and is updated when necessary
to reflect the evolution of typical use cases.

• It is based on open standards. This means that the benchmark is publicly available, its specifica-
tion and implementation were peer reviewed, and it is accepted by the industry as a comparison
base.

• It defines simple, general metrics. This makes it possible to compare even fundamentally dif-
ferent products as long as they target the same use case.

• It is adaptive, meaning it is reusable across different use cases, not just for a single scenario.
Specifying and implementing benchmarks with these properties take time, especially in rapidly

evolving domains, such as DLTs or IoT systems. Even though the concept of DLT has been around
for years, and many organizations provide their own software-as-a-service solutions, the domain still
lacks a standardized macrobenchmark for the faithful comparison of DLT solutions.

2.2.2 The TPC-C benchmark

TPC benchmarks specify a detailed set of measurement and experimental requirements and tend to
include software artifacts only very conservatively; they follow the principle that vendors should be
able to implement the ”system under test” without major restrictions (which could artificially ham-
string their technology). The TPC-C performance benchmark specifies11 an online transaction pro-
cessing (OLTP) workload that simulates the typical activity of a wholesale supplier. The benchmark
was approved in 1992 to enable a more complex evaluation than was possible by previous bench-
marks, regarding both its database design and transaction specification. The specification describes
a mix of read-only and read-write operations (also referred to as transaction profiles) that mimic the
complexity and performance characteristics of similar real-life applications. Furthermore, a scalable
logical database design details the participating entities, their relationships, and their attributes.

2.2.2.1 Database design and scale

The core entities are warehouses, each having ten sales districts. Warehouses maintain stock informa-
tion about the 100k items sold by the company. Each district serves 3k customers by maintaining order,
new order, order item, and history information for all customers.

A single warehouse and its corresponding data comprise roughly 500k database entries (in a clas-
sic, relational implementation). The specification also states that each warehouse has ten associated
remote terminals which emit requests on customer activity – i.e., the workload. Correspondingly, in-
creasing the number of warehouses, the single scaling parameter of TPC-C, scales not only the size
of the database, but also the arrival rate of the workload.

2.2.2.2 Transaction profiles

The standard specifies multiple types of requests (i.e., transaction profiles) to mimic typical wholesale
supplier operations. Different profiles exhibit different characteristics regarding their data access pat-
tern, execution frequency, and timing constraints. TPC-C defines the following transaction profiles:
New Order transactions are mid-weight, read-write, and high-frequency requests that enter a com-

plete customer order atomically in a single transaction.
Payment transactions are light-weight and read-write requests with high frequency that update a

customer’s balance and corresponding sales statistics.
11http://tpc.org/tpc_documents_current_versions/pdf/tpc-c_v5.11.0.pdf (Accessed: 2022-06-21)
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Order Status transactions are mid-weight, read-only, and low-frequency queries that retrieve infor-
mation about a customer’s last order.

Delivery transactions are mid-weight and read-write requests with low frequency that process/de-
liver the ten oldest, not yet delivered orders for a warehouse. Terminals submit delivery requests
in a deferred/asynchronous mode, i.e., not waiting for their completion before submitting the
next request.

Stock Level transactions are heavy, read-only, and low-frequency queries that gather the recently
sold items with unsatisfactory stock levels.

Despite themultiple transaction types of theworkload, TPC-C focuses only on a ”businessmetric”,
namely the number of orders processed per minute, denoted as tpmC (transactions-per-minute-C) by
the standard.

2.2.2.3 Terminals

Each warehouse has ten corresponding terminals that generate transactions according to a weighted
distribution of the transaction profiles. Each terminal submits requests sequentially, i.e., in a syn-
chronous manner (except for deferred delivery requests), following a simple customer behavior model
graph (CBMG).

Requests are generated by the following simple cycle: (i) waiting for input screen display (menu
response time); (ii) waiting for user input (keying time); (iii) waiting for transaction output (transaction
response time); (iv) and selecting the next transaction type (think time).

The cumulative requests of the independent terminals comprise the overall workload of the Sys-
tem Under Test (SUT): the system handling the terminal requests.

2.3 Modelling foundations

The following subsections present the modelling foundations that support the contributions of the
thesis. Contribution 1 uses DFN to model the functional components of the SUT in order to guide and
gradually refine the targets of the measurement process. Contribution 2 applies the fluid metamod-
elling approach to construct a performance measurement modelling framework kernel. Furthermore,
Contribution 2 formulates the degree of system observability question using a CSP. Finally, Contri-
bution 3 defines the goals and task of measurement data propagation also as a CSP.

2.3.1 Data flow networks

Data flow networks [Gil74] consist of a set nodes that concurrently communicate data items (to-
kens) to each other across unidirectional communication channel (Fig. 2.4). The nodes encapsulate
the (physical, service, or functional) components of the system at a chosen abstraction level. A node
processes incoming and produces output tokens on its corresponding channels based on simple state-
based firing rules.

Definition 2.1 (Data flow node) A data flow node n is a 6-tuple ⟨In,On,Sn, s
0
n ,Mn,Rn⟩:

• In ∶= {ini
n ∶ i ∈ N0} is the set of input channels;

• On ∶= {out
i
n ∶ i ∈ N0} is the set of output channels;

• Sn ∶= {s in ∶ i ∈ N0} is the set of states;
• s0n ∈ Sn is the initial state;
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Figure 2.4: The visual representation of a DFN node and its channels.

• Mn ∶= {m
i
n ∶ i ∈ N0} is the set of messages/tokens;

• Rn ∶= {r
i
n ∶ i ∈ N0} is the set of firing rules.

The channels of a DFN denote the interaction between the nodes (internal channels), or between
the environment and the nodes (input/output channels). Channel state at any time is defined by the
tokens currently present in the channel.

Definition 2.2 (Data flow channel) A data flow channel c is an unbounded FIFO queue, de-
fined as the double ⟨Mc,Sc⟩:

• Mc ∶= {m
i
c ∶ i ∈ N0} is the set of messages/tokens the channel can contain;

• Sc ∶= {s ic ∶ i ∈ N0} ∶= ⨉
∞Mc is the set of channel states represented by the sequence of

tokens the channel contains.

Consuming input tokens and producing output tokens happens according to state-based relations.
If a node is in a certain state, then it can consume tokens from its input channels, transition to another
state, and produce tokens on its output channels. DFNs also allow the specification of priorities among
different firing rules.

Definition 2.3 (Firing rule) A firing rule r in ∈Rn of node n is a 5-tuple ⟨sbn ,Xin, s
a
n ,Xout, π⟩:

• sbn ∈ Sn is the state before executing the firing rule;
• san ∈ Sn is the state after the fire rule is executed;
• Xin ∶ In ↦Mn is the mapping of input channels to tokens;
• Xout ∶ On ↦Mn is the mapping of output channels to tokens;
• π ∈ N0 is the priority of the firing rule.

The complete DFN is defined by its nodes, channels, and their possible state spaces.

Definition 2.4 (Data flow network) A data flow network DFN is a triple ⟨N ,C,S⟩:
• N ∶= {ni ∶ i ∈ N0} is the set of data flow nodes;
• C ∶= {ci ∶ i ∈ N0} ∶= ⋃n∈N (In ∪On) is the set of channels of all nodes;
• S ∶= (⨉n∈N Sn) × (⨉c∈C Sc) is the Cartesian product of all node and channel states.

DFNs are amenable to various refinement approaches that can lower the abstraction level of the
model once new knowledge is acquired about the system, or the analysis tasks demand it.

The following techniques either refine the domain or the structure of the DFN:
• In case of domain refinement, either the channel token set or the possible states of a node are
refined.

• In case of structural refinement, a single node of a DFN is refined into a sub-network of multiple
nodes (Fig. 2.5), while leaving the token set and state space unchanged.
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Figure 2.5: Example of a DFN node structural refinement.

2.3.2 Constraint Satisfaction Problem (CSP)

ACSP [BPS99] consists of a network of variables that are connected by a set of declarative constraints.
Each variable has an assigned domain that denotes the possible values the variable is allowed to take.
The constraints can further restrict the possible values of variables according to the relation defined
by the constraints. A CSP is solved/satisfied, if an assignment of variable values is found (according
to their domains) that also satisfies every constraint of the CSP.

Definition 2.5 (Constraint Satisfaction Problem) A constraint network CN is a tuple
⟨S,C⟩ where S = {si} denotes the set of variables with corresponding domains Di, and
C = {cj} denotes the set of constraints among the variables. Each constraint cj takes the form
of cj ⊆D∗ =D1 × ... ×Dn.

A solution for the CSP is the vector of variable values s = [d1, ... , dm] ∈D∗ that satisfies all
constraints of the network.

Contribution 2 and 3 will make use of CSPs with discrete domain values, i.e., the domainsDi are
finite or enumerable, since they will correspond to the values of a logical clock, represented as the
set N0. Furthermore, the defined CSPs will contain constraints of higher arity (i.e., a constraint can
reference more than two variables of the network) for sake of readability. However, the binarization
of constraints can yield a binary CSP (i.e., a constraint references at most two variables) for all higher
arity CPSs [RPD90].

2.3.3 Fluid metamodelling

Model-driven engineering approaches facilitate the design of systemswith a proven quality of service.
Formal specification languages and corresponding analysis techniques were developed to guarantee
the correctness of system designs. However, their application requires considerable expert knowledge
of their domains, hindering their adoption across different teams of a project. Correspondingly, high-
level and visual modelling languages were introduced to mitigate the complexity of formal languages,
eventually giving rise the Unified Modelling Language (UML) [Gom06].

The effective design of formal specifications and languages necessitate the use of metamodels
that describe the structure of domain-specific information models. For instance, the metamodel of
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UML describes the various elements found in an UML model. The standard Meta Object Facility12
(MOF) approach defines four layers of meta-levels based on the introduced concepts in each level.
However, such a distinction might not be necessary. The important question is whether a model
serves as a metamodel for another model. Accordingly, the meta-levels need not be predefined, they
can be dynamic (i.e., fluid), as needed by the application domain.

The Visual and Precise Metamodeling (VPM) [VP03] framework defines only a few core elements,
but it is gradually extensible in depth. The core elements have a direct analogy with mathematical
concepts from set theory, i.e., sets, relations, functions, and tuples. The type-instance relationship
between models are dynamically defined, and not encoded by pre-defined meta-levels, enabling a
fluid modelling of a domain structure.

VPM defines only a few model elements, that can be either entities, relations, or functions:
• Entities can be basic or compound entities, the latter consisting of further entities, relations,
and functions.

• Relations denote a binary relationship between two entities.
• Functions are a specialization of relations that provide a mapping from a domain of entities to
a range of entities.

The proposed kernel of Contribution 2 follows the VPM approach when defining its elements. We
refer to [VP03] for the formal refinement calculus underpinning VPM.

12https://www.omg.org/mof/ (Accessed: 2022-06-21)
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Chapter3

Refinement-based Performance

Evaluation Workflow for DLTs

The SPE process ensures the performant design of a system by continuously building and evaluat-
ing performance models of its components throughout its life-cycle. However, each component of a
service-oriented systemmay have very complex performance characteristics on its own – not to men-
tion the potential feedbacks between the components. These characteristics make a direct analytic ap-
proach towards performance modelling of such systems (e.g., novel DLT solutions) complicated and
error-prone. Consequently, performance model identification requires a supporting empirical perfor-
mance evaluation process to mitigate performance modelling complexity.

The inherent complexity of empirical performance evaluation necessitates the definition of a rig-
orous workflow to guide the evaluation and help document the results. Such a workflow must take
the service-oriented design and architecture of modern systems into account. Moreover, the service-
based definition of the system enables performing the evaluation only on parts of the system (i.e., on a
subsystem), lowering both the cost of the evaluation and the number of controllable variables during
the measurement process.

This chapter details the first contribution of the thesis, pertaining to the systematic, refinement-
based empirical performance evaluation of DLTs. Section 3.1 details the steps of the evaluation work-
flow. Section 3.2 introduces the component-in-the-loop approach for the efficient performance sensi-
tivity analysis of identified bottlenecks. Section 3.3 evaluates the proposed methodology on the two
major types of DLT consensus processes. Section 3.4 elaborates on the possible generalization of the
methodology to Internet of Things (IoT) solutions. Section 3.5 summarizes the contribution and high-
lights future research directions.

3.1 Systematic empirical evaluation workflow

Uncovering the performance characteristics of a complex system through measurements is initially
an explorative, thus inherently iterative process. The proposed process of Contribution 1 (Fig. 3.1)
relies on the functional modelling of the system architecture [BP10; Zha+08; Mag+95] to define the
entities of interest for measurement and to guide the evaluation. If the result of an evaluation is
deemed insufficient (e.g., the analyst cannot form viable hypotheses), then a drill-down operation can
increase the granularity (i.e., level of detail) of selected components in the functional model to yield
more detailed results in the subsequent, refined (higher granularity) iteration of the evaluation.
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The drill-down operation [SAM98] is an elementary operation of online analytical processing
(OLAP) that includes further details into an analysis process, usually by ”navigating” along the levels
of a hierarchy guided by ”interesting” values or observations (depending on the application domain).
The application of the drill-down operation in the context of empirical performance evaluation im-
plies that lower-level (relative to the current granularity) ”black box” components are modelled and
measured only on demand, by subsequent iterations of the evaluation.

The following sections detail each high-level steps of the proposed evaluation workflow.
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Figure 3.1: The proposed systematic performance evaluation workflow [Koc+18].

3.1.1 Operational envelope

The operational envelope of a system defines the subset of its input space that keeps the system
within desired operational conditions. The operational envelope lays the foundations for the following
steps by constraining the system state in which we will evaluate the system. It helps to reduce the
complexity of the analysis by focusing only on certain behavioral aspects of the system. It may also
limit the set of components and requirements we need to take into account during the evaluation.

For example, if we wish to observe the error-free, stationary state of the system, then we must
not overload it with requests during the experiments. Furthermore, we can omit certain requirements
and components associated with, for example, overload handling or other error corrections since by
definition, the system will not enter those states.

Defining an operational envelope usually consists of selecting some use cases associated with the
system (e.g., browsing products, buying products) and limiting the behavioral trajectories that we
deem allowed during the evaluation. The trajectories may be limited both qualitatively and quantita-
tively, e.g., by the type or rate of requests, respectively.

3.1.2 Rough Functional Architecture

Once constraining the system behavior according to an operational envelope, the next step is to iden-
tify a rough functional architecturemodel of the relevant parts of the system. Capturing the functional
architecture as a data flow network will serve as a basis for further steps by defining the components
considered for instrumentation, measurement, bottleneck analysis, etc.

The workflow relies on the data flow network representation of system components to guide the
measurement of components and subsequent refinements of the evaluation. The data flow network
formalism provides the following facilities to support the evaluation process:
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• The components of a service-oriented system can be intuitively mapped to the nodes of a data
flow network.

• The connections between system components can be represented as data flow channels between
nodes.

• The input and output channels of data flow nodes mark the possible instrumentation points of
the SUT (e.g., to measure request-to-response times, i.e., service latencies).

• The structural refinement of data flow networks can serve as the drill-down operation for re-
fining the evaluation if needed.

• A data flow network is a simple formalism for structural modelling. A system model (to guide
the measurements) can be derived from existing development-time, (semi-)formal system, e.g.,
from UML component diagrams.

Note, that the workflow does not utilize the behavior modelling capabilities of data flow network,
i.e., the internal behavior (firing rules) of data flow nodes are omitted during the workflow. The eval-
uation is purely guided by the structure of the data flow network.

During the first iteration of the methodology, the data flow network will describe only the high-
level components of the system and their relation. During subsequent iterations, the model will be
component-wise refined in a top-down way, guided by the findings of the measurement data analysis
(e.g., refining the model along the potential bottleneck components).

3.1.3 Instrumentation and Harness

The model identified (or refined) in the previous phase will mark the components of interest and
correspondingly pinpoint the necessary instrumentation and monitoring points. The observation of
components can occur through code instrumentation along component boundaries (e.g., adding per-
formance counters), or other non-invasive methods, like processing readily provided operational logs
or using network communication monitoring.

Accordingly, the points of instrumentation and observation correspond to the boundaries (i.e.,
inputs and outputs) of data flow nodes in the network. ”Atomic” components prohibit further decom-
position and internal instrumentation, thus form a hard limit of this gradual model refinement-based
approach. A typical example for such ”atomic” components are commercial-off-the-shelf (COTS) com-
ponents without the option of architectural refinement and offering at most phenomenological per-
formance modelling.

3.1.4 Experiment Campaigns

The next step consists of defining and executing the experiment campaigns based on the workload
and configuration of the system. There are four, nearly orthogonal aspects to consider:

1. The type of the workload items: read-only requests, read-write requests (or a mixed class of the
two), and their attributes;

2. the intensity of the workload (i.e., the rate of the incoming request);
3. the available computational resources;
4. and the system configuration.
Performing a full combinatorial evaluation of these factors can be overly costly and time-

consuming. However, applying sensible heuristics can lower the number of performedmeasurements:
• Historical, representative workloads (of previous system versions) or standard benchmarks can
constrain the possible workload items and their incoming rate.
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• Experts can use initial performance objectives to estimate the required resources that can fulfill
the objectives.

• Experts can exclude parts of the system configuration space that (possibly) do not or just min-
imally affect the performance of the system.

3.1.5 Visualization & Exploratory Data Analysis

The results of the experiment campaigns drive the next step, the Exploratory Data Analysis (EDA)
of measurement data. EDA offers a wide range of tools and methods [Mor09; Pat+13] enabling the
better understanding of larger datasets, in this particular case of performance measurement, the ob-
served behavior of the evaluated system. EDA is especially useful in pure observation-based system
identification without any a priori knowledge of the system.

EDA is a highly intuitive process performed typically by domain experts combining their experi-
ences and the observations to build a consistent model. Proper visualization techniques facilitate the
direct involvement of domain experts without the need of deep mathematical background. Moreover,
EDA can reveal discrepancies among the observations and expectations. Root cause analysis can be
carried out in parallel with the model refinement process described above.

The measurement data analysis step also serves as a validation for the experiments by identifying
subsets of the campaigns that are outside the defined operational envelope. For example, EDA can
reveal an overloaded state during the observation period, which lies outside the original operational
envelope defining an error-free system in its stationary state. Removing these subsets of observations
can result in more accurate models and may help the discovery of additional operational envelopes.

3.1.6 Rough Empirical Model

The next step involves building empirical models based on the EDA results. The deduced information
from the observations – coupled with the use cases and trajectories defined by the operational enve-
lope – allows for various further analyses, such as performance sensitivity analysis, bottleneck and
hotspot identification, and qualitative performance characterization of system behavior.

Note, that the results of EDA (e.g., identified bottleneck component) may be too high level to
serve as a solid base for sensitivity analysis and analytical performance modelling, especially in the
early iterations of the evaluation. In this case, performing the methodology again for every identified
bottleneck will yield more detailed insights into the critical components of the system. The iterations
(i.e., refinements) continue until we have a sufficiently ”low-level” understanding of the bottlenecks
to begin the next step of the methodology.

3.1.7 Targeted Sensitivity Analysis

Performance tuning aims at the elimination or mitigation of bottlenecks identified during the per-
formance evaluation. Reusable, COTS components of a system (inherent in quick-to-market service-
oriented solutions) usually offer a wide range of configuration options.

Performance sensitivity analysis evaluates the changes in the component performance with re-
gard to configuration/operational changes in a component:

• Configuration sweeping of categorical settings for multimode devices can find the efficient
modes of operation for components. A typical example of this kind of setting is the selection
of the cache policy in databases. Depending on the ratio and frequency distribution of read and
write operations, write-through-style so-called synchronization or a copy-back styled buffering
mode of cache management may deliver highly different dynamic characteristics.
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• Parametric tuning of the component by sensitivity analysis over a numerical configuration
space searches the best quantitative parametrization. For instance, it can assess the impact of
increasing cache sizes in a database on the global throughput.

3.1.8 Composing performance models

The proposed evaluation methodology can help identify the performance characteristics of compo-
nents of interests in the system (e.g., bottleneck components, or components sensitive to configura-
tion changes). After the measurement-based evaluation of the system, the gathered insights enable
the construction of formal performance models, thereby continuing the enclosing SPE process. The
creation of such formal models is outside the scope of this work.

3.2 Efficient refinement of the empirical evaluation

At the first iteration, the subject of the methodology is the entire system. However, the refinement
step requires the re-evaluation of previous observations in more detail. One way to achieve this is to
perform the same experiment campaigns on the entire system while gathering lower-level informa-
tion about the critical components.

However, evaluating a component together with the entire system is cumbersome, e.g., deploying
the system or applying configuration changes can be non-trivial and performing the experiments at
the system level may lead to a significant time overhead. This limitation requires the isolation of the
component under evaluation.

We propose to use a component-in-the-loop (CiL) approach to achieve the desired isolation. Ac-
cordingly, the component must be integrated into a simulated (artificial) environment, and a stimulus
must be defined with respect to the workload generated by the original environment. This method is
analogous to the well-known software-in-the-loop and hardware-in-the-loop approaches frequently
used in the domain of embedded system testing.

When evaluating the entire system, its boundary is well-defined, just like its interaction with the
environment. Accordingly, defining experiment campaigns is more of a theoretical challenge rather
than a technical one. However, mapping these experiments to a component level poses several chal-
lenges.

First, significant distortions can happen to the workload by the time it reaches the component
under evaluation. Determining the exact nature of the changes is, more often than not, a tedious
process. It usually requires detailed knowledge of the inner functioning of the component, which
could go beyond the scope of the current iteration of the evaluation. Second, even if the exact nature
of the distortions is known, direct derivation of a component workload from a system workload is
usually not feasible.

Our proposal is the integration of a record-replay capability at the boundary of the component
to alleviate the difficulties posed by the CiL approach. This way the system-level workload has to be
repeated only once, to record it at the component level. This recording will serve as the basis for the
subsequent component-level experiment campaigns, making the decoupling of the rest of the system
possible. This approach reduces the campaign definition to a technical problem, rather than remaining
a theoretical one.

The drawback of the CiL and record-replay methods is their applicability to inner components of
the system. The isolation of ”low-level”, boundary components (e.g., databases) is usually a straight-
forward process because these components do not depend on further building blocks of the system.
However, an internal service/component can depend on other parts of the system, making it difficult
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to isolate it entirely while preserving its performance characteristic. In this case, the methodology is
subsystem-based, rather than purely component-based. The applicability of mocking methods used
in traditional software unit testing [Mar+09] requires careful consideration and is out of the scope of
this work.

3.3 Systematic empirical evaluation of DLTs

This section presents our case studies about the measurement-based performance analysis of the two
prominent DLT consensus types: the order-execute, and the execute-order-validate approaches. The
evaluations follow the proposed methodology of the previous results.

3.3.1 Evaluation of the order-execute approach

The following sections present the case study about the performance evaluation of HLF, version 0.61,
systematically following the methodology proposed in Section 3.1. Most of the technical details are
omitted for the sake of readability. Furthermore, the detailed working of Fabric version 0.6 and the
formal performance modelling steps are out of the scope of this work.

Iteration 1: Operational envelope

The operational envelope of interest for this evaluation is a fault-free, steady-state behavior of the sys-
tem. Accordingly, some complex operation of the system, e.g., state synchronization among peers, can
be omitted, simplifying the evaluation process. The case of an overloaded system is briefly discussed
later in Section 3.3.3.

Iteration 1: Functional Architecture

Figure 1.4 presents a general, informal architecture for blockchain-based systems. Figure 3.2 presents
the architecture as a data flow network, and names the concrete steps, denotes their processing order,
and the employed technologies, as implemented by peer nodes in Fabric v0.6. The top-level data flow
node representation of a peer is omitted due to its simplicity.

The operation of a node consists of the following main steps:
1. An incoming transaction request (through a REST API) is pre-processed by the peer.
2. The pending transactions are ordered in a batch (block) using the the Practical Byzantine Fault

Tolerance (PBFT) [CL99] protocol. PBFT also handles changes in the system state, e.g., peer
failure or inconsistent (stale, corrupt) state of peers.

3. The transactions of the block are sequentially executed, i.e., the targeted chaincode is executed
for each transaction. The details of the chaincode execution are omitted in the first iteration of
the evaluation.

4. The block of transactions is persisted along with the transaction results.
This architecture granularity will serve as the subject of the first iteration of the evaluation.

Iteration 1: Instrumentation and Harness

The identified component interfaces were instrumented at their boundaries to measure the service
times of the respective operations. The harness solution builds on Amazon Web Services2, resulting

1https://github.com/hyperledger/fabric/tree/v0.6 (Accessed: 2022-06-21)
2https://aws.amazon.com/ (Accessed: 2022-06-21)
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Figure 3.2: High level functional architecture of a Fabric peer.

in highly configurable deployments. Notable features compared to the Vagrant-based development
environment3 include:

• The ability to use a dedicated cloud virtual machine (VM) instead of running the whole peer-
to-peer system in a single VM (with peers deployed into containers).

• The ability to use an open-loop workload generator.
• The ability to be easily adapted to representative benchmarks, whenever they become available.

Iteration 1: Experiment Campaigns

The performed experiments consisted of a workload size sweep (in the range of 32 − 304 transac-
tions/second) using various configurations of the system. Note, that at this level of detail only a few
configuration points are available, e.g., the number of nodes in the system, the used computing power
or certain deployment choices.

Figure 3.3 highlights the performed experiments (marked by the filled rectangles) with respect
to the different combinations of three configuration aspects. The vertical axis indicates whether the
chaincode way deployed on the same virtual machine as the peer or not. The horizontal axis denotes
the number of Byzantine node failures the deployed configuration can tolerate, which determines the
size of the peer network according to the formula n = 3∗f +1, where f denotes the number of faulty
nodes the network should tolerate andn is the total number of nodes in the network. The diagonal axis
indicates the integer processing power of the virtual machines measured in EC2 Computing Units.4

Iteration 1: Visualization & EDA

Figure 3.4 shows the distribution of end-to-end latencies of transaction executions for various incom-
ing task rates. End-to-end latency here means the time that elapses between issuing an invoke request
to the system and that request appearing on the blockchain. The discrete scale of the horizontal axis
corresponds to different measurements performed at a given load, measured in transaction invokes
per second. The vertical axis denotes the end-to-end latencies in milliseconds, each latency value rep-
resenting a per-second average of multiple transactions. The visualization uses box plots [WPK89] to
provide an easy-to-interpret descriptive statistic of the distributions of transaction latencies.

Table 3.1 summarizes the observations for the primary operations that each peer performs, ob-
tained for a request rate by around 300 transactions per second, which proved to be the highest rate
that keeps the system in a stationary state.

Transaction admission means the receipt of requests to the public system interface, in the form of
Representational State Transfer (REST [FT02]) operations. Handling of an incoming request through

3http://hyperledger-fabric.readthedocs.io/en/v1.0.0-beta/dev-setup/devenv.html (Accessed: 2022-06-21)
4https://aws.amazon.com/ec2/faqs (Accessed: 2022-06-21)
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Figure 3.3: Parameter space of the configuration sweep [Koc+18].

Figure 3.4: End-to-end latencies of transaction executions, per-second averages [Koc+18].

this interface is a fast, highly parallel operation which makes its overhead negligible compared to
other activities.

The employed consensus protocol (PBFT [CL99]) performs global ordering on batches (blocks)
of transactions for performance reasons. A batch is created either after a specific time (i.e. timeout)
or after a given number of transactions, set to 1 second and 500 transactions during the evaluation,
respectively. Batching makes the consensus highly adaptable to different network sizes and incoming
request rates.

The transaction execution phase consists of the ordered, sequential execution of the correspond-
ing smart contracts on each peer. Upon the successful completion of a transaction batch, the induced
changes are persisted in the blockchain synchronously by creating a new block.
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Operation Service time Notes
Transaction admission 1.5 ms/transaction Highly parallel
Batch consensus 45 ms/batch Highly adaptable
Transaction execution 540 − 750 ms/batch Sequential execution
Block creation 3 − 42 ms/batch Highly depends on workload

Table 3.1: Typical request service times by peer activities.

Iteration 1: Empirical Model

The previous observations and data analysis identified the transaction execution phase as the bot-
tleneck in the system. The distributed consensus also can have a significant service time, although
within the defined operational envelope it is scalable enough not to be the bottleneck. Section 3.3.3
presents a case where the consensus acts as the component with the significant overhead.

The gathered insights indicate the execution phase as the target of detailed sensitivity analy-
sis. However, the current level of the functional architecture is too abstract to perform meaningful
analysis to construct a component performance model for the transaction execution. Therefore, the
methodology is performed a second time (within the same operational envelope), but this time its
subject is the transaction execution phase.

Iteration 2: Functional Architecture

The second iteration of the methodology starts by refining the transaction execution phase. The new
model will serve as the subject of further performance evaluation. Figure 3.5 presents the refined
architecture. Note that accurately modeling complex platforms such as Hyperledger Fabric is a sig-
nificant challenge (which itself prompted the measurement-based performance evaluation approach
to complement the purely mode-based approaches). Accordingly, our requirement for the model is
that it should represent the components in a way that can guide the measurement and evaluation
process.

Peer
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(PBFT)

Request handling

(REST)

Request

Chaincode Execution

Result Persistence

Notification

Execution 

Management

Code Execution

(Docker)

Ledger Access
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Figure 3.5: The refined architecture of Fabric.
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Fabric uses a software stack during the execution of smart contracts (referred to as chaincode
in the project) to ensure modularity. A remote procedure call (RPC, [BN84]) library called gRPC5

accomplishes network communication between the chaincode and the peer logic layer, where the
former is isolated (virtualized) using a Docker container [Mer14]. At the ”bottom” of the software
stack, RocksDB6 provides persistent storage for the system state (e.g., the blockchain) and related
metadata.

To further facilitate the upcoming experiment campaigns, it is good practice to decouple the com-
ponent under evaluation from the rest of the system, as described in Section 3.2. Fortunately, Fabric
allows the use of a ”noop” consensus and a single peer, meaning that the peer receives the transaction
batch without performing any distributed consensus beforehand, thus eliminating a complex service
from the workflow and any measurement noise it could cause.

Iteration 2: Instrumentation and Harness

For the second iteration, the executed chaincode and the communication layer of the peer were in-
strumented to derive more detailed measurements. The observations were persisted using the built-in
logging capabilities of the framework, necessitating only a few invasive instrumentation points.

Iteration 2: Experiment Campaigns

The performed experiment campaigns were the same as in the first iteration, but using only a single
peer in the network.

Iteration 2: Visualization & EDA

Figure 3.6 visualizes the percentage of time spent during the execution of deployed chaincodes. The
observed distribution is consistent across deployments. Note, that the time of the actual code (business
logic) execution is negligible compared to the database accesses performed.

Iteration 2: Empirical Model

The component that executes the chaincodes uses a software stack that performs data transforma-
tion, remote communication and storage operations in a blocking, synchronous manner. These steps
are each suitable candidates for further performance analysis. However, general experience suggests
that it is the storage layer that significantly affects performance in similar setups (e.g., in multi-tier
architectures).

For this reason, RocksDB was selected as the target of further evaluations. Moreover, the data
transformation and communication parts of the system do not offer much tuning possibilities, even
though they also introduce a certain overhead. Since RocksDB is a third party library, it can be consid-
ered an ”atomic” component in the system and the methodology can proceed to its targeted sensitivity
analysis.

Iteration 2: Targeted Sensitivity Analysis

RocksDB is an embedded (i.e., hosted by the user process), highly configurable, persistent key-value
store. Its flexibility allows it to be used in various environments while retaining its performance.

5https://grpc.io/ (Accessed: 2022-06-21)
6http://rocksdb.org/ (Accessed: 2022-06-21)
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Figure 3.6: Execution latency distributions for different deployment configurations [Koc+18].

Moreover, it comes with a similarly configurable benchmark tool that facilitates the comparison of
different configurations. RocksDB is integrated into Fabric through its C application programming
interface (API), which defines a clear boundary for the component, facilitating its isolation from the
system.

Numerous standard benchmarks are available for traditional online transaction processing (OLTP)
systems [VM03; Hog09], but not for key-value stores, as key-value stores gained popularity only
recently, and they lack a common standardized structure, i.e., they are highly specialized for certain
workloads.

When a chaincode issues a read operation towards the database, that call will go through many
software layers before it reaches the RocksDB. This ”call distance” in the software stack further com-
plicates the definition of a representative workload. Security-related data transformations are em-
ployed, and additional metadata is calculated between the two layers, both distorting the workload
of the database compared to the ”pure” chaincode-generated workload. Accordingly, the definition
of a proper database workload requires the incorporation of the load generated by the middle layer
additionally to the chaincode instructions.

To overcome these problems, RocksDB was instrumented with API level request recording. The
instrumentation is capable of recording most of the RocksDB API requests used by upper layers in
the system. The recording serves multiple purposes:

• It provides greater insight into the workload distortions happening in other middleware layers,
without explicitly inspecting other components.

• It completely separates the origin of the workload from the database, whether it is a benchmark-
generated or a real-life workload. Once the database workload has been recorded, its source can
be left out from the consecutive evaluations.
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• The recorded workload can be modified to derive additional, similar scenarios, differing, for
example, in arrival rate.

Beside request tracing, the benchmark tool of RocksDB was also extended with the functionality
of replaying previously recorded request. The advantage of this integration is the reusability of other
benchmark functionalities, e.g., gathering statistics about operation executions and configuringwork-
load independent aspects of the database, leveraging the configuration capabilities of the benchmark
tool. Figure 3.7 shows the applied workflow for the record-replay methodology.

RockDB Benchmark

(Synthetic workload)

REPLAY

Chaincode execution

(Real-life workload)
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1) Execute real-life workload
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Figure 3.7: The record-replay setup of RocksDB [Koc+18].

The evaluation was performed multiple times in different operational modes of the component.
This configuration sweep is useful for two things: identifying critical parameters and determining a
better configuration. As the applied configuration changes, we can perform sensitivity analysis on
the database parameters to see how their values affect the overall performance of the component.
This information can help guide the performance modelling later. Moreover, by comparing the per-
formance results of different configurations, the best one can be selected for the current workload
(and probably similar ones).

Due to the lack of real-life, representative workloads, during the evaluation of RocksDB, a built-
in benchmark workload was used that generated a given number of random updates on the database
records. The benchmark was configured and run by an external tool that performed a sweep over
a predefined parameter space and collected the performance results. We compared the different re-
sults using exploratory data analysis (EDA), focusing on the throughput and response time of the
component, based on certain parameters.

Figure 3.8 presents a comparison of throughputs in the case of different cache sizes. A boxplot
encapsulates every measurement where the cache size is the same (e.g., 20MB). Inspecting the distri-
bution of achieved throughputs of different measurements with the same cache size, we can formulate
the following hypothesis: despite the random accessmode of the benchmark, the throughput increases
with greater cache sizes, regardless of other parameter settings. Observations acquired through this
manner with EDA can help in guiding further, more focused sensitivity analyses on important pa-
rameters.

Figure 3.9 shows the observed latency distribution of database accesses. Note, that latencies also
occurred in the order of 800microseconds, but these observations were omitted for the sake of clarity
of the diagram. This long-tailed distribution makes latency predictions less precise.
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Figure 3.8: Boxplots of RocksDB throughput observations by cache sizes [Koc+18].

3.3.2 Summary of Initial Findings

We have applied the proposed evaluation workflow to the 0.6 version of Fabric. In the current ab-
sence of open, representative performance requirement sets and workloads, we have started with
requirements that in our experience are ”reasonable” for performance-critical systems; a chaincode
that simply moves assets between accounts; and constant rate load generation.

A natural and usual requirement towards performance-critical systems is that engineering their
deployment and configuration are the main vehicles of influencing their performance capacity. This is
not the case for Fabric 0.6; there is a cap around 300 transactions/second, even for completely fault-free
scenarios. We have found that the issue is the strictly sequential chaincode execution of the ordered
requests. This is not an absolute necessity – in theory, e.g., consensus could become problematic
before sequential execution reaches its limit; however, the Docker-based chaincode execution also
uses an RPC mechanism that in its default configuration is very slow (see Table 3.1).

Additionally, chaincode execution time should be predictable; not only because certain scenarios
may be latency-sensitive, but also because chaincode executions are subject to time off on each peer.
Slow queries may fail to execute a transaction on one or more peers, as the ”database backend”, the
RocksDB-backed ledger (and blockchain) is the critical component. With targeted sensitivity analysis,
we have found that a) the configuration settings heavily influence RocksDB latency, b) latencies have
a long-tailed distribution that – due to the strictly sequential execution – can have a serious global
performance impact.

Even though the sensitivity analysis (and the workflow in general) targeted RocksDB, the same
approach is applicable to either different database types (e.g., the GoLevelDB key-value store or the
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Figure 3.9: The latency distribution of database requests [Koc+18].

CouchDB document store used by Fabric version 1.0), or to different types of bottlenecks (e.g., compu-
tationally demanding components). The record-replay CiL approach requires close-to-boundary (or
boundary-level) preparations for components, while sensitivity analysis depends on the black-box
style configurability of the component. Accordingly, the approach is not specific to a given technol-
ogy.

The above findings were also disclosed to the developers of the project. The hard throughput
limit (stemming from the sequential execution of transactions) ultimately resulted in the substantial
redesign of the order-execute Fabric consensus process into an execute-order-validate approach.

3.3.3 Behavior in Case of Overload

A usual requirement towards performance-critical systems is that they manage overload situations
in a predictable and well-defined way and with maintaining service at least partially. The simplest
of the applicable patterns is actively rejecting new requests that are over the capacity of the system.
This is not the case for Fabric 0.6. The following can be observed:

• For served requests, the write-to-ledger delay runs off (Fig. 3.10).
• A heavily increasing number of requests get silently dropped, despite their active acceptance
for execution.

• One peer gets ”stuck” in a state resynchronization loop, thus decreasing the remaining fault
tolerance to zero, or two peers get ”stuck” that disables consensus and thus, the entire system.
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Figure 3.10: The delay from task acceptance to ledger modification [Koc+18].

3.3.4 Evaluation of the execute-order-validate approach

The following sections apply the proposed methodology to the 1.0 version of Fabric that employs an
execute-order-validate consensus approach to overcome the performance limitations of the previous
Fabric version.

Contrary to the strictly sequential request processing of version 0.6, the newer version (1.0) em-
ploys a modified consensus process to address certain scalability issues of the previous version, such
as the sequential chaincode execution. The significant changes in the consensus process introduced
additional complexity into the performance measurement and evaluation of the newer version:

1. Instead of a one-step, request-response style interaction between the clients and the network,
the consensus process now involves two different types of distributed components (beside the
clients): peer and ordering service nodes. Such a design makes the harness and correlation of
distributed measurement data harder.

2. Clients now submit transactions (technically just transaction proposals) to multiple nodes (par-
tially) of their choosing at the same time. Such a dynamically replicated execution of requests
makes the reconstruction of detailed transaction timelines a challenge, and requires additional
consideration when performing bottleneck identification.

3. Peer nodes now execute (i.e., endorse) transaction proposals in parallel, introducing perfor-
mance interference among overlapping request executions that compete for the same resources
(chaincode, peer node and state database resources). The magnitude of such an interference is
furter dependent on (and complicated by) the workload characteristics of concurrently exe-
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cuting requests in case of mixed class workload definitions (e.g., some requests are write- or
read-heavy, or some ratio of the two).

4. The above interference is further magnified by the additional, concurrently provided service
of peer nodes, namely the validation of blocks. The execution of such a heavy-weight activ-
ity also overlaps with the concurrently served transaction proposals, complicating the general
performance characterization of the consensus process.

The goal of the current evaluation is not to determine the effective throughput of the platform,
but to inspect the scalability and “relative performance” of the presented transaction life-cycle steps.
The main focus is on the chaincode execution times and on the different steps that process the read
and write sets produced by the execution.

To this end the evaluationwill focus on the response time changes of these steps in case of different
ledger update sizes. The sizes of these ledger updates affect the chaincode execution time through the
ledger access, and also affect the validation and commitment times of transactions due to sizes of the
read and write sets.

Operating envelope

Since the goal is to observe the response time changes based on the ledger load, we choose a trans-
action load rate that minimizes the number of invalid transactions in the system (due to conflicting
data access). Based on some short preliminary test runs, a 100 transactions per second (TPS) was se-
lected as constant load rate for the rest of the evaluation. For each measurement, approximately 12000
transactions were submitted and the timing of their steps recorded.

Rough functional architecture

The components of the system covered by the measurements correspond to the steps of the transac-
tion life-cycle. Unfortunately, not every step can be measured on its own, at least not without per-
forming additional instrumentation on Hyperledger Fabric.

The platform only provides an event about the commit result of a transaction. This means that the
client can only observe the execution times after the endorsement, the orderer acknowledgement, and
the commit event. These times will also contain the network latency, which can be a non-negligible
time in distributed systems.

Instrumentation and harness

Hyperledger Caliper (the used workload generator tool) provides timing data for the different steps of
the executions that can be processed in an arbitrary manner. The chaincode execution time is logged
in the running chaincode and is retrieved from the peer logs after the measurement is over.

Experiment campaigns

The main parameters of the measurements are the number and size of the updates a chaincode invo-
cation will perform. The explored parameter space consists of the combination of the values of the
following two variables:

• Number of updates: 1, 2, 4, 8
• Size of updates (in bytes): 8, 32, 128, 512, 2048
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These parameters had a technical limit at the time of the evaluation, since the underlying remote
procedure call library (gRPC7) has a maximum message size configured to approximately 4MB. This
limits the number and/or size of entries created in the ledger during deploy time (which is also a
transaction execution), since deployment also produces a read and write set that is sent back to the
client.

Exploratory Data Analysis

During the measurements the following attributes were collected about each transaction:
• create time: The CPU time when the transaction was created, measured with millisecond pre-
cision. Unique identifier for transactions.

• endorse time: The time it took to send the transaction proposal to the endorsing peers, exe-
cute the transaction and receive the endorsements from the peers. Measured with millisecond
precision.

• order time: The time it took to check the received endorsements, submit them to the ordering
service and receive the acknowledgement from the ordering service. Measuredwithmillisecond
precision.

• validation time: The time it took to order the transaction and validate it at the committing peers
and received the event about the result. Measured with millisecond precision.

• org[1/2] execution time: The time it took to execution the transaction on the current endorsing
peer of the first and second organization. Measured with millisecond precision.

Figure 3.11: Total execution times of transaction [KP18a].

7https://grpc.io/ (Accessed: 2022-06-21)
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Figure 3.13 denotes the total execution time (end-to-end latency) of transaction as perceived by
the client (i.e., the workload generator). The depicted latencies include both the endorsement, or-
dering, and validation times of transactions. The timeout-based batching mechanism of the orderer
manifests in a sawtooth-like latency pattern. Similarly to Fabric 0.6, lowering the batch timeout can
result in lower overall transaction latencies. However, the rate of block creation (thus block validation)
increases correspondingly.

Figure 3.12 separates the end-to-end latencies into endorsement (execution) and ordering-and-
validation (commit) times. The similar sawtooth-like pattern still dominates the ordering-and-
validation time. However, a similar cyclic pattern can also be observed for the endorsement times.
The phenomenon is likely the result of sharing the same resource (the peer service) between the
endorsement and block validation activities.

Figure 3.12: The pattern of execution and validation time of transactions [KP18a].

Such non-trivial resource contentions can result in unexpected asymmetries in the replicated exe-
cution of a transaction by multiple peers (Fig. 3.13). The same program code execution takes different
amounts of time on two distributed peers due to the variability of peer loads at the time of the transac-
tion instance executions. Such a variancemakes the accurate characterization of transaction execution
times and scalability (Fig. 3.14) a challenging task.

In contrast to the simpler consensus process of Fabric 0.6, the execute-order-validate approach
requires the detailed inspection of internal component behavior and the interference of seemingly
independent activities. The further performance analysis in case of such platform complexity neces-
sitates the rigorous modeling and observation of the activities performed by the SUT, including their
relation of potentially shared resources.
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Figure 3.13: Execution times for the different organizations [KP18a].

3.4 Discussion: applying the methodology in the IoT domain

IoT (Internet of Things) is a rapidly evolving domain which aims at the combination of informa-
tion originating in the physical environment with the information and methods available in the cy-
berspace. Similarly to former e-Business applications, C2B (Consumer to Business) solutions form a
major share in the IoT market.

On the one hand, such applications perform the data collection at a large or occasionally extra-
large number of consumers. The collected data can be processed individually in order to automate
traditional business processes. For instance, reading the monthly energy consumption of the indi-
vidual consumers from their respective smart meters forms the basic precondition of a completely
automated billing process. Such business automation means in the practice a huge reduction of ad-
ministrative cost related to manual reading of traditional meters.

On the other hand, having the individual data and processing them in an aggregated form may
bring advanced benefits like to trace short and long time trends in the energy consumption; for in-
stance, substantiating the evaluation of the regional utilization of resources.

However, dealing with numerous data sources and extracting and processing out of them dynamic
phenomena assumes the timely and reliable availability of data followed by a proper processing ca-
pacity. Dimensioning IoT systems is a crucial factor in the assurance of a proper QoS.

IoT solutions can also be considered distributed, service-oriented systems, especially when con-
sidering the geographical distribution of their components. Due to the wide variety of vendors provid-
ing COTS IoT components (and their loose coupling), the technical difficulty of the component-based
evaluation of such systems is lower. Moreover, the service characteristics of IoT components (data
ingestion, large scale data processing, business intelligence queries, etc.) make it possible to reuse
numerous existing standard benchmarks to assess the component performance.
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Figure 3.14: Execution times for the different ledger loads [KP18a].

In order to achieve a better faithfulness of the benchmark results, a proposal is presented com-
bining industrial sub-component oriented benchmarks for a better matching of the functionality and
implementation architecture of the designated system.

3.4.1 Reference Solutions

The critical nature of IoT systems necessitate the application of robust, general solutions during their
design, deployment and maintenance phases. It is important to define an architecture that adheres to
the complex requirements of IoT systems, such as scalability, robustness, safety and privacy.

This section introduces a general architecture of cloud-based IoT solutions and a smart city-
centred framework for deriving the main requirements of the system based on the application do-
main.

3.4.1.1 Cloud Customer Architecture for IoT

IoT is mainly characterized as globally networked, dedicated devices (”things”) that can perceive and
act upon their environment, preferably in an automated manner. However, another common property
of these devices is their limited capacity for storage and computation. This raises concerns regarding
their scalability and ability to perform in a timely manner, e.g., respond to a critical environment
change in time.

Cloud computing offers a solution to these problems by providing practically ”unlimited” storage
and computing power in a robust and scalable manner. It was evident, that sooner or later solutions
will emerge that combine the worlds of IoT and cloud computing [Bot+16]. However, this step also
combined the complexities of the two domains, raising the need for a unified architecture for cloud-
based IoT solutions.
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To this end, the Cloud Standards Customer Council8 created a standard reference architecture
for large-scale IoT systems that utilize cloud computing. The architecture is titled ”Cloud Customer
Architecture for IoT (CCAIoT)”9. The proposal covers an end-to-end solution ranging from the users
of IoT devices to the enterprises managing the devices. The core components of the architecture are
the following (Fig. 3.15):

User Layer

IoT User

End User App.

Proximity Network

Physical Entity

Device

IoT Gateway

Public Network

Peer Cloud

Edge Services

Provider Cloud

Application Logic

Visualization

Device Registry

...
Enterprise Network

Enterprise Data

User Directory

Applications

Figure 3.15: Excerpt of the cloud-based IoT reference architecture [KP18b].

• User Layer, that consists of the users of the IoT solution together with the applications that
make this interaction possible.

• Proximity Network, that contains the physical entities of interest and the devices that connect
them to the IoT system (by observing or interacting with them). The devices can either be the
sensors/actuators of the system, or special IoT gateways that connect them to the rest of the
network.

• Public Network, that interconnects the devices of different proximity networks, typically
through a wide area network, e.g., the Internet. The corresponding edge services (domain name
resolution, load balancing, etc.) also reside in this layer.

• Provider Cloud, that contains core applications and services, including data transformation, stor-
age, visualization, management services, etc.

• Enterprise Network, that hosts the enterprise applications, delivering business-specific knowl-
edge accumulated throughout the IoT system.

The specification is general and flexible enough to serve as a basis for awide range of IoT solutions.
However, this poses the challenge of adapting this general architecture for domain specific problems
that might not require every introduced component, or might require additional capabilities. The
systematic assessment of the IoT system requirements can guide the design of solutions, i.e., using
the appropriate components of the reference architecture.

3.4.1.2 IoT-Enabled Smart City Framework

The interconnected nature and services of IoT systems form the basic building blocks of the smart city
market. Currently, the main barriers of adequate smart city solutions are the incompatible, custom
building blocks employed and the lack of standards regarding architecture designs that would help
achieve consensus among different stakeholders.

To this end, the National Institute of Standards and Technology (NIST)10 – together with several
partners – has launched a working group with the purpose of creating a reference framework for
IoT-enabled smart cities11. The working group states, that the goal of the framework is the following:

8https://www.cloud-council.org/ (Accessed: 2022-06-21)
9https://www.omg.org/cloud/deliverables/cloud-customer-architecture-for-iot.htm (Accessed: 2022-06-21)
10https://www.nist.gov/ (Accessed: 2022-06-21)
11https://www.nist.gov/el/cyber-physical-systems/ies-cities-architecture (Accessed: 2022-06-21)
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Table 3.2: Mapping requirements to components [KP18b].
Smart City Requirement Cloud Architecture Component

Capacity to exchange
information internal to the system

and between system

IoT Gateway, Peer Cloud,
Edge Services

Standard-based sensor network
communication protocols

IoT Gateway,
IoT Transformation & Connectivity,

Device Management
Remotely control or
access the systems

Edge Services, Device Management,
API Management

Capacity to analyse and
elaborate data received from
energy grid and make decision

Analytics, Visualization,
Enterprise Application

Connect data from different
sources

IoT Gateway,
IoT Transformation & Connectivity,

Edge Services

Provide data in time to act IoT Gateway, Edge Services,
Analytics

”In consultation with city stakeholders, the group will compare and distill current architectural
efforts; identify pivotal points of interoperability (PPI) across the many existing and deployed archi-
tectures, and then produce a consensus framework document of common architectural features. This
framework document will help cities employ interoperable and scalable smart city solutions that will
meet the needs of their communities.”

The working group identified sets of categories (e.g., energy) and subcategories (e.g., energy de-
mand, energy supply) of the most common use cases of smart city solutions. Then they defined a set of
contexts for the categories, like geo-domains (home, district, city, country, etc.) and ICT implemented
objectives (sensor, data, application, presentation of data).

The group identified sets of requirements for the categories and contexts, taking into account the
interrelations between them. One directly usable result of their work is an Application Framework
Analysis Tool12 that can automatically derive abstract and specific requirements for different aspects
of a selected category and its selected contexts based on the best engineering practice. The tool is
implemented as an Excel workbook, and it also provides descriptions and examples of the desired
domain.

The energy supply category This section presents the capabilities of the framework analysis tool
through the energy supply category. During this example all ICT levels (sensor, data, application, pre-
sentation) and geo-domains (district, city, country) were selected for the energy supply subcategory.
Table 3.2 presents an example mapping between some requirements defined by the smart city frame-
work and the components of the cloud-based IoT reference architecture. The systematic processing
of the requirements yields an initial architecture design for the IoT solution that considers the most
critical aspects of the domain.

12https://pages.nist.gov/smartcitiesarchitecture/ (Accessed: 2022-06-21)
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3.4.2 Benchmarking of IoT Solutions

The Transaction Processing Performance Council (TPC) published its first IoT-related benchmark
(TPCx-IoT)13 in July, 2017, which targets the gateway components of an IoT solution. This raises the
following questions: how can we benchmark the rest of the architecture?

The remainder of this section reviews different standard benchmark packages for evaluating com-
ponents of an IoT solution.

3.4.2.1 IoT Gateway Benchmark

The practical introduction of IoT solutions has to accommodate the already existing basic infras-
tructure. For instance, intelligent energy monitoring and control collecting and processing actual,
real-time data related to energy consumption has to integrate smart meters developed and deployed
over the last decade. The very first ones served only the purpose of simplifying the monthly metering
and billing process.

The next generation of meters already had some elements supporting the provider in controlling
its energy distribution network. For instance, some consumer workloads like some heating devices
tolerate temporal shifts in their active periods. They were put onto the cheap night current for a
better load balance by means of audio frequency remote switching, thus flattening load peaks at the
provider.

The explosion in the number of devices connected to an IoT solution revealed some challenges.
The heterogeneous nature of the devices makes numerous communication protocols to exist in the
system. This is further complicated by the limitations of sensors/actuators regarding their storage
capabilities, computing powers and energy profiles. This necessitates the introduction of an additional
component in the proximity network, namely an IoT gateway.

This core role of the perimeter pushes the underlying architectural model away from the ”pure
cloud interacting with smart transducers” envisaged one-two decades ago (still for mainframes). Sev-
eral intermediate solutions, like fog and edge computing (e.g., the OpenFog Reference Architecture14),
develop similar reference implementation architectures, like the NIST framework does it for require-
ments and the basic functional architecture.

The gateway serves multiple purposes:
• Connects devices by mitigating between different communication protocols.
• Stores, verifies, filters and aggregates data, thus takes the data management role away from
devices with limited capabilities.

• Provides data for other parts of the system, like enterprise analytics and decision-making com-
ponents.

• Modern gateways are even capable of functioning as full-fledged computing platforms with
their own operating systems. This makes it possible to push control logic to the boundaries of
the system, resulting in better response times for critical events.

These properties make the IoT gateway an important part of the architecture, prompting the
creation of a standard benchmark targeting gateway systems. TPCx-IoT is the industry’s first standard
benchmark for Internet of Things.

The benchmark targets the data acquisition and concurrent query capabilities of gateway sys-
tems. It uses a realistic dataset based on electric power station sensors. The SUT is defined as a data

13https://www.tpc.org/tpcx-iot/default.asp (Accessed: 2022-06-21)
14https://www.iiconsortium.org/pdf/OpenFog_Reference_Architecture_2_09_17.pdf (Accessed: 2022-06-21)
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management platform using a non-volatile durable media with a minimum of two-way replication.
Figure 3.16 maps the components of the benchmark-defined SUT to the gateway defined by CCAIoT.

Device Data Store

Agent

Analytics

App Logic

Reference ArchitectureBenchmark Architecture

Storage Arrays

Server Cluster

Scale Factor

Figure 3.16: Mapping of benchmark and architecture layers [KP18b].

The data load and querying steps of the benchmark measure the performance of the data store
layer. It does not take into account the additional management and application layers of the gateway.
Certain aspects of the application logic can be incorporated into the benchmark by tuning the scaling
factor, which determines the number of records to insert. For example, using filtering or aggregation
of data lowers the load on the storage layer, thus lowering the scale factor of the benchmark has a
similar effect with respect to the storage layer load.

The benchmark calculates performance and price-per-performance metrics. The performance
metric represents the effective throughput of the SUT, denoted as IoTps = SF /T , where SF is
the scale factor and T is the time elapsed in seconds. The price performance metric is denoted by
$/IoTps = P /IoTps, where P is the total ownership of the SUT.

3.4.2.2 Big Data Benchmarks

One of the main goals of IoT solutions is to derive valuable business intelligence based on the ob-
servations of an environment. Even though an IoT gateway plays an important role as a data source
proxy, it is rarely the case that enterprise level data processing is pushed to the proximity network
layer of the architecture. The gateway is dedicated to data acquisition, data storage and the absolutely
necessary data processing steps that are important for providing timely reactions to critical events.

The task of acquiring relevant business knowledge falls to the provider cloud and enterprise net-
work layers of CCAIoT. This sub-system is outside the scope of the presented TPCx-IoT benchmark.
Unfortunately, standard IoT benchmarks targeting this part of the architecture are not available at the
moment.

Focusing on the general challenges posed by the domain – rather than on the domain, i.e. IoT
itself – can circumvent the problem of lack of available standard benchmarks. Similarly to the task
of IoT gateways, the business-related goal of the enterprise layer is to acquire the observed data and
perform complex analytics steps to gather insights about the system.

The data storage and analytics steps of the solution qualify as ”Big Data” problems [CSD11],
considering the various characteristics of data generated by the devices connected to an IoT system. A
broad range of literature and industrial applications are backing the ”Big Data” solutions, indicating its
maturity. Correspondingly, there are standard benchmarks available for the objective quantification
of ”Big Data” analytics solutions. The next two sections will present such benchmarks published by
TPC.
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TPCx-BB Benchmark TPCx-BB15 is an application benchmark based on [Gha+13]. It models the
operation of a retailer having both physical and online stores. The benchmark operates on structured,
semi-structured, and unstructured data. It features thirty complex queries, specified in English, and
covers various use cases, such as inventory management, reporting, pricing optimization and product
return analysis.

TPCx-HSBenchmark The goal of the TPCx-HS benchmark16 is to provide an objectivemeasure of
Apache Hadoop File System (HDFS)17 compatible software distributions, beside measuring hardware
and operating system performance.

Even though the introduced benchmarks are standardized, their role in an IoT system needs fur-
ther investigation. Both ”Big Data” benchmarks include the data generation and storage in their met-
rics. However, the data acquisition and storage parts are handled by the IoT gateway in CCAIoT.
Furthermore, the ”Big Data” benchmarks operate on data that is probably more general than in the
domain of IoT. So even though these benchmarks can help to choose from different hardware and
software alternatives, their results must not be taken as performance guarantees of any kind in the
context of an IoT solution.

3.4.3 Systematic performance evaluation of IoT solutions

Contribution 1 proposed a workflow for the systematic performance measurement and analysis of
DLTs. The evaluation of the workflow (and the subsequent Contributions 2 and 3) targeted the per-
formance measurement of Hyperledger Fabric, a standalone, COTS blockchain platform. Thus, the
individual components of an IoT solution could be evaluated similarly if they exhibit similar charac-
teristics, i.e., they perform predefined, temporally related tasks/activities.

Even though Fabric supports the deployment of chaincodes, i.e., the integration of custom business
logic into the platform, it is highly unlikely that a DLT platform alone will constitute a complex use
case solutions. It is more likely that Fabric will be only one of the many components of a large scale
solution for a specific problem.

Similarly, IoT solutions consist of many distinct, interacting components to achieve certain ob-
jectives. Nevertheless, the steps of the measurement workflow can also be applicable to a ”system of
systems” (SoS) solution. Version 1.0 of Fabric already consists of two distinct types of services, thus
the heterogeneous nature of IoT solutions can be handled similarly. Although the workflow steps of
defining operational envelopes and creating a functional architectural probably require some reex-
amination.

We consider the sensors the main ”end users” of the system that continuously exercise the system
by generating observations/data about the environment. Unlike traditional user behavior, the number
of sensors and frequency/volume of gathered data can be calculated based on various requirements,
both purely functional and business insights-related. Thus, the operational envelopes will mainly
correspond to the scale of the system and the degree of applied sensor redundancy.

The functional architecture modelling step, however, could pose challenges in case of dynamically
and frequently changing system components, typical in autonomous setups, such as smart ware-
houses. In such cases, external factors (like customer behavior) could not only influence the amount
of tasks performed by the system, but also the composition of the system (in the used device/sensor
layer). However, if we constrain the system boundary to exclude the constantly changing physical

15https://www.tpc.org/tpcx-bb/default5.asp (Accessed: 2022-06-21)
16https://www.tpc.org/tpcx-hs/default5.asp (Accessed: 2022-06-21)
17https://hadoop.apache.org/ (Accessed: 2022-06-21)
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components (sensors and actuators), then the remaining part can be considered a traditional data
processing system comprised of various interacting services. Moreover, the instrumentation of com-
ponent boundaries and the component-level isolation of identified bottlenecks might be simpler on a
SoS level, since the internal workings of components need not be considered at that level.

3.5 Summary

This section summarizes and concludes Chapter 3 by highlighting the contributions of the chapter,
presenting some of their applications, and discussing possible future works related to the contribu-
tions.

3.5.1 Contribution

The inherent complexity of empirical performance evaluation necessitates the definition of a rigorous
workflow to guide the evaluation and help document the results. Such a workflow must take the
service-oriented design and architecture of modern systems (e.g., novel DLT solutions) into account.
Moreover, the service-based definition of the system enables performing the evaluation only on parts
of the system (i.e., on a subsystem), lowering both the cost of the evaluation and the number of
controllable variables during the measurement process. Contribution 1 proposed such a systematic
workflow, and evaluated its applicability on two fundamentally different DLT consensus types.

Contribution 1 Model-based metrology (in the context of performance measurement) has
decades-long tradition in certain domains such as traditional telecommunication systems. How-
ever, the same support and modelling experience is lacking in the modern and complex infor-
mation technology space typical of distributed and heterogeneous service-oriented systems,
such as distributed ledger technologies (DLTs).
Accordingly, I proposed and evaluated a functional decomposition-based iterative workflow –
guided by data flow network models – for the measurement-based performance evaluation of
DLTs. The proposed workflow differs from the traditional approaches in the sense that it takes
into account the more complex operational behavior of system components that can influence
the overall system performance in various ways.
1.1 I defined an iterative workflow for the systematic measurement-based performance eval-

uation of DLTs guided by functional component and resourcemodels, harmonizingmodel
refinement and data drill-down operations.

1.2 I proposed a workload record-replay-based, component-in-the-loop approach to allow an
efficient, guided diagnostic of isolated systems components when refining the evaluation
workflow.

1.3 I evaluated the proposed workflow on two major types of DLT architectures. I also iden-
tified further extensions of the workflow to support the metrology-centric evaluation
of DLTs: the need for formal behavior and instrumentation modelling, and the model-
guided, systematic validation and analysis of distributed measurement data.

3.5.2 Applications

The importance of the results is that the proposed workflow, combined with the CiL approach, enables
the model-guided rigorous and systematic performance evaluation of complex systems in an iterative
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and hierarchical manner. The evaluation of different Hyperledger Fabric versions also demonstrated
that the technical, metrology-related steps of an empirical performance evaluation require additional
supporting methodologies beside the high-level orchestration of the overall evaluation. Finally, the
proposed workflow is amenable to generalization to other domains that exhibit a distributed, service-
oriented design, such as cloud-enabled Internet of Things (IoT) solutions.

The evaluation of Fabric version 0.6 in Section 3.3 was part of an IBM Faculty Award project
(granted to Prof. András Pataricza) that targeted the performance characterization of Fabric. The it-
erative application of the proposed workflow allowed us to gradually and systematically strip away
the complexities of the SUT and identify the performance characteristics of its components through
detailed measurements. The combination of the SUT functional model and the measurement data
revealed a bottleneck stemming from architectural decisions. Thus, even with careful configuration
tuning and proper capacity planning, the sequential execution of transactions placed a serious limit on
the throughput of the system. The reported performance findings prompted the significant redesign
of the Hyperledger Fabric architecture and consensus protocol.

3.5.3 Future work

While the contribution proposed a phenomenological workflow for systematic measurement-based
performance analysis, the seamless integration of the workflow with other system development prac-
tices (SPE, or modern rapid application development approaches) must be carefully investigated. Per-
forming a measurement campaign of complex systems is both costly and time-consuming. The fol-
lowing open questions still remain and are the subject of future work:

• Should the workflow be executed for every potential system configuration?
• Or just picking a few representative configurations is enough, and the characteristics of the rest
can be derived from the representative ones?

• What should be the exact workflow artifacts (i.e., inputs and outputs) passed between the in-
dividual tasks that are general enough for a wide application, yet specific enough to base mea-
surement and analysis approaches on them?

3.5.4 Related publications

The contribution is supported by the following publications:
• [j1]: Imre Kocsis, Attila Klenik, András Pataricza, Miklós Telek, Flórián Deé, and Dávid Cseh.
Systematic performance evaluation using component-in-the-loop approach. International Jour-
nal of Cloud Computing 7(3-4), 2018, pp. 336–357. issn: 20439997. doi: 10.1504/ijcc.2018.095401.

• [c4]: Attila Klenik and András Pataricza. Preliminary Performance Assessment of Hyperledger
Fabric. In: PROCEEDINGS OF THE 25TH MINISYMPOSIUM, pp. 44–48. 2018. url: https : / /
repozitorium.omikk.bme.hu/bitstream/handle/10890/15238/25Minisy_proceedings-11.pdf ?
sequence=1.

• [c5]: Attila Klenik and Andras Pataricza. Performance analysis of critical services. In: 2018 IEEE
International Conference on Future IoT Technologies, Future IoT 2018, vol. 2018-Janua, pp. 1–6.
Institute of Electrical and Electronics Engineers Inc., Mar. 2018. doi: 10.1109/FIOT.2018.8325592.
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Chapter4

Combined Behavior and Observability

Modelling of DLTs

The functional model is only one possible view of the system. While the functional model is suffi-
cient to identify the high-level target components of the measurement process, complex performance
analysis tasks (e.g., bottleneck identification, or performance issue diagnosis) require the collective
consideration of (and switching between) multiple views (Fig. 4.1).

Activity #1 Activity #2 Activity #3 Activity #4

Server #1 Server #2

Interval #1 Interval #2 Interval #3

Service #1 Service #2

API #1 API #2 API #3

Activities

Functionalities

Services

Temporal dynamics

Resources

Executed by

Provided by

Deployed to (during)

Figure 4.1: Multiple views of a system and their relation [KP22].

Systems expose their functionalities to users (or other systems, or system components) through
precise, predefined application programming interfaces (APIs). Accordingly, functional models are
a natural choice for guiding and refining the empirical measurement process, since they reflect the
boundaries between the users and the system, or between the system components. However, the
logical functional model alone is insufficient to capture behavioral and physical aspects of the system,
as required for bottleneck identification and performance issue diagnosis, respectively.

The behavioral aspect includes knowledge about the activities of the system, executed by the differ-
ent system functions. The detailed modelling, instrumentation, and measurement of system activities
enable the identification of bottlenecks, i.e., the activities that contribute the most to request process-
ing times. Moreover, the drill-down operation is also applicable in the activity view of the system, i.e.,
subsequent iterations of the evaluation can increase the granularity of the activity model if lower-
level bottleneck identification is required. For example, an initial activity model associates each API
call with a corresponding high-level activity, e.g., book search. Then, subsequent iterations can refine
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the high-level activity into multiple subactivities, such as search book in cache, and search book in
database. And so on, until the granularity of the identified bottleneck is sufficient to act on, e.g., an
inefficient database query requires improvement.

The physical organization and deployment view of the system also plays a crucial role in the di-
agnosis of performance issues. The most prominent case is the parasitic interference of functionalities,
when sharing a common resource affects the performance of multiple functionalities, independently
of their respective load. Accordingly, a proper diagnosis requires a detailed knowledge about the re-
lation of system functionalities and corresponding resources.

The logical functions of a system are provided by different executable services in the form of op-
erating system processes (either running as a containerized application or natively). A single ser-
vice can expose multiple (typically closely related) functionalities. However, microservice-oriented
architectures aim for a one-to-one mapping of functionalities and services to increase manageabil-
ity and independent scaleability of services (thus functionalities). When a service provides multiple
functionalities, then the possibility of parasitic interference within the service is evident, as multiple
functionalities correspond to multiple independently (and concurrently) executed requests.

Parasitic interference (in a less evident form) can also occur across logically independent ser-
vices when they share common resources. Thus uncovering such interferences requires knowledge
about the resourceswhere the services are deployed to. However, such deployment mappings are rarely
static in today’s environments that offer infrastructure as code (IaC) and service as code (SaC) solu-
tions. Such ubiquitous solutions allow the system operators to provide their resource and service
requirements in a declarative manner (in the form of desired states and constraints). Then the IaC
or SaC solutions can automatically provision new resources or deploy services to the available re-
sources, resulting in an automatically managed and dynamically changing service-resource coupling.
Accordingly, the relation of a service to a resource must be anchored in the temporal domain, i.e.,
deployment-related knowledge must be associated with a time interval of validity.

The efficient application of the proposed workflow in Contribution 1 requires the collective con-
sideration of multiple views of the SUT (Fig. 4.1). Contribution 2 proposes and implements a perfor-
mance measurement modelling framework to enable the unified modelling of multiple system views
in order to facilitate and guide the evaluation workflow tasks.

The framework supports multiple model abstraction levels in line with traditional model-driven
development (MDD) approaches (Fig. 4.2):

1. Computation-independent models (CIM) enable the high-level modeling of system activities and
their observability in a temporal representation-agnostic way.

2. Platform-independent models (PIM) can extend the CIMs with the temporal representation of
measurement data associated with the system activities.

3. Platform-specific models (PSM) can further enrich the PIMs with technical knowledge about the
gathered measurement data (e.g., how an activity log of interest is structured) and the deploy-
ment of services (and associated resources).

4. The realization, i.e., the implementation of the measurement and data analysis processes can
systematically build on the knowledge of previous model layers.

This chapter presents Contribution 2, pertaining to the unified modelling of system behavior and
observability, addressing Challenges 2 and 3 (Fig. 4.3). Section 4.1 proposes a performance measure-
ment modelling framework kernel that captures the various views of the measured object, i.e., the
SUT, its corresponding resources, and the workload. Section 4.2 extends the kernel with sensor mod-
elling facilities that enable the automated design and assessment of system observability. Section 4.3
defines a workflow for the compositional modelling of service-oriented systems, including user be-
havior, based on the capabilities of the proposed performance measurement modelling framework.
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Figure 4.2: The supported model abstraction levels of MDD [KP22].

Section 4.4 discusses related works in the activity modelling domain, and Section 4.5 concludes the
chapter and the contribution.
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Figure 4.3: Overview of Contribution 2 and its relation to Contribution 1.

4.1 Metamodel for empirical performance measurements

The framework provides a modular and fluid metamodel for the activity-based modeling of system
behavior. Themetamodel elements enable the hierarchical composition of activities utilizing the Allen
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temporal interval relations [All83]. The same relations facilitate the composition (bridging) of differ-
ent models, enabling the compositional modelling of complex systems (Section 4.3). Compositional
modelling [Hil96; KS01], in general, allows modelers to organize models into smaller, more manage-
able, and composable fragments to alleviate modelling complexity. Furthermore, it promotes compo-
nent model reusability across different use cases. The framework also enables the modeling of system
observability (Section 4.2), i.e., the instrumentation points of the SUT, using the same metamodel.

The framework also provides elements to:
Facilitate metamodelling tasks by defining well-formedness and consistency criteria for the mod-

els (that can later be enforced by knowledge graph databases, such as TypeDB1).
Enrich the knowledge encoded by user-created models, e.g., by automatically assessing the overall

system observability.

4.1.1 Modelling framework kernel

This section defines the elements of the modelling framework kernel that are the core building blocks
for modelling the measurement object. The presented elements correspond to the informal building
blocks of a system depicted in Fig. 4.1. The functionality view (i.e., APIs that group related activities)
is omitted from the kernel as it does not provide critical information for the measurement process and
subsequent measurement data analysis. However, the extendability of the kernel allows the encoding
of such activity information through arbitrary metadata association.

The main goal of the measurement process is to acquire temporal data about the activities per-
formed by the system. Such temporal data consists of time instants, and durations of various events,
and activities, respectively. Accordingly, timestamps are important primitives in the kernel.

Even though time is a continuous domain, empirical measurements can only assess the state of
the system at specific time instants, i.e., in a discrete manner. Moreover, the measurement object
itself is subjected to a discrete time domain in information technology. Most systems rely on the time
provided by the central processor unit (CPU) that has fixed precision and granularity. Accordingly,
the presented kernel defines time on a discrete scale for simplicity, and without loss of generality.

Definition 4.1 (Timestamps) The set T S ∶= {ti} ∶= N0 denotes the timestamps (i.e., discrete
time values) of a logical clock (for the simplicity of further notations). The ordering (<,>,⩾
,⩽), equality (=), and arithmetic (+,−) relations over T S × T S are defined analogously to the
corresponding relations over N0.

Two timestamps specify a time interval that can denote a phenomenon in the system that is not
instantaneous, but has a temporal extent. For example, a time interval can represent the temporal
placement of an activity execution, i.e., its start time, duration, and end time.

Definition 4.2 (Time interval) The set T I ∶= {(ts , te) ∶ ts , te ∈ T S ∧ ts ⩽ te} ⊆ T S2 contains
time intervals that start at time ts ∈ T S and end at time te ∈ T S . Such intervals are denoted as
[ts , te], i.e., inclusive at both ends.

Temporal primitives form the basis for the common performance analysis and monitoring tasks
of the measurement object, such as determining the latency, or throughput of requests. However, the
diagnosis of performance issues (such as sudden latency spikes) requires additional information – i.e.,
metadata – about the system state, beside the basic temporal information.

1https://vaticle.com/ (Accessed: 2022-06-21)
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The kernel allows the association of arbitrary data to every element of the measured object. The
exact specification of data types is outside the scope of this research, since the data modelling tasks
are highly domain- and use case-specific. The kernel only specifies certain primitives as distinguished
data (e.g., temporal data and unique identifiers), as needed by the subsequent contributions of the
research.

Definition 4.3 (Data) The universal domain U ∶= {datai} contains the population of arbitrary
data values datai that can be related to various measurement elements.

The operation and monitoring of systems (which are necessary steps for the measurement and
data analysis processes) require the unique identification of the system components/elements. Ac-
cordingly, identifiers are the other distinguished data type in the kernel (beside temporal primitives).
However, the exact modelling of complex identifiers (i.e., tuples that are built frommultiple data types)
is considered as an extension of the kernel data model, thus it is outside the scope of this research.

Definition 4.4 (Identifier) The set ID ∶= {idi} ⊆ U denotes the data values idi serving as
unique identifiers for measurement elements.

Most phenomenon in a system has a unique identifier and other associated data, regardless of its
exact type (e.g., whether it is a service, an event, or a resource). Accordingly, such associations are
elevated to the abstract concept of the measurement element that represents the shared traits of every
system phenomenon that is a potential target for observation.

Definition 4.5 (Measurement Element) The setME ∶= {mei} denotes the general elements
of the measured object. The following functions are defined over the domainME :

• The function id ∶ ME ↦ ID is a bijection that assigns a unique identifier idi ∈ ID to
every measurement element mei ∈ME , such that id(mei) = id(mej ) ⇐⇒ mei = mej ,
where mei ,mej ∈ME .

• The function data ∶ ME ↦ U assigns arbitrary (meta)data datai ∈ U to every element
mei ∈ME .

The presented kernel partitions measurement elements into events (E ), activities (A), services (S),
and resources (RES), i.e.,ME = (E ∪A ∪ S ∪RES) and (E ∩A ∩ S ∩RES) = ∅, as defined in the
subsequent paragraphs (Fig. 4.4).

Every phenomenon in the system can be described in terms of events. An event can denote, for
example, the start of an activity, or the moment when a service is terminated. The most important
associated data of an event (beside its identifier) is its time of occurrence (i.e., a time instant), denoted
with a timestamp. Events are the atomic building blocks of observable phenomena in the system.

Definition 4.6 (Event) The set E ∶= {ei} ⊂ME denotes the events of a system. The function
timestamping ∶ E ↦ T S assigns a timestamp ti ∈ T S (based on the logical clock) to every event
ei ∈ E .

Performance measurement data analysis rarely operates on the atomic event level. Instead, the
analysis tasks operate on the level of activities performed by a system. Regardless, the concept of
activity relies on events, thus a preprocessing data analysis step must transform the atomic event
data (originating from the system measurement process) into activity-level data.
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Figure 4.4: The measurement elements of a system and their common relation.

Definition 4.7 (Activity) The set A ∶= {ai} ⊂ME denotes the activities (i.e., operations) per-
formed by a system. The following functions are defined over the domain A:

• The function start ∶ A ↦ E assigns an event ei ∈ E for every activity ai ∈ A that denotes
the start/trigger of that activity.

• The function end ∶ A ↦ E assigns an event ei ∈ E for every activity ai ∈ A that denotes
the termination of that activity.

• The utility function tsstart ∶ A↦ T S assigns the timestamp ti ∈ T S of the corresponding
start event ei ∈ E for every activity ai , i.e., tsstart(ai) ∶= timestamping(start(ai)).

• The utility function tsend ∶ A ↦ T S assigns the timestamp ti ∈ T S of the corresponding
termination event ei ∈ E for every activity ai ∈ A, i.e., tsend ∶= timestamping(end(ai)).

• Every activity ai ∈ A must adhere to the following causality constraint: tsstart(ai) ⩽
tsend(ai).

• The function dur ∶ A ↦ N0 assigns a duration di ∈ N0 to every activity ai ∈ A based on
its start and end time: dur(ai) ∶= tsend(ai) − tsstart(ai).

Each activity is executed by a running service in the system. A service can be, for example, a native
operating system process, or even a higher-level task created by service orchestration solutions, such
as Docker Swarm2 or Kubernetes.3 Services act as a scope for the executed activities, especially in the
context of DLT solutions, where the replicated execution of the same logical activity is common. The
associated service enables the unique identification of different instances of the replicated activity.
The kernel defines only a general service concept, and considers the solution-specific service models
as an extension to the kernel.

Definition 4.8 (Service) The set S ∶= {si} ⊂ME denotes the services provided by the SUT.
The relation executes ∶= {(si ,aj ) ∶ si ∈ S ∧aj ∈ A} ⊆ S ×A denotes that service si ∈ S executes
activity aj ∈ A.

The execution of services (and their corresponding activities) requires the consumption of system
resources. Resources can take many forms in a modern system, ranging from the allocated virtual

2https://docs.docker.com/engine/swarm/ (Accessed: 2022-06-21)
3https://kubernetes.io/ (Accessed: 2022-06-21)
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computing resources of containerized applications to the available physical resources/hardware of
bare-metal solutions. Furthermore, resources can consist of other resources, e.g., a computer on the
network can be considered as a resource, which in turn consists of CPUs, storage devices, and so on.

In conclusion, resources serve different services of the system, while also relying on other re-
sources themselves. Moreover, such relations are temporal, especially in modern operational solu-
tions, where services (and even virtualized resources) can be automatically redeployed (migrated) to
different resources.

Definition 4.9 (Resource) The setRES ∶= {ri} ⊂ME denotes the various resources available
in the system in support of the provided services. The following relations are defined for the
domain ofRES :

• The relation serves ∶= {(ri , sj , (ts , te)) ∶ ri ∈RES∧sj ∈ S∧(ts , te) ∈ T I} ⊆RES×S×T I
denotes that resource ri ∈RES served service sj ∈ S in the time interval (ts , te) ∈ T I .

• The relation uses is the converse relation of serves, i.e., uses ∶= {(sj , ri , (ts , te)) ∶ ri ∈
RES ∧ sj ∈ S ∧ (ts , te) ∈ T I} ⊆ S ×RES × T I denotes that service sj ∈ S uses resource
ri ∈RES in the time interval (ts , te) ∈ T I .

• The relation depends ∶= {(ri , rj , (ts , te)) ∶ ri , rj ∈RES ∧ (ts , te) ∈ T I} ⊆RES ×RES ×
T I denotes that resource ri ∈ RES depended on resource rj ∈ RES in the time interval
(ts , te) ∈ T I .

Note, that if a service si ∈ S depends on a resource rj ∈ RES , then si also depends on the
resources rk ∈RES that rj depends on.

The kernel specifies only core modelling elements that correspond to the different views/levels of
a system. However, each level can be refined (i.e., extended) to incorporate solution-specific modelling
elements, such as:

• model a containerized application (service);
• that is running in a Docker container (resource);
• which is deployed on a virtual machine node (additional resource dependency) of a Docker
Swarm cluster;

• which in turn is deployed on a physical server rack (additional resource dependency);
• that consists of multiple CPUs, storage devices and other hardware units (lowest-level re-
sources).

4.1.2 Refinement and hierarchical composition of system activities

So far, the presented kernel allows the association of activities to the services that execute them.
However, relations between individual activities must also be considered (at least) in the following
scenarios:

• System boundary-level activities (whose observation provides external performance metrics)
consists of the execution of more granular subactivities with non-negligible temporal extent.
Such subactivities are the primary source of internal performance metrics that also enable bot-
tleneck identification and diagnosis tasks. Accordingly, the hierarchical composition of activi-
ties should also be an integral part of the kernel.

• System functionalities often have a call protocol associated with them, i.e., the boundary-level
activities are actually part of a higher-level protocol that constraints the correct call sequences
of the activities. For example, users must first log in to an only service, only then can they
access other functionalities of the service. But such protocols could be more complex and even
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span multiple services. Accordingly, the kernel must support the specification of strict causality
(thus temporal) constraints between activities.

Moreover, the introduced compositional and temporal activity relations will serve as the foun-
dation for the modelling and automated assessment of sensor instrumentation in Section 4.2. Corre-
spondingly, this section introduces the formal foundations of temporal activity relations and activity
composition, relying on Allen’s interval algebra [All83].

Figure 4.5 depicts the thirteen different relations possible between two time interval. The start
and end events of activities also define a time interval through their associated timestamp, thus the
Allen relations can be defined analogously in the context of activities.

Time

A

B

A before B

B after A

Intervals Relation

A

B

A meets B

B metBy A

A

B
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A
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A

B
A equals B

Figure 4.5: The 13 possible relation between two intervals.

Definition 4.10 (Temporal Relations) The following temporal relations are defined between
activities ai ,aj ∈ A, (ai ≠ aj ), based on Allen’s temporal interval relations:

• before ∶= {(ai ,aj ) ∶ tsend(ai) < tsstart(aj )} ⊆ A
2

• after ∶= {(ai ,aj ) ∶ tsstart(ai) > tsend(aj )} ⊆ A
2

• meets ∶= {(ai ,aj ) ∶ tsend(ai) = tsstart(aj )} ⊆ A
2

• metby ∶= {(ai ,aj ) ∶ tsend(aj ) = tsstart(ai)} ⊆ A
2

• overlaps ∶= {(ai ,aj ) ∶ tsstart(ai) < tsstart(aj ) ∧ tsend(ai) < tsend(aj ) ∧ tsstart(aj ) <
tsend(ai)} ⊆ A

2

• overlappedby ∶= {(ai ,aj ) ∶ tsstart(ai) > tsstart(aj )∧ tsend(ai) > tsend(aj )∧ tsstart(ai) <
tsend(aj )} ⊆ A

2

• starts ∶= {(ai ,aj ) ∶ tsstart(ai) = tsstart(aj ) ∧ tsend(ai) < tsend(aj )} ⊆ A
2

• startedby ∶= {(ai ,aj ) ∶ tsstart(ai) = tsstart(aj ) ∧ tsend(aj ) < tsend(ai)} ⊆ A
2

• finishes ∶= {(ai ,aj ) ∶ tsend(ai) = tsend(aj ) ∧ tsstart(ai) > tsstart(aj )} ⊆ A
2
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• finishedby ∶= {(ai ,aj ) ∶ tsend(ai) = tsend(aj ) ∧ tsstart(aj ) > tsstart(ai)} ⊆ A
2

• during ∶= {(ai ,aj ) ∶ tsstart(ai) > tsstart(aj ) ∧ tsend(ai) < tsend(aj )} ⊆ A
2

• contains ∶= {(ai ,aj ) ∶ tsstart(ai) < tsstart(aj ) ∧ tsend(ai) > tsend(aj )} ⊆ A
2

• equals ∶= {(ai ,aj ) ∶ tsstart(ai) = tsstart(aj ) ∧ tsend(ai) = tsend(aj )} ⊆ A
2

Note, that further modelling facilities and data analysis tasks rely solely on the Allen relations
where activities share a common boundary, i.e., themeets,metby, starts, startedby, finishes, and
finishedBy relations.

The hierarchical composition of activities is supported through child-parent-like relations be-
tween activities of different hierarchy levels.

Definition 4.11 (Hierarchy Relations) The following relations enable the construction of ac-
tivity hierarchies:

• An activity ai ∈ A is a subactivity of an activity aj ∈ A, i.e., subact ∶= {(ai ,aj )} ⊆ A2,
if the execution of ai is considered part of the execution of aj . The relation subact is
transitive, reflexive, and antisymmetric.

• An activity ai ∈ A is a parent activity of an activity aj ∈ A, i.e., parent ∶= {(ai ,aj )} ⊆ A2,
if the execution of aj is considered part of the execution of ai . The relation parent is
transitive, reflexive, and antisymmetric.

• An activity ai ∈ A is a sibling activity of an activity aj ∈ A, i.e., sibling ∶= {(ai ,aj )} ⊆
A2, if ∃ak ∶ (ai ,ak), (aj ,ak) ∈ subact. The relation sibling is transitive, reflexive, and
symmetric.

Beside stating the child-parent relations, a composition labeling denotes how the execution of sub-
activities (if any) should be interpreted: no further subactivities (atomic); subactivities are executed
sequentially (seq); in parallel (par); or in an alternating manner (alt).

Definition 4.12 (Composition Labeling) The set C ∶= {atomic, seq, par,alt} contains the
labels that describe how/whether an activity is composed of further subactivities. The function
comp ∶ A↦ C associates a label ci ∈ C with each activity aj ∈ A.

Atomic activities represent elementary steps of execution that are not decomposed further during
activity modelling, i.e., they cannot have subactivities.

Definition 4.13 (Atomic Activity) The set AA = {ai ∶ comp(ai) = atomic ∧ ∄aj ∈
A, (aj ,ai) ∈ subact} ⊆ A denotes the atomic activities that are not composed of further subac-
tivities.

The execution of composite activities is further decomposed into subactivities. Composite activi-
ties enable the construction of activity hierarchies using various composition labeling.

Definition 4.14 (Composite Activity) The set CA = {ai ∶ ∃aj ∈ A, (aj ,ai) ∈ subact} ⊆ A
denotes the composite activities that consists of further subactivities.

Moreover, some hierarchical temporal relations can be refined using Allen’s interval relations to
denote special subactivities (according to their temporal placement) in the hierarchy.

Definition 4.15 (Hierarchical Temporal Relations) The parent and subact relation can be
further refined as:

• startedbysubact ∶= {(ai, aj) ∶ (ai, aj) ∈ startedby} ⊂ parent
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• finishedbysubact ∶= {(ai, aj) ∶ (ai, aj) ∈ finishedby} ⊂ parent
• startsparact ∶= {(ai, aj) ∶ (ai, aj) ∈ starts} ⊂ subact
• finishesparact ∶= {(ai, aj) ∶ (ai, aj) ∈ finishes} ⊂ subact

Sequential activities group together a sequence of subactivities that follow a strictly sequential
execution, i.e., a subactivity is started immediately after the previous subactivity finishes. Sequential
activities have unique starting and finishing subactivities.

Definition 4.16 (Sequential Activity) The set SA = {ai ∶ comp(ai) = seq} ⊆ CA denotes
the composite activities that consists of further subactivities in a strictly sequential order. Let
[a1, a2, ..., an] denote the sequence of subactivities for the sequential activity sa ∈ SA, where
ai ∈ A. The following relations must hold:

• The first subactivity starts its parent activity, i.e., (a1, sa) ∈ startsparact (thus (sa, a1) ∈
startedbysubact).

• The subactivities follow each other sequentially, i.e., ∀i = 1, ..., n − 1 ∶ (ai, ai+1) ∈ meets
(thus ∀i = 2, ..., n ∶ (ai+1, ai) ∈metby).

• The last subactivity finishes its parent activity, i.e., (an, sa) ∈ finishesparact (thus
(sa, an) ∈ finishedbysubact).

Parallel activities group together subactivities that are executed in parallel, i.e., independently of
each other.

Definition 4.17 (Parallel Activity) The set PA = {ai ∶ comp(ai) = par} ⊆ CA denotes the
composite activities that consists of further subactivities executed in parallel.

Parallel activities have an associated synchronization/join label that models the condition when
the parallel activity is deemed finished:

• all subactivities must terminate to deem the parent activity finished (traditional synchroniza-
tion semantic of parallel tasks);

• or the termination of any subactivity terminates its parent (typical synchronization semantic
for replicated task execution for redundancy).

The labeling could be extended with additional, more complex synchronization semantic, e.g., the
majority of subactivities must terminate.

Definition 4.18 (Synchronization Labeling) The set SYNC = {any,all} contains the
labels denoting the possible synchronization semantics of parallel activities. The function
syncsem ∶ PA↦ SYNC associates a label ssi ∈ SYNC with a parallel activity ai ∈ PA.

Alternating activities are decomposed into a set of subactivities without additional temporal re-
lations between the subactivities. Such a modelling approach is useful in cases when the control flow
of subactivities is irrelevant. Alternating activities are a tool of abstraction for concentrating only on
the ”weight” (i.e., duration) of subactivities, and not on their exact flow/scheduling.

A typical use case is the modeling of in-process execution times and database access times of
a task, disregarding execution semantics among the subactivities. Modeling the exact activity flow
of computation and database access can be cumbersome for some use cases. Moreover, it may be
sufficient during performance analysis to consider only the time/duration spent with each processing
type instead of focusing on their exact, possibly rapidly alternating order.
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Definition 4.19 (Alternating Activity) The set T A = {ai ∶ comp(ai) = alt} ⊆ CA denotes
the composite activities that consists of further subactivities with unspecified execution seman-
tics, i.e., temporal constraints are not specified between the subactivities.

4.2 Automated assessment of system observability

Activities, their related events, and the timestamps associated with the events provide the theoretical
foundation of describing the behavior of the system. However, performance measurement, monitor-
ing, and measurement data analysis requires the system state to be observable to a degree. Observ-
ability is achieved by instrumenting the measured object with sensors that provide information about
the system state during its operation.

Accordingly, the design and evaluation of sensor instrumentation (and thus system observability)
is crucial for performance measurement data analysis to yield detailed (e.g., bottleneck or diagnostic)
results. This section present the sensor metamodel part (Fig. 4.6) of the framework kernel that will
serve as the foundation for automated instrumentation design and observability assessment.

Figure 4.6: The sensor metamodel.

4.2.1 The sensor metamodel

The goal of sensors is to expose the state of system elements for observation. In general, a sensor
provides some kind of information about a measurement element of the measured object. Sensor-
provided data are just approximations of the theoretical state of the system, i.e., sensors introduce
measurement errors due to the non-zero latency of information transfer and the complexity of the
measured object. The target elements of sensors can be various measurement element types of the
system, e.g., the activities, the services, or the resources.

Definition 4.20 (Sensor) The set SEN ∶= {seni} denotes the sensors of the instrumented
measured object. The relation sens ∶= {(mei , senj ) ∶ mei ∈ME ∧ senj ∈ SEN} ⊆ME × SEN
associates measurement elementsmei ∈ME with sensors senj ∈ SEN that can provide various
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information about the measurement element. In general, the function val ∶ SEN ↦ U associates
an arbitrary measured value vi ∈ U with each sensor seni ∈ SEN .

The presented metamodel only details the sensor types that provide temporal information about
the activities executed by the system. Such sensors observe and report on the occurrence of the events
that determine the temporal extent of activities. Accordingly, the values provided by temporal sensors
are approximations of the event timestamps corresponding to the measured activities.

Definition 4.21 (Temporal activity sensor) The set T AS ∶= {tasi} ⊂ SEN denotes the sub-
set of sensors that provide temporal/timing information about the activities of the measured
object. Correspondingly, the sens relation is also refined as sens ∶= {(ai , tasj) ∶ ai ∈ A ∧ tasj ∈
T AS} ⊆ A × T AS . Furthermore, the function val ∶ T AS ↦ N0 associates a measured value
vi ∈ N0 with each temporal activity sensor tasi ∈ T AS .

Temporal sensors (or sensors, in general) can be categorized into two groups: direct and indirect
sensors. The name of their categories designate how they obtain their provided values about measure-
ment elements. Direct sensors provide measurement values by directly observing the measurement
element. Indirect sensors, on the other hand, do not directly observe a measurement element, but
rather derive/calculate the measured value utilizing other (direct or indirect) sensor values.

4.2.1.1 Sensors for measuring activity start times

A subset of temporal sensors is responsible for measuring the start time tsstart(ai) of activities ai ∈ A.

Definition 4.22 (Start time sensor) The set SS ∶= {sseni} ⊂ T AS denotes the sensors of the
measured object that provide temporal data about the start time of activities.

Direct start time sensors are part of the SUT instrumentation to measure the start time tsstart(ai)
of activities ai ∈ A.

Definition 4.23 (Direct start time sensor) The set DSS ∶= {dssi} ⊂ SS denotes the direct
start time sensors of the measured object, i.e., that directly measure the start time of activities
in the measured object (e.g., in the form of logging activity timestamps).

Indirect start time sensors calculate the start time tsstart(ai) of activities ai ∈ A based on other
sensor values, rather than directly observing it.

Definition 4.24 (Indirect start time sensor) The set ISS ∶= {issi} ⊂ SS denotes the in-
direct start time sensors of the measured object, i.e., that indirectly measure the start time of
activities in the measured object (e.g., by deriving them from other sensor observations).

4.2.1.2 Sensors for measuring activity end times

A subset of temporal sensors is responsible for measuring the end time tsend(ai) of activities ai ∈ A.

Definition 4.25 (End time sensor) The set ES ∶= {eseni} ⊂ T AS denotes the sensors of the
measured object that provide temporal data about the end time of activities.

Direct end time sensors are part of the SUT instrumentation to measure the end time tsend(ai) of
activities ai ∈ A.
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Definition 4.26 (Direct end time sensor) The set DES ∶= {desi} ⊂ ES denotes the direct
end time sensors of the measured object, i.e., that directly measure the end time of activities in
the measured object (e.g., in the form of logging activity timestamps).

Indirect end time sensors calculate the end time tsend(ai) of activities ai ∈ A based on other
sensor values, rather than directly observing it.

Definition 4.27 (Indirect end time sensor) The set IES ∶= {iesi} ⊂ ES denotes the indirect
end time sensors of the measured object, i.e., that indirectly measure the end time of activities
in the measured object (e.g., by deriving them from other sensor observations).

4.2.1.3 Sensors for measuring activity durations

A subset of temporal sensors is responsible for measuring the duration dur(ai) of activities ai ∈ A.

Definition 4.28 (Duration sensor) The set DS ∶= {dseni} ⊂ T AS denotes the sensors of the
measured object that provide temporal data about the duration of activities.

Direct duration sensors are part of the SUT instrumentation to measure the duration dur(ai) of
activities ai ∈ A.

Definition 4.29 (Direct duration sensor) The set DDS ∶= {ddsi} ⊂ DS denotes the direct
duration sensors of the measured object, i.e., that directly measure the duration of activities in
the measured object (e.g., in the form of logging the difference between activity timestamps).

Indirect duration sensors calculate the duration dur(ai) of activities ai ∈ A based on other sensor
values, rather than directly observing it.

Definition 4.30 (Indirect duration sensor) The set IDS ∶= {idsi} ⊂ DS denotes the indirect
duration sensors of the measured object, i.e., that indirectly measure the duration of activities
in the measured object (e.g., by deriving them from other sensor observations).

4.2.2 Observability design and assessment using CSP

The goal of the instrumentation design is to select where to place sensors in the system. Fewer sen-
sors result in lower intrusiveness, i.e., the distortion of temporal metrics due to the instrumentation.
However, the number of sensors also determine the amount of data gathered during the measure-
ment. Moreover, sensor development, data acquisition and storage has an associated cost factor. Cor-
respondingly, instrumentation design must balance the intrusiveness of sensors and the sufficient
observability of the system.

The temporal relations between system activities impose certain constraints on their associated
temporal aspects, i.e., their start time, duration, and end time. Such constraints allow the indirect
observation of temporal aspects even without directly observing them through sensors. Accordingly,
defining a constraint network between the temporal aspects of activities as a CSP enables:

1. The search for an instrumentation design (as a solution of the CSP) that ensures the proper
observability of the system while using as few sensors as possible.

2. The assessment of already implemented solutions to determine the extent and granularity of
observability (i.e., which activities are observable) based on its current sensor placement.
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Let the temporal aspects of system activities define the variables of the CSP. Each activity will
result in three CSP variable, corresponding to its start time, duration and end time. Accordingly, the
set of CSP variables is S ∶= {si} = ⋃ai∈A{s

s
ai , s

d
ai , s

e
ai}. The domain of each variable denotes the

status of its observability, i.e., Di ∶= {DO, IO,UO} for every si ∈ S CSP variable, denoting directly
observable (DO), indirectly observable (IO), and unobservable (UO) temporal aspects, respectively.

Let us define OBS ∈ Di for the potentially observable si ∈ S variables as a utility domain value
(for the sake of readability) that denotes that the temporal aspect corresponding to si is either directly
or indirectly observable, i.e., si = OBS ⇐⇒ (si =DO ∨ si = IO).

The basic causality constraint between the three aspects of an activity ai ∈ A (i.e., tsstart(ai) +
dur(ai) = tsend(ai)) yields the following constraints of the CSP that expresses the fact that knowing
two out of the set formed by the start and end times, and the duration, respectively, the remaining one
can be deduced. Note, that currentlywe do not deal with the problem of erroneous values (for instance,
violating causality constraints if the start time is greater than the end time), only the existence of the
values is considered.

1. If the start time and the duration of an activity is somehow observable, then its end time is
indirectly observable (unless already directly observed), i.e., define C1

ai ∶= (s
s
ai = OBS ∧ sdai =

OBS ∧ seai ≠DO)⇒ seai = IO for every ai ∈ A.
2. If the end time and the duration of an activity is somehow observable, then its start time is

indirectly observable (unless already directly observed), i.e., define C2
ai ∶= (s

e
ai = OBS ∧ sdai =

OBS ∧ ssai ≠DO)⇒ ssai = IO for every ai ∈ A.
3. If the start time and the end time of an activity is somehow observable, then its duration is

indirectly observable (unless already directly observed), i.e., define C3
ai ∶= (s

s
ai = OBS ∧ seai =

OBS ∧ sdai ≠DO)⇒ sdai = IO for every ai ∈ A.
Further temporal relations between system activities yield the following constraints of the CSP,

expressing additional ways how a temporal aspect can be indirectly observable:
4. The start time of a parallel activity can be indirectly observed (if not already directly observed) if

the start times of its subactivities are observed, i.e., define C4
ai ∶= (∀s

s
ak
∶ (ak, ai) ∈ subact, ai ∈

PA, ssak = OBS ∧ ssai ≠DO)⇒ ssai = IO.
5. The start time of the first subactivity of a sequence of activity can be indirectly observed (if

not already directly observed) if the start time of its parent activity can be observed, i.e., define
C5
ai ∶= (∃s

s
ak
∶ (ai, ak) ∈ starts, ak ∈ SA, s

s
ak
= OBS ∧ ssai ≠DO)⇒ ssai = IO.

6. The start time of a sequential activity can be indirectly observed (if not already directly ob-
served) if the start time of its first subactivity can be observed, i.e., define C6

ai ∶= (∃s
s
ak
∶

(ak, ai) ∈ starts, ai ∈ SA, s
s
ak
= OBS ∧ ssai ≠DO)⇒ ssai = IO.

7. The start time of an activity can be indirectly observed (if not already directly observed) if the
end time of its predecessor activity is observed, i.e., defineC7

ai ∶= (∃s
s
ak
∶ (ak, ai) ∈meets, seak =

OBS ∧ ssai ≠DO)⇒ ssai = IO.
8. The start time of an activity can be indirectly observed (if not already directly observed) if

the start time of its parallel parent activity is observed, i.e., define C8
ai ∶= (∃s

s
ak
∶ (ai, ak) ∈

subact, ak ∈ PA, s
s
ak
= OBS ∧ ssai ≠DO)⇒ ssai = IO.

9. The duration of an activity can be indirectly observed (if not already directly observed) if the
duration of its alternating parent activity and the durations of its sibling activities are observed,
i.e., defineC9

ai ∶= (∃s
d
ak
∶ (ai, ak) ∈ subact, ak ∈ T A, s

d
ak
= OBS∧∀sdal ∶ (ai, al) ∈ sibling, s

d
al
=

OBS ∧ sdai ≠DO)⇒ sdai = IO.
10. The duration of an alternating activity can be indirectly observed (if not already directly ob-

served) if the duration of its subactivities are observed, i.e., define C10
ai ∶= (∀s

d
ak
∶ (ak, ai) ∈
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subact, ai ∈ T A, s
d
ak
= OBS ∧ sdai ≠DO)⇒ sdai = IO.

11. The duration of an activity can be indirectly observed (if not already directly observed) if the
duration of its sequential parent activity and the durations of its sibling activities are observed,
i.e., defineC11

ai ∶= (∃s
d
ak
∶ (ai, ak) ∈ subact, ak ∈ SA, s

d
ak
= OBS∧∀sdal ∶ (ai, al) ∈ sibling, s

d
al
=

OBS ∧ sdai ≠DO)⇒ sdai = IO.
12. The duration of a sequential activity can be indirectly observed (if not already directly observed)

if the duration of its subactivities are observed, i.e., define C12
ai ∶= (∀s

d
ak
∶ (ak, ai) ∈ subact, ai ∈

SA, sdak = OBS ∧ sdai ≠DO)⇒ sdai = IO.
13. The end time of the last subactivity of a sequence of activity can be indirectly observed (if

not already directly observed) if the end time of its parent activity can be observed, i.e., define
C13
ai ∶= (∃s

e
ak
∶ (ai, ak) ∈ finishes, ak ∈ SA, s

e
ak
= OBS ∧ seai ≠DO)⇒ seai = IO.

14. The end time of a sequential activity can be indirectly observed (if not already directly observed)
if the end time of its last subactivity can be observed, i.e., define C14

ai ∶= (∃s
e
ak
∶ (ak, ai) ∈

finishes, ai ∈ SA, s
e
ak
= OBS ∧ seai ≠DO)⇒ seai = IO.

15. The end time of an activity can be indirectly observed (if not already directly observed) if the
start time of its successor activity is observed, i.e., define C15

ai ∶= (∃s
s
ak
∶ (ai, ak) ∈meets, ssak =

OBS ∧ seai ≠DO)⇒ seai = IO.
16. The end time of a parallel activity can be indirectly observed (if not already directly observed) if

the end times of its subactivities are observed, i.e., define C16
ai ∶= (∀s

e
ak
∶ (ak, ai) ∈ subact, ai ∈

PA, seak = OBS ∧ seai ≠DO)⇒ seai = IO.
If the system already contains sensors that directly observe certain temporal aspects, then the

following constraints must also be added to the CSP:
17. Cs

ai ∶= (s
s
ai = DO) for all ai ∈ A, if the start time of activity ai is directly observed by an

existing sensor.
18. Cd

ai ∶= (s
d
ai =DO) for all ai ∈ A, if the duration of activity ai is directly observed by an existing

sensor.
19. Ce

ai ∶= (s
e
ai =DO) for all ai ∈ A, if the end time of activity ai is directly observed by an existing

sensor.
The above constraint set binds the values for the corresponding CSP variables, thus narrowing

the potential solution space of the CSP to those that conform to the already existing sensor place-
ment. The CSP will probably yield multiple solutions (i.e., sensor placements) that satisfy the above
constraints. The instrumentation designer can select the solution that ensures observability for all
temporal aspects (i.e., si = OBS,∀si ∈ S) while minimizing the number of direct sensors (i.e., where
si =DO).

The selected solution of the CSP defines the required direct sensors of the system:
• If ssai =DO, then instrument the system with a direct start time sensor dssai for activity ai.
• If seai =DO, then instrument the system with a direct end time sensor desai for activity ai.
• If sdai =DO, then instrument the system with a direct duration sensor ddsai for activity ai.

4.2.3 Deriving indirect sensors

The definition (and implementation) of direct temporal sensors enables the derivation of further, in-
direct temporal sensors. The selected CSP solution in the previous section only states which temporal
aspects are observable given a set of direct temporal sensors. This section presents the rules for defin-
ing indirect temporal sensors, including how their calculated value is derived based on the available
direct sensors.

67



4. Combined Behavior and Observability Modelling of DLTs

The observability CSP utilized the temporal activity relations to argue about the direct or indirect
observability of the temporal aspects of activities. Note, that even though multiple constraints can
cause a temporal aspect to be indirectly observable, only one CSP variable was defined for each tem-
poral aspect. However, the definition of indirect sensors must account for the cases where multiple
satisfied constraints can enable the calculation of derived sensor values.

Accordingly, an indirect sensor must be defined for each of the following matching criteria:
1. The start time of an activity can be calculated if its end time and duration are observed, i.e.,

the corresponding indirect start time sensors can be defined as ISS1 ∶= {(ai, iss
1
j) ∶ ∃dsenk ∈

DS, (ai, dsenk) ∈ sens ∧ ∃esenl ∈ ES, (ai, esenl) ∈ sens}. The corresponding measurement
value functions for the derived sensors are defined as val(iss1j) ∶= val(esenl) − val(dsenk).

2. The duration of an activity can be calculated if its start and end times are observed, i.e., the
corresponding indirect duration sensors can be defined as IDS2 ∶= {(ai, ids

2
j) ∶ ∃ssenk ∈

SS, (ai, ssenk) ∈ sens ∧ ∃esenl ∈ ES, (ai, esenl) ∈ sens}. The corresponding measurement
value functions for the derived sensors are defined as val(ids2j) ∶= val(esenl) − val(ssenk).

3. The end time of an activity can be calculated if its start time and duration are observed, i.e.,
the corresponding indirect end time sensors can be defined as IES3 ∶= {(ai, ies

3
j) ∶ ∃ssenk ∈

SS, (ai, ssenk) ∈ sens ∧ ∃dsenl ∈ DDS, (ai, dsenl) ∈ sens}. The corresponding measurement
value functions for the derived sensors are defined as val(ies3j) ∶= val(ssenk) + val(dsenl).

4. The start time of a parallel activity can be calculated if the start times of its subactivities are ob-
served, i.e., the corresponding indirect start time sensors can be defined as ISS4 ∶= {(ai, iss

4
j) ∶

ai ∈ PA ∧ ∀ak ∈ A ∶ (ak, ai) ∈ subact ⇒ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens}. The cor-
responding measurement value functions for the derived sensors are defined as val(iss4j) ∶=
min∀ssenl

(val(ssenl)).
5. The start time of the first subactivity of a sequence of activity can be calculated from the start

time of its parent activity, i.e., the corresponding indirect start time sensors can be defined as
ISS5 ∶= {(ai, iss

5
j) ∶ ai ∈ A ∧ ∃ak ∶ (ai, ak) ∈ starts ∧ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens}. The

corresponding measurement value functions for the derived sensors are defined as val(iss5j) ∶=
val(ssenl).

6. The start time of a sequential activity can be calculated from the start time of its first subactivity,
i.e., the corresponding indirect start time sensors can be defined as ISS6 ∶= {(ai, iss

6
j) ∶ ai ∈

SA ∧ ∃ak ∈ A ∶ (ai, ak) ∈ startedBy ∧ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens}. The corresponding
measurement value functions for the derived sensors are defined as val(iss6j) ∶= val(ssenl).

7. The start time of an activity can be calculated from the end time of its predecessor activity, i.e.,
the corresponding indirect start time sensors can be defined as ISS7 ∶= {(ai, iss

7
j) ∶ ai ∈ A ∧

∃ak ∶ (ak, ai) ∈ meets ∧ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens}. The corresponding measurement
value functions for the derived sensors are defined as val(iss7j) ∶= val(esenl).

8. The start time of an activity can be calculated from the start time of its parallel parent activity,
i.e., the corresponding indirect start time sensors can be defined as ISS8 ∶= {(ai, iss

8
j) ∶ ai ∈

A ∧ ∃ak ∈ PA ∶ (ai, ak) ∈ subact ∧ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens}. The corresponding
measurement value functions for the derived sensors are defined as val(iss8j) ∶= val(ssenl).

9. The duration of an activity can be calculated from the duration of its alternating parent activity
and the durations of its sibling activities, i.e., the corresponding indirect duration sensors can
be defined as IDS9 ∶= {(ai, ids

9
j) ∶ ai ∈ A ∧ ∃ak ∈ T A ∶ (ai, ak) ∈ subact ∧ ∃dsenl ∈ DS ∶

(ak, dsenl) ∈ sens∧∀am ∈ A ∶ (ai, am) ∈ sibling⇒ ∃dsenn ∈ DS ∶ (am, dsenn) ∈ sens}. The
corresponding measurement value functions for the derived sensors are defined as val(ids9j) ∶=
val(dsenl) −∑dsenn

val(dsenn).
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10. The duration of an alternating activity can be calculated from the duration of its subactivi-
ties, i.e., the corresponding indirect duration sensors can be defined as IDS10 ∶= {(ai, ids

10
j ) ∶

ai ∈ T A ∧ ∀ak ∈ A ∶ (ak, ai) ∈ subact ⇒ ∃dsenl ∈ DS ∶ (ak, dsenl) ∈ sens}. The corre-
sponding measurement value functions for the derived sensors are defined as val(ids10j ) ∶=
∑dsenl

val(dsenl).
11. The duration of an activity can be calculated from the duration of its sequential parent activity

and the durations of its sibling activities, i.e., the corresponding indirect duration sensors can
be defined as IDS11 ∶= {(ai, ids

11
j ) ∶ ai ∈ A ∧ ∃ak ∈ SA ∶ (ai, ak) ∈ subact ∧ ∃dsenl ∈

DS ∶ (ak, dsenl) ∈ sens ∧ ∀am ∈ A ∶ (ai, am) ∈ sibling ⇒ ∃dsenn ∈ DS ∶ (am, dsenn) ∈

sens}. The corresponding measurement value functions for the derived sensors are defined as
val(ids11j ) ∶= val(dsenl) −∑dsenn

val(dsenn).
12. The duration of a sequential activity can be calculated from the duration of its subactivities,

i.e., the corresponding indirect duration sensors can be defined as IDS12 ∶= {(ai, ids
12
j ) ∶

ai ∈ SA ∧ ∀ak ∈ A ∶ (ak, ai) ∈ subact ⇒ ∃dsenl ∈ DS ∶ (ak, dsenl) ∈ sens}. The corre-
sponding measurement value functions for the derived sensors are defined as val(ids12j ) ∶=
∑dsenl

val(dsenl).
13. The end time of the last subactivity of a sequence of activities can be calculated from the end

time of its parent activity, i.e., the corresponding indirect end time sensors can be defined as
IES13 ∶= {(ai, ies

13
j ) ∶ ai ∈ A ∧ ∃ak ∶ (ai, ak) ∈ finishes ∧ ∃esenl ∈ ES ∶ (ak, esenl) ∈

sens}. The corresponding measurement value functions for the derived sensors are defined as
val(ies13j ) ∶= val(esenl).

14. The end time of a sequential activity can be calculated from the end time of its last subactivity,
i.e., the corresponding indirect end time sensors can be defined as IES14 ∶= {(ai, ies

14
j ) ∶ ai ∈

SA ∧ ∃ak ∈ A ∶ (ai, ak) ∈ finishedby ∧ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens}. The corresponding
measurement value functions for the derived sensors are defined as val(ies14j ) ∶= val(esenl).

15. The end time of an activity can be calculated from the start time of its successor activity, i.e., the
corresponding indirect end time sensors can be defined as IES15 ∶= {(ai, ies

15
j ) ∶ ai ∈ A∧∃ak ∶

(ak, ai) ∈ metby ∧ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens}. The corresponding measurement value
functions for the derived sensors are defined as val(ies15j ) ∶= val(ssenl).

16. The end time of a parallel activity with all synchronization semantic can be calculated from
the end time of its longest subactivity, i.e., the corresponding indirect end time sensors can be
defined as IES16 ∶= {(ai, ies

16
j ) ∶ ai ∈ PA∧syncsem(ai) = all∧∀ak ∈ A ∶ (ak, ai) ∈ subact⇒

∃esenl ∈ ES ∶ (ak, esenl) ∈ sens}. The corresponding measurement value functions for the
derived sensors are defined as val(ies16j ) ∶=maxesenl

val(esenl).
17. The end time of a parallel activity with any synchronization semantic can be calculated from

the end time of its longest subactivity, i.e., the corresponding indirect end time sensors can
be defined as IES17 ∶= {(ai, ies

17
j ) ∶ ai ∈ PA ∧ syncsem(ai) = any ∧ ∀ak ∈ A ∶ (ak, ai) ∈

subact⇒ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens}. The corresponding measurement value functions
for the derived sensors are defined as val(ies17j ) ∶=minesenl

val(esenl).

4.3 Compositional modelling of service-oriented systems and user
behavior

The knowledge about the complete (explicit and implicit) observability and behavior of the system
will provide a strong formal foundation for the systematic validation and analysis of measurement
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data in later steps of the high-level evaluation workflow (Fig. 3.1). The proposed sub-process of the
activity and observability modelling task in the high-level workflow is depicted in Fig. 4.7.

System 

Activities 

Modeling

System 

Observability 

Modeling

Observability 

Inference

Bridge with 

Additional 

Models

Figure 4.7: The system modelling workflow when employing the proposed metamodel.

Once the activity model is complete, the next step is modeling which activity temporal aspects
(beginning, duration, and/or end) are measured directly in the system (i.e., modeling the placement of
sensors and instrumentation) using the direct temporal sensor concepts. Given a partially observable
activity model, further indirect temporal sensors can be defined using the construction rules of the
previous section.

The measured object also includes the workload of the system, beside the SUT and its deployment
environment. Accordingly, capturing user behavior and coupling it with system activities duringmod-
elling ensures a complete view of the measured object.

Users of the framework can (component-wise) build their own platform and workload models
while relying on common metamodel elements and vocabulary (Fig. 4.8). Then, a separate model
component can provide the mapping and integration between the activity and workload model.

The proposed approach was evaluated by modelling the execution of the TPC-C performance
benchmark on the v1 release version of Hyperledger Fabric. The modelling followed a compositional
approach. One model fragment contained the TPC-C user activities in the form of a simple customer
behavior model graph (CBMG), also including their temporal relation and explicit observability. A
second model fragment contained the detailed Fabric consensus activity model, also with temporal
relations and observability information. A third, bridging model mapped the necessary concepts of
the first two models, resulting in a ”TPC-C on Fabric” unified measured object model.
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Figure 4.8: Typical structure of system and component models building on the metamodel [KP22].

Finally, the indirect temporal sensors of the system were constructed (based on the presence of
direct temporal sensors in the system), yielding a detailed and completely observable transaction time-
line. The resulting observability knowledge-base played a crucial role in the systematic measurement
data validation and analysis steps of the evaluation workflow.
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4.3.1 Modeling the TPC-C benchmark

Performance benchmarks serve as platform-agnostic workload specifications representative for a
given domain, facilitating the comparison of different backend platform implementations under re-
producible conditions. The benchmark plays the role of a platform-independent model (PIM) in MDE
terminology, while the emulated clients and database engine make it platform-specific. The section
introduces a compositional model of the TPC-Cworkload executed on HLF, using the presented meta-
model concepts as case study.

TPC-C is a mature online transaction processing (OLTP) benchmark inspired by the typical activ-
ities of a wholesale supplier. TPC-C uses a mix of five transaction types – with varying complexity –
to be executed against a rich database schema (HLF in the case study).

The execution of a TPC-C transaction by an emulated client has the following, strictly sequen-
tial composition of steps: (1) the client selects a transaction type (Menu selection); (2) then fills
the required inputs for the request (Fill inputs); (3) then the database engine executes the trans-
action (Execute TX); (4) and finally the client takes some time to think about the next transaction
(Think time) before starting the next cycle. The model of this client cycle plays the role of the work-
load model in Fig. 4.8.

Menu selection (:AA) Fill inputs (:AA) Execute TX Think time (:AA)

Read-only Tx Read-write  TX

Delivery New orderOrder status PaymentStock level

TPC-C User Cycle (:SA)
startedBy finishedBymeets meets meets

Figure 4.9: TPC-C transaction execution scheduling [KP22].

Accordingly, the activity model (Fig. 4.9) declares a top-level/root sequential activity, having four
subactivities. The Menu selection, Fill inputs, and Think time subactivities are atomic activities
that simply emulate user behavior through artificial delays with specified distributions.

The exact composition of theExecute TX activity is specific to the database engine, thus its type
is unspecified at this step of the modelling workflow. The exact type binding is the task of a platform-
workload bridging model that maps the platform request execution activities to the Execute TX
activity.

The TPC-C transaction types are further refined based on whether they are read-only, or read-
write requests, making the bridging easier to platformmodels that differentiate between the execution
of the two categories (like Hyperledger Fabric does).

4.3.2 Modeling the Hyperledger Fabric consensus

During the benchmark measurement, a HLF network served as the ”database engine.” The novelty of
HLF is its execute-order-validate style consensus mechanism, breaking with the traditional order first
approaches [And+18]. However, its performance characterization is still incomplete. The case study
models the detailed HLF consensus mechanism, enriched with client-side observations provided by
the Hyperledger Caliper workload generator.
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Awaiting Endorsement (:FA) Awaiting Ordering and Validation (:SA)

Transaction Processing (:SA)
startedBy finishedBymeets

Block inclusion (:AA) Awaiting Validation (:FA)

meetsstartedBy finishedBy

Endorsement (:SA)

hasSubactivity

Block Validation (:SA)

hasSubactivity

Figure 4.10: High-level steps of the HLF consensus [KP22].

The concepts and consensus steps of HLF are detailed in [And+18] or in the official documenta-
tion.4 The section focuses only on the composition of activities (and not on their technical descrip-
tions) to demonstrate that deep technical knowledge is not required during the guided performance
analysis tasks. Note that creating the model, however, requires some familiarity with the modeled
platform, but ideally it is the responsibility of the designers or platform experts to create such a
model.

Figure 4.10 details the high-level, sequential steps of the HLF transaction life-cycle. The model
plays the role of the platform component in Fig. 4.8.

Clients first assemble and send a transaction proposal to one or multiple peers for parallel simu-
lation/endorsement and wait for all results (Awaiting Endorsement activity) to arrive, modeled by an
associated all synchronization semantic. Once the results are available, the client then sends them to
the ordering service and waits for a notification from the network that the transaction was success-
fully committed or not (Awaiting Ordering and Validation activity).

The ordering and validation phase is modelled by two consecutive subactivities: Block inclusion
and the client Awaiting Validation from any peer (denoted by a any synchronization semantic). It is
important to note that theAwaiting Validation activity is not a dedicated, explicitly observable activity
of the client. It is artificially introduced for convenience to separate the ordering and the validation
steps for detailed analysis. This choice demonstrates that the activity model is constructed in a way
to facilitate detailed performance analysis, rather than be a completely faithful representation of the
platform regarding its service protocol.

The endorsement activity (Fig. 4.11) consists of the peer receiving the proposal, calling the re-
quired chaincode, then returning the result to the client. On the platform level, the Chaincode Call
activity type is not specified to enable refinement by different use cases, detailed in the next section.

The block validation and commit process of peers is modelled by a hierarchy of activity sequences
(Fig. 4.12). The validation begins by the ordering service delivering the new block to the peer (Getting
Block). Then the peer checks the block payload and fetches any private data (a privacy feature of HLF)
required for further validation (Check Payload and Fetch pvt. data activities).

The State validation and commit step is refined into further subactivities. First, the state modifi-
cations of transactions are validated (State validation). Then the raw block content is committed to
the blockchain storage (Block Commit). Next the state modification of valid transactions are commit-
ted to the world state database (State Commit). Finally, the history database is updated with the data
accesses of committed transactions (History Commit).

4https://hyperledger-fabric.readthedocs.io/en/release-1.4/txflow.html (Accessed: 2022-06-21)
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Receiving Proposal (:AA) Sending result (:AA)

Endorsement (:SA)
startedBy finishedBymeets

Chaincode Call

meets

Receiving Call (:AA) Returning result (:AA)

startedBy meets

Chaincode Execution (:TA)
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Figure 4.11: Steps of the endorsement activity [KP22].
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Figure 4.12: Steps of the validation and commit activity [KP22].

Finally, the peer purges stale private data and sends a notification about the block commit to
subscribed clients. Once a client receives a notification about a block/transaction, the transaction
life-cycle is considered complete.

4.3.3 TPC-C and HLF bridge model

The case study contains a final model component that maps/bridges the TPC-C and HLF concepts,
achieving the ”TPC-C on HLF” model. The mapping plays the role of the platform-workload bridge
component in Fig. 4.8.

On the one hand, the TPC-C case study chaincodewas instrumented tomeasure the raw execution
time of the chaincode. This allows the observation of peer-chaincode communication activities and
differentiate between in-process execution and ledger access times (lower part of Fig. 4.11). The exact
control flow of the chaincode is not modelled, alternating activities are used instead to focus only on
the duration of subactivities, and not on their order.

On the other hand, the bridge also refines the Execute TX class of the TPC-C model. Due to the
Read-only TX and Read-write TX concept hierarchy, the following refinements can sufficiently capture
the fact that the TPC-C workload is executed on HLF: i) Read-write TX ⊂ Transaction Processing and ii)
Read-only TX ⊂ Query Processing (which is a simplified version of transaction processing, containing
only the endorsement activity hierarchy, without further ordering or validation).
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4.3.4 Reusing traditional user behavior specifications

The increasing maturity of DLTs also affects the evolution of traditional e-commerce, beside creating
completely new market segments. Previous centralized solutions started incorporating DLTs as sup-
porting subservices, i.e., they underwent the process of (partial) ”blockchainification” (discussed in
detail in Sections 5.2 and 5.4.2).

The development of business- and/or safety-critical solutions heavily depend on (semi-)formal
specifications – often required by government regulations. Business process and statechart models are
popular formal specification formalisms in the domains of e-commerce and cyber-physical systems
(CPS), respectively. On the one hand, the elements of such models define the possible states of system
operation. On the other hand, the same elements also impose constraints on how a user can interact
with the solution, i.e., they constitute a user behavior specification.

Let us consider the use case of entry management into a secure facility (examined in detail in
Section 5.4.2) that (maybe only partially) leverages a DLT solution underneath. A facility personnel
must first request access from two administrative personnel to enter the secure room. The door of
the secure room only opens once all administrative personnel approve the entry request. Then the
facility personnel enters the room, confirms the entry, and closes the door. Such a behavior can be
modelled using, for example, the statechart formalism (Fig. 4.14).

Figure 4.13: The statechart model of a door for accessing a secure facility (actions and guards omitted
for clarity) [Gar+18].

Such a statechart model encodes multiple behavioral aspects:
• It specifies the different states of the secure door and defines the valid state transitions, their
triggers, and their requirements/pre-conditions (omitted in Fig. 4.13). Such a behavior interpre-
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tation can serve as the basis for smart contract code generation, resulting in an implementation
that automatically enforces the requirements of state transitions.

• However, the model also encodes the required user behavior in order to open the door and enter
the secure room.

A smart contract would use the states of the model as the main support to implement the required
authorization of interactions. This means that most authorization-related code fragment would prob-
ably start with checking the current state of the door to decide whether the received request (i.e.,
trigger) is permitted.

Considering the triggers of the model as the main support, however, yields yet another interpre-
tation of the model. The triggers of the model correspond to the actions taken by the user trying to
access the secure room. Between the user interface (e.g., a smart card reader) and the smart contract
implementation (deployed on some DLT platform), these user actions map to corresponding activities
executed by some system service (e.g., the DLT platform itself, or some other middleware service).

Correspondingly, the triggers of the model (and their allowed order) can aid the construction of
system activity models that build on the proposed modelling kernel. Figure 4.14 depicts how the high-
level activity of a user entering the secure room can be modelled using the kernel elements. The root
EnterSecureRoom activity is a sequential activity consisting of five subactivities, corresponding
to the modelled protocol. The AwaitApprovals activity is introduced as a parallel activity with an
all synchronization semantic, denoting that both administrative personnel must approve the request
before the door can be opened (i.e., the next OpenDoor activity started).

It is important to note the followings:
• The used activity relations (meets, startedby) encode strict temporal constraints among the
related activities. Since the activity model specifies a human-service interaction, the seemingly
atomic activities should be refined to account for the general think time of the users (similarly
to the TPC-C user cycle in Section 4.3).

• The other reason for leaving some activity types unspecified in Fig. 4.14 is that including
platform-specific execution semantics (e.g., the Hyperledger Fabric consensus process) is not
the responsibility of this model. An additional platform-workload model component should
bridge the logical activities of the user with the employed platform-specific solutions. Corre-
spondingly, the bridging model will define which part of the protocol will be supported by a
DLT platform, or perhaps by other off-chain services (i.e., not managed the DLT platform).

Request Access Await Approvals (:PA) Open Door Confirm Entry

Enter Secure Room (:SA)
startedBy finishedBymeets meets meets

Admin#1 Approval

Admin#2 Approval

startedBy

startedBy

Close Door

Figure 4.14: The composite activity model of a personnel entering the secure room.

In conclusion, existing behavior models can be translated to the model elements of the proposed
kernel to ensure activity model conformance to the possibly formally verified system design. The
automation of such a translation, however, is the subject of future research.
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4.4 Discussion: Activity modelling practices

System activities are usually observed through individual events (e.g., logs, notifications) or sensors.
An important requirement of activity modeling – relating to performance analysis – is to allow the
systematic reconstruction of detailed timelines from the available partial observations, facilitating
data analysis. Furthermore, having well-defined modeling semantics and building blocks allow the
assessment of a wide range of systems.

Our experience with EDA and bottleneck identification outlined the following requirements for
model-based support:

• formal modeling of complex activity hierarchies and relations;
• explicit modeling of system observability (i.e., sensor placement);
• systematic derivation of additional temporal knowledge;
• extensibility for incorporating further service/infrastructure models;
• composability and reusability of different activity models.
Similar approaches exist in the domain of business process analysis using online analytical pro-

cessing (OLAP) [Abe+15; NAS12; NN10; PMA12]. However, our approach has to comply with the
additional requirements of technical metrology, like allowing the performance evaluation of general
system activities despite limited observability of tasks, and facilitation of the adaptation of metrology
principles.

Modeling the execution of activities also has a long tradition in software development, both as
design phase artifacts for validation, and as inputs to automated task orchestration systems. Business
process models (building on the BPMN5 standard) or activity diagrams in UML6 or SysML7 are prime
examples of high-level activity modeling languages.

Such visual languages facilitate the modeling of activity control flows, imposing certain temporal
constraints (e.g., activity A must be executed before activity B). However, the enforcement of such
constraints must be validated during analysis time or runtime. Such validation necessitates the de-
tailed observation of activities to allow rigorous temporal constraint checks. Moreover, the available
high-level languages lack an intuitive support of modeling observability.

Additional formal approaches can also aid the design and verification of complex systems or pro-
cesses. Temporal logics – such as Temporal Logic of Actions (TLA, TLA+ [Lam94; Lam99]), Proposi-
tional Temporal Logic (PTL [Pnu81]), Interval Temporal Logic (ITL [AF94]) – enable the specification
and verification of time-dependent system behavior [BMN00]. Furthermore, different probabilistic or
stochastic process algebra approaches [HHK02] can aid the design and verification of concurrent,
distributed systems, including the communication and synchronization of their independent compo-
nents. Such process algebras include the Performance Evaluation Process Algebra (PEPA [GH94]), or
extended versions of the Communicating Sequential Processes (CSP [Low95]) language.

The above formal approaches provide an expressive power sufficient for the detailed design, ver-
ification and subsequent implementation of concurrent systems. However, their application requires
knowledgeable experts in the formal verification domain. Moreover, the intended purpose of the pre-
sented approaches is to aid the correct design and implementation process of complex systems, thus
providing more facilities than needed for validating and analyzing performance measurements of the
already implemented systems.

5https://www.omg.org/spec/BPMN/2.0/ (Accessed: 2022-06-21)
6https://www.omg.org/spec/UML/ (Accessed: 2022-06-21)
7https://www.omg.org/spec/SysML/ (Accessed: 2022-06-21)
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Accordingly, the goal of the current work is to provide a performance measurement modelling
framework kernel (with simple vocabulary and relations pertaining to system activities) that is eas-
ier to use, given a standard information technology background. The semantic (possibly automated)
mapping of the referenced formal approaches (and the corresponding, readily available formal design
models during system development) to the presented modelling framework is left as future work.

Ontology-like formal approaches also gain ground in general system modeling tasks (e.g., the up-
coming OMG SysML v2 Kernel Modeling Language8), thus our contribution relies on the primitives of
set theory (concepts and their relation), preparing for straightforward future interoperability. Knowl-
edge representation-based approaches can also aid the visual analysis of network traffic [XGH06] or
the semantic fusion of data originating from different sources [WPJ07]. Moreover, ontology-based ap-
proaches can reason about the occurrence of composite activities [Oke+12; CNW12; HNS11; Med+13;
RB11].

The referenced activity modeling works have several elements in common. They utilize Allen’s
interval algebra [All83] for describing temporal relations, allowing bridging to other similar solutions.
However, they reverse-engineer/infer the activity model based on the observation of performed ac-
tivities, similarly to process mining [Van+12]. Model mining is unavoidable in contexts where the
”schedule” of executed activities is non-deterministic or a priori unknown, such as in smart homes or
in smart warehouses [CNW12; RB11].

However, when the execution of activities must conform to a predefined specification, model
mining becomes unnecessary. The current research proposes amodel-first approach to construct com-
posite activity models, which will later provide a strong foundation for the systematic performance
evaluation and bottleneck analysis of the target system. Accordingly, the model becomes an input to
the analysis tasks, and not an output.

4.5 Summary

This section summarizes and concludes Chapter 4 by highlighting the contributions of the chapter,
presenting some of their applications, and discussing possible future works related to the contribu-
tions.

4.5.1 Contribution

The efficient application of the proposed workflow in Contribution 1 requires the collective consid-
eration of multiple aspects/views of the SUT. Contribution 2 proposed a performance measurement
modelling framework kernel to enable the unified modelling of multiple system views in order to
facilitate and guide the evaluation workflow tasks. Furthermore, the kernel allows the compositional
modelling of system and user behavior.

8https://github.com/Systems-Modeling/SysML-v2-Release (Accessed: 2022-06-21)
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Contribution 2 Various and separate approaches exist for the formal modelling of specific
aspects of general systems to support the validation and verification of desired system prop-
erties. However, such aspect-specific approaches can rarely incorporate multiple aspects of a
system, such as its behavior, allocated resources, and usage patterns. Moreover, the measure-
ment and performance data analysis of a system also requires the consideration of an additional,
important aspect (beside the collective consideration of the previous aspects), namely its ob-
servability. Such an aspect is often an afterthought even for the implementation of a system,
not to mention its incorporation into system models.
Accordingly, I proposed a kernel performance measurement metamodelling framework for the
unified, compositional modelling of the performance measurement of service-oriented system,
including system behavior, deployment, and user behavior modelling, coupled with a detailed
sensor placement aspect for evaluating the observability of the SUT.
2.1 I defined an extensible and modular metamodel kernel for the hierarchical behavior and

observability modeling of service-oriented systems.
2.2 I proposed a methodology for the automated observability assessment of composite,

service-oriented systems to facilitate the design of instrumentation and the detailed anal-
ysis of measurement data.

2.3 I proposed a unified, compositional modelling approach of service-oriented systems and
user behavior using the defined metamodel.

4.5.2 Applications

The importance of the contribution is that it allows the unified modelling of multiple aspects of the
measured object. Correspondingly, it provides (i) a thorough knowledge-base about the SUT activities,
their observability, and the SUT environment (for both resources and workloads); (ii) and a formal
foundation for later measurement data analysis tasks, such as validation, bottleneck identification or
performance issue diagnosis.

Furthermore, the application of the research results can streamline the measurement process and
the data analysis of complex service setups. The applicability of the results was evaluated through the
execution, measurement and performance analysis of the standard TPC-C performance benchmark
on the Hyperledger Fabric DLT solution.

4.5.3 Future work

While the contribution proposed a kernel for the modelling of performance measurements and the
SUT, subsequent data analysis approaches could benefit from further extensions of the kernel. Namely,
the kernel incorporates data modelling capabilities only on a high level. Extending the data modelling
capabilities of the kernel with the following practices would provide a solid foundation for stream-
lined, semi-automated data analysis tasks:

• Adding the concept of hierarchical time series to the kernel would allow the automated recon-
struction of distributed measurement data into a semantically related set of time series, based
on the relations of corresponding activities and their sensors.

• Detailed modelling of measurement element IDs would facilitate the automated correlation of
distributed activity trace data by utilizing ”foreign key-like” relations among data fragments
(based on the corresponding activities and the services that execute them).
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• Beside the activity temporal sensors, the addition of resource sensor modelling elements would
facilitate the bottleneck identification task through the resource level. This extension would
also benefit from the concept of hierarchical time series and the dependency relation among
resources.

4.5.4 Related publications

The contribution is supported by the following publications:
• [j2]: Attila Klenik and András Pataricza. Adding semantics to measurements: Ontology-guided,
systematic performance analysis. Acta Cybernetica (Accepted, under copyediting) 00(0000), 2022,
pp. 1–36. doi: 10.14232/actacyb. arXiv: 2112.11270. url: https://arxiv.org/abs/2112.11270v1.

• [c7]: Péter Garamvölgyi, Imre Kocsis, Benjámin Gehl, and Attila Klenik. Towards Model-Driven
Engineering of Smart Contracts for Cyber-Physical Systems. In: Proceedings - 48th Annual
IEEE/IFIP International Conference on Dependable Systems and NetworksWorkshops, DSN-W 2018,
pp. 134–139. Institute of Electrical and Electronics Engineers Inc., July 2018. doi: 10.1109/DSN-
W.2018.00052.
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Chapter5

Model-guided Measurement Data

Validation and Analysis

Applying the results of Contribution 2 about the unified modelling of the measured object (SUT,
environment, and workload) yields a detailed knowledge-base about the relations of measurement
data corresponding to different system activities. Such relations enable the indirect observation – i.e.,
calculation – of measurement data, beside the explicit data directly collected through instrumentation.
The calculated measurement data enables the detailed reconstruction of activity timelines, facilitating
later performance analysis tasks. However, first a rigorous data cleansing and validation preprocessing
step is required to ensure the consistency of the resulting data set.

Service-based 

Correlation and 

Validation

Indirect 

Measurement Data 

Calculation

Model and 

Measurement 

Data Validation

Performance 

Analysis Task

Figure 5.1: The proposed subworkflow for measurement data validation and analysis [KP22].

This chapter presents Contribution 3 that proposes a measurement data validation and analysis
workflow (Fig. 5.1), guided by the modelled relations of system activities and sensors, to:

1. correlate and validate the distributed measurement data;
2. derive further, directly not measured (i.e., indirect) temporal data;
3. validate the conformance of measurement data to the activity model;
4. and systematically guide the bottleneck analysis and issue diagnostic tasks.
Contribution 3 refines (Fig. 5.2) the exploratory data analysis (EDA) task of the high-level work-

flow (Fig. 3.1) dedicated to the analysis of performance measurement data. Moreover, the presented
workflow steps are facilitated by relying on the rich knowledge-base about the system that results
from the application of Contribution 2. Contribution 3 also presents a methodological comparison
of traditional centralized and DLT solution performances, using the port of an OLTP performance
macrobenchmark as basis for the comparison.

Section 5.1 details how the activity and service model of the system can guide the measurement
data correlation, calculation and validation steps. Section 5.2 evaluates the performance impact of
migrating traditionally centralized applications to DLTs (i.e., ”blockchainification”), and addresses
the lack of DLT benchmarks by systematically porting the TPC-C benchmark to Hyperledger Fabric.
Section 5.3 details how the proposed measurement modelling framework facilitates the bottleneck
identification and issue diagnosis tasks. Section 5.4 discusses related Hyperledger Fabric performance
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results and the potential issues of blockchainifying critical CPS solutions. Finally, Section 5.5 con-
cludes the chapter.
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Figure 5.2: Overview of Contribution 2 and its relation to Contribution 1.

5.1 Validation of redundant measurement data for fault tolerance

Each activity in the system activity model (from the point of view of metrology) corresponds to three
potential measurement data points: its beginning time, duration, and end time. A data point is either
explicitly measured (e.g., it is a readily available data point) or can be calculated from other data
points. However, the distributed nature of DLTs raises the following challenges:

• Measurement data is gathered from multiple components of a distributed system, thus it needs
to be reassembled (i.e., correlated) before further analyses.

• The implemented sensors of the system rarely provide complete observability out-of-the-box.
Further, indirect measurement data needs to be derived to ensure a sufficiently high granularity
input for later analysis tasks.

• Measurement errors and noises are inherent in a distributed setup. The quality of measurement
data can significantly influence the available level of support for root cause analysis of problems
by potentially violating causality with erroneous measurement data.
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The following subsections gradually address the listed challenges by following the proposedwork-
flow of Contribution 3.

5.1.1 Correlate distributed measurement data

Online services today exhibit a shift towards micro-service architectures to facilitate different De-
vOps tasks (e.g., rapid continuous delivery and deployment) and increase certain extra-functional
properties of systems (e.g., availability, maintainability, fault tolerance, scalability). Accordingly, an
end user request will traverse many services and corresponding components during processing. The
same phenomenon is inherently present in distributed, peer-to-peer systems, such as HLF.

In most cases a unique correlation/trace identifier is associated with each request to facilitate its
tracing across component boundaries. HLF, for example, associates a unique transaction identifier
(TX ID) with each client request, calculated from the client’s identity and the time the transaction
was constructed. When network components provide logs about certain transaction steps, they also
log the corresponding TX ID along with the trace data.

A prerequisite of reconstructing a detailed activity timeline of transactions is the collection and
correlation of such distributed traces. Novel observability frameworks, such as OpenTelemetry,1 may
provide means to collect traces across component boundaries. For example, services utilizing Open-
Telemetry can also send the collected traces (as metadata) along with the requests to other system
components. Even though such approaches can ”centralize” trace collection to a certain level, it is a
rather intrusive instrumentation choice, hindering adoption by existing systems (such as HLF2).

Instead, many systems opt to provide request trace data utilizing their already existing logging
capabilities. In this case, distributed transaction traces must be collected and correlated using a sep-
arate monitoring stack, which presents its own challenges (but at least it is separate from the core
system functionality).

Having a detailed activitymodel for distributed transaction processing (such as theHLF consensus
process) can facilitate the correlation and availability check of distributed activity traces. The critical
goal of this initial data cleansing and validation step is twofold:

1. It acts as an early detectionmechanism for data omission errors. Moreover, themodelled sensor-
activity-service elements and relations facilitate a clean root cause analysis process for identi-
fying the erroneous sources of missing data.

2. It ensures that the next data enriching and validation step receives all necessary inputs to prop-
erly perform the consistency checks of redundant sensor data (e.g., for the purpose of fault toler-
ance regarding observability) and the calculation of indirect measurement data. Missing sensor
data can potentially result in losing observability redundancy and fault tolerance. Correspond-
ingly, instrumentation or measurement errors can remain undetected or distort the results of
subsequent analysis tasks.

A HLF network setup usually contains the following trace sources (Fig. 5.3):
• optional end-to-end traces logged by the client (Caliper, in this case), with an associated TX ID;
• optional traces logged by chaincodes (one for each executing peer), with an associated TX ID;
• chaincode call traces logged by the peer nodes (one for each executing peer), with an associated
shortened TX ID (first 8 characters only);

• block validation and commit traces logged by the peer nodes (one for each peer), with an asso-
ciated block ID;

• and block creation traces logged by the leader orderer node, with an associated block ID.
1https://opentelemetry.io/ (Accessed: 2022-06-21)
2https://hyperledger.github.io/fabric-rfcs/text/0000-opentelemetry-tracing.html (Accessed: 2022-06-21)
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Figure 5.3: Different trace sources of a transaction [KP22].

The activity model of the HLF case study defined the measured temporal data of activities, associ-
ated with the service types logging them. Accordingly, the prerequisite trace correlation step simply
followed the structure of the model to check whether all supposedly measured data are available from
all sources.

The check revealed two anomalies:
1. there were 4334 transactions with missing traces;
2. there were 2 transactions with more traces than required.
Case 1 had an interesting symmetry in it: there were 2167 transactions where all Caliper-side

traces were missing; and there were 2167 transactions where all other (non-Caliper) traces were
missing. This lead to the hypothesis that one half is actually corresponding to the other half.

Since the non-Caliper traces constituted a complete data set on their own, the focus of investi-
gation was Caliper’s Fabric integration. Further transaction metadata analysis revealed that all ”mis-
matched” traces were HLF queries. Finally, the investigation revealed a bug in Caliper’s query submit-
ting logic.3 Caliper created a TX ID for the request, but did not pass it along to the HLF SDK, which
in turn created a new (and different) TX ID, unknown to Caliper. This resulted in client-side traces
having a different TX ID than HLF-side traces.

Case 2 was a similarly peculiar anomaly. Two transactions had chaincode call traces from peers
that did not even execute those transactions. Closer inspection revealed that the shortened TX IDs
contained a duplicate, i.e., two different TX IDs had the same shortened (8 characters) versions. Ac-
cordingly, the pairing of traces was not unique, two transaction got each others chaincode call traces.

Luckily, the correct traces could be restored without data loss through temporal correlation: the
”conflicting” transactions were executed well apart in time. However, if all peers had executed those
transactions, then the short TX ID conflict would have gone unnoticed until later in the analysis
workflow (Sec. 5.1.3). The anomaly showed that reducing the information carried by trace correlation
IDs is highly discouraged.

Note, that Hyperledger Fabric plays an integral part of the case studies that demonstrate the ap-
plication of the results. Hyperledger Caliper was chosen as a workload generator mainly because of
its strong integration with Fabric that I partially developed in my role as an official Caliper main-
tainer and contributor4. Furthermore, the research group where I conduct my research is an associate
academic member of the Hyperledger Foundation and has ties to the Performance and Scalability
Working Group (PSWG). Moreover, I also participated as a mentor for multiple Caliper-related Hy-
perledger internship projects (one co-mentored by HUAWEI), thus the internal knowledge of the tool
enabled its flexible improvement as was required during the conducted experiments.

3https://github.com/hyperledger/caliper/issues/1187 (Accessed: 2022-06-21)
4https://github.com/hyperledger/caliper/blob/main/MAINTAINERS.md (Accessed: 2022-06-21)
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Caliper utilizes pluggable connector components (with a predefined interface) to interact with
various SUTs, such as Hyperledger Besu5 and Fabric, Ethereum-style6 systems and FISCO-BCOS.7
Correspondingly, arbitrary request-response style SUTs can be targeted by Caliper as long as the
interaction with the SUT can be implemented in Node.js.8

A thorough performance data analysis is only feasible if it is preceded by a data harness process
of sufficient quality and granularity. The Fabric connector of Caliper that I developed ensures that
every client interaction with every SUT component is measured in detail and associated with various
metadata where applicable. In summary, the experience I gathered during my research was utilized to
implement an openly available and used Fabric connector that provides rich client-side observability
while ensuring low instrumentation intrusiveness.

However, client-side observations are only a part of the required dataset that can support the
detailed performance analysis of, for example, Fabric. Accordingly, the presented analysis workflow
could not be implemented as part of Caliper, but constitutes a separate monitoring and analysis sys-
tem. However, Caliper supports the integration of custom monitoring (and soon reporting) compo-
nents, thus it is conceivable that Caliper could provide the result/report of a detailed performance
evaluation via the integration of such a sidecar system.

Moreover, Caliper acts as a special SUT client during themeasurements, providing temporal data/-
traces about specific activities (i.e., Fabric transactions and their substeps). Correspondingly, Caliper
is not a mandatory element to the general measurement and data analysis workflow. Other workload
generators, such as Apache JMeter9 or BTCMark10, could also provide similar temporal data as input
to the analysis process. Or even the logged data of real client applications can be integrated into the
analysis workflow. In summary, the proposed contribution is independent of the exact data sources
– as long the data can be transformed into the elements and relations of the proposed performance
measurement modelling framework, the analysis methodology is applicable.

5.1.2 Deriving indirect measurement data

The direct sensor information and relations in the system activity model define how further indirect
sensors can be constructed for an activity based on related activities. Accordingly, the relations define
possible calculations with corresponding flows of input and output measurement data.

Note, that one major problem in metrology is the consistency of measured and derived metrics. In
its cleanest form, the observability CSP variables introduced in Section 4.2 represent an ideal value to
be associated with the corresponding measurand temporal aspects. However, each direct or indirect
sensor that is supposed to measure that ideal value only provides its approximation.

According to the typical engineering practice of dealing with such uncertainties, the reported
values of two sensors are accepted as equal if they are sufficiently close to each other. Using some
threshold value – instead of the exact matching – is the simplest method to compensate the effects of
asynchrony in independent CPU clocks and other factors resulting in uncertainties in the observed
and derived metrics.

5https://www.hyperledger.org/use/besu (Accessed: 2022-06-21)
6https://ethereum.org/en/ (Accessed: 2022-06-21)
7https://fisco-bcos-documentation.readthedocs.io/en/latest/ (Accessed: 2022-06-21)
8https://nodejs.org/en/ (Accessed: 2022-06-21)
9https://jmeter.apache.org/ (Accessed: 2022-06-21)
10https://gitlab.inria.fr/dsaingre/bctmark (Accessed: 2022-06-21)
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The ”sufficiently close” relation between an arbitrary number of measurement values (that ap-
proximate an ideal value) can be considered a clustering problem [XT15] when the difference of val-
ues exceeds a predefined threshold. In certain cases, it is recommended to alert a domain expert to
investigate the root cause of the phenomenon.

One potential source of value differences can be an erroneous measurement value of a sensor.
However, even if only a single direct sensor measures/approximates a temporal aspect, the construc-
tion of indirect sensors (based on themodelled activity relations) still provides a certain degree of fault
tolerance for observability. The sensor error detection (or even error correction) capability [Lee94] is
evident in the case of multiple available direct sensors. Furthermore, in case of significant differences,
automated outlier detection mechanisms [Wan19] can even circumvent the involvement of experts
by discarding the flagged sensor values.

Another potential source of sensor value differences is measurement noise. When the measured
values are sufficiently close to each, they avoid triggering outlier detectors. In such cases, a domain
expert can explicitly decide which sensor values to consider valid by following some heuristic, e.g.,
favoring the values of direct sensors over indirect sensors, or choosing the closer sensor (according to
some distance metric) frommultiple direct sensors. Furthermore, various clustering approaches (such
as k-means, or k-median [Ste06]) can also aid the selection of a single, suitable measurement value,
however, they warrant further statistical analyses.

The contribution proposes the formulation of the measurement propagation task as a constraint
satisfaction problem (CSP), which results in the following advantageous factors:

• It can validate the consistency of sensor values (and the measurement itself) through the mod-
elled activity relations.

• It can calculate further (approximate) sensor measurements for the ideal temporal aspects
through indirect sensor construction rules.

• It detects measurement or data consistency errors by halting upon constraint violations (i.e.,
when some constraints are unsatisfiable).

• Its successful solution serves as an indicator that the input (and output) data satisfies all mea-
surement and activity relations constraints.

• Coupled with the indirect sensor construction rules, they facilitate the assessment of observ-
ability fault tolerance and error propagation.

• Encoding the ”sufficiently close” constraint of values to counter measurement noises is straight-
forward once a domain expert specifies a (probably problem-specific) ϵ ∈ N0 tolerance threshold.

5.1.2.1 Measurement data propagation as CSP

This section proposes the definition of a CSP in order to propagate the available direct sensor mea-
surement data, thus yielding additional, indirect observations of the activities. The approach is similar
to the observability assessment problem in Section 4.2, however, the current problem is defined on
the actual measurement data level instead of just considering a more abstract level, i.e., the possible
existence/observability of such measurement data.

The informal approach for constructing the CSP is the following:
• Every sensor corresponding to a temporal data of an activity tries to approximate the ideal/true
value of that data. Accordingly, the CSP variables (each corresponding to a sensor) are catego-
rized based on the activities and their temporal aspects.

• The different sensors corresponding to the same ideal data should have values that are suffi-
ciently ”close” to each other. This thought will yield the constraints about the accepted mea-
surement error.
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• The data provided by direct sensors should ”take precedence” since it can be assumed that
the minimization of the measurement error was considered during their implementation. This
assumption results in the binding of certain CSP variables to the values of direct sensors.

• Similarly to the construction rules/definition of indirect sensor values, the corresponding re-
lations must also hold between the values of the CSP variables. This will yield the constraints
between CSP variables corresponding to indirect sensors.

Formally, the (direct or indirect) temporal activity sensors of the system will yield the variables of
the CSP. The set of CSP variables is the union of the following sets of variables, defined for ∀ai ∈ A:

1. SSai is the set of variables corresponding to the observable start times for activity ai:
a) For each direct start time sensor of an activity, define the variable ss

dssj
ai , where ai ∈

A, dssj ∈ DSS, (ai, dssj) ∈ sens.
b) For each indirect start time sensor of an activity, define the variable ss

isskj
ai , where ai ∈

A, isskj ∈ ISS, (ai, iss
k
j ) ∈ sens, and k corresponds to the rule based on which the indi-

rect sensor was constructed for the activity.
2. SEai is the set of variables corresponding to the observable end times for activity ai:

a) For each direct end time sensor of an activity, define the variable se
desj
ai , where ai ∈

A, desj ∈ DES, (ai, desj) ∈ sens.
b) For each indirect end time sensor of an activity, define the variable se

ieskj
ai , where ai ∈

A, ieskj ∈ IES, (ai, ies
k
j ) ∈ sens, and k corresponds to the rule based onwhich the indirect

sensor was constructed for the activity.
3. SDai is the set of variables corresponding to the observable durations for activity ai:

a) For each direct duration sensor of an activity, define the variable sd
ddsj
ai , where ai ∈

A, ddsj ∈ DDS, (ai, ddsj) ∈ sens.
b) For each indirect duration sensor of an activity, define the variable sd

ddskj
ai , where ai ∈

A, ddskj ∈ DDS, (ai, dds
k
j ) ∈ sens, and k corresponds to the rule based on which the

indirect sensor was constructed for the activity.
The complete set of CSP variables is defined as S = {si} ∶= ⋃∀ai∈A(SSai ∪ SEai ∪ SDai), with

domains Di = N0 denoting the associated temporal value. Let us define (for notational convenience)
the utility function var ∶ T AS ↦ S that maps a temporal sensor to its corresponding CSP variable,
as defined in the previous listing.

The set of CSP constraints is the union of the following sets of constraints, defined for ∀ai ∈ A:
1. CSai is the set of constraints corresponding to the observable start times for activity ai:

a) All measurement data corresponding to the start time of an activity must be within the
measurement error tolerance ϵ ∈ N0, i.e., for ∀sj , sk ∈ SSai define the constraint ∣sj−sk∣ <
ϵ.

b) If a direct start time sensor dssj exists for ai, then bind the corresponding CSP variable
to the sensor’s value, i.e., define the constraint ssdssjai = val(dssj).

c) If indirect start time sensors were constructed for an activity, then add the following con-
straints based on the matching indirect sensor construction rules (Section 4.2):
i. Based on rule 1, if (ai, iss1j) ∈ ISS1, then ∃dsenk ∈ DS, (ai, dsenk) ∈ sens ∧

∃esenl ∈ ES, (ai, esenl) ∈ sens. Correspondingly, define the constraint var(iss1j) =
var(esenl) − var(dsenk).

ii. Based on rule 4, if (ai, iss4j) ∈ ISS4, then ai ∈ PA ∧ ∀ak ∈ A ∶ (ak, ai) ∈
subact ⇒ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens. Correspondingly, define the constraint
var(iss4j) =min∀ssenl

(var(ssenl)).

87



5. Model-guided Measurement Data Validation and Analysis

iii. Based on rule 5, if (ai, iss5j) ∈ ISS5, then ai ∈ A ∧ ∃ak ∶ (ai, ak) ∈ starts ∧ ∃ssenl ∈

SS ∶ (ak, ssenl) ∈ sens. Correspondingly, define the constraint var(iss5j) =
var(ssenl).

iv. Based on rule 6, if (ai, iss6j) ∈ ISS6, then ai ∈ SA ∧ ∃ak ∈ A ∶ (ai, ak) ∈
startedBy ∧ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens. Correspondingly, define the con-
straint var(iss6j) = var(ssenl).

v. Based on rule 7, if (ai, iss7j) ∈ ISS7, then ai ∈ A ∧ ∃ak ∶ (ak, ai) ∈meets ∧ ∃esenl ∈

ES ∶ (ak, esenl) ∈ sens. Correspondingly, define the constraint var(iss7j) ∶=
var(esenl).

vi. Based on rule 8, if (ai, iss8j) ∈ ISS8, then ai ∈ A ∧ ∃ak ∈ PA ∶ (ai, ak) ∈
subact ∧ ∃ssenl ∈ SS ∶ (ak, ssenl) ∈ sens. Correspondingly, define the constraint
var(iss8j) = var(ssenl).

2. CEai is the set of constraints corresponding to the observable end times for activity ai:
a) All measurement data corresponding to the end time of an activity must be within the

measurement error tolerance ϵ ∈ N0, i.e., for∀sj , sk ∈ SEai define the constraint ∣sj−sk∣ <
ϵ.

b) If a direct end time sensor desj exists for ai, then bind the corresponding CSP variable to
the sensor’s value, i.e., define the constraint sedesjai = val(desj).

c) If indirect end time sensors were constructed for an activity, then add the following con-
straints based on the matching indirect sensor construction rules (Section 4.2):
i. Based on rule 9, if (ai, ids9j) ∈ IDS9, then ai ∈ A ∧ ∃ak ∈ T A ∶ (ai, ak) ∈ subact ∧
∃dsenl ∈ DS ∶ (ak, dsenl) ∈ sens ∧ ∀am ∈ A ∶ (ai, am) ∈ sibling ⇒ ∃dsenn ∈

DS ∶ (am, dsenn) ∈ sens. Correspondingly, define the constraint var(ids9j) =
var(dsenl) −∑dsenn

var(dsenn).
ii. Based on rule 10, if (ai, ids10j ) ∈ IDS10, then ai ∈ T A ∧ ∀ak ∈ A ∶ (ak, ai) ∈

subact⇒ ∃dsenl ∈ DS ∶ (ak, dsenl) ∈ sens. Correspondingly, define the constraint
var(ids10j ) = ∑dsenl

var(dsenl).
iii. Based on rule 11, if (ai, ids11j ) ∈ IDS11, then ai ∈ A∧∃ak ∈ SA ∶ (ai, ak) ∈ subact∧
∃dsenl ∈ DS ∶ (ak, dsenl) ∈ sens ∧ ∀am ∈ A ∶ (ai, am) ∈ sibling ⇒ ∃dsenn ∈

DS ∶ (am, dsenn) ∈ sens. Correspondingly, define the constraint var(ids11j ) ∶=
var(dsenl) −∑dsenn

var(dsenn).
3. CDai is the set of constraints corresponding to the observable durations for activity ai:

a) All measurement data corresponding to the duration of an activity must be within the
measurement error tolerance ϵ ∈ N0, i.e., for∀sj , sk ∈ SDai define the constraint ∣sj−sk∣ <
ϵ.

b) If a direct duration sensor ddsj exists for ai, then bind the corresponding CSP variable to
the sensor’s value, i.e., define the constraint sdddsjai = val(ddsj).

c) If indirect duration sensors were constructed for an activity, then add the following con-
straints based on the matching indirect sensor construction rules (Section 4.2):
i. Based on rule 13, if (ai, ies13j ) ∈ IES13, then ai ∈ A ∧ ∃ak ∶ (ai, ak) ∈
finishes ∧ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens. Correspondingly, define the constraint
var(ies13j ) ∶= var(esenl).

ii. Based on rule 14, if (ai, ies14j ) ∈ IES14, then ai ∈ SA ∧ ∃ak ∈ A ∶ (ai, ak) ∈
finishedby ∧ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens. Correspondingly, define the con-
straint var(ies14j ) ∶= var(esenl).

iii. Based on rule 15, if (ai, ies15j ) ∈ IES15, then ai ∈ A∧∃ak ∶ (ak, ai) ∈metby∧∃ssenl ∈
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SS ∶ (ak, ssenl) ∈ sens. Correspondingly, define the constraint var(ies15j ) ∶=
var(ssenl).

iv. Based on rule 16, if (ai, ies16j ) ∈ IES16, then ai ∈ PA ∧ syncsem(ai) = all ∧ ∀ak ∈
A ∶ (ak, ai) ∈ subact ⇒ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens. Correspondingly, define
the constraint var(ies16j ) ∶=maxesenl

var(esenl).
v. Based on rule 17, if (ai, ies17j ) ∈ IES16, then ai ∈ PA ∧ syncsem(ai) = any ∧ ∀ak ∈
A ∶ (ak, ai) ∈ subact ⇒ ∃esenl ∈ ES ∶ (ak, esenl) ∈ sens. Correspondingly, define
the constraint var(ies17j ) ∶=minesenl

var(esenl).
The complete set of CSP constraints is defined as C = {ci} ∶= ⋃∀ai∈A(CSai ∪CEai ∪CDai).
A solution (space) of the above CSP i) contains the temporal values of activities based on direct

sensor observations; ii) contains the additionally calculated temporal values according to the relation
and temporal aspects of activities; iii) all the while ensuring that the measurement error stemming
from direct and indirect measurements stays under a given threshold.

Note, that in general, the size of the CSP (in the above form, containing every activity) could be
significantly large due to the vast volume of activities during system operation. However, most activ-
ities are typically functionally independent of each other regarding their scheduling and execution.
Accordingly, the CSP can be defined on a subset of the activities, for instance, considering only a sin-
gle high-level activity (such as the execution of a single HLF transaction) and its corresponding trace,
i.e., its direct and transitive subactivities. Such a decomposition of the problem results in a CSP with
constant size (in terms of variables and constraints) that can be predefined during design-time.

5.1.2.2 Case study: deriving measurement data for Hyperledger Fabric

The final activity model of the HLF consensus refines a transaction into 28 hierarchical steps even
if only a single peer endorses and validates transactions. In general, the number of activities corre-
sponding to a transaction is 5 + 13 ∗ E + 10 ∗ V , where E ∈ N+ is the number of endorsing peers
for a transaction, and V ∈ N+ is the total number of peers in the network (since every peer validates
transactions).

Moreover, each activity has three associated temporal data: its beginning time, duration, and end
time. Accordingly, the volume of temporal can quickly increase with the network size and the number
of analyzed transactions. For the sake of readability, let us assume that only a single peer endorses
and validates transactions, resulting in 84 potentially observable temporal data for the 28 activities
of each transaction.

For sake of readability, let us assume that a domain expert selected a possible data propagation
solution from the CSP solution space. Accordingly, the following sections and figures will detail only
one (or two, depending on the case study example) possible data propagation paths.

Figures 5.4 to 5.6 depict each activity and their corresponding temporal data (beginning, duration,
and end). Black-filled shapes mark the directly measured data points. Using a component-off-the-shelf
(COTS) HLF as SUT, and Caliper as workload generator, there are 18 directly measured data points:

• Caliper marks: the beginning of a transaction; the end time when all endorsements arrive; and
the end time when a notification is received about a committed block/transaction.

• Orderer nodes mark the end time when a new block is created.
• Peer nodes mark: the beginning, duration and end of a chaincode call; the end time when a
block is received from an orderer; the end time and duration for checking the payload of a new
block; and the end time and duration (including durations of some substeps) for validating and
committing a block.
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Figure 5.4: Measurement data propagation for high-level HLF activities [KP22].

Chaincode call

Endorsement

Rec. prop. Sending res.

Chaincode execRec. call Returning res.

Figure 5.5: Measurement data propagation for the endorsement-related activities [KP22].

• The TPC-C chaincode implementationmarks the start time, duration, and end time of the actual
chaincode program execution.

The arrows in Figs. 5.4 to 5.6 symbolize the direction of the seleceted measurement data propaga-
tion paths, i.e., A Ð→ B means that data B is calculated from data A (and possibly from other data
in cases like AÐ→ B ←Ð C), according to the corresponding indirect sensor specifications.

As shown in the figures, the directly measured temporal aspects are sufficient to completely ob-
serve the entire activity hierarchy through measurement propagation. If that were not the case, then
the ”broken/missing” data propagation paths would identify the places where the SUT needs addi-
tional sensor instrumentation to allow for more detailed observability.

The presented data propagation examples assume a single-peer HLF network. If the network con-
sists of more than one peer, then the single-peer assumption is achieved by reducing the replicated
endorsement and validation activities to a single instance by disregarding the non-bottleneck in-
stances:

1. Since transaction endorsements have an all synchronization semantic, keep only the longest
running (i.e., the slowest) Endrosement activity and its subactivities.

2. Since block validations have an any synchronization semantic, keep only the shortest running
(i.e., the fastest) BlockV alidation activity and its subactivities.

At this point, a rich and structured (through the activity relations) temporal dataset is available
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Purge & notify
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Figure 5.6: Measurement data propagation for the correct validation-related activities [KP22].

stemming from the complete (direct or indirect) observability of the system activities. However, an
additional validation step is still needed to ensure not only the cleanness and richness, but also the
correctness of the measurement data (or the model).

5.1.3 Model and measurement data validation

Validating the measurement data is an important step to ensure the correctness of data analysis find-
ings and insights. The proposed model-guided approach facilitates the following validation steps be-
fore proceeding to the performance analysis tasks:

1. checking the conformance of measurement data to the activity model;
2. and checking the consistency of the measurement data itself.

5.1.3.1 Detecting modelling errors

The following scenario demonstrates how model conformance checks can reveal activity modelling
errors. Such errors can be common if the model is reverse-engineered by others than the platform
developers (like in this case study).

For example, HLF peers log the State validation and commit activity details using the follow-
ing message format: [mychannel] Committed block ... in 26ms (state validation=3ms

block and pvtdata commit=16ms state commit=3ms).
Accordingly, a previous version of the consensus model refined the State validation and commit

activity as having only three subactivities (state validation, block commit, and state commit, as in-
dicated by the log format). Figure 5.7 shows the temporal data propagation for the initial, erroneous
version.

Note how the (directly unobserved) beginning time of the State validation subactivity can be calcu-
lated in two different ways (highlighted arrows in Fig. 5.7): i) based on sibling activity data; ii) and/or
directly from parent activity data. There should not be any difference between the two paths in the
case of a correct model and instrumentation. Validating this assumption requires checking whether
the beginning times of the State validation subactivities coincide with the beginning times of the State
validation and commit parent activities for every transaction, as required by the startedby relation
among the two activity classes.

However, performing the check revealed that the equality constraint was violated for every trans-
action. The State validation activities always started later than their parent activities, indicating the
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Figure 5.7: Measurement propagation for the initial, erroneous validation-related activities [KP22].

presence of a hidden subactivity. Moreover, the magnitude of the missing time was sometimes non-
negligible (Fig. 5.8), i.e., it could not be considered a measurement noise, thus warranting further
investigation.

Figure 5.8: Frequency distribution of missing validation time durations [KP22].

As it turns out, the format of the logmessagewasmisleading and not all relevant subactivitieswere
listed in the message. The source code inspection of HLF revealed that there is another non-negligible
subactivity performed during State validation and commit, namely committing the state modifications
of transactions to a history database. Accordingly, the final model of the HLF consensus was extended
with the Commit history subactivity (Fig. 5.6).

Note that measurement noises are a common occurrence in complex, especially high-throughput
or overloaded systems. The measurement data conformance check also revealed some inconsistencies
around the Check payload activity. Calculating the beginning time of the activity from its own end
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time and duration yielded a different result than propagating the end time of its immediate predeces-
sor Getting block activity. Even though the propagation path is short and simple, it still violated the
modeled activity relationship. However, the magnitude of ”missing” times (Fig. 5.9) is negligible.

Figure 5.9: quency distribution of missing payload check time durations [KP22].

One probable explanation could be that the missing time is a side effect of the logging mechanism:
the measured (and reported) duration was calculated based on times startcalc and endcalc, while
the logging library marked the log message with an endlog > endcalc timestamp (stemming from
the overhead of logging), and endlog was reported and taken as the measured end time by the log
processing pipeline. Such noises could be circumvented bymaking the reported temporal data explicit
in the log message itself, thus decoupling it from the logging timestamp.

5.1.3.2 Detecting measurement errors

The systematic data propagation can also aid the detection of measurement (or measurement setup)
errors. The missing subactivity issue manifested itself as ”missing time” in the transaction timeline.
The other important symptom of inconsistent measurement data is negative durations.

The analysis showed negative Receiving proposal activity durations upon measurement data vali-
dation. The duration in question is a derived measurement. Its value is indirectly calculated as the dif-
ference between the beginning time of calling a chaincode (Chaincode call activity) and the beginning
time of creating a transaction (Transaction processing activity), both data being direct measurements.
A negative duration result would mean that the chaincode is called before the transaction is even
constructed, which is a serious event causality violation.

Note that the two direct measurements (the bases of the duration calculation) originate from two
different (physical) components in the distributed network: the beginning of Transaction processing
is captured by Hyperledger Caliper (i.e., the HLF client), while the beginning of the Chaincode call is
logged by the HLF peer nodes. Fig. 5.10 shows the Receiving Proposal durations for each transaction
over the time of the SUTmeasurement and reveals a curious trend: the anomalous durations smoothly
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oscillate around zero over time, i.e., negative durations are not that isolated and sporadic. Moreover,
Fig. 5.10 depicts the activity data of each transaction after non-bottleneck endorsement activities
have been eliminated, as outlined in Sec. 5.1.2. Correspondingly, different Receiving Proposal activity
durations may originate from different peer nodes of the network.

Combining the observations with the outlined assumptions results in the following working hy-
pothesis: the system clock of a peer node periodically drifts out of sync from the other components.
Measurement setup investigations later revealed that network nodes used a default, light-weigh time
synchronization service instead of a more robust one.

Figure 5.10: Effect of misaligned system clocks over time [KP22].

Measurement errors of such a low magnitude was deemed negligible in the previous section
(Fig. 5.9). However, in this case, the presence of event causality violations shadows the usually in-
significant magnitude of the actual measurement error. For example, process mining approaches can
produce significantly different results in the presence of such causality violations.

Considering only the atomic activities of the HLF consensus model results in the low-level se-
quence of steps of the transaction life-cycle. Inputting the measurement data of such activities into
a process mining algorithm should result in the process of Fig. 5.11, assuming that the measurement
data reflects the correct causality of events. However, the presence of causality violations in the input
temporal data can lead to an incorrect process model (Fig. 5.12). Such models can hinder the correct
understanding and insights of the SUT (that would be the goal of processmining) even for experienced
HLF domain experts.

Correspondingly, systematically cleaned and validated data is a must if the data analysis workflow
incorporates formal approaches. The proposed approach and supporting measurement element mod-
els enable rigorous (and possibly automated) measurement data validation before performing further
performance analysis tasks.
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Figure 5.11: Process mining result without causality violations [KP22].

Figure 5.12: Process mining result with causality violations [KP22].

5.2 Performance impact analysis of blockchainification

Distributed ledgers, predominantly implemented today with blockchain technologies, are able to in-
troduce significant business value to a very wide range of established cross-organizational coop-
erations [Wor19]. Distributed, fault- and attack-tolerant consensus over the contents of the ledger
necessarily introduces performance inefficiencies in contrast to centralized databases and distributed
ones operating undermore benign fault assumptions (e.g., only non-malicious, independent, fail-silent
node failures).

However, while unpermissioned cryptocurrency networks began to significantly improve only
lately on their historically very low throughput and high latency baseline, consortial networks – be-
spoke, permissioned, closed networks supporting the business cooperation of a relatively small set of
organizations – have always had the selling point of having tunable and designable performance. Hy-
perledger Fabric, one of the leading consortial blockchain frameworks, has been reported to be able to
achieve thousands of transactions per second [And+18] for bitcoin-like asset accounting workloads.

While a growing body of literature documents the various micro-level performance mechanisms
in Fabric and tooling is available for running quasi-microbenchmarks, there’s almost a complete lack of
full-fledgedmacrobenchmarks; neither ones focusing on ”blockchain native” functionality (as UTXO-
style cryptoasset handling) nor full ports of classic workloads are available.
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The contribution in this section improves on this second aspect of the state of the art by intro-
ducing an open implementation of the TPC-C OLTP benchmark,11 and providing a methodology for
the comparison of traditional centralized and DLT-based solutions. In addition to still being a widely
used database performance benchmark, TPC-C is especially relevant for Hyperledger Fabric due to
its (physical) warehouse data model and order management transactions – both reflective of such use
cases as blockchain-assisted supply chain management and cooperative digital manufacturing.

At the same time, our port showcases a structured approach towards translating classic, SQL-based
datamodels and their transactions to Fabric.We show that, as expected, moving to Hyperledger Fabric
transforms database locking induced delays to retry-induced delays. More importantly, as the standard
workload includes a high ratio of logically necessary read-write overlaps between the transactions, it
highly depends on the workload magnitude, block size and block time that whether such a structured
translation leads to an acceptable performance result.

But the broader point of our contribution – beyond creating missing tooling and presenting some
methodological advances – lies on the positive side of this statement: such a conservative transforma-
tion can be sufficient. Performance-enhancing techniques are known for creating Hyperledger Fabric
data models broadly based on bitcoin-style UTXOs; but methodologically applying these for existing
applications is not mature yet and presents a much greater challenge.

The TPC-C performance benchmark seemed a natural candidate for ”blockchainification” mainly
because of the relevance of its described domain as a prominent DLT use case. Moreover, the stan-
dard is mature, tried-and-true, and specifies not just the business logic of the SUT, but also the de-
tailed behavior of the clients interacting with the SUT, and the expected relation between network
scale and workload magnitude. Thus, a standard-conform execution of the benchmark (coupled with
the provided smart contract-based implementation) requires only a single parameter – the number
of warehouses – to fully specify the workload- and contract-related information (as introduced in
Table 5.4).

Naturally, other (TPC-C) benchmark standard could be a target for blockchainification, such as
the TPCx-IoT12 benchmark that target the performance evaluation of IoT gateways. IoT gateways are
intended to perform tasks such as data aggregation, real-time analytics and persistent storage, all of
them supportable by DLT solutions.

5.2.1 A TPC-C port for Fabric

This section presents the design decisions behind the two main components of the open-sourced
artifacts: the SUT-side TPC-C chaincode, and the client-side TPC-C workload generator.

5.2.1.1 TPC-C chaincode design

The TPC-C chaincode follows a layered design (Fig. 5.13), separating concerns along different abstrac-
tion levels. Correspondingly, each layer is responsible for a specific set of operations, utilizing only
the services of the next layer (as detailed in the next sections).

Even though the chaincodewas implemented usingNode.JS and the recommended contract design
pattern,13 the loosely coupled, layered design facilitates porting the chaincode to other supported

11https://github.com/ftsrg/blockchain-benchmarks-tpcc (Accessed: 2022-06-21)
12https://www.tpc.org/tpcx-iot/ (Accessed: 2022-06-21)
13https://hyperledger.github.io/fabric-chaincode-node/release-1.4/api/tutorial-using-contractinterface.html (Ac-

cessed: 2022-06-21)
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Figure 5.13: TPC-C chaincode layers [KK22].

languages, whether the contract pattern is supported (e.g., for Java chaincodes) or not (e.g., for Golang
chaincodes).

Smart contract API layer The first layer is the entry point of the chaincode, receiving control
in the appropriate chaincode function targeted by the client. The foremost concern of the layer is
to transform data between the raw string format (required by the chaincode API) and the ”strongly
typed” representations of the business logic layer.

Furthermore, the layer also contains domain-independent instrumentation to aid transaction
traceability (e.g., logging the beginning and end of transactions), and general error handling mecha-
nisms.

Business logic layer The second layer contains the verbatim implementations of the TPC-C trans-
action profile specifications. The business logic layer relies only on the CRUD-like (Create, Read, Up-
date, Delete) operations of the registry layer. This design pattern lends an almost pseudo-code-like
form to the implementation, substantially simplifying specification conformance checks and require-
ment traceability. The layer also serves as an instrumentation point for gathering domain-specific
metadata, facilitating the identification of workload- and state-dependent performance characteris-
tics.

Asset registry layer The third layer plays the role of a simple object-relational mapping (ORM)
framework, hiding the peculiarities of the (ledger-specific) storage implementation. The layer pro-
vides CRUD-like operations for each asset type in the form of separate registries (similarly to the
now deprecated Hyperledger Composer tool14), while using the domain-agnostic CRUD operations
of the ledger access layer.

Fabric employs a key-value store abstraction for persisting the world-state, where keys are arbi-
trary strings, and values are arbitrary byte blobs. The registries transparently manage the structure
of the key space, without affecting the corresponding states (i.e., values) of domain objects. Moreover,

14https://www.hyperledger.org/use/composer (Accessed: 2022-06-21)
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the layer also encapsulates complex queries for the business logic layer, e.g., retrieving a customer
either by their unique ID or by their last name (depending on the available inputs).

Correspondingly, the registry layer encapsulates the storage access-related design decisions of
the implementation, constraining the potential modifications to a single layer when experimenting
with other designs and configurations (as expected from a layered service).

Ledger access layer The fourth (and last) layer encapsulates the API of the chaincode SDK by
providing simple CRUD operations on a higher abstraction level than byte blobs.

More importantly, this layer gives place to the low-level, domain-agnostic instrumentation that
tracks the data access statistics of transactions, e.g., the number of read/write operations and the
size of values read/written from/to the ledger. Such statistics play a crucial part in understanding the
performance characteristics of the Fabric consensus phases.

5.2.1.2 TPC-C chaincode data model

The standard specifies a relational data model for the entities that needs to be mapped to Fabric’s
key-value store abstraction. However, the mapping needs to take into account the platform-specific
characteristics and API of the HLF key-value storage.

In general, the key space is split along the database table names, i.e., distinguishing entity types
using the database table names as prefixes. Furthermore, the key of each entity is constructed from the
concatenation of their primary keys. For example, a warehouse key conforms to the following format:
concat(′′WAREHOUSE′′,w_id), where w_id is the sole primary key for warehouse entities, and
concat denotes a function of the chaincode API that can construct composite keys amenable to partial
lookups.

However, the presented mapping had to be enhanced because: (i) the chaincode API provides key
iterations only in lexicographic order; (ii) and insertion order-based (e.g., oldest, newest entry) key
access is necessary for some profiles.

The key order constraint prompted the following modifications of the key space (transparently
handled by the asset registry layer):

1. Numeric primary keys are left-padded with zero characters to a fixed length, so that the re-
sulting key ENTITY _02 precedes the key ENTITY _11 in iteration order (making simpler
lookups more efficient).

2. Customer entries are also stored by a secondary, utility key that contains their last names. This
enables efficient customer lookups by their last name, as required by payment transactions.
Note, that payment transactions are read-write requests, thus CouchDB-based rich queries are
not applicable (CouchDB is a key-value storage backend option for Fabric, beside GoLevelDB).
Moreover, greedily enumerating every customer to find matches would quickly explode the
read-set of the transaction, increasing the number of invalid transactions due to concurrent
data access conflicts.

3. The customer-scoped history entries do not have a primary key specified in the standard, so
a client-side timestamp is utilized to create a unique key to avoid overwriting previous his-
tory entries. Utilizing client-side timestamp, in general, can open up the chaincode to replay
attacks. However, the used timestamp (combined with the client identity) also contributes to
the transaction ID, delegating replay attack detection to higher-level Fabric layers.

4. The key (and only the key) of order entries contains a flipped order ID, meaning that a mono-
tonically decreasing counter is used instead of an increasing one. This ensures that the last
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inserted order is iterated first (since the API only provides forward iteration), enhancing the
efficiency of order lookup in the order status queries.

Currently, the implementation is tailored to the common key-value store API of Fabric. Creating
a variant that utilizes CouchDB-specific rich queries, and evaluating the performance impacts of the
design choice are left for future work.

5.2.1.3 TPC-C workload generator design

This section presents the design of the TPC-C workload generator and its integration with Hyper-
ledger Caliper.15

Hyperledger Caliper Caliper is the official benchmarking tool of the Hyperledger project um-
brella. Its modular and scalable design16 enables generating custom workloads towards large-scale
systems.

Caliper utilizes two types of (micro-)services during benchmarking. An arbitrary number of
worker services independently generate the workload, while a single manager service orchestrates
the workers throughout the different rounds of a benchmark.

Worker services are configuredwith a customworkloadmodule and rate controller for each round.
The rate controller determines the sending rate of transactions, while the user-implemented workload
module dictates the content of each transaction. The rate and content aspects of a workload are usu-
ally independent for micro-benchmarks (and for many macro-benchmarks), facilitating sensitivity
analyses for variances in the workload.

However, TPC-C specifies the scheduling of the workload in detail, not just its content. Accord-
ingly, the presented implementation acts both as a rate controller and workload module, resulting in a
closed-loop workload generator.

Extending Caliper TPC-C is a complex performance benchmark with a detailed specification
and strict constraints. While Caliper provides many customization opportunities, its feature set still
needed extensions to fulfill the requirements of a full-fledged macro-bechmark specification:

1. The benchmark configuration schema was extended to indicate the required number of work-
ers for each round, allowing using a single worker to load the database, then performing the
workload generation with multiple workers, both in the same Caliper run.

2. The workload module interface was extended with an additional prepare step, orchestrated by
themanager service. The new step allows theworkloadmodules of different rounds to construct
arbitrary states, which later will be shared with every worker utilizing the messaging service
of Caliper. The extension allows the dissemination of shared random seeds, as required by the
benchmark.

3. A transaction number- and time-independent, third driving mode was implemented where the
workload module can explicitly signal the worker when it deems the round finished, i.e., when
it inserted every required entity. Such a driving mode can account for the random number of
entries, not conforming to fix transaction numbers or execution time.

The workload module The workload module for the execution phase (Fig. 5.14) follows a layered
design (the module for the initial database load phase follows a simpler, one-terminal design, thus

15https://www.hyperledger.org/use/caliper (Accessed: 2022-06-21)
16https://hyperledger.github.io/caliper/vNext/architecture/ (Accessed: 2022-06-21)
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Figure 5.14: Caliper TPC-C workload module components [KK22].

its description is omitted). Each layer augments the raw TPC-C input data until it becomes a fully
configured Fabric transaction.

The first layer is responsible for generating the raw arguments and the timing constraints for the
transaction profiles. The generators are stateless and operate independently upon requests from the
terminal layer. The entry and argument generators are based on the implementation of the py-tpcc17
tool (which is ignoring the timing constraints).

The second layer impersonates multiple terminals, each with its own dedicated generators. The
terminals implement the sequential behavior, i.e., that new requests are only generated when the
previous one is finished (except for deferred delivery requests). Terminals also calculate the scheduling
of the next request based on the timing constraints (think time, menu selection time, and keying time)
of the previous and next requests. Finally, the terminals push the next request to the next layer.

The third layer ensures that the requests of multiple terminals are scheduled and submitted in
order (as calculated by the terminals). Moreover, this multiplexer layer plays the part of a Caliper
rate controller. The multiplexer maintains a sorted list of requests, and when Caliper instructs it to
”halt” until the next transaction submit time, it pops the first/next request and waits until it is time
for sending it.

As a naive approach, a Caliper worker service could emulate only a single terminal, greatly sim-
plifying the implementation. However, the sending rate of a single terminal is so low (less than a
transaction per second) that the worker service would be underutilized. Moreover, large-scale mea-
surements might require thousands or millions of terminals, which would mean a significant man-
agement overhead if each terminal were emulated by a different worker service.

Correspondingly, the presented workload module implementation (which is instantiated on the
Caliper worker level) is capable of emulating multiple terminals. Furthermore, the multiplexer layer
is instrumented to gather data about the ”scheduling precision reserve,” i.e., how well can the rate
controller keep up with the calculated scheduling times. The data can help to properly design exper-
iments that result in economical resource utilization while ensuring compliance with the specified
scheduling constraints.

17https://github.com/apavlo/py-tpcc (Accessed: 2022-06-21)
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TPC-C request scheduling was SUT-agnostic up until the fourth and last layer, facilitating ports
to other SUT types. It is the job of the last layer to encapsulate the arguments into a Fabric-specific
transaction, i.e., specify the target nodes, channel, chaincode, and user identity to use. Finally, the
assembled transaction is sent using Caliper’s Fabric connector.

5.2.2 Experimental evaluation of the workload generator

This section presents a preliminary evaluation of the workload generator and smart contract imple-
mentation. The evaluation aims at facilitating the design of the scaling and sensitivity analysis aspects
of measurement campaigns performed with our TPC-C implementation.

5.2.2.1 Measurement setup

Private cloud infrastructure

VM5

Docker Swarm cluster

Logspout Logstash Elasticsearch

Caliper manager Caliper worker

Fabric peerFabric orderer

VM1 VM2 VM3 VM4

Figure 5.15: Measurement environment setup for the generator evaluation.

Each measurement was performed in a private cloud infrastructure (Fig. 5.15) on five virtual ma-
chines (VM). Each VM was equipped with 4 vCPUs, 8GB memory, and a 40GB HDD, running the
Ubuntu 18.04 LTS operating system. The measurement utilized containerized services deployed on a
Docker Swarm cluster across the VMs.

The Fabric network consisted of a single peer and orderer node, both of version 1.4.11. The peer
node used GoLevelDB as world-state database, while the orderer cuts new blocks every 100ms (the
latest). Other Fabric node configurations retained their default values.

A Caliper manager service orchestrated a single Caliper worker service, performing both the load
and execution round of TPC-C. Each measurement used a scale of one warehouse, but the number of
terminals was increased between measurements (from 10 to 100, in steps of ten; and from 100 to 400,
in steps of 50). Note, how the workload is completely specified by only two parameters. Going by the
standard, the number of warehouses alone would suffice; our implementation diverges from that in
that we made the warehouse-terminal ratio parameterizable, too.

The data collection part of the test harness utilized the open-source Elastic stack,18 processing
logs from the Fabric nodes and the Caliper worker.

5.2.2.2 Workload generation rate and precision

Determining the number of required services for workload generation is a crucial step for benchmark-
ing at scale. The timing constraints specified by the standard amount to a rate of approximately one
transaction per second (TPS) for ten terminals, and this scales linearly with the number of terminals

18https://www.elastic.co/elastic-stack/ (Accessed: 2022-06-21)
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Figure 5.16: Aggregate workload rates of terminals [KK22].

(Fig. 5.16). If a TPC-C measurement would like to hit a certain tpmC throughput, then the required
scale (number of warehouses) of the benchmark must be set according to the workload generation
capabilities of the terminals. Note, that new order transactions are only approximately 45% of the total
workload.

Once the number of required terminals is determined, the next step is to split the terminals among
different services (Caliper workers, in this case). The implementation for Caliper workers utilizes a
single-threaded multiplexer for emulating multiple terminals. However, care must be taken not to
allocate too many terminals to a single worker to uphold the precision of scheduling.

The scheduling precision is defined as the difference between the time when a transaction is picked
as next, and the time when it needs to be actually submitted. For example, the multiplexer pops the
next transactions from its queue at time t1, inspects its scheduling data to determine the submission
time t2. If the difference d = t2 − t1 is negative, then the timing constraint of the corresponding
terminal is violated.

Increasing the number of terminals emulated by a worker has a negative impact on scheduling
precision (Fig. 5.17). The scheduling precision can drop below zero in the case of hundreds of termi-
nals. However, even for 400 terminals, the delay/violation of transaction submission never exceeds
half a second. Such delay might be acceptable, considering that the timing constraints of TPC-C trans-
actions are in the order of magnitude of seconds, and are randomly generated based on a specified
formula.

5.2.2.3 Error profile of workload scaling

In TPC-C, the fixed ratio of terminals to warehouses keeps the concurrent data access situations
at a desired level. Traditional databases can resolve such race conditions with locking. For Fabric,
concurrent update attempts manifest as MVCC conflicts between two transactions, and the latter one
is invalidated, i.e. the client has to submit the request again.

As the number of terminals increase (keeping the number of warehouses fixed), the number of
MVCC conflicts increase correspondingly (Fig. 5.18). Around half of the transactions are invalidated
due to MVCC conflicts when the number of terminals is increased to 100. At even higher terminal
numbers, commit timeouts and endorsement timeouts reduce the goodput to effectively zero. The
ramifications of these phenomena are twofold.

102



5.2. Performance impact analysis of blockchainification

100 200 300 400
−1

0

1

2

3

4

5

6

7

Number of terminals

Sc
he

du
lin

g 
pr

ec
is

io
n 

(s
)

Figure 5.17: Scheduling precision boxplots for one worker [KK22].

First, scaling experiments by the benchmark definition (10 terminals per warehouse, with scarce
data dependencies across warehouses) will keep the ratio of MVCC conflicts below 10%, what still can
be deemed an acceptable negative impact. In this sense, our approach to port the TPC-C workload
proved to be a practically feasible one. However, we also showed that increasing concurrency not
only slows down processing – as with traditional databases – but actively wastes resources; there is a
point where other, less straightforward approaches become necessary (such as making every single
purchasable asset an individual, ownable item and translating ”give me three items” requests to ”give
me those three items” ones).

Second, commit timeouts can, and endorsement timeouts do represent resource overload situa-
tions (predominantly CPU) – and these happen at relatively low overall load, even for the modest
resources we used for error profiling. This does not limit using our smart contract for either larger-
scale benchmarking or configuration sensitivity analysis (as, e.g., adjusting Fabric block time and
size), but warrants a further, nuanced analysis of smart contract endorsement resource usage versus
Fabric platform resource usage.

103



5. Model-guided Measurement Data Validation and Analysis

100 200 300 400
0

0.2

0.4

0.6

0.8

1

Error Type
MVCC Conflict
Phantom Read
Commit Timeout
Endorsement Timeout
Invalid Item

Terminals

R
at

io
 to

 to
ta

l n
um

be
r o

f T
X

s

Figure 5.18: Changes in the error profile [KK22].
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Figure 5.19: Infrastructure setup of the TPC-C chaincode evaluation.

5.2.3 Experimental evaluation of the chaincode implementation

5.2.3.1 Measurement setup

The measurements were performed in a private cloud infrastructure (Fig. 5.19), using 17 virtual ma-
chines (VM) to ensure that each service has dedicated resources. A Docker Swarm cluster unified the
VMs (one manager node and 16 worker nodes) to streamline service deployments and inter-service
communications.
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Metric Value Metric Value

Warehouses 4 Emulated terminals 40
Database entries ∼2 millions Caliper workers 2 nodes

VM CPUs 4 cores VM memory 8GB
Fabric peers 4 nodes Fabric OSNs 3 nodes
Transactions 27095 Benchmark time 2 hours
Temporal data 75 vars Metadata 45 vars

Table 5.1: Case Study Metrics

Setup Min Average 90th perc. Max

Centralized, in-memory 102 104 105 495
Decentralized, cluster 103 127 160 5555
Hyperledger Fabric 76 316 387 1238

Table 5.2: New Order Latency (ms) of Different Setups

The following open-source, off-the-shelf services comprise the measurement stack:
• node_exporter services monitor VM-level resource metrics on every node.
• cAdvisor services monitor service-level resource metrics on every node.
• Logspout services collect the logs from services of interests on every node.
• Prometheus collects/scrapes the collected metrics of the above monitoring services.
• InfluxDB serves as persistent storage for data collected by Prometheus.
• Logstash processes raw logs collected by the Logspout services and produces structured data
as output.

• Elasticsearch serves as persistent storage for the Logstash outputs.
• Fabric peers and OSNs perform the Fabric consensus and maintain the replicated ledger state.
• Caliper manager orchestrates the rounds of the benchmark, which are: i) loading database
entries into Fabric; ii) and submitting TPC-C transactions.

• Caliper workers perform the actual scheduling and generation of the TPC-C workload.
Table 5.1 summarizes some interestingmetrics pertaining to the case study. The scale of the bench-

markwas set to fourwarehouses, resulting in approximately twomillion database entries. TwoCaliper
worker services emulated 40 terminals in total, targeting a seven node Fabric network.

The measurement interval of the benchmark was two hours, generating almost 30k transactions.
Applying the proposed measured data calculation methodology resulted in 75 temporal data variables
for each transaction. Moreover, additional application-level instrumentation and data processing pro-
vided 45 metadata variables.

The high resolution of transaction data combined with the hierarchical activity model enables a
fast and intuitive exploratory data analysis for bottleneck identification in multiple scenarios.

The first scenario deals with the comparison of different platform latency characteristics. Two
typical architecture types were selected from the official TPC-C results, along with the case study
results of Fabric. The first system is a centralized architecture,19 using an in-memory database, while

19http://tpc.org/tpcc/results/tpcc_result_detail5.asp?id=120112301 (Accessed: 2022-06-21)
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Table 5.3: New Order Latency (ms) of Different Fabric Activities
Activity Min Average 90th perc. Max

Transaction processing 76 316 387 1238
Aw. endorsement 28 67 89 469
Block inclusion 12 212 267 323

Aw. validation & commit 17 37 53 915

the second system is a decentralized, clustered database.20 The distributed and replicated architecture
of Fabric nicely complements the previous setups as the third system under test.

Table 5.2 summarizes the latency characteristics of New order transactions for all three systems.
The presented statistics match the ones disclosed in the official TPC-C results for the first two systems.
Unfortunately, individual transaction data are not available, enabling only high-level comparison.

Fabric latencies are the same order of magnitude as for the other two systems (Table 5.2), despite
its complex consensus protocol spanning multiple services. However, the average latency difference
is still significant on a relative scale.

The refinement of transaction processing into activities corresponding to the major steps of the
consensus reveals an initial hypothesis that might explain the latency differences.

Table 5.3 presents the same statistics as Table 5.2 for the high-level Fabric consensus activities, re-
fined along the hierarchy of the constructed activity model. Figure 5.20 visualizes the same refinement
for the first 200 new order transactions (for clarity).

The EDA process (employing hierarchical activity refinement) immediately results in a probable
hypothesis: the block inclusion of a transaction is responsible for the majority of the transaction
processing latency (apart from some outlier instances). Indeed, the OSNs were configured to create
blocks every 250ms during the benchmark evaluation.

After testing the hypothesis using confirmatory data analysis (CDA), network operators can take
appropriate steps towards decreasing the ordering latency, e.g., reconfigure the OSNs to lower block
creation times. However, they must rerun the benchmark on the new configuration to validate the
effects of the new settings.

It is important to note that the uncovered bottleneck is valid only in the context of the applied
workload in the normal (i.e., stationary) operational mode.

5.3 Systematic performance measurement data analysis

Bottleneck identification and root cause diagnosis are common tasks in process analysis. Analysts
primarily apply process mining techniques [Aal+07; Van16] to perform the above tasks in the domain
of critical business, manufacturing, or supply chain processes. Process mining can uncover the struc-
tural and behavioral traits of complex (often underspecified or only partially known) processes and
identify related bottlenecks in the operation.

Such business, manufacturing, or supply chain processes posses the following peculiarities:
• Their process model is usually unavailable as a whole/complete process that spans multiple
participants, thus process mining is applied to uncover the model.

20http://tpc.org/tpcc/results/tpcc_result_detail5.asp?id=120051701 (Accessed: 2022-06-21)
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Figure 5.20: Latency refinement of New Order transactions.

• The environment of the process is rather static and well-known, i.e., tasks have dedicated as-
signed resources, and task execution is fully managed/handled by the executing participant.

• Usually a single bottleneck resource can be identified as a performance limiting factor.
• Accordingly, simple static or state-based process control mechanisms can be applied (and au-
tomated) to increase process QoS.

• However, while process design strives for flexibility, workload- and bottleneck-dependent com-
ponent reconfiguration (or resource reallocation) is costly, especially for manufacturing pro-
cesses.

In contrast, the distributed services detailed in this research correspond to ”computational” pro-
cesses, as specified by the protocols of the services (e.g., the required consensus steps of Hyperledger
Fabric). Such processes operate in significantly different environments compared to the previous types
of processes:

• The proposed methodologies of the research assume/require the a priori availability of process
models, i.e., behavior specifications, in the form of activity, service, and resource models.

• Modern IT solutions operate in highly dynamic environments, including on-demand provi-
sioned resources, and frequently changing workload characteristics.

• Accordingly, bottleneck identification and root cause diagnosis become more complex. Closely
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related resources can frequently become bottlenecks as a group, and shared resources/infras-
tructure (in contrast to dedicated resources) can result in hard-to-predict parasitic interference.

• More complex, dynamic process control techniques would be required that are hard to auto-
mate.

• The inclusion of 3rd-party COTS components with unknown performance characteristics are
common, introducing further uncertainties into the global performance characterization of the
solution.

Automated process control in such dynamic environments is hard to achieve. However, since re-
source reallocation or component reconfiguration are relatively cheap and fast, even a partial solution
of the problem could be beneficial. The current contribution proposes the reduction of the problem to
the quick and intuitive EDA of performance measurement data, where the involvement of a domain
expert can compensate for the lack of automated control solutions.

The primary goal and advantage of the proposed methodologies of the research so far is that by
the time the data analysts reach the actual performance analysis task, the available measurement data
is validated, cleaned, and structured among semantically precise relations. This last section demon-
strates how bottleneck identification and the root cause analysis of latency anomalies become intuitive
and easy-to-perform tasks, given the proper input data and activity model support (and a decent, but
no too deep domain knowledge of data analysis).

5.3.1 Model-guided bottleneck identification

This section introduces the model-guided EDA approach for bottleneck identification through the ex-
periment performed with TPC-C in Section 5.2. The analyzed measurement data was acquired during
the initialization phase of the benchmark when database entities are inserted (which can constitute
as a write-heavy micro-benchmark).

Let us assume that an unexpected end-to-end latency spike is detected on the client-side (on the
transaction processing activity level), classified as an outlier (the exact outlier detection methods are
out of the scope of this research). Figure 5.21 demonstrates how the hierarchical activity data aids the
uncovering of bottlenecks contributing to the latency spike.

The EDA approach employs a drill-down approach using the parent-subactivity hierarchy rela-
tions to gradually pinpoint significant latency contributors. At first, the latencies of the high-level
transaction processing subactivities are considered. Since endorsement times seem constant during
the anomaly, the endorsement activity is dismissed as bottleneck and root cause. The ordering and
validation subactivity, however, exhibits the same trend as the end-to-end latencies. Correspondingly,
it becomes the next activity of interest.

At this point, the subactivity latency trends show an interesting pattern. Neither the block cre-
ation, nor the block validation subactivities show the same trend as their anomalous parent activity.
However, both indicate deviation from their previous baseline latency characteristics. Accordingly,
the hierarchical exploratory process supports the identification of multivariate root causes.

Block creation is a leaf activity element in the HLF consensus model, thus further analysis along
this path would require additional instrumentation or the detailed inspection of corresponding com-
puting resource utilization. The other prominent latency source path is the block validation activity.
Further drill-down steps reveal that the atomic block commit activity caused the latency spike in this
path.

The following important observations must be noted:
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Figure 5.21: A partial HLF activity time series hierarchy demonstrating a latency anomaly [KP22].

• The block commit anomaly is only a short transient spike. However, the block creation latency
needs more time to settle, hinting at some system statefullness and memory in the performance
domain, possibly resulting from a queuing mechanism and the congestion of requests.

• The identified block creation and validation bottleneck activities are executed by different (and
distributed) services, an ordering service and a peer node, respectively. Yet both exhibit a sudden
latency spike, hinting at a hidden resource dependence. Considering the nature of the activities
of interests, the probable shared resource is the storage layer of the private cloud infrastructure.

• The low-level state of the cloud infrastructure (i.e., resource utilization of hardware compo-
nents) is unobservable for the service-level monitoring system (which is also common in the
case of commercial public cloud solutions). Correspondingly, we cannot be sure whether the
latency spike was caused by a saturated shared resource (thus we performed a bottleneck iden-
tification task), or we detected a transient outage of the cloud storage layer (in which case we
performed an anomaly root cause diagnosis task).

Nevertheless, the hierarchical and systematic approach allows the intuitive and quick identifica-
tion of bottleneck activities of the SUT. Given the activities of interest, the next analysis steps include
the correlation of bottleneck activity latencies with the corresponding component resource utiliza-
tion, or with the characteristics of the workload. Such correlations can answer whether the bottleneck
is caused by saturated resources, or rather a change in the presumed workload affected the expected
performance characteristics of the SUT. Such analysis, however, would require the detailed modelling
of the workload characteristics and provisioned resources, both requiring an extension of the pro-
posed kernel modelling framework, which is left as future work.
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5.3.2 Model-guided root cause diagnosis

This section introduces the model-guided EDA approach for the root cause diagnosis of performance
anomalies. The approach is introduced through a fault injection case study, that (among other things)
investigated the extra-functional effects of smart contract faults.

The case study applied a software implemented fault injection (SWIFI) technique [HTI97; Arl+03]
that has been tailored for evaluating the behavior of blockchain systems in the presence of faulty
smart contracts. The study targeted smart contracts written in the popular Solidity language21 that
was originally created to program the Ethereum network.

Ethereum is a key technology in both the public, and private DLT landscape. A core part of its
specification is a simple bytecode virtual machine for smart contract execution, the Ethereum Vir-
tual Machine (EVM) [Woo+14]. The EVM is a general-purpose, Turing-complete virtual machine that
provides access to the ledger state largely via key-value style CRUD (create, read, update and delete)
operations, and Solidity is the most popular language targeting the EVM. However, Solidity is also
becoming available on blockchain platforms other than Ethereum. For instance, the Hyperledger Bur-
row22 EVM implementation can be deployed in Hyperledger Fabric.23

The Hyperledger Fabric setup contained a general chaincode for executing Solidity smart con-
tracts. Accordingly, in contrast to the TPC-C case study, the chaincode was instrumented to measure
the EVM-related and remaining processing times, modelled as atomic subactivities of the chaincode
execution alternating activity (Fig. 5.22).

Receiving Proposal (:AA) Sending result (:AA)

Endorsement (:SA)
startedBy finishedBymeets

Chaincode Call

meets

Receiving Call (:AA) Returning result (:AA)

startedBy meets

Chaincode Execution (:TA)

meets finishedBy

Non-EVM Execution (:AA) EVM Execution (:TA)

hasSubactivity hasSubactivity

Figure 5.22: Chaincode execution decomposition for the fault injection case study.

Beside evaluating the functional effects of faults, we carried out a set of experiments aiming at
understanding performance issues related with the execution of faulty contracts. Performance evalua-
tion allows understanding if there are significant changes in execution time of faulty smart contracts,
when compared to their reference (i.e., fault free) counterparts. Protection mechanisms defined in the
blockchain system (e.g., definition of gas limit in Ethereum/EVM, or timeout mechanisms in Hyper-
ledger Fabric) do not allow smart contracts to execute indefinitely, hence, performance problems can
eventually be transformed to correctness problems (i.e., failed transactions). Additionally, and espe-
cially in permissioned systems, the different resource usage profiles of faulty contracts may have an
impact on overall blockchain system performance and availability through resource contention. In
this work, performance evaluation is mainly concerned about the execution time of transactions.

21https://solidity.readthedocs.io/en/latest (Accessed: 2022-06-21)
22https://github.com/hyperledger/burrow (Accessed: 2022-06-21)
23https://github.com/hyperledger/fabric-chaincode-evm (Accessed: 2022-06-21)
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5.3. Systematic performance measurement data analysis

We performed the experiments using a typical token manager contract with an infinite loop fault
in its batchTransfer function and no fault in its transfer function (standard token management
functions). The test sequence calls

1. the fault-free function 400 times (warm-up fault-free period) to be used as reference and baseline
behavior of the system for the comparison;

2. the faulty function 200 times;
3. and the fault-free function 400 times again to be compared with reference runs in order to

understand how the faulty runs impacted on the execution time of the fault-free function.
The calls were all data-independent. The embedded EVM was configured to enable execution to

hit (and possibly far exceed) the Fabric timeout. The number 400 and 200 are arbitrarily chosen, but
in a way that lets us observe the behavior of the system long enough.

Figure 5.23: End-to-end transaction (attempt) times and Burrow EVM execution times in the timeout
campaign (red: faulty, blue: fault-free function) [Haj+20].

Figure 5.23 shows the client-perceived transaction times (left side), as well as the raw execution
time measured inside the EVM through additional instrumentation (right side). The colors distinguish
the two functions: red for the faulty function and blue for fault-free function.

As shown in the figure, upon switching to the faulty function, end-to-end transaction latencies
increase to around 1s (the configured Fabric timeout) and transactions fail, as expected. However,
when the workload switches back to the fault-free function, for approximately 14 seconds, the latency
remains at 1 second before regaining the nominal value (and transactions begin to succeed).

The transaction were executed sequentially, e.g., the next faulty function call was issued only after
the previous one returned with an expected timeout error. The faulty function with the infinite loop
undoubtedly causes the saturation of the CPU for its execution duration. We expect that the Fabric
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peer node terminates the transaction execution once the 1s timeout is reached, which is accurately
reflected in the client-side observations (Fig. 5.23, left side). However, the 14s ”cool-down” period of
the CPU saturation seems suspiciously long compared to the (supposedly) 1s execution time of the
last faulty function call.

The right side of Fig. 5.23 reveals the vital clue for the anomaly root cause diagnosis. The EVM
executions in the chaincode containers run significantly longer than expected based on the config-
ured timeout value. I.e., while the peer service terminates the transaction execution after 1s, EVM
executions are seemingly not actually terminated in the chaincode containers, leading to lasting, and
increasing resource contention.

The same conclusion can be reached based on purely the proposed systematic measurement data
analysis approach. In that context, the EVMExecution (and thus the ChaincodeExecution) sub-
activity violates the temporal constraints imposed by its ChaincodeCall parent activity, i.e., the ex-
ecution duration of a child activity is longer than that of its parent activity (which is only permitted
for parallel activities with any synchronization semantics).

Note that the platform-independent data analysis approach already pinpointed the general source
and reason of the issue, even for such an obscure performance anomaly. The gathered knowledge is
sufficient to query the platform developers/providers about the phenomenon to confirm the validity of
the results. Alternatively, further investigations now can be focused only on the timeout management
mechanisms of the peer and chaincode services, significantly reducing the complexity of the original
root cause diagnosis task.

Considering the phenomenon on a technical level resulted in the following hypothesis: the peer
service disposes of the context of the transaction call on the peer side upon timeout, however, the same
cleanup is not performed on (or propagated to) the chaincode side. Note, that if a chaincode attempts
communication (e.g., ledger access) with the peer through a disposed transaction context (on the peer
side), then the chaincode receives an indicating error as result, terminating the transaction context on
the chaincode side. Unfortunately, the injected fault resulted in a purely computational infinite loop,
thus not requiring any chaincode-peer communication, failing to trigger the above error. Instead, the
built-in timeout mechanism of the EVM (the gas consumed by executed statements, i.e., acting as a
program counter limit) was triggered many seconds later than expected.

Evidently, this is a resource management bug in the blockchain environment (CPU-overloading
runoff executions are not terminated and garbage-collected in a timely manner). The significance of
this phenomenon in our context is that it demonstrates that, in general, we cannot blindly rule out the
possibility of smart contract faults having an extra-functional impact on the execution platform and
other smart contracts; especially in consortial blockchains that run more complex and comparatively
less security- and resilience-vetted platform software than the public ones.

Notice, how both the bottleneck identification and anomaly diagnosis tasks were based on the la-
tency of activities. The proposed performance measurement modelling framework directly contains
activity latencies, defined as the time different between the (observed or calculated) start and termi-
nation events of the given activity. Thus, the latency metric is an integral part of the framework.

However, the analysis approach is not limited only to latency analysis. Additional metrics can be
built on top of the core framework elements. For example, the rate of activity start and termination
events define the load rate and throughput, respectively, of said activity type. Furthermore, including
whether the activitywas successful or not as an additionalmetadata beside the temporal data results in
the refinement of the throughput metric into goodput and failure rate, denoting the rate of successful
and failed activities, respectively.

Additional higher-level metrics can be built from lower-level ones. For example, correlating the
load and failure rate of an activity type (e.g., Fabric transaction processing) can reveal robustness
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information about the SUT. Similarly, relating the goodput (or latency) of an activity type with the
network size metadata results in the scalability metric of the SUT. Moreover, the dependence of data
access conflict rate on the overall load rate of the SUT can be ametric of the design quality of the chain-
code data model. The case studies demonstrated latency-related performance analysis tasks because
that is the core metric provided by the performance measurement modelling framework. However,
different metric types (probably derived from the latency metric or activity events) can also be the
target of the systematic, model-guided analysis process that drills through hierarchies of temporally
related activities.

Moreover, notice that the temporal relations and constraints guiding the presented analysis case
studies did not depend on the fact that the SUT is Hyperledger Fabric, i.e., a DLT. The general source
of anomalies and bottlenecks could have be uncovered without any domain-specific knowledge about
Fabric. Accordingly, the presented high-level workflow and data analysis approach could be applied to
any system that can be described as temporally interconnected activities distributed among different
services – but this hypothesis has not been validated in the current work.

5.4 Discussion

5.4.1 Related work: Hyperledger Fabric performance analysis

The complex consensus process of HLF [And+18] (detailed and modeled in Sec. 4.3) made its per-
formance evaluation a hot research topic. Related works can be divided mainly into the following
categories based on their goals:

1. Performance evaluation and characterization: [PST17; Bal+18; TNV18; Nas+18; Gup+18; Tak+18;
Sha+18; Hao+18; Wan19; Kuz+19; Ngu+19a; Ina+19; Ngu+19b; And+19; Fos+20; WC20; Sha+20;
BAN20]

2. Performance optimization: [TNV18; Gor+19; JHB19; Nak+20]
3. Formal consensus modelling: [Suk+17; Suk+18; Jia+20; Yua+20; Xu+21]
Category 1 receives most of the attention, which is identifying the performance characteristics

of HLF. The evaluations employ empirical sensitivity analyses to measure the change in key per-
formance indicators (such as throughput and end-to-end latency) when applying different network
scales, configurations, and workloads.

The concern of Category 2 is the performance enhancement of HLF. Researches either transpar-
ently optimize certain consensus steps or propose changes to the architecture (and correspondingly
the consensus process) itself. The researches of Category 2 also rely on empirical performance anal-
ysis to confirm bottlenecks and evaluate the effectiveness of optimizations.

Works in Category 3 build formal behavior models of the consensus process. Model parameter
identifications also rely on empirical performance evaluations. Finally, the parameterized model al-
lows for cost-efficient sensitivity analyses capable of covering a large configuration and parameter
space, without actual further empirical analyses.

A common requirement for all three categories is the rigorous empirical performance evalua-
tion of HLF based on the analysis of measurement data. Superficial analyses may lead to incorrect
hypotheses or misidentified model parameters, invalidating the results of the evaluation.

Accordingly, a systematic, rigorous, and easy to follow analysis process (even for complex systems)
is needed to achieve relevant results. Moreover, the correctness and richness of measurement data can
further increase the quality of gained insights.

Furthermore, regardless of the aim of the research, designing empirical performance evalua-
tions and reporting their results is a common theme. The Hyperledger Performance and Scalability
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References HE SE NS TH SC WL
[Din+17; Suk+18; And+18; Bal+18; TNV18; Gup+18; Sha+18]

[JHB19; Kuz+19; Ngu+19a; Fos+20; Nak+20; BAN20] ✓ ✓ ✓ ✓ ✓ ✓

[Ina+19; And+19] ✓ ✓ ✓ ✓ ! ✓

[PST17; Nas+18; Tak+18; Hao+18; Gor+19; Wan19] ✓ ✓ ✓ ✓ ✓ !
[Sha+20] X X ✓ X ✓ !

[Ngu+19b; WC20; Yua+20; Xu+21] ✓ ✓ ✓ ✓ X !
[Suk+17] ✓ ✓ ✓ ✓ ✓ X

Table 5.4: Repeatability evaluation of Fabric performance experiments (X: missing; !: insufficient;✓:
sufficient; HE: hardware environment; SE: software environment; NS: network setup; TH: test harness
setup; SC: smart contract specification; WL: workload specification)

Working Group (PSWG) released a whitepaper24 about consistently reporting the different aspects of
blockchain performance evaluations.

To assess repeatability, we evaluated the level of disclosure of the available results along six di-
mensions: (i) hardware environment (HE); (ii) software environment (SE); (iii) network setup and con-
figuration (NS); (iv) test harness setup (TH), i.e., workload generators and data collection; (v) smart
contract specification (SC); (vi) and workload specification (WL). The evaluation was permissive; we
did not require the disclosure of exact artifacts (e.g., source code of contracts). Even providing a de-
tailed enough description to reproduce the results was deemed sufficient (even if reproduction would
require a partial reimplementation of the artifacts).

Table 5.4 summarizes our evaluation. Reporting of aspects (i)–(iii) and (v) were almost consis-
tently well-covered. However, the specifics of workloads (and, to some extent, smart contracts) show
a different picture.

When the workload consists of openly available micro- or macro-benchmarks (e.g., provided by
BlockBench [Din+17]), then all attributes of the workload are certainly unambiguous. Otherwise, a
detailed specification of the applied transaction types and the workload(s) composed of them is nec-
essary. The first aspect is largely well-covered; however, at least in the papers using macrobenchmark
or macrobenchmark-like workloads, the rate and transaction type composition of workloads did not
receive proper attention.

Furthermore, even when the workload attributes are specified to some extent, the lack of mea-
surement artifacts (such as the Fabric chaincode implementation or the harnessed measurement data)
negatively impact the validation, repeatability and comparison of presented results. Thus, the evalu-
ation in Table 5.4 was rather permissive regarding the existence of such artifacts.

There are two key issues with this state of the art. First, these specifics are vital not only to repro-
duce results, but also for meaningful comparisons across different studies. Second, the maturation of
DLT has reached the point where the comparison of DLT capabilities with such macro-benchmarks
as, e.g., the ones specified by the Transaction Processing Council (TPC) is not only meaningful, but
even sorely missing for gauging the technological design space for new DLT projects.

TPC-C, a widely accepted and used OLTP benchmark, is a good initial target to address this short-
coming, with a clearly defined workload and a single workload scaling parameter. It is not DLT spe-
cific – what can actually be an advantage when such scenarios are considered where existing business
cooperations are migrated to a DLT.

24https://www.hyperledger.org/learn/publications/blockchain-performance-metrics (Accessed: 2022-06-21)
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To the best of our best knowledge, an open TPC-C implementation that targets Fabric does not
exist. Even though the workload generator part of the standard is implemented by multiple frame-
works (OLTP-Bench [Dif+13], TPCC-UVa [Lla06], HammerDB25, BenchmarkSQL26, Emerald Test27),
they all target specific databases (or database connector frameworks), relying on SQL support. Ac-
cordingly, their transaction profile implementations are not compatible with Fabric; thus, a specific
chaincode-based implementation is needed.

Furthermore, it is important to note that the goal of the presented contributions is not to surpass
the results of the referenced related researches. The referenced works aim to explicitly character-
ize the performance of a Fabric network under various conditions (based on different metrics, such
as throughput, latency, or scalability and robustness). The performance evaluations employ either
empirical measurements or various formal models (that are also parameterized using empirical mea-
surements).

Rather, the contributions of the dissertation serve as a complementary methodology that can
support such performance evaluation researches by:

1. Providing a complex, standardized performance benchmark for the faithful evaluation of Hy-
perledger Fabric, along with an open-source chaincode and workload implementation to ensure
repeatability;

2. providing a model-driven measurement framework and data analysis methodology that can
serve as a flexible and common format for sharing and validating results;

3. and increasing the relevance and faithfulness of results by systematically discovering the (pos-
sibly multiple) operational modes of a system, thus, for example, deriving boundaries within
which estimated model parameters are valid (e.g., modelers can employ probabilistic distribu-
tion functions from different families to estimate significantly different operational modes).

Let us take, for example, the dissertation of Sukhwani [Suk19] presenting formal performance
models (based on Stochastic Reward Nets, SRN [CMT92]) for the 0.6 and 1.0 versions of Hyperledger
Fabric. The author performed various empirical measurements (after instrumenting the Fabric source
code with custom sensors) and used the results to fit various distribution functions on the measure-
ment data to estimate transition rates (corresponding to the consensus steps of Fabric) in the SRN.

The fundamental difference between the approaches of [Suk19] and this work is the following:
• [Suk19] built formal models based on the system specification, then fitted and validated the
model based on empirical measurements.

• The contributions of this work take a different approach, and first performmeasurements in or-
der to identify various operational modes and performance characteristics of the system, based
on which the implementation can be validated and further (qualitative or quantitative) models
can be created.

Accordingly, the results of [Suk19] and the current dissertation are complementary parts of the
same SPE process. The contributions of this dissertation enable the model-based, rigorous validation,
enriching, and analysis of measurement data. In turn, such validated measurement data can be safely
used to build formal performance models of a system for further sensitivity analyses, as demonstrated
by the results of [Suk19].

Let us note, that the measurement-based identification (Section 3.3.1) and formal modelling
[Suk19] of Fabric version 0.6were both done in the context of the IBM Faculty Award-related project

25https://www.hammerdb.com/ (Accessed: 2022-06-21)
26https://github.com/pgsql-io/benchmarksql (Accessed: 2022-06-21)
27https://gitlab.com/emerald-platform/emerald (Accessed: 2022-06-21)
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(Section 3.5.2), taking two different approaches to the performance characterization of the same plat-
form.

5.4.2 Performance considerations of blockchainification in critical CPS

Cyber-Physical Systems (CPS) have been described as the next computing revolution, with the po-
tential of transforming how we interact with the physical world around us [Raj+10]. With such a
transformative technology, a great emphasis must be put on the security and correctness of complex
CPS systems.

To ensure resilient control of complex CPS systems, we can leverage the recent advances in DLT
solutions and smart contracts, e.g., where the logic implemented as a smart contract serves as a ”digital
twin” [BR16] of the CPS device, enforcing usage policies and intended cooperation patterns. The ap-
plication of, for example, model-driven development (MDD) practices for smart contracts can ensure
the rigorous design and validation of CPS-supporting solutions. For instance, statechart behavioral
models enable the simulation, formal verification, and smart contract code generation of CPS solu-
tions.

Blockchain-based DLTs with the appropriate smart contracts can serve as various forms of mid-
dleware in CPS solutions: point-to-point communication, publish/subscribe, orchestration, logging
and operational management (including membership and directory services). A blockchain-based im-
plementation of such middleware services has the same general advantages as the supporting DLT
platform:

• The service is resilient; truly effective denial of service attacks and security compromises are
very infrequent.

• Service access is resilient, too; the system can be used through many peers instead of a few
service access points.

• The ledger serves as a transparent and immutable transaction log for the service actions.
• Actions are nonrepudiable.
The downside of using open, permissionless blockchains in this manner is that the price to achieve

a given level of transaction throughput and latency on public blockchains can be too high for many
use cases. Depending on the transaction load of the blockchain, this price point is highly volatile. Even
when transactions are correctly priced, public blockchains acknowledge new blocks of transactions
rather slowly (the average block time for Ethereum is 15 seconds). Additionally, the globally shared
nature of public DLTs may not be tolerable for certain applications.

The application of permissionedDLTs to critical CPS solutionsmust be considered carefully from a
performance point of view, albeit they might provide higher throughput and lower latency in general.
Critical applications (without exception) tend to specify strict safety requirements to prevent damage
to equipment, financial losses, and, most importantly, loss of human life or injury. The functional
correctness of a design might satisfy safety requirements only partially. Safety requirements are often
formulated in the temporal domain, e.g., the system must reach a safe state within a specified amount
of time.

Let us consider the example of a secure facility/room with strictly regulated access, and the entry
protocol of its corresponding door (Fig. 4.13). The door opens or closes by monitoring the state of its
governing blockchain contract.

The administration of the facility has defined the following security protocol for entering the
room: i) request access; ii) approve access; iii) open door; iv) confirm entry; v) close door. The corre-
sponding exit protocol is: i) open door; ii) confirm exit; iii) close door.
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Figure 4.13: The statechart model of a door for accessing a secure facility [Gar+18] (repeated from
page 74)

Note that the entry request must be approved before the room can be accessed. In our scenario,
we require the approval of two designated administrators. Furthermore, we require that the requestor
confirm entry and exit before closing the door (e.g. via using a secure identity card reader that is able
to initiate blockchain transactions on their behalf). Generally, all actions of the access protocol have
to go through the smart contract which defines whether the participant is allowed to request that give
action in the current state of the whole security system.

Moreover, we have two additional security measures. First, the security team can block entry to
and exit from the room at any time. For example, once the security personnel noticed an unauthorized
entry to the room, they can lock the door, preventing potential intruders from escaping. Second, a
designated emergency team can open the door at any time. For example, in case of an incidental fire,
the fire brigade can enter the room without going through the security protocol.

The following examples of informal functional requirements are amenable to design time verifi-
cation based on the statechart:

1. A personnel cannot enter the secure room without authorization.
2. At most a single personnel can be present in the secure room at any time.
3. If a personnel can enter the secure room, then sooner or later, they can exit it.
However, satisfying the following (informal) extra-functional requirements require the detailed

performance engineering of the entire CPS solution, and not just the functional correctness of the
smart contract:

1. When security personnel issue a door lock command, the door must be closed within 2 seconds
(for example, to guard against potential damage to property through theft).
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2. When emergency personnel issue a door unlock command, the door must be opened within 1
second (for example, to guard against injury or loss of personnel life).

The generally low latency characteristic of a DLT solution might not be enough to satisfy the
above safety requirements with a temporal constraint. Such cases require the rigorous performance
engineering of the system at hand. As Section 5.3 demonstrated, even isolated and closely controlled
setups can exhibit unexpected performance anomalies that are unacceptable in a safety-critical appli-
cation. The contributions of the research facilitate the rigorous bottleneck identification and anomaly
root cause diagnosis of DLT solutions. The results (and gained experience) of such analyses must be
put toward solidifying the performance guarantees of the SUT, e.g., by ensuring properly scaled re-
sources, the assignment of isolated and dedicated resources to performance critical components, or
the fine-tuning of component configurations to further increase performance.

When the low latency and availability of critical functions cannot be guaranteed using standard
engineering practices (e.g., high-end dedicated resources, sufficient availability through redundancy,
ensuring priority of functionality, etc.), then additional approaches must be explored, such as imple-
menting latency critical functionalities separately, off-chain, as a component with real-time behav-
ior [Lv+09].

5.5 Summary

This section summarizes and concludes Chapter 5 by highlighting the contributions of the chapter,
presenting some of their applications, and discussing possible future works related to the contribu-
tions.

5.5.1 Contribution

Applying the results of Contribution 2 about the unified modelling of the measured object (SUT,
environment, and workload) yields a detailed knowledge-base about the relations of measurement
data corresponding to different system activities. Such relations enable the indirect observation – i.e.,
calculation – of measurement data, beside the explicit data directly collected through instrumentation.
The calculated measurement data enables the detailed reconstruction of activity timelines, facilitating
later performance analysis tasks. However, such calculations require a rigorous validation to ensure
the consistency of the resulting data set. Contribution 3 proposed such a validation and analysis
workflow to ensure the cleanness and consistency of measurement data, and to drive the bottleneck
identification and anomaly root cause diagnosis tasks.
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Contribution 3 General semantic data analysis is an open research topic. It is challenging
to automatically identify hidden relations among a general set of variables to aid later data
analysis phases. However, given a specific domain and a priori knowledge of relations among
domain concepts (as defined in Contribution 2 for performancemeasurements), previously gen-
eral data analysis tasks can benefit greatly (and even automatically) from such domain-specific
knowledge.
Accordingly, I defined a novel model-guided methodology (amenable to automation) for the
systematic validation and analysis of performance measurement data. The methodology en-
ables the systematic consistency checks and exploratory analysis of many-dimensional and
distributed measurement data (inherent in DLT solutions), facilitating subsequent performance
analysis tasks, such as bottleneck identification and performance anomaly diagnosis.
3.1 I proposed an approach for the model-guided calculation of indirect measurement data,

and the validation of redundant measurement data.
3.2 I presented a methodological evaluation of the potential performance impact posed by

DLT-based solutions compared to traditional centralized services.
3.3 I proposed a model-guided methodology for bottleneck identification and performance

anomaly diagnosis, and evaluated its applicability for DLTs.

5.5.2 Applications

The importance of the contribution is that it allows for the systematic validation and analysis of
performance measurement data. Service-oriented system measurements provide highly multidimen-
sional and distributed data. The harnessed data needs a rigorous preprocessing before it can serve as
an input to further performance analysis tasks, such as bottleneck identification or process mining
approaches.

A detailed performance evaluation is a prerequisite of the wider adoption of DLTs. The proposed
methodology enabled the high-level performance evaluation of the TPC-C benchmark onHyperledger
Fabric. The rich, model-based view of the SUT, its related activities, and its environment enables the
rigorous (and possibly general) performance characterization of Hyperledger Fabric – the underpin-
ning technology for performance demanding reworked or novel market segments – under realistic
and complex workloads.

Furthermore, the methodology is also applicable in the field of fault injection to assess the perfor-
mance impact of injected software faults. In the context of a bi-lateral Portuguese-Hungarian Science
& Technology project, the applied performance data analysis methodology revealed a resource man-
agement bug that can seriously impact the overall performance of the blockchain solution (5.3.2). An
evaluation of fault effects in the extra-functional performance domain revealed a functional defect of
the system relating to the consistent error handling (the timeout mechanism, in this case) of multiple
cooperating services (the peer and chaincode services, in this case).

The methodology was also applied to a central bank digital currency (CBDC [Bin21]) prototype
solution. CBDCs are the digital form of a country’s fiat money, issued and regulated by the country’s
monetary authority. One of the goals of CBDC solutions (and related researches) is to provide a stable,
regulated, and real-time online payment system for the wide range of the public. Correspondingly,
such a system must be able to process a large volume of request, considering the increasing trend of
online payments (e.g., using credit or debit cards).
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The proposed data analysis workflow was applied to identify and mitigate bottlenecks (via con-
figuration tuning) in a CBDC prototype solution in the context of a project sponsored by the Hun-
garian National Bank. Even though the system is still experimental, the applied methodology made
the performance tuning of such a complex system possible in a way that the system reached a sta-
ble throughput of a million transactions per hour with subsecond latency most of the time – using
commodity-grade resources.

5.5.3 Future work

While the proposed CSP approach solves the data validation and propagation tasks, it requires the
availability of every direct sensor value to calculate the solution. This hinders the applicability of
the approach for incremental, on-line data validation and propagation, where data fragments became
available at different times, in unspecified order.

Future research will investigate the application of Petri nets to encode the dependency of sensor
values. Such an encoding would allow the on-demand application of consistency checks and data
calculation, once the required input data becomes available. Moreover, the execution/simulation of
the Petri net would provide definite traces of data calculations that violated the data constraints.

5.5.4 Related publications

The contribution is supported by the following publications:
• [j2]: Attila Klenik and András Pataricza. Adding semantics to measurements: Ontology-guided,
systematic performance analysis. Acta Cybernetica (Accepted, under copyediting) 00(0000), 2022,
pp. 1–36. doi: 10.14232/actacyb. arXiv: 2112.11270. url: https://arxiv.org/abs/2112.11270v1.

• [j3]: Akos Hajdu, Naghmeh Ivaki, Imre Kocsis, Attila Klenik, László Gönczy, Nuno Laranjeiro,
Henrique Madeira, and András Pataricza. Using fault injection to assess blockchain systems in
presence of faulty smart contracts. IEEE Access 8, 2020, pp. 190760–190783. issn: 21693536. doi:
10.1109/ACCESS.2020.3032239.

• [c6]: Attila Klenik and Imre Kocsis. Porting a benchmark with a classic workload to blockchain:
TPC-C on Hyperledger Fabric. In: Proceedings - The 37th ACM/SIGAPP Symposium on Applied
Computing (SAC ’22), p. 9. ACM, New York, NY, USA, Apr. 2022. doi: 10.1145/3477314.3507006.

• [c7]: Péter Garamvölgyi, Imre Kocsis, Benjámin Gehl, and Attila Klenik. Towards Model-Driven
Engineering of Smart Contracts for Cyber-Physical Systems. In: Proceedings - 48th Annual
IEEE/IFIP International Conference on Dependable Systems and NetworksWorkshops, DSN-W 2018,
pp. 134–139. Institute of Electrical and Electronics Engineers Inc., July 2018. doi: 10.1109/DSN-
W.2018.00052.

120

https://doi.org/10.14232/actacyb
https://arxiv.org/abs/2112.11270
https://arxiv.org/abs/2112.11270v1
https://doi.org/10.1109/ACCESS.2020.3032239
https://doi.org/10.1145/3477314.3507006
https://doi.org/10.1109/DSN-W.2018.00052
https://doi.org/10.1109/DSN-W.2018.00052


Chapter6

Summary of the Research Results

6.1 Contribution 1: Refinement-based Performance Evaluation
Workflow for DLTs

The inherent complexity of empirical performance evaluation necessitates the definition of a rigorous
workflow to guide the evaluation and help document the results. Such a workflow must take the
service-oriented design and architecture of modern systems (e.g., novel DLT solutions) into account.
Moreover, the service-based definition of the system enables performing the evaluation only on parts
of the system (i.e., on a subsystem), lowering both the cost of the evaluation and the number of
controllable variables during the measurement process. Contribution 1 proposed such a systematic
workflow, and evaluated its applicability on two fundamentally different DLT consensus types.

Contribution 1 Model-based metrology (in the context of performance measurement) has
decades-long tradition in certain domains such as traditional telecommunication systems. How-
ever, the same support and modelling experience is lacking in the modern and complex infor-
mation technology space typical of distributed and heterogeneous service-oriented systems,
such as distributed ledger technologies (DLTs).
Accordingly, I proposed and evaluated a functional decomposition-based iterative workflow –
guided by data flow network models – for the measurement-based performance evaluation of
DLTs. The proposed workflow differs from the traditional approaches in the sense that it takes
into account the more complex operational behavior of system components that can influence
the overall system performance in various ways.
1.1 I defined an iterative workflow for the systematic measurement-based performance eval-

uation of DLTs guided by functional component and resourcemodels, harmonizingmodel
refinement and data drill-down operations.

1.2 I proposed a workload record-replay-based, component-in-the-loop approach to allow an
efficient, guided diagnostic of isolated systems components when refining the evaluation
workflow.

1.3 I evaluated the proposed workflow on two major types of DLT architectures. I also iden-
tified further extensions of the workflow to support the metrology-centric evaluation
of DLTs: the need for formal behavior and instrumentation modelling, and the model-
guided, systematic validation and analysis of distributed measurement data.
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Supporting publications:
• [j1]: Imre Kocsis, Attila Klenik, András Pataricza, Miklós Telek, Flórián Deé, and Dávid Cseh.
Systematic performance evaluation using component-in-the-loop approach. International Jour-
nal of Cloud Computing 7(3-4), 2018, pp. 336–357. issn: 20439997. doi: 10.1504/ijcc.2018.095401.

• [c4]: Attila Klenik and András Pataricza. Preliminary Performance Assessment of Hyperledger
Fabric. In: PROCEEDINGS OF THE 25TH MINISYMPOSIUM, pp. 44–48. 2018. url: https : / /
repozitorium.omikk.bme.hu/bitstream/handle/10890/15238/25Minisy_proceedings-11.pdf ?
sequence=1.

• [c5]: Attila Klenik and Andras Pataricza. Performance analysis of critical services. In: 2018 IEEE
International Conference on Future IoT Technologies, Future IoT 2018, vol. 2018-Janua, pp. 1–6.
Institute of Electrical and Electronics Engineers Inc., Mar. 2018. doi: 10.1109/FIOT.2018.8325592.

6.2 Contribution 2: Combined Behavior and Observability
Modelling of DLTs

The efficient application of the proposed workflow in Contribution 1 requires the collective consid-
eration of multiple aspects/views of the SUT. Contribution 2 proposed a performance measurement
modelling framework kernel to enable the unified modelling of multiple system views in order to
facilitate and guide the evaluation workflow tasks. Furthermore, the kernel allows the compositional
modelling of system and user behavior.

Contribution 2 Various and separate approaches exist for the formal modelling of specific
aspects of general systems to support the validation and verification of desired system prop-
erties. However, such aspect-specific approaches can rarely incorporate multiple aspects of a
system, such as its behavior, allocated resources, and usage patterns. Moreover, the measure-
ment and performance data analysis of a system also requires the consideration of an additional,
important aspect (beside the collective consideration of the previous aspects), namely its ob-
servability. Such an aspect is often an afterthought even for the implementation of a system,
not to mention its incorporation into system models.
Accordingly, I proposed a kernel performance measurement metamodelling framework for the
unified, compositional modelling of the performance measurement of service-oriented system,
including system behavior, deployment, and user behavior modelling, coupled with a detailed
sensor placement aspect for evaluating the observability of the SUT.
2.1 I defined an extensible and modular metamodel kernel for the hierarchical behavior and

observability modeling of service-oriented systems.
2.2 I proposed a methodology for the automated observability assessment of composite,

service-oriented systems to facilitate the design of instrumentation and the detailed anal-
ysis of measurement data.

2.3 I proposed a unified, compositional modelling approach of service-oriented systems and
user behavior using the defined metamodel.

Supporting publications:
• [j2]: Attila Klenik and András Pataricza. Adding semantics to measurements: Ontology-guided,
systematic performance analysis. Acta Cybernetica (Accepted, under copyediting) 00(0000), 2022,
pp. 1–36. doi: 10.14232/actacyb. arXiv: 2112.11270. url: https://arxiv.org/abs/2112.11270v1.
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6.3. Contribution 3: Model-guided Measurement Data Validation and Analysis

• [c7]: Péter Garamvölgyi, Imre Kocsis, Benjámin Gehl, and Attila Klenik. Towards Model-Driven
Engineering of Smart Contracts for Cyber-Physical Systems. In: Proceedings - 48th Annual
IEEE/IFIP International Conference on Dependable Systems and NetworksWorkshops, DSN-W 2018,
pp. 134–139. Institute of Electrical and Electronics Engineers Inc., July 2018. doi: 10.1109/DSN-
W.2018.00052.

6.3 Contribution 3: Model-guided Measurement Data Validation
and Analysis

Applying the results of Contribution 2 about the unified modelling of the measured object (SUT,
environment, and workload) yields a detailed knowledge-base about the relations of measurement
data corresponding to different system activities. Such relations enable the indirect observation – i.e.,
calculation – of measurement data, beside the explicit data directly collected through instrumentation.
The calculated measurement data enables the detailed reconstruction of activity timelines, facilitating
later performance analysis tasks. However, such calculations require a rigorous validation to ensure
the consistency of the resulting data set. Contribution 3 proposed such a validation and analysis
workflow to ensure the cleanness and consistency of measurement data, and to drive the bottleneck
identification and anomaly root cause diagnosis tasks.

Contribution 3 General semantic data analysis is an open research topic. It is challenging
to automatically identify hidden relations among a general set of variables to aid later data
analysis phases. However, given a specific domain and a priori knowledge of relations among
domain concepts (as defined in Contribution 2 for performancemeasurements), previously gen-
eral data analysis tasks can benefit greatly (and even automatically) from such domain-specific
knowledge.
Accordingly, I defined a novel model-guided methodology (amenable to automation) for the
systematic validation and analysis of performance measurement data. The methodology en-
ables the systematic consistency checks and exploratory analysis of many-dimensional and
distributed measurement data (inherent in DLT solutions), facilitating subsequent performance
analysis tasks, such as bottleneck identification and performance anomaly diagnosis.
3.1 I proposed an approach for the model-guided calculation of indirect measurement data,

and the validation of redundant measurement data.
3.2 I presented a methodological evaluation of the potential performance impact posed by

DLT-based solutions compared to traditional centralized services.
3.3 I proposed a model-guided methodology for bottleneck identification and performance

anomaly diagnosis, and evaluated its applicability for DLTs.

Supporting publications:
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pp. 1–36. doi: 10.14232/actacyb. arXiv: 2112.11270. url: https://arxiv.org/abs/2112.11270v1.
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Henrique Madeira, and András Pataricza. Using fault injection to assess blockchain systems in
presence of faulty smart contracts. IEEE Access 8, 2020, pp. 190760–190783. issn: 21693536. doi:
10.1109/ACCESS.2020.3032239.
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