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Abstract 

Robust sensing of the environment is an essential and safety-critical part of self-driving vehicles. Most of the 

algorithms used for this problem employ sensor fusion to increase the reliability of sensing. The most common is 

the object-level fusion, where separate sensor detections are combined to create an object list. Less common are 

low-level fusion algorithms that compile their detection list from fused low-level input data. The algorithm presented 

here uses low-level (raw) fusion and can remarkably improve the detection accuracy and reliability compared to 

single-camera systems. The proposed detector is aimed for pedestrian detection but is also capable of detecting the 

position of vehicles or other specific objects even in cases when the number of lidar points representing the object 

is low. 
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1 Introduction  

One of the critical challenges for the uptake of self-driving vehicles is the development of reliable environmental 

sensing methods. Mono-camera based object detectors can only determine the three-dimensional position using 

homography or by relying on machine learning based solutions, which is not as accurate as stereo camera or lidar-

based systems. Another important aspect to consider here is the speed of detectors, where first of all, the camera-

based systems might be emphasized. Sensor fusion based detectors can be an intermediate solution, combining the 

advantages of both sensors. In object-level sensor fusion, a so-called fused list is generated from a list of objects 

detected separately in the camera image and the point cloud. Another form of sensor fusion is the low-level fusion, 

where the different types of data are jointly processed at a lower level of abstraction. 

The algorithm DD3D [1], uses a mono camera and a network to predict depth information for the image 

sequence. MonoRCNN [2] propose a geometry-based distance decomposition that directly predicts 3D bounding 

boxes from RGB images. CaDDN [3] learns to generate BEV representations from images by projecting image 

features into 3D space. Then, the 3D object is detected using this representation by an efficient detection network. 

US researchers [4] have shown that a modified version of YOLO, written in Darknet, can perform real-time 

pedestrian detection using MobileNet on the Jetson TX2 platform. Researchers at Chengdu University proposed a 

pedestrian detection method based on the improved YOLOv3 algorithm [5]. The software system was implemented 

and verified based on YOLOv3. The experimental results show that the accuracy of the algorithm is improved in 

pedestrian recognition datasets such as the INRIA pedestrian dataset, and further research directions for pedestrian 

recognition technology are discussed. Researchers from National Chung Cheng University [6] proposed a model 

which has introduced a segmentation function that can divide non-overlapping pedestrians in a single image into 

two sub-images. Using network architecture, they performed multi-resolution adaptive fusion on the output of all 

images and sub-images to generate the final detection result. The study performed a comprehensive evaluation of 

several challenging pedestrian detection datasets and finally demonstrated the effectiveness of the proposed model. 

Some networks use only the point cloud from a lidar sensor to detect the objects. Building on the PointNet [7] 

design developed by Qi et al., VoxelNet [8] was one of the first methods to perform authentic end-to-end learning 

in this area. VoxelNet creates voxels and a so called PointNet is applied to each voxel, followed by a 3D 

convolutional middle to consolidate the vertical axis, after which a 2D convolutional detection architecture is 
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applied. While the performance of VoxelNet is robust, inference time is too slow for real-time deployment. 

Recently, SECOND [9] improved the inference speed of VoxelNet, but 3D convolutions remain a bottleneck.  

The bottleneck was solved by PointPillars [10], which is still one of the most computationally efficient 

architecture (according to the KITTI benchmark site [11]) designed for 3D object detection tasks in lidar point 

clouds. We can use sensor fusion to overcome the weaknesses of sensors. A proposed method called PointPainting 

[12] uses low-level fusion, where the lidar points are augmented by semantic information being extracted from 

images in the form of pixel categories resulting from semantic segmentation of the image. 

2 Proposed detector 

The built detector uses raw sensor fusion using camera and lidar data. The detector is primarily camera-based 

and augmented with point cloud data from the lidar to determine an accurate spatial position. The detector is 

capable of pedestrian and vehicle detection but is not suitable for orientation estimation alone. Accurate camera-

lidar calibration is required by the method to work properly. 

2.1 Pedestrian detection 

The network is suitable for pedestrian detection, as orientation is not essential for pedestrians. The detector can 

estimate the position based on a few lidar points. Obviously, the larger is the number of points, the higher is the 

spatial accuracy of detections. The network is based on the YOLO [13] algorithm, trained on the MS COCO 

dataset. It is capable of detecting 80 different objects, of which 2 objects are currently used. 

The detector was tested on a custom dataset even under low light conditions. We have tested the system with 

several different types of cameras. The detector uses unique logic to associate the points of the lidar point cloud 

with the detected object in the image, in order to filter out false lidar points. The system uses a 2D box of given 

size being encapsulated in the 2D bounding box of the object to promote the estimation of the 3D position of the 

object. This distance helps to identify valid points inside the defined frustum. 

 

Fig. 1 Predictions of the raw fusion based pedestrian detector 

Fig. 1 shows green rectangles, which are the 3D bounding boxes of detected objects of size being in accordance 

with the pose of the object (in this case human). The red rectangle shows a tracked position represented by a fixed 

size 3D box. 

2.2 Vehicle detection 

In addition to detecting pedestrians, the detector can also determine the position of vehicles or other type of 

objects, however the parameters the parameters of the algorithm must be tuned accordingly. Although the 

orientation is essential for vehicles, the proposed detector is aimed for position estimation only. Vehicle detections 

can be seen in Fig. 2. 
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Fig. 2 Predictions of the raw fusion based vehicle detector 

The method has been tested on the motorway module of the proving ground. Lidar and camera sensors were 

mounted on the overpass barrier and calibrated for this measurement. The range of detection depends on the 

resolution of the camera, the lens as well as on the lidar sensor. If the object recognition algorithm detects a vehicle 

in the image, theoretically a single 3D point is sufficient to estimate its 3D position. In practice, the maximum 

range the detector was efficient at was about ~150 meters (by considering the given sensor setup). 

3 Calibration and hardware setup 

Accurate knowledge of the intrinsics and extrinsics of the camera (wrt. lidar) is essential for the proposed 

detector. The calibration technique proposed in [14] was used to estimate the intrinsics of the camera, which 

requires the camera to observe a planar calibration pattern at a few poses.  

In addition to the camera calibration, the extrinsics wrt. lidar are estimated. The method in [15] is a fully 

automatic and convenient extrinsic calibration method for a 3D lidar and a panoramic camera by using a simple 

printed chessboard as calibration pattern. The method extracts the 3D corners of the chessboard from the lidar 

point cloud. It formulates a full-scale model of the chessboard and fits it to the segmented 3D points of the 

chessboard. Finally, the corners of the fitted model are considered as 3D corners of the chessboard. Given the 3D 

corners and the corresponding projections in the image plane the estimation of extrinsics is converted to a 3D-2D 

matching problem. The such calculated parameters are then used as initial values and are refined by the Levenberg-

Marquardt optimization. 

The method was tested with two cameras (Hikvision, PointGrey) and several lidar sensors. The pedestrian 

detector was tested both indoors and outdoors under different lighting conditions. The system was able to detect 

pedestrians even with the night vision mode of the Hikvision camera. The system could also be used with a thermal 

imaging camera in the future, using an image processing algorithm trained on thermal camera specific data. 

4 Conclusion 

The proposed method is aimed especially for pedestrian detection; however, it might also be useful for 

estimating the position of other types of objects. The detector's framerate depends mainly on the speed of the image 

processing algorithm, which in this case exceeds the 20 FPS of lidars. The average speed of the inference function 

is 30 ms, so the algorithm can run at about 30 FPS. 

 

Fig. 3 Joint usage of the raw fusion algorithm and the orientation estimator network. 
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The detector can easily be extended with an orientation estimation neural network. We have performed such 

experiment, as well at the so-called SmartCity module of the ZalaZONE proving ground. The obtained poses of 

vehicles are shown in Fig. 3. The orientation estimator is based on the YOLO network. Using this combined 

approach, a single lidar point is sufficient together with the camera image to estimate the position and orientation 

of the vehicle.  
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