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Fangni, Jacek, Lin, Nicolò, Nils, Pablo, Ramandeep, Samira, Severin, Shane, Stavros and

many others, for sharing the joys and challenges of apprenticeship in science.

My PhD research greatly benefited from the opportunity of working with two datasets

provided by Hong Kong MTR Corporation Ltd. I am indebted to Felix Ng and his colleagues

for their management efforts, and the feedback they provided on first research outcomes.

I am grateful for the endless support of my family: my sister who was ready to pick me

up at the airport no matter what time my flight arrived, and my grandmothers who learned

using Skype to get in contact with me anytime. I thank all the sacrifices of my parents
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Abstract

Crowding is a major source of inconvenience for public transport users in densely popu-

lated metropolitan areas globally, while eliminating crowding requires costly investments.

Crowding can be considered as a cornerstone phenomenon of public transport theory, as the

interaction between demand and supply side policies. This PhD thesis aims to improve our

understanding of the mechanics behind crowding, using microeconomic modelling techniques.

From a demand perspective, the crucial precondition of any objective economic analysis

is to reliably quantify the inconvenience caused by crowding. In pursuit of this goal, the

thesis develops a statistical model to infer the user cost of crowding from metro passengers’

route choice decisions. As an important intermediate research outcome, the thesis delivers

a novel passenger-to-train assignment algorithm that recovers the network-level crowding

pattern of a metro system. Our method is a unique contribution in the sense that it is based

on large-scale automated datasets: we use smart card and automated vehicle location data

only.

The theoretical part of the thesis provides new insights into crowding pricing and capacity

optimisation. One of the key messages of the thesis is that crowding in certain time periods

and network segments is an unavoidable feature of optimal public transport provision, when

demand fluctuates by time and space, but capacity cannot be differentiated between jointly

served markets. We show that pricing can be an efficient tool to tackle the deficiency caused

by this technological constraint. The thesis devotes special attention to two policy relevant

applications: (i) the external cost of seat occupancy, an externality inversely proportional

to the density of crowding, and (ii) the inefficiency of unlimited-use travel passes. Our

conclusions may assist researchers and practitioners in better understanding the true cost of

public transport usage and the related aspects of optimal policy design, including pricing,

subsidisation and capacity provision.
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Chapter 1

Introduction

1.1 Background

In the age hallmarked by tremendous amount of new technologies emerging in the transport

sector, including the self-driving car, electric vehicles, aerial drones, global positioning and

wireless communications, why do we still rely on public transport? All the above listed new

technologies were developed to facilitate people’s individual mobility. The idea behind public

transport, on the other hand, has not changed over the last century, and even its technological

evolution is limited to improvements in operational and environmental efficiency.

The reason why we rely on public transport is undoubtedly the density economies it ex-

hibits. Transporting a given amount of people is often faster, cheaper, more environmentally

friendly, safer and less space consuming with certain means of public transport than with

any individual modes, such as the private car. Public transport is one of the first activities

in human history aiming at exploiting the benefits of sharing resources between members of

society – in this case a vehicle designed to carry a group of people efficiently. Major inven-

tions such as the sailing boat, the steam engine, the aeroplane and more recently high speed

trains were all designed to serve as a vehicle shared by multiple passengers, and thus exploit

the benefits that scale provides.

Not only the excess capacity of large vehicles matters for efficiency. It turned out that

frictions between a large number of individual decision makers (i.e. drivers) in a transport

system may cause chaos, or at least challenges in controlling the decisions of humans who

themselves control their vehicles. The result in dense urban areas is what we call traffic

congestion. Despite significant efforts to replace or support human decisions in traffic with

technology and artificial intelligence, congestion is still one of the predominant sources of
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disutility and welfare loss in modern cities. It seems that investments in technology and

infrastructure expansion are always followed by new demand induced by improving traffic

conditions, thus reproducing the original problem (Duranton and Turner, 2011).

By contrast, in public transport, the degree to which individuals are involved in the

decisions related to driving vehicles is much more limited. As a result, one can identify another

source of scale economy: more stringent rules can be applied to control frictions between

vehicles when most travellers are actually passengers instead of drivers directly involved

in manoeuvring vehicles. Given the global tendencies of urbanisation and the increasing

scarcity of urban land, it is not surprising that public transport has remained an (increasingly

competitive) alternative of more congestible modes.

The benefits of sharing the same vehicle come at a price, however. The reason why so

many drivers do not switch to public transport, even when roads are congested, is simply

that the car option is still cheaper or more convenient for them, taking many factors that

we call ‘user costs’ into account. It is crucial to understand these factors in order to derive

efficient policies for public transport. A major source of disutility that we discuss later on in

details is that passengers who share the same vehicle have to travel in the same time. That

is, in most cases they have to wait for a vehicle, thus spending valuable time at a designated

place where the shared vehicle should stop. Otherwise, if they possess perfect information

about the vehicle’s arrival, they still have to adjust their activity schedule to catch the

most preferred service, which may induce disutility through early or late departure and

arrival. The temporal dimension of public transport usage has been intensively investigated

in the literature since the seminal contribution of Herbert Mohring (1972, 1976) focusing on

the relationship between waiting time and timetabling, including studies on travel activity

scheduling, travel time reliability and activity-based travel demand modelling.

We devote this PhD thesis to another source of inconvenience in public transport, usually

referred to as the umbrella term ‘crowding’. The motivation behind choosing a source of

inconvenience as a research topic may seem to be destructive. We reassure the reader that

the aim of this research is definitely not to collect evidence against the benefits of public

transport. In fact, we believe that learning more about why people may dislike a service is

actually an unavoidable precondition of developing new policies that improve its popularity.

This is especially the case when crowding itself is costly for users, but crowding relief may

be costly for the rest of society, and therefore the efforts we invest in eliminating nuisance

factors may be subject to debates between various parties in society.

15



What is crowding?

Crowding can be defined in multiple potential ways beyond that grammatically it implies

the existence of a “crowd”. It surely has a physical meaning, in the sense that it refers to

high density of people using a limited area. The question is of course how can we identify

the critical level of density above which crowding begins. At this point we have to rely on

subjective considerations.

From a less technical perspective, crowding has a pejorative tone in many contexts, im-

plying that those who are in the crowd may dislike this state. The adjective “crowded”

can be used to described an area, the location of an activity, or an event in general. This

term in almost all cases implies the presence of inconvenience, as opposed to the milder term

“busy” that does not rule out that the density of people is a sign of interest or popularity,

for example.

In case of public transport, if a service or facility is not just heavily loaded but crowded, it

suggests that frictions between passengers becomes a source of annoyance when using the ser-

vice. Physical proximity between people may cause inconvenience in various forms, including

intrusion into personal space, physiological stress (Evans and Wener, 2007), standing, noise,

smell, time loss, waste of time, accident risk, robbery (Monchambert et al., 2015). The un-

availability of desired seats is another source of annoyance in crowding when passengers have

preferences for particular seats that allow them travelling close to windows, the shaded side

of the vehicle, the aisle, or certain doors (Wardman and Murphy, 2015). From the long list of

troubles that crowding causes for travellers, it may be natural to infer that crowding has to be

solved. However, before providing scientifically underpinned solutions against crowding, first

we have to make sure that (1) it can actually be solved without significant induced demand,

(2) identify potential methods as alternative solutions, and finally (3) decide whether it is

rational to apply any of the alternatives. These are among the broader objectives of this

thesis.

Passengers may encounter crowding at various stages of a journey. Queuing is the main

reason why crowding can emerge at any bottleneck for passenger flows, such as

• the entrance of a station,

• various locations inside a station, including

• fare gentries,

• narrow passageways,

• elevators and escalators,
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• platforms,

• in-vehicle obstacles,

• groups of slow or standing passengers, and

• any obstacles outside of stations that slow down the exiting flow of people.

The focus of this thesis is deliberately narrowed down to crowding inside vehicles. This

phenomenon differs from the previous ones in the sense that on a micro scale it is not the

result of queuing1. Methodologically, queuing has to be modelled as a dynamic process in

which flows vary by time. By contrast, in-vehicle crowding can be static in nature, allowing

for crowding levels to remain constant over time. Thus, the most appropriate definition for

crowding in the context of this thesis is a rather general one: Crowding is the state in which

the occupancy rate of a public transport vehicle is so high that it has a negative impact on the

benefits that passengers realise from travelling.

The occupancy rate has a crucial role in the above definition. It is the ratio of the number

of passengers on board and the available in-vehicle capacity. Throughout this thesis we use

the simplifying assumption that the occupancy rate is a good proxy for the level of crowding,

as perceived by passengers. This assumption is not realistic if the same occupancy rate can

lead to different levels of dissatisfaction. Nevertheless, the presence of the occupancy rate in

the definition of crowding suggests that supply-side aspects also have to be considered in the

analysis of crowding. Indeed, as decision makers in public transport provision can fine-tune

demand as well as the available capacity, they have full control over crowding. We conclude

that in-vehicle crowding can be associated with a wide range of demand modelling as well as

supply optimisation problems. Are these crowding related aspects relevant as well, compared

to other subjects in public transport economics?

Why is crowding relevant?

The occupancy rate of a public transport vehicle depends on the interaction between pas-

senger demand and capacity supply. High occupancy rate allows the operator to improve

efficiency through density economies and reduce the unit cost of the service, but passengers’

willingness to pay for the service drops as the density of crowding grows. Crowding can be

affected both by adjusting capacity, and the use of other demand management techniques,

such as pricing. It is clear from an economic point of view that crowding is a classic con-

1In broader terms, e.g. in a morning commuting context, scheduling decisions to avoid in-vehicle crowding
can also be modelled the same way as bottleneck situations (de Palma and Lindsey, 2001).
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sumption externality, and therefore the marginal external cost of a trip should appear in its

price.

Crowding analysis leads the researcher into the heart of public transport planning and

policy. We raise fundamental questions about the optimal level of capacity supply and the

interplay between service frequency and vehicle size. Also, the economically justifiable subsidy

of public transport is a widely debated topic in the transport policy arena. As the occupancy

rate targeted by the operator plays a central role in passenger satisfaction, revenues as well as

operational costs, theoretical models calibrated with quantitative measurements are needed

to make these trade-offs optimal.

This PhD research has three main pillars: crowding-related demand modelling, capacity

optimisation and tariff optimisation. Thus, we rethink crowding-related supply-side decisions

comprehensively, and produce novel scientific contributions in the related areas. We believe

that understanding crowding brings significant improvements to the efficiency of public trans-

port planning and policy.

Crowding in microeconomics

From a microeconomics point of view, crowding can be considered as a special term for

congestion in public transport. As road congestion has been the major subject of research in

transport economics in recent decades, it may be a rational inference that research methods

and the fundamental results on road congestion can simply be adopted for the case of public

transport. Is crowding really the same phenomenon as road congestion? The answer is

fundamentally different in case of demand and supply-side aspects.

Demand side: Modelling crowding avoidance

From a demand perspective road congestion and crowding induce significantly different mech-

anisms. The relationship between road usage and the impact of congestion, i.e. lower speed

and delays in travel time, can be derived from the fundamental diagram of speed and traffic

flow, which is essentially a physical property that one can observe directly in the streets. This

is not the case in public transport, where the main impact of crowding appears in the form of

discomfort. This subjective effect cannot be measured by visual observation, indeed. There-

fore, research methods developed for speed–flow measurements cannot be directly applied in

public transport.

On the other hand, the methods used to quantify the economic (or monetary) cost of
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congestion related delays, as well as its impact on demand for road usage, can be helpful

for crowding research. This is definitely the case for travel time valuations. The value of

time may be different in a car and on a public transport vehicle, but the mechanisms behind

time allocation are robust, no matter which mode we consider. Nevertheless, it is likely

that travel times are less affected by crowding in public transport than congestion on roads,

especially when the public transport service is physically separated from the public road

network. Chapter 3 does review a series of bus service models in which running times depend

on the number of boarding and alighting passengers, but the rest of this thesis normally

assumes that travel times are exogenous. This decision is based on our focus on urban rail

networks, e.g. (automated) metros, light and heavy rail services, where massive technological

efforts are invested in order to keep schedules robust in high demand periods as well.

What is potentially more relevant is the economic cost of discomfort that passengers

endure in crowded conditions. This of course heavily depends on the time spent inside the

vehicle. Chapter 2 reviews, and then Chapters 4 and 5 implement methods that capture the

cost of discomfort in terms of the equivalent travel time, effectively treating the value of time

as a crowding-dependent function. In this sense the link between travel time and crowding

remains tight.

The predominant way of measuring the user cost of crowding is demand modelling; in

particular, the statistical modelling of discrete choices during travelling. Crowding makes

demand models more complicated, for various reasons. First, it is uncertain how people

compare the disutility of crowding to other attributes of their trips, i.e. what mathematical

specification can represent people’s perception of the travel experience appropriately. The

complication stems from the fact that crowding may vary during the trip, and the occupancy

rate, unlike travel time, is not a link-additive attribute so cannot be aggregated by simple

summation. Second, even if someone knows the correct specification of utility, passengers’

expectation on crowding in the available choice set is still uncertain. Third, the valuation of

crowding brings more heterogeneity between users, which may not be highly correlated with

the valuation of travel time. As a result, we can clearly distinguish the demand modelling

methods devoted to analyse road congestion and crowding in public transport – Chapters 4

and 5 intend to contribute to the latter, less developed area of the literature.

Supply side: Pricing and capacity management

The essence of the economics of optimal supply on a congestible road can be summarised

as what follows. The purpose of efficient pricing is to manage demand in the short run, by
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eliminating all wasteful trips that have less personal benefits than net external costs. Capacity

has to be considered as a long-run variable. Optimal capacity equates the marginal benefits

of road space in terms of congestion relief with its marginal investment and operational costs.

Under certain conditions that may not lie far from reality, the revenues from optimal pricing

recover the costs of road investment. Section 6.2.4 provides more details of the Cost Recovery

Theorem.

Can we apply the same modelling framework for public transport and crowding as well?

First, we need more variables to correctly represent the decisions on capacity, as the expe-

rience of users is also affected by multiple cost components (e.g. waiting time, crowding, as

discussed above). Frequency and vehicle size are the traditional capacity variables in the

literature (see Section 3.2.3). Furthermore, one can introduce the number of seats inside the

vehicle, as we do in Chapter 7, and the specific design features of the infrastructure, such

as the number of tracks on a rail line, that may also enter the supply optimisation problem

separately.

Pricing remains the predominant tool for short-run demand management ensuring eco-

nomic efficiency. Also, road and rail infrastructure are undoubtedly subject to long-run

decisions, as the example of London’s underscaled, century old Tube network tellingly illus-

trates. It is more ambiguous, however, how we should treat the remaining capacity variables,

including frequency and vehicle size. In probably the most widely accepted microeconomic

model of public transport, Mohring (1972) puts his vote on the short-run nature of frequency,

assuming that increasing demand leads to a reduction in headways through frequency adjust-

ment, thus providing waiting time benefits for all existing users. This indirect benefit could

not be taken into account in (short-run) marginal cost pricing, for instance, if frequency was

a long-run decision variable. Higher frequency implies that more vehicles need to be operated

on a given service. It is true that for many types of public transport vehicles, there are well

functioning primary and secondary markets where new capacity can be purchased or sold

relatively quickly. In other words, we cannot treat the vehicle fleet of transport operator as

a sunk investment. This is especially true for urban buses. In case of urban light rail, on

the other hand, it is more usual that tailor-made special vehicles need to be ordered, thus

making vehicle capacity expansion (or reduction) a challenging task in the short run. In this

thesis we investigate both cases. Section 6.3 looks at the consequences of limited adjustment

in one of the supply variables. Then the rest of Chapter 6 analyses the optimal interplay

between frequency and vehicle size in a number of first-best and second-best scenarios, thus

identifying some of the fundamental features of the supply-side determinants of crowding.
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Despite the differences in may modelling details, crowding is similar to road congestion

in its externality nature. One of the main practical goals of the thesis is to interpret the con-

sequences of the externality nature of crowding in public transport, following the attempts

of transport economists who promote congestion pricing, for example, as an efficient tool

against the adverse economic effects of road congestion. Public transport is still often con-

sidered as a zero-marginal-cost mode among professionals and policy makers, as opposed to

private car usage. This is definitely not true if crowding is costly for users, and alleviating

crowding is costly for operators. Developing new and more reliable methods to measure the

cost of crowding may be an efficient way of disseminating the fact that social costs may arise

in public transport as well.

Another policy conclusion of road congestion research that should be adopted in the pub-

lic transport sector is the presence of induced demand. Statements in the media suggest

that it is still poorly understood among professionals that, just like in case of road conges-

tion, we cannot build our way out crowding either. In other words, if someone travels in

crowded condition, that is not obviously the sign of a mistake in capacity provision. We

devote Chapter 6 entirely to demonstrate that several second-best circumstances, including

demand fluctuations between jointly served markets, could lead to severe crowding under the

best possible supply decisions as well. Adding more capacity to ease crowding implies that

travelling becomes more convenient (less costly), thus making the service more attractive for

new users. If the benefits of induced demand cannot exceed the costs of capacity expansion,

it is easy to show that the intervention is harmful for society at the end.

Finally, the thesis devotes special attention to pricing as well. In many cities, especially

in Europe, tariff systems are somewhat chaotic. People can pay in a number of ways for

the same trip, including single tickets, block tickets, various season tickets, discounts, etc.

Many financial and political interests meet when it comes to decisions on public transport

pricing, among which it seems that ensuring economic efficiency has a marginal role, and

tariff products inspired by various conflicting financial and political goals may neutralise

each other’s expected benefits. The ‘user pays principle’ has been on the policy agenda

of the European Union for two decades already, but most tariff systems in Europe still do

not comply with the basic principles of marginal cost pricing. The source of negligence may

again be that decision makers still do not realise that most trips impose considerable marginal

cost on society, in which crowding costs may have a significant share. We begin the task of

understanding the economics of complex tariff structures in Chapter 8, with a welfare analysis

of unlimited-use travel passes in the presence of crowding externalities.
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Although pricing and capacity optimisation are usually considered as separate areas of

expertise in the public transport industry as well as in many scientific discussions, one of the

cross-sectional messages of this research is that pricing and capacity management should not

be considered separately. This is much more important in public transport than in case of

road usage, due to the short-run flexibility of certain capacity variables. An exogenous change

in timetabling policy, for example, may fundamentally shift the demand and externality

pattern of the service, thus resulting in potentially different optimal fares, and vice versa.

The traditional practice that ‘engineers design the timetables and economists set fare levels’

can lead to disastrous efficiency losses. Therefore, in all theoretical chapters of this thesis, at

least some extensions do consider the case of simultaneous pricing and capacity optimisation

for each model.

1.2 Research aims and objectives

Although each chapter of the thesis has its own individual and clearly defined set of research

questions, a number of overarching problem statements can be formulated for the PhD re-

search as a whole. The conceptual and methodological distinction between the empirical and

theoretical parts of the thesis is clear – the distinction holds for their research questions as

well. Let us begin with demand-side problem statements.

How does crowding affect demand and consumer benefits? Can we replace customer

surveys with automated data in crowding cost measurement?

Crowding causes disutility for passengers, and, in the microeconomic sense, the disutility they

feel is an external cost of simultaneous trips. It is crucial to develop methods that enable us

to put numbers on the magnitude of discomfort. In this thesis we address this need within the

random utility discrete choice modelling framework, with the aim of estimating a crowding

dependent travel time multiplier function. Most of the earlier research outcomes in this field,

reviewed in Section 2.2.3, are based on stated preference discrete choice models, i.e. on survey

data. Stated choice data has a number of disadvantages compared to observations on real

passenger behaviour. The novelty of our approach is the fully revealed preference nature of

the experiment.

We show that passengers’ expectations on all relevant trip attributes can be recovered

using smart card and vehicle location data. Among others, we control for the density of
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in-vehicle crowding. This trip attribute leads us to another research question of the empirical

part:

How can the train-level crowding pattern of a metro network be recovered using readily

available smart card and train movement data?

Information about the level of crowding inside vehicles is a valuable asset for transport

operators. For a long time until recently, manual measurement methods such as on-site

counting and surveying were the predominant ways of collecting crowding data, at least

for a sample of vehicles. This information is incomplete, inaccurate and significantly more

expensive to collect than automated data. Other experimental methods, e.g. train weighing

and image recognition of CCTV footage, may also provide a rough approximation of the

density of in-vehicle crowding. None of these efforts can be as accurate as following the

movement of each passenger using smart card data, inferring which train(s) they used, and

aggregating the number of passengers assigned to the same vehicle. This thesis presents a

statistical approach to the passenger-to-train assignment problem in Chapter 4.

What is the optimal level of crowding? What demand and capacity management policies

could address the social cost of crowding efficiently?

Assuming the existence of optimal pricing and capacity policies, there must be an optimal

level of vehicle occupancy as well. Chapter 6 shows that crowding may well be the optimal

outcome of efficient public transport provision, under certain conditions, at least temporarily.

In particular, if capacity has to remain constant over time and over various network sections

due to operational constraints, then fluctuating demand combined with optimal second-best

capacity lead to peak period crowding in the bottlenecks of the network, naturally. This

source of inconvenience can hardly be eliminated without wasteful operations in low-demand

markets. In the thesis we further extend the analysis of optimal capacity provision with

endogenous seat supply, a major determinant of passengers’ ability to sit instead of stand in

crowding.

What is the marginal cost of a trip in crowding? How can a wide range of frequently

used tariff products be optimised to internalise the crowding externality?

As crowding is an externality, the knee-jerk reflex of the transport economist is that the

cost imposed on fellow passengers should appear in the price of public transport. Studies
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on capacity management showed, however, that the optimal first-best occupancy rate may

remain independent of the level of demand (Jara-Dı́az and Gschwender, 2003b). In this case,

it is questionable whether we should take any externality into account, and what the net

social cost of a trip is after all. We derive for several first and second-best scenarios that in a

static model the marginal cost of the trip equals to the crowding externality, even if capacity

is endogenous and the crowding cost may in fact turn into operational cost on the margin. In

subsequent analyses, we split crowding related user costs into differentiated costs for travelling

standing and seated, and identify another type of externality: the cost of seat occupancy.

When the marginal cost of a trip is finally defined, it becomes possible to compare to what

degree are various tariff products able to internalise the social costs induced by travellers.

As a very first step, the Chapter 8 investigates the efficiency of unlimited-use travel passes

in models that keep capacity endogenous and demand sensitive to crowding.

Eventually, the ultimate aim of this research is to develop new methods to measure

the cost of crowding, and derive optimal policies that maximise the contribution of public

transport to social welfare.

1.3 Structure of the thesis

The thesis can be split into two parts methodologically as well as thematically, as Figure

1.1 illustrates. Chapters 2 and 3 set the field for the subsequent analyses. They provide

an in-depth review of the literature, and a synthesis of the evolution of methodologies that

we rely on in the rest of the thesis, with unified notation. Due to the significant difference

between the literature and methods of the empirical and theoretical parts of the dissertation,

we decided to separate the reviews into individual chapters, and add methodological sections

in both cases (as opposed to the usual practice of having separate chapters on literature

review and methodology). Therefore, the structure of Chapters 2 and 3 became very similar.

Chapters 4 to 8 contain the major contributions of this research. Chapters 4 and 5 con-

stitute the empirical part, while the remaining three chapters deal with theoretical analyses.

The aim of the empirical part is essentially to develop a new method for measuring the

user cost of crowding, using automated data. More specifically, we merge two large datasets,

a smart card transaction register and a comprehensive database of train movements, by

assigning each smart card trip to a train, thus recovering the crowding pattern of the metro

network. Chapter 4 serves as a data input for the demand model introduced in Chapter 5.

The latter is a revealed preference crowding cost estimation experiment, relying solely on the
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two automated data sources. We model route choices in the metro network, controlling for a

number of potential trip attributes inferred from passenger and train movements, including

the magnitude of crowding density and the probability of finding a seat. The estimated

crowding multipliers are utilised later on in numerical calculations.

Empirical part Theoretical part

Review of literature 
and methodology

Contributions

Measuring the user
cost of crowding

Supply-side optimisation
in public transport

Second-best capacity
in fluctuating demand

Nonlinear pricing: the
efficiency of travel passes

The economics of seat 
provision and the 

occupancy externality

Recovering crowding
patterns from 
automated data

Revealed preference
crowding cost

estimation

Figure 1.1: Structure of the thesis

The theoretical part of the thesis, featuring Chapters 6 to 8, is more fractured than the

empirical sections. Chapter 6 delivers the most voluminous discussion of the thesis, mainly

on how demand imbalances between jointly served inter-station markets affect second-best

capacity variables, crowding, the well-being of users, and eventually the efficiency of public

transport provision. This chapter seeks for general conclusions about the fundamental links

between public transport and the surrounding urban economy.

Chapter 7 is devoted to investigate comprehensively the economics behind a topic that

might look rather technical for the first sight: the choice of seat supply, i.e. the number of

seats within a vehicle. We illustrate the basic trade-off between the number of people who

are allowed the travel significantly more comfortably (seated), and the amount of space left

available for those who cannot find a seat (if any). The chapter then identifies the external

consequences of seat occupancy, stemming from the fact that a seated passenger enforces a

standee to endure more discomfort. We compare the magnitude of this externality with more

traditional density-based externalities using a real-world metro demand pattern.

Chapter 8 contributes to pricing policy, focusing on the well-known benefits and less widely

known costs of nonlinear tariff structures that offer the choice between usage-dependent

single tickets and unlimited-use travel passes. We discuss the incentive effect of season ticket
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holding and its disadvantageous property in the presence of crowding, namely the incentive

for overconsumption. Finally, Chapter 9 collects the major conclusions of the thesis and

outlines an agenda for future research.

1.4 Contributions

The key contributions of the empirical part of the thesis are linked to a new method developed

for measuring the user cost of crowding, and the underlying steps of large scale smart card

and vehicle location data processing.

I. To the best of our knowledge, the passenger-to-train process presented in Chapter 4

is the first of its kind that successfully recovered the crowding pattern of an entire

metro network. Earlier contributions using similar smart card and vehicle location

data, reviewed in Section 2.2.2, did achieve remarkable results in the assignment, but

only for a subset of trips in off-peak periods, or directly connected origin-destination

pairs with no transfers, or in a pre-selected part of the network, and often relied on

additional data sources such as manual counting. This thesis contributes with a new

method that recovers the entire crowding pattern of a metro network, using smart card

and vehicle location data only.

II. In case of crowding cost estimation, the main contribution of our approach is the shift

to revealed route choice preferences, whilst most of the earlier crowding related demand

models were built on stated preference data collection. In addition, our method can be

applied on large-scale automated data, without manual intervention. This is clearly an

advantage compared to earlier efforts with RP techniques, reviewed in Section 2.2.4,

that required on-site observations or follow-up analysis of CCTV footage.

III. Also in the route choice experiment, we control for the density of crowding as well as

the probability of finding a seat, a variable that may vary between journey segments.

This new variable brings the analysis to the frontline of empirical crowding research.

The theoretical part of the thesis investigates optimal capacity provision (i.e. frequency

and vehicle size provision), and pricing. In case of capacity optimisation, the following major

contributions can be identified.

IV. The thesis uncovers new insights about the relationship between a marginal increase in

demand and its implications on various user and operational cost components, when
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frequency and vehicle size are considered as endogenous short-run supply variables. The

extensions of Mohring’s (1972) original capacity model (see Section 3.2.3 for a review)

shed light on the fundamental difference between waiting time and crowding related

consumption externalities.

V. The thesis analyses the consequences of fluctuating demand, a critical feature of public

transport provision when multiple inter-station sections have to be served by the same

capacity. The analysis goes beyond the usual first order conditions already available

in the literature, and investigates how the magnitude of demand imbalances affects

the optimal supply variables. This provides a deeper understanding of why crowding

can emerge in large public transport networks, and what mechanisms may limit the

degree to which crowding can be mitigated with rational capacity provision. The key

contribution of Chapter 6 appears in the form of new links between the general economic

theory of transport supply and actual policy making.

VI. We devote Chapter 7 to the economics behind seat provision. Together with service

frequency and vehicle size, we treat the number of seats as a separate decision variable

which determines how many passengers can travel in more comfortable conditions, and

how much area remains available for standees. The thesis contributes to the literature

of public transport policy design with the first systematic analysis of the relationship

between demand and optimal seat supply, considering exogenous as well as endogenous

frequency setting in separate sub-sections.

In case of pricing, we contribute in four major areas of the literature: crowding pricing

when capacity can be adjusted in the short run, peak price differentiation, the internalisation

of the seat occupancy externality, and non-linear pricing in the presence of crowding.

VII. It is clear from the analogous road pricing literature that if capacity is exogenous in the

short run, the welfare maximising fare equals to the marginal external crowding cost of

a trip, i.e. the cost of inconvenience imposed on fellow passengers. We contribute to this

evidence with the analysis of endogenous capacity, which implies that the operator is

able to internalise some of the crowding externality. Chapter 6 shows that even though

this externality can be transformed into marginal operational cost, the optimal fare

still equals to the crowding externality under plausible assumptions, and the optimal

subsidy of the marginal trip is proportional to the user cost of waiting time.

VIII. Fluctuating demand between jointly served public transport markets has an impact on
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optimal tariffs as well as subsidisation. The thesis contributes with an investigation

of the back-haul setting, with crowding and waiting time related user costs and joint

operational costs. Chapter 6 derives that the differentiated peak and off-peak fares

equal to the marginal crowding externality in these markets. We explain that beyond

the magnitude of demand asymmetries, their source may be equally relevant for pricing.

In particular, the gap between peak and off-peak fares is more severe when the size

of jointly served markets differs, compared to inequality in maximum willingess to

pay. Moreover, unequal market size implies less aggregate social welfare and more

subsidisation. These results deliver new lessons on the link between public transport

provision and urban spatial structure.

IX. The pricing part of Chapter 7 on the economics of seat provision builds on Kraus

(1991). We extend his model, originally based on the inconvenience of standing, with

a disutility factor derived from the density of standing passengers. As a new policy-

relevant insight, the thesis shows using data from real-world metro operations that the

density of crowding is not obviously the best proxy for the optimal fare, as experience

from road congestion charging would suggest. The externality of seat occupancy plays

a complementary role to density externalities, as it makes the expected marginal social

cost a trip higher than expected when demand is just slightly above the number of

available seats (see Chapter 7).

X. The analysis of travel passes in Chapter 8 reveals new evidence suggesting that this

form of nonlinear pricing may harm social welfare, unless the public operator is facing

a very severe subsidy constraint. The analysis is more than a solution for the optimal

two-part pricing problem assuming welfare maximisation. We show that alternative

management objectives such as demand maximisation can be a potential reason why

travel passes are still widely used in the public transport sector. We aim to contribute

with this chapter to policy debates on optimal pricing.

This list of key contributions is further detailed in the concluding sections of Chapters 4

to 8. Furthermore, some of the most relevant findings for public transport operations and

policy are discussed separately in Section 9.3.
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(2) Hörcher, D., Graham, D. J. (forthcoming) Demand imbalances and multi-period public

transport supply. Transportation Research Part B: Methodological (Chapter 6)
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Chapter 2

Demand-side literature on crowding

Crowding has an impact on public transport demand undoubtedly. The occupancy rate of a

vehicle that public transport customers use is one of several features that affect passengers’

travel experience. Crowding enters the personal account of travel-related decisions on the

cost side: just like travel time loss or the cost of schedule delay, comfort works in the opposite

direction to personal benefits. The crucial question is of course the magnitude of the disutility

that crowding causes. This information has to be obtained in order to make crowding costs

comparable with other personal and social costs and benefits associated with travelling, and

thus allow decision makers to model personal decisions and the impact of supply policies.

In this chapter we guide the reader through the major steps of crowding cost estimation

from data collection to statistical modelling, and highlight the literature of available method-

ologies in each step of the subsequent analyses in Chapters 4 and 5. This methodology-based

literature review allowed us to get an understanding of the evolution of earlier contributions,

select useful methods for our analysis, or identify potential gaps where earlier results can be

outperformed with new methods. Section 2.1 provides an overview of the major steps of the

empirical analysis presented in the thesis, while subsequent subsections deal with a detailed

review of these research areas.

2.1 Literature overview

The empirical part of this thesis presents a method for estimating the user cost of crowding

with large automated datasets. The structure of the underlying literature is plotted in Figure

2.1. In the first step of the literature review we describe the range of research areas in which

automated data, especially smart card data, turned out to be a useful replacement of manual

31



Data on travel behaviour in crowding

MODELLING TRAVEL BEHAVIOUR
IN CROWDING

THE USER COST
OF CROWDING

Stated choice
experimental

data

Revealed user
preferences

Observing 
ridership patterns 

in large public 
transport networks

Automated 
public transport 

data

Surveying and 
manual counts









Figure 2.1: Structure of the literature of crowding-related empirical demand modelling methods

data collection methods, including surveying and manual counts. We split the review of smart

card applications into three parts: the analysis of demand patterns and passenger behaviour,

measurement of supply performance, and long-term strategic planning. Also, we discuss the

challenges of network data manipulation with an excessive number of observations.

In the second step we focus on how variouds automated data sources can be combined and

processed in order to recover ridership patterns in a public transport network. As crowding

depends on the ratio of passenger and capacity flows (the latter defined by the frequency and

size of vehicles), it is an essential requirement of recovering network-level crowding patterns

to have information on passenger as well as vehicle movements with sufficient spatio-temporal

resolution. We review passenger-to-train assignment methods yielding train-level crowding

data.
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The third step of the analysis transforms crowding data into information that may capture

the way passengers behave in crowding. In practice, this requires the presence of choice situa-

tions either between alternative routes or modes, or possibly substitutable activity schedules.

In such choice situations the severity of crowding has to be one of several trip attributes that

affect travel behaviour. There are two ways for collecting discrete demand data: stated choice

data collection that leads to stated preference modelling techniques, and using network-level

crowding patterns, thus making revealed preference experiments feasible. Our estimation

method in Chapter 5 is based on revealed preferences. However, as the majority of earlier

contributions in the crowding cost related literature uses SP techniques, we review the most

relevant methodological features of those studies as well.

Finally, discrete choice data can be utilised for the calibration of a random utility dis-

crete choice model in which crowding enters the utility function of the representative decision

maker. We review the critical aspects of representing crowding in utility function specifica-

tions. This methodological review in Chapter 2.2.5 is accompanied by mathematical formulas

with unified notation. Finally, we conclude this literature review with a list of potential con-

tributions.

2.2 Methodology

2.2.1 Smart card data in transport research

The aim of this section is to investigate the possible use of smart card data in crowding cost

estimation. As smart card data (SCD) we refer to the information collected in electronic

ticketing systems widely applied in major urban public transport systems. Electronic tick-

eting gained popularity because of its obvious advantages versus paper tickets in the form

of faster, cheaper, safer, more transparent and more comfortable mean of tariff enforcement.

However, as Bagchi and White (2005) envisioned in an early contribution, SCD is an im-

portant information source of travel behaviour analysis as well. Pelletier et al. (2011) and

Chu (2010) published comprehensive summaries of recent experiences with SCD in demand

modelling and transport planning.

Smart card data delivers completeness in demand measurement along several dimensions

compared to tradition passenger counting and surveying techniques:

1. It records movements of the full population of travellers in a public transport network,

which is an enormous advantage, given that the threat of sampling error is completely
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eliminated. This completeness is, of course, limited if smart cards are used in parallel

with other paper-based travel documents, but this is usually just a temporary setting

during the gradual introduction of smart cards.

2. It record demand continuously, so demand patterns are available over a long period

of time. Thus, the data can be used to analyse long-term demand patterns, their

response to interventions and to observe temporal fluctuations in demand. In terms of

econometric analysis this property allows the use of fixed effects, lagged variables and

other methods usually applied on panel data.

3. Smart card systems are usually subject to compulsory registration, which means that

individual trip making behaviour can be traced and merged with additional socio-

demographic attributes available based on ticket type and registration. Privacy con-

cerns in connection with personalised smart card data are addressed by Dempsey (2008).

Pelletier et al. (2011) distinguishes three areas of smart card data applications in pub-

lic transport. Strategic-level studies focus on long-term planning, customer behaviour and

demand forecasting, the tactical level deals with schedule adjustment combined with longitu-

dinal and individual trip patterns, while on the operational level researchers were interested

in direct supply and demand indicators, i.e. schedule reliability, dwell times (Sun et al., 2014)

and travel time distributions. In this section we review recent smart card data studies based

on a different typology: demand-related applications, supply-side investigations and wider

strategic planning.

Demand patterns and passenger behaviour

A straightforward application of the locational information that smart card data contains is

the reproduction of origin-destination matrices. The ease of this task highly depends on the

fare system’s technical specification, i.e. whether both the check-in and check-out location are

registered. Trépanier et al. (2007) developed a method to estimate alighting location based

on the usual travel pattern of frequent passengers on a bus network, where check-out is not

registered directly. Their inference is based on the same passenger’s next boarding location,

or the usual boarding station on the opposite direction of the same route. They reached 66

percent precision for off-peak, and 80 percent success rate for the estimation of peak trips.

Munizaga and Palma (2012) enriched smart card data collected in Santiago (Chile) buses

with GPS measurements and managed to estimate over 80 percent of alighting locations. In

34



extreme cases the origin location is not recorded either. Ma et al. (2012) tackled this problem

using a Markov chain based Bayesian decision tree algorithm to estimate boarding locations

on Beijing’s flat fare bus network.

Transfer detection is another challenge of bus networks’ smart card data analysis, as in

this case consecutive lags of the same trip chain are registered as individual transactions.

Hofmann and O’Mahony (2005) published an algorithm to identify single and transfer jour-

neys. They assumed that separate boardings on two connecting bus routes with the same

card ID within a 90 minutes interval must belong to the same transfer journey. Gordon et al.

(2013) comprised all trip stages including the origin, destination and transfer location within

a software application and analysed Oyster smart card data and Automated Vehicle Location

(AVL) records in London.

Transfer detection leads us to another typical problem in case of urban rail systems, where

in most cases origin and destination stations are recorded, but transfer stations are not, and

therefore route choice is not trivial for transfer trips. Sun et al. (2012) and Zhou and Xu

(2012) both used in their trips assignment models the fact that metro lines in Beijing are

automated and therefore train schedules are highly reliable. Thus, the most likely path on an

OD pair can be estimated based on the entry and exit time constraint (Sun et al., 2012) as

well as the travel time distribution of alternative paths (Zhou and Xu, 2012). A recent study

by Sun et al. (2015) relaxed the assumption that train schedules are fixed and reliable and

developed an iterative method to estimate travel time distribution parameters, assuming that

the duration of train movements follows normal distribution. They applied these parameters

in a maximum likelihood estimation of route choice for transfer trips in Singapore. Kusakabe

et al. (2010) proposed a solution for a similar problem: the choice of train where several

parallel services are available on the same mainline route (in Japan smart cards are widely

used on mainline rail as well).

The applications we reviewed so far were all derived from a single temporal cross-section

of smart card data and did not use its time series nature. Morency et al. (2007) is an early

example that demonstrates how one can identify spatial and temporal regularities in demand,

distinguish regular and occasional trips and explain variations in demand by external factors,

such as the weather. Nishiuchi et al. (2013) concentrated on ticket types and showed how

aggregate temporal demand fluctuations are affected by customer clusters of students, elder

people, tourists and business travellers. Tao et al. (2014) applied the same clustering for spa-

tial demand patterns, publishing and important contribution on the visualisation of smart

35



card data. Finally, Utsunomiya et al. (2006) combined ticketing data with personal informa-

tion of socio-demographic attributes, paving the way for future marketing applications.

Supply performance measurement

Travel time analysis proved to be an important area of research, even without route choice

considerations. The difference between check-in and check-out time reflects the travel time

that smart card holders actually experience, which is a critical measure of public transport

service quality and can be different from usual statistics on vehicle delays. Jang (2010)

derived the average speed of competing modes as a measure of service level from smart card

data, and plotted its distribution in Seoul City to compare accessibility.

Lee et al. (2012) applied smart card data to design a bus headway strategy and assess the

effect of bus bunching on travel time reliability. Singapore buses is a frequent domain of bus

travel time analyses, as its public transport operator decided to apply a check-out policy as

well. Another fruitful study, Sun et al. (2014) investigated the time consumption of boarding

and alighting processes for various bus types; their results can be applied in the optimisation

of bus size and bus type choice in function of demand characteristics.

Station design has an important effect on transfer time and passenger satisfaction. Ceapa

et al. (2012) analysed crowding in London underground stations, concluded that peaks can

be accurately predicted, and proposed that congestion information may allow passengers to

avoid the inconvenience of crowding hot spots through alternative route choice.

Long-term strategic planning

Due to the panel nature of smart card data it allows to record individuals’ reaction to external

treatments as well as policy interventions. Consumer responses implicitly indicate the value

of improvements in trip attributes, i.e. the monetary value of waiting and travel time savings,

crowding avoidance, passenger information and service reliability. Not only direct effects can

be considered in this case, but also indirect impacts at network sections far away from the

exact location of service improvements.

We can apply data in the planning and evaluation of disruption management policies.

Jin et al. (2013) developed a systematic planning procedure to supplement a disrupted mass

rapid transit network “through intelligent introduction of shuttle bus services in the disrupted

area”. Intelligent means here that replacement services are adjusted to travel patterns derived

from smart card data in order to minimise the overall delay cost of passengers. Interestingly,
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optimal replacement bus routes do not follow the metro service alignment; the algorithm

allocated direct shuttles on the most frequently used OD pairs.

Another promising area for the use of long-term smart card databases is pricing. The

effect of public transport tariff amendments and other economic impacts on the willingness

to pay for transportation (such as the cost of substitute transport modes) can be observed,

modelled and optimised based on statistics. Peak spreading pricing policies are particularly

suitable for smart card data, as researchers can derive crowding densities as well from check-in

and check-out information.

Widening the scope of strategic planning we have to mention the importance of data anal-

ysis in public transport marketing and communication (Utsunomiya et al., 2006). Regular

trip patterns with personalised smart cards allow the operator to directly inform customers

about disruptions and planned interventions on services they regularly use. Corporate com-

munications techniques can improve the image of public transport operators.

As electronic ticketing systems may collect data in a standardised way, smart card data is

an outstanding tool for the benchmarking of public transport services. Said differently, high

quality and multidimensional data make performance drivers identifiable and quantifiable.

Comparative analysis can be defined within a single organisation as well as among a group

of transport service providers. Finally, smart card data is the best tool to evaluate the

performance of the fare collection system itself. Special attention has to be paid to the speed

of ticket inspection, as queuing time strongly depends on the fare collection method applied

(Li, 2000).

Working with large scale network data

A more practical challenge of a research based on SCD is handling large quantities of data.

The analyis of network data is an emerging separate branch of statisticals. Dedicated software

packages, such as the igraph package (Kolaczyk and Csárdi, 2014) for the statistical software

R, proved to be an efficient tool to process SCD in this PhD research. The core software

library of igraph is written in C/C++, and it has interfaces to two widely-used open-source

programming languages, R and Python. We decided to use R, because it offers advanced

computing power, especially with its data.table package, and probably the best open source

packages for data visualisation.
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2.2.2 Recovering network-level ridership patterns

Smart card data (SCD) refers to the information retrieved from automated fare collection

systems widely used in major urban public transport networks. Electronic ticketing gained

popularity because of its obvious advantages versus paper tickets in the form of a faster,

cheaper, safer, more transparent and more comfortable mean of tariff enforcement. However,

as Bagchi and White (2005) envisioned in an early contribution, SCD is an important infor-

mation source for travel behaviour analyses as well. Chu (2010) and Pelletier et al. (2011)

published comprehensive summaries of recent experiences with SCD in demand modelling

and transport planning.

An important step in data-based crowding analysis is to measure train loads by assigning

the demand pattern to the available capacity. The quality of this assignment depends on the

available information on train movements. In the simplest case what we know is the planned

average frequency of trains (Spiess and Florian, 1989), and therefore only the average train

load can be extracted for a given period of time. When the entire schedule of trains, including

departure and arrival times at each station, is available for the researcher, then in a schedule-

based assignment passengers can be linked to unique trains (Frumin, 2010, Kusakabe et al.,

2010, Nuzzolo and Crisalli, 2009), which leads to a more disaggregate measure of crowding in

the network. By replacing published schedules with actual train movements recorded in the

signalling system, the accuracy of the assignment further improves, because delays are taken

into account and the implied duration of passenger movements (i.e. access and egress times)

can be measured with seconds precision.

In an urban rail context the first published attempts to merge AFC and AVL data were

described by Paul (2010) using London Underground data and Zhu (2014) for Hong Kong

MTR. Their assignment strategies were rather different. Paul (2010) recovered the distri-

bution of egress times from smart card trips with only one feasible itinerary, and derived

the access time distribution for each station assuming that the scaling factor is same as the

ratio of average access and egress times in manual passenger movement surveys. Then she

assumed that walking speed is an individual characteristic of passengers, and a trip can be

assigned to feasible itineraries such that the implied access time should be in the same per-

centile of the distribution at the origin station as the egress time at the destination. Transfer

time distributions were similarly transformed from egress time distributions using averages

in manual measurements. Although Paul (2010) needed strong assumptions for the assign-
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ment, it is clearly an advantage of her method that all passengers were assigned to a train,

so approximating crowding patterns became possible for an entire metro line.

Zhu (2014), by contrast, treated the distribution of walking speed among passengers

explicitly. A valuable side product of her experiment was actually that she estimated the

parameters of the distribution of walking speed. To do so, however, assumptions had to

be made about the walking distance which is strongly affected by passengers’ strategic be-

haviour when choosing a boarding location along long platforms. Zhu (2014) also developed a

’trainload model’: in the assignment she considered that train load cannot exceed a physical

limit. In our view this assumption is not necessary, because due to random heterogeneity in

in-vehicle crowding density maximum train loads may vary on a wide range, even if some

passengers failed to board. Zhu (2014) applied her method for single trips with no transfers

at all, outside the peak period to avoid complications caused by station congestion. There-

fore the method in its current format is not suitable to reproduce the crowding pattern in an

entire network.

Our passenger-to-train assignment method presented in Section 4 is simpler than Paul

(2010) and Zhu (2014) in the sense that we do not attempt to decompose access times into

walking and waiting time (including delays after failed boarding) elements. We measure

the distribution of the aggregate access time instead. Furthermore, we assume that the

distribution of egress times is same for single trips with only one feasible itinerary as others

with several ones. We derive route choice probabilities from the set of feasible itineraries

without using a discrete choice demand model, which is also a difference from what Paul

(2010) and Zhu (2014) suggest. In general, our objective is to develop a simple assignment

method which is able to recover the crowding pattern in the entire metro network based

on AFC and AVL datasets only, without additional information from manual counts and

surveys.

2.2.3 Crowding in stated preference experiments

Crowding as a travel demand determinant has been identified around the late 1980’s, much

later than travel time related trip attributes. The subsequent evolution of crowding cost

measurements has been reviewed and summarised by two often cited articles, Wardman and

Whelan (2011) and Li and Hensher (2011). Instead of listing all related studies, we focus on

major methodological improvements.

The first major attempt to quantify the disutility of crowding was published by Fowkes and

Wardman (1987). The authors measured the standing penalty in terms of equivalent travel
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time, just like in many early studies, without considering the actual or expected density

of standing passengers. Even though this binary representation of crowding is extremely

simple, the role and magnitude of the standing penalty remained significant. As Whelan and

Crockett (2009) have shown, even in the highest density at least one third of the user cost of

crowding is the standing penalty1.

Crowding cost functions express the monetary or travel time value or crowding disutilities

in function of a physical representation of passenger density. Accent Marketing and Research

and Hague Consulting Group (1997) represented crowding as the number of passengers rela-

tive to seat capacity (i.e. load factor). The alternative approach was to establish descriptive

categories for crowding that have often been illustrated with pictures in surveys. The load

factor representation allowed to measure the cost of high occupancy as a continuous function

of demand relative to seat supply. However, there is an important disadvantage of load factor

based metrics: results can only be applied for the same or similar type of rolling stock, as

the same load factor may lead to different discomfort levels when the interior seat configura-

tion varies. MVA Consultancy (2008) overcame this issue by expressing crowding with the

number of standing passengers per square meter, which is independent of the actual rolling

stock design.

The next step towards the generalisation of crowding cost functions was the introduction

of travel time multipliers. The multiplier approach is based on the assumption that crowding

disutility is not an independent additive element of travellers’ utility function, but a deter-

minant of the value of travel time. In other words, the user cost of a unit of in-vehicle travel

time depends on the level of crowding. Thus, crowding multipliers can be applied across

populations with different baseline uncrowded values of travel time.

Density based crowding cost functions have been widely used in recent studies, sometimes

complemented with a load factor representation (Whelan and Crockett, 2009). Personal

experience suggests, however, that the disutility caused by the number of fellow passengers

depends on a lot more than the density of standees. Wardman and Murphy (2015) for example

showed that rail travellers may have preferences for certain seats and seat arrangements, and

therefore if their most preferred seats are occupied due to high demand, their willingness to

pay drops. This is again a quantifiable consumption externality that can be used in decisions

related to pricing (e.g. seat reservations) and the choice of interior layout. Monchambert et al.

1Whelan and Crockett (2009) found that standing multiplies the value of time by 1.5, while at six passen-
gers per square meter (the highest crowding in European standards) the multiplier is just above 2.
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(2015) identified eight other ’nuisance factors’ related to crowding: over-closeness, standing,

noise, smell, lost and wasted time, and the risk of injury and robbery2.

Recent studies addressed the issue of consumer heterogeneity in various market segments

(Faber Maunsell and Mott MacDonald, 2007), income and geographic location (Whelan and

Crockett, 2009) as well as unobserved or latent characteristics (Basu and Hunt, 2012, Tirachini

et al., 2017) and found significant variations among customers. It is not surprising that

according to these results, leisure and business travellers are more sensitive to crowding than

regular commuters and passengers in densely populated areas tolerate crowding more than

regional and interurban train users.

The key question of the empirical literature is whether aggregate methods that neglect

heterogeneity produce biased crowding discomfort estimates on aggregate level, as Basu and

Hunt (2012) suggest. Partial answers to this question can be found in the recent SP exper-

iment of Tirachini et al. (2017) in which the authors compare the MNL method with the

expected crowding parameters of mixed logit (ML) and latent class (LC) specifications that

allow for heterogeneity in preferences. They conclude that the median crowding multipliers

of the mixed logit specification with lognormal distribution closely resemble their MNL re-

sults – and actually the multipliers of Hörcher et al. (2017), i.e. the results of Chapter 5 of

this thesis. On the other hand, the mean estimate of the ML model is significantly higher

than the median, what the authors explain with the fat tail of the lognormal distribution.

This reasoning reiterates what Börjesson et al. (2012) discuss in the context of travel time

valuations. In the LC specification Tirachini et al. (2017) derive higher than usual expected

values again. As different heterogeneity sensitive methods lead to conflicting valuations, we

cannot determine with certainty whether MNL results or one of the advanced methods with

heterogeneity describe the population as a whole correctly.

If MNL models provide good estimates for the representative user, then it may be ques-

tionable whether it is worth using complicated models that handle heterogeneity. In most

crowding-related policy interventions passengers cannot be differentiated based on their pref-

erences. In the cost-benefit analysis of a crowding-reduction investment, for example, what

we are interested in is the aggregate impact on users. In other words, there is no need for

disaggregate impact assessment. In these cases heterogeneity-sensitive specifications bring

more uncertainty into the analysis than what ignoring heterogeneity may cost. This could

of course change in the long-run, as empirical methods will improve in the measurement of

preference heterogeneity.

2Their study, however, did not relate the magnitude of discomfort to monetary or temporal measures.
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Although the researchers cited above made strong efforts to improve the quality of crowd-

ing cost estimations, the critical reader may find a number of additional aspects where these

choice models are far from reality. For example, the level of crowding often varies within a

single trip. The density of passengers at the boarding station may play a more important,

but not exclusive role in the route choice decision in comparison with the expected crowding

at subsequent legs of the journey. The probability of finding a seat can be re-evaluated after

every station where any seated passengers alight the vehicle. Existing studies failed to incor-

porate these dynamic factors into choice models, so the crowding cost estimation literature

is far from being complete.

From a technical point of view existing SP studies follow a rather consistent method-

ology. In survey questionnaires two or more alternatives with different crowding levels and

other trip attributes are proposed to respondents who have to make a trade-off between vary-

ing attributes, usually travel time, fare prices and crowding levels. Wardman and Whelan

(2011) conducted a meta-analysis of CCF estimations, and explained a large proportion of

the variation in the estimated crowding multipliers.

2.2.4 Observing revealed crowding avoidance preferences

The vast majority of the papers and consultancy reports available in the literature are based

on stated preference experiments. The limitations of surveying in the form of sample size,

potential response biases and implementation costs are well-known(Wardman, 1988). The

main reason why revealed preference studies are scarce in this area is that it is hard to observe

actual choice situations where the trade-off between crowding and other trip attributes is

visible and measurable for the researcher.

There are exceptions, however, like LT Marketing (1988) who recorded at Seven Sisters

station in London whether passengers chose crowded express trains or a parallel stopping

service with more available capacity. This is an obvious trade-off between discomfort and

travel time. Kroes et al. (2014) realised a similar exercise in Paris, at the junction of a heavily

used and an uncrowded branch of a suburban railway line heading to the city centre. After

comparing their RP results to a similar SP choice situation they found that in practice a lower

percentage of passengers wait for the next train than they state in the survey. The authors’

explanation was that in the RP choice there is uncertainty about the crowding level on the

next train. We have to point out a clear limitation of the data collection of this experiment:

they only observed crowding at the boarding station, while passengers’ decisions are affected

by the overall expected crowding experience throughout the entire trip.
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Batarce et al. (2015) also combined RP and SP methods to measure the cost of crowding in

Santiago, Chile, and found comparable results to the rest of the literature. They did not make

any assumption about the functional form of the CCF, they used categorical variables instead

for three levels of crowding. The source of ’load profiles in the different metro lines’, on which

their crowding measurements are based, is not specified. Finally, Tirachini et al. (2016) used

the fact that some passengers are willing to travel a couple of stations in the opposite direction

of a metro line in order to secure a seat for the actual trip to their destination. They used

smart card data from Singapore, but they only measured the difference between standing

and seated disutility in function of crowding density (in other words, a crowding-dependent

standing penalty function), which is clearly a limitation.

2.2.5 Modelling travel behaviour in crowding

In terms of statistical modelling, all studies reviewed so far are based on random utility dis-

crete choice theory. The majority of the papers consider a route or mode choice situation,

in which the representative user is assumed to choose based on the relative utility associated

with the available route or mode alternatives. It is therefore a crucial challenge of crowding

cost estimation to specify a utility function that makes the inconvenience of crowding com-

parable with other trip attributes. The rest of this subsection reviews how crowding-related

attributes can be represented in a utility function and how the most important contributions

in the literature express the cost of crowding in terms of the equivalent monetary expense or

uncrowded travel time.

Based on Whelan and Crockett (2009) and Haywood and Koning (2013) let us specify

the following utility function for trip i in travel conditions j:

Ui,j = Vi,j(pi, cj , ti, xi) + εi (2.1)

where Vi,j is a function observed characteristics, namely the fare paid (pi), the level of crowd-

ing (cj , which is a dummy variable representing J levels of in-vehicle crowding density), travel

time (ti) and individual attributes (xi). The utility function has unobserved, randomly dis-

tributed parts as well, denoted here with εi.

In this specification we assume that fares and travel times are independent of the level of
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crowding. The representative utility takes the following form.

Vi,j(pi, cj , ti, xi) = α+ βpi +
J∑
j=0

cjγjti + δxi. (2.2)

Parameters γj represent the marginal utility of travel time in various crowding conditions. If

crowding increases with index j, so that j = 0 corresponds to the lowest and j = J to the

highes level of crowding, we may expect that Ui,0 > ... > Ui,J , and therefore

0 > γ0 > ... > γJ . (2.3)

The specification of (2.2) can turn the disutility of crowding into a link-additive trip at-

tribute. That is, if crowding varies between journey segments, then more than one crowding

components should enter the utility function, wighted by the duration of each state.

Having the utility function of observed characteristics specified, we can derived the value

of crowding in several ways. All these methods are based on equivalent variation. That is,

we compare two scenarios with different crowding levels and derive what reward could make

a passenger indifferent between the two states. Haywood and Koning (2013) expressed the

willingness to pay for crowding reduction in terms of travel time:

γjti = γ0(ti + wi,j) wi,j = ti
γj − γ0

γ0
(2.4)

This approach tells that individual i is indifferent between travelling in crowding condition j

for a given time, and accepting wi,j additional travel time in uncrowded conditions. Obviously

wi,j becomes longer for higher values of j.

We can extract the value of crowding for a given trip length in monetary terms as well.

Now the indifferent user has to pay an additional fee when the vehicle is empty. She evaluates

the theoretical fee on her marginal utility of income (β).

γjti = γ0ti + βri,j ri,j =
(γj − γ0)ti

β
(2.5)

Note, that ri,j has a monetary dimension, which comes directly from the fact that γ and β

are measured in utils/hour and utils/money, respectively.

Both wi,j and ri,j depend on the travel time of the actual trip. Moreover, ri,j also

requires information about travel time and income valuations. This is clearly a disadvantage,

because crowding cost values measured this way cannot be applied for varying travel times and
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heterogeneous income distributions. Therefore Whelan and Crockett (2009) and Wardman

and Whelan (2011) used an alternative method, the travel time multiplier approach, where

utilities of the two options are equalised by multiplying the uncrowded travel time with a

constant.

γjti = γ0timj mj =
γj
γ0

(2.6)

That is, the travel time multiplier applied in crowding state j is simply the ratio of the travel

time coefficient γj relative to the uncrowded (reference) marginal utility of travel time. Based

on (2.3) we expect that mj ≥ 1, ∀ j. We can derive the relationship between the three types

of valuations. Note, that γ0/β is the monetary value of uncrowded travel time.

wi,j = (mj − 1)ti ri,j = wi,j
γ0

β
ri,j =

γ0

β
(mj − 1)ti (2.7)

The next step is to estimate the parameters of the utility function in equations (2.1) and

(2.2). Assume that we observe a choice situation where passengers have to decide between two

alternative routes linking their origin and destination. Options are indexed with k ∈ (A,B).

If the fare is not differentiated between the two routes, the choice will be based on a trade-off

between travel time and the level of crowding, distorted by alternative and individual specific

constants and unobserved characteristics:

Uki,j = αk +

J∑
j=0

ckjγjt
k
i + δxi + εki . (2.8)

Even though it is reasonable to assume that the rational agent will choose the option that

provides her larger utility, the error terms brings uncertainty into the actual utility that she

assigns to the two options, and therefore we can only estimate the outcome of the choice sit-

uation. The probability that one of the alternatives provides greater utility can be calculated

by separating the observed part of the utility function from the random error (Train, 2009).

Based on equation (2.1),

UAi,j − UBi,j = V A
i,j + εAi − V B

i,j − εBj , (2.9)

and the probability that the utility of alternative A is superior becomes

P (UAi,j − UBi,j > 0) = P (V A
i,j − V B

i,j + εAi − εBj > 0) = P (εBi − εAi < V A
i,j − V B

i,j). (2.10)
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The difference of the error terms can be treated as a new random variable and referred

to as ε = εBi − εAi with variance σ2
ε . We can normalise the difference in utilities with σ2

ε to

transform it into a standard probability distribution. As the overall scale of utility is irrelevant

(Train, 2009), the relationship between V A
i,j and V B

i,j in equation (2.10) is not altered by the

normalisation. Therefore we can reach conclusion regarding the probability of preferring

alternative A over B by plugging equation (2.8) into (2.10) and stating that

P [A] = P [UAi,j − UBi,j > 0 |V A
i,j − V B

i,j ] = Φε[V
A
i,j − V B

i,j ]

= Φε

[
α∗ +

J∑
j=0

γ∗j (cAj t
A
i − cBj tBi )

] (2.11)

where

α∗ =
αA − αB

σ2
ε

and γ∗j =
γj
σ2
ε

.

Here Φε(·) is the cumulative density of ε, so that its value equals to the probability that ε is

lower than its argument.

The actual solution to the choice problem depends on the assumption about the proba-

bility distribution of the error terms and their difference. If εki are assumed to be distributed

i.i.d. extreme value distributed, then their difference has a logistic distribution and we gain a

logit choice model. In order to deal with correlation in unobserved factors over alternatives,

a generalised extreme-value model can be applied. Probit models are used in case a joint

normal distribution is assumed for the error differences. Specific properties of these models

are discussed in Train (2009).

In case of a route choice situation with observations gathered from a smart card ticketing

system, one could control for a vast amount of individual, location and time specific fixed

effects, such as

• The cardholder based on travelcard identification numbers;

• Socioeconomic status inferred from travelcard type, as adult, senior, student as well as

a number of other specific ticket types are differentiated;

• The origin and destination station regularly used by the cardholder;

• Time specific fixed effects: the particular day on which the choice has been made,

enriched with the effect of year, season, day of week, part of day;

• Earlier decisions and earlier trip experience of the same individual that can be incor-

porated in the model in the form of lagged dependent and explanatory variables.
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The revealed preference discrete choice model of Chapter 5 is based on the MNL method-

ology presented above. The main limitation of this method is that heterogeneity in individual

preferences cannot be identified explicitly. The most widely used heterogeneity-sensitive dis-

crete choice methods include latent variable (i.e. mixed logit, see McFadden and Train, 2000,

Train, 2009) and latent class (Greene and Hensher, 2003) approaches.

2.3 Potential contributions identified

We conclude this section with a summary of potential improvements identified in the litera-

ture:

1. The crowding experience varies between different legs of a public transport journey.

Choice models have to be accomodated for varying conditions en-route.

2. In an urban rail context passengers have no certain information, only expectations

about whether they will stand or sit. Therefore choice models should control for the

expected probability of finding a seat, which also varies during the journey.

3. Crowding cost estimations published so far are based on stated preferences, or revealed

preferences with limited information about the expected crowding experience for the

entire journey.

This PhD research (Chapter 5) shows that combined smart card and train movement data

can be used to tackle these deficiencies in a revealed preference framework.
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Chapter 3

Supply-side literature on crowding

Having the underlying literature of the empirical part of the PhD reviewed, we now switch

to the theory of transport supply. Our focus is on optimal pricing and capacity provision in

public transport, with a wider outlook on the theory of externality pricing and its applica-

tions in individual and public transport. Again, we split this section into two main parts:

an overview of the literature that may be relevant in subsequent chapters, and a detailed

discussion of the methodological evolution of relevant contributions.

3.1 Literature overview

The occupancy rate of public transport vehicles and crowding are the result of simultaneous

decisions of users as well as the supplier. Common sense intuition suggests that crowding

could be solved either by reducing demand (i.e. passengers deciding not to travel any more) or

increasing supply. We saw in the previous chapter that users may indeed have a good reason

to keep travelling even in crowded conditions, because (1) crowding is not the only source of

disutility and alternative routes and modes may be even costlier, and (2) the benefits derived

from traveling may still exceed the generalised cost of crowding and other disturbances. On

the supply side, we would like to understand what reasons can lead operators not to increase

public transport capacity in the presence of crowding, even if the inconvenience imposed on

passengers has a negative feedback effect on its own corporate objective.

Supply decisions in public transport can be modelled as an optimisation process. We

review the relevant methodologies accumulated in the literature through the major steps of

the optimisation, as depicted in Figure 3.1. In the first step one has to define the economic

objectives of the supplier. In applied transport economics it is usually assumed that a sup-
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Figure 3.1: Structure of the literature on crowding and supply-side theoretical research

plier is either a welfare maximising public monopolist, or a profit maximising private firm in a

given competitive or monopolistic environment. This is the case in the majority of the public

transport literature as well. In case of a real-world public transport agency, however, these

pure economic objectives may not be directly applicable. Due to various scale economies in

this industry, welfare maximisation, for example, leads loss generation. Depending on the

availability of public subsidies, the actual management objective, modelled with financially

constrained welfare maximisation, may lie in between the pure welfare and profit maximis-

ing extrema. In Section 3.2.1 we review alternative objectives as well, including politically

motivated targets such as tax competition between different levels of government, demand

maximisation, and capacity output maximisation.

A public transport agency may have a number of decision variables at hand to regulate

its own operational costs as well as the benefits delivered for customers. When modelling
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we assume that the operator sets these decision variables in order to maximise its objective

function. From a methodological point of view, all decision variables should be treated in the

same way: assuming a unique optimum, their marginal contribution to the objective should be

zero. In practice, decision variables can be distinguished based on the nature of interventions

required to manipulate them. Transport practitioners make clear distinction between capacity

and pricing measures that include most of the decision variables that we study in this thesis.

Also, the temporal scope of decisions may vary on a wide range: infrastructure dimensions,

for example, have to remain constant for decades, while pricing variables on the other extreme

are much more flexible in the short run.

In the second step of the methodological review we consider general analyses that allow

for the simultaneous optimisation of pricing and capacity. This includes the adaptation of the

Cost Recovery Theorem, originated from Mohring and Harwitz (1962), to public transport.

Most contributions in this area focus on the relationship between the degree of homogeneity

in user costs and the cost recovery ratio of service provision, assuming optimal decisions in

both pricing and capacity supply.

A number of relevant papers in the literature, however, do not attempt to model optimal

pricing and capacity decisions jointly. Purely capacity oriented models, reviewed in Section

3.2.3, are interested in the relationship between ridership and the optimal frequency and

vehicle size. Most of these studies investigate whether the square root principle of Mohring

(1972) holds under various operational conditions (Jara-Dı́az and Gschwender, 2003b). On

the demand side, pure capacity models normally assume that the number of users is exogenous

(that is, demand is inelastic), and therefore the impact of pricing decisions on the equilibrium

capacity levels cannot be identified.

By contrast, another bunch of relevant studies, develop optimal pricing rules for fixed

capacity. In practice, this implies that capacity is either an exogenously determined feature

of service provision, or it is not even explicitly specified if the researcher derives operational

costs from the number of users directly. Pricing models are especially relevant in a short-

run context, due to the presence of a number of consumption externalities between public

transport users (e.g. crowding) and within substitute modes (e.g. road congestion). Section

3.2.4 first considers the general theory of Pigouvian externalitiy taxation and marginal cost

pricing in public transport, and then discusses second-best settings with insufficient subsidies,

and underpriced alternative mode, and peak-load pricing. Finally, it reviews the methodology

of modelling price discrimination and nonlinear pricing, as the background of the efficiency

analysis of travel passes presented in Chapter 8.
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3.2 Methodology

3.2.1 Management objectives and regulatory framework

The first step of modelling a public transport supplier is to define what objectives may lie

behind its decisions. In the vast majority of discussions in the transport economics literature,

it is simply assumed that the decision making agent is either

A. a publicly owned operator that intends to maximise social welfare, or

B. a profit maximising firm.

Social welfare is normally defined as the difference between the social benefits (e.g. user

benefit plus operator revenues) and the operational and external costs of service provision.

This quantity can be expressed as the sum of net consumer and producer surpluses.

In case of profit maximisation, the most usual subject of the analyses is the private mo-

nopolist, while some contributions investigate how suppliers in a competitive public transport

market behave1. The relative scarcity of industrial organisation studies can be justified by

the natural monopoly properties of many public transport services, and the fact that most

of these services are operated in a monopolistic environment worldwide.

It is far less convincing to assume, however, that the sole motivation behind each decision

of publicly owned operators is simply to maximise social welfare, i.e. the difference between

consumer benefits and social costs. These are complicated economic notions not understood

by all decision makers and other stakeholders who may influence decisions. Even if the

concept of social welfare was perfectly understood and accepted by society, sometimes it is

difficult to calculate its value due to missing information on demand curves, for example.

Interestingly, the last time when alternative management objectives were intensively de-

bated in the transport economics arena was almost forty years ago (Gwilliam, 1979, 2008).

Nash (1978) adds three additional items to the above list and calls them alternative commer-

cial objectives:

C. social welfare maximisation subject to budget constraint;

D. passenger mileage maximisation subject to budget constraint;

E. vehicle mileage maximisation subject to budget constraint.

1Such studies are normally linked to the context of public transport deregulation. Examples include
Mackie et al. (1995) in connection with the British bus market liberalisation, and Nash (2010) and Gagnepain
et al. (2011) who reflect to EU transport policy.
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The financially constrained welfare maximisation has remained a usual objective function in

public transport models (Jara-Dı́az and Gschwender, 2009), probably due to the fashionable

perception among professionals that public transport is unfairly under-subsidised everywhere.

Note that depending on the value of the exogenous financial constraint, objective (C) may

turn into welfare or profit maximisation in extreme cases.

Demand maximisation is surprisingly rare in the public transport literature, although

many decision makers in industry use growth in demand as a legitimate measure of effi-

ciency2,3. Vehicle mileage maximisation, which is normally considered as an intermediate

output in economics, is somewhat similar to demand maximisation in the sense that it is

much easier to measure than social surplus. This objective is popular in the industry be-

cause it justifies for the public that the operator pursues technological efficiency, thus making

the best use of the taxpayer’s money. These alternative objectives have nothing to do with

economic efficiency. However, Nash (1978) shows that (D) and (E) can be ensured by a

profit-seeking private monopolist as well, with a specific subsidy paid after each passenger

and vehicle mile, respectively. Glaister and Collings (1978) derive that by appropriately

weighting passenger and vehicles miles, a welfare maximising objective can also be enforced

– although the authors point out that in order to determine the optimal weights, one need

the same information on the demand curves as what we need to calculate consumer surplus.

The third paper in this row, Frankena (1983), reveals additional properties of the demand

and vehicle mileage maximisation objectives: he finds that without information about the

2For example, we show in Chapter 8 that a demand maximising objective is one of the potential expla-
nations why travel passes are so widely used in public transport, despite the obvious incentives they generate
for overconsumption in the presence of crowding.

3Demand maximisation turns out to be an efficient objective in the bidding process of a private road
concession, as Erik Verhoef pointed out during the examination of this thesis. Assuming (1) perfect auctioning
conditions with sufficient number of sufficiently equally efficient competitors and (2) neutral scale economies
in investment as well as homogeneity of degree zero in user costs, Verhoef (2007) shows that the demand
maximising combination of road capacity and toll coincides with the welfare maximising design. This result is
not surprising, as the assumptions imply full cost recovery under welfare maximisation, while the zero profit
outcome is expected under perfect auctioning as well. If social welfare is the sum of consumer surplus and
profits, and demand maximisation is equivalent to consumer surplus maximisation, then the above result is
not surprising if profits are identically zero per se. Can we adopt these findings for auctioning public transport
concessions? The answer is likely to be no, because the cost structure of public transport is different, both
in terms of operational and user costs. More precisely, the assumptions on neutral scale economies and
homogeneity of degre zero, respectively, do not hold (see Sections 3.2.2 and 6.2.4 for more details). It is
more likely that efficient public transport supply requires subsidisation. Ubbels and Verhoef (2008) provide
some guidance to this case, as they discuss auctioning for new roads with an existing, untolled alternative,
which also calls for subsidisation to achieve efficiency. They show that demand maximisation in this case is
equivalent to second-best welfare maximisation under zero profit constraint. More interestingly, they find that
the minimisation of the sum of user costs and subsidy per user can achieve the welfare maximising outcome
with untolled alternative, even without restricting subsidisation. This auction rule therefore appears to be a
better candidate for the future research on auctioning concessions in public transport.
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underlying demand curves, it is impossible to determine whether a particular subsidy formula

increases or decreases economic efficiency. This applies for lump-sum as well as vehicle-mile

or passenger-mile based subsidies. That is, despite their apparent simplicity, the alterna-

tive objectives outlined by Nash (1978) do not offer a shortcut for efficient policy design in

public transport. These fundamental findings have not gained widespread acceptance and

popularity in European transport policy, unfortunately.

By looking at today’s European transport policies, e.g. European Commission (2011),

we see that economic efficiency is rarely stated as an objective for public transport. The

role of public transport is more often defined in the context of emmission and land-use

reduction, a general fight against individual modes (Newman and Kenworthy, 1999), and

equity in mobility (Lucas, 2006). Also, competition between various levels of (centralised

and decentralised) government made the political economy of public transport provision an

emerging field in the literature (De Borger and Proost, 2015). In the latter case social welfare

defined for a subset of society becomes the alternative management objective. Without

completeness, we can expand the earlier list of objectives with more elements:

F. minimise car usage subject to financial and political constraints;

G. minimise the aggregate emission and/or land-use of transport subject to constraints;

H. minimise expenditures subject to providing minimum service level and equity;

I. maximise demand or social welfare in subgroups of society subject to constraints.

Although these are just arbitrarily chosen corporate objectives, their relevance in real world

policy debates is hardly questionable. Most of them can serve as constraints beside other

objectives. Using microeconomic tools to evaluate their relative performance in the context

of various policy decisions can be an important future challenge for the research community

of transport economics. This may eventually lead to a more widespread acceptance of social

welfare as an umbrella measure of various goals and interests in society.

3.2.2 General transport supply

Microeconomic theory suggests that if Q denotes the number of users of a general congestible

transport service, K is infrastructure capacity, the user cost of travelling is c(Q,K) and

the cost of capacity is ρ(K), then the welfare maximising price of the service becomes the
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marginal external congestion cost of a trip4, τ = Q ·cQ(Q,K), and capacity has to be set such

that ρ′(K) = cK(Q,K) in optimum5, where cQ and cK denote partial derivatives. This price

is essentially the standard Pigouvian externality tax, and the capacity rule ensures that the

marginal social cost of capacity expansion equals to its marginal benefit for users. Mohring

and Harwitz (1962) showed that optimal pricing leads to full cost recovery if (1) the user cost

function exhibits constrant returns to scale, so that c(Q,K) is homogeneous of degree zero6,

(2) the marginal cost of capacity is also constant, and (3) capacity is indivisible. This result

is often called as the cost recovery theorem (CRT).

As the above conditions may not be too far from reality in road transport, most of the sub-

sequent extensions of the CRT analysed whether the cost recovery property holds in various

circumstances. de Palma and Lindsey (2007) and Small and Verhoef (2007) provide excellent

reviews of the evolution of this literature. For our purposes, two important developments

have to be emphasised. First, if the assumptions above hold on each link of a network, then

cost recovery works on network-level as well (Yang and Meng, 2002). Second, if exogenous

constraints prevent optimal pricing, then capacity also has to be set to a second-best level due

to induced demand. The direction of adjustment as well as the cost recovery ratio depend on

demand and cost elasticities, and whether prices are higher or lower than first-best (d’Ouville

and McDonald, 1990). Cost recovery in the opposite case, when capacity is sub-optimal an

therefore prices have to be adjusted, has been much less extensively analysed in the litera-

ture (de Palma and Lindsey, 2007). This implies that the public transport equivalent of the

problem, i.e. the financial result when the same capacity has to be supplied on multiple links,

cannot be handled by directly adopting earlier models of supply optimisation.

It is clear that the baseline CRT assumptions may not hold in public transport, especially

not in case of user costs. Section 6.2.4 of Chapter 6 the adaptation of the CRT for special

cases of public transport supply.

3.2.3 Capacity optimisation: Frequency and vehicle size

Capacity is strongly related to pricing because it alters the cost curve that the operator

and public transport users face. Nevertheless we can separate a branch of literature that

concentrates specifically on the two distinguished capacity determinants: the frequency and

the size of public transport vehicles. The main difference between the literature of capacity

4A detailed derivation of this pricing rule is provided in Section 3.2.4.
5Again, more discussion on optimal public transport capacity specifically, can be found in Section 3.2.3.
6Practically, this condition is satisfied if user costs depend on the ratio Q/K.
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and pricing optimisation is that the former is based on inelastic demand assumption and cost

minimisation, while in case of pricing demand is elastic and user benefits are also included in

the objective function. Therefore we start with capacity optimisation with inelastic demand.

In this subsection we attempt to take account of all aspects of capacity decisions in a single

generalised model. This can be considered as a summary of the related literature presented

later. Our aim is to reach a comprehensive understanding of the effects of capacity decisions

on the operator, passengers and other members of society. In the subsequent section we will

review the literature of capacity optimisation by showing which contribution introduced each

element of the model presented here.

The objective function of capacity optimisation is a social cost function consisting of

operational costs, three types of user costs (access time, waiting time and in-vehicle time)

differentiated between µ OD pairs, and external costs:

min
F,F ′,S,β

C = O +

µ∑
i=1

[
Ai +Wi + Vi

]
+ E , (3.1)

where decision variables are frequency (F ), frequency when the most vehicles are in operation

(F ′), vehicle size (S) and the density of bus stops or railway stations (β). The reason why we

differentiate the highest daily frequency is to account for cost interdependencies between time

periods in fluctuating demand. The model presented in equation (3.1) can be considered as

an optimisation for a given time period during the day, where some of the fixed costs depend

on the highest frequency in the day. Therefore, we implicitly assume that capacity has to

be optimised simultaneously for all periods of the day, F is a vector of optimal frequencies,

while vehicle size and stop density are assumed to be fixed for all time periods.

Demand is assumed to be inelastic in this model, which is obviously an important devi-

ation from reality. However, making demand elastic would require pricing considerations as

well, which is out of the scope of this chapter. However, the work undertaken in this PhD

research points towards an integrated approach to pricing and capacity optimisation.

Variable operational costs have two main components: one is the standing (or capital)

cost of owning rolling stock fleet of size B, and the other is proportional to the vehicle-hours

operated (H) in the time period analysed. If there are constant returns to scale in both cost

components, then

O = H(F, τ) (cv(S) + cs) +B(F ′, τ ′) cc(S), (3.2)
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Table 3.1: Capacity optimisation models, notation

Symbol Description

F Frequency (Decision variable)
S Vehicle size (Decision variable)
β Stop density, i.e. distance between stops (Decision variable)
F ′ Frequency at the busiest time period (Decision variable)

O Operational costs
A Access time (user) costs
W Waiting time (user) costs
V In-vehicle (user) costs
E External costs on other road users and society

D Demand on origin-destination level
Q Total number of passengers
DR Number of road users or cars
γ Number of passengers boarding and alighting per stop
φ Occupancy rate of vehicles
µ Number of OD pairs
l (Average) trip length per passenger
t (Average) in-vehicle travel time per passenger
ta, tw (Average) walking and waiting time per passenger
v Walking speed

τ Cycle time
τr Running time per cycle
τs Additional time of deceleration and acceleration for stopping per cycle
ts Time of deceleration and acceleration per stop
τd Sum of dwell times per cycle
tba Boarding and alighting time per passenger
τ ′ Cycle time in the busiest time period
L Route length

αa, αw, αv Value of access (walking), waiting, and in-vehicle travel time per hour

H Vehicle-hours operated
B Fleet size (number of vehicles)
cv, cs (Constant) marginal cost per vehicle-hour and staff-hour
cc (Constant) marginal standing cost per bus

P Probability of boarding an arriving vehicle
a Accident risk
e Environmental effects
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where cv and cs are the marginal cost of vehicle-hours and staff-hours, while cc is the marginal

capital cost per bus. Both cv and cc depend on vehicle size. Cycle time, denoted by τ , is a key

element of capacity optimisation. We will explain how it depends on demand characteristics

and supply decisions later. We distinguish cycle time when the highest number of buses are in

operation with τ ′. Other producer’s costs like fixed administrative overhead are normalised

to zero, as they are unrelated to capacity decisions.

Let us turn to user costs now. The disutility of accessing the closes stop or station and

reaching the final destination is a function of the density of stopping locations and the value

of walking time (αa):

A = A(β, αa). (3.3)

The cost of waiting is slightly more complicated. The average waiting time until the first

vehicle’s arrival is half of the headway, if passengers arrive randomly to the stopping location.

If passengers have some information about the vehicle’s actual location or the timetable is

reliable, then waiting time can be lower. Therefore we multiple the headway (F−1) with a

factor (ε) to allow for this possibility, keeping in mind that ε can hardly be greater than half.

Waiting time is further increased if the passenger cannot board the first vehicle due to high

occupancy. In this case she has to wait another full headway. The value of waiting time is

αw, as earlier. Thus,

W = αw(ε+ P (φ, γ))F−1, (3.4)

where φ is the occupancy rate of the arriving vehicle, γ incorporates the number of boarding

and alighting passengers at the stop under investigation, and P (φ, γ) is the probability of

failing to board the vehicle. In fact, P can be a vector of probabilities corresponding to the

sequence of arriving vehicles, as it may be the case that passengers fail to board multiple

vehicles until finally boarding a less crowded one.

The inconvenience of travelling on board is a function of travel time (t), depending on

traffic conditions and the distance travelled (l), and the value of in-vehicle travel time (αv).

Of course, αv is not a constant, but a function of the vehicle’s occupancy rate and the accident

risk (a) perceived by the passenger.

V = αv(φ, a) t(τ, l). (3.5)
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Here we represented traffic conditions with the line’s actual cycle time (τ). If traffic conditions

are homogeneous along the whole route of length L, then travel time is simply t = τ l/L.

External costs include the congestion and accident risk costs imposed on other road users

(ER) and public transport’s impact on other members of society (ES). The congestion

externality depends on the number of road users, and the public transport capacity, i.e.

frequecy and vehicle size). We restrict ES to accident risk and environmental effects, and we

do not detail how these depend on capacity decisions. Thus,

E = ER(QR, F, S, a) + ES(a, e). (3.6)

In the five social cost components introduced so far we can identify three larger systems

that depend on the demand pattern and capacity decisions. It is worth specifying them in

more details.

We split cycle time into three additive elements: running time (τt), the additional time

spent with deceleration and acceleration at stops (τs), and the sum of dwell times (τd).

Running time depends on route length (L) and traffic speed, which is determined by road

traffic (QR) and the frequency and size of public transport vehicles). The additional time

lost with stopping is affected by the density of stops as well as the probability that the

vehicle does not need to stop. Dwell times vary in function of the demand pattern, i.e. the

number of boarding and alighting passengers. In-vehicle occupancy rate may affect the speed

of boarding and alighting.

τ = τr(L,QR, F, S) + τs(β, γ) + τd(γ, φ). (3.7)

The number of boarding and alighting passengers at each stop has been represented by

γ. This system can be derived from the pattern of demand on origin-destination level along

the public transport route (D), and the density of stopping locations. There are two main

characteristics of the demand system: the magnitude of demand and its distribution between

OD pairs. The interaction of the demand system with two other capacity variables, frequency

and vehicle size, results in the occupancy rate of vehices, φ. We can state that

γ = γ(D, β), and (3.8)

φ = φ(D, F, S). (3.9)
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The models enumerated in the literature review of this section and Jara-Dı́az and Gschwender

(2003a) were all based on the simplifying assumption that demand is ’homogeneous’ along

the public transport route, so that the number of boarding and alighting passengers, as

well the occupancy rate of the vehicle is constant at all stations. This assumption requires

that all passengers travel the same distance. In this case the summation of user costs over

passengers in equation (3.1) could be replaced with a multiplication. Even if we accept this

simplifying assumption, it will definitely be violated close to the endpoints of the line, except

if – unrealistically – all passengers travel a single station only. Therefore we believe that

policy-relevant conclusions from a capacity optimisation model can only be derived if the

model is built on a more sophisticated demand system introduced above. As a consequence,

user costs have to be differentiated between OD-pairs.

We may also extend the model here by defining another decision variable: the density

of public transport routes in a geographical area. However, for the sake of simplicity we

neglect the spatial dimension of demand now, and we restrict the analysis to an isolated

public transport corridor and a fixed catchment area.

Let us now summarise the wide range of dependencies between social costs and capacity

decisions. By plugging equations (3.2)–(3.9) into equation (3.1), the capacity-related elements

we get are

min
F,F ′,S,β

C =O
(
H(F, τ(F, S, β)), cv(S), B(F ′, τ ′(F ′, S, β)), cc(S)

)
+

+

µ∑
i=1

[
Ai(β) +Wi(F, φ(F, S), γ(β)) + Vi(t(τ(F, S, β)), φ(F, S))

]
+

+E(F, S)

(3.10)

It is needless to say that we can hardly expect analytical solutions for the optimal value

of supply-side variables. What one may derive numerically is the optimal capacity values

for a set of parameters and a specific demand pattern. Thus, traditional capacity research

questions, such as ’Does the square root principle hold? ’, do not make much sense anymore.

On the other hand, questions like ’How does the distribution of demand affect the optimal

capacity? ’ or ’How does the magnitude of demand with a specific distribution affect the

optimal capacity? ’ become more relevant.

7The principle is often citet as Mohring’s rule although in his paper he acknowledged that the square
root principle was first propounded by William Vickrey. In a less concrete format and without mathematical
derivations Vickrey (1955) laid down the theoretical foundations for the principle, indeed.
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Mohring’s square root principle and its extensions

Most of the analyses published in the last four decades were based on Mohring (1972, 1976)

where he first elaborated the square root principle of frequency7. The general rule states that

the optimal frequency is proportional to the square root of demand.

Let us sketch a very simple representation of, say, bus operations. Assume that operational

costs have only one component which is linear in the number of vehicles supplied in a given

time period (i.e. the frequency, F ). That is, the operator is interested in keeping frequencies

low. However, with low frequency passengers have to wait more for the next service in the bus

stop, and they valuate this time loss at a rate αw per unit of time. Thus, the welfare sensitive

public operator has now another incentive to keep frequencies high. We could include many

other components into the social welfare function, but let us just keep the analysis simple

and focus on the balance between frequency-related operational and user costs. Assume also

that passengers arrive randomly to the bus stop, so the average waiting time is half of the

headway, and the headway is the reciprocal of frequency. Therefore we have to minimise the

following social cost function to maximise welfare under inelastic demand:

min
F
C = Co(F ) +QW(F ) = cvF + αw 0.5F−1Q, (3.11)

where, for practical reasons, we denote the linear operational cost function with Co, and cv

is its slope parameter, i.e. the constant marginal cost of bus hours. For the sake of simplicity

we normalised the cost of in-vehicle travel time to zero, as in this setting it is unrelated

to frequency, the only decision variable. Taking first order conditions with respect to the

decision variable, we get the famous square root principle of the optimal frequency

∂C

∂F
= 0→ F ∗ =

√
αw
2cv

Q. (3.12)

This result comes directly from the assumption that the average waiting time is half of

the reciprocal of frequency (that is, half of the headway). Mohring’s principle persists as long

as the waiting time cost component of equation (3.11) reflect reality, so waiting times depend

on headways, and operational costs are linear in frequency, so there are constant returns

to density with respect to the number of vehicles operated, no matter how complicated

cost function we generate to incorporate other technological characteristics. In the presence

diseconomies of density in vehicle supply, so that if F has an exponent larger than one, the

optimal frequency grows in a slower rate than the square root of demand, and the opposite
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applies when the operator faces increasing returns with respect to the fleet size. Obviously,

if we neglect crowding and prescribe that the product of frequency and vehicle size should

be equal to demand, the optimal vehicle size also becomes proportional to Q.

Assuming optimal frequency provision on the entire range of demand levels, a number

of important findings can be inferred about the marginal costs of travelling. After plugging

(3.12) into (3.11), we get that the magnitude of operational costs are actually the same as

the sum of all waiting time costs:

Co(Q) = Cw(Q) =

√
αw cv

2
Q,

where Co(Q) = O(F (Q)) and Cw(Q) = QW(F (Q)),

(3.13)

from which it directly comes that the marginal trip imposes the same operational and waiting

time cost on society as a whole.

∂Co
∂Q

=
∂Cw
∂Q

=

√
αw cv
8Q

(3.14)

The marginal waiting time cost can be split into the marginal user’s own waiting time

(i.e. the average waiting time cost, W = Cw/Q), and the impact of frequency adjustment on

other passengers. Based on the square root principle, the latter is actually a negative cost,

because a positive marginal frequency adjustment will reduce the average waiting time of

fellow users. Let us call this effect the marginal external waiting time cost (in fact, benefit),

and denote with MEC. Analytically,

W =

√
αw cv
2Q

MEC =
∂Cw
∂Q
− Cw

Q
= −

√
αw cv
8Q

= −0.5W.

(3.15)

Note that the external waiting time benefit is exactly half of the marginal user’s personal

waiting time cost.

Mohring’s basic model has been extended in multiple directions by subsequent capacity

optimisation studies. Jara-Dı́az and Gschwender (2003a) provides a comprehensive review of

the evolution of models until 2003. Instead of enumerating all specifications, in this report we

focus only on the additional considerations they delivered, and show how these components

distort the original square root principle. We continue the analysis of the Mohring model in

a generalised framework in Section 6.2 of this thesis.
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Endogenous bus stop density and dwell times

Mohring (1972) presents a more complicated model of bus operations too, where the number

of stops along an isolated bus line is also a decision variable. Bus stop density affects the time

that passengers spend with walking to the nearest bus stop8 as well as the probability that

more than zero passenger appears at a bus stop (so that the bus cannot skip the station).

The average number of boarding plus alighting movements per bus stop is n = 2Q/(βF ),

where β is the number of bus stops. Assuming that passengers’ arrival to bus stops fol-

lows a Poisson distribution, the probability that no passenger waits at the stop equals to

1− P (0) = 1− e−n. Thus, the total cycle time becomes

τ = τr + tsβ(1− e−n) + tba
Q

F
, (3.16)

where τr is the time required for a bus to travel along the route non-stop, ts is the additional

time the deceleration and acceleration requires at each stop, and tba is the time of boarding

and alighting per passenger. Given that the cycle time is τ , the average in-vehicle time per

passenger is t = τ l
L assuming that the average journey length per passenger is l and the bus

route’s total length is L.

Finally, we have to take into account that bus stop density also affects that time that

evenly distributed passengers have to walk to reach the closest bus stop. This travel time

component, denoting walking speed with v, equals to

ta =
L

2βv
. (3.17)

As a result we get the following social cost function to be minimised through the optimal

choice of frequency and bus stop density has four main components:

min
F,β

C = Fτ(F, β)cv + αw
Q

2F
+ αvτ(F, β)

l

L
Q+ αa

L

2βv
Q. (3.18)

The role of bus stop density is clear: it increases the cycle time of buses through more

deceleration and acceleration and reduces the user cost of walking to the closest stop. How-

ever, the probability that buses may skip some stations increases with β. Beside its obvious

impact on waiting times, frequency now also affects cycle times, because at high frequency

the average dwell time is shorter and the probability that some stations can be skipped in-

8Passengers are distributed evenly along the transport corridor.
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creases again. Unfortunately there is no analytical solution for the optimal frequency, due to

its various interdependencies with the cycle time.

The choice of bus stop density is a very interesting supply-side decision in public transport,

which may lead to huge inefficiencies when determined on an ad-hoc basis. Even if it is

determined through cautious optimisation, demand fluctuations inevitably imply sub-optimal

outcomes (too sparse bus stops in the peak, for example). It is worth thinking about how

mobile communication could make it unnecessary in the future to fix the location of bus

stops, and tell passengers where the bus will actually stop through a smartphone application,

for example. Such an innovative, ’on-demand’ solution would allow the operator to adjust

the density of stops to temporal demand fluctuations.

Jansson (1980) dropped the idea of endogenous stop density in order to make the frequency

optimisation analytically tractable, keeping dwell times dependent on the number of boarding

and alighting passengers per stop. He also neglected the possibility that buses may skip

some stops where no passenger turns up, so that the cycle time in equation (3.16) simplifies

to τ = τs + tbaQ/F , i.e. the sum of the running time including obligatory deceleration

and acceleration at each stop (τs), and boarding and alighting times (tba) summed over all

passengers. Thus, the relationship between frequency and fleet size becomes

B = F τ = F
(
τs +

tbaQ

F

)
, (3.19)

from which we can express frequency as

F =
B − tbaQ

τs
. (3.20)

The resulting objective function becomes a simplified version of equation (3.18):

min
B

C = O(B) +W(F (B, τ)) + V(t(τ))

= ccB + αw
τs

2(B − tbaQ)
Q+ αv

Qτs
(B − tbaQ)

l

L
B,

(3.21)

and the analytical solution for the optimal frequency, using the relationship between B and

F in equation (3.19), is

F ∗ =

√
Q

cc τs

(
0.5αw + αv tbaQ

l

L

)
. (3.22)

The key component of Jansson’s model is the cycle time, which is affected by the number
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of boarding and alighting movements per bus. The latter is determined by the headway

between buses. As one component of the cycle time varies, while the other component (i.e.

running time) does not, the relationship between frequency and fleet size, the main cost

driver, is not direct anymore. Therefore, the relationship between frequency and vehicle size

as well as the structure of cycle times have to appear in the optimal frequency, as it is visible

in equation (3.22).

In this model the square root principle holds if in-vehicle travel time costs (the second

element in parenthesis) are negligible compared to the inconvenience of waiting. However,

if in-vehicle travel time is the dominant user cost component, and the cost of waiting is

negligible, then the optimal frequency can be higher, directly proportional to demand. In

other words, in the second case the operator has to supply more vehicles to cut dwell times and

thus reduce the average length of trips. We can conclude that the introduction of demand-

dependent dwell times increases the optimal frequency relative to the base-case Mohring

model. Crowding remains neglected in these models, so the optimal vehicle size is just a

function of the occupancy rate targeted by the operator.

Fluctuating demand

Jansson (1980) also considered that demand conditions may change over time. The main

challenge of multi-period capacity modelling is that some costs are fixed based on the max-

imum capacity provided by the firm (standing costs, e.g. fleet size), while others vary with

the time-dependent output (running costs, e.g. crew and fuel). Therefore, the incremental

costs of capacity expansion will be different in time periods. Jansson (1980) differentiated

two time periods of daily bus operation: peak and off-peak. Assuming that more buses are

needed in peak, he expressed the incremental cost of operation as

ICop = 2cstraight − csplit + cr (n− np)L

ICp = csplit + s+ crnpL,
(3.23)

where cstraight and csplit are the crew cost of straight and split shifts per day, n and np are

the number of round trips per bus in all-day service and peak only, cr is running cost per

kilometer, s is standing cost per day, and L is again the distance of a round trip. Equation

(3.23) tells that an additional off-peak service saves a peak-only split shift for the operator,

but requires in the same time the expenditure on two additional straight shifts. Incremental
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bus standing costs do not appear off-peak, but for capacity expansion in peak, one more bus

has to be added to the fleet. This is represented by s in the second equation.

In case of user cost savings after capacity expansion there is no dependency between peak

and off-peak. The incremental benefit that passengers enjoy is simply the partial derivative

of the cost function in equation (3.21) with respect to the peak and off-peak number of buses

in operation.

IBop = EopQop
0.5αw + αv tbaQop

l
L

τsF 2
op

IBp = EpQp
0.5αw + αv tbaQp

l
L

τsF 2
p

,

(3.24)

where Eop and Ep denote the duration of peak and off-peak periods. For the sake of simplicity

we did not differentiate all parameters based on time. However, running time (tms), for

example, can be higher is rush hours reflecting lower average traffic speed. Jansson calibrated

the incremental cost and benefit functions based on demand and operational characteristics of

Swedish and British bus companies. Surprisingly, he found that the incremental user benefits

are the same in the two periods, mainly because the total number of passengers is roughly

the same in peak and off-peak (given that the latter lasts much longer). On the other hand,

marginal operationa costs in equation (3.23) are, understandably, higher in peak, mainly due

to the need for an additional bus in the fleet. He estimated that ICop = 2/3 ICp.

When plotting these incremental cost and benefit curves Jansson (1980) found that the

optimal off-peak bus fleet should be larger than in rush hours, which contradicts the assump-

tions implicitly taken in equation (3.23). He concluded that only a corner solution can unlock

the inconsistency, so that the optimal bus fleet is identical in both time periods: B∗op = B∗p .

For a graphical illustration see Figure 3.2.

We believe that the conclusion on identical incremental benefit curves is biased by the

fact that crowding is not taken into account in the social cost function of equation (3.21). As

we saw in the empirical literature, crowding increases the value of time perceived by on-board

passengers (αv is higher in peak), and due to in-vehicle frictions congestion slows the boarding

and alighting process down (tba is also higher in peak). In addition, it is also possible that

some passengers cannot board the first bus due to its high occupancy, which increases their

waiting time costs. As all these factors have a positive effect on the incremental benefits that

capacity expansion delivers in the peak, we believe that the IBp is in fact well above the
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Figure 3.2: Optimal peak and off-peak bus
fleet in the original version of Jansson (1980).
Identical incremental benefit curves imply larger
optimal bus fleet off-peak
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Figure 3.3: Revised version of peak and off-
peak bus fleet optimisation, taking crowding
and congestion-related effects into account

IBop curve. Figure 3.3 illustrates that the optimal bus fleet may easily become consistent

with our preliminary assumptions (B∗op < B∗p).

The main added value of Jansson (1980) is the way how expressed the operational cost

dependency between periods. The same method could be applied for more than two time

periods to adjust the optimal capacity to demand fluctuations in a more subtle way. It seems

to be more challenging though to model demand interdependencies between consecutive time

perdiods, for example when some people are left behind by fully loaded buses.

Rietveld (2002) contributed to the fluctuating demand problem with a railway applica-

tion. He argued that operators are sometimes unable to vary capacity as quickly as demand

fluctuates. Between the two peaks, for example, capacity is higher than its optimal level,

simply because it would be more complicated operationally to decouple all train units twice

a day, or the operator is legally constrained to provide higher than optimal frequencies in

calm periods. In these conditions operational costs are driven by peak demand only. Thus,

off-peak trips induce zero marginal operational and environmental costs, which implies very

low optimal off-peak fares, as Rietveld argues.

Occupancy rate and vehicle size

Oldfield and Bly (1988) moved forward the evolution of capacity models by assuming that
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waiting time is a function of vehicle occupancy through the probability of boarding the first

vehicle in heavy crowding:

W = αw tw(F, φ)Q (3.25)

They did not express the probability of boarding explicitly, but they tested three different

specifications for tw(F, φ), namely

tw = εF−1, tw = εF−1(1− zφκ)−1 and tw = εF−1 + zφκ, (3.26)

where ε, z and κ are parameters. The third specification shows resemblance with our gener-

alised waiting time expression in equation (3.4).

In addition, they used an elastic demand specification where the number of users was

determined by the generalised cost of travel, in a constant elasticity form. Additionally,

buses contribute to road congestion. That is, higher frequency leads to low average speed

between stops; this is the first appearance in the literature of ER in equation (3.6). In this

subsection, however, we focus on the occupancy rate and vehicle size elements of their model.

Jansson (1980) already discovered that vehicle size is already an important decision vari-

able, as it determines the capacity of the service for a given frequency. Earlier studies simply

prescribed that the resulting capacity should meet demand. The operator would respond

to this constraint with larger vehicles. Therefore it is useful to account for the fact that

operating larger vehicles costs more. Jansson assumed that cc(S) = cc0 + cc1S, allowing for

economies of scale with respect to vehicle size. In Oldfield and Bly (1988) undersupplying

vehicle size is not constrained mathematically, but it punishes passengers who are left behind

when vehicles are overcrowded. That is, they specified a waiting time function tw(φ(S)).

After an in-depth review of earlier studies, Jara-Dı́az and Gschwender (2003a) proposed

an extension for Jansson (1980) that is very important from the perspective of this PhD

research. The value of in-vehicle travel time is now a function of the vehicle’s occupancy

rate. That is, travel time multipliers are applied to represent the disutility of crowding.

Their objective function is

min
F,S

C = O(F, S) +W(F ) + V(F, φ(F, S))

= Fτ(F )cv(S) + αw0.5F−1Q+ αv(φ(F, S))
l

L
τ(F )Q

(3.27)

They specified the value of the in-vehicle travel time as αv(φ) = αv0 + αv1φ. Obviously, this
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representation of crowding disutility is seriously oversimplified: there is no standing penalty,

for example. Nevertheless, this objective is by far more realistic than Jansson’s equation

(3.21), and shows many similarities with our equation (3.10). The only important elements

missing are intertemporal dependencies in operational costs and the probability of leaving

some passengers behind – the authors imposed instead a capacity constraint on the system,

probably in order to keep it analytically manageable.

Interestingly, they found that the optimal occupancy rate is independent of demand. The

relative value of two parameters, the marginal operational cost of capacity and crowding

costs at a marginal change in the occupancy rate have crucial importance. When the former

is not significant compared to the latter, buses are run with excess capacity. On the other

hand, when operational costs are higher relative to the social cost of crowding, the full vehicle

capacity is utilised.

Intuition and practical experience suggests that the constant occupancy rate result can be

challenged, especially in a multi-period setting. Capacity constraints that induce crowding

in peak periods is mainly caused by the fact that additional peak capacity would imply

larger fleet costs, i.e. additional wasted resources during off-peak. It is also a question how

the rational operator behaves when at leaste on capacity variable, for example vehicle size,

cannot be increased but demand grows – it is likely that the usual square root principle

collapses. Along these lines significant contributions can be envisaged in the interaction

between crowding and capacity management.

Further extensions

Evans and Morrison (1997) enriched earlier insights by accounting for the risk of accidents

which increases with frequency, but can be limited by spending more in terms of operational

costs. Obviously, accident risk is an incentive to operate less vehicles but the magnitude of

this incentive is negligible in practice compared to other factors.

Chang and Schonfeld (1991), Jara-Dı́az and Gschwender (2003b), Kocur and Hendrickson

(1982) gave a spatial dimension to the capacity optimisation problem. The first two papers

considered two parallels bus lines with equal spacing, while Jara-Dı́az and Gschwender (2003b)

analysed a radial network in a monocentric city. The main conclusion of these investigations

is that line spacing and frequency play a complementary rule: the optimal frequency grows

only with the cubic root of demand, because an increase in demand is partly ensured by

condensing the network (reducing line spacing).

Attention has to be paid to an often forgotten capacity variable: the number of seats
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supplied in a public transport vehicle. This supply-side decision has an important impact

on crowding costs, because it determines how many passengers have to stand in the vehicle

and what surface is available for standing. Recognising its importance Tirachini et al. (2014)

included the number of seats as a decision variable in a numerical simulation of bus operations

and multimodal pricing. They concluded that buses should have as many seats as possible. As

they simultaneously optimised seat supply with vehicle size and frequency, parameters could

have implied that the best way to alleviate crowding, in line with the square root principle

of Mohring (1972), was simply to increase frequency delivering additional benefits in terms

of reduced waiting times for passengers. However, for many public transport providers,

especially underground rail operators, capacity expansion is not an option in the short run,

and not obviously rational in the long run either in a peak load setting. Thus maximum

seat supply and the fact that operators internalise crowding through frequency adjustment

cannot be considered as a universal rule.

Finally, de Palma et al. (2015) built a model treating morning peak crowding on commuter

train services with fixed capacity as a bottleneck problem where passengers with predeter-

mined preferred arrive time trade schedule delay and crowding disutility costs with the fare.

They investigated the effect of variable seat supply on welfare in a numerical simulation, and

found that reducing seat supply on the most crowded services (the one the closest to the

desired arrival time) can be as powerful as applying dynamic fares9.

3.2.4 Public transport pricing

Individuals’ travel decisions thus affect the cost that fellow passengers, the operator, and

other members of society bear, while the cost of travelling has a simultaneous impact on

individuals’ travel decisions. In order to ensure the optimal allocation of resources supplied

by the operator, passengers, and other agents, economic theory suggests that all external

costs should appear in people’s consumption decisions. Pricing is a suitable tool to achieve

this.

This section first outlines the elementary theory of the optimal taxation of externalities.

Then we present a short review of the road pricing literature, from which many elements can

be borrowed to derive the optimal pricing of public transport. We present an overview of

the transport pricing literature based on the generalised operational and user cost model of

9The most powerful policy, of course, is the joint optimisation of fares and seat supply on each train.
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Section 3.2.3. Finally, the last subsection highlights the main aspects of nonlinear pricing,

i.e. the theory behind differentiated tariff systems often used in public transport.

Pigouvian principles in transport pricing

The first theoretical applications of Pigouvian taxation in transport appeared in the road

sector. In order to justify the need for taxation first it had to be proven that the marginal

social cost of road usage is higher than the average user cost. Beckmann et al. (1956)

and Haight (1963) modelled and empirically validated the fundamental mechanics of traffic

congestion and showed that travel times strictly increase with the number of road users10.

Having evidence of the consumption externality motivated a number of influential works on

static congestion, most importantly Walters (1961), Mohring and Harwitz (1962) and Vickrey

(1963), that laid down the foundations of transport economics. This review does not intend

to record the long evolution of static congestion models. We refer to Small and Verhoef

(2007) who present a generalised version of the model and enumerate the most important

contributions in the literature.

In its simplest form the objective of toll (θ)11 optimisation is to a maximise social welfare,

which consists of consumer benefits derived from the inverse demand function, and social

costs.

max
θ
SW =

∫ V

0
d(v)dv − V c(V )− ρK subject to d(V ) = c(V ) + θ (3.28)

Here V is the size of traffic flow representing demand, d(V ) denotes the inverse demand curve,

c(V ) is the average user cost, ρ is the unit cost of capacity provision, and K represent capacity,

e.g. the number of lanes on the road. The optimisation constraint states that in equilibrium

inverse demand equals to the generalised price of transportation, where the generalised price

is the sum of user supplied inputs and the toll set by the operator. The first order condition

of optimality is

d(V )− c(V )− V ∂c(V )

∂V
= 0, (3.29)

10A modern elaboration of congestion technology has been published by the often citet paper of Daganzo
(1997).

11In this section we denote the optimal toll with θ, in order to avoid any confusion with cycle time (τ)
introduced in the previous section.

70



from which the equilibrium constraint implies that the optimal toll is

θ = V
∂c(V )

∂V
= mecc. (3.30)

In other words, as marginal cost pricing theory suggests, the optimal toll equals to the

marginal external congestion cost, i.e. the additional travel time that road users impose on

each other in congestion.

As the idealised conditions that are normally assumed in static congestion models are

hardly fulfilled in practice, a rapidly growing literature deals with second best congestion

pricing. Verhoef et al. (1995) derives second best optima for the case when the externalities

caused by two user groups differ but the tax cannot be differentiated. Verhoef et al. (1996)

solved the road pricing problem in the presence of an untolled alternative and found that

depending on the cross elasticity between the two roads the optimal toll may vary between

zero and the first best optimum. Verhoef and Small (2004) showed that the naive implemen-

tation of first best congestion pricing can be more harmful in second best conditions than

status quo.
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Figure 3.4: The classic graph of Pigouvian externality taxation applied for road congestion pricing.
Notation: d(V ) is the inverse demand curve, c(V ) is the average user cost in function of traffic flow
(output), mc(V ) is the marginal social cost of trip, while τ is the optimal toll set equal to the marginal
external congestion cost. The ABC area represents the amount of deadweight loss in the absence of
pricing.

Dynamic congestion pricing is the second main branch of road externality pricing. This

family of models, often referred to as bottleneck models, describes the dynamic nature of
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traffic congestion. If the capacity of a road section is lower than the number of users (cars)

willing to cross it in the same time, then queues emerge and drivers need to choose a departure

time and trade schedule delay costs12 with the time wasted in the queue. The founding father

of this model was Vickrey (1969) and its currently most widely used modern version has been

published by Arnott et al. (1990). In the bottleneck model the optimal dynamic toll transfers

the welfare loss of queuing into toll revenues. That is, users bear the same costs but society

saves the amount of disutility resulting from wasted waiting time.

Static and dynamic congestion models in their simplified form are not able to describe

reality in most cases. Therefore a flourishing literature of second best pricing theory emerged

in the last two decades dealing with various combinations of consumer heterogeneity, policy

constraints, profit restrictions, modal competition, etc. Again, we refer to the wide collection

of literature reviewed by Small and Verhoef (2007).

Another fundamental ingredient of real-world application of road pricing is the mod-

elling of transport networks where congestion on one road section affects demand on another

through the route choice decision of a large number of drivers. The theoretical basis of net-

work modelling has been invented by Wardrop (1952) whose equilibrium conditions show

similarities with the Nash equilibrium in game theory. In essence, the equilibrium requires

that no user should be better off by choosing another route in the network and therefore av-

erage travel costs are the same on all alternative routes of the same origin-destionation pair.

It has been shown that with socially optimal road tolls marginal costs will become identi-

cal across alternatives. Wardrop’s principles are widely used in travel demand modelling; a

comprehensive overview of this field can be found in Ortúzar and Willumsen (2011).

Finally, road congestion pricing has significant long-term effects on economic development

and spatial structure as well. Graham and Glaister (2006) modelled the effects of efficient

pricing on a wider economic area, namely England. They concluded that transforming ex-

isting flat rate fuel taxation into externality-based, dynamic road charging can be used to

reduce the social burden of traffic congestion while allowing less exposed areas to enjoy the

benefits of cheaper mobility.

The idea behind crowding pricing is based on the fact that crowding is also a consumption

externality. That is, one passenger’s presence in a vehicle induces disutility (i.e. reduction

in willingness to pay) for another. The theory of efficient taxation of externalities dates

back to the seminal work of Pigou (1920) and has been complemented by Knight (1924).

Efficiency means here that the optimal use of a service subject to consumption externality is

12Schedule delay cost is the disutility of arriving earlier or later than the most desirable point in time.
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ensured by a tax that reflects the social cost of consumption that the user wouldn’t consider

without pricing. If the tax equals to the marginal external cost in equilibrium, social welfare

is maximised. If the tax is lower than optimal or completely missing, overconsumption occurs

which imposes a deadweight loss on society.

The main challange of the practical implementation of Pigouvian principles is that the

regulator has to have precise information about the demand and cost curves. The toll has to

equal to the difference between marginal and average costs after the introduction of the toll,

which is at a theoretical consumption level that has to be estimated a priori. In addition,

demand and cost curves may shift over time making the optimal toll a dynamic variable.

In the rest of this subsection on public transport pricing we discuss the following areas of

the literature:

• Density economies in user costs and operations,

• Multimodal pricing, the presence of an unpriced or underpriced alternative and the

Downs–Thomson paradox,

• Consumption externalities with variable and fixed capacity,

• Peak load pricing and the back-haul problem (fluctuating demand in fixed capacity),

• Subsidisation with positive marginal cost of public funds,

• Political economy of public transport subsidies.

Marginal cost pricing in public transport

In section 3.2.3 we derived a generalised social cost structure for public transport operations.

In that section we focused on how capacity decisions affect social costs. Now we shift our

attention to how demand affects social costs. Recall that the generalised model introduced

an origin-destination level demand system, denoted by D, which can be a vector of demand

levels Qi. The pattern of boarding and alighting rates γ(D) at stations, as well as the

occupancy rate of vehicles φ(D) are functions of the demand system. Again, we use the

notation summarised in table 3.1.

Cycle times on the public transport route are affected by demand in two ways: through

more usual stopping (τs) and longer dwell times (τd) due to more passenger movements and

frictions inside more crowded vehicles:

τ(D) = τr(·) + τs(β, γ(D)) + τd(γ(D), φ(D)). (3.31)

Cycle time has a wide-spread impact on operational and user costs. Let us assume that the
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operator does react to changes in operational and user costs with capacity adjustment. We

denote the mix of optimal capacity variables with K(D) encapsulating β, F , S, and F ′ chosen

by the operator. Thus, the objective of public transport pricing is to maximise the following

generalised social cost function:

C =O
[
H(K(D), τ(D)), cv(S(D)), B(F ′(D)), cc(S(D))

]
+

µ∑
i=1

Qi
[
Ai(β(D)) +Wi(F (D), φ(D), γ(D)) + Vi(t(τ(D)), φ(D))

]
+E(K(D))

(3.32)

That is, operational costs depend on demand through vehicle fleet parameters chosen

by the operator, and the cycle time in fluctuating conditions as well as during peak load.

User costs: access times depend on demand, because the operator can adjust stop density

to reduce inconvenience; waiting time is a function of the demand-dependent frequency, the

number of boarding and alighting passengers as well as the occupancy rate; and in-vehicle

time costs also vary with demand, through traffic speed and crowding. Finally, external costs

are obviously affected by the intensity of public transport usage.

The generalised cost that passengers face is the sum of user costs and the fair paid. That

is, on the kth OD-pair generalised user cost is

GCk = p+Ak(D) +Wk(D) + Vk(D). (3.33)

Depending on the actual tariff system p may represent a uniform flat fare, a vector of dif-

ferentiated fares for OD pairs, or other tariff products. As the incremental cost of trips on

OD-pairs may differ a lot, a uniform flat fare can only be a second-best solution. In the

first-best case the optimal OD-specific fare is determined by the marginal external social cost

of a trip, which is the difference between ∂C/∂Qk and the sum of user costs:

p∗k =
∂O(·)
∂Qk

+

µ∑
i=1

Qi

[
Ai(·)
∂Qk

+
Wi(·)
∂Qk

+
Vi(·)
∂Qk

]
+
∂E(·)
∂Qk

−
[
Ak(·) +Wk(·) + Vk(·)

]
. (3.34)

Considering how many places demand appears as a cost function argument in equation (3.32),

it is clear that the optimal price has a high number of potential components. Through the

evolution of the public transport pricing literature we can follow how researchers gradually

discovered these components.

There is a final conceptual extension that we have to mention here. In equation (3.34)
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we only accounted for cost interdependencies between OD markets. However, if demand is

inelastic and passengers may switch between public transport and an alternative mode, we

have to account for consumer benefits separately in the pricing optimisation. Therefore we

have to define a generalised benefit function, B(D, DR). This represents the willingness to

pay for public transport and road usage at a specific combination of demand values. One can

derive the inverse demand curve for these services by taking the partial derivative of B:

dk(D, DR) =
∂B(D, DR)

∂Qk
for k = 1, ..., µ,R. (3.35)

In equilibrium, the generalised price of traveling must be equal to willingness to pay on all OD

pairs, GCk = dk(D, DR). Section 4.5.1 of Small and Verhoef (2007) and Ahn (2009) showed

independently how this modelling framework can be used to derive the optimal fare in the

presence of an unpriced road alternative subject to congestion and intermodal substitutability.

As we discussed in section 3.2.3, Mohring (1972) discovered that public transport services

feature strong economies of scale in user-supplied inputs, mainly in the cost of waiting time.

Assuming that the operator sets frequency to minimise social costs in equation (3.11), the

marginal cost of a trip becomes

∂C

∂Q
=

∂O
∂F ∗

∂F ∗

∂Q
+Q

∂W
∂F ∗

∂F ∗

∂Q
+W(F ∗(Q)). (3.36)

The externality part of marginal cost are the first two elements imposed on the operator

and fellow passengers, respectively. The third part is the additional passenger’s own user

cost. Therefore, the optimal fare equals to the first two parts. From equation (3.12) we can

derive that ∂O/∂F ∗ = −∂W/∂F ∗ = cv, so that the optimal fare equals to zero. That is, the

marginal passenger induces the same incremental operational costs that she saves for other

passengers in terms of waiting time.

It is important to note here that Mohring’s famous theory is different from other exter-

nality pricing concepts in the sense that in Mohring’s case the positive externality is realised

through the operator’s marginal intervention in capacity management. This behaviour is

justified in the original conceptual framework, in which public transport is basically jointly

produced by the operator and the passenger, both providing some input factors13. In reality,

one may question whether supply-side decisions are really made by the two parties together.

Even if we assume that the operator is fully altruistic and intends to do everything to in-

13The operator provides capacity while passengers provide travel time, including frequency dependent
waiting time.
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ternalise the waiting time externality through frequency, it may not be aware of changes in

demand on the margin, simply due to lack of information, for example. Additionally, capacity

provision may be constrained by a number of factors, such as the need for costly investments,

budget constraints, political considerations, etc. In case the optimal frequency rule (i.e.

the square root principle) does not hold, any incentive to increase ridership would lead to

overconsumption, especially in the presence of crowding-related consumption externalities.

The theory of road transport economics also has optimal investment rules for road ca-

pacity, derived for example in Chapter 5.1 of Small and Verhoef (2007). In this model the

optimal capacity is also a function of demand, and the optimisation does account for the fact

that capacity expansion has an effect on user costs. However, road pricing models literally

never consider as a positive externality that increased usage enforces the road agency to ex-

pand capacity thus reducing user costs for other drivers. Maybe because road infrastructure

needs long-term investment, and therefore the road agency cannot react to marginal changes

in demand. But is it easier in case of, say, a high-frequency underground service to increase

capacity? Definitely not. Therefore, the optimal frequency rule is not met on the margin,

and there is no such thing as positive externality through waiting time. We can conclude

that any application of public transport pricing has to go through a cautious investigation of

the underlying mechanism of capacity setting.

Subsequent studies incorporated additional elements of (3.32) into pricing optimisation.

Even though public transport is often considered as a magic tool to alleviate the social cost

of road congestion, one has to realise that consumption externalities exist in transit as well.

Jansson (1980) built a model on the fact that while the marginal passenger boards or alights

a public transport vehicle (in his paper a bus), travel time increases for all other passengers

on board. This delay is especially important on low-demand services where the bus wouldn’t

even stop if a single passenger did not want to board or alight. Oldfield and Bly (1988)

extended W(·) with the probability of boarding in function of the vehicle’s occupancy rate.

Kraus (1991) focused on the value of in-vehicle travel time, V(·), and its dependency of

finding a seat. He concluded that those who board a vehicle earlier thus preventing a fellow

passenger to find a seat later, should pay a higher optimal fare. Section 7 elaborates this

phenomenon in details.

As the average cost curve is downward sloping and therefore the marginal cost curve is

always below average cost, revenues in marginal cost pricing are unable to cover all cost. In

14Note that the choice of subsidy level is equivalent to pricing decisions, given that the public transport
operator does not retain profits, the choice of capacity is endogenous and the tariff system is fixed.
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other words, public transport in these stylised conditions always needs to be subsidised by

society. The level of subsidisation is a usual topic in transport policy debates14.

Substitution between modes

The pricing models presented so far dealt with a very simple representation of demand.

However, in most cases public transport has many alternatives. We can observe that the

cost of these alternatives does affect ridership in public transport, and the other way around.

The most notable alternative of transit is of course private road transport, which usually

features an unpriced or underpriced congestion externality. If prices are sub-optimal in road

usage, then public transport fares should reflect the fact that by diverting some car users

society gains efficiency. The most influential papers include Glaister (1974), Glaister and

Lewis (1978) and Parry and Small (2009). These studies employ a multimodal setting where

cross-elasticities in demand are accounted for. That is, travellers may switch from cars to

public transport, thus making public transport subsidisation a second-best tool for congestion

reduction.

Stephen Glaister’s models assume substitution between peak and off-peak periods and

car and bus modes, and the density benefits argument supporting subsidisation of public

transport is reinforced by higher congestion externalities in underpriced peak car usage.

According to the model there are congestion externalities in peak car travel. Peak buses also

contribute to congestion, but obviously with a smaller magnitude on a per capita basis. Bus

fleet size and operational costs depend on peak bus ridership, so the operator is interested in

diverting passengers to off-peak. His optimal fare results for peak (p3) and (p4) are

p3 −
∂C

∂Q3
=
∂C/∂Q1

1− ρ
Q1

Q3

(η1
3

η3
3

− η3
3η

1
4

η3
3η

4
4

)
, and

p4 −
∂C

∂Q4
=
∂C/∂Q1

1− ρ
Q1

Q4

(η1
4

η4
4

− η1
3η

3
4

η3
3η

4
4

)
, where ρ =

η3
4η

4
3

η3
3η

4
4

,

(3.37)

and the numbers in subscripts and superscripts denote peak car (1), off-peak car (2), peak

buses (3), and off-peak buses (4). Qi are demand values, as earlier, and the partial derivatives

of C represent marginal social costs in the four markets. As one would expect, if there is no

peak-hour road congestion, so that ∂C/∂Q1 = 0, the right-hand side becomes zero and the

optimal price collapses into the direct marginal cost caused by bus users. Own and cross-price

elasticities of mode and time i with respect to the price of mode and time j are denoted by ηij ,

so that values with i = j are own-price elasticities. Finally, ρ encapsulates the magnitude of
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cross-elasticities between peak and off-peak public transport relative to own-price elasticities,

expected to be smaller than one.

Equations (3.37) express the difference between the optimal price and the marginal social

cost of a trip. A negative result for this difference implies that public transport prices

should be further reduced compared to the direct incremental social cost induced by a trip.

The seemingly complicated system of price elasticities control the benefits of diverting peak

car users to buses (η1
3 and η1

4) and peak bus users to off-peak buses (η3
4). It takes into

account that peak bus price reduction has adverse effects as well, because of induced demand

through η3
3 and some passengers switching from off-peak to peak (η4

3), thus generating higher

operational costs. A huge advantage of Glaister’s model is that it applies cost elasticities,

so for its practical implementation we do not need to know whole demand curves. On the

other hand, his social cost function completely neglects in-vehicle crowding even in the peak

period. Crowding disutility costs would seriously reduce the ability of peak public transport

to neutralise the social cost of car congestion.

Parry and Small (2009) formulated a similar problem with three modes: cars, buses that

share road space with cars and contribute to congestion, and a segregated rail service. They

extended the optimisation with pollution, accident externalities, and they accounted for the

inconvenience of public transport usage at high occupancy. Moreover, they also considered

that public transport’s deficit has to be financed with lump-sum taxes imposed on households,

and this tax has an effect on the utility that passengers can achieve. The budget constraint

that the representative household faces is

I − Γ = X +
∑
k

pkMk, (3.38)

where I is the exogenous income, Γ is the lump-sum tax per household depending on pricing

and the financial deficit of public transport, X is the expenditure on non-transport goods and

the sum on the right-hand side represents the monetary price of transport services consumed

in the three modes. As demand-side utility maximisation is explicitly modelled by Parry and

Small (2009), cross-elasticities between modes have an important role in price setting. The

authors calibrated the model with demand and cost characteristics in Washington D.C., Los

Angeles and London, and justified the efficiency of large (more the 50 percent of operating

costs) fare subsidies.

The presence of an unpriced congestible alternative has remained a hot topic in the transit

pricing literature. The fact that public transport has increasing returns to density while road
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congestion features diminishing returns leads to an interesting interaction when the two

modes are substitutes. Downs (1962) and Thomson (1978) found that capacity expansion or

any other cost reduction in road can lead to overall welfare degradation if this intervention

attracts public transport customers to cars, and therefore other public transport users also

loose density economies15.
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Figure 3.5: The Downs–Thomson paradox based on Mogridge (1997)

This phenomenon has been summarised by Mogridge (1997) and is often called as the

Downs–Thomson paradox. Figure 3.5 illustrates the paradox graphically. Note that bus

user costs have been mirrored so that bus patronage grows towards the left hand side. The

model assumes that the total number of commuters is inelastic and the two modes are perfect

substitutes in the sense that somebody is always ready to change mode as far as a difference

exists between the average cost of car and bus usage. In the resulting Nash equilibrium user

cost is the same for both modes, and the adverse effect of road capacity expansion is obvious.

Does the Paradox hold under marginal cost pricing? Density economies imply that the

marginal cost curve of public transport runs below average cost, while the opposite applies

for the private mode due to the congestion externality. Basso and Jara-Dı́az (2012) show

that under congestion charging and subsidised public transport the resulting mode share

deviates from the unpriced equilibrium towards more public transport users, and the average

non-monetary travel costs are unequal in the two modes. In this setting the overall impact

15This basically means lower freqencies, longer waiting times and higher fares for bus users
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of road capacity expansion is ambiguous: presumably negative until the optimal level of

capacity supply, where the marginal cost of expansion equals to its marginal social benefit,

is reached (Basso and Jara-Dı́az, 2012). This contradicts the unpriced case of Figure 3.5 in

which increasing road capacity is harmful per se.

Moreover, Zhang et al. (2014) reveal that the economic objective of the public transport

operator is also crucial. For example, the Paradox collapses with a profit maximising objec-

tive, even if the parallel road is unpriced. The persistence of density economies is not obvious

either when we consider some operational aspects. In bus transport Tirachini (2014) showed

that congestion may emerge in bus stop operations that quickly demolish the benefits of

high frequency. Basso et al. (2015) found that under realistic conditions bus stop congestion

destroys the Downs-Thomson paradox as well.

Demand imbalances and peak-load pricing

We now turn to another important branch of the transit economics literature. In public

transport demand fluctuates over time, in space and between direction, and the operator is

often unable to adjust capacity. Therefore there are some joint costs shared between high

and low demand markets and this will affect the optimal fare. The original peak load pricing

problem with no specific focus on the transport is usually attributed to Steiner (1957) and

Williamson (1966). Their findings have been applied in transport by Mohring (1970). Modern

interpretations of the problem in public transport stands behind the idea of direction and

time dependent prices. The former has been raised by Rietveld and Roson (2002) who derived

that price discrimination based on the direction of the travel leads not only to higher profits,

but also positive effects on consumer surplus. Rietveld (2002) translates the same theory to

peak and off-peak time periods: if a rail operator is unable to adjust capacity between two

peak periods, the marginal cost of a peak trip will be much higher than an off-peak trip, as the

additional capacity the operator introduces to accommodate demand remains in operation

throughout the whole day. This reasoning applies to running as well as environmental costs.

The resulting pricing principle is in line with the traditional peak-load problem: peak prices

should be higher and off-peak fares should be lower than what marginal short-run costs would

imply without interdependencies between the two time periods.

In the last two paragraphs dealing with public transport pricing we return to the idea that

in density economies marginal cost pricing leads to financial loss that has to be recovered.

Subsidisation implies that the government needs to raise tax revenues in other parts of the

economy, causing welfare decreasing distortions in labour or housing markets, for example.
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This deadweight loss is taken into account as the marginal cost of public funds. The optimal

fare level and the resulting subsidy are distorted towards self-financing if the cost of public

revenues is significant; this aspect is modeled in Proost and Van Dender (2008) and Basso

and Silva (2014), for example.

It is out of question that public transport operators support subsidisation and therefore

subsidy programs inevitably distort supply decisions in the management of transport firms

(see Small and Verhoef, 2007, Chapter 4.5.3). Many authors like Armour (1980) argue that

operators overinvest in infrastructure and fleet renewal because of the disproportionate share

of capital subsidies. Operational subsidies, on the other hand, reduce the operator’s incentive

to keep costs low (Savage, 2004). Subsidies for public transport are still widely applied and

this can be explained by pure political economy. Corneo (1997) derived that if the income

elasticity of transit is lower than the income elasticity of tax payments, and income distri-

bution is skewed towards poverty, than a democratic system provides more transit subsidies

than optimal.

Nonlinear pricing

Nonlinear pricing becomes relevant in public transport when we consider more complicated

tariff systems than a simple flat or distance-dependent fare. The most widely used alternative

tariff product is the travel pass or season ticket that allows its user to access the public

transport for no additional cost during the validity of the pass. The first topics discussed in

the nonlinear pricing literature were related to subscriptions and similar two-part tariffs in

telecommunications and other network economies. In his seminal paper Oi (1971) modelled

first how the monopolist intends to cream more consumer surplus with two-part tariffs used

in amusement parks, as a form of second degree price discrimination. His model has been

extended by Littlechild (1975) for telecommunications markets where users enjoy a positive

externality when a new consumer joins the network. Leland and Meyer (1976) is another

important contribution, as they showed that two-part and block pricing16 strategies are

always superior to uniform pricing in terms of profits, and in some cases they improve social

welfare too. Ng and Weisser (1974) focused on the optimal two-part tariff when the public

firm faces budgetary constraints.

The heart of second degree price discrimination is always consumer heterogeneity where

characteristics are unobserved on an individual level but the producer knows the distribution

16Block pricing means varying (in most cases decreasing) unit costs for higher total quantity sold.
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of characteristics over the population. Therefore perfect price discrimination is impossible but

self-selection can be achieved based on the quantity consumed. This way the producer is able

to transform some additional consumer surplus into profits compared to a uniform pricing

scheme where all units are sold at the same price and frequent users can keep large part

of their consumer surplus untouched. Even though aggregate consumer benefits definitely

decrease with price discrimination, social welfare can be improved by extending consumption

in low-demand regions, mainly in the form of additional profits.

Carbajo (1988) has been the first who applied nonlinear pricing theory to model season

tickets in public transport. He discovered that the combined offer of single tickets and seasonal

passes is a special form of two-part tariffs: in this case the access and usage fees are separated

from each other and the consumer has the possibility of choosing the one with which she is

better off. If consumers’ travel intensity (willingness to pay) is characterised by parameter y,

and the ultimate amount they consume (q) is also affected by the monetary price of a trip, so

that q = q(p, y), then the following equation applies for people who are indifferent between

single tickets and seasonal passes:∫ ∞
0

q(p′, y∗)dp′ − T =

∫ ∞
p

q(p′, y∗)dp′. (3.39)

The integral on the left-hand side is the amount of consumer surplus that passenger y∗

acquires if the monetary price of travelling is zero. This is actually the case after someone

purchases a travelcard. However, the price of the pass (T ) has to be deducted from the

benefits. On the right-hand side the integral quantifies the amount of benefits when single

ticket price is set at p. If consumer benefit is the same in both cases, then the passenger is

indifferent between the two option. If willingness to pay is lower than that of passengers y∗,

then single tickets (the right-hand side) provide greater benefits. Frequent users (y > y∗) are

better off with travel passes. Aggregate demand in this setting can be expressed as the sum

of individual demand, accounting for heterogeneity in willingness to pay:

Q(p, T ) =

y∗(p,T )∫
0

q(0, y′)dy′ +

∞∫
y∗(p,T )

q(p, y′)dy′. (3.40)

Here the critical willingness to pay y∗ comes implicitly from equation (3.39) as a function of

single ticket and travelpass prices set by the operator.

Carbajo derived the optimality rule for the price of single ticket and travel passes for
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a monopolist operator and for the welfare sensitive producer who has on the other hand

profit constraints. He also introduced a model with a positive consumption externality: he

assumed that the more people use travelcards, the less the others will have to wait in queues

in front of ticket offices. His analytical result is less practical, however, because a numerical

calculation requires assumption on demand elasticities with respect to the proportion of

travelcard holders, which is hard to measure in practice.

Analytical derivations give a lot of insights into the underlying problem but not a generic

evaluation of various ticket type combinations. Wang et al. (2011) made a huge step towards

the latter direction through a series of numerical calculations with five types of tariff systems:

usage-only pricing, access-only pricing, two-part tariffs, access or usage pricing, and two-part

tariff or usage fare allowing the choice between two options in the last two cases. Their focus

in terms of application was not on private monopolistic road pricing. They tested two types

of individual demand functions in the numerical analysis: one with heterogeneous willingness

to pay for transport and another with heterogeneous trip frequencies and they found similar

outcomes.

The numerical method used by Wang et al. (2011) could be an important tool for the

evaluation of pricing schemes in public transport as well. As handling the problems in an

analytical way is challenging, it is convenient to specify a simple functional form for individual

demand. In case of Carbajo’s travelcard model they assumed that

q = max(1− y − p, 0), (3.41)

which made is possible to compare the season ticket option with other usual tariff structures

in road pricing.

A weak point of usual nonlinear pricing models is the assumption on parallel individual

demand curves. We can conclude, however, that nonlinear pricing in public transport is an

extremely undiscovered area even though the policy relevance of the topic is high, given that

most urban transit operators offer a wide range of alternative tariff products.

3.3 Potential contributions identified

In this chapter we identified four main topics in public transport pricing: a marginal cost-

based approach to optimal pricing, substitution between sub-optimally priced modes, demand

fluctuations and nonlinear pricing. Gaps can be identified in the literature on the boundaries
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between optimal capacity setting a pricing. The optimality rules derived from the first order

conditions of cost minimising or welfare maximising objective functions do provide guidance,

but it remains unclear how external factors such as the magnitude of demand imbalances may

affect the interplay between pricing and capacity variables. Thus, the practical applicability

of general supply theory may be limited in reality.

Also, optimal seat provision turns out to be a new and relatively undiscovered area since

its first appearance in the study by Tirachini et al. (2014). The report on the optimal seat

supply outcome of a detailed numerical model of bus operations, but the mechanics behind

it and the relationship with demand and supply parameters are mostly still hidden. This gap

in the literature serves as a basis for Chapter 7 in the literature.

Finally, the literature review diagnosed a surprising scarcity of economic analyses since

Carbajo (1988) about the efficiency of travel passes, as part of a nonlinear pricing regime. This

may be a particularly relevant topic for new contributions, as travel passes are widely used in

public transport networks globally, and the presence of crowding externalities is a potential

source of inefficiency as travel pass holders face zero marginal fare before an incremental trip.

The basic model of Carbajo (1988) does offer the possibility of extensions to endogenous

capacity (frequency) and occupancy rate-dependent user costs. In Chapter 8 we implement

these research ideas and investigate the consequences of crowding and endogenous service

quality.

84



Chapter 4

Passenger-to-train assignment with

automated data

This chapter presents an assignment method devoted to link trips compiled in smart card

data to trains and train movements recorded in the signalling system. Particular attention

is paid to (1) origin-destination pairs with multiple potential route options, (2) peak-hour

trips delayed by queuing when boarding crowded trains at the origin station, and (3) trips

originating or ending on rail lines not included in the train movement dataset. The core

methodology elaborated in this chapter has been published as part of

Hörcher, D., Graham, D. J., and Anderson, R. J. (2017). Crowding cost estimation

with large scale smart card and vehicle location data. Transportation Research Part B:

Methodological, 95, 105-125.

The chapter has the following structure. As an introduction, Section 4.1 explains the main

motivations of the assignment problem and its relevance in transport research. Section 4.2

presents the data sources and the requirements that have to be fulfilled to reproduce our

assignment methodology. Section 4.3 details the methodology, first introducing the typology

of smart card trips based on the number of transfers, the number of feasible trains, and

the ambiguity of route choice in Section 4.3.1, and then deriving assignment probabilities for

each passenger group. Section 4.4.1 presents intermediate results illustrating the most crucial

parts of the assignment process. Section 4.4.2 discusses our experiences with computation

and presents a snapshot of the results aggregated over an entire metro line. Finally, we

discuss some of the engineering and economic applications in transport research where the

assignment could be a useful resource for future research.
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4.1 Introduction

The method described in this chapter is based on two datasets:

(a) a smart card dataset (SCD) that includes all trips performed in the system with the

time and location of check-in and check-out transactions, and

(b) an automated vehicle location (AVL) dataset that contains each train’s arrival and

departure time at all stations.

The two datasets have been recorded in the same time period. Our goal is to assign smart

card trips to trains in the train movement data. This is not a straightforward exercise when

multiple trains travelled on an OD pair between a passenger’s check-in and check-out times.

However, we can use statistical tools to realise the assignment with reasonable reliability.

Passenger-to-train assignment uncovers a number of important information about public

transport operations and travel behaviour. Our short-term goal is to use this assignment

as an input for route choice analysis under crowded conditions, discussed in Chapter 5. If

all passengers are recorded in the dataset and assigned to a train, then we gain information

about the occupancy rate pattern of all trains, and we can analyse the effect of crowding

on passengers’ various travel decisions. As all stations in our experimental area are fenced,

the dataset we generate as a result of the assignment process should contain all passenger

movements in the network. Beyond route choice analysis, passenger-to-train assignment data

could serve as a useful input for a number of other research areas in public transport. Potential

applications are discussed in Section 4.4.3. We believe that the integration of various data

sources is a highly relevant field of empirical transport research. Based on the literature

reviewed in Section 2.2.2, the methodology presented in this chapter can be considered as an

important contribution to the evolution of efficient assignment methods.

In the current phase of the research project, our train movement dataset does not include

all lines of the rail network under investigation. Throughout the rest of this chapter the term

urban lines refers to lines included in the dataset, while suburban lines are not, reflecting

a common setting in many large metropolitan areas: suburban rail lines are part of an

integrated tariff system, but their operational practices hugely differ from urban metros.

4.2 Data sources

The AFC and AVL datasets were provided by Hong Kong MTR, the urban and suburban

rail operator of Hong Kong and a member of the Community of Metros facilitated by the
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Railway and Transport Strategy Centre at Imperial College. Metros around the world are

increasing interested in exploiting the information content of the AFC and AVL data they

collect. However, these datasets have to comply with certain requirements to become suitable

for the analysis presented in this chapter.

First of all, all trips as well as trains have to be registered in the datasets in order to derive

crowding patterns reliably. This condition is satisfied in our case, as in the MTR network

all stations are fenced and our AFC datasets contain all trips performed in the network.

By contrast, in certain metros the introduction of smart cards is in a transitional stage, so

that not all ticket types are registered at the fare gates. In other cases stations may not be

fenced due to restrictions in station design, which implies that, depending on the rate of fare

evasion, some passengers may enter the metro facilities without being registered. Travel pass

holders not being obliged to check in is another threat for data completeness. Obviously, the

quality of data also has to be satisfactory, i.e. the number of false smart card transactions

and physically impossible trips have to remain under an acceptable threshold.

Second, the AFC data has to contain information about transactions at the departure as

well as destination station. A lot of metros, especially those with a flat fare policy, do not

register passengers at the destination. Pelletier et al. (2011) reviewed a number of experiments

that were able to estimate the destination of trips with high reliability. However, without

the check-out time it becomes very difficult to assign passengers to trains, especially during

rush hours when failed boardings are usual. We avoided these difficulties as in Hong Kong

fares are determined on an origin-destination basis, so passengers always have to check out.

Third, the AVL datasets also have to be comprehensive suitable for the experiment, at

least in terms of precise departure and arrival times at each station, for each train. A usual

challange is that metros may have a wide variety of signalling systems in their network,

so that train movement data is not collected for all parts of the network in a centralised

database. As we discuss later in this chapter, missing data on a small number of lines can be

handled at the expense of assignment reliability. In many cases movements are registered in

on-board information systems, but then these records are not compiled into a single dataset

for the entire fleet. Moreover, research attempts may be hindered if the AFC and AVL clocks

are not synchronised precisely.

The highly technologically standardised urban metro network of MTR Hong Kong has

been selected for this experiment because (i) all potential threats listed above are mitigated

in its case, (ii) the network is relatively simple, e.g. the number of alternative route options

is limited, and (iii) the operator showed an open and helpful attitude for participating in this
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research. We tested the data provider’s claim regarding clock synchronisation assuming that

if clocks were not synchronised, then the assignment would leave at least a small fraction of

smart card trips without any feasible itinerary. As we have not found any trips of this type,

we are confident that smart card and train movement clocks are synchronised.

4.3 Methodology

In a limited number of cases, passenger-to-train assignment is a straightforward exercise,

because the two data sources may tell that only one train travelled between the origin and

destination of a smart card trip, between the check-in and check-out times. In less straight-

forward cases more than one trains can be considered as physically feasible options for a

given trip record. The degree of complexity in the assignment process depends primarily on

whether (1) the route chosen by the traveller is ambiguous, (2) she had to transfer between

lines to reach her destination, and (3) whether trip may have affected network segments

where AVL data is unavailable. We developed separate stochastic assignment methods for a

number of trip types based on the above consideration. This section first introduces these

trip types, and then elaborates the specific probabilistic assignment algorithms.

4.3.1 Trip types and related assignment strategies

A graphical summary of trip typology is provided in Figure 4.1. Trip types are introduced

in the order of assignment complexity, starting with trips that are straightforward to assign

to the only feasible train, to more complex trips with more than one feasible trains on more

than one feasible routes.

A Single trips with only one feasible train

Trips within a single metro line (no transfers). Only one feasible train means that there

was only one train leaving the origin station after the check-in time and arriving to

the destination station before the check-out time. In other words, the previous train

leaves somewhat earlier than the passenger checks in, and the next train arrives to the

destination station somewhat later than the passengers taps out.

In this case the assignment does not require any assumption, we can directly link trips

to the only feasible train.

B Single trips with more than one feasible trains
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The trip has been performed within a single line without transfers, but more than one

train travelled between the check-in and check-out time. At this stage even if a train

left the origin one second after the traveller checked in, we consider it as a feasible train

for that trip. We can calculate the access and egress times for each feasible trains and

assign the trip to the train for which the corresponding access and egress times have

the highest likelihood.

The basic assumptions here are the following. The distribution of access times of type

A and B trips may be different, because the reason why B trips have multiple feasible

trains may be that they did not board the first train due to crowding, or simply that

a train left while they walked to the platform or took the escalators. We do not know

exactly how the access time was shared by walking to the platform, waiting for the first

train, and possible waiting for another train if board was not successful the first time.

However, we assume that the egress time has the same distribution for B and A trips.

That is, leaving the station takes the same time no matter if the passenger arrived with

the first feasible service or not. For type B trips at a destination station we can use the

egress time distribution of type A trips arriving to the same station, and assign type B

passengers to feasible trains based on the likelihood of egress times of alternatives.

One possible opposing argument against our method is that type A passengers are

systematically faster in walking, and this is why they have shorter access and egress

times so that only one train travelled during their trip. If this statement was true, then

there would be correlation between access and egress times, representing individual

characteristics related to the ability of faster walking speed (age, health, reasons to

hurry, etc.). However, the correlation between access and egress times in our dataset

(more specifically among type A passengers for whom we can be sure about access and

egress times), the correlation between the two variables is almost zero. Therefore we

reject this opposing argument.

C One-transfer trips with only one feasible combination of trains

Trips that include exactly one transfer between metro lines, but for which we find only

one feasible combination of connecting trains, allowing all access, transfer and egress

times to be anything above zero. In this case the assignment is exclusive, just like in

case of type A trips.

D One-transfer trips with multiple feasible trains
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Multiple lines, multiple candidate trains. The reason behind the uncertainty can be

that a train left during the passenger walked to the platform at the origin station or at

the transfer station, or that she was unable to board the first train at either the origin

or at the transfer.

We can safely assume again that the egress time of type D passengers has the same

distribution as any other types, most importantly type A and C trips. Therefore we can

treat the last leg of the trip separately and assign trips by comparing the probability

of egress times of competing alternatives.

In the next step we assume that the access time at a specific station (in a specific time

period) of type D has the same distribution as type B at the same station and the

same time. For these two types the access time has the same components: walking

to platform, waiting for the first train, and possibly waiting for subsequent trains if

boarding the first services is impossible due to crowding. There is no reason to assume

that these two types have different chances to board the first train, all other things

being equal. However, we cannot use the transfer time distribution of type C now,

because type C definitely didn’t have to skip the first train, which cannot be outruled

for type D. Therefore type D trips should be assigned to trains on the first leg of their

journey based on the access time distribution of type B only.

Note that as a result of type D assignment we gain information on the transfer time

distribution when the possibility of missing the first train at the transfer station is not

excluded like in case of type C. We will use this distribution later on.

E Multiple-transfer trips with only one feasible combination of trains

The assignment in this case is straightforward again, however the occasions when

multiple-transfer trips have only one feasible combination of trains are quite rare.

F Multiple-transfer trips with multiple feasible trains

The first and the last lags of the journey can be assigned the same way as in case of

type D trips, using the access and egress time distributions of types B, and A as well as

C, respectively. On the middle section(s) of the trip we assume the transfer times have

the same distribution as for type D trips at the same stations. Thus, after we identified

all feasible trains we have to choose one based on the joint probability of transfer times

at the first and second transfer stations (see illustration below).
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Figure 4.1: Trip typology based on lines, route choice, transfers and the availability of AVL data.
The share of trips types in our experimental dataset is provided in percentages in the last row.
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If the trip includes more than two transfers, then the likelihood of feasible train com-

binations on intermediate journey lags depends on the joint distribution of more than

two random transfer time variables.

G Trips departing from/arriving to suburban railway lines

Our train movement dataset includes the urban lines of the experimental network,

while the smart card system is extended to some other ‘suburban’ railway lines as well.

Platforms are fenced along these lines so all passengers are registered who enter the

network and included in our smart card dataset. However, without train movement

data we cannot assign them to specific trains.

We treat type G trips in the following way: we calculate the shortest path between

its origin and destination and identify the transfer station where they entered or left

the urban metro network, for which we have train movement data. We neglect the

suburban part and replace the suburban origin or destination with the transfer station.

Accordingly, we deduct the time the passenger supposedly spent on the suburban part

based on the official timetable’s travel time, and replace the check-in or check-out time

when the passenger may have arrived to the transfer stration. Then we reassign the

trip to types A to E, dependending on the remaining transfers and feasible trains.

H Trips with multiple feasible routes

Complications may arise in the trip assignment if not only the choice of train, but also

the choice of route in the network is unclear from the data. It may be possible that

two alternative routes feature different number of transfers, and therefore we have to

compare the likelihood of service combinations of different trip types.

There are two possibilities for dealing with this issue. First, we can separate route

choice from train assignment. Based on travel times (and possibly other attributes like

crowding) on alternative routes first assign the trip to the most likely route. Then

identify possible trains on this route and assign the trip to the most likely feasible

train (combination), as detailed above. Second, we can identify all feasible trains (or

combinations) on all feasible routes connecting the OD pair, and based on access, egress

and transfer times choose the most attractive service(s). Note that in the assinment

process trip types should be assigned to trains in the fixed order detailed above, so

trips with multiple potential routes and thus multiple potential route types should be
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Figure 4.2: Schematic overview of trip assignment based on access, transfer and egress time distri-
butions
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assigned separately, after all unambiguous trips (types A-E) are assigned. This will

increase computation time.

We chose the second method to improve the reliability of the assignment, with one

limitation: we only considered potential train combinations on the first and the second

shortest paths only. The reason for this was to keep computation time within a reason-

able range. In addition, given that our experimental network is relatively simple, it is

unlikely that the third shortest path is still competitive compared to the first one. We

also set a threshold level of travel time ratios between the 1st and 2nd shortest paths

below which route choice can be treated as ambiguous: we picked t1/t2 ≤ 1.5 on an

intuitive basis.

Figure 4.1 summarises the typology of trips used in the assignment process. Figure 4.2

illustrates how access, egress and transfer time distributions have been derived and recycled

in subsequent stages.

4.3.2 Assignment methodology

For type A, C and E trips the assignment is straightforward: there is only one feasible

itinerary. These trips provide a distribution of egress times for each station. We assume that

even though type B passengers may have been delayed at the origin due to failed boarding,

their egress time distribution is identical to types A, C and E at the same destination. Thus,

we can link probabilites to candidate itineraries based on the likelihood of the implied egress

times at the destination. Using these probabilities we assign type B trips, which provides a

delayed access time distribution for each origin station, including the effect of congestion on

access times.

For type D trips the egress time distribution is not sufficient to infer the likelihood of

candidate transfer itineraries, because the train taken on the first leg of the journey is inde-

pendent of the egress time. Therefore in this case we evaluate potential itineraries based on

the likelihood of the implied access and egress times. Thus, after this step we gain informa-

tion about the transfer time distribution at line intersections, including the effect of failed

boardings when transferring. Finally, we assign type F trips using both the access, transfer

and egress time distributions at the relevant stations. In the next paragraphs we derive the

assignment probabilities.
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Type B: single trips, more feasible itineraries

To derive passenger-to-train assignment probabilities we rely on the following definitions:

– Egress time: the time spent between the moment when the train stopped at the platform

and the passenger checked out at the fare gentries. For each destination station we

define Em, m = (1, ...,M), as the possible discrete values that egress time E can take

and e = (e1, ..., eM ) as the associated probabilities for vector E = (E1, ..., EM ), such

that P (E = Em|e) = em, thus effectively treating the egress time observations of type

A passengers as a sample from a multinomial distribution of egress times.

– Event I represents that we observe set S of candidate train itineraries for a particular

type B trip, with Ei, i ∈ S, potential egress times, where i is the index of candidate

trains. (We extract this information from train movement data.)

– Event Ci: egress time i is the true one, so the passenger traveled with the train associated

with egress time i. In the method derived below P (Ci) will be the choice probability

that we assign to candidate train itinerary i.

For type B passengers the assignment is based on egress times only. Thus,

P (CBi ) = P (E = Ei|e) = ei. (4.1)

Furthermore, we assume that trains arrive randomly to the station, so the egress times

included in S are independent from each other. In other word, having information about one

of the candidate trains provides the same knowledge about the rest of the itinerary set as

another potential train:

P (I|Ci) = P (I|Cj) ∀ i and j ∈ S. (4.2)

We build this assumption on the fact that train arrival times are determined by the scheduled

service headways and some random noise in actual train movements. Therefore from one

train’s arrival time one may infer that other trains may have arrived one headway earlier

and later, but their precise arrival time is uncertain. We assume here that the uncertainty is

identical no matter which train we have information about.

It is certain by definition that the true egress time has to be among the set of candidate
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egress times. Thus, using Bayes’ Theorem,

∑
j∈S

P (Cj |I) =
∑
j∈S

P (I|Cj)P (Cj)
P (I)

= 1. (4.3)

From this equation we can express P (I) and plug into the conditional probability of train i

of the itinerary set being the true one:

P (Ci|I) =
P (I|Ci)P (Ci)

P (I)
=

P (I|Ci)P (Ci)∑
j∈S P (I|Cj)P (Cj)

∀ i ∈ S. (4.4)

Given the assumption in equation (4.2), the conditional probability for type B trips simplifies

to

P (CBi |I) =
P (CBi )∑
j∈S P (CBj )

=
ei∑
j∈S ej

∀ i ∈ S. (4.5)

This implies that the probabilities that we have to assign to each train in the set of candidate

itineraries equal to the relative magnitude of probabilities in the overall distribution of egress

times.

In practice, we estimated a smoothed kernel probability density function from type A

egress time data for each station, and discretised it in seconds intervals to derive e values.

What we actually derived is a smoothed probability mass function of egress times in integer

seconds. Note that both the smart card and train movement data are recorded with seconds

precision, so our original egress time observations are also discretised.

Types D and F: Transfer trips, one feasible route

Intuition suggests that type A and B passengers may have different access time distributions,

simply because the former group definitely did not fail to board the first arriving train.

After the assignment of type B passengers we can derive a delayed access time distribution,

that does take into account the delay affect of congestion1. We use the delayed access time

distribution in the assignment of type D and F trips.

As in case of egress times, we define for each origin station Al, l = (1, ..., L), as the

possible discrete values that access time A can take and a = (a1, ..., aL) as the associated

probabilities for vector A = (A1, ..., AL) such that P (A = Al|a) = al. We treat the access

1Note that the expected access time is not necessarility longer in the peak, because the congestion effect
may be compensated by shorter headways.

96



time observations of type B passengers as a sample from a discretised multinomial distribution

of delayed access times.

Without any information on a subset of feasible itineraries, the probability of the occu-

rance of any type D itinerary becomes

P (CDi ) = P (A = Ai ∧ E = Ei|a, e) = P (A = Ai|a)P (E = Ei|e) = ai · ei. (4.6)

For type D passengers the feasible itineraries in set S consist of a train on each leg of the

journey with positive access, egress and transfer times. Following the same logic that led to

equations (4.4) and (4.5), the probability that itinerary i ∈ S has been the one taken by the

passenger is

P (CDi |I) =
P (A = Ai|a)P (E = Ei|e)∑
j∈S P (A = Aj |a)P (E = Ej |e)

=
ai · ei∑
j∈S aj · ej

∀ i ∈ S. (4.7)

The assignment of type D trips delivers a distribution of delayed transfer times at line

intersections. Again, these transfer time variables may differ from the transfer times of type

C trips, because passengers may had failed to board the first train at subsequent legs of their

journey. We treat transfer time variables at each station the same way as access and egress

times: T r = (T r1 , ..., T
r
N ) denotes the vector of discrete values that transfer time T r may take

at station r, while tr = (tr1, ..., t
r
N ) is the vector of associated probabilities.

Type F trips were performed with two or more transfers; τ denotes the set of transfer

stations for a particular journey. Thus, without any limitations on the number of transfers,

the probability of an arbitrary feasible access, egress and transfer time combination becomes

P (CFi ) = P (A = Ai|a)P (E = Ei|e)
∏
r∈τ

P (T r = T ri |tr) = ai · ei ·
∏
r∈τ

tri , (4.8)

and in case of I, so that we know a set S of feasible itineraries among which the true itinerary

is,

P (CFi |I) =
ai · ei ·

∏
r∈τ t

r
i∑

j∈S
(
aj · ej ·

∏
r∈τ t

r
j

) ∀ i ∈ S. (4.9)

Type H: Transfer trips, more feasible routes

Now we turn to the case when, given a particular origin and destination station, route choice

is ambigous. Let us define K as the set of feasible routes for a particular type H trip. Event
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Rk denotes that route k ∈ K has been chosen by the passenger. Route choice probabilites

and path choice probabilities on each route have to satisfy

∑
k∈K

P (Rk) = 1 and
∑
i∈Sk

P (Ci|Rk, I) = 1, (4.10)

where Sk ⊂ S is the set of feasible itineraries on route k. To derive choice probabilities for

each itinerary in S, we have to split the assignment problem into a route choice level and a

itinerary choice level, i.e.

P (CHi∈Sk |I) = P (Rk)P (Ci∈Sk |Rk, I). (4.11)

The itinerary choice level, i.e. P (Ci∈Sk |Rk, I), can be replaced by either (4.5), (4.7) or

(4.9), depending on the number of transfers on route k. For the route choice problem, i.e.

P (Rk), Paul (2010) and Zhu (2014) suggested that a traditional discrete choice demand

model should be applied. We propose an alternative approach based on the available access

and egress times of itineraries on potential routes. This approach may be particularly useful

when the researcher, as in our case, does not have information about route choice preferences

(e.g. the value of time) in the experimental area. Even though for type H passengers multiple

feasible routes are available for a specific trip, all feasible itineraries have the same origin and

destination stations. We use that the potential access and egress times on competing routes

may tell a lot about the likelihood of choosing one or another route. For example, if there

was no train travelling on one of the competing routes, we can certainly exclude that route

without considering user preferences in route choice.

Let us define σ as the set of feasible departure and arrival itineraries represented by the

feasible combinations of the implied access and egress times. For itineraries in σ only the

first and last legs of the journey matter, and itineraries in the original S that only differ in

the train(s) used for the middle leg(s) are not differentiated. Furthermore, σk ⊆ σ is the set

of departure and arrival itineraries on route k. We define the probability that route k has

been chosen as

P (Rk|I) =

∑
i∈σk P (A = Ai|a)P (E = Ei|e)∑
j∈σ P (A = Aj |a)P (E = Ej |e)

∀ k ∈ K. (4.12)

Using these route choice probabilities we can derive equation (4.11) for each feasible itinerary

of a trip and the passenger-to-train assignment is complete.
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Figure 4.3: Empirical cumulative distribution of the path superiority coefficient among trips with
multiple alternative routes. Trips with strictly one feasible route constitute 5.78% of the dataset

The critical reader may ask why we set the threshold level of the path superiority coeffi-

cient to 1.5 for type H trips and why do not we treat all origin-destination pairs with multiple

route options in group H, no matter how long the second shortest path is. The answer is

simply that we need a reasonable number of type A, B, C and D trips to extract reliable

egress, access and transfer time distributions for each station. By setting the threshold level

to 1.5 we implicitly assume that crowding and other user costs can never compensate for a

fifty percent difference in travel times between the two most attractive route alternatives. In

other words, the difference in crowding multipliers can never be greater than 0.5. Figure 4.3

plots the cumulative distribution of the superiority coefficient, from which we learn that for

the vast majority of trips route choice is not ambiguous in this relatively simple network.

With the current critical superiority coefficient 22.4% of the trips have been assigned to type

H.

The reader may also ask why do not we consider the third and fourth shortest paths for

certain origin-destination pairs. There is no methodological burden to apply equation (4.12)

for more than two alternative routes. However, in the relatively simple metro network where

we applied the method there is no reason to do so, i.e. none of the OD pairs have more than

two reasonable alternative routes.
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Figure 4.4: Schematic layout of illustrative case study trips

4.4 Application

The assignment methodology presented above has been developed using data supplied by

MTR Hong Kong. This section provides more insights into the assignment process with in-

termediate results at various stages of the algorithm. In particular, through three sample

trips from different trips types we illustrate how the algorithm (1) extracts feasible trains

from the AVL data, (2) derives assignment probabilities for competing itineraries, and (3)

reconstructs access, egress and transfer time distributions based on the intermediate assign-

ment results. To comply with the data provider’s request, all stations and metro lines are

anonymised throughout this thesis. For the illustrative case study trips, we used the aliases

summarised in Figure 4.4.

4.4.1 Assignment sequences: Assignment results for various trip types

After completing the straightforward trip assignment to types A and C, the distribution of

egress times can be derived for each station as the difference between the assigned train’s

arrival time and the passenger’s check-out time. Figure 4.5 plots these distributions in the

same graph. It is clearly visible that egress times do differ station by station. Another way to

improve the process would be to further differentiate these distributions by platform, because

at several stations platforms are located at different distance from the fare gentries (e.g. they
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Figure 4.5: Egress time distributions based on unambiguous trips. Each line represents a unique
station’s distribution

can be beneath each other). Moreover, differentiation could be made by time of day or day

of week, or any other proxy of station crowding, as passenger congestion may have an impact

on the speed of leaving the station.

The first case when we apply the egress time distributions is the assignment of type B

passengers. Recall that they made no transfer, but multiple feasible trains can be extracted

from train movement data that were available within the time frame bounded by the check-in

and check-out times. Thus, in this stage we pick the train with the most likely egress time,

assuming that access times may have been affected by the inability to board the first train,

but egress times have the same distribution.

Let us illustrate the method on an existing trip. We consider a passenger who checked

in at station A at 8h58’53” and traveled to Station B2, where she tapped out at 9h25’31”.

Between these two points in time three trains passed along the Island line, so the assignment

is ambiguous (this is why the trip has been put in group B). Table 4.1 shows what would be

the egress time if the passenger took each of the three possible trains: with service 202 it is

2The schematic layout of this and subsequent illustrative study cases are depicted in Figure 4.4
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582 seconds, service 237 implies 314 seconds, while with the last feasible train, service 276

the egress time would be just 42 seconds.

In the last column of table 4.1 we calculated the probability of choosing the trains, con-

ditional on the potential egress times associated with trains that actually travelled, based on

the relative magnitude of density values in equation (4.5).

Table 4.1: Feasible trains between Station A and Station B in our study case

i Service ID Ei (s) ei P (CBi )

1 202 582 9.355e-06 0.003

2 237 314 6.205e-04 0.224

3 276 42 2.134e-03 0.772

0 200 400 600

0.
00

0
0.

00
1

0.
00

2
0.

00
3

0.
00

4
0.

00
5

0.
00

6

Egress time in seconds

D
en

si
ty

Figure 4.6: Egress time distribution at Station B with egress time densities for the three feasible
trains highlighted

In the final step of the assignment the algorithm chooses one of the trains randomly, using

the probability values as weights. In our case, it is most likely that the passenger traveled

with service 276. From Figure 4.6 we see that 42 seconds of egress time is relatively low.
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However, it is still more likely than spending as much as 314 seconds (more than 6 minutes)

in the station, or 582 seconds in case of service 202.

When all type B passengers are assigned to trains, we can derive their acces time distri-

butions, which is expected to be different from type A and C, because for type B we allow

for the possibility of failing to board the first train. Figure 4.7 plots the density distributions

of access times. It is worth noting two interesting observations. Many distributions have two

local maxima around 150 and 250 seconds. This can be attributed to failed boardings; in

this case passengers had to wait about another 2 minutes for the following train. There are

some outliers among the stations with significantly longer access times. These are terminal

stations where many people prefer to wait longer and have a guaranteed seat.
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Figure 4.7: Acces time distributions. Each line represents a unique station’s distribution

Having information on access and egress time densities, now we can turn to type D,

i.e. one-transfer trips with multiple feasible train combinations. Let us again illustrate the

calculation through an example. Our passenger departs from Station X at 18h50’11” and

after a transfer at Station Y she taps out at Station Z at 19h09’45”. In this case we can

safely assume that the transfer station was Station Y, because the second shortest path, i.e.

a long detour, would imply three times longer travel time according to the official timetable.
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Of course, we do not know when she arrived in Station Y and when she boarded the train to

Station Z.

Let us therefore collect all trains between Stations X and Y on Line 1, and between

Stations Y and Z on Line 2. Table 4.2 shows that we found three possible trains on Line 1

(with train IDs 296, 325 and 366) that provide transfer at Station Y to three Line 2 trains

(79, 112 and 132). The latter two Line 2 services could have been reached by multiple Line

1 trains, so we have to evaluate six possible combinations. The egress time distribution

at Station Z, plotted in Figure 4.8 clearly indicates that only train 132 can be reasonably

considered on the second leg of the journey. In case of access times, the most likely Line 1

train was 325 with 277 seconds access time, but train 366 cannot be excluded either with its

access time of 478 seconds.

Table 4.2: Feasible train combinations between Stations X and Z in our study case

i ID 1 ID 2 Ai (s) Ei (s) T
(1)
i (s) ai · ei P (CDi )

1 296 79 37 527 136 0 0.000

2 296 112 37 302 348 4.506e-10 0.000

3 325 112 277 302 105 4.900e-08 0.002

4 296 132 37 113 540 1.618e-07 0.007

5 325 132 277 113 297 1.759e-05 0.716

6 366 132 478 113 96 6.763e-06 0.275
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Figure 4.8: Access and egress times of feasible trains for an example transfer trip between Stations
X and Z, with an interchange at Station Y

As access times at Station X and egress times at Station Z are mutually independent

random variables, the probability of choosing a train combination is simply the product of

the respective densities. Thus, we assign probabilities to train combinations using equation

(4.7). The resulting probabilities are provided in the last column of Table 4.2. In line with

our earlier intuitive predictions, the most likely trains with 71.6% probability were 325 with

132, but 366 with 132 also have 27.5% chance.

As all type D passengers are now assigned to trains, we can extract the distribution

of transfer times at various stations. Note, that type C trips also have a transfer time

distribution, but in that case there was only one feasible train combination, which outrules

the possiblity that the passenger could not board the first crowded train. Therefore we focus

on type D.

Figure 4.9 shows the resulting transfer time distribution at some of the most frequently

used interchanges. In case of Stations 1 and 2, the distribution of transfer times is relatively

flat. These are large stations with several platforms, so regular patterns remain hidden and

very long transfer times (around 15 minutes) are not atypical at all. By contrast, transfer

stations 3 and 4, have much simpler design allowing all passengers to switch train on the

same platform. This is a possible explanation of the fact that at these stations transfer times

follow a regular pattern with a decreasing number of people waiting one, two or even three

additional trains before being able to board. It may be another precondition for regular
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Figure 4.9: Transfer time distributions at the most densely used transfer stations between urban
metro lines
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transfer time patterns to have constant headways between consecutive trains in the most

crowded periods.

Similar phenomena can be observed at Stations 5 and 6. The only difference is that the

former features three local peaks, while the latter has only two, suggesting that it is less usual

that passengers have to wait three trains at Station 6 before boarding. At Stations 7 and 8

the secondary peaks disappear, from which one may assume that overcrowding is less severe

at these transfer stations.

Note that in the current experiment we aggrageted all transfer times performed in a day

at a particular station. Nevertheless, it would be possible to differentiate transfer times at

separate platforms and even by time of day. This possibility is a low hanging fruit providing

several additional insights.

Based on the assigment method used for type B and D, it straightforward how type F

can be treated. Type F trips have two transfers with multiple feasible train combinations in

most cases. We applied the same assignment method as earlier:

1. Extract from the train movement dataset all trains that traveled in the given timeframe;

2. Combine feasible trains that provide trainsfers with each other;

3. Calculate the resulting hypothetical access, egress and transfer times and the densities

corresponding to these time values;

4. Assign probabilities to train combinations after multiplying the densities of travel time

components;

5. The algorithm chooses a combination randomly, using the probabilities we derived as

weights.

It is more interesting to discuss type H, for which the route choice is ambiguous, because

the second shortest path takes no longer than 1.5 times the journey time on the shortest path.

If it was guaranteed that the number of transfers on the two routes are the same, we could

use the same method as before: collect all feasible train combinations from the timetable

and evaluate them based on the hypothetical access, egress and transfer times. But if the

number of transfers is different, then the more transfers a route has, the lower the product of

densities will become, simply because we include more density values in the multiplication.

Therefore in this case we apply equation (4.11) by calculating a separate probability for the

actual route chosen, and a conditional probability derived for each feasible train combination

on each route.

We illustrate the assignment on a study case (see Figure 4.4). Let us consider a trip

between Station M and Station O. Check-in time was 14h45’35” and the tap-out has been
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registered at 15h20’29”. There are two potential routes on this OD pair: a direct trip on Line

1 or a one-transfer journey with an interchange at Station N to Line 2. Transferring to Line

2 offers a shortcut, as the direct trip has 1.3 times longer travel time according to the official

timetable, including transfer time. However, is it easily possible that the inconvenience of

transferring diverts some passengers to accept the time loss and travel directly. Therefore we

extract from the train movement data all feasible train combinations on the two alternative

routes. Table 4.3 summarises them.

Table 4.3: Feasible train combinations on two routes between Stations M and O in our study case

i k ID 1 ID 2 Ai (s) Ei (s) T
(1)
i (s) P (Rk) P (Ci |Rk) P (CHi )

1 1 7 – 97 142 – 0.84 1.00 0.84

2 2 7 44 97 760 153 0.16 0.00 0.00

3 2 7 306 97 275 631 0.16 0.14 0.02

4 2 29 306 335 275 387 0.16 0.63 0.10

5 2 51 306 590 275 138 0.16 0.23 0.04

What we can see is that service #7 left the origin 97 seconds after the check-in and

arrived to the destination station 142 seconds before check-out, so this is a feasible schenario.

However, from service #7 the passenger could have switched to two possible trains on Line

2 at Station N: the first is #44 which implies 760 seconds egress time, and the second is

#306 which arrived 275 seconds before the tap-out occured. Another difference between

them is the transfer time, for which we also have a probability distribution at Station N. In

addition, train #306 on Line 2 could have been reached by two other Line 1 trains as well,

both departing later than train #7: these are #29 and #51, with 335 and 590 seconds access

times, respectively.

We evaluate the assignment probabilities through the following steps. First, we derive

route choice probabilities according to equation (4.12). In this case σ1 consists of only one

feasible access and egress time combinations, while σ2 of the transfer route has four potential

itineraries. Still, either the access or egress times on the transfer route are so unlikely, that

the overall probability assigned to this route is only 16 percent. The direct trip, on the other

hand has sensible access and egress times, which leads to 84 percent choice probability.

In the second step we evaluate each itinerary belonging to the same route, conditional

on that this route has been chosen. On route 1 there is only one feasible train, which makes
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the second step unnecessary – otherwise equation (4.5) could be used in this step, as route

1 offers a direct connection. The second path has four train combinations with one transfer

for each. Thus, we can use equation (4.7) to derive probabilities utilising the information

on transfer time distributions, as a trip on this route would belong to type D. The results

show that the combination of train #29 on the first leg and #306 on the second leg is the

most likely itinerary with 63 percent probability. Finally, in the third step we multiply the

route and train level probabilities. As a result, we find that the most likely train combination

on the transfer route has only 10 percent probability overall. Eventually, the assignment is

stochastic, so we do not rule out the possibility that the case study passenger actually did

transfer at Station N, and spent excessive time with walking at stations for unknown reasons.

4.4.2 Computation time and line-level results

We realised the assignment algorithm using the R programming environment. To derive

shortest paths and official travel times, we relied on the igraph package of R. As the assign-

ment process is relatively complicated and requires a number of internal decisions during

computation, at the current stage it seems inevitable to process the smart card dataset with

loops in the script for each trip. Given that our datasets contain around 5-7 million trips

per day, computation time becomes a relevant issue, at least on ordinary PCs. Based on our

experience computation times can reach two days on a PC featuring 3.40 GHz CPU and 16

GB RAM.
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The figure above depicts the results of the assignment process on one of the urban metro

lines of the experimental network. This is a graphical representation of train movement data

for a single day. Each downward sloping line links the departure and arrival times of a train

between two consecutive stations. Line colours show the number of passengers on board at

each interstation. As all trains have the same capacity, passenger numbers are proportional

to the average density of crowding. The relatively lower crowding density at the middle of the

line are not surprising on this line, the pattern can be explained by significant transfer flows

at these two stations – due to network characteristics, a large number of passengers regularly

transfer at the first station, while many incoming users travelling towards the righ-hand-side

of the graph normally board the train at the second transfer station.

4.4.3 Wider engineering and economic applications

The data generated in the passenger-to-train assignment are potentially useful in a number of

key areas of public transport research, including engineering as well as economic applications.

One of the particularly relevant topics may be the relationship between headways and in-

vehicle crowding. This is a bi-directional relationship: dwell times are heavily affected by

in-vehicle frictions caused by crowding, while the occupancy rate of the vehicle normally

increases with the headway in front of the train, as delays induce additional accumulation

of passengers at boarding stations (Lin and Wilson, 1992). Thus, metro operators’ decisions

on service frequency have consequences beyond the expected waiting time of passengers;

crowding as well as travel time reliability are also affected by planned headways.

Figure 4.11 plots the data of Figure 4.10 from a different viewpoint, allowing for more

detailed observations on headways and crowding. This figure focuses on only one interstations

section of a metro line, which is in this case one of the critical bottlenecks of the network. We

plot the two directions separately. This is a commuter service, which can be inferred from

the pattern of crowding directly: morning peak trains are heavily loaded in the direction

of the central business district (CBD), while the opposite pattern can be recognised in the

afternoon. The frequency policy of the operator is also apparent. The mean headway in the

early morning, inter-peak and late evening periods is around 4 minutes (240 seconds), which

is then reduced to less than 2 minutes in the two peak periods.
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Figure 4.11: Daily variation of crowding density and headways in the two directions of a commuter
metro line, in the most heavily used section of the line.

Note that the evolution of crowding is clearly not smooth throughout the day. Occupancy

rates are surprisingly low in the peak shoulders, in fact sometimes lower than in most parts

of the inter-peak. This can be explained by the quick transition between the two service

regimes characterised by peak and off-peak frequencies. Demand decreases gradually by the

end of the morning peak, for instance, while headways are kept short until relatively late.

Then frequency suddenly increases to more than 200 seconds, which makes city-bound trains

significantly more crowded than before. Note that this increase in crowding has an impact on

the spread of headways as well. The unreliability of frequency can be attributed to the simul-

112



taneous causal relationship between dwell times and crowding. This preliminary descriptive

analysis serves just as an illustration of the power of data we derived from passenger-to-train

assignment; a more rigorous quantitative analysis may uncover more details of the underlying

phenomena.

Potential practical applications of the data generated includes capacity optimisation in

general, timetable design, and optimising train movements at transfer stations ensuring mini-

mal transfer times and inconvenience for passengers. Information provision is another promis-

ing area. Real-time data and forecasting for passengers could improve the quality of route

planners, online applications and information provision in stations as well as vehicles. Simi-

lar data delivered to operations control centres (OCCs) may be utilised for developing better

incident management policies. With the statistical modelling of how train punctuality and

check-in volumes affect crowding, short-run occupancy levels can be forecast in real time.

Network-level crowding data is potentially useful for a wide range of travel behaviour

studies, as it allows for recovering the crowding experience of each individual passenger.

Chapter 5 of this thesis serves as a perfect example of travel behaviour analysis. Beside

route choice modelling, trip scheduling and reaction to incidents are also interesting areas

for scientific investigation. In the long-run, crowding data may allow researchers to better

understand regularly repeated travel habits, such as crowding avoidance strategies in daily

commuting.

4.5 Conclusion

Chapter 4 presented a passenger-to-train assignment method to derive the entire daily crowd-

ing pattern of a metro network. This method is novel in the literature, as it is based on

combined smart card and vehicle location data. The assignment is built on access, egress and

transfer time distributions at metro stations. The distributions are directly derived from the

two automated data sources, thus providing an easily reproducible technique for researchers

who do not have additional data on station design, passenger characteristics, manual counts,

survey results, etc., for the metro network of interest.

The passenger-to-train assignment method can be extended in multiple directions. For ex-

ample, it is appealing to measure and apply more disaggregate movement time distributions,

e.g. separate access time distributions for various time periods of the day, and individual

transfer time distributions for different pairs of platforms in a large station. Later on, move-

ment time distributions could be parametrised and modelled statistically, thus allowing for
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sophisticated adjustments based on the actual travel conditions. In the long run, merging the

two datasets we used with additional data sources such as cellphone data, CCTV footage,

social media feeds and physical train load (weight) measures, could further improve its pre-

cision. We have to note that the method was not validated manually, which is clearly a

precondition of its direct practical applications. The validation would be a one-off experi-

ment that requires significant investment by an actual metro operator or public transport

agency.

The assignment results presented in this chapter are valuable sources even for descriptive

analyses after visualisation (examples are provided in Figures 4.10 and 4.11). The detailed

network-level crowding pattern may be useful in a number of engineering and economic

applications, including planning and operations as well as passenger information provision

and travel demand modelling. Chapter 5 builds heavily on the passenger-to-train assignment

method, as the crowding experience of experimental passengers is its route choice model is

recovered from the assignment results.
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Chapter 5

Crowding cost estimation: An RP

approach

This chapter presents a revealed preference route choice model in which travel behaviour

is explained with crowding and in-vehicle travel time, among other trips attributes. After

calibration, we use the model outputs to define a travel time multiplier function that quantifies

the user cost of crowding in terms of the equivalent in-vehicle travel time. This chapter has

been published in

Hörcher, D., Graham, D. J., and Anderson, R. J. (2017). Crowding cost estimation

with large scale smart card and vehicle location data. Transportation Research Part B:

Methodological, 95, 105-125.

We use data generated in the passenger-to-train assignment method introduced by Chapter

4. The methodology we present is closely linked to the literature reviews of Sections 2.2.3–

2.2.5 focusing on stated preference and revealed preference data collection, as well as general

choice modelling approaches.

The chapter is structured as follows. After an introduction, Section 5.2 serves as the

backbone of this chapter: Section 5.2.1 outlines the network setting in which route choices

were observed with the methods detailed in Section 5.2.2. Then in Section 5.2.3 we elaborate

how various link and route level attributes were extracted from smart card and vehicle location

data, with special attention being paid to the probability standing (see a separate subsection

on page 125). Section 5.3 delivers the estimation results and Section 5.4 provides a short

discussion on the practical applicability of our estimation methods.
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5.1 Introduction

Public transport services are congestible: as the number of users increases relative to the

available capacity, the attractiveness of the service drops and customers become less willing

to use it or pay the same fare. This reduction in willingness to pay can be considered

as a user cost, just like the value of time that passengers have to allocate for travelling.

However, the cost of crowding is much more difficult to measure than other consumption

externalities in transport, e.g. the time lost in road congestion. In the latter case there is

a physical relationship between the density of traffic and the average speed of vehicles. In

public transport travel time is almost unaffected by the density of passengers1. The user

cost of crowding appears in the form of discomfort caused by the physical proximity of fellow

travellers2, less personal space and limited access to certain amenities of the vehicle, such as

preferred seats, fresh air, handle bars, or quick access to doors.

The main planning and policy areas where crowding cost measurements are utilised are

demand modelling, investment appraisal as well as service quality and tariff optimisation.

Considering that the cost of discomfort in very high crowding may reach the uncrowded

travel time cost of the same trip (Whelan and Crockett, 2009), congestion has been shown

to be an important factor of demand, and therefore congestion-relieving investments do pro-

vide important welfare benefits for society (Cats et al., 2016, Haywood and Koning, 2015,

Prud’homme et al., 2012). Crowding costs have important implications on the optimality of

supply-side decisions too, as Tirachini et al. (2013), de Palma et al. (2015) and Chapter 6 of

this thesis show. As crowding is a consumption externality, the optimal fare should reflect the

marginal external cost that an additional trip imposes on fellow passengers, when capacity

cannot be adjusted. Thus, adapting methods originally developed for road congestion pricing

in public transport is clearly a relevant challenge on the research agenda. Given the rising

interest in understanding crowding-related problems in public transport planning and policy,

it is crucial to improve the empirical methods that we apply to quantify the discomfort that

crowding causes.

Decades after the appearance of the first speed-flow functions, advances in discrete choice

modelling finally made the quantitative measurement of crowding disutilities possible. Ward-

man and Whelan (2011), Li and Hensher (2011), and Sections 2.2.3–2.2.5 provide compre-

1Increased boarding and alighting times and other congestion-related delay factors are partly or fully
compensated by shorter headways and less waiting time in peak periods. The actual travel time that passengers
experience may remain independent of crowding, especially in case of high capacity urban rail systems.

2For a detailed review on the psychological aspects of crowding discomfort see Evans and Wener (2007)
and Thomas (2009).
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hensive reviews of the evolution of crowding cost estimation. The vast majority of crowding

disutility measurements were performed using stated preference (SP) techniques. Revealed

preference experiments are less widely used by researchers3, mainly because it is difficult

to collect data and control for all travel attributes in real choice situations, or there is no

sufficient variation between alternatives in crowding levels. Our goal is to illustrate that

surveying and SP methods are no longer needed to measure the cost of crowding when such

data are not available, and a comprehensive revealed preference experiment can be conducted

instead using automated fare collection (AFC) and vehicle location (AVL) data.

The revealed preference approach that we propose here provides a number of advantages

compared to traditional SP methods. Most importantly, data collection is cheaper, faster,

more reliable and reproducible. Also, limitations in sample size can be relaxed significantly.

Choices are realistic in the sense that we observe how passengers behave in their everyday

life, under ordinary conditions. Additionally, the in-vehicle travel environment often varies

during a public transport journey – in our RP framework these variations can be controlled

for, while in a survey it is hard to describe and explain them for respondents. In general,

the range of retrievable choice attributes is wider, given the rich information content of AFC

and related datasets.

However, to enjoy these advantages we have to cope with multiple challenges:

1. We have to recover passengers’ in-vehicle crowding experience. This can be solved by

merging AFC and AVL data in a passenger-to-train assignment process.

2. The actual route chosen is not recorded in the data, it has to be inferred. We present

two alternative methods to identify route choices.

3. Crowding varies across different segments (links or inter-station legs) of alternative

routes. On the other hand, what we observe is a choice between two routes, i.e. two

sets of links. Therefore we have to find a way to aggregate non-additive link-level

attributes in the choice model.

4. In reality passengers are not fully informed about travel conditions on alternative routes,

especially not prior to the trip; their decisions are based on expectations, that we have

to model with reasonable assumptions.

We address all these challenges in the chapter. The ultimate goal of the experiment is to

estimate a crowding-dependent travel time multiplier as a function of crowding density and

the probability of standing.

3Some of the innovative exceptions include Kroes et al. (2013) and Tirachini et al. (2016).
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5.2 Methodology

This section is structured according to the mainstream literature of choice modelling (Lou-

viere et al., 2000, Train, 2009). First we define the choice context and our assumptions on

the representative user’s utility function. Then in the second step we explain how the actual

route chosen can be inferred from the two data sources. Later on the source of attribute levels

will be explained. As this is a revealed preference experiment, we devote more attention to

how passengers’ expectations in the choice context can be extracted from the available data

– attribute levels and even the actual choice is not readily available for the analyst as in case

of an SP exercise.

5.2.1 Experimental design

The MTR metro network features a downtown loop where some cross-harbour passengers

have to choose between an Eastern and a Western route. There are no other reasonably

competitive paths in the network4, so the choice set is fully defined.

ORIGIN / DESTINATION 
STATIONS

DESTINATION / ORIGIN
STATIONS

WESTERN
ROUTE

EASTERN
ROUTE

Transfer

Transfer Transfer

TransferKwun Tong
Line

Island Line

Tsuen
Wan
Line

Tseung
Kwan O

Line

Figure 5.1: Schematic network layout of the downtown metro loop in Hong Kong

4As a matter of fact, a combination of the heavy rail lines via Hung Hom may be a substitute for the
Western route in our model. Please note that passengers transferring at Tsim Sha Tsui and East Tsim Sha
Tsui have to tap out and tap in again (the underpass between the two stations is not part of the tariff zone),
so in the smart card dataset they appear as two separate trips. In other words, we surely do no observe any
users in the experiment taking the heavy rail lines via Hung Hom. Also note that we only included stations
to the East from Kowloon Tong station. It takes 19 minutes to travel from Lok Fu to Admiralty, with one
interchange between the Kwun Tong Line and the Tsuen Wan Line, most probably at Mong Kok. The heavy
rail option needs two more transfers (three in total at Kowloon Tong, Hung Hom and Tsim Sha Tsui), and
the scheduled travel time is 30 minutes. This is why we do not consider the heavy rail option as a reasonably
competitive alternative in the choice model.
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Figure 5.1 depicts the network layout. We included four plus four stations in the middle

sections of the Kwun Tong Line (North) and the Island Line (South); between certain OD

pairs involved scheduled travel times on the two routes are exactly the same, while others

have slightly different competing travel times to ensure sufficient variance in route attributes.

Luckily, all transfer stations allow on-platform interchange in both directions. The interior

design of trains is highly standardised in the network, so that passengers have almost identical

travel experience using any rolling stock types of the fleet. We can safely assume that

transfer station design and train types do not have significant dynamic effect on route choice

preferences, while static effects can be controlled for in alternative specific constants.

The Western route via the Tsuen Wan Line is usually more crowded than the Eastern, the

difference in crowding density may go above 1.5 passenger per square metre. As we include

32 origin-destination pairs in the analysis, there is variability in the difference in travel times

as well. This ensures that for many passengers there is no dominant alternative in the route

choice situation.

We intend to explain the observed route choices with the following attributes that may

vary on each link (interstation section) of a route5:

• Travel time on the link, including half of the dwell time at the two stations that the

link connects6;

• Density of standing passengers;

• Probability of standing.

Furthermore, some additional choice attributes are measured for the entire route:

• Time spent at transfer stations;

• Reliability (variability) of transfer times;

• Which train arrives first at the origin station? – A binary variable only applicable for

origin stations with a central platform that allows passengers to take the train that

arrives first7.

5Clarification of terminology: in our experiment passengers have to choose between two routes. Each
route consists of three legs with two transfer stations between the legs. Finally, each leg includes multiple
links or interstation sections. Some travel attributes may differ on each link, some others can only be defined
for the entire route. We do not distinguish leg-specific attributes. In this thesis transfers are referred to as all
activities between alighting the train and boarding the next one at transfer stations. Itineraries are the set of
train movements performed on journey legs that would have allowed the passenger to reach her destination
station between the tap in and tap out times recorded in the smart card dataset.

6Except transfer stations where the train’s dwell time is included in the transfer time
7Real-time information on train arrivals is not provided for passengers in the stations concerned.

119



To account for all link- and route-specific attributes we developed a random utility discrete

choice model. First, let us assume that utility on link l is determined by vl = vl(tl, cl, pl) =

αtl [1 + m(cl, pl)], where tl, cl and pl are the expected travel time, crowding density and

standing probability, respectively. The disutility of a unit of uncrowded in-vehicle travel time

is captured by α, which is further increased by the crowding multiplier, m(cl, pl). We define

the multiplier as a linear function of the crowding variables:

m(cl, pl) = βccl + βppl. (5.1)

Our goal is to estimate the value of βc and βp. In this specification the link-level utility

function becomes

vl = αtl + γctlcl + γptlpl, (5.2)

where the coefficients of the interaction terms are γc = αβc and γp = αβp. Crowding density

and standing probability are not link-additive attributes. Therefore we add them to the

utility function in interaction with the link-level travel time, which allows to aggregate them

for the entire route. The utility function for route r thus becomes

Ur = ASCr +

nl∑
l=1

vl + γwt
w
r + γwrvar[t

w
r ] + γaδ

plat
r δarrr + εr, (5.3)

where

nl∑
l=1

vl = α

nl∑
l=1

tl + γc

nl∑
l=1

tlcl + γp

nl∑
l=1

tlpl, (5.4)

and nl is the number of links on route r, ASCr is an alternative specific constant, and twr

is the expected total waiting time at transfer stations. Finally, δplatr and δarrr respectively

are dummies set to one when at the origin station of route r trains in both directions can

be accessed from the same central platform, and the first train arriving to the station serves

route r. In the unusual but not negligible case when both trains were already at the platform

when the passenger was expected to arrive there, we set δarrr equal to zero for both directions.
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5.2.2 Identifying route choice preferences

What we can learn from smart card records is only the entry and exit stations of a trip. There

is no explicit information, however, about the actual route chosen when multiple feasible

routes exist between the origin and destination. Note that the passenger-to-train assignment

for type H trips, introduced in Section 4.3.2, provides an estimate of route choice implicitly.

The reliability of these estimates can be further improved with two alternative methods. In

this section we summarise all three route choice identification methods we applied.

Probabilistic assignment based on access, egress and transfer times

In the base case we rely on the route choice estimated in the assignment process. That

is, the assignment is based on the access time distribution at the origin station, the egress

time distribution at the destination, and transfer time distributions at intersections. For

the OD pairs under investigation this means that candidate trains have been collected from

three different lines, which often makes the number of potential itineraries very high. As a

consequence, especially in peak periods when services follow each other at high frequency

on both routes, this method may not give a completely reliable estimate of route choice,

because the second and third most likely trains may also receive considerable probability in

the assignment.

Assignment based on egress times only

In this approach we focus on egress times at destination stations only. We improve the

assignment method by deriving directionally differentiated egress time density functions from

single trips with only one feasible train. Directional differentiation can be important at

stations where platforms for the two directions are located beneath each other, so that the

expected walking time to fare gentries may be different. Station design suggests that this

may be an issue at 3 out of the 8 stations in our experiment. At the remaining five stations

the two directions share the same platform.

Based on the egress time distributions we derive for each trip probability densities for

all trains arriving no earlier than 10 minutes before the check-out occurred. Then we assign

probability weights to candidate trains based on the relative magnitude of density values, as

in equation (4.5). Finally, we assign the trip to the most likely arriving train if that train has

more than 75% probability. As a consequence, many trips are left without assigned trains,

but those that are assigned can be considered even more reliable.
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Figure 5.2: Arrival waves at one of the stations involved in the experiment

Assignment based on arrival waves at fare gentries

The last method is based on smart card data solely. We neglect the actual train arrival and

departure times. As Hong et al. (2015) observed and used exensively in their assignment

method, passengers alighting from the same train normally arrive to the fare gentries in

bunches. Figure 5.2 provides an illustration of such arrival waves at a busy station on the

Island line. About many passengers in an arrival wave we can tell which direction they

arrived from. For example, the direction of arrival is trivial for passengers who checked in on

the same line and travelled without transfers. Hong et al. (2015) referred to these users as

reference passengers.

In Method 3 we count the number of such passengers in ten-second intervals at each

station in the experiment and identify those time periods when more than 80% arrived from

the same direction. Then we assign this direction to trips in the RP experiment checking

out in the same time period. The 80% threshold is only applied if more than six no-transfer

travellers checked out in a particular interval to avoid errors caused by a couple of randomly

arriving ”leftover” passengers. Thus, Method 3 is not able to assign route choices to all trips

either, but for a subset of them the identification is even more convincing. �
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We decided to create a subset of observations for which the three route identification

methods vote for the same route, as the available sample size was really not a limiting factor.

Ridership on the 32 experimental OD pairs is 18,401 trips per day in total – after subsetting

3,529 remained available, which appeared to be a reasonable sample size for a route choice

model. Note that for the majority of the scrapped trips the three methods did not provide

conflicting results, but either Method 2 or 3 gave no result at all, due to the relatively high

threshold percentages we prescribed for the assignment in both cases.

As the validity of our experiment strongly depends on the quality of the dependent vari-

able, it is important to quantify the precision of the methods presented above. For certain

passengers in the dataset there is no feasible train itinerary on one of the alternative routes,

and therefore route choice is absolutely unambiguous; we can use them as a control group to

validate Methods 2 and 38. In the original dataset 6,832 trips (around 37%) were identified

in the control group. We found that Method 2 produced correct route choice observations for

92.55% of the experimental trips, while Method 3 performed 86.00%. When both two meth-

ods are taken into account, 94.79% of the observations are correct. When all three methods

are considered, the precision of route choice inference is expected to be even higher9.

Why did not we use simply the control group for the RP experiment as well? The reason

is that in the control group there is no sufficient variance in travel times because the route

chosen is generally shorter than the one with no feasible itinerary. As a consequence, we

could not measure the trade-off between time and crowding discomfort. However, 48.43% of

the final experimental subsample of 3,529 trips does belong to the control group.

5.2.3 Link and route attributes

This section details how in-vehicle travel time, crowding density, standing probability, waiting

time, waiting time reliability and train arrival priority variables were generated.

8The same does not apply for Method 1, because in that case the estimated route choice can never be
wrong if there is no feasible itinerary on any of the alternative routes.

9Methods 2 and 3 are based on egress times and check-out waves at the exit station only. In these
attributes there is no systematic difference between passengers who had one or more than one feasible route
alternatives on earlier journey legs. For the final RP sample we set threshold levels for Methods 2 and 3, while
in the validation experiment we considered all 6,832 trips no matter how punctual Methods 2 and 3 were in
the identification of arrival direction. Therefore we believe that Methods 2 and 3 perform even better in case
of the RP sample than the percentages reported above.
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In-vehicle travel time

The expected travel time on links, i.e. tl in equation (5.2), can be easily retrieved from the

AVL data. In practice, for a specific link, we collect all train travel times throughout the day.

Dwell times at intermediate non-transfer stations are split into half and added to movement

times on neighbouring links. Then we fit a locally weighted scatterplot smoothing curve on

the data. Thus, the expected travel time can be estimated based on the time of day. The

same process had to be repeated for all links in the experimental area.

Figure 5.3 illustrates the method for a relatively long interstation section that can also be

considered as a major bottleneck in the network. Note that due to the automated operation in

the metro system expected travel times do not vary significantly throughout the day. Waiting

times at transfer stations are much more important factors in journey time reliability.
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Figure 5.3: Travel times of trains in function of time of day at a cross-harbour section

Crowding density

By merging smart card data with vehicle location data, the number of passengers on board

each train becomes measurable for each link it passes through. After subtracting the number

of seats and dividing by the available floor area for standees, we get the density of crowding

in terms of standing passengers per square metre. We calculate this value for all trains on

each link and fit again a locally weighted smoothing curve on the observations, as Figure 5.4

illustrates.
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Figure 5.4: Crowding density in terms of standing passengers per square metre, in function of time of
day at a cross-harbour section. The same smoothing curves were fitted for all links in the experiment

We found that even in rush hours the density of crowding may significantly fluctuate

within a short period of time. Note that what we calculate is an average density, while the

distribution of crowding may vary along the train, so at certain parts of the train crowding

may exceed the highest values in our graphs. Also, minor delays and deviations in headways

may cause crowding in low-demand periods as well. Figure 5.4 shows that crowding signif-

icantly drops in the peak shoulders, which can be explained by the fact that the operator

increases service frequency well before demand reaches its peak. By applying locally weighted

averages we assume that passengers are experienced and aware of temporal fluctuation pat-

terns in crowding conditions.

Ultimately, the value of cl in equation (5.2) is calculated based on the time when the

passenger was expected to arrive to link l, and the estimated crowding density in that period.

Standing probability

The goal in this section is to derive the probability that the average passenger on a particular

OD pair travels seated on a particular line section and include this link-level travel attribute

in the utility function as variable pl in equation (5.2).

It is obvious that the earlier someone boards the train, the higher the probability of

finding a seat until all seats are occupied. After that, the number of alighting passengers

and the share of those among them who had a seat become important. The likelihood of

being seated increases with journey length assuming that being seated is always preferred

over standing, because alighting passengers increase the chance of finding an empty seat.

The importance of the chance of finding a seat from a passenger point of view had already
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Table 5.1: Optimal seat supply, notation in Section 5.2.3

Symbol Description

Dij Inelastic demand between i and j, where i < j
Pij,k Probability that ij passengers have a seat after leaving station k, i ≤ k < j
Sij,k Number of ij passengers having a seat after leaving station k, i ≤ k < j
Tij,k Number of ij passengers standing after leaving station k, Tij,k = Dij − Sij,k
Nk Number of passengers on board after leaving station k
Bk Number of passengers boarding at station k
Ak Number of passengers alighting at station k
Wk Number of passengers dwelling at station k
s Number of seats in train
φk Number of seats freed up by passengers alighting at station k
ωk Number of seats remained occupied after alighting at k, ωk = s− φk
ξk Number of seats being occupied after leaving station k
n Number of stations, max(k) = n− 1

been discovered and considered in dynamic transit assignment by Leurent (2006), Schmoecker

(2006), Sumalee et al. (2009) and Hamdouch et al. (2011). We use their assumptions with

minor modifications: passengers prefer to be seated over standing; boarding travellers have

equal chance to find a seat (there is no FCFS mechanism or queuing), but after alighting at

a station standing on-board passengers have a priority in occupying empty seats over those

who just board the train. We neglect all kinds of strategic behaviour in seeking for seats as

well as consumer heterogeneity apart from trip origin and destination.

Notation for the standing probability derivation is summarised in Table 5.1. Let us focus

on the first station of a line where there are no alighting or dwelling passengers, A1 = W1 = 0,

and thus N1 = B1. The number of boarders is the sum of OD volumes departing at the first

station: B1 =
∑n

j=2D1j . The likelihood of finding a seat among them depends on their

number relative to the seat capacity of the train. Therefore, assuming that all passengers

have equal chance to find a seat no matter the OD pair they belong to, we can write that

P1j,1 = min(1, s/B1), and S1j,1 = P1j,1D1j . (5.5)

The number of seats being occupied after leaving the first station directly comes as ξ1 =∑n
j=2 S1j,1 = min(s,B1).

At intermediate stations we have to account for alighting and dwelling passengers as well.
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These volumes can be calculated by summing up respective origin-destination demand values:

Bk =

n∑
j=k+1

Dkj Ak =

k−1∑
i=1

Dik Wk =

k−1∑
i=1

n∑
j=k+1

Dij . (5.6)

Boarding and alighting values have to sum up to the difference between consecutive link

loads, so that Nk = Nk−1 − Ak + Bk. Obviously, the number of occupied seats remains

ξk = min(s,Nk). A crucial element of the calculation is to express how many seats are freed

up by alighting travellers. This equals to the sum of seats occupied by alighting passengers

after leaving the previous station:

φk =
k−1∑
i=1

Sik,k−1. (5.7)

Therefore the number of seats still used after alighting passengers leave their seats, accounting

for the fact that not obviously all seats have been occupied when the train arrived to k, equals

to

ωk = ξk−1 − φk. (5.8)

Consequently, s− ωk seats are to be redistributed among standing and boarding passengers.

At this point we employ the assumption also used by Leurent (2006) and Sumalee et al.

(2009): standing passengers already on-board have a priority over boarding peers, so that

those who just board the train can find a seat only if there are less standing passengers and

empty seats. On the other hand, standees already on-board have equal chance to find a

seat, so we neglect any differences in strategic behaviour between OD groups. Thus, after

leaving station k, the number of seated users on a particular OD pair, and the corresponding

probability of being seated are

Sij,k = Sij,k−1 + Tij,k−1 ·min
(

1,
s− ωk
Wk − ωk

)
; Pij,k =

Sij,k
Dij

, ∀ i < k < j (5.9)

Note, that Wk − ωk is the sum of all standing passengers staying on board after the train

stops. Equation (5.9) implies that the probability of finding a seat monotonically increases

during the trip for all origin-destination markets. The actual value of Sij,k can be calculated

by plugging equations (5.5) to (5.8) into (5.9) and building up the probabilities from the very

first station to k.
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Now we turn to those just boarding the train at an intermediate station, so that i = k.

We assume that they compete for the remaining empty seats (quantified by s −Wk) with

equal opportunity. Considering that the share of kj passengers among all boarders at station

k equals to Dkj/Bk, we find that Skj,k =
Dkj
Bk
·max(0, s−Wk), and finally Pij,k =

Sij,k
Dij

.

Figure 5.5 illustrates how the above calculation works in practice. Let us consider a

simple OD pair with a distance of only four stations on the same line. We calculated the

probability of standing for all trains connecting this OD pair throughout the whole day, for

all four interstation line sections. Then we fitted a locally weighted smoothing curve on the

observations to derive the expected travel conditions. It is clearly visible in figure 5.5 that

the probability of standing drops for subsequent links, as some alighting passengers free up

occupied seats. For example, a passenger checking in at 8h00 (see the grey vertical line in

the plots) had basically no chance to sit on the first link, but on the fourth link she had 50%

probability already to travel seated. (Obviously, she arrived to subsequent links with certain

delay relative to the check-in time.)

Transfer times

As a result of the assignment process we gain information on how much time passengers spent

at transfer stations. These data can be used to estimate what waiting time passengers expect

on alternative routes. As all the experimental passengers travelled through two transfer

stations (i.e. Mong Kok and Admiralty in the West and Yau Tong and North Point in the

East), we considered the joint distribution of transfer times based on all trips that we assigned

to routes using the same two transfer stations. In this case our observations are individual

passengers, of which tens of thousands may have been recorded at transfer stations daily.

Fitting locally weighted non-parametric curves is challenging with this sample size. Therefore

we fitted a simple cubic spline to derive the expected transfer time in function of departure

time at the origin station, as Figure 5.6 depicts for the two directions of the same pair of

transfer stations.
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Figure 5.5: Standing probability for passengers travelling through four selected consecutive links
of a metro line. The grey vertical line belongs to a sample passenger who checked in at at the first
station at 8h00.
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Figure 5.6: Observed and expected waiting times for a large sample of passengers at one of the
transfer stations in the experiment

Note that transfer times in off-peak are clustered around the multiples of around 4-5

minutes. A potential explanation is that these clusters correspond to feasible itineraries: the

first bunch always reached the first arriving train, in the second bunch passengers missed one

train, etc. As frequencies are constant between the two peaks, transfer times are very similar

within the clusters. Also note that we defined transfer time as the time spent between the

moment when the arriving train stopped and the departing train left the platform. Therefore,

passengers using the same train had exactly the same transfer time in the dataset. As a result,

the expected waiting time (the fitted curve) is just slightly above the first cluster of waiting

times.

During the morning and afternoon peaks, when headways are just around 1-2 minutes on

both connecting lines, these clusters disappear. However, the expected waiting time is not

significantly shorter than out of the peak, due to queuing when boarding the trains. Even

though the probability that someone cannot board the first train due to crowding is higher

in the peak, headways are also shorter, and the interplay between the two factors keeps the

expected waiting time within a relatively narrow range. Figure 5.6 shows that passengers have

to expect more waiting in the morning peak towards the city centre, although frequencies are

equally high in both directions. This is not the case in the peak shoulders, when frequencies

are still very high, but crowding eases.

Figure 5.6 suggests that the spread of potential transfer times also varies along the day.

This may have an important effect on the reliability of travel times, and eventually on passen-

gers’ travel behaviour as well. We include this attribute in the route choice model as equation

(5.3) shows. It is not straightforward, however, which measure of spread is the most suitable

to reflect user preferences. We found that our parameter estimates are strongly affected by
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the choice of transfer time variability metrics. We tested eight metrics reviewed by Taylor

(2013):

• standard deviation (Bates et al., 2001),

• coefficient of variation (Herman and Lam, 1974),

• variance (Engelson and Fosgerau, 2011),

• and 90th percentile of transfer time (Lam and Small, 2001),

• the difference between the 80th and 50th percentiles (Van Loon et al., 2011),

• the buffer time and the Buffer Time Index10 with mean and median transfer time

(FHWA, 2010).

The best performing metrics in terms of model fit and the significance of crowding pa-

rameters were the standard deviation, the variance, the 90th percentile of transfer time and

the buffer time. The estimated βc coefficients are in the range of 0.11 and 0.14, while βp

varies between 0.227 and 0.284. In the rest of this chapter we use the standard deviation, as

it is the most widely applied travel time variability metric in the literature, and it delivered

median crowding multiplier values among competing estimates.

5.3 Estimation results

In this experiment it is assumed that passengers are fully informed about the expected link

and route attribute levels at least in the period when they travel. They have to make a route

choice decision at the origin station, so we cannot use directly the information about the

actual travel conditions they experienced after the decision. Based on these assumptions we

generated a dataset through the following steps:

1. List for each OD the links of the network that are used on the two alternative routes.

2. Based on the check-in time and the expected running times on links, estimate at what

time was the passenger going to arrive to subsequent links.

3. Extract link-level crowding attributes from the non-parametric regressions and calculate

their interactions with in-vehicle travel times. Sum up the interaction terms according

to equation (5.4).

4. Add route-level attributes to the dataset, including the transfer time and its standard

deviation as well as train arrival priorities.

10The buffer time is defined as the difference between the 95th percentile and the mean (or median), while
the Buffer Time Index is the buffer time divided by the mean transfer time.
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5. Repeat the same process for all trips in the RP experiment.

We estimated the parameters in a logit model, assuming that the error term, εr in equation

(5.3), is a random variable with extreme value type I (Gumbel) distribution. We used the

mlogit package of Croissant et al. (2012) developed for R. Estimation results are summarised

in Table 5.2.

Table 5.2: Estimation results of the best performing models

(1) (2) (3) (4)

ASCW 0.144 0.772∗∗∗ 0.451∗∗ 1.706∗∗∗

(0.176) (0.207) (0.186) (0.268)

ASCW −2.307∗∗∗

in a.m. peak (0.403)

ASCW −0.811∗∗∗

in p.m. peak (0.152)

t −0.00642∗∗∗ −0.00545∗∗∗ −0.00560∗∗∗ −0.00502∗∗∗

(in-veh. time) (0.00023) (0.00027) (0.00027) (0.00028)

t·c −0.00080∗∗∗ −0.00060∗∗∗

(crowd density) (0.00014) (0.00022)

t·p −0.00165∗∗∗ −0.00133∗∗

(standing prob.) (0.00033) (0.00052)

tw −0.00963∗∗∗ −0.01201∗∗∗ −0.01116∗∗∗ −0.00883∗∗∗

(transfer time) (0.00085) (0.00096) (0.00093) (0.00113)

sd(tw) −0.00999∗∗∗ −0.01624∗∗∗ −0.01334∗∗∗ −0.00623∗

(tr. time reliability) (0.00300) (0.00316) (0.00307) (0.00367)

δplatδarr 0.19320∗∗∗

(arrival priority) (0.07409)

Multipliers
βc 0.1463∗∗∗ 0.1192∗∗∗

(0.0303) (0.0457)

βp 0.294∗∗∗ 0.2654∗∗

(0.0674) (0.1067)

Observations 3,495 3,495 3,495 3,495
McFadden ρ2 0.441 0.449 0.447 0.464
Log Likelihood −1,127.72 −1,111.18 −1,115.28 −1,080.64
LR Test 1,776∗∗∗ 1,809∗∗∗ 1,801∗∗∗ 1,870∗∗∗

AIC 2263.442 2232.358 2240.555 2179.287
BIC 2288.078 2263.154 2271.351 2234.719

Note: Std. errors in parantheses ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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The negative signs of the estimated coefficients show that in-vehicle travel time, waiting

time as well as waiting time variability cause disutility for passengers. The fact that one of

the trains arrive earlier than the next in the other direction does provide an incentive for

decision makers, which clearly indicates an opportunistic behaviour in route choice. All these

route attributes are statistically significant and their inclusion improves model fit as well as

the log-likelihood and likelihood ratio test χ2 values. Models 1 and 4 imply that waiting time

is valued 50% and 76% higher than in-vehicle travel time, respectively which are in the range

of common results in the public transport literature. The ratio of travel time variability and

in-vehicle time coefficients is 1.56 in Model 1 and 1.24 in Model 4, which again fits well the

series of earlier results for the reliability ratio, normally spanning between 1 and 2 (Bates

et al., 2001).
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Figure 5.7: Value of time multiplier in function of the probability of standing and on-board passenger
density, according to revealed route choice preferences

The estimated γp and γc coefficients in Model 4 are significant at the 95% confidence level

after including alternative specific constants for the morning and afternoon peaks. Their

sign is negative, which implies given that α is also negative that βp and βc in the crowding
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multiplier are greater than zero. With the estimated values of Model 4, βp = 0.265 and

βc = 0.119, when crowding density is measured in passengers per square metre. Standard

errors for the multipliers are recovered from the standard errors of α, γc and γp using the

Delta method (Oehlert, 1992).

The linear multiplier surface (5.1) estimated in Model 4 is visualised in Figure 5.7. In

this figure we follow a convention in the literature by plotting results up until 6 passengers

per square metre, which is normally considered as the highest density of crowding that can

be observed in reality. Note, however, that in our experiment we derive average crowding

densities for each train. Due to within-train variations in crowding, this average remains

below the physical maximum. The highest average crowding density we observe in the data

is 4.312 pass/m2. This is in line with the daily crowding pattern depicted in Figure 4.11.

In fact, βp can be interpreted as the standing penalty – due to the linear specification

of the multiplier the standing and seated crowding cost functions are parallel in this model.

Similarly, βc indicates that the disutility caused by an additional passenger per square metre

on average is equivalent to the value of 11.92% of the travel time. At six passengers per

square metre and no chance to find a seat, the value of time is more than 98% higher than

in uncrowded conditions, so effectively it doubles.

In Model 4 beside the above mentioned trip attributes we included three alternative

specific constants (ASCs): a general ASC for the Western harbour crossing route, and two

others for the morning and afternoon peaks. The role of the ASCs is to control for any

fixed route characteristics beyond the attributes that we are able to observe. These fixed

effects may change by time of day, for example due to unobserved variations in station

conditions, and because of potential variations in the taste of the representative passenger.

Travel conditions in the morning peak are certainly different from the afternoon peak, due to

heavy directional demand imbalances and the intensity and spread of the peak. This gives an

intuitive justification for applying distinct ASCs for rush hours in the morning and afternoon.

We chose this final specification after a series of tests with other model specifications with

different sets of ASCs, including

• no constant at all,

• a single ASC for the Western route,

• an additional ASC for peak periods, with no differentiation between morning and af-

ternoon,

• dummies for three-hour intervals,

• dummies for each hour.
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• In the morning peak most metro lines are crowded in the direction of Hong Kong Island,

and the opposite demand pattern appears in the afternoon. Therefore we tested a model

with active ASCs from North to South in the morning peak, and from South to North

in the afternoon.

Estimation results for all these competing specifications are summarised in Table 5.3. In case

of crowding density, the estimated multipliers are similar in magnitude with relatively robust

statistical significance. The standing penalty, on the other hand, cannot by identified as a

significant decision factor in most of the specifications, except for models (3) and (4) in Table

5.3 that include simple peak ASCs. As it is expected, models with many fixed effect variables

achieve better fit at the expense of model simplicity. In light of the principle of parsimony, one

may compare the models using the Bayesian information criterion (BIC) that awards model

fit (i.e. log-likelihood) and penalises for the number of covariates (Schwarz, 1978). This

statistic reassures that our final specification with separate morning and afternoon ASCs is

the best performing model.

The final travel time multiplier results in Table 5.2 and Figure 5.7 are comparable in

magnitude but somewhat lower than earlier stated preference results. Whelan and Crockett

(2009) and the meta-analysis of Wardman and Whelan (2011) resulted in similar values for

seated passengers, but the standing penalties they found are significantly higher: while in

our case it is just 1.265, Whelan and Crockett (2009) measured 1.53. Wardman and Whelan

(2011) as well as Batarce et al. (2016) concluded that the standing multiplier may go above

2.5 in the worst conditions, while the highest multiplier in our experiment remained under

2. As both our standing penalty and crowding density parameters are somewhat lower than

these earlier results of the literature, we can reject the possibility that we got lower results

due to collinearity between standing probability and density.

Our results are very similar to the ones measured by Kroes et al. (2013) in a combined

SP and RP experiment from Paris, which reassures the authors’ hint that SP methods may

overestimate the user cost of crowding. Our results clearly resemble the combined SP and

RP crowding multipliers of Batarce et al. (2015) as well. Using data from Santiago de Chile

they found that the marginal disutility of travel time at 6 passengers per square metre is

twice as the marginal disutility at the lowest crowding level.
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Table 5.3: Comparison of competing sets of alternative specific constants

(1) (2) (3) (4) (5) (6) (7)

t −0.006∗∗∗ −0.005∗∗∗ −0.005∗∗∗ −0.005∗∗∗ −0.005∗∗∗ −0.005∗∗∗ −0.006∗∗∗

(in-veh. time) (0.0003) (0.0003) (0.0003) (0.0003) (0.0003) (0.0003) (0.0004)

t·c −0.0003 −0.001∗∗∗ −0.001∗∗∗ −0.001∗∗∗ −0.001∗∗∗ −0.0005∗∗ −0.001∗∗

(crowd density) (0.0002) (0.0002) (0.0002) (0.0002) (0.0002) (0.0002) (0.0003)

t·p −0.001 −0.001 −0.001∗ −0.001∗∗ −0.001 −0.001∗ −0.001
(stand. prob.) (0.0005) (0.0005) (0.001) (0.001) (0.0005) (0.001) (0.001)

tw −0.011∗∗∗ −0.012∗∗∗ −0.008∗∗∗ −0.009∗∗∗ −0.008∗∗∗ −0.008∗∗∗ −0.010∗∗∗

(wait time) (0.001) (0.001) (0.001) (0.001) (0.001) (0.001) (0.002)

sd(tw) −0.021∗∗∗ −0.015∗∗∗ −0.012∗∗∗ −0.006∗ −0.013∗∗∗ 0.001 0.004
(0.003) (0.003) (0.003) (0.004) (0.003) (0.005) (0.007)

δplatδarr 0.158∗∗ 0.165∗∗ 0.173∗∗ 0.193∗∗∗ 0.178∗∗ 0.177∗∗ 0.201∗∗∗

(arrival priority) (0.071) (0.072) (0.073) (0.074) (0.073) (0.074) (0.076)

ASCW 0.751∗∗∗ 1.259∗∗∗ 1.706∗∗∗ 1.149∗∗∗ −0.254 2.204∗∗

(0.209) (0.230) (0.268) (0.227) (0.328) (0.937)

ASCW · Peak −0.938∗∗∗

(0.148)

ASCW · AM Peak −2.308∗∗∗

(0.403)

ASCW · PM Peak −0.811∗∗∗

(0.152)

ASCW · Peak Direction −1.035∗∗∗

(0.154)

9:00am – Noon 1.891∗∗∗

(0.389)

Noon – 3pm 2.259∗∗∗

(0.457)

3pm – 6pm 2.049∗∗∗

(0.445)

After 6pm 1.215∗∗∗

(0.427)

Hourly dummies YES

Multipliers
βc 0.046 0.1112∗∗∗ 0.1091∗∗∗ 0.1192∗∗∗ 0.1122∗∗∗ 0.0865∗∗ 0.0979∗∗

s.e. (0.0325) (0.0404) (0.0421) (0.0457) (0.0414) (0.0439) (0.0478)
p-value 0.157 0.0059 0.0097 0.0091 0.0068 0.0488 0.0408

βp 0.139 0.0993 0.1852∗ 0.2654∗∗ 0.1387 0.1686∗ 0.1285
s.e. (0.0875) (0.0928) (0.0972) (0.1067) (0.0942) (0.1025) (0.1275)
p-value 0.112 0.2845 0.0568 0.0129 0.141 0.1 0.3135

Observations 3,495 3,495 3,495 3,495 3,495 3,495 3,495

McFadden ρ2 0.450 0.460 0.464 0.462 0.463 0.481 0.481
Log Likelihood −1,114.458 −1,107.995 −1,087.795 −1,080.643 −1,084.804 −1,082.488 −1,045.815
LR Test 1,815.185∗∗∗ 1,855.585∗∗∗ 1,869.888∗∗∗ 1,861.566∗∗∗ 1,866.199∗∗∗ 1,939.544∗∗∗

AIC 2240.915 2229.99 2191.589 2179.287 2185.608 2186.975 2133.63
BIC 2277.87 2273.103 2240.862 2234.719 2234.881 2254.725 2262.971

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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5.4 Practical applicability and future research

The network setting in which our experiment has been performed is particularly useful for a

revealed preference route choice model, as the alternative routes are similar in travel time,

the number of transfers, as well as service quality due to the standardised design of vehicles.

In our case this beneficial layout is paired with a demand pattern that fluctuates over time,

thus allowing for sufficient variation in travel conditions. In theory, choice determinants

can be controlled for in less laboratory-like network layouts as well, but experience in this

experiment shows that the robustness of coefficient estimates may decrease with complexity.

The key question in this setting, and other RP models in general, is of course how much

the two crowding parameters are correlated in the choice data. Very high correlation could

lead to biased estimates for trip attribute coefficients. Intuition suggests that correlation

may be high in reality, because amid high crowding density, passengers have generally lower

chance to find a seat. Figure 5.8 plots the histogram of our observations, and reassures the

hyposthesis that high crowding density is rarely paired with low standing probability.
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Figure 5.8: The histogram of crowding density and standing probability observations, showing high
but acceptable correlation between the two attributes.

From this perspective, pure RP data is definitely inferior to SP experiments where survey

design techniques can ensure the orthogonality of crowding-related attribute levels. Alter-
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natively, sticking to the RP context, one may think of a route choice situation in which the

origin station is a terminus on one of the competing routes, and an intermediate station for

another. This would guarantee that the probability of finding a seat is higher in the first

case, even if denser crowding can be accumulated later on during the journey. In the present

network layout such route choice setting was not available, so this issue has to be left for a

future research agenda.

Another important issue frequently revisited in crowding-related discussions is the de-

pendency of crowding multipliers on travel distance. The fact that standees may get tired

as time passes points in the direction that the standing multiplier should also increase with

in-vehicle travel time. However, no evidence can be found in the literature to support this

hypothesis explicitly (Wardman and Whelan, 2011). Unfortunately our network setting does

not allow for unlocking this conundrum, as all trip alternatives in the experiment are in a

relatively narrow range around 30 minutes. This may improve the reliability of the estimates

in this particular range (which is a good representative of the duration of a usual urban

public transport trip), but prevents us from testing the sensitivity of crowding multipliers

with respect to time. The experiment repeated in a more complicated metro network would

allow the estimation of such interactions between trip attributes.

We tested interactions between the two crowding-related attributes themselves as well,

but found no convincing evidence against the linear specification presented above. This

may, however, be attributed to the unequal representation of observations in the crowding

density–standing probability space depicted in Figure 5.8, that may impede the identification

of sophisticated non-linearities in the crowding multiplier surface.

5.5 Conclusions

This chapter presents a comprehensive roadmap to derive the user cost of crowding in a

revealed preference route choice framework. The estimated standing multiplier is 1.265. An

additional passenger per square metre on average adds 0.119 to the crowding multiplier.

These results are in line with earlier revealed preference values, and suggest that stated

choice methods may overestimate the user cost of crowding. The input for the route choice

experiment is the passenger-to-train assignment method elaborated in Chapter 4.

In case of the revealed preference experiment we would like to highlight two main con-

tributions to the literature of crowding cost estimation. First, our method controls for the

variability of crowding levels during a metro journey, evaluating crowding on each link of
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a trip. Second, we control for the probability of standing, which is clearly an important

determinant of comfort that passengers cannot anticipate with certainty prior to the travel

decision. These two features cannot be incorporated in a traditional stated preference exper-

iment, nor in a revealed preference setting when researchers do not observe travel conditions

during the entire journey.

Crowding in a densely used urban rail network is costly for society, and comparable in

magnitude to the user cost of time loss in road congestion. Urban transport policy often

neglects the adverse effects of discomfort in public transport when arguing that modal shift

eliminates the social burden of congestion. Overall, we believe that an easily implementable

crowding cost estimation method may raise more attention to the appropriate management

of crowding externalities in public transport, including the need for crowding-dependent pric-

ing. This method allows public transport operators to develop better business and economic

cases for service changes, investments and pricing policies, all discussed in more details in

subsequent chapters of this thesis.
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Chapter 6

Optimal crowding under

multi-period supply

The literature review of Section 3.2.3 that under normal (first-best) conditions crowding can

be internalised by the operator through capacity adjustment, according to recent capacity

optimisation models. Does it imply that crowding is always just the result of erroneous

supply decisions, as public outcries in the media often suggest? In this chapter we develop

theoretical models that explain the emergence of crowding under rational second-best supply-

side behaviour. We discuss in details why crowding levels may react to demand: economies

of scale in vehicle size, infrastructure constraints in frequency and vehicle size setting, and

asymmetric demand between jointly served public transport markets.

The core parts of this chapter are published in the following journal article.

Hörcher, D., Graham, D. J. (2018) Demand imbalances and multi-period public trans-

port supply. Transportation Research Part B: Methodological, 108C, 106-126.

The remaining sections of this chapter were shared with a scientific audience as part of

the following conference papers.

Hörcher, D., Graham, D.J. (2016). Crowding and the marginal cost of travelling un-

der second-best capacity provision. Annual Conference of the International Transport

Economics Association (ITEA), Santiago, Chile

Hörcher, D., Graham, D.J. (2017). The Gini index of travel demand imbalances. An-

nual Conference of the International Transport Economics Association (ITEA), Barcelona,

Spain
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6.1 Introduction

Public transport is supplied by multi-product firms in the sense that services are normally

provided along predetermined lines with several stops in both directions. From an economic

point of view, each direction of each inter-station section in various time periods can be

considered as an individual market with or without demand interactions between them. Due

to operational constraints, these markets are often served with the same capacity. As demand

for public transport is hardly identical in separate markets, first-best capacity provision can

never be feasible in reality. From the operator’s point of view, this constraint translates into

the fact that public transport services are subject to demand imbalances, and a second-best

capacity has to be determined in a multi-period framework.

The presence of demand fluctuations is hardly questionable. However, their magnitude

may differ across a wide range. In this chapter, we focus on the simplest case of transport

supply under demand imbalances: the back-haul problem, with independent demand curves.

We show using a supply optimisation model that the magnitude of demand imbalances can

have a crucial impact on the average crowding experience of passengers. Moreover, beyond

the optimal capacity, the economic and financial performance of the service is also affected

by the differences in ridership in jointly served markets, controlling for the aggregate scale of

operations. In Section 6.4.2 we show that the bigger the deviation in market size, the lower

the amount of social surplus that a public operator can achieve, and the more subsidies it will

need to cover its losses. By contrast, imbalances in willingness to pay between joint markets

reduce the optimal subsidy and leave more aggregate benefits for society. The core message

of the chapter is that the level of demand asymmetry as an external factor has significant

impact on the economic and financial performance of public transport provision.

The magnitude of demand imbalances in the context of road provision is out of the

main focus of transport research. Small and Verhoef (2007, Section 5.1.1) derive that the

standard self-financing result of Mohring and Harwitz (1962) survives in the multi-period

setting as well, assuming (i) constant returns to scale in congestion technology, (ii) neutral

scale economies in capacity provision, (iii) perfectly divisible capacity, and (iv) time-varying

first-best static congestion pricing where the toll equals to the marginal external congestion

cost. The first assumption implies that the user cost function is homogeneous of degree

zero, so that Euler’s theorem can be applied to relate the impact of marginal demand and

capacity deviations on the user cost of travelling. The empirical literature confirms that the

three assumptions on cost functions are not far from reality in road transport, and therefore
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the transport economics community did not see much potential in further investigating the

optimisation of road supply in a multi-period context specifically1. In public transport,

however, user costs are far from constant returns to scale due to the well-known Mohring

effect (Mohring, 1972). This chapter fills in an important gap in the literature with the

analysis of multi-period supply optimisation in public transport.

The chapter presents two main lines of research. It contributes to the literature of public

transport economics with a number of additional theoretical insights. We discuss

T1 the cohabitation of Mohring-type waiting time benefits and negative crowding exter-

nalities in a public transport model,

T2 the application of the Cost Recovery Theorem in the presence of waiting time as well

as crowding externalities, and

T3 the interplay between frequency and vehicle size provision when demand is unevenly

distributed between jointly served markets.

The more policy oriented branch of the chapter investigates the effect of the magnitude of

demand imbalances on

P1 second-best choice of frequency and vehicle size,

P2 the resulting peak and off-peak occupancy rates,

P3 maximum social surplus that can be reached with second-best supply, considering con-

stant total willingness to pay for the service, and

P4 the amount of subsidy which is required to cover the financial deficit under efficient

pricing.

The upcoming sections are structured as follows. Section 6.2 sets the field for subsequent

analyses with a baseline supply optimisation model and a discussion of theoretical research

questions T1 and T2 in the list above. Section 6.3 discusses second-best capacity provi-

sion when when vehicle size or service frequency has an upper bound due to engineering

constraints. Then, Section 6.4, the backbone of the chapter, deals with the investigation of

second-best supply in the back-haul problem. In particular, Section 6.4.1 begins with a simple

inelastic demand setting which enables us to uncover the mechanics behind theoretical topic

T3 above, while Section 6.4.2 presents core insights on major research objectives P1–P4 in

connection with demand imbalances. The most relevant research outcomes are summarised

in Table 6.3, and Section 6.4.3 presents an extension to complex networks where the degree

1Exceptions including Bichsel (2001) and Lindsey (2009) focused on second-best scenarios with pricing
restrictions and uncertainty.
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of demand asymmetry can be measured by the Gini index. Finally, Section 6.5 outlines an

agenda for future research and Section 9 concludes.

6.2 Fundamentals of public transport supply

In transport economics theory, the main topics of interest in supply optimisation include

(i) decision rules for optimal capacity setting, (ii) the determinants of short-run marginal

social costs of service usage that form the basis for efficient pricing, and (iii) the degree of

self-financing under socially optimal pricing. This section follows the same steps of analysis

for the specific case of public transport.

6.2.1 Earlier literature on public transport capacity

Jara-Dı́az and Gschwender (2003a) provide a comprehensive review of the evolution of early

capacity models. Most of these contributions kept the methodological framework of assuming

inelastic demand, constructing a social cost function, and minimising it with respect to the

optimal frequency and other supply-side variables.

Waiting time: The most common elements of public transport models since Mohring

(1972) consider waiting time as a user cost and frequency as a decision variable. These imply

scale economies in user costs, as high demand leads to high frequency, low headways, and

lower expected waiting time for all users. We further investigate this mechanism in Section

6.2.3.

Cycle time: Several authors model that cycle time (i.e. the running time of vehicles)

may be a function of the number of boarding and alighting passengers at intermediate stops

through dwell times. This makes the case for a negative consumption externality, because

boarding imposes additional travel time cost on passengers already on board. This feature is

an important component of capacity models focusing primarily on bus operations2, e.g. Jans-

son (1980), Jara-Dı́az and Gschwender (2003a), Jara-Dı́az and Gschwender (2009), Tirachini

et al. (2010) and Tirachini (2014).

Crowding: Modelling vehicle capacity is another area in which the evolution of the

literature can be identified. Most of the early studies expressed vehicle capacity in terms

of the maximum number of passengers explicitly (Jansson, 1980, 1984). This approach is

2Note, however, that travel times of rail services are generally much less sensitive to the number of boarding
and alighting passengers than buses with a front door boarding policy. Assuming endogenous train length,
dwell times are definitely not linear in the number of boardings, because the optimal number of doors may
increase with demand.
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convenient from a methodological point of view due to the ease of analytical constrained

optimisation, but neglects the user cost of crowding up until the exogenous capacity limit

is reached. Empirical evidence shows that passengers may be annoyed even by fellow users

sitting on neighbouring seats (Wardman and Murphy, 2015), so user costs may increase under

full seat occupancy as well. Oldfield and Bly (1988) assumed that the main impact of high

vehicle occupancy on users is that it increases the probability that passengers cannot board

the first vehicle, thus lengthening the expected waiting time. Based on demand modelling

results, reviewed by Wardman and Whelan (2011) and Li and Hensher (2011), the impact of

crowding on the value of in-vehicle travel time can be quantified. Jara-Dı́az and Gschwender

(2003a) extended Jansson (1980) with a crowding dependent linear value of time multiplier.

They found that the optimal occupancy rate is independent of demand with neutral scale

economies in operational and user costs.

Daily supply optimisation with common fleet size has been on the research agenda

since Newell (1971), Oldfield and Bly (1988), and Chang and Schonfeld (1991), with no

specific focus on characterising the pattern of demand. Rietveld (2002) argued that many

rail operators are unable to reduce capacity between the morning and afternoon peak, and

therefore their sole objective is to meet the highest peak demand. In his setting the marginal

social cost of an off-peak trip is basically zero, while in the rush hours the marginal burden

is very high, because the incremental capacity often remains in operation throughout the

entire day. Guo et al. (2017) show that even if within-day frequency adjustment is possible,

changing schedules can be costly from an operational point of view.

The peak load problem was considered in spatial and directional terms as well. Rietveld

and Roson (2002) and Rietveld and van Woudenberg (2007) investigated second-best policies

in pricing and capacity provision. Rietveld and Roson (2002) found that even under monop-

olistic behaviour with profit maximising objective, price differentiation between directions

can be beneficial from a social welfare perspective. Rietveld and van Woudenberg (2007)

compared the welfare loss that uniformed supply-side variables cause in fluctuating demand

and revealed that differentiated service frequency would provide significantly more benefits

for society than dynamic pricing or adjustable vehicle size. Jansson et al. (2015) builds his

model upon the critical section of the main haul (peak direction) in the back-haul problem.

He argues that occupancy charges should only apply for those who are on board in the criti-

cal section and thus have an impact on fleet size, and boarding and alighting charges should

be paid by main haul users only, assuming that schedules have to be identical in the back

haul. It is notable that all the above mentioned studies approached the peak load problem
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with explicit capacity constraints and neglect the external cost of crowding disutilities, thus

leaving a gap in the literature.

Our baseline model in Section 6.2.2 builds on Pels and Verhoef (2007) who selected waiting

time and crowding discomfort as the main user cost components. They identified the second-

best nature of public transport capacity and derived in their paper’s appendix the optimal

frequency and vehicle size rules for multiple markets. However, they did not investigate the

impact of demand fluctuations on supply variables. We intend to fill in the highly relevant

gap.

6.2.2 Baseline model

This chapter considers a publicly owned transport operator with a welfare maximising ob-

jective. The operator has full control over two capacity variables: frequency and vehicle

size, where the former is measured as the number of services per hour and the latter is the

available floor area inside the vehicle. For the sake of simplicity, sitting and standing are not

differentiated3, comfort related user costs only depend on the average density of passengers

per unit of floor area. All other aspect of capacity provision, including long-term decisions

on the infrastructure and other engineering variables, are neglected throughout this study.

We define social welfare as the sum of user benefits (B) net of user costs (Cu = Q · cu)

and operational costs (Co):

SW(F, S,Q) = B − Cu − Co, (6.1)

where F and S are the frequency and vehicle size set by the operator, and Q is hourly

demand. Our next step is to develop a social cost function that captures the main character-

istics of public transport operations: we attach importance to density economies in vehicle

size4 and the fact that capacity shortages cause crowding and inconvenience for passengers.

Therefore we merge the operational cost specification of Rietveld et al. (2002) with the crowd-

ing multiplier approach of Jara-Dı́az and Gschwender (2003a), and define the following cost

3For an in-depth analysis of the impact of demand fluctuations on optimal seat provision, the reader is
kindly referred to Section 3.2 of Hörcher et al. (2018).

4Scale economies may be present in frequency as well, given the fixed cost of infrastructure provision. As
fixed costs do not depend on the decision variables of this model, we can safely normalise them to zero without
loss of generality.
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functions:

Co = (v + wSδ) · Ft,

Cu = α
1

2F
·Q︸ ︷︷ ︸

waiting time

+ βt
(

1 + ϕ
Q

FS

)
·Q︸ ︷︷ ︸

in-veh. time & crowding

. (6.2)

The expected waiting time cost is half of the headway (0.5F−1) multiplied by the value of

waiting time (α), assuming that passengers arrive randomly at the station5. Furthermore,

t is the exogenous travel time, β is the value of uncrowded in-vehicle travel time, and the

last element of the user cost expression is a crowding-dependent linear travel time multiplier

function that reflects the inconvenience of crowding. Here we express the occupancy rate

of vehicles with the ratio of demand and capacity, Q/(FS). The user cost of a unit of in-

vehicle travel time is linear in the occupancy rate with slope ϕ. We assume that travel time

(t) is independent of the operator’s capacity decisions. Thus, the model is applicable to

any transport modes where door capacity is increased proportionally with vehicle size, so

boarding and alighting times do not need to be modelled explicitly. Alternatively, one may

assume that ϕ in the multiplier function takes account of both crowding disutilities and the

impact of excess demand on dwell times.

Operational costs are modelled as the product of total vehicle-hours supplied (Ft) and

the unit cost of a vehicle-hour, wSδ, where δ is the vehicle size elasticity of operational costs.

This variable captures the purely technological feature that the average operational costs of

a unit of in-vehicle capacity decreases with the size of vehicles. Finally, we add a purely

frequency dependent component to the objective function to reflect driver costs, the price of

train paths supplied by the infrastructure manager, or the operational cost of a locomotive

when applicable, and other expenses.

On the benefit side we introduce d(Q) as the inverse demand function, i.e. the measure of

marginal willingness to pay for the public transport service. In equilibrium, inverse demand

equals to the generalised price of travelling, which includes the average user cost (cu) and the

fare (p), so that

d(Q) = cu(Q,F, S) + p. (6.3)

It is a fundamental feature of most public transport services that the same capacity has

5In the rest of the chapter we introduce a = α/2 and express the expected waiting time cost as aF−1.
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to serve multiple markets subject to varying demand conditions. In order to accommodate

demand fluctuations within our model, we assume m independent markets where fares, rep-

resented by vector p = (p1, ..., pm), can be differentiated between the markets. We define

the following L Lagrangian function of the constrained welfare maximisation problem, with

λ = (λ1, ..., λm) denoting the vector of Lagrange multipliers of the equilibrium constraint in

each market.

max
Q(p),F,S,λ

L =

m∑
i=1

[ Qi∫
0

di(q) dq −Qi
[
aF−1 + βti

(
1 + ϕQi (FS)−1

)]]

−
( m∑
i=1

ti
)
F (v + wSδ)

−
m∑
i=1

λi
[
di(Qi)− aF−1 − βti

(
1 + ϕQi (FS)−1

)
− pi

]
(6.4)

First order conditions with respect to frequency and vehicle size yield the following ca-

pacity rules:

aF−2
(∑

i

Qi
)

︸ ︷︷ ︸
waiting

+β ϕS−1F−2
(∑

i

tiQ
2
i

)
︸ ︷︷ ︸

crowding

=
(∑

i

ti
)
(v + wSδ)︸ ︷︷ ︸

operations

, (6.5)

and

β ϕF−1S−2
(∑

i

tiQ
2
i

)
︸ ︷︷ ︸

crowding

=
(∑

i

ti
)
wδSδ−1F︸ ︷︷ ︸

operations

. (6.6)

The optimal frequency equates the marginal benefits of having shorter headways and less

crowding due to capacity expansion with the marginal increase in operational cost. The same

applies for the optimal vehicle size, where the benefit side is limited to crowding effects only

(i.e. there is no waiting time effect).

From the first order conditions of equation (6.4) with respect to Qi, pi and λi, we can

derive the optimal fare (pi) for market i as well. As the first-best set of optimal fares ensures

efficiency on each market, the Lagrange multiplier of the equilibrium constraint drops to zero.

The market dependent fare becomes

pi = Qi · c′u(Qi) = βti ϕ
Qi
FS

, (6.7)
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which is, unsurprisingly, the marginal external crowding cost imposed on Qi fellow passen-

gers. This result is in line with Pels and Verhoef (2007) with an explicit specification of

marginal external crowding costs. The intuition behind this result is simple when there is

no capacity adjustment at all: as the marginal passenger boards the vehicle, the density of

crowding increases by 1/(FS), which causes disutility for all other travellers. By contrast,

when capacity is adjustable, the operator may try to internalise the crowding externality with

increased capacity6. However, equations (6.5) and (6.6) ensure that frequency and vehicle

size expansion has no welfare effect on the margin when capacity is optimal, so the magnitude

of the aggregate social cost of the marginal trip is still equivalent to the theoretical direct

crowding externality. In Section 6.2.3 and 6.4.1 we investigate how this marginal social cost is

split between the Mohring effect, other indirect capacity externalities and operational costs.

Table 6.1: Notation and simulation values of frequently used variables.

Symbol Description Dimension Value

Q Demand pass/h

F Service frequency 1/h

S Vehicle size m2

t In-vehicle travel time h 0.25 (15min)

a Half of the value of waiting time $/h 15

β Value of uncrowded in-vehicle time $/h 20

φ Occupancy rate, φ = Q/(FS) pass/m2

ϕ Crowding multiplier parameter (pass/m2)−1 0.15

v Fixed operational cost per train hour $/h 500

w Variable operational cost per hour per m2 $/(m2 · h) 10

δ Elasticity of operational costs w.r.t. vehicle size – 0.8

ω Share of peak market in total riderhips –

θ Share of peak market in aggregate consumer benefit –

A0 Maximum willingness to pay at θ = 0.5 $ 30

M0 Market size at θ = 0.5 pass/h 5000

Numerical example: First-best capacity

Let us illustrate in a numerical example how capacity variables react to changes in demand.

With only one market considered (m = 1), for equilibrium demand level Q the solution of

6Internalisation in the operator’s context means that some of the externality borne by consumers can be
transformed into visible operational costs. This is an alternative policy of internalising the externality through
pricing, in which case it is added to the costs borne by the marginal user herself.
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(6.4) simplifies to the following cost minimisation problem.

min
F,S

TC(F, S,Q) = Cu + Co = aF−1Q+ βt
[
1 + ϕQ(FS)−1

]
Q+ (v + wSδ)Ft. (6.8)

Figure 6.1 depicts first-best capacity values, with the parameter values7 provided in Table

6.1. Both the optimal frequency and vehicle size are less than proportional to ridership.

The demand elasticities of frequency and vehicle size are in the range of εF ∈ (0.48, 0.41)

and εS ∈ (0.57, 0.65), respectively, as demand grows from zero to ten thousand passengers

per hour. In other words, contrasting Mohring’s square root principle, vehicle size increases

faster than the square root of demand, to exploit vehicle size economies.

As opposed to Jara-Dı́az and Gschwender (2003a), the elasticities of the optimal F and S

with respect to demand add up to more than one. This implies that the optimal occupancy

rate does depend on demand. As the presence of increasing returns to vehicle size suggests,

high demand allows the operator to reduce the average cost of capacity provision and ease

crowding under first-best conditions. This is a robust result that applies for any reasonable

parameter values as long as δ < 1.

The only reason why the optimal frequency deviates for the original Mohring result is

the presence of vehicle size economies. By setting δ = 1 and taking first order conditions

of equation (6.8) with respect to F and S, we get the following expressions for the optimal

capacity:

F =

√
a

tv
Q and S =

√
v

w

ϕβt

a
Q. (6.9)

Now both capacity variables are proportional to the square root of demand. We can easily

interpret the resulting optima. Frequency increases with the value of waiting time and de-

creases with the frequency related operational cost component (v). Longer travel time also

reduces the optimal frequency, because the share of waiting time cost falls relative to the cost

of in-vehicle travel time and crowding.

7The crowding cost parameter (ϕ) is set to 0.15 as a rough approximation of the crowding cost function
estimated by Hörcher et al. (2017). Travel time is now t = 0.25, i.e. 15 minutes, in order to represent a
standard urban public transport scenario. Of course, these values may differ significantly between public
transport operators, so the primal goal of this simulation is to illustrate the mechanics of the model. Section
6.4.2 investigates model sensitivity with respect to input parameters.

149



0 2000 4000 6000 8000 10000

5
10

15
20

25
30

35

(a) Optimal frequency

Demand (pass/h)

F
 (

1/
h)

0 2000 4000 6000 8000 10000

10
0

20
0

30
0

40
0

(b) Optimal vehicle size

Demand (pass/h)

S
 (

m
2 )

0 2000 4000 6000 8000 10000

0.
90

0.
95

1.
00

1.
05

1.
10

(c) Optimal occupancy rate

Demand (pass/h)

φ  
(p

as
s 

m
2 )

2000 4000 6000 8000 10000

0.
0

0.
5

1.
0

1.
5

2.
0

(d) Average user cost

Demand (pass/h)

M
on

et
ar

y 
un

its
Waiting time cost

Crowding cost

δ=1

δ=0.8

δ=0.8

δ=1

Figure 6.1: First-best frequency, vehicle size and occupancy rate under economies of vehicle size in
operational costs.

By contrast, the optimal vehicle size is inversely proportional to these values. In addition,

train length increases with in-vehicle comfort related parameters and decreases with w of the

operational cost function. With no vehicle size economies (δ = 1), the optimal occupancy

rate thus becomes

φ =
Q

FS
=

√
w

ϕβ
, (6.10)

which is independent of demand. If vehicle size provision is expensive, then the socially

8It may be surprising that the optimal crowding level does not depend on travel time, i.e. long-distance
services should offer the same level of comfort as short-haul vehicles. Note, however, that we assumed in
(6.2) that the crowding multiplier is also independent of travel time. In other words, we neglected the fact
that (standing) crowding may become more exhausting as people get tired on a long trip. Interestingly, the
empirical literature of travel demand modelling has not come up yet with a convincing evidence about the
exact functional relationship between ϕ and t (Wardman and Whelan, 2011).
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optimal crowding is also higher, while high user cost parameters for in-vehicle comfort imply

lower occupancy rate in first-best optimum8. The distortion caused by the presence of vehicle

size economies can be clearly observed in Figure 6.1. For the sake of comparison, the optimal

occupancy rate at δ = 1 is φ = 1.83 passengers per square metre with all other parameters

kept constant, which is significantly higher than the simulated results, even at the lowest

level of demand.

The last panel of Figure 6.1 compares the average cost of waiting time (a/F ) to the user

cost of crowding, βtϕQ (FS)−1. It shows that the user cost of waiting time becomes smaller

in magnitude than the discomfort caused by crowding as soon as demand reaches around 5000

passengers per hour and the optimal headway drops below around 10 minutes. This simple

simulation highlights the importance of crowding disutilities in supply-side optimisation of

mass public transport, which has been neglected in many early models focusing on waiting

time only.

6.2.3 The user benefits of capacity adjustment

Let us take a closer look at the distinction between waiting time and crowding costs. The

original public transport model of Mohring (1972) assumes that the operator intends to

minimise the sum of the total user cost of waiting time and frequency-dependent linear

operational costs. The first-order condition with respect to frequency set equal to zero leads

to the optimal frequency rule often called as the square root principle in which frequency

is proportional to the square root of demand. Assuming that the operator is able to adjust

capacity to its first-best optimum in the short run9, a marginal trip has a positive impact on

frequency. This implies a marginal increase in operational costs, and a marginal reduction in

waiting time for fellow passengers10. In fact, in the simple specification outlined above, the

benefits enjoyed by fellow users counterbalance the operational costs of capacity adjustment,

and the social cost of an incremental trip, net of personal costs, becomes zero (Small and

9Is public transport capacity really adjustable in the short run? Throughout this chapter we assume it
is, just as Mohring assumed in his famous model. This is certainly a valid assumption in the planning period
of a new service. There are additional reasons as well why the capacity of an existing service is more flexible
than road capacity, for instance. First, ceasing operations is always a feasible option that leads to an instant
reduction in operational costs, as opposed to the sunk cost of road investment. Second, for many types of
public transport vehicles, there are well functioning primary and secondary markets where capacity can be
purchased or sold relatively quickly.

10Terminology: In this chapter we call the impact of capacity adjustment on fellow passengers as an ‘indirect
externality ’. The sum of marginal personal and external user costs is referred to as the incremental ‘net user
cost’. These terms can be used for waiting time and crowding costs identically. Finally, when the user cost
function includes both waiting time and crowding costs, we call the sum of all direct and indirect externalities
as ‘net external user cost’.
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Verhoef, 2007, Section 3.2.4). In other words, the optimal fare under marginal cost pricing

is also zero. Why is this the case, and why don’t we get the same results in the presence of

crowding externalities?

Let us define the following generalised user and operational cost functions for an unspec-

ified capacity variable K, where −γ1 and γ2 are user and operational cost elasticities with

respect to K.

Cu = α1Q
κK−γ1 ·Q;

Co = α2K
γ2 .

(6.11)

In this specification the optimal capacity, derived from first order condition ∂(Cu+Co)/∂K =

0, becomes

K∗ =
(γ1

γ2

α1

α2
Qκ+1

) 1
γ1+γ2 . (6.12)

After plugging the optimal K∗ back into (6.11), we get

Cu = α1Q
κ+1
(γ1

γ2

α1

α2
Qκ+1

) −γ1
γ1+γ2 ;

Co = α2

(γ1

γ2

α1

α2
Qκ+1

) γ2
γ1+γ2 .

(6.13)

In Mohring’s original frequency optimisation model both Cu and Co are linear in capacity,

so that γ1 = γ2 = 1, and κ = 0 because the cost of waiting time is independent of the number

of users. In this case, the optimal capacity in equation (6.12) is indeed proportional to the

square root of demand. Note that in any specification featuring γ1 = γ2, we find that Cu = Co,

i.e. total user cost equals total operational cost at all demand levels. This implies that the

marginal trip with endogenous capacity has the same contribution to user and operational

costs, so that

dCo
dQ

=
dCw
dQ

. (6.14)

Figure 6.2 relates the user benefits and operational costs of capacity adjustment to the

personal waiting time cost born by the marginal user. One can validate visually in Figure

6.2 that condition (6.14), together with the optimal frequency setting rule ∂Co
∂F = −∂Cw

∂F , lead

to simple conclusions. The external waiting time benefit, the operational cost of frequency

provision, and the net impact on total (social) waiting time cost have to be equal in magnitude
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on the margin. Moreover, these quantities are all equal to half of the personal waiting time

cost in absolute value. The latter identity will have an important role later on in this chapter.

Eventually, the marginal personal cost equals to the net marginal cost for society as a whole,

and therefore the socially optimal fare is zero.
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Figure 6.2: The geometric relationship between the marginal operational and marginal waiting time
components in Mohring’s model. From ∂Co

∂F = −∂Cw
∂F and dCo

dQ = dCw
dQ , it directly comes that the net

waiting time effect of the marginal trip is half of the average waiting time cost.
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Figure 6.3: The geometric relationship between the marginal operational and marginal crowding
cost components, with endogenous vehicle size and exogenous frequency. From ∂Co

∂S = −∂Cc
∂S and

dCo
dQ = dCc

dQ , it directly comes that capacity adjustment fully internalises the crowding externality.

The generalised setting of (6.11)–(6.13) can be used to model crowding costs and vehicle

size optimisation as well, this time with exogenous frequency. Assuming linear crowding cost

and operational cost functions we set κ = 1, while the capacity elasticities are again equal:

γ1 = γ2 = 1. The user cost function now represents crowding disutility, therefore we denote

it with Cc, but this specification is identical to the textbook case of static road congestion
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where the user cost function is homogeneous of degre zero. Figure 6.3 depicts all social costs

induced by the marginal trip.

Without capacity adjustment, the marginal cost generated by an incremental trip can

be split into the traveller’s own personal crowding cost, Cc/Q = c(Q), and the externality

imposed on fellow passengers, Q · c′(Q). Then, the operator is again able to internalise some

of the newly generated user cost with capacity expansion, at the expense of operational costs.

The optimal rate of vehicle size adjustment prescribes that its marginal benefit equals to its

marginal cost, so that ∂Co
∂S = −∂Cc

∂S . As γ1 = γ2, equation (6.14) holds again. From Figure

6.3 it is clear that these two conditions cannot be met unless the crowding externality is fully

internalised by the operator, so that the user benefit of capacity adjustment must neutralise

the direct crowding externality entirely. The difference between the marginal social and

personal costs (i.e. the optimal fare) remains equivalent in magnitude to the direct crowding

externality, but this cost will actually appear in the form of an incremental operational

expense.

Note that in case the crowding cost function is not homogeneous of degree zero, the average

user cost may be greater or lower than the direct crowding externality: c(Q) 6= Q · c′(Q).

Greater personal cost, for example, would imply that not just the crowding externality can be

internalised, but crowding will actually ease as a result of capacity adjustment on the margin.

As a consequence, the optimal fare (social cost minus personal cost) becomes lower than the

marginal operational cost, and the marginal trip will have to be subsidised. In summary,

with crowding costs and endogenous vehicle size, the marginal personal cost of travelling is

just a fraction of its marginal social cost, and therefore the rest has to be internalised with

pricing. In Section 6.4.1 we discuss the case of simultaneous adjustment of frequency and

vehicle size, with waiting time as well as crowding on the user cost side.

6.2.4 Cost Recovery Theorem for public transport

The optimal degree of subsidisation, in other words cost recovery, is one the key policy

questions in public transport. We briefly discuss the adaptation of Cost Recovery Theorem

(CRT) to crowding and waiting time costs. In the road literature Mohring and Harwitz

(1962) showed that optimal static congestion charging leads to cost recovery ratio

η = ε+ h · Qcu(Q,K)

Co(K)
, (6.15)
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if (i) the user cost function cu(Q,K) is homogeneous of degree h, (ii) the elasticity of the

cost of capacity provision is ε, and (iii) capacity is indivisible. In the specific case when the

congestion delay only depends on the ratio Q/K (so that h = 0), and investment costs feature

constant returns to road capacity (ε = 1), optimal pricing leads to full cost recovery. Small

and Verhoef (2007, Section 5.1.1) show that the cost recovery result holds for multi-period

settings as well, as long as h = 0.

Let us now consider frequency optimisation in public transport with waiting time and

crowding disutilities. With a linear additive specification the average user cost function

becomes cu(Q,F ) = k1 · F−1 + k2 · QF−1. Imagine first that crowding costs are negligible

compared to waiting time costs (k1 >> k2). What we get is the standard Mohring result. The

user cost function is homogeneous of degree −1, as cu(λQ, λF ) = λ−1 cu(Q,F ). Assuming

that operational costs feature constant returns to scale (ε = 1), equation (6.15) correctly

suggests that all operational costs have to be covered with public subsidies. By contrast, if

k2 >> k1, so that the inconvenience of waiting is negligible compared to crowding, we get

back to the original model of transport supply with constant returns to scale in user costs

and full cost recovery. It is clear, however, that the baseline CRT assumptions may not hold

in public transport. If both user cost components are non-negligible, as it is normally the

case in reality, cu(Q,F ) is no longer homogeneous, and therefore equation (6.15) of the CRT

cannot be applied any more to determine the cost recovery ratio.

6.3 Infrastructure constraints

The key precondition of Mohring-type capacity models is perfect capacity adjustment. That

is, we have to assume that the operator is able to react to growing demand by increasing both

frequency and vehicle size. Although in an off-peak situation, for example, this assumption

is not threatened, in many cases at least one of these variables is already set at the highest

value that the infrasturcture allows. Frequency may be constrained by the signalling system

and other safety regulations, while the maximum train size is usally limited by the shortest

platform length and the clearance at bridges or tunnels. On densely used, aging metro

systems it is not unusual that both the frequency and the vehicle size reach their respective

maxima during rush hours11. It is reasonable to assume that in these cases capacity is not

11The classic example is the deep-level Tube network of London where the tunnel diameter defined more
than a century ago is likely to be sub-optimal nowadays.
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adjustable any more in the short run, and therefore the indirect positive externalities, that

the marginal trip could induce through capacity expansion, disappear.

The purpose of this section is to show how capacity constraints affect the interplay between

marginal operational and user-borne costs. We pay particular attention to intermediate stages

where only one of the two capacity constraints become active, so that the operator is still able

to internalise crowding costs through the other. These are certainly not unrealistic scenarios,

especially if the infrastructure constraints are exogenous to the current operations.

Based on these considerations one can distinguish four states of operations: perfect capac-

ity adjustment, fixed vehicle size with flexible frequency, constrained frequency with variable

vehicle size, and totally fixed capacity. We derive the marginal cost of travelling for each of

these cases.

Unconstrained capacity

In case both capacity variables are adjustable to varying demand condtions, the marginal cost

of a trip is simply the partial derivative of equation (6.2) with respect to demand. Marginal

social costs can be split into three components:

∂TC(F, S,Q)

∂Q
= aF−1 + βt+ ϕQ(FS)−1βt︸ ︷︷ ︸

marginal user cost

+

+ aQ
∂F−1

∂Q︸ ︷︷ ︸
i.w.t.ext.

+ϕ
Q

FS
βt︸ ︷︷ ︸

d.cr.ext.

+ϕ
∂(FS)−1

∂Q
βtQ2︸ ︷︷ ︸

i.cr.ext.

+

+ v
∂F

∂Q
t+

∂F

∂Q
twSδ + FtwδSδ−1 ∂S

∂Q︸ ︷︷ ︸
marginal operational cost

.

(6.16)

Fist, the marginal user will of course have to bear the cost of waiting time, travel time

and in-vehicle crowding. Second, she imposes externalities on fellow passengers: a direct

crowding externality which is proportional to the in-vehicle area that she occupies, and

indirect waiting time (i.w.t.ext.) and crowding (i.cr.ext.) effects resulting from the fact that

the operator adjusts the frequency and in-vehicle area according to the marginal increase in

demand12. We expect that both indirect externality compononets have a negative sign, i.e.

capacity adjustment has a positive effect on both the headway and the average in-vehicle

area per passenger. Finally, the marginal passenger induces incremental operational costs

12For the sake of simplicity we did not indicate that capacity is optimised in this cost function, so that
F = F (Q,S) and S = S(Q,F ).
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too. Capacity adjustment affects in this case both operational cost elements in equation

(6.2).

Note, that the direct crowding externality equals to the average crowding cost in this

model, which would not obviously hold if standing and seated travelling and the respective

user costs were differentiated. In that case the ratio of personal and external crowding costs

would depend on the probability that the marginal user finds a seat.

Fixed vehicle size, unconstrained frequency

Let us now investigate the case when vehicle size cannot be increased any more, but the

operator is still able to adjust the frequency, and thus partly or fully internalise the marginal

crowding impact of a trip. Given that vehicle size is limited in Sm, the marginal social cost

becomes

∂TC(F,Q|Sm)

∂Q
= aF−1 + βt+ ϕQ(FSm)−1βt︸ ︷︷ ︸

marginal user cost

+

+ aQ
∂F−1(Q|Sm)

∂Q︸ ︷︷ ︸
i.w.t.ext.

+ϕ
Q

FSm
βt︸ ︷︷ ︸

d.cr.ext.

+ϕ
∂F−1(Q|Sm)

∂Q

Q

Sm
βtQ︸ ︷︷ ︸

i.cr.ext.

+

+ v
∂F (Q|Sm)

∂Q
t+

∂F

∂Q
twSδm + 0︸ ︷︷ ︸

marginal operational cost

.

(6.17)

Due to the fact that vehicle size is now exogenous, we can identify two differences compared

to the unconstrained case and equation (6.16): the third component of the marginal opera-

tional cost disappeared, and the indirect crowding externality is now limited to the in-vehicle

capacity expansion resulting from the increase in the optimal frequency. However, we expect

that the indirect capacity externalities still have a positive sign. Moreover, as subsequent

simulation results will show, it is likely that the operator will increase frequency in a faster

rate to compensate for its inability of adjust vehicle size: ∂F (Q|Sm)/∂Q > ∂F (Q,S)/∂Q.

Fixed frequency, unconstrained vehicle size

It may also be the case that the optimal frequency reaches its infrastructure constraint earlier

than the optimal vehicle size, so that the operator’s only option to internalise crowding is to
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adjust the capacity of trains. We denote the value at which frequency is fixed with Fm.

∂TC(S,Q|Fm)

∂Q
= aF−1

m + βt+ ϕQ(FmS)−1βt︸ ︷︷ ︸
marginal user cost

+

+ 0︸︷︷︸
i.w.t.ext.

+ϕ
Q

FmS
βt︸ ︷︷ ︸

d.cr.ext.

+ϕ
∂S−1(Q|Fm)

∂Q

Q

Fm
βtQ︸ ︷︷ ︸

i.cr.ext.

+

+ 0 + 0 + FmtwδS
δ−1∂S(Q|Fm)

∂Q︸ ︷︷ ︸
marginal operational cost

.

(6.18)

The most obvious consequence of constrained frequency is the absence of indirect waiting

time externalities. On the other hand, the incremental burden of crowding is still partly or

fully compensated by vehicle size adjustment. In the marginal operational cost expression all

components that depend on the elasticity of frequency disappeared, but vehicle size adjust-

ment still implies some cost for the operator. We expect though that the optimal vehicle size

now increases with a higher rate, ∂S(Q|Fm)/∂Q > ∂S(Q,F )/∂Q, so that we cannot declare

with certainty that either the marginal external or operational costs are lower than in the

fully unconstrained case.

Fixed frequency, fixed vehicle size

In the most extreme case both capacity variables are exogenous due to limitations in the

available technology or infrastructure. Thus, the marginal social cost function simplifies to

∂TC(Q|Fm, Sm)

∂Q
= aF−1

m + βt+ ϕQ(FmSm)−1βt︸ ︷︷ ︸
marginal user cost

+

+ 0︸︷︷︸
i.w.t.ext.

+ϕQ(FmSm)−1βt︸ ︷︷ ︸
d.cr.ext.

+ 0︸︷︷︸
i.cr.ext.

+ 0︸︷︷︸
marginal operational cost

.

(6.19)

As it was expected, all marginal external and operational costs related to capacity expansion

disappears, and the only externality component that prevails is the direct crowding externality

that the marginal consumer imposes on fellow passengers. A straightforward policy conclusion

of this state is that the optimal fare for the public transport service equals to the pure

marginal external crowding cost. Is this optimal fare higher or lower than in the earlier

cases? It depends on the relative magnitude of indirect external and operational costs of
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capacity expansion. �

We investigate the transition between the operational states introduced above with two

hypothesised scenarios. The difference between the two scenarios is whether the frequency or

the vehicle size limit is reached first as demand grows. Frequency and vehicle size constraints

are 8 trains/hour and 800 m2/train in scenario S1, and 16 trains/hour and 400 m2/train

in scenario S2. Thus, the overall capacity is maximised in 6400 square metres of in-vehicle

area per hour in both scenarios, allowing us to compare the two transition regimes.

Figure 6.4 depicts the results of the numerical optimisation of equation (6.2) with con-

strained capacity variables according to scenarios S1 (left column) and S2 (right column).

The unconstrained optima are shown by the dashed lines in all graphs. As expected, both

the second-best optimal frequency and vehicle size are higher in the intermediate stage in

order to compensate for the constraint in the other variable, and internalise crowding and

waiting time in a faster rate compared to the first-best case. Note that this compensation is

much more effective in S1 where the vehicle size can be adjusted. The resulting second-best

occupancy rate is even lower than the first-best optimum. This is not the case in S2, where

even though the second-best frequency is higher than its uncontrained value, the resulting

occupancy rate increases as soon as the vehicle size constraint becomes active. We explain

this result with the presence of density economies in vehicle size provision, which has an even

stronger effect when increasing train length is the only way to reduce crowding costs.

Another consequence to be attributed to density economies is that in scenario S1 the full

capacity constraint is reached earlier than in the second regime, i.e. the transition period

is shorter, although in both cases the ultimate hourly capacity is the same. The fact that

the second-best occupancy rate is downward sloping in S1 and upward sloping in S2 will

have an important consequence on the sign of marginal indirect crowding costs. In order

to further investigate this and the evolution of other externality components, we derived the

marginal frequency and vehicle size curves from the numerical results and visualised equations

(6.16)-(6.19) in Figure 6.5.

Let us focus on crowding-related externalities in the first row of the figure. The direct

and indirect crowding externalities are very similar in magnitude in the unconstrained state,

which means that the operator is able to internalise the impact that an additional passenger

would have of fellow travellers. In fact, due to the presence of scale economies, the indirect

effect is slightly stronger, as capacity adjustment leads to a minor reduction in crowding.
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Figure 6.4: Optimal capacity under infrasturctural constraints. Frequency and vehicle size
constraints are 8 trains/hour and 800 m2/train in scenario S1, and 16 trains/hour and 400

m2/train in scenario S2. First-best optima are depicted with dashed lines
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Figure 6.5: Marginal social costs and its components under infrastructural constraints. Frequency
and vehicle size constraints are 8 trains/hour and 800 m2/train in scenario S1, and 16 trains/hour

and 400 m2/train in scenario S2
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This beneficial net impact further increases when the frequency constraint becomes active.

However, in scenario S2 the indirect externality drops and the net crowding effect becomes

negative (positive when expressed as a cost) as soon as only frequency can be adjusted. As

one may expect, when both capacity constraints are active, there is no indirect crowding

relief any more and the direct crowding externality becomes dominant.

In the second row of Figure 6.5 we aggregeted the two marginal crowding cost components

(dashed line) and compared it with the magnitude of waiting time externalities (see the

thin, solid line). It is clear that in the unconstrained stage the waiting time effect is more

important than the net crowding externality, and both have a positive impact on fellow

passengers. This justifies the assumption of Mohring and other early contributors of the

capacity management literature that the focus of basic first best models should be on waiting

time costs instead of crowding. Above the frequency limit in S1, however, the indirect waiting

time externality drops to zero. In the intermediate phase of scenario S2, crowding and waiting

time externalities have different signs, so the sign of the net marginal external user cost

becomes ambiguous. With the current simulation parameters the aggregate marginal user

externality (thick line) remains positive (negative, when expressed as a cost). Obviously, as

soon as there is neither frequency nor vehicle size adjustment, the only the direct crowding

externality prevails with strong negative impact on other users.

The sign of marginal external costs has a crucial impact on the optimal pricing of public

transport services. As long as it is negative, so that the user cost for the average fellow

passenger decreases on the margin, subsidisation of the service, i.e. a fare below marginal

operation cost, is justified. It is clear from the simulation model that in the unconstrained

stages the service should be subsidised, while in the fully constrained stage the fare should be

above the zero profit level. The optimal subsidy in the intermediate stage, however, depends

significantly on which capacity variable’s constraint is reached first. When only vehicle size

can be adjusted, the subsidy is proportional to the magnitude of vehicle size economies. By

contrast, if F is the only decision variable, the need for subsidy depends on the relative value

of waiting time and crowding cost parameters: crowding works against the subsidy, while

waiting time externalities supports it.

Now we turn to another frequently raised policy question: should public transport be

completely free, as Small and Verhoef (2007) derived from Mohring (1972, 1976)? The third

row of Figure 6.5 compares the net marginal user externality (dashed line) with marginal

operational costs. With the current simulation parameters marginal operational costs are

appreciably higher. When frequency cannot be increased any more, an important marginal
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operational cost component drops zero, but in the same time the indirect waiting time exter-

nalities also disappear, so there is no significant change on the aggregate level. The minimum

point of the net marginal social cost curve is always at the demand level where the vehicle

size constraint becomes active. Our simulation results suggest that, despite the presence of

indirect scale economies in user costs, the optimal fare is positive, assuming marginal social

cost pricing.

6.4 Multi-period supply under demand imbalances

The rest of this chapter discovers the impact of demand imbalances in a multi-period supply

regime on the economic efficiency and financial performance of public transport provision.

We show that beside the structure of user costs, the optimal subsidy depends on the pattern

of demand as well. This section is split into two parts: Section 6.4.1 restricts the analysis

to inelastic demand, where capacity setting boils down to a cost minimisation problem. The

main benefit of the inelastic demand assumption is that some of the numerical simulation

results can be reinforced with analytical derivations. Then Section 6.4.2 provides additional

insights by considering structural differences between the underlying demand curves when

unbalanced ridership levels can be observed in equilibrium. In both sections, we begin the

analysis with the derivation of optimal supply variables in function of the degree of demand

asymmetry, and then focus on economic and financial performance.

6.4.1 Fixed demand

Second-best capacity

Let us consider the simplest form of demand imbalances: the back-haul problem. Service

provision from A to B implies identical capacity supply from B to A as well, while demand

can be unbalanced between the two directions. We define Q1 and Q2 as constant ridership

in the busy and calm directions, respectively, such that Q = Q1 + Q2. We keep the cost

specifications of equation (6.2), and express social cost as

min
F,S

TC(F, S,Q1, Q2) =aF−1(Q1 +Q2) + βt(Q1 +Q2) + βtϕ
Q2

1 +Q2
2

FS

+ 2tF (v + wSδ).

(6.20)
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Note that the two demand levels, Q1 and Q2 enter the crowding cost function as quadratic

terms, while the user cost of waiting time and the uncrowded travel time are linear in aggre-

gate demand. This suggests that the more imbalanced the two markets are, i.e. the more Q1

and Q2 deviate from Q/2, the more important the user cost of crowding will become.

In order to express the magnitude of demand imbalance in a single variable, we define

ω = Q1/Q as the share of peak demand in the aggregate passenger flow. This may vary

between 0.5 and 1, i.e. between a symmetric setting and a completely unidirectional demand

pattern at the two extremes. We fix total demand at Q = 5000 passengers per hour, which

allows us to investigate the pure implications of ω without any aggregate scale effects. Figure

6.6 presents simulation results for the optimal second-best frequency and vehicle size as a

function of the magnitude of demand imbalances (ω), with the vehicle size elasticity parameter

set to δ = 0.8.
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Figure 6.6: Second-best optimum of vehicle size and frequency provision as a function of the
magnitude of demand imbalance, i.e. the share of peak demand (ω). Aggregate demand is fixed at

Q = 5000 pass/h.

The immediate observation is that ω has a negative impact on frequency and a positive

effect on vehicle size. Intuitively, as more people are concentrated in one of the two directions,

the more important it becomes to supply sufficiently spacious vehicles, even at the expense

of lower frequency and higher expected waiting time costs. The analytical derivation of the

optimal capacity from equation (6.20) provides more insights. This, again, is only feasible

with δ = 1, in which case we get

F =

√
a

2tv
Q and S =

√
v

w

ϕβt

a
ρQ,

where ρ = ω2 + (1− ω)2.

(6.21)

It turns out that the second-best frequency is independent of the magnitude of demand
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imbalances when vehicle size economies do not exist. In fact, the second-best frequency is

identical to the first-best expression in equation (6.9) applied for the average ridership, which

is (Q1 + Q2)/2 in our case. Vehicle size, on the other hand, does depend on the magnitude

of demand imbalances through coefficient
√
ρ, which is an increasing function of ω. This

reliance on vehicle size provision becomes more significant when density economies exist.

Due to the fixed cost of frequency provision, the marginal operational cost of frequency is

higher than the marginal cost of vehicle size adjustment, and therefore it is more efficient to

address crowding-related user costs by vehicle size adjustment only. This provides a second

explanation for the shift from frequency to vehicle size provision.

As total capacity adds up to

FS = Q

√
ϕβ

w

ρ

2
, (6.22)

it can be concluded that total capacity is proportional to aggregate demand (Q) and increases

with the asymmetry between the two markets. This suggests that the average operational

and environmental cost of a trip is higher in the presence of heavy demand fluctuations.

Let us return to Figure 6.6 and the case of vehicle size economies, and investigate the

resulting second-best occupancy on the two markets. Unsurprisingly, crowding decreases

in the back haul, simply because passengers disappear as we move towards strong demand

imbalances. Even though the total second-best capacity increases with ω, crowding on the

busy direction still grows, with a decreasing rate. The average occupancy rate on the two

services slightly reduces with ω on a per train basis. However, as Rietveld (2002) pointed out

correctly, this operational average is not what passengers experience in reality. The average

crowding density per passenger, measured by

φ̄p =
Q1φ1 +Q2φ2

Q1 +Q2
(6.23)

increases with the difference in demand between the two markets. Indeed, when the off-peak

train is empty, i.e. ω = 1, the average occupancy rate per train is half of what passengers

experience. This casts doubts on whether the average occupancy rate per vehicle, a per-

formance indicator often used by public transport operators, is a valid measure of service

quality.
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Marginal social cost components

Marginal social costs have important implications on optimal pricing and subsidisation. It is

therefore worth exploring the differences in the marginal cost pattern of peak and off-peak

markets. The difference between marginal social cost on market i and the average user cost

on the same market gives the net social burden of the marginal trip imposed on fellow users

and the operator:

MECi =
∂TC

∂Qi
− cu(Qi) = a(Q1 +Q2)

∂F−1

∂Qi︸ ︷︷ ︸
IWE

+ϕ
Qi
FS

βt︸ ︷︷ ︸
DCE

+ϕ(Q2
1 +Q2

2)
∂(FS)−1

∂Qi
βt︸ ︷︷ ︸

ICE

+ (v + wSδ)2t
∂F

∂Qi
+ FwδSδ−12t

∂S

∂Qi︸ ︷︷ ︸
MOC

.

(6.24)

First, the marginal consumer imposes a direct crowding externality (DCE) on fellow

users, simply due to the fact that more passengers have to share the available in-vehicle floor

area. Second, the operator adjusts capacity supply in order to keep it at its optimal level13.

As we saw in the previous section, both the optimal frequency and vehicle size react to an

increase in demand. As a result, marginal operational costs (MOC) will be generated, and the

capacity expansion/reduction will have an impact on fellow passengers’ user costs as well. In

particular, the marginal change in headways, ∂F−1/∂Qi, affects waiting times for customers

in all markets, and the deviation of total in-vehicle capacity, ∂(FS)−1/∂Qi, has an influence

on crowding experience as well. The latter components are marked as indirect waiting time

(IWE) and crowding (ICE) externalities in equation (6.24).

If capacity variables are set optimally, the envelope theorem assures that the sum of the

operational cost and indirect externality components is zero on the margin. That is, the

marginal cost of capacity adjustment is equal to its marginal benefit, as equations (6.5) and

(6.6) suggest. Nevertheless, the magnitude of these components is still relevant, from the

viewpoint of subsidisation, for instance.

Figure 6.7 shows the sign and magnitude of frequency and vehicle size adjustment on the

margin. The incremental trip increases the aggregate demand level (Q) and induces a shift

in the relative size of peak and off-peak markets (ω changes). In the previous section we

found that both capacity variables react positively to an increase in Q, while ∂F/∂ω < 0 and

∂S/∂ω > 0. As a result, the marginal off-peak trip provokes stronger frequency adjustment

13For the sake of simplicity we did not indicate that capacity is optimised in this cost function, so that
F = F (Q,S) and S = S(Q,F ).
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than the marginal peak trip. The opposite applies for the marginal vehicle size. Moreover, at

high demand imbalances, the marginal off-peak trip may even reduce the optimal second-best

vehicle size through the increase in ω. At extremely heavy demand imbalances, total capacity

may also decrease (at the expense of vehicle size solely, because the marginal frequency can

never be negative).
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Figure 6.7: Change in the optimal frequency, vehicle size and overall capacity after a marginal
increase in peak (solid lines) and off-peak (dashed lines) demand, as a function of ω.
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Figure 6.8: Marginal social cost components in the back-haul setting. Dashed lines represent the
off-peak market.

After plugging these marginal capacity values back to the cost expressions of equation

(6.24), we get the marginal cost pattern depicted in Figure 6.8. The first panel compares

the direct and indirect externalities of crowding, the second plots the resulting net crowding

effect and the indirect benefit (negative cost) of waiting time reduction, while the third

panel adds up all user externalities and shows their magnitude relative to the marginal

operational cost induced by capacity expansion. Panel 6.8a clearly indicates that the direct

and indirect crowding externalities almost cancel each other out. Indeed, when δ = 1, external
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crowding costs and benefits completely neutralise each other, just like in the simple example

of Section 6.2.3. The slight difference in marginal crowding externalities have to be attributed

to vehicle size economies. Peak trips on the margin induce more indirect crowding benefits,

as they allow the operator to exploit vehicle size economies more effectively. Waiting time

externalities show the opposite pattern: off-peak trips generate more benefits because they

induce stronger positive frequency adjustment through the increase in ω.

Unsurprisingly, peak trips induce much higher marginal operational costs than off-peak

users. The difference equals to the difference in the direct crowding externality they cause.

The net social cost, i.e. the optimal fare in case of marginal social cost (MSC) pricing, boils

down to this direct crowding externality, which is in fact born by society in the form of

incremental operational costs. This suggests that, in case of MSC pricing, peak and off-peak

trips should receive the same public subsidy on the margin. In Section 6.4.2 we show however

that total subsidies may be fundamentally different for the two markets.

Uniform marginal subsidy for peak and off-peak trips

The net user externality of peak and off-peak trips is identical in Figure 6.8, no matter how

strong the imbalance between the two markets is. That is, peak and off-peak trips should

receive the same marginal subsidy under optimal pricing. This, of course, is not a coincidence.

Numerically, this common net marginal user externality (MUE) equals in magnitude to half

of the average waiting time cost, i.e. MUE = −0.5 aF−1. To better understand the mechanics

behind this result, recall our analysis of the basic Mohring model in Section 6.2.3. Recall

that Figure 6.2 shows that the marginal waiting time benefit generated by optimal frequency

adjustment equals to half of the personal waiting time cost.

Let us plot the current relationship between marginal user and operational costs in a

similar graph in Figure 6.9. The main driving forces of the mechanism are still (i) the

optimality condition for capacity setting prescribing ∂Co
∂(FS) = − ∂Cu

∂(FS) , and (ii) ∂Co
∂Qi

= ∂Cu
∂Qi

resulting from equal user and operational cost elasticities with respect to capacity (see Secion

6.2.3). That is, the two pairs of grey and dashed vectors in the figure need to have the same

length to reach the optimum.

Note that the change in total user cost due to capacity adjustment, ∂Cu
∂(FS) , now contains

the benefits enjoyed by passengers outside of market i as well, while the marginal trip occurs

in market i. The graph does not detail how these benefits are distributed among jointly

served markets, but in fact it does not matter for the purpose of this analysis. It is more

important that if the crowding cost function is homogeneous of degree zero, so that if the
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average user cost of crowding equals to the direct crowding externality, then the net user

externality, calculated as dCu
dQi
− ci(Qi), becomes half of the personal waiting time cost. This

applies for all markets of the network. As the personal cost of waiting is the same in both

peak and off-peak markets while the rest of the graph is symmetrical to the horizontal axis

at 0.5, the net external user cost is also identical in both directions.
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Figure 6.9: The geometric relationship between the marginal operational and user cost components,
with endogenous frequency and vehicle size. From ∂Co

∂(FS) = − ∂Cu
∂(FS) and dCo

dQi
= dCu

dQi
, it directly comes

that the net user externality is half of the personal waiting time cost, if the average user cost of
crowding equals to the direct crowding externality, i.e the crowding cost function is homogeneous of
degree zero.

6.4.2 Elastic demand

What we observe in reality as differences in actual passenger numbers is the just the equilib-

rium outcome of the transport market, as defined by equation (6.3). What is in fact exogenous

to the public transport operator is not the actual ridership on jointly served markets, but

the differences between the underlying demand functions. In this section we consider varying

inverse demand curves in the two markets of the back-haul setting, such that d1(q) 6≡ d2(q).

With elastic demand, it is not straightforward how we define the notion of demand im-

balances when comparing two functions, as the asymmetry in equilibrium ridership is now

endogenous. In order to keep the analysis tractable, we restrain our attention to linear inverse

demand curves and distinguish three idealised cases:

14The spatial and temporal variability of maximum willingness to pay may stem from various sources in
a transport context. It can be related to income inequality, variety in preferences, and heterogeneity in the
fixed cost of accessing the transport system, among others.
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• MS: unbalanced market size with fixed maximum willingness to pay;

• WTP: unbalanced maximum willingness to pay with fixed market size14;

• MIX: varying market size and maximum willingness to pay with constant generalised

price sensitivity of demand: d′1(q) = d′2(q).

Up until this point, the analysis follows the approach of Bichsel (2001) who investigated

the consequences of demand imbalances with uniform road tolls. Furthermore, in order to

make these cases comparable by controlling for scale effects, we keep the sum of aggregate

consumer benefits on the two markets constant at A0M0. That is, total willingness to pay

for the costless services remains constant, and θ is defined as the share of peak aggregate

consumer benefit:

θ =
B1

B1 +B2
, where Bi =

∞∫
0

di(q)dq and B1 +B2 = A0M0. (6.25)

Said differently, the measure of demand imbalances in the elastic demand context is now the

difference in total willingness to pay in the two markets, which may or may not result in

differences in ridership15 (θ 6≡ ω). Figure 6.10 provides a graphical overview of the three

cases, and Table 6.2 details how peak and off-peak inverse demand curves are generated

in accordance with equation (6.25). This setting enables the investigation of the impact of

unbalanced demand on economic efficiency as well.
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Figure 6.10: Idealised models of market size and willingess to pay imbalances with elastic demand,
in the back-haul problem. Aggregate consumer benefit on the two markets (i.e. the area below the

inverse demand curves) is kept constant.

15That is, unlike in Section 6.4.1, total demand may not remain constant in equilibrium as we increase the
magnitude of asymmetry.
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Table 6.2: Parameters of linear inverse demand curves at three idealised cases of elastic demand

Case Market A (max. w.t.p) M (market size) Slope of demand curve

MS
Peak A0 2θ ·M0 −[2θ]−1 ·A0/M0

Off-peak A0 2(1− θ) ·M0 −[2(1− θ)]−1 ·A0/M0

WTP
Peak 2θ ·A0 M0 −2θ ·A0/M0

Off-peak 2(1− θ) ·A0 M0 −2(1− θ) ·A0/M0

MIX
Peak

√
2θ ·A0

√
2θ ·M0 −A0/M0

Off-peak
√

2(1− θ) ·A0

√
2(1− θ) ·M0 −A0/M0

These idealised demand specifications allow us to solve the welfare maximisation problem

of equation (6.4) for four decision variables: peak fare (p1), off-peak fare (p2), frequency

(F ) and vehicle size (S). As the analytical derivation of optimal supply is unfeasible in this

section, we use five prior observations to ease the interpretation of simulation results.

O1 Section 6.4.1 revealed that the concentration of demand in one market induces a shift

from frequency to vehicle size provision. This effect should persist with elastic demand

as well.

O2 Bichsel (2001) analysed the financial performance of MS and MIX scenarios for the case

of uniform second-best pricing with fixed capacity. In the MS case it is the main haul

that becomes more elastic, as opposed to the other regimes where off-peak demand

becomes more sensitive. Bichsel (2001) shows that the Ramsey mechanism leads to

better-than-first-best financial result in the MS case, as the second-best toll moves

towards the first-best toll of the sensitive market. By contrast, in the opposite case with

high off-peak demand sensitivity, the profit outcome is worst than first-best. Although

in our study prices are allowed to differ between markets, we expect that the same

mechanism could work with the two second-best capacity variables as well.

O3 The simple case of a horizontal (constant) marginal cost curve provides additional prior

insights. As long as the generalised price is less than the maximum willingness to pay

(A0), demand in the off-peak market can never drop to zero in the MS setting, even amid

high demand imbalances. In the WTP and MIX cases, on the other hand, it is possible

that off-peak services remain unused if the highest willingness to pay falls below the

cost of travelling in this market. Moreover, it is easy to recognise geometrically as well

as analytically that aggregate equilibrium demand in the two markets is independent

of θ under MS inequality, but it strictly decreases with θ in the WTP model.
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O4 In the same setting with constant marginal cost, aggregate consumer surplus also re-

mains independent of the degree of imbalance in the MS scenario, while it is a decreasing

function of θ in WTP. Thus, one may expect a priori lower consumer surplus in the

latter scenario under endogenous capacity as well.

O5 However, there is a major difference in the way how θ increases total willingness to

pay in the peak market: in the MS case it increases the number of potential (price

sensitive) users by adding more willingness to pay to the right hand side of the inverse

demand distribution, while in WTP it adds more willingness to pay to existing users,

thus making them less sensitive to changes in travel costs.

Optimal supply

In all subsequent simulation exercises we found that the MIX scenario with constant gen-

eralised price sensitivity provides intermediate results between the extreme values of fixed

willingness to pay and market size. Therefore we focus on the latter cases in the interpretation

of our findings.
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Figure 6.11: Welfare maximising second-best supply with elastic demand, as a function of
exogenous demand imbalances (θ).

Optimal capacity is indeed a function of the magnitude of demand imbalances, as Figure

6.11 depicts. Moreover, alternative demand specifications lead to unequal optima, suggesting

that the source of demand imbalances is indeed a relevant issue to analyse. In line with

Section 6.4.1 and prior observation O1, as θ grows, the operator will reduce frequency and

substitute capacity with larger vehicles. Frequency reduction is much stronger in the WTP

case, but the corresponding vehicle size compensation is limited. This can be explained as
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the combined effect of O1 and O3. Figure 6.12.c justifies O3 in the sense that aggregate

demand is almost constant in the MS case, while it strongly decreases in the WTP scenario.

As a consequence, beside the shift from frequency to vehicle size provision, both capacity

variables fall in the WTP model due to the reduction in aggregate equilibrium demand. This

leads to strictly decreasing frequency and ambiguous changes in vehicle size as θ increases.

Additional optimal pricing and ridership results are provided in Figure 6.12. As one would

expect, at very high θ the operator does not does not face demand in the off-peak market at

all16, while in the MS case Q2 > 0, ∀ θ < 1. The mixed setting plays an intermediary role

again in the sense that the θ value at which Q2 drops to zero is larger than in the WTP

model but lower than unity. Not only the sum of passenger numbers, but also the differences

between peak and off-peak demand and crowding levels are the highest when market size

varies. According to the pricing formula we derived in equation (6.7), optimal fares in Figure

6.12.a are proportional to the density of crowding. The Ramsey mechanism of expectation

O2 suggests that the second-best capacity moves towards what the first-best would be in the

more elastic market: in the MS case this implies higher capacity to accommodate sensitive

peak demand and thus low crowding in the back-haul, and a narrower gap in crowding levels

amid varying WTP. Simulation results justify this expectation. This second-best mechanism

assures that aggregate demand is always relatively higher in the more sensitive market.
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Figure 6.12: Welfare maximising fares and the resulting equilibrium demand levels in peak (solid
lines) and off-peak (dashed) markets.

16In all figures of this section we indicate the critical level of θ above which the back haul is not served any
more with vertical dashed lines. The off-peak market not being served means here that equilibrium demand
drops to zero, i.e. potential users’ willingness to pay remains below the uncrowded generalised user cost, so
that back-haul services are running empty.
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Figure 6.13: Average occupancy rate on a per passenger and per train basis.

The impact of demand imbalances on the crowding experience for the average passenger is

strictly negative, as Figure 6.13 depicts. Compared to the MS scenario, average crowding only

slightly increases at low levels of θ amid willingness to pay imbalances. Later on, however,

this dramatically increases until the off-peak market completely disappears. This is a joint

implication of phenomena O2 and O3: although the peak market is always more sensitive

in the MS scenario, θ leads to a reduction in aggregate demand in the WTP regime, thus

allowing for better crowding conditions in optimum. Finally, in line with the inelastic demand

case, average train occupancy rate statistics show a misleading, opposite pattern, with the

lowest crowding levels for the MS case.

Efficiency and subsidisation

From a policy perspective, relevant conclusions can be drawn from the simulation results

by looking at the maximum social surplus, specified in equation (6.1), that can be achieved

depending on the strength of θ. The corresponding financial result is the difference between

revenues, R =
∑

i pi ·Qi(cu,i + pi), and the operational cost, i.e.Co in equation (6.2).
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Figure 6.14: Social welfare in optimum and the resulting financial result. Negative financial results
imply subsidisation.

Recall that with no user costs at all, the three models would lead to the same aggregate

consumer benefit (total willingness to pay) measured by A0M0. We found in the previous

subsection that simulation results are in line with expectation O3 in terms of the equilibrium

aggregate demand. By contrast, Figure 6.14 suggests that expectation O4 does not hold when

it comes to consumer surplus and social welfare: as θ grows, social welfare decreases in the

MS scenario, and increases at the WTP model. Taking a closer look at the main components

of social welfare in Figure 6.14, one can notice that the majority of improved social welfare

in the WTP scenario comes from two sources: (i) peak consumer surplus increases heavily,

which is a straightforward consequence of prior observation O5, and (ii) operational expenses

17The reader should note that this statement holds under constant aggregate consumer benefit only. Our
results do not imply that policies that generate heterogeneity in maximum willingness to pay can improve
social welfare per se. It is always worth filling up empty spaces in the back haul if peak demand can be kept
constant, thus increasing the overall scale of total willingness to pay.
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decrease, which comes from the reduction in aggregate demand and the corresponding savings

in optimal capacity provision. These two effects are more significant in magnitude than the

accelerating reduction in off-peak consumer surplus. In other words, the more severe the

difference in willingness to pay between the two directions, the more social welfare can be

generated by public transport provision, ceteris paribus17.

Finally, the financial result in Figure 6.14.b is also counter-intuitive for the first sight.

According to Bichsel (2001), the MS scenario achieves better-than-first-best cost recovery

result in a multi-period road supply model. What we find for the case of public transport is

the opposite: under market size imbalances the service should receive more public subsidy to

maximise efficiency than under willingness to pay imbalances. This major difference can be

explained by the presence of positive waiting time externalities that prescribe subsidisation

by default. Section 6.4.1 found that the marginal passenger’s subsidy should remain within

a narrow range in all markets served by the same capacity. The pattern of optimal subsi-

dies, in other words the mirror image of Figure 6.14.b, resembles the pattern of aggregate

demand in the two scenarios: as aggregate demand decreases in the WTP scenario, it is a

natural consequence that the total subsidy should also decrease. Contrasting the WTP case,

the financial result slightly further deteriorates under market size inequality. A sensitivity

analysis discussed in the Appendix revealed that the moderately degrading financial result

can be attributed to the subsidisation of vehicle size economies. With δ set close to 1, the

optimal subsidy may stay constant or even slightly decrease with θ, just as aggregate peak

demand slightly decreases in Figure 6.12.

In Table 6.3 we summarise the main results of the analysis presented in this section. With

the exception of vehicle size, all supply variables as well as the resulting economic measures

are monotonous functions of the magnitude of demand imbalances. Therefore the slope of

these functions give a reliable indication of how θ affects them.

Many findings of the elastic demand analysis in Section 6.4.2 are based on numerical

simulations only. In order to ensure the robustness of the results with respect to input

parameters, we perform a sensitivity analysis using quantitative as well as descriptive methods

in Section 6.4.2 this chapter. The sensitivity analysis concludes that reasonable variations in

input parameters do not affect the qualitative results summarised in Table 6.3.
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Table 6.3: Summary of results.

Variable Description MS Relation WTP

p1 Peak fare + > +

p2 Off-peak fare − < −
F Frequency − > −
S Vehicle size + > ambiguous

Q1 Peak demand + > +

Q2 Off-peak demand − < −
Q Total demand − > −

φ1 Peak crowding + > +

φ2 Off-peak crowding − < −
Average crowding per passenger + > +

Average crowding per train − < −

Peak consumer surplus + < +

Off-peak consumer surplus − > −
B − Cu Total consumer surplus − < +

Co Operational costs + > −

SW Social welfare − < +

Optimal subsidy (financial loss) + (∗) > −

Signs indicate monotonous increase or reduction in function of θ.

Relation signs compare the optimal values in MS and WTP models.
∗ At low δ the optimal subsidy may decrease with θ: see Appendix.

Sensitivity analysis

Many findings of the elastic demand analysis in Section 6.4.2 are based on numerical sim-

ulation results only. In order to ensure the robustness of the results with respect to the

parameters chosen, we perform a sensitivity analysis using quantitative as well as descriptive

methods.

Global sensitivity analysis

The optimal capacities are in line with the patterns we found with inelastic demand, and

those results can be verified with analytical calculations. On the other hand, social welfare

and optimal subsidy functions are derived from numerical optimisations in which it is hard to

identify the most influential input variables by intuition. Therefore in this sensitivity analysis

we focus on the social welfare and financial results of Section 6.4.2.
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Maximum (optimal) social welfare and the optimal subsidy can be expressed as a function

of the seven main input parameters: a, β, t, ϕ, v, w and δ. We apply two global sensitivity

analysis methods (Iooss and Lemâıtre, 2015, Saltelli et al., 2008) to identify the input pa-

rameters that the two outputs may be the most sensitive to. Fig. 6.15 depicts the results of

our investigation with the Morris method and Fig. 6.16 provides Sobol indices.

Morris’ screening method is based on a series of one input at a time (OAT) random exper-

iments which allows the measurement of the elementary effect of each input parameter on the

output values (Morris, 1991). The distribution of the absolute value of the elementary effect

is described by its mean (µ∗i ) and standard deviation (σi) for input variable i (Campolongo

et al., 2007). More specifically, µ∗i is a good proxy for the magnitude of the linear effect of

the input, while σ measures the strength of non-linear and interaction effects.
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Figure 6.15: Sensitivity screening of the MIX model with Morris method at θ = 0.75, with r = 50
OAT designs and l = 5 discrete input levels.

From Fig. 6.15 one can infer that β and t have the strongest influence on the attainable

social welfare among the input parameters. Travel time (t) has a predominantly linear effect,

while the uncrowded value of time β is close to the 45◦ line indicating comparable linear

and interaction effects. The rest of the coefficients generate significantly lower sensitivity for

social welfare. In case of the financial result, travel time still appears to be an important

factor, while the frequency related operational cost parameter (v) is now almost as relevant

as the value of in-vehicle time. In this case most parameters have stronger non-linear and

interaction effects, suggesting that a more sophisticated variance decomposition method may

be needed to measure the importance of our model parameters.

Sobol’ indices are derived from a functional decomposition of the variance of optimal

social welfare and profit outputs (Sobol’, 1990). First order (often referred to as main effect)
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indices measure the share in the variance of the output that can be attributed to a given

input parameter. For input Xi, the main effect Sobol’ index is given by Si = Di(Y )/var(Y ),

where Di(Y ) = var[E(Y |Xi)] and Y is the output variable. The total effect index, introduced

by Homma and Saltelli (1996), adds all additional interaction effects of the input to its first

order index, thus measuring the global influence of each parameter on output sensitivity.

These variance based importance metrics can be estimated from a Monte Carlo sample with

mutually independent input variables, with standard errors derived from bootstrapping. Fig.

6.16 visualises the Sobol’ indices of seven input variables of our numerical model.
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Figure 6.16: Sobol’ index estimates with Monte Carlo samples of n = 1000 random draws, using
the Jansen estimator. 95% confidence intervals are based on 200 bootstrap replicates. MIX model,

θ = 0.75.

We estimated main effect and total effect Sobol’ indices using the Jansen estimator

(Jansen, 1999, Saltelli et al., 2010) of the sensitivity package of R. Very similar results can

be derived from the Martinez estimator. In case of the sensitivity of social welfare travel
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time has a distinguished role, in line with the results we inferred with the Morris method.

The value of in-vehicle time is again the second most important input. The variance of

the financial result as model output, on the other hand, can be equally well explained with

frequency-related parameters, a and v. The influence of the vehicle size elasticity parameter

(δ) is also non-negligible. In Section 6.4.2 we focus more on the variables to which the output

variables are more sensitive.

Based on randomly drawn Monte Carlo samples we also investigated whether the func-

tional relationships between the magnitude of demand imbalances and the volumes in Table

6.3 are robust with respect to the inputs. We assumed that all parameters are normally

distributed18. The only exception is δ, which is drawn from a uniform distribution between

0.8 and 1, to avoid any misleading model outcomes due to diseconomies of scale in vehicle

size. Under these assumptions all results in Table 6.3 hold except for the financial result

(optimal subsidy) in the MS case. For weak density economies in vehicle size (typically when

δ > 0.925), the optimal subsidy may decrease with the magnitude of demand imbalance, just

like in case of willingness to pay asymmetries.

Elementary effect of parameters

As part of the sensitivity analysis we run the sequence of simulation by halving and doubling

the baseline parameters of Table 6.1 individually, focusing on the most influential parameters.

All results reported in Table 6.3 are robust in the extended range of parameter values in case

of the sign of reaction as the magnitude of demand imbalances grows. When it comes to

the comparison between market size and willingness to pay imbalances, however, we observe

certain sensitivity with respect to the parameters chosen. In the baseline framework we

found that peak crowding is more severe in the MS case, which implies that peak fares as

well as the average crowding experience per passenger are also higher. Now, these results

change in a very similar way to more crowding in the WTP case when we double either the

value of uncrowded travel time (β) or the travel time itself (t), or we halve the original value

of maximum willingness to pay (A0). We attribute this sensitivity to the fact that in the

MS setting peak demand becomes more elastic with respect to user costs as θ grows, and

therefore the operator has to offer more capacity (less crowding) to maximise welfare. When

β and t are higher, user costs become more relevant, and therefore peak demand sensitivity

18We set the means to the original values provided in Table 6.1 and the standard deviations to 20% of the
mean.
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may become more of an issue. The reduction in A0 also points in the direction of increased

demand elasticity.

The model’s sensitivity to travel time t resembles what we observe when comparing short

and long distance public transport: for higher travel time the optimal frequency decreases

and larger vehicles are operated, as one may infer from equations (6.21) of the analysis of

inelastic demand. The optimal occupancy rate is inversely correlated with travel time, which

is a result that we could not identify with inelastic demand. For long distance services in

the WTP scenario the threshold value of θ where the off-peak market is not served any more

decreases; in case of t = 30min travel time it drops to θ = 0.8, from the original value of

θ = 0.88 associated with t = 15min. All other findings summarised in Table 6.3 are robust

with respect to travel time.

The magnitude of the user preference parameters, i.e. a, β and ϕ, are not expected to

vary significantly in real applications compared to the assumed values, as these are in line

with a wide body of empirical findings in the transport demand modelling literature. We

assumed β = 20 monetary units for the uncrowded value of in-vehicle time, which is certainly

realistic in UK pounds, and not far from reality in case of Western European countries and

the US. Waiting time is generally more inconvenient than travelling inside the vehicle. We

multiplied β by 1.5 to get the value of waiting time. This parameter has of course a huge

impact on the trade-off between the optimal frequency and vehicle size, but the shape of the

investigated relationships remains very robust. The impact of the crowding multiplier (φ) is

far less considerable on the optimal frequency, but it does affect vehicle size, crowding levels

and the resulting peak and off-peak fares in the intuitively plausible way. It has no massive

impact on our basic findings regarding the economic and financial implications of demand

imbalances.

The original operational cost parameters (v, w) were selected from other simulation stud-

ies in the literature and supported by the realism of the resulting crowding patterns only, with

no firm empirical evidence. Therefore it may be useful to estimate these parameters from

real operational data as part of future research efforts. Unsurprisingly, halving or doubling v

has the opposite impact on frequency and vehicle to what we found for the waiting time coef-

ficient. The model collapses for very high values of either v or w, because if service provision

is extremely expensive, having no passengers at all may maximise social welfare. Our results

are surprisingly robust with respect to the baseline market size (M0). Both frequency and

vehicle size increase heavily as we double M0 from 5 to 10 thousand passengers per hour, and

due to the presence of scale economies in vehicle size (δ < 1), the optimal average occupancy
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rate slightly decreases. Nevertheless, all other findings reported earlier in this section remain

unaffected by the scale of operations.

6.4.3 The Gini index of travel demand imbalances

In the previous section we identified a number of important features of the back-haul setting.

Can we generalise these results for more complex networks? In order to respond to this

question we have to decide first how to characterise demand fluctuations when the same

capacity serves more than two markets.
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Figure 6.17: Frequency distribution of peak and off-peak demand on four distinct lines of a large
metro network. Each observation corresponds to the passenger throughput of an interstation section

in 15-minute intervals

Figure 6.17 allows us to study the demand pattern of four metro lines of a large Asian urban

rail network. To account for spatial as well as temporal demand fluctuations, we defined a

15-minute interval of an interstation section as a separate market, and plotted the frequency
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distribution of demand in all markets. The morning peak period lasts from 7.30 to 10.30am,

while the off-peak period is between 11.00am and 16.00pm. Metro frequency and vehicle size

are fixed in these periods, so we can assume that the operator faces second-best capacity

provision problems: with the same capacity they have to serve fluctuating demand.

As intuition suggests, the mean ridership as well as its variance are always higher in the

peak on all four lines. Line 3 is exceptional in the sense that off-peak demand is just slightly

lower than in the peak. The histograms show however that the distribution of demand

does change significantly between the two periods; this line is subject to severe directional

demand imbalances in the peak, and the relatively high proportion of low-demand markets

corresponds to the calm direction.

From figure 6.17 it is difficult to associate the distribution of off-peak demand with any

standard probability distributions. Line 3 may even be considered as a uniform distribution.

Peak demand, however, has a rather regular pattern for all four lines that shows similarity

with the log-normal and Gamma distributions, with high density (close to zero) on the left

hand side and long tails at higher demand levels. From an operational perspective, this

meaningful feature suggests that only a very small proportion of peak markets may be close

to the capacity limit (one may call them the bottlenecks of the network), while capacity must

remain underutilised at a large proportion of markets.

At this stage of the research our aim is to find a suitable measure for the magnitude of

demand imbalances in networks. Recall that in the back-haul setting we used for this purpose

the share of the peak market in total demand. This is not a useful measure any more, as we

cannot clearly define which market belongs to the peak. Traditional measures of spread, such

as the standard deviation or the coefficient of variation, can be calculated in the network

setting. These statistics are provided for each distribution in Figure 6.17. However, we

also have to realise that unlike in the back-haul problem, the length of inter-station sections

may also vary in networks. This implies that the contribution of each elementary market to

aggregate operational costs differs. Intuition suggests that is matters what is the share of

markets that are outliers in terms of demand in total operational costs, because those having

larger contributions may have stronger influence on the second-best capacity. Therefore we

have to incorporate both the inequality of demand and the share in operational costs into

a single measure of asymmetry. For this purpose we borrow the Gini coefficient, a statistic

frequently used in macroeconomics to express the joint inequality of income and population

size when comparing geographical regions or groups in society.
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Figure 6.18: Measuring the inequality of demand and operational costs among markets served by
constant capacity.

Figure 6.18 illustrates our definition of the Gini coefficient of demand imbalances. The

Lorenz curve in this case is the cumulative share of ridership (in increasing order), plotted

against the cumulative share of operational costs19 (again, in increasing order). When both

demand and operational costs are perfectly evenly distributed among the markets, the Lorenz

curve is a straight line connecting the origin with the point of full cumulative shares. By

contrast, if all demand is concentrated in a negligibly short section of the line, the Lorenz

curve follows the boundaries of the graph with a perpendicular break at 100 percent share

in operational costs and zero percent in demand. For any distributions between these two

extrema, the Lorenz curve lays in between, and the Gini index is measured as the area

between the actual Lorenz curve and the one belonging to perfect equality (area A in Figure

6.18) relative to the area between the extreme curves (A+B). Thus, the Gini index varies

between zero and unity, and its value increases with the magnitude of inequality.

The Gini index as a predictor of second-best supply

The next research question one may be interested in is whether demand imbalances in a

network, measured by the Gini index, lead to the same deviations in the optimal supply as

19in the rest of this section we assume that the share in operational costs is equivalent to the share in line
length as well as in total movement time of the vehicles.
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what we found in Sections 6.4.2 and 6.4.1 for the back-haul problem. A natural response

would be to collect data on real-world metro operations, and identify the effect of demand

fluctuations empirically. Note, however, that for such analyses one has to control for the scale

of operations, which is also an important determinant of second-best capacity. Moreover, for

waiting time and crowding costs scale has a different interpretation, because for waiting time

costs the total number of passengers matters, while in case of crowding total passenger miles

seems to be a more appropriate basis for normalisation.

A B C D E

Figure 6.19: Schematic layout of a simple public transport line serving five stations in two directions.

Within this thesis we limit the scope of the analysis to a simulation experiment that

allows us to artificially keep both aggregate output measures constant. For the simulation we

use the simple layout depicted in Figure 6.19: the line serves five stations in both directions

with constant second-best frequency and vehicle size. In this network there are n = 5 ·4 = 20

origin-destination pairs. We generate random samples of demand patterns for the network

with the following constraints.

(A) Travel time li may be different in each inter-station section i, both but total travel time

has to add up to L =
∑

i li = 1 hour in each direction.

(B) The total number of metro users within the time period under investigation has to add

up N =
∑

j qj = 4000 passengers.

(C) The amount of total passenger passenger hours has to add up to H =
∑

j qj ·(
∑

i li δij) =

2500 passenger hours, where δij = 1 if link i is part of the route of OD-pair j. In other

words, the average travel distance is kept constant.

In this simulation experiment the values of L, N and H were selected arbitrarily, but selecting

alternative values does not alter the qualitative results we reach. We generated 300 sample

networks and demand patterns through the following steps.

1. Generate random link travel times and normalise them to add up to L in each direction.

2. Calculate the resulting travel time for each OD-pair.

3. By numerical optimisation find values for vector q = (qi, ..., qn) of the OD-level ridership

pattern that satisfy conditions (B) and (C). Of course, more than one optima may exist

in the underdetermined system, but this does not affect the randomness of the sample.
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4. If the optimisation leads to equal volumes in the two directions between any given pair

of stations, reallocate passengers between the two directions randomly20.

5. Aggregate link flows by adding up OD-level ridership numbers crossing each link: Qi =∑
j qj δij .

6. Calculate the Gini index of the sample network using li/L and Qi/N as the share of

each link in total operational costs and demand, respectively.

In the final step of the simulation we numerically derive the second-best frequency and

vehicle size of social cost minimising objective of equation (6.20), now applied for more than

two markets:

min
F,S

TC(F, S | q, l) = aF−1N + βH + ϕ

∑
i βliQ

2
i

FS
+ 2T · F (v + wSδ). (6.26)

With the optimal supply variables we can recover the resulting operational, social, as well

as user cost components for the sample of demand patterns. Figure 6.20 plots the optimal

second-best capacity values against the Gini indices of the randomly generated sample of

networks. The Gini coefficients range between 0.15 and 0.5, which is in line with the observed

patterns depicted in Figure 6.17.

Apparently, the Gini index is a surprisingly good predictor of both the second-best fre-

quency and vehicle size, and optimal values of the objective function (social cost) as well as

the resulting operational costs. The simulated values in the panels of Figure 6.20 are clus-

tered closely around the best fitting non-linear curve. By comparing these results with Figure

6.6 of the back-haul problem, the same substitution pattern can be recognised between fre-

quency and vehicle size as the magnitude of inequality increases. The reduction in frequency

is moderate, but the increase in vehicle capacity is significant within the range of 200 to 260

square metres per train. This can be attributed to vehicle size economies on the one hand,

and the excessive cost of crowding on the other hand, when many people are concentrated in

a relatively small number of inter-station sections.

20This transformation does not violate any constraints above. The purpose of this step is to generate more
asymmetry into the demand pattern.
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Figure 6.20: Optimal capacity variables and aggregate economic performance in function of the
Gini coefficient.

The shift in optimal capacity variables has an impact on operational costs as well. In the

simulated conditions a rearrangement of demand can lead to more than 10 percent increase

in operational costs, controlling for the scale of operations. The best fitting non-parametric

curve shows non-linearity in this pattern, suggesting that inequality in demand, measured

by the Gini index, has an accelerating impact on the growth of operational costs. We see

a similar pattern in aggregate social cost that includes the disutility for users as well. In

this case, in the simulated interval of the Gini index the variation of the objective function

remains in the range of 5 percent.

It is worth taking a look at the resulting crowding measures as well. Figure 6.21 visualises

the maximum and average density of crowding in function of the Gini index. For a given

level of demand imbalances, the possibility of having outliers in terms of extreme crowding

densities is relatively uncertain. Note that in this sense our simulation of only eight jointly
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served sections was milder than what reality shows in Figures 4.10 and 6.17 show: indeed,

the possibility of outliers increases with the number of jointly served markets. On the other

hand, the average crowding density, normalised by the in-vehicle travel time in each line

section, has again an extremely tight relationship with the Gini index. This implies that the

new measure of demand and operational cost imbalances is a surprisingly good predictor of

the crowding experience of the representative passenger, again, controlling for the scale of

operations. In a realistic range of inequality this experience may get 20 percent worse, simply

due to the high concentration of demand in certain markets and the inability of the operator

to differentiate capacity. The best fitting curve is convex.
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Figure 6.21: Network-level crowding in function of the Gini coefficient.

The preliminary analysis of the Gini index that this subsection presented can be extended

as part of future research efforts. The ultimate goal could be to verify our simulation results

empirically, with data collected from real-world transport operations. The major challenge of

such investigations will be to appropriately control for the scale effect, which can be relevant

in terms of route length, the number of jointly served markets, the number of passengers as

well as aggregate passenger hours. As an intermediate step, a more sophisticated simulation

experiment with randomly generated elastic demand curves may allow us to investigate the
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individual impact of the four sources of scale variations enlisted above, and provide hints

about an appropriate econometric specification. Also, simulations with elastic demand may

shed light on the impact of various pricing policies on network-level demand imbalances.

6.5 Future research

Beside the extension to complex networks, this chapter leaves considerable room to investigate

more sophisticated pricing policies under unbalanced demand. For example, urban public

transport operators usually cannot differentiate fares between directions, or even between

line sections and time periods. The usual tariff rules, allowing flat, distance based or zone

based fares only, impose additional constraints on the supply optimisation problem discussed

in this chapter. Also, the welfare maximisation objective is often exogenously constrained by

the limited availability of public subsidies. Jara-Dı́az and Gschwender (2009) suggest that the

budget constraint leads to sub-optimal capacity provision. Future research may investigate

how the magnitude of demand imbalances affect these ‘third-best’ optima when setting fares

and capacities under limited financial resources.

Our analysis completely lacks any interaction with competing modes, most importantly

with individual car transport. It is likely that demand imbalances in public transport coin-

cide with similar phenomena in other modes, especially if these modes are substitutes. In

the presence of unpriced consumption externalities, public transport supply has to react to

demand imbalances in other modes. For the specific case of untolled peak road usage and

public transport, intuition suggests that peak fares should be lower than what we found in

this chapter to mitigate some of the deadweight loss of the congestion externality (Anderson,

2014, Tirachini et al., 2014).

We do not investigate in the present study the behaviour of a profit oriented monopolist

in fluctuating demand, nor any market outcomes in a competitive framework. Nevertheless,

the analyses presented above could be reconsidered with a profit maximising objective as

well. The foundations of the back-haul problem in a profit maximising framework with peak

ridership dependent joint costs have been laid down by Mohring (1970) and Rietveld and

Roson (2002). Theory highlights that profit maximising operators also internalise the external

cost of crowding, and therefore one may expect dynamic fares correlated with the density of

crowding. This may be distorted, however, by the monopoly mark-up which depends on the

price sensitivity of demand. In this case the source of demand imbalances, i.e. the slope of

peak and off-peak inverse demand curves, would play an important role. In particular, we
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expect that the monopolist would apply higher fares for peak passengers under willingness

to pay imbalances and off-peak passengers when it is market size what varies. This implies

an opposite pattern to what we identified if Figure 6.12.a for pure welfare maximisation.

The wide range of potential topics suggests that the analysis of second-best capacity

provision and crowding pricing in public transport may become an emerging field in the

future.

6.6 Conclusions

The primal aim of this chapter is to draw attention to the importance of multi-period supply

optimisation in public transport service provision. We show that the usually unavoidable

property that the same capacity has to serve multiple spatio-temporally differentiated mar-

kets implies second-best capacity provision, if these markets feature nonidentical demand

conditions. The magnitude of the difference in demand has a number of consequences on the

economic and financial performance of the service.

The contribution of this chapter is twofold: we add theoretical as well as practical insights

to the existing literature. On the theory side we analyse the interplay between external

waiting time benefits and crowding costs with endogenous capacity. The chapter discusses

the application of the Cost Recovery Theorem with waiting time and crowding costs. Also,

we reveal that the primal consequence of unbalanced demand is the shift from frequency to

vehicle size oriented capacity provision. On the practical side, we show that crowding in peak

markets may well be an optimal outcome of second-best capacity provision under demand

fluctuations. That is, peak crowding is not necessarily a sign of malfunctions in supply.

After decomposing the external user and operational cost components of the marginal trip,

we derive that despite the difference in operational costs, the marginal peak and off-peak trip

should receive the same monetary subsidy. We prove in an extended graphical representation

of Mohring’s original capacity model that the uniform marginal subsidy equals to half of the

average waiting time cost in all markets, if the crowding cost function is homogeneous of

degree zero, so that marginal personal and external crowding costs are equal.

In an elastic demand setting we disentangle the effect of two major sources of demand im-

balances: variations in market size and maximum willingness to pay. The analysis concludes

that the source and the magnitude of the imbalance may affect not only the optimal supply

variables, but also the attainable level of social surplus and the operator’s financial result.

In particular, we find that amid pure market size imbalances the expected social welfare
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decreases, and in case of considerable vehicle size economies, the optimal subsidy increases

with the strength of unbalancedness. The opposite results are reported for pure willingness

to pay deviations, low demand users being identified as the victims of demand imbalances.

Although the chapter deals with the simplest network layouts, the back-haul problem,

this research opens up a wide range of topics on the interrelations between transport services

and the urban economy. Demand imbalances are rooted in the heterogeneity in urban spatial

structure and the temporal sequence of activities. Our results suggest that spatial policies

may have considerable impact on the economic and financial performance of public transport.

Therefore, when benchmarking such services, one should take into consideration the urban

environment in which they are operated.
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Chapter 7

The economics of seat provision

Seated and standing travelling are significantly different products in urban public transport.

Operators face a trade-off in seat provision: passengers prefer travelling seated, but seats

occupy more in-vehicle space to the expense of those who thus have to stand on the remaining

area. This chapter investigates with analytical modelling and numerical simulations how the

optimal seat supply depends on (1) demand, (2) the magnitude of demand imbalances and

(3) the available capacity when frequency is jointly optimised with the number of seats. For

crowded conditions, we distinguish in this chapter two types of external costs: crowding

density and seat occupancy externalities. We show, using a realistic smart card dataset, the

implications of these externalities on the marginal cost of travelling.

The main results of this chapter have been shared with the scientific community as part

of of the following research article.

Hörcher, D., Graham, D. J., & Anderson, R. J. (2018). The economics of seat provision

in public transport. Transportation Research Part E: Logistics and Transportation

Review, 109, 277-292.

The rest of this chapter is structured as follows. Section 7.1 provides a deeper introduction

to our topic and the most relevant contributions in the literature. Section 7.2.1 presents an

analytical model of the optimal seat supply and the external costs that the marginal user

imposes on fellow passengers. Then Sections 7.2.2 and 7.2.3 uncover more details of the

mechanics behind seat provision that cannot be derived directly from first order conditions.

Section 7.3 turns to the externalities again and applies theory to a real world demand pattern,

focusing on conclusions that my have relevance for efficient pricing. Finally, in Section 7.4

we summarise the main contributions and outline plans for future research.
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7.1 Introduction

Public transport is often modelled as a homogeneous service, as perceived by simultaneous

users of the same vehicle, at a given occupancy rate. There is, however, a fundamental service

feature that may split users into two groups, based on the travel cost they bear. Some of

them are seated, some others are standing, either deliberately or due to the lack of vacant

seats. Empirical studies in the literature found that the generalised user cost of travelling

may be 25 to 50 percent higher for the representative standing passenger (Li and Hensher,

2011, Wardman and Whelan, 2011), which implies that most people prefer sitting. Operators

are facing a trade-off in seat provision: the more seats they fit into a vehicle, the more people

will have the possibility to avoid standing, but the less area will be available for those who

are still unable to sit. This chapter investigates the supply-side consequences of the generic

tension between people’s preference for seated travelling and the in-vehicle space constraint.

Despite the obvious impact of standing on passenger experience, and the growing number

of empirical efforts to measure the disutility (Wardman and Whelan, 2011), the supply-

side literature of public transport economics rarely considers the difference between sitting

and standing. In case of pricing, the pioneering study of Kraus (1991) reveals that seated

passengers impose an externality on standees, as in the absence of the seated trip one standee

could travel more comfortably. Assuming a radial commuter service heading to the city

centre, Kraus shows that the occupancy externality increases with travel distance, as the

earlier someone boards the train, the more likely that she will occupy a seat on the busy

sections of the line. This externality works in the opposite direction to the delay cost during

boarding the vehicle, which is more significant for those passengers who board a crowded

vehicle, thus causing delays for more fellow users (Mohring, 1972).

In case of capacity supply, Tirachini et al. (2014) are the first authors who include the

number of seats as a decision variable in a numerical simulation of bus operations and mul-

timodal pricing. They simultaneously optimise seat supply with vehicle size and frequency,

and conclude that buses should have as many seats as possible. In other words, the best way

to alleviate crowding is simply to increase frequency delivering additional benefits in terms

of reduced waiting times for passengers, in line with the square root principle of Mohring

(1972).

In the first part of the chapter we derive a general seat supply rule stating that in the

optimum, the marginal benefit of allowing a passenger to travel seated should be equal to

the marginal cost that the remaining standees bear due to the reduction in the available
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standing area. Then we extend the model and allow service frequency to be simultaneously

optimised with seat supply, as a response to growth in demand. We show that as soon as

the waiting time benefit of frequency adjustment falls below a threshold level, the operator

should respond to further growth in demand by limiting the number of seats. This may

serve an explanation why high-frequency metro operators tend to offer more standing area

than long-distance rail, or even short-distance bus operators. In addition, we show that

demand fluctuations along a public transport line served by uniform capacity also point in

the direction of reduced seat supply, controlling for aggregate scale effects.

In the second part of the analysis we model the impact of seat supply on optimal marginal

cost fares. We identify two crowding-related externalities. First, the presence of the marginal

user increases the density of crowding, thus causing inconvenience for fellow passengers.

Second, less obviously, if the marginal user has a chance to travel seated, she imposes an

occupancy externality on standing travellers, as one them could be seated in the absence of

the marginal trip. The second externality suggests that fares should be differentiated between

OD-pairs based on the probability of finding a seat. We analyse the interplay between the

two externalities, assuming homogeneous user preferences. The simulation exercises of the

chapter are calibrated with crowding cost parameters estimated from revealed preference

smart card data from Hong Kong (see Chapter 5).

Our approach is purely economic in nature and admittedly neglects all aspects of boarding

and alighting dynamics, mechanical design, and the length of leg space (seat pitch) between

seat rows. All these considerations could be important extensions of the analysis. Another

limitation of our analysis is that we ignore the possibility of failed boarding. Modelling

failed boarding requires a dynamic peak demand setting, otherwise in a static model excess

demand would imply ever increasing queues on the platform. Early attempts to model optimal

supply (including endogenous seat supply) in a dynamic framework are already available

in the literature: de Palma et al. (2015) investigated the effect of variable seat supply on

welfare in a numerical simulation, and found that reducing seat supply on the most crowded

services (the ones closest to the desired arrival time) can be as powerful as applying dynamic

fares1. Although dynamic modelling delivers a valuable perspective on crowding analysis,

this chapter will focus on undiscovered insights in a static framework. The static simulations

presented in this chapter do not produce optimal crowding densities high enough to make

failed boarding a reasonable threat.

1The most powerful policy, of course, is the joint optimisation of fares and seat supply on each train.
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7.2 The mechanics behind seat provision

7.2.1 Baseline model

In this section we develop a simple model as an illustration of (1) the trade-off between

various consequences that variable seat supply implies, and (2) the consumption externalities

when the effect of crowding on seated and standing passengers is differentiated. The main

contribution of this part is the analytical treatment of seat supply and its effect on marginal

external crowding costs.

Assume that the average user cost of standing and sitting are denoted by functions

cst(Q,S, σ) and cse(Q,S, σ) respectively, where the disutility of crowding associated with

the density of passengers depends on three main factors: the amount of passengers (Q), the

available in-vehicle floor space (S), and the number of seats installed in the vehicle (σ). De-

mand is elastic with respect to the generalised cost of travelling, which is composed of the

fare price and the expected cost of crowding. We have to introduce here another important

assumption: passengers have equal chance to find a seat and are assumed to gain perfect

information about the probability of finding a seat prior to their decision on consumption.

That is, crowding appears in the generalised cost function as the average of cst and cse,

weighed by the proportion of standing and seated passengers:

GC = p+
Q− σ
Q

cst(Q, σ;S) +
σ

Q
cse(Q, σ;S), (7.1)

where p denotes the fare set by the operator, and the vehicle’s interior space is fixed in

the short run. We also assume that passengers always prefer sitting over standing, and

demand is always higher than the number of seats supplied2. We describe demand with a

downward sloping inverse demand function, d(Q). In equilibrium, inverse demand equals to

the generalised user cost of travelling.

We analyse two possible economic objectives to model the operator’s optimal choice of

seat supply and fare price. The operator may wish to maximise social welfare calculated as

the sum of consumer’s surplus net of crowding disutilities and operational costs. Assuming a

linear ridership-dependent operational cost function with slope u, the social welfare function

2Otherwise Q − σ takes a negative value in equation (7.1), thus resulting in a user benefit when certain
seats remain unused. In the realistic but in this chapter neglected case when Q < σ, so that all passengers
find a seat, the only consumption externality may stem from frictions between seated users. Wardman and
Murphy (2015) provides preliminary guidelines about the magnitude of such externalities.
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to be maximised is

max
σ,p

W =

Q∫
0

d(q)dq − (Q− σ) cst(Q, σ;S)− σ cse(Q, σ;S)− uQ. (7.2)

The profit seeking operator’s objective is to maximise

max
σ,p

π = (p− u)Q(σ, p), (7.3)

where one can immediately see that the choice of seat supply remains relevant through its

impact on demand.

The optimal seat supply and fare price values can be obtained by solving the optimisation

problems outlined in equations (7.2) and (7.3) subject to the equilibrium constraint d(q) ≡
GC. After establishing Lagrangian functions and taking first order conditions, the welfare

sensitive operator’s optimal price (pW ) and seat supply rule become

pW = u+ (Q− σ)
∂cst
∂Q

+ σ
∂cse
∂Q

+
σ

Q
(cst − cse) (7.4)

and

(Q− σ)
∂cst
∂σ

+ σ
∂cse
∂σ

= cst − cse. (7.5)

It is easy to show that the optimal price in equation (7.4) complies with the basic Pigovian

externality tax. The user should pay the marginal cost imposed on the operator (u), plus

the marginal external crowding cost that can be split into two elements. The first part,

(Q−σ) ∂cst∂Q +σ ∂cse
∂Q , equals to the marginal increase in personal crowding costs multiplied by

the number of standing and seated passengers, reflecting that an additional consumer makes

all fellow passengers’ trip slightly less comfortable. In the second part σ
Q is the probability

that the marginal traveller will find a seat; in this case she would enforce someone else to

stand and bear higher user cost measured by the difference between cst and cse. When the

marginal passenger boards the train, beside the density effect it is sure that one more traveller

will have to stand – this incremental standing cost may be born by the marginal traveller

herself, or someone else. The likelihood of the second case equals to the probability that the

marginal passenger finds a seat.

We refer to these two effects as density and occupancy externalities, respectively. Recall
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again that the optimal prices derived in this section are applicable only to the case when

demand is larger than seat supply. When all passengers find a seat, in this model the density

of standees as well as both crowding externalities drop to zero.

Let us now turn to the seat supply rule in equation (7.5). The expression on the left hand

side equals to the additional disutility that the marginal seat imposes on standing and seated

passengers via the reduction in standing area and the increase in standing density. On the

right hand side cst − cse is the benefit of a standing passenger who will occupy the marginal

seat. In other words, equation (7.5) tells that the number of seats should be increased until

the benefit delivered to an additional seated passenger becomes equal to the marginal social

cost of reducing the standing area. The seat supply rule is only valid when the service is

optimally priced: Q can be held constant because the envelope theorem assures that the

effect of a marginal change in seat supply on demand has no welfare implication3.

pπ = u+ (Q− σ)
∂cst
∂Q

+ σ
∂cse
∂Q

+
σ

Q
(cst − cse)−Q

∂d

∂Q
(7.6)

From equation (7.3) and the equilibrium constraint, we derive in equation (7.6) the fare

that the monopolist applies to maximise its profits. It is not surprising that the profit

maximising price also internalises the marginal external crowding costs entirely. In fact, the

only difference between equations (7.4) and (7.6) is the monopoly mark-up determined by the

generalised cost elasticity of demand4. Solving the constrained profit maximisation problem

for the optimal seat supply rule we get exactly the same expression as for the welfare oriented

case in equation (7.5). This result, however, does not mean that the monopolist supplies the

same number of seats and the same level of crowding will emerge. As pπ is higher than the

socially optimal fare, the monopolist faces lower demand and less crowding. Thus, ceteris

paribus, the private operator’s vehicle is expected to be equipped with more seats.

7.2.2 Seat supply under first-best conditions

In the rest of Section 7.2, we take a closer look at the optimal supply of seats. What the

supply rule in equation (7.5) reveals is just the first order condition of optimality, from which

the impact of major determinants of the actual value of σ may not be understood directly.

3This reasoning is equivalent to the optimal investment rule discussed by Small and Verhoef (2007, Page
164), and the frequency and vehicle size rules derived in equation (6.5) and (6.6).

4By rewriting equation (7.6) we get the usual expression for the profit mark-up: pπ−msc
pπ

= − 1
εGC

, where
εGC is the generalised price elasticity of demand and msc is the marginal social cost of a trip in crowding.
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After a brief analysis of the first-best seat supply under exogenous capacity, we spend more

time with two extensions of the model that brings the investigation closer to real-world

applications. First, we explore the case of simultaneously optimised frequency and vehicle

size. The crucial question here is whether reducing seat supply or increasing frequency (or

both) is the optimal reaction to any growth in demand. Then, Section 7.2.3 puts the choice

of seat supply into the context of fluctuating demand, and derives second-best policies in the

back-haul problem.

Exogenous capacity

Let us investigate in a simple simulation exercise the pattern of optimal seat supply in function

of hourly ridership. For the sake of simplicity, we choose a social cost minimisation approach.

This may obscure some features of elastic demand, but the results below should hold in the

equilibrium state of an endogenous demand setting as well. The optimal seat supply can be

derived by solving the following minimisation problem:

min
σ
TC = Cop +Q · cu, (7.7)

where the operational costs are simply linear in frequency, Cop = vF . The generalised user

cost expression has three main components: waiting time proportional to half of the headway

F−1, in-vehicle travel time (βt), and crowding costs that enter the function as a travel time

multiplier.

cu = 0.5αF−1 + βt
(

1 +max
[
0, 1− FσQ−1

]
· βp +max

[
0,
QF−1 − σ
S − σas

]
· βc
)

(7.8)

The notation is consistent with Chapters 3 and 6, and summarised in Table 7.1. Note

that in user cost expression (7.8) there are two non-negative factors. The first captures the

probability of standing, given that FσQ−1 is the ratio of the available seats and ridership

per hour, i.e. the probability of sitting. This may turn into negative if Fσ > Q, but we

deliberately exclude this option by setting the minimum of the factor to zero. Then, the

probability of standing is multiplied with βp, the standing multiplier estimated in Chapter

5. The second fraction of equation (7.8) is the density of standing passengers, which is the

ratio of the number of standing passengers per train and the available standing area. The

latter comes as the difference between the in-vehicle area (S), and the space occupied by

seats and seated passengers. Again, we prevent the standing density to turn into negative
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when all passengers are seated, and multiply the resulting ratio with βc, the density-based

crowding multiplier borrowed from Chapter 5. We treat the available in-vehicle area as an

exogenous variable throughout this chapter, so that we model the capacity decision for an

existing fleet of vehicles. Seated passengers are assumed to occupy the same as area each, no

matter whether they are vacant or occupied.

Table 7.1: Notation and simulation values of frequently used variables.

Symbol Description Dimension Value

Q Demand pass/h

F Service frequency 1/h 5

σ Seat supply seats/train

S In-vehicle area m2 200

as Area occupied by a seat (seated passenger) m2/seat 0.5

rmaxs Maximum share of S designated for seating % 80

t In-vehicle travel time hour 0.5

v Fixed operational cost per train $/h 5000

α Value of waiting time $/h 30

β Value of uncrowded in-vehicle time $/h 20

βp Travel time multiplier parameter of standing - 0.2654

βc Travel time multiplier parameter of crowding density - 0.1192

Figure 7.1 visualises simulated seat supply optima of the minimisation problem in equation

(7.7), in the range of 1000 to 4000 passengers an hour. In the numerical optimisation we

bound σ between zero and the maximum number of seats determined by rmaxs , the highest

share of in-vehicle area that can be assigned for seats, leaving sufficient standing area for

boarding, alighting and moving within the vehicle. With the current vehicle size parameter,

this implies no more than 320 seats.
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Figure 7.1: Optimal seat supply and the resulting occupancy rates with exogenous capacity, in
function of hourly ridership.

In Figure 7.1 one can distinguish four seat supply regimes as demand grows. In the

first phase, up to around 1600 passengers an hour, demand is lower than the maximum seat

capacity of the train, so that it can be ensured that all passengers find a seat, and therefore

there is no purpose for allocating more space for standing than what is necessary. Then in the

second phase, ridership exceeds the feasible level of seat supply, which implies that the seat
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occupancy rate is 100 percent and some people have to stand necessarily. Still, seat supply

remains at its maximum until slightly more than 2000 passengers, because the right hand side

of the first order condition in equation (7.5) is greater than the left hand side in the entire

range of feasible seat supply values. That is, removing a seat would cost more for the marginal

passenger who thus cannot sit any more than what all standees together would gain with more

standing area. As a result, the optimal standing density sharply increases in this phase, up

to around 2.5 passengers per square metre. In the third stage then, the disutility of crowding

becomes so costly that removing some seats does decrease the objective function. Therefore,

in the range of 2000 to 3400 passengers, the optimal seat supply gradually falls from 320

seats to zero. As a consequence, the increase in standing density slows down compared to

stage two. Finally, in the fourth phase, seat supply cannot be reduced any more, and any

further increase in ridership directly affects the in-vehicle crowding density.

From this simple analysis we can conclude that (1) the fact that some passengers are

standing does not necessarily imply that seat supply should be lowered, and (2) the optimal

density of standing passengers is a non-linear function of demand, with clearly visible kinks

where seat supply reaches its lower and upper bounds.
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Figure 7.2: Efficiency loss of sub-optimal seat provision at 2500 passengers per hour.

How severe are the consequences of sub-optimal seat supply? With the current simulation

parameters the aggregate social cost may be up to 10 percent higher than in the optimum, in

extreme cases when, for example, seat supply should be zero but the operator fits 320 seats
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into the vehicles. This, of course, may be higher in a model that accounts for the endogeneity

of demand. Figure 7.2 shows an intermediate case with 2500 passengers an hours. Simulations

suggest the general tendency that oversupplying seats may lead to more significant efficiency

losses than undersupply.

Endogenous frequency

This part of the chapter reflects to Tirachini et al. (2014) who state that “the existence of

a crowding externality implies that buses should have as many seats as technically possible,

up to a minimum area that must be left free of seat”. In other words, they suggest that

the operator is always better off with increasing frequency as a response to an incremental

growth in demand, instead of reducing the number of seats. We show that although this may

well be the case when a numerical model is calibrated for the operational circumstances of

a particular bus line in Sydney, the rule above cannot be generalised for all conditions. In

this subsection we test the hypothesis that seat supply should always be maximised as long

as frequency is also endogenous. We keep the social cost specification of equations (7.7) and

(7.8) and re-optimise it with respect to seat supply as well as frequency.

A potential argument supporting Tirachini’s finding may be that frequency adjustment

has an additional positive impact on fellow passengers through falling headways and reduced

waiting times. However, this additional benefit gradually decreases, as the headway (F−1),

and thus the expected waiting time cost, are concave functions of frequency. In other words,

the marginal waiting time benefit of frequency adjustment diminishes at high frequency5.
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Figure 7.3: Varying seat supply, increasing standing density, and the corresponding trends in
(endogenous) frequency provision. Multiple local optima in the region of 2000 to 5000 passengers

per hour.

5This phenomenon can be observed in Figure 6.1 as well, in comparison with the user cost of crowding.
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Numerical results depicted in Figure 7.3 show that the optimal seat supply may drop

to zero at high demand, even with endogenous frequency. Interestingly, the endogeneity of

frequency makes the range of demand levels at which an intermediate seat supply should

be provided very narrow. On the other hand, we identify a wide demand interval between

around 2000 and 5000 passengers, where the extreme seat supply values (either zero or the

technical maximum, 320 seats in our case) are both local minima leading to very similar

social cost values. In this demand region we got different numerical optima by switching

the initial value of the optimisation algorithm - the competing local optima are marked with

non-identical symbols in Figure 7.3. Maximum seat values are paired with higher optimal

frequency, while standing-only vehicles operated at lower frequency perform equally well. In

addition, the density of standing passengers is significantly higher in the second case, so we

can clearly state that the main benefit of standing only trains run at low frequency is the

significant savings in operational costs.
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Figure 7.4: Multiple competing local optima in the frequency–seat supply space. Demand fixed at
Q = 3500 passengers per hour.

A contour plot of the total cost surface in the available frequency–seat supply space in

Figure 7.4 tells more about the mechanics of the model. In this graph we fixed demand at

3500 passengers an hour, in the middle of the ambiguous region of Figure 7.3. There is a

path between the two local minima along which intermediate combinations of the two decision

variables can keep the relative increase in social costs below 2 percent. This implies that even
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if frequency cannot be adjusted so smoothly to the actual level of demand in reality (e.g. due

to timetabling constraints), seat supply can serve a sophisticated tool to keep public transport

supply in a second-best state with acceptable efficiency loss. Returning to the original purpose

of the analysis, we can clearly state that at high demand levels, the optimal seat supply drops

to zero.

Another interesting feature of the present model can be observed at low demand levels.

Intuition may suggest that in case of exogenous vehicle size, frequency should be set targeting

full seat occupancy; otherwise providing empty seats is just a waste of resources. Figure 7.5

shows that this is not obviously the case, especially when the operational cost of a unit of

frequency is relatively low. With v = 1000, certain number of seats are always left vacant

as long as demand is below 1500 passengers hourly. The reason behind this phenomenon

is the presence of waiting time costs that motivates the social cost minimising operator to

increase frequency, even if it is unlikely that any passenger would be left without a seat

otherwise. Note that the concave pattern of optimal frequency changes at the threshold

demand level where Q = F σ; above that, frequency grows at a higher rate to compensate

for the inconvenience that standing would cause for some passengers.

500 1000 1500 2000 2500

1
2

3
4

5
6

7
8

(a) Optimal frequency

Demand (Q)

ve
h

ic
le

s 
pe

r 
h

ou
r

500 1000 1500 2000 2500

0
50

10
0

15
0

20
0

25
0

30
0

(b) Optimal seat supply

Demand (Q)

se
at

s 
p

er
 v

e
hi

cl
e

500 1000 1500 2000 2500

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

(c) Seat occupancy

Demand (Q)

se
at

 o
cc

up
a

nc
y 

ra
te

Figure 7.5: Unused seats in optimum, with low demand and low operational costs for endogenous
frequency provision (v = 1000).

7.2.3 Seat supply in fluctuating demand

In Section 6.4 of the previous chapter we investigated certain consequences of the fact that

a fixed public transport capacity often has to serve more than one markets. If demand

fluctuates between these markets by time, space or direction, the operator faces a second-

best problem: capacity needs to differ from its first-best optima in the jointly served markets.

Such constraints may apply for the choice of seat supply as well. How does the magnitude of
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demand imbalances affect the optimal seat supply? This section reveals the basic relationship

between the optimal interior layout and demand asymmetries in the back-hould problem, first

with exogenous capacity, and then allowing frequency to be jointly optimised with seat supply.

Exogenous capacity

First, let us investigate again the optimal seat supply with fixed capacity. The objective

function of the seat supply optimisation modifies to

min
σ
TC =

n∑
i=1

(
ti vF +Qi · cu,i

)
, (7.9)

where n is the number of jointly served markets (two in the back-haul setting), and the

average user cost on the ith market (cu,i) can be calculated separately according to equation

(7.8). Operational costs are still linear in the total number of vehicle hours supplied, with unit

cost v. As in Chapter 6, we focus on the back-haul problem and simulate the optimal seat

supply as a function the magnitude of demand imbalances expressed as ω = Qpeak/
∑

iQi.

Results with the parameters of Table 7.1 are plotted in Figure 7.6.
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Figure 7.6: Optimal seat supply in function of the magnitude of demand aymmetry in the
back-haul setting, at four levels of fixed aggregate demand.
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Unsurprisingly, the impact of fluctuating demand on seat supply is generally negative.

The more passengers are concentrated in the same market, the more important it becomes to

provide sufficient standing area, even at the expense of seat provision. Therefore transport

services with identical aggregate passenger output may need to apply non-identical vehicle

layouts, if they differ in the distribution of demand between jointly served markets. Note,

however, that due to the physical boundaries of seat supply, increasing demand asymmetry

does not imply per se that seat supply should be lower – it definitely should not be higher,

though.

Endogenous frequency

Let us now introduce frequency again as a decision variable jointly optimised with seat supply.

This allows the operator to tackle the asymmetry in demand by increasing the hourly capacity

of the service. We keep (7.9) as the objective function of the simulation, with equation (7.8)

used as the expression of the differentiated user cost in the two directions, but the decision

variables are now both F and σ. Figure 7.7 plots the optimal values of these variables for 50

instances of ω = Q1/(Q1 +Q2) between 0.5 and unity. Aggregate ridership is kept constant

at Q = Q1 +Q2 = 5000 passengers hourly.

Just like in the single-market scenario in Section 7.2.2, one can distinguish two supply

regimes: as the magnitude of demand imbalance (ω) increases, at some point the optimal

frequency and seat supply drop to a significantly lower level. The functions show a clear

discontinuity at a critical value of ω, but this is only the case if we restrict our attention to

global optima.

In fact, we may have again two competing local minimum points in the social cost surface,

just like in case of the first-best model depicted in Figure 7.4. Figure 7.8 repeats the same

contour plot of the frequency vs. seat supply space for four different values of ω. These

graphs reveal that with a relatively even demand pattern, around 2500 passengers in each

direction implies full seat occupancy in optimum. However, as the imbalance grows, a new

local minimum emerges with significantly lower frequency and vehicle size. That is, the

increased concentration of passengers in one direction makes standing in a narrow in-vehicle

area inconvenient. In the new supply regime, there is much more standing area, which

eliminates the need for excessive frequency supply for those who cannot find a seat. This

explains why significant operational cost savings can be realised in the low-seat regime. In

summary, somewhat surprisingly, the optimal frequency increases and then decreases with

the magnitude of demand imbalances, controlling for the aggregate scale of operations.
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Figure 7.7: Jointly optimised frequency and seat supply in the back-haul setting.

How do the above supply rules affect the expected travel experience? The lower panels of

Figure 7.7 show that three states can be distinguished depending on the strength of demand

asymmetry. In the first and relatively short phase with ω being just slightly above 0.5, the

operator increases capacity such that all passengers can be seated in both directions. In the

off-peak market some seats may remain unused, but all seats are occupied on peak trains.

Of course, for lower values of aggregate demand, this state can persist for higher values of ω

as well. In the second stage, it is not efficient any more to offer seats for all peak travellers,

and therefore the rate of frequency adjustment somewhat slows down, with a simultaneous

increase in the density of standing passengers. Nevertheless, the occupancy rate of seats still

decreases in the low demand market. Finally, in stage 3, i.e. when the operator switches to

the low-seat regime, no more seats should be provided than what off-peak passengers require.
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In other words, both frequency and seat supply drop, so that the off-peak seat occupancy

rate bounces to one, and the peak standing density becomes significantly higher.
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Figure 7.8: Contour plot of the percentage increase in social cost relative to the global optimum,
marked with black dots. The sequence of optima at other values of ω ∈ (0.5, 1) are marked with

small red dots.

A sensitivity analysis of the simulation reveals that under very high aggregate demand,

even some off-peak passengers may need to stand if the magnitude of demand imbalances

is relatively low. This is in line with our first-best results in Figure 7.3 where the standing

density is zero under around 1500 passengers per hour. At the other extreme, in case of very

low aggregate demand, it may well be the case that some seats remain vacant in the peak

direction in order to provide sufficient frequency and avoid severe waiting time costs.
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7.3 Application: Crowding externalities in a network

In this section we investigate how crowding disutility costs emerge along an existing urban

rail line. The analysis is based on smart card demand data collected in a densely used metro

system. We focus on a single direction of a metro line where the only payment method

is by smart card, and platforms are fenced. Thus, our dataset contains all trips performed

throughout a day, so by comparing this information to the available capacity, we can measure

the temporal fluctuation of demand and crowding by each inter-station line section. The use

of smart card data turned out to be an excellent way of studying crowding, as it provides a

cheap and comprehensive solution to reconstruct demand patterns.

As the only information we can extract about a trip from the smart card database is

the time and location of check-in and check-out, first we had to assign passengers onto line

sections. We used the igraph package of R to reproduce the graph structure of the metro

network and find feasible paths between origin-destination pairs. As the metro network our

data came from is relatively simple, we restricted the assignment method to the simplest

all-or-nothing approach, where all trips are assigned to the path with the shortest travel

time between the corresponding origin and destination. For more sophisticated assignment

techniques for smart card data, the interested reader is referred to Chapter 4 of this thesis,

and Sun et al. (2015).

7.3.1 Descriptive crowding analysis

From now on, we consider the line load pattern depicted in figure 7.9. Note that the analysis

is limited to one direction of the line. It is clearly visible that the morning peak starts around

7.30 and lasts until 10 am, while the afternoon rush hours, featuring slightly higher demand,

are between 4.30 and 8 pm. The most heavily loaded sections are located at the middle of the

line, where the service performance reaches 16 thousand passengers in a 15 minutes interval

(i.e. around 64 thousand passengers per hour)6.

On the supply side we assume that the operator has the following timetable and capacity

policy. Rolling stock configuration remains the same throughout the whole day. Trains are

designed with S = 500m2 of interior space. By default they are equipped with σ = 350 seats

and a seated passenger occupies as = 0.4 square meters (notation of these parameters remain

the same throughout the rest of this section). As a consequence, when all seats are occupied,

6Note, that the evolution of demand is not smooth due to multiple transfer stations along the line where
demand may suddenly increase or fall.
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Figure 7.9: Daily demand pattern along an urban rail line
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Figure 7.10: Average standing density on line sections in 15 minute intervals

standees share 360 square meters of interior space allocated for standing. During the morn-

ing and afternoon peaks, trains are operated in high frequency with two-minute headways

between consecutive services. During midday, this headway is increased to 4 minutes, while

in early morning and late evening trains follow each other every 5 minutes.

The average density of standing passengers can be derived from the ratio of standees

versus the available standing area. The fact that we aggregated demand and capacity passing

through a line section during a 15 minute interval may involve three types of potential errors:

(a) The distribution of crowding may be uneven along a lengthy vehicle. Thus, certain

customers may experience significantly higher disutility than what the average density

would suggest.

(b) Demand may fluctuate considerably during a 15 minute period, implying strong devi-

ations from the average.

(c) The density of passengers is affected by the punctuality of trains as well. In case of a
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delay the headway between consecutive services increases, and therefore crowding on

the delayed train will be higher than on subsequent trains.

Figure 7.10, however, provides a valuable insight into the spatial and temporal distribution

of average crowding. During peak periods, average crowding can be as high as five passengers

per square meter. It is interesting to see that the capacity reduction at around 10 am and

8 pm leads to heavy crowding between the two peak and in the early evening. On the

most congested sections of the line a density of around 3 standees per square meter remains

persistent throughout the midday period. On the other hand, demand at outside sections

close to the two terminals is significantly lower, which is in line with the geographic attributes

of this service. At these sections most passengers find a seat irrespective of the time of day.

7.3.2 Distribution of crowding costs

We use standing densities to determine the travel time multiplier effect of crowding. In this

section we assume that seated passengers’ travel time experience is linear in the density of

standees (Dst) with slope parameter βc. This approach is consistent with the crowding cost

estimation methodology of Chapter 5. Standing travellers bear a fixed standing penalty (βp)

and a varying cost component which is also linear in density Dst. That is, the total user cost,

associated with crowding and separated from the uncrowded travel time cost, summed over

all passengers, equals to

Cit =

 σt τi βcDst,it + (Qit − σt) τi (βp + βcDst,it) for Qit ≥ σt
0 for Qit < σt

(7.10)

where time periods and line sections are indexed with t and i respectively, and τi is the travel

time on section i. Furthermore, standing density is calculated as

Dst,it =
Qit − σt
St − as σt

. (7.11)

The actual monetary value of crowding depends on the value of (uncrowded) travel time,

but we do not need this information, as we express crowding costs in travel time dimension.

Figure 7.11 depicts the sum of incremental costs that users need the bear due to the multiplier

effect of crowding, in terms of hours of travel time. Results reflect that disutilities are

proportional to the travel time on each line section, and therefore the total cost imposed on

passengers varies among equally crowded central sections.
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Figure 7.11: Travel time equivalent aggregate crowding costs by line section

The aggregate cost of crowding, that we can derive by adding up the values in Figure

7.11, is 105, 355 hours in total. This is equivalent to more than 12 years of travel time, and

around half of the actual uncrowded travel time on this particular line. Note that this is just

one direction of a busy metro line, on a representative workday. The magnitude of the cost

of crowding disutility reassures the relevance of crowding reduction measures.

Link-specific externalities

Equation (7.4) of the optimal fare in Section 2 showed that the crowding externality that

the marginal trip maker imposes on fellow passengers can be split into a density and a seat

occupancy effect. The functional form directly implies that the shares of these two externality

components are jointly determined by the level of demand (Q) and seat supply (σ). When

demand is just slightly higher than the vehicle’s seat capacity (i.e. the σ/Q ratio approaches

unity and the difference Q − σ is close to zero), then the density effect is negligible, while

the occupancy externality is close to the incremental standing penalty. In this case, it is

very likely that the marginal passenger will find a seat and force someone else to stand.

By contrast, when demand is much higher than the number of seats, the density component

becomes important and the chance that the marginal consumer will occupy a seat diminishes.

Figure 7.12 illustrates the dynamics of the two externality components in practice. Cal-

culations are based on equation (7.4) taking the density expressions of equation (7.11) into

account and replacing avarage cost functions with travel time multipliers. Thus, the marginal

density externality for a unit of travel time becomes7

mde

τ
= (Q− σ)

∂mst

∂Q
+ σ

∂mse

∂Q
= β · βc

∂Dst

∂Q
Q. (7.12)

7For the sake of simplicity we delivered equations (7.12) and (7.13) without indices for time periods and
line sections.
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Figure 7.12: Two components of the average marginal external crowding cost for a minute of
travel time: density effect (above) and seat occupancy effect (below)

The expected marginal occupancy externality can be rearranged as the difference between

standing and seated crowding multipliers (mst and mse), weighted by the probability of

finding a seat. As we apply the same βc parameter for both types of passengers, the difference

between standing and seated costs is simply the standing penalty, βp, multiplied by the value

of uncrowded travel time. Thus, the expected occupancy externality is

moe

τ
=
σ

Q
(mst −mse) =

σ

Q
β · βp. (7.13)

Note, that in Figure 7.12 inter-station travel times are normalised to one minute for

the sake of comparison. It is remarkable that due to a stepwise increase in the occupancy

externality from zero to its maximum, the marginal external cost of a trip can be very high

in relatively low demand periods as well. This is simply caused by the facts that (1) there

is no externality as long as σ ≤ Q, but (2) the probability of finding a seat, i.e. σ/Q has

its maximum when demand is just higher than σ. If we applied higher βc parameters for

8In fact, the stated preference study of Whelan and Crockett (2009) found that βc,seat increases from 1.00
to 1.63 between zero to six passengers per square metre, while the standing multiplier may be between 1.53
and 2.04. This implies that βp = 1.53 and crowding costs increase faster for seated users than standees. In this
case, the occupancy externality is σ

Q
βτ (βp+βc,stand−βc,seat), which is slightly less than what (7.13) predicts.
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Figure 7.13: Average travel time equivalent marginal crowding externality per minute of travel
time

standees than seated passengers, then the occupancy externality would be even stronger,

because the increased inconvenience of crowding would add upon the standing penalty. Such

differentiation of βc, however, could not have been justified in the crowding cost estimation

of Chapter 5, so we apply the standing penalty only8.

The implication of marginal social costs on optimal pricing is straightforward in case of

density economies: marginal external costs plotted in figure 7.12a should simply be added

up and included in the fare paid by passengers travelling multiple legs. In case of occupancy

externalities, however, it is important to emphasize that what equation (7.13) and figure

7.12b deliver is the average externality. The way how these social costs are split between

OD markets sharing a line section depends on the likelihood that passengers in different

markets will actually find a seat. Figure 7.13 shows that the sum of the two externality

components form a rather even pattern of social costs throughout the day. The practical

conclusion from the analysis presented so far is that when an operator intends to implement

dynamic crowding pricing based on the line sections used, the optimal fare is not proportional

to the actual density of standing passengers: the occupancy externality works in the opposite

direction to the density externality, and this may even out the spatio-temporal pattern of net

crowding externalities – except the periods and line sections where seat supply is sufficient

to accommodate all passengers.

OD-specific externalities

The last exercise of the present subsection is to derive external costs on the level of individual

OD pairs. Let us investigate two time periods: a high demand scenario in the morning peak

and a less crowded case after the morning peak, when demand drops significantly but trains

are still operated with two-minute headways. Our goal is to derive the probability that the
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average passenger on a particular OD pair travels seated on a particular line section, and

replace σ/D in equation (7.13) with this probability.

It is obvious that the earlier someone boards the train, the higher the probability of

finding a seat until all seats are occupied. After that, the number of alighting passengers

and the share of those among them who had a seat become important. The likelihood of

being seated increases with journey length, assuming that being seated is always preferred

over standing, because alighting passengers increase the chance of finding an empty seat for

those who were already on board. We calculate the actual probability of finding a seat with

the methodology introduced on page 125 of Section 5.2.3.

The resulting crowding externalities are plotted in figure 7.14 for each origin to destination

pair of the metro line, based on the real world demand pattern presented earlier. Again, the

plots are referring to a single direction of the line. Stations are denoted in the order in

which trains pass them, so the origin of a trip is always indexed with a lower value than its

destination. Occupancy externality: for a particular OD pair we

1. calculate the probability of finding a seat for each inter-station leg of the journey,

2. derive the occupancy externality according to equation (7.13) for each line section,

multiplied by the travel time on that section, and

3. add up the resulting costs for all sections within the OD pair.

In case of the density externality, we simply

1. recover the average density of standing passengers from the data at each section in the

given time period,

2. derive the external cost based on equation (7.12), multiplied with the travel time on

the respective section, and finally

3. sum up the external costs over the sections between the origin and the destination.

The resulting marginal external costs are measured in minutes if travel times on line sections

are supplied in minutes too.
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O\D 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1 0.5 0.8 1.1 1.4 1.7 2.2 2.5 2.8 3.2 3.5 3.9 4.2 4.6 4.6

2 0 0 0.1 0.2 0.4 0.5 0.7 0.9 1 1.2 1.4 1.7 1.7

3 0 0.1 0.1 0.3 0.5 0.6 0.8 0.9 1.1 1.3 1.6 1.6

4 0 0 0.2 0.2 0.4 0.5 0.6 0.8 0.9 1.2 1.2

5 0 0.1 0.2 0.3 0.4 0.5 0.6 0.8 1.1 1.1

6 0 0 0 0.1 0.1 0.2 0.3 0.5 0.5

7 0 0 0 0.1 0.2 0.3 0.5 0.5

8 0 0 0 0.1 0.2 0.4 0.4

9 0 0 0.1 0.2 0.4 0.4

10 0 0.1 0.1 0.3 0.3

11 0 0 0.1 0.1

12 0 0.1 0.1

13 0 0

14 0

Marginal occupancy externality [minutes] | 8h00-8h15

O\D 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1 1.2 1.9 2.5 3.1 3.7 4.6 5.3 5.9 6.5 7.1 7.7 8.4 9 9

2 0.6 1.2 1.9 2.5 3.4 4 4.6 5.3 5.9 6.5 7.1 7.7 7.7

3 0.6 1.2 1.9 2.8 3.4 4 4.6 5.3 5.9 6.5 7.1 7.1

4 0.6 1.2 2.2 2.8 3.4 4 4.6 5.3 5.9 6.5 6.5

5 0.6 1.5 2.2 2.8 3.4 4 4.6 5.3 5.9 5.9

6 0.9 1.5 2.2 2.8 3.4 4 4.6 5.3 5.3

7 0.6 1.2 1.9 2.5 3.1 3.7 4.3 4.3

8 0.6 1.2 1.9 2.5 3.1 3.7 3.7

9 0.6 1.2 1.9 2.5 3.1 3.1

10 0.6 1.2 1.9 2.5 2.5

11 0.6 1.2 1.9 1.9

12 0.6 1.2 1.2

13 0.6 0.6

14 0

Marginal density externality [minutes] | 8h00 - 8h15

O\D 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1 0 0 0 0 0 0 0.5 0.9 1.4 1.8 2.3 2.7 3.2 3.2

2 0 0 0 0 0 0.5 0.9 1.4 1.8 2.3 2.7 3.2 3.2

3 0 0 0 0 0.5 0.9 1.4 1.8 2.3 2.7 3.2 3.2

4 0 0 0 0.5 0.9 1.4 1.8 2.3 2.7 3.2 3.2

5 0 0 0.5 0.9 1.4 1.8 2.3 2.7 3.2 3.2

6 0 0.5 0.9 1.4 1.8 2.3 2.7 3.2 3.2

7 0.1 0.2 0.4 0.6 1 1.4 1.8 1.8

8 0 0.1 0.2 0.5 0.8 1.2 1.2

9 0 0 0.3 0.6 1 1

10 0 0.3 0.6 1 1

11 0 0 0.3 0.3

12 0 0.3 0.3

13 0 0

14 0

Marginal occupancy externality [minutes] | 10h15-10h30

O\D 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1 0 0 0 0 0 0 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

2 0 0 0 0 0 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

3 0 0 0 0 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

4 0 0 0 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

5 0 0 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

6 0 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

7 0.2 0.4 0.6 0.8 0.9 1.1 1.3 1.3

8 0.2 0.4 0.6 0.8 0.9 1.1 1.1

9 0.2 0.4 0.6 0.8 0.9 0.9

10 0.2 0.4 0.6 0.8 0.8

11 0.2 0.4 0.6 0.6

12 0.2 0.4 0.4

13 0.2 0.2

14 0

Marginal density externality [minutes] | 10h15 - 10h30

Figure 7.14: Marginal occupancy and density externalities on origin-destination level, measured in
travel time minutes

It is not surprising that the value of density externalities follow a rather even pattern where

the external cost increases with the number of sections used. Short trips induce equally low

costs outside of the densely used middle section of the line, as the slope of the multiplier

function is independent of crowding. In low demand both externalities are zero on the first

six as well as the last two sections of the line where all passengers find a seat. Users boarding

at the middle sections of the line for a short trip have relatively low (but never zero) density

externality, because the amount of time they spend in the train is limited.

By contrast, the occupancy externality shows an unbalanced distribution between OD

pairs: those who board at the first station and travel along the whole line have surprisingly

high external costs, especially in the morning peak. The underlying reason is that they

occupy all the seats with very high probability forcing all passengers boarding later to stand.

On the other hand, those who board at the most crowded part of the line have very low,

sometimes zero marginal occupancy cost. They simply do not have any chance to find a seat.

As the train approaches the end of the line the probability that recently boarded passengers
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also take a seat increases. This is reflected in slightly higher cost values for those travelling

until stations 14 or 15.

It is a well-known principle among experienced public transport users that boarding a

service at the first station makes it likely to travel seated throughout the entire trip. Wily

passengers may even accept additional costs to exploit this advantage, e.g. by travelling one

or two stations in the opposite direction to their destination and stay on the vehicle while

it turns around9. Our analysis derived the economic implication of the seat advantage and

found that early boarding has significant external costs in crowding. According to marginal

cost pricing principles the externality should appear in the fare. The numerical analysis also

showed that on longer trips the occupancy externality may have much larger magnitude than

the density effect.

How can we interpret these results from a policy perspective? The die-hard economist

would suggest that the fare for passengers boarding at the terminus should be increased sig-

nificantly to reflect the externality caused by their advantage in reserving seats. Then the

transport politician would correctly respond that customers would perceive higher fares as

an unfair, discriminative punishment for early boarding. And this argument can be justifi-

able in the presence of non-negligible heterogeneity in crowding disutility parameters: some

passengers at the terminus would be ready to travel standing just to avoid a major increase

in fares. In other words, the assumption that passengers use empty seats until full seat occu-

pancy no matter what is questionable in reality. On the other hand, this analysis reveals that

the benefits that seats provide during peak-hour operations are mostly enjoyed by a small,

‘privileged’ group of passengers; the majority suffers from the presence of seats, because they

have low chance to use them, while the available standing space becomes smaller. This raises

doubts about the desirability of peak-hour seat provision from a political economy point of

view. Of course, if travellers are selfless and ready to give up seats for those who have really

high standing penalties (e.g. for elderly or handicapped people, as it is a commonly accepted

norm in many cultures), then the social efficiency of seat provision can become positive again.

7.4 Future research and concluding remarks

Our analysis can serve as a basis for further research in multiple directions. A promising topic

is the distribution of crowding along lengthy rail vehicles. Severe imbalances in crowding

9This is what Tirachini et al. (2016) used in their revealed preference experiment to measure the benefit
of sitting versus standing.
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density can distort the optimal decisions in both pricing and seat supply. If one can observe

regular patterns in in-vehicle density, for example due to the location of platform entrances,

it may be reasonable to adjust seat configuration along the train accordingly.

It is clearly visible that the temporal variability of seat supply, as de Palma et al. (2015)

showed in a numerical model, can lead to significant welfare savings. The role of fold-up seats

may be re-evaluated in this respect. The fundamental questions to be answered in future

empirical analyses is whether passengers use fold-up seats in a social optimal way, i.e. do

they leave fold-up seats unused when density reaches the level where seat supply should be

reduced? In case of a likely negative response the centrally controlled readjustment of fold-up

seats in a locked position at terminal stations is a feasible path towards efficiency gains.

In case of crowding pricing we saw that the marginal external cost of a trip varies on a wide

scale between OD pairs. If this externality remains unpriced, e.g. in a flat fare tariff system,

that leads to overconsumption on early boarding origin-destination markets and a deadweight

loss for society. The main source of the problem is that sitting and standing are fundamentally

different travel products that are sold for the same price on most public transport services.

Would the (re)introduction of seat reservation, or at least a differentiated fare for standing

improve the welfare or profit outcome of a service? Several practical questions could be raised

in connection with the implementation of such a policy, but the possibility of improvements

in economics efficiency cannot be excluded at this point.

Conclusion

The daily social cost of crowding in a single direction of our sample metro (i.e. the sum of

crowding costs plotted in Figure 7.11) is equivalent to 105,354.8 hours of additional travel

time. This sum is 51.3 percent of passengers’ total uncrowded travel time on the line. The

magnitude of crowding costs underlines the importance of congestion dependent supply poli-

cies. Moreover, it indicates that crowding related consumption externalities are by far more

relevant for an urban rail service than either waiting times or and the marginal external travel

time effect of boarding and alighting.

In this chapter we presented a microeconomic framework to model crowding-dependent

user costs in a busy public transport line. Providing the main contribution of this chapter,

we investigated in an analytical framework how optimal pricing is affected by the allocation

of standing and seating areas within a public transport vehicle. The analytical model gave

new insights about the composite nature of public transport capacity that remained hidden

in earlier numerical analyses in the literature.
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Our theoretical seat supply rule states that the number of seats should be increased as

far as discomfort savings of the marginal seated passenger outweigh the additional crowding

cost of standees resulting from the reduction in their standing area. Numerical simulations

show that reducing seat supply may well be the optimal solution to tackle excess demand.

Moreover, seat reduction is optimal if (1) aggregate demand is constant in a network of

sections served with the same capacity, but the magnitude of demand imbalances grows, and

(2) seat supply and frequency are jointly optimised – in this case, above a threshold level

of demand, reduced seat supply is coupled with a reduction in the optimal frequency. We

acknowledge, however, that the optimisation of the interior layout of public transport vehicles

should be complemented with other engineering, passenger flow and peak demand handling

policies that we neglected in this analysis.

The chapter identifies two types of consumption externalities: one results from occupying

a seat and thus forcing a fellow passenger to stand, and the other is based on that the marginal

traveller increases the density of standees when all seats are already occupied. We found

using real-world demand patterns of an urban rail line that the two externality components

complement each other. This outcome suggests that a flat crowding penalty when all seats

are occupied in the train can make a pricing policy close to socially optimal, given that each

line section can be priced separately in the tariff system, but origin-destination pairs are not

distinguished. After relaxing the latter constraint, Figure 7.14 illustrated the importance of

the probability of finding a seat in the allocation of external costs between origin-destination

markets. Priorities in the access to empty seats implies that early-boarding passengers should

pay disproportionately higher fares to internalise the occupancy externality.
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Chapter 8

Nonlinear pricing and crowding

externalities

8.1 Introduction

Travel passes, often labelled as season tickets or travelcards, are widely used in large public

transport networks globally. Economic theory considers a tariff structure with single tickets

and travel passes as a form nonlinear pricing. Under standard conditions, nonlinear pricing

allows the supplier to generate revenues in an efficient way through second degree price

discrimination (Brown and Sibley, 1986, Carbajo, 1988). Travel passes are popular among

frequent travellers as well, as they provide a cheaper alternative compared to single tickets

or pay-as-you-go fares for everyday commuting. In general, the attitude of public opinion is

mostly positive towards season tickets in cities where this tariff product is available.

The scientific literature of nonlinear pricing in transport, and especially in public trans-

port, is remarkably scarce. Our research community does not express clearly whether the use

of travel passes should be promoted or persecuted in transport policy. This may be surprising

given that travel passes are very popular in Europe and North America, for example, but

have been left out from the tariff portfolio in many South American and Asian cities.

This research is motivated by the suspicion that travel passes may cause trouble in the

presence of negative consumption externalities. In case of public transport, the inconvenience

of crowding is a particularly important consumption externality that can now be measured

with advanced demand modelling techniques (Hörcher et al., 2017, Wardman and Whelan,

2011). Economic theory suggests that the price of a service should be equal to the net

marginal cost imposed on fellow passengers and other agents of society. This implies that
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the optimal fare in public transport should include the marginal external cost of crowding.

However, Travel pass holders face zero marginal fare when travelling, as long as they possess a

valid season ticket. Therefore they do not consider any externalities in their personal decision

about consumption. We must suspect that travel pass holders overconsume public transport.

Some of their trips generate less net personal benefits than social costs. As a consequence, a

purely welfare maximising operator, that does have the possibility to cover its losses under

optimal pricing with public subsidies entirely, should not supply travel passes at all.

What we know about the economics behind travel passes is rooted in the general liter-

ature of nonlinear pricing. Oi (1971) develops an early analytical model describing how a

monopolist can transport additional consumer surplus into profits with two-part tariffs, i.e.

compulsory entry fees combined with charges proportional to consumption. His model had

been extended by Littlechild (1975) for telecommunications markets where users enjoy a pos-

itive externality when a new consumer joins the network. A positive externality, of course,

points in the direction of setting prices lower than marginal costs. Leland and Meyer (1976)

is another important contribution, as they show that two-part and block pricing1 strategies

are always superior to uniform pricing in terms of profitability, and in some cases they im-

prove social welfare too, given that the operator is profit maximising anyway. Ng and Weisser

(1974) investigate optimal two-part tariffs when the public firm faces a budgetary constraint,

which is clearly a promising way of modelling why urban public transport operators may use

travel passes for revenue generation.

Carbajo (1988) is the first economist who designed an analytical non-linear pricing frame-

work to model season tickets in public transport. He discovered that the combination of single

tickets and seasonal passes is a special form of two-part tariffs: in this case the access and

usage fees are separated from each other and the consumer has the possibility of choosing

the one with which she is better off. Carbajo derived the optimality rule for the price of

single tickets and travel passes for a monopolist operator and for the welfare sensitive pro-

ducer who faces a profit constraint. He also introduced a model with a positive consumption

externality: he assumed that the more people use travelcards, the less the others will have

to wait in queues in front of ticket offices. Almost thirty years later it is likely that with the

wide-spread use of electronic smart cards, the advantage of travel passes in fare collection

disappears.

Analytical derivations may provide some insights into how the basic mechanism behind

nonlinear pricing works. However, analytical solutions are increasingly complicated and often

1Block pricing means varying (in most cases decreasing) unit costs for higher total quantity sold.
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impossible to reach for more realistic model setups, e.g. when one intends to model usage-

dependent external costs that are so crucial in transport. Wang et al. (2011) made a step

towards a better understanding of nonlinear road congestion charging through a simple setting

that can be handled numerically. They evaluated five types of tariff systems: (1) usage-only

pricing, (2) access-only pricing, (3) two-part tariffs, (4) access or usage pricing, and (5)

two-part tariff or usage fees, allowing the choice between two options in the last two cases.

The direct adaptation of their findings in public transport is not straightforward, however.

Beside the difference in cost functions, they assumed a profit maximising objective, which

is clearly not appropriate for potentially welfare oriented urban public transport operators.

Nevertheless, the numerical method used by Wang et al. (2011) could be an important tool

for the evaluation of pricing schemes in public transport as well, as we show later on in this

chapter.

The literature focusing pronouncedly on the economics of travel passes has been surpris-

ingly sparse since Carbajo (1988), especially given the topic’s increased relevance in policy.

A recent contribution by Jara-Dı́az et al. (2016) extends Carbajo’s model with an income

effect that implies a downwards shift in a user’s individual travel demand curve in function of

the travel pass price. This mechanism is based on the empirical observation that individual

travel volumes are proportional to income. If the season ticket purchase causes a significant

reduction in people’s disposable income, then it will have a negative impact on their activity

patterns and individual travel volumes as well. This, however, does not mitigate the issues

with overconsumption and the adverse incentive effect of zero marginal fares. The literature

of the economics of travel passes ends here.

This chapter takes a closer look at the efficiency of two-part tariffs in the presence of

crowding externalities. We argue that urban public transport operators are rarely purely

profit oriented, and therefore our investigation focuses on whether travel passes provide any

benefits for welfare maximising operators, who in our models may be financially constrained

though. Later on we consider the endogenous nature of public transport capacity that may

react to changes in the tariff structure. We find that due to the presence of crowding, public

operators should not supply travel passes at all, unless their exogenous budget constraint

forces them to set financial objectives close to profit maximisation. We show that (1) ne-

glecting crowding externalities and (2) a demand maximising (political) objective may be

two additional reasons why travel passes are still widely used in public transport.

The main conclusions of this research on nonlinear pricing in public transport are to be

published as part of the following paper recently accepted for publication:
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Hörcher, D., Graham, D. J., and Anderson, R. J. (forthcoming). The economic ineffi-

ciency of travel passes under crowding externalities and endogenous capacity. Journal

of Transport Economics and Policy

The rest of this chapter is structured as follows. Section 8.2.1 to 8.2.3 outline a methodological

framework in which the equilibrium demand levels and the resulting social welfare can be

determined for a given set of single ticket and travel pass prices. Section 8.3 is the backbone

of this chapter: it investigates optimal and second-best supply decisions for constrained and

unconstrained capacity in subsections 8.3.1 and 8.3.3, respectively. Section 8.4 discusses a

menu for future research before drawing final conclusions about the efficiency of travel passes.

8.2 Methodology

8.2.1 Analytical framework

In this chapter we model a simple commuting service on a single origin-destination pair. The

model is static in the sense that we represent demand as a constant flow of passengers within

the morning peak, and assume that demand conditions are identical on each workday of the

month. In other words, people who are not commuting by public transport every day are

equally distributed in the period under investigation. Let us denote the number of workdays

per month with d and the length of the daily commuting time period with h hours. The

service has N potential users who differ in how many times they wish to use the public

transport service in a month. Their individual demand is

q(y, gc) = d− y − β · gc(·), (8.1)

where y is a taste parameter and gc(·) is the generalised cost of travelling that we discuss

later on in details. For the most frequent traveller y = 0, so in case she does not perceive

any cost for travelling, she will use the service every day. For modelling purposes we assume

that q and y are continuous variables, i.e. q is the expected value of the monthly number of

trips over a longer period of time. The distribution of taste parameter among potential users

is captured by h(y), the probability density function of y.

The generalised price of travelling has four components: the monetary fare charged for

each trip, the costs of waiting time, in-vehicle time and crowding disutilities that can be

quantified with a value of time multiplier. As running time is an exogenous variable in our

model, we can normalise the uncrowded part of in-vehicle travel time costs. Said differently,
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what equation (8.1) represents is the residual individual demand under the current exogenous

travel time. Denoting the hourly frequency of commuting services with f , the generalised

cost expression becomes

gc(p, f,Q) = p+ awf
−1 + v ϕ

Q

dh · fs
. (8.2)

Here p is the monetary price of a single ticket. In the second component aw is half of the

value of waiting time, and f−1 is the headway between consecutive services. Thus, their

product is the expected waiting time cost assuming that passengers arrive randomly to the

origin station. The crowding cost component needs more explanation. In that part v is the

value of uncrowded travel time which is now multiplied with a crowding dependent factor.

The fraction, i.e. Q/(dh · fs), is the equilibrium occupancy rate of the services, given that Q

is the aggregate demand over the whole month (as specified later), while dh is the number

of operating hours in the same period and fs is the hourly in-vehicle capacity. We express

capacity with vehicle size variable s, which can be interpreted as the available in-vehicle

floor area or the number of seats if standing crowding is negligible. Ultimately, the crowding

multiplier is linear in the occupancy rate with slope ϕ.

For any given single ticket price p, passenger y attains from monthly commuting the

following consumer surplus:

cs
(
y, gc(p, f,Q)

)
=

∞∫
gc(p,f,Q)

q(y, gc′) d gc′ =

∞∫
p

q
(
y, gc(p′, f,Q)

)
dp′. (8.3)

Note that in equation (8.3) we derived the consumer surplus form the regular individual

demand curve, which is equivalent to integrating the inverse demand function from zero to

q. In this chapter we neglect all income effects in case of travel pass buyers (Jara-Dı́az

et al., 2016), and follow instead Carbajo (1988) directly by stating that for consumer y∗ who

is indifferent between travelling with a monthly travel pass or single tickets, the resulting

consumer surplus has to be equal in both cases. If the price of a travel pass is denoted by T ,

then

∞∫
p

q
(
y∗, gc(p′, f,Q)

)
dp′ =

∞∫
0

q
(
y∗, gc(p′, f,Q)

)
dp′ − T , (8.4)
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and thus

T =

p∫
0

q
(
y∗, gc(p′, f,Q)

)
dp′. (8.5)

We will use equation (8.5) to identify the critical taste parameter for a given set of p and T .

Let us now derive Q, the aggregate number of trips over the period under investigation.

This is in fact the sum of individual demand levels of single ticket users (Qp) and travel pass

owners (QT ), taking the continuous taste parameter into account:

Q(p, T, f) = QT +Qp

= N

y∗∫
0

q
(
y′, gc(0, f,Q)

)
h(y′)dy′ +N

d∫
y∗

q
(
y′, gc(p, f,Q)

)
h(y′)dy′.

(8.6)

In the special case when y is uniformly distributed over the (0, d) interval, h(y) boils down

to constant d−1 and equation (8.6) simplifies to

Q(p, T, f) =
N

d

[ y∗∫
0

q
(
y′, gc(0, f,Q)

)
dy′ +

d∫
y∗

q
(
y′, gc(p, f,Q)

)
dy′

]
. (8.7)

We define social welfare as the sum of consumers’ surplus, single ticket revenues and

the operational costs. Note that payments for travel passes fall out from the social welfare

function, as these are direct transfers between users and the operator. The single ticket

price, by contrast, is subtracted from the individual consumer benefit in equation (8.3), and

therefore it does have to appear in the social welfare function as a benefit for the operator.

SW (p, T, f) =
N

d

[ y∗∫
0

cs
(
y′, gc(0, f,Q)

)
dy′ +

d∫
y∗

cs
(
y′, gc(p, f,Q)

)
dy′+

+ p ·
d∫

y∗

q
(
y′, gc(p, f,Q)

)
dy′

]
− Cop(f, s).

(8.8)

In subsequent calculations we assume that vehicle size s is exogenous and the operational costs

are simply linear in the monthly vehicle hours supplied (ft ·hd), such that Cop(f) = zft ·hd.

Finally, the financial balance of the operator (denoted by π) is simply the difference between

its revenues from single tickets and travel passes, and the cost of operations. Using that in
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case of a uniformly distributed taste parameter, the number of travel pass users, which is not

identical to the number of trips performed with travel passes, equals to

N

y∗∫
0

y′ h(y′) dy′ =
N

d
y∗, (8.9)

we get

π(p, T, f) = T · N
d
y∗ + p ·

d∫
y∗

q
(
y′, gc(p, f,Q)

)
dy′ − Cop(f, s). (8.10)

In the upcoming sections our goal will be to investigate the optimal values of p, T and later

on f that maximise the social welfare, profit and occasionally aggregate demand expressions

introduced above.

In order to make the model suitable for numerical simulations, we make a number of sim-

plifying assumptions. Just like Wang et al. (2011), we assume that in the individual demand

function of equation (8.1), the generalised cost components have a one-to-one relationship

with the reduction in the number of individual trips, so that β = 1. This allows us to con-

struct simple expressions for the aggregate demand, social welfare and profit functions, using

the advantageous geometric properties of the demand model with β set equal to unity.

First of all, we can derive an implicit function for y∗. As the area below the individual

demand curve in the right hand side of equation (8.5) is simply p
(
d−y∗−gc(0, p,Q)

)
−0.5p2,

the critical taste parameter becomes

y∗ = d− gc(0, p,Q)− 0.5p− T

p
. (8.11)

This is still an implicit function for y∗ because of its simultaneous dependency with aggregate

demand (Q) through crowding disutilities. The way how we calculate aggregate demand,

however, strongly depends on whether both tariff products are in use in equilibrium.

8.2.2 Equilibrium market outcomes

Unless the generalised price of travelling remains negligible, some infrequent passengers with

very high taste parameter will not travel at all. Let ȳ denote the critical taste parameter of

the passenger whose individual demand drops to zero at a given generalised price level. From
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equation (8.1) this critical value can be expressed as

ȳ = d− gc(p, f,Q). (8.12)

For the sake of simplicity we do not indicate in notation but emphasise now that y∗ and ȳ

both depend on the pricing and capacity variables set by the operator. We can separate four

market outcomes distinguished by whether travel passes and single tickets are in use or not:

1. Single tickets only: Qp > 0 and QT = 0;

2. Travel passes only: Qp = 0 and QT > 0;

3. Mixed regime: Qp > 0 and QT > 0;

4. No demand: Qp = QT = 0.

The actual market outcome for a given set of supply variables depends on the relative

position of ȳ and y∗ within the interval (0, d). The first condition of having any trips made

with single tickets or travel passes is simply that ȳ or y∗ has to be greater than zero, re-

spectively. When both critical taste parameters, determined by equations (8.11) and (8.12),

are greater than zero, then it is still possible that travel passes are more attractive for all

potential users. The second condition for this case is y∗ ≥ ȳ. Alternatively, if 0 < y∗ ≤ ȳ,

then the equilibrium outcome is the mixed regime, i.e. both tariff products are in use. In

Table 8.1 we summarise all exclusive conditions that single ticket and travel pass prices (p

and T ) have to satisfy after plugging equations (8.11) and (8.12) into the critical y’s, for all

four possible market equilibria.

Table 8.1: Price setting conditions for potential market outcomes.

1 2 3 4

Single tickets Travel passes Mixed regime No demand

ȳ > 0 y∗ > 0 ȳ > 0 and y∗ > 0 ȳ = y∗ = 0

p < d− aw/f T < 1
2
(d− aw/f)2

p < d− aw/f p ≥ d− aw/f
T < 1

2
(d− aw/f)2 T ≥ 1

2
(d− aw/f)2

y∗ = 0 y∗ ≥ ȳ 0 < y∗ < ȳ

T ≥ p [d− gc(0, f,Qp)− 1
2
p] T ≤ 1

2
p2

T > 1
2
p2

T < p [d− gc(0, f,Q)− 1
2
p]

Note that in many inequality expressions in Table 8.1 we still need to know the aggregate

demand levels (Q and Qp) that also depend on the fares we set. Now we can use the
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advantageous geometric property of our demand specification. Figure 8.1 shows individual

demand as a function of y (and single ticket price p that we use later for consumer surplus

calculations). In this graph AC and DF are the individual demand curves for travel pass and

single ticket users, respectively.

q(y,gc(p,f,Q))

y

d-gc(0,f,Q)

d-gc(p,f,Q)

O

A

B

C

D

E

F

p

y* y

Figure 8.1: Graphical aid for aggregate demand and consumer surplus calculations

Based on equations (8.6) and (8.7) it is clear that aggregate demand equals to the area

bounded by (1) ODF for single tickets only, (2) OABy∗ for travel passes only, and (3) OABEF

in the mixed market case. Provided that β = 1, these areas can be quantified as

Qp =
N

d

[1

2

(
d− gc(p, f,Q)

)2]
, (8.13a)

QT =
N

d

[
y∗
(
d− gc(0, f,Q)

)
− 1

2
(y∗)2

]
, (8.13b)

Q =
N

d

[1

2

(
d− gc(p, f,Q)

)2
+ y∗p

]
. (8.13c)

After plugging (8.2) and (8.11) into these equations and solving the quadratic polynomials

for the aggregate demand values, we can evaluate the expressions in Table 8.1.

In the first step of the simulation experiment we determine the equilibrium market out-

come for a given set of supply variables. This ensures that the choice of tariff structure will
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also remain endogenous when optimising pricing, for instance. For the simulation parameters

provided in Table 8.2, Figure 8.2 depicts the boundaries of market outcomes with non-zero

demand.

Table 8.2: Parameter values in numerical simulation.

Variable Value Unit Description

N 1000 Number of potential users

d 20 Workdays per month

h 1 hr Morning peak service hours per day

t 0.5 hr In-vehicle travel time

v 10 $ In-vehicle time cost, i.e. V oT = $20/hr

aw 15 $/hr Half of the value of waiting time

ϕ 0.1 Crowding multiplier parameter

s 30 m2 Exogenous capacity per vehicle

z 300 $/veh.hrs Operational cost per vehicle hours

f 6 veh/hr Frequency (endogenous in Section 8.3.3)

p $ Single ticket price

T $ Travel pass price

Travel pass share

p (single ticket price)

T
 (
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Figure 8.2: Market share of travel passes among users

As intuition suggests, high single ticket price combined with low T leads to high travel

pass market share, while the opposite happens with low p and expensive season tickets. The

’no demand’ regime is located to the Northeast of the p-T space we depict. Note that in
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the mixed regime we plot the share of travel pass users, i.e. ȳ/y∗, instead of the aggregate

number of trips made with travel passes, which would be QT /Q. The latter has a similar

shape to the one that we plot above, except the fact that high travel pass share stripes are

thicker, as the individual demand of frequent travellers counts more in that case.

8.2.3 Social welfare and profitability

Now we turn to the graphical representation of individual demand in Figure 8.1 again. Ac-

cording to equation (8.3), the net benefit of a passenger with taste parameter y is the area

below the q(p) curve, which is shown along the third (dashed) axis in the graph. These areas

have to be aggregated over the whole range of relevant taste parameters, thus quantifying

the volume under the individual demand surface. What we get with β = 1 is actually a

trirectangular tetrahedron. Its volume is simply V = (a3)/6 if a denotes the length of the

edges bounding the trihedral angle. Using this property, consumer surplus, i.e. the sum of

the first two additive components in equation (6.4), equals to

CS =
N

d

[
1

6
[d− gc(0, f,Q)]3 − 1

6
[d− y∗ − gc(0, f,Q)]3︸ ︷︷ ︸

travel pass trips

+

+
1

6
[d− y∗ − gc(p, f,Q)]3︸ ︷︷ ︸

single ticket trips

]
,

(8.14)

which is directly applicable in the mixed market. When only single tickets are used, then the

first part of equation (8.14) drops out and y∗ is set to zero in the second component. In the

opposite case, i.e. in the travel pass only market, the first part of the equation can be applied

directly. Again, we plug equations (8.2) and (8.11), together with the respective aggregate

demand values from equations (8.13), into the formula when implementing the simulation

algorithm.

Now we have all the necessary information to calculate aggregate social welfare based on

(8.8). In the mixed and single ticket only markets this is simply SW = CS + pQp −Cop(f),

from which pQp disappears when only travel passes are used. Also, the implementation of

profits in equation (8.10) is straightforward in the simulation model, using equations (8.11)

and (8.13). Figure 8.3 depicts the resulting social welfare and profit values for the feasible

range of single ticket and travel pass prices.

First of all, it is clear from the graph that the welfare maximising price combinations are
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in the single ticket only area. That is, the welfare maximising and financially unconstrained

operator does not sell travel passes at all. This result is in line with theoretical suspicion that

in the presence of non-zero crowding externalities, certain travel pass trips may have higher

social costs than personal benefits, and this should be avoided by the welfare sensitive sup-

plier. By contrast, the profit maximising pair of single ticket and travel pass prices is located

in the mixed regime area. This suggests that non-linear pricing and price discrimination

may have a positive impact on profits even in the presence of crowding externalities. The

corresponding single ticket price is of course way much higher than the welfare maximising

p.

The lower panels of Figure 8.3 shows the impact of the presence of travel passes for a given

single ticket price level. Unless p is very low, i.e. it is in the range of welfare maximisation,

season tickets do improve social welfare as long as T is not so high that the market share of

passes drops to zero. On the other hand, cheap travel passes may have a negative impact on

revenues, especially in the mid-range of single ticket fares, where otherwise p in itself would

maximise revenues in the single tickets only regime. Note that in this model frequency is

fixed, so that operational costs are constant and the effect on revenues is equivalent to that on

profits. These results provide some basic insights into the efficiency of travel passes without

any assumption on the economic rationale behind pricing decisions.

8.3 Optimal supply decisions

The preliminary results on the first-best welfare maximising supply in the previous section

cannot clearly explain why so many publicly owned transport operators offer travel passes

for regular users. In this section we investigate three potential reasons to explain the phe-

nomenon:

1. Operators are facing a budget constraint, so that subsidies are insufficient to cover the

financial loss associated with the welfare maximising prices,

2. Operators are simply unaware of the crowding externality and the adverse impact of

overconsumption by travel pass users,

3. Operators intend to maximise demand instead of social welfare, which may be the result

of political goals or the lack of awareness to economic efficiency (Nash, 1978).

We model these market failures in a constrained optimisation framework and investigate

the resulting second-best optima. First we keep the available capacity exogenous in Section
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Figure 8.3: Social welfare and revenues in the feasible range of single ticket (p) and travel pass (T )
prices. Frequency is fixed at f = 6 vehicles an hour.
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8.3.1, and then allow the operator to make simultaneous decisions on the available capacity

and pricing.

8.3.1 Constrained capacity

Intuitively, the most relevant question is how the second-best optimal path between the wel-

fare and profit maximising locations in Figure 8.3 looks like. Competing hypotheses may be

that either (1) travel passes have to be introduced as soon as the welfare maximising subsidy

is not available, or (2) travel passes should not be offered as long as sufficient revenues can

be generated with single tickets only2. To respond to this question we solve the constrained

optimisation problem

max
p,T

SW (p, T | f) s.t. π(p, T, f) = πSW + θ(π∗ − πSW ), (8.15)

where πSW is the financial result of welfare maximisation, π∗ is the profit maximum, and

0 ≤ θ ≤ 1 represents the level of revenue generation between these first-best optima.

The results in Figure 8.4 suggest that none of the extreme hypotheses above can be

justified. The path of constrained welfare maxima remains in the single ticket regime until

around θ = 40%, which is significantly lower than the highest profit that could be achieved

with single tickets, and then enters the mixed regime. The top right panel plots the optimal

share for travel pass holders against θ. It shows that in profit maximum, around 27-28% of

passengers should use travel passes.

Let us now turn to the second potential reason why operators may be interested in travel

pass sales. This is demand maximisation. From industrial experience we infer that managers

in the public transport sector are sometimes either not familiar with the concept of economic

efficiency, or consciously neglect it due to external pressures or the lack of data and modelling

capacities. By contrast, the number of public transport trips is a straightforward performance

measure and easy to communicate to the public and decision makers in politics. As travel

passes are able to generate revenues and strongly incentivise consumption, intuition suggests

that they may be an efficient tool for targeting constrained demand maximisation. To test this

hypothesis, we replace social welfare with aggregate demand, i.e. Q(p, T | f), in the objective

function of equation (8.15).

Simulation results, depicted with grey dots in Figure 8.4, show that the market share

2It is clear from the first-best profit optimum that eventually more revenues can be generated with travel
passes than with single tickets only.

234



(a) Constrained optima | with crowding

p

T

0 5 10 15

0
50

10
0

15
0

0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

(b) Travel pass share | with crowding

Revenue generation

M
ar

ke
t s

ha
re

(c) Constrained optima | no crowding

p

T

0 5 10 15

0
50

10
0

15
0

0.0 0.2 0.4 0.6 0.8 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

(d) Travel pass share | no crowding

Revenue generation

M
ar

ke
t s

ha
re

Welfare
  maximum

Profit maximum
 with single tickets

Constrained welfare maximum
Constrained demand maximum

Constrained welfare maximum
Constrained demand maximum

Welfare
  maximum

Profit maximum
 with single tickets

Constrained welfare maximum
Constrained demand maximum

Constrained welfare maximum
Constrained demand maximum
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of travel passes is indeed way much higher in case of demand maximisation. At the profit

(subsidy) level associated with welfare maximisation this market share is almost 80%. As

the available exogenous subsidy decreases (θ increases), the operator is forced to raise T ,

and consequently the share of pass holders also falls. However, with the current simulation

parameters, the operator is never interested in the full withdrawal of the travel pass option.

It may be interesting to note that with a fixed exogenous subsidy level, the demand

maximising operator’s single ticket prices are always higher than what the welfare sensitive

supplier offers, and travel passes are always cheaper. Considering that frequent travellers

(i.e. travel pass users) are usually local residents and temporary visitors (business travellers,

tourists, etc.) are normally better off with single tickets, political economy gives another

reason why the demand maximisation policy may be attractive for policy makers in reality.

How much does society lose with ridership-oriented pricing? With our parameters the welfare

loss relative to constrained welfare maximisation is an inverted U-shaped function of θ within

the range of 5-6%, and sharply decreases when θ > 0.9.

The third potential reason why travel passes are popular in the public transport industry

is simply that operators are not aware of the externality nature of crowding and do not

recognise the link between crowding and pricing. To understand the consequences of this

deficiency, we re-run the simulation with the crowding multiplier parameter set to zero, i.e.

ϕ = 0. Simulation results are plotted in the lower panels of Figure 8.4.

Without considering the external cost of crowding, the marginal trip does not induce social

costs on the margin, and therefore the optimal fare is of course zero. This is indicated with

the blue dashed line in the graph. The optimal tariff structure under financially constrained

welfare maximisation is always in the mixed regime. In our simple specification the optimal

market share of travel passes is constant, no matter how strong the budget constraint is.

This implies that the shift towards the single tickets only regime in the original model can

be attributed to the presence of non-zero crowding costs. In other words, non-linear pricing

models that neglect the externality nature of crowding may overestimate the benefits that

travel passes provide. If an operator aims to maximise demand and neglects crowding as

well, thus combining two policy failures, the share of season tickets and the resulting welfare

loss may be even higher.

The next research question on our agenda is the efficiency of nonlinear pricing when

capacity is endogenous. This aspect is particularly relevant because one may hypothesise

that the excess demand generated by travel passes can be linked to service quality (frequency

in our case), which may impact existing users positively. We investigate the role of capacity
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in two steps: in Section 8.3.2 we look at how the amount of exogenous capacity (and thus the

vulnerability of the service to crowding) affects the efficiency of travel passes, and Section

8.3.3 considers frequency as an endogenous decision variable.

8.3.2 Varying exogenous capacity

We found in the previous section that the crowding externality has a crucial role in the

efficiency of travel pass usage. There may be various reasons, however, why decisions on

pricing and capacity are sometimes not simultaneously made in public transport. In this case

optimal pricing has to consider capacity as an exogenous factor. Intuition suggests that the

more stringent the exogenous capacity constraint is, the more important the role of crowding

externalities becomes3. Three potential consequences can be analysed as a result of exogenous

variations in the available capacity:

1. The profit generating power of price discrimination relative to the highest profit attain-

able with single tickets only;

2. The welfare benefit provided by the availability of travel passes, for a given level of

exogenous budget constraint;

3. The optimal tariff structure, and market share of travel passes if the mixed regime is

optimal.

In Figure 8.5 we investigate the revenue and profit generating power of nonlinear pricing.

Plot 8.5.a reveals that the welfare maximising supplier, on the one hand, has an almost flat

revenue curve, which suggests that the reduction in crowding externalities (and thus the

optimal fare) is more or less compensated by induced demand, so that Q · p remains within

a narrow range. When the operator’s objective is profit maximisation, on the other hand,

the higher the available capacity, the more revenues can be collected, which may reflect that

potential users are more willing to pay for uncrowded services. By comparing the highest

level of revenues when the monopolist is allowed to apply nonlinear pricing versus the single

tickets only restriction, we find that the former setting can achieve 4.5 to 6 percent higher

revenues. The additional revenues provided by travel passes decrease with the exogenous

capacity constraint. The general conclusion from this result is that capacity shortages do have

a negative impact on the financial performance of travel passes. However, within the range

3Exogenous limitations in the available capacity may be particularly relevant in mature urban rail systems,
such as the Tube network of London, where the size as well as frequency of trains are presumably below their
first-best optima.
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of reasonable capacity parameters, the additional revenues attributed to price discrimination

do not disappear completely (see Figure 8.5.b).

It is important to note that the previous results do not imply that the monopolist has an

incentive to supply as much capacity as possible. Figure 8.5.c adds the operational costs of

capacity to the revenues in the three cases, and shows that the profit maximising capacity

is in the range of around 4 trains per hour. The financial advantage of travel pass provision

is still perceptible. The financial loss of welfare maximising pricing strictly increases with

the available capacity, which is not surprising given the constant revenue result discussed

above. Despite the fact that the financially unconstrained welfare-oriented operator does not

provide travel passes at all, its services are significantly more crowded. This is because the

private monopolist adds a monopoly mark-up to the welfare maximising single ticket price.

According to Figure 8.5.d, when the monopolist is allowed to sell travel passes as well, the

resulting occupancy rate increases due to demand induced by pass holders.
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Figure 8.5: The impact of an exogenous capacity constraint on revenue and profit generation with
travel passes.

How does the availability of capacity affect the efficiency of travel passes under welfare

maximisation subject to a budget constraint? Figure 8.6.b presents the case with frequency
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fixed at f = 6. Point A highlights the unconstrained welfare maximising single ticket price

at the boundary with the mixed regime, and B is the profit maximising pair of prices with

travel passes as well as cash fares being in use. C represents prices at the highest profit that

can be achieved with single tickets only. Social welfare in this location is SW (C) = 9177,

while the profit level is π(C) = −804.5. Now the question is how much efficiency gain can be

achieved with travel passes, given that the resulting profit remains π(C), i.e. we stay on the

dashed profit contour line crossing C. This second-best optimum is D in the graph, where

π(D) = π(C) but SW (D) > SW (C). In this particular case the efficiency gain is 32.2%.
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Figure 8.6: The impact of an exogenous capacity constraint on travel pass efficiency under budget
constraint.

Figure 8.6.a shows how this relative welfare benefit (at the highest level of profit that

can be reached with single tickets only) is affected by capacity. It is clear that capacity

shortages may lead to a significant reduction in the welfare benefits of travel passes under

budget constraint. In other words, an exogenous limitation of the available capacity and the

resulting crowding externalities may neutralise not only the profit generating power of travel

passes, but also the efficiency gains they provide when subsidies are also limited.
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Figure 8.7: The impact of an exogenous capacity constraint on the optimal tariff structure.

Can we generalise our findings for the whole range of feasible budget constraints in the

model? Let us plot the optimal share of travel pass holders against the degree of budget

constraint for all integer frequencies between 3 and 9 vehicles per hour. In Figure 8.7 we have

again θ on the horizontal axis, which is the relative level of the budget constraint between the

welfare and profit maximising financial results as equation (8.15) specifies. Our simulation

results indicate that the lower the available frequency, the lower the optimal share of travel

pass users, no matter how tight the budget constraint is. This has a crucial implication on

the optimal tariff regime as well. Operators with less available capacity should face a higher

budget constraint to make the mixed regime with travel passes superior to selling single

tickets only, in terms of economic efficiency.

8.3.3 Endogenous capacity

In the final exercise of the analysis we assume that decisions on pricing and capacity can be

made simultaneously, and there is no exogenous limitation on service frequency. Demand-

dependent capacity may be relevant because some of the social costs of overconsumption in

crowding may be compensated by benefits through higher frequency. This may be reasonable

because a marginal trip has a positive indirect externality on fellow users if the operators react

to the increase in demand with higher frequency. This is often referred to as the Mohring

effect (Mohring, 1972). One may hypothesise that the Mohring effect makes nonlinear pricing

more efficient even at lower levels of the budget constraint. Our simulation results presented

below suggest that this is not the case.
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Microeconomic theory prescribes that the optimal capacity equates the marginal user

and supplier benefits of capacity adjustment with its marginal operational costs. Accounting

for consumer heterogeneity, this capacity rule in the single tickets only market comes as the

partial derivative of social welfare in equation (6.4) with respected to frequency, set equal to

zero:

ȳ∫
0

∂csp
∂gcp

∂gcp
∂f

h(y′)dy′ + p ·
ȳ∫

0

∂qp
∂gcp

∂gcp
∂f

h(y′)dy′ =
∂Cop
∂f

, (8.16)

where qp, gcp and csp are the individual demand, generalised cost and individual surplus

expressions of equations (8.1)–(8.3), defined for single ticket users. On the left hand side we

have the increase in consumer surplus stemming from shorter headways in the first component,

plus the marginal revenue collected from trips induced by higher frequencies. With nonlinear

pricing, the capacity rule turns into

y∗∫
0

∂csT
∂gcT

∂gcT
∂f

h(y′)dy′ +

ȳ∫
y∗

∂csp
∂gcp

∂gcp
∂f

h(y′)dy′+

+ p ·
ȳ∫

y∗

∂qp
∂gcp

∂gcp
∂f

h(y′)dy′ +
∂y∗

∂gcT

∂gcT
∂f

h(y∗)(csT − csp − p · qp) =
∂Cop
∂f

,

(8.17)

where qT , gcT and csT now refer to travel pass users, such that p = 0 in their generalised

travel cost functions. In this case we have four effects on the left hand side as a result of a

marginal increase in frequency: (1) travel pass and (2) single ticket users can extract more

consumer benefit due to the reduction in waiting times, (3) the operator collects additional

revenues from induced single ticket trips, and (4) some single ticket users switch to travel

passes4, and thus they can keep more individual surplus, but the operator loses some cash

fare revenues.

Unfortunately, analytical results cannot be obtained for the optimal frequency due to

various dependencies between the critical taste parameters, and aggregate demand and user

cost functions. We cannot tell a priori whether the left hand side is greater or lower in

equation (8.17) than in (8.16). The benefit of headway reduction is definitely greater for

travel pass holders as they are more intensive users. However, we saw in previous simulations

4Note that in our specification ∂y∗/∂f > 0, as it directly comes from equations (8.2) and (8.11). In other
words, less waiting time gives an incentive for single ticket users to switch to travel passes.
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that p is usually higher in the presence of travel passes – this implies that the marginal benefit

of capacity for single ticket users may be lower in the mixed regime.

Nevertheless, numerical optimisation allows us to investigate nonlinear pricing with en-

dogenous demand, for the set of parameters provided in Table 8.2. First of all, it is clear

that the welfare maximising operator does not sell travel passes at all, even with endogenous

capacity. This result can be justified theoretically as well. Even though the operator may

internalise the crowding externality through capacity adjustment, the social cost does not

disappear – it simply turns from crowding externality into marginal operational cost. There-

fore travel passes still serve as an incentive for overconsumption, and we can conclude that

only a budget constraint can be the reason why welfare maximising operators may apply

nonlinear pricing.
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Figure 8.8: Optimal capacity (frequency) provision with and without travel passes, under budget
constraint.

In Figure 8.8 we plot a number of model outputs in function of the exogenous budget

constraint. The budget constraint can be in the interval between the welfare maximising loss

and the highest level of profits attainable with single tickets (πp) and travel passes (πT = π∗).

The optimal frequency ranges between 6.5 and 3.5 vehicles per hour, as a decreasing function
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of the budget constraint. With the current set of parameters, travel passes cannot improve

social welfare as long as the exogenous subsidy does not fall below around half of the welfare

maximising subsidy. To the right hand side of this critical budget constraint (marked with

solid vertical lines in Figure 8.8), the optimal frequency is higher in the mixed regime, which

justifies the hypothesis that travel passes allow the operator to increase capacity. The profit

maximising share of travel pass users is around 25%.

Interestingly, despite the additional capacity in the mixed regime, vehicles are significantly

more crowded in this case, which is again a consequence of the overconsumption by travel

pass users. That is, the operator is not interested in internalising crowding externalities to the

same extent as with single tickets only, because allowing crowding is one way to discourage

low value travel pass trips5. Finally, note in Figure 8.8 that the benefit provided by the

availability of passes remains negligible as long as the budget constraint does not approach

the profit maximising level of revenue generation.

8.4 Discussion and concluding remarks

The importance and efficiency of marginal cost pricing is often advocated by economists in

case of services where consumption externalities can arise. In many cities of the developed

world, however, passengers are offered a wide range of alternative tariff products. As vari-

ous ticket types are at least partly substitutes of each other, setting the price of one of them

optimally does not ensure efficiency, because mispriced alternatives distort the resulting equi-

librium. This chapter shows that under a nonlinear pricing regime, travel pass holders face

zero marginal fare, while pay-as-you-go charges are higher than optimal. We investigated this

two-part tariff system through a microeconomic model and a simplified numerical simulation.

Among the main contributions of this chapter we show that crowding externalities can

neutralise the additional revenues that travel passes provide if the operator faces an exogenous

shortage in capacity. In line with intuitive expectations, in this case social welfare is also

severely degraded by the overconsumption of travel pass holders. As a result, nonlinear

pricing does not provide benefits for a welfare maximising operator, even if the available

subsidies are limited to a moderate degree.

The analysis of endogenous capacity shows that even though the second-best capacity

in the mixed regime of single tickets and travel passes is higher than first-best, the optimal

5This second-best strategy is the same as what d’Ouville and McDonald (1990) and Small and Verhoef
(2007, Chapter 5.1.3) identified in case of second-best capacity choice with underpriced road usage.
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occupancy rate (and consequently passengers’ crowding experience) is higher (worse) in this

case. In other words, our model suggests that networks in which travel passes are available are

more crowded. The critical exogenous subsidy level, at which the need for revenue generation

is so strong that nonlinear pricing becomes efficient, depends on parameter values. Therefore

the inefficiency of travel passes cannot be a general conclusion of this analysis.

Our study is based on a partial equilibrium model which is only applicable in practice if

there are no other distortions in the rest of the surrounding economy. A particularly relevant

aspect of public transport tariff structures could be the relationship with an underpriced

substitute like car commuting. The comprehensive modelling of car ownership and usage

when people can buy travel passes is outside of the scope of this chapter. The validity of our

conclusions in the two-mode case is ambiguous a priori. Even if public transport has to be

underpriced, it is questionable whether it is more efficient to realise that with cheaper single

tickets or the introduction of travel passes.

There are multiple potential directions to further extend the line of research presented

in this chapter. First, empirical analyses should (1) justify the validity of our simulation

results, (2) identify behavioural components in consumers’ choice of ticket type, and (3)

provide realistic parameters for policy optimisation. Second, random utility discrete choice

specifications may improve the way how we model the choice between tariff products. Third,

the model could be extended to accommodate second-best considerations beside the presence

of an unpriced alternative transport mode, including peak-load pricing in fluctuating demand,

endogenous subsidies taking account of the marginal cost of public funds, and social support

for tariff products in a political economy framework.
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Chapter 9

Conclusions

9.1 Main findings and contributions

This thesis presents new insights into the economics of crowding, an emerging field of the

literature of transport economics. For a detailed list of key contributions, the reader is

referred to Section 1.4. Let us recall here the main keywords from the list of novel results.

Empirical part

I. Chapter 4 develops a novel passenger-to-train assignment method that recovers the

entire crowding pattern of a metro line, using automated smart card and vehicle location

data only.

II. In Chapter 5 we present a revealed preference route choice experiment for crowding

cost estimation, based on data generated by the assignment method of Chapter 4. The

shift to large-scale revealed preference data represents a novelty in the crowding cost

literature dominated by stated choice experiments.

III. The choice model controls for the density of crowding as well as the probability of finding

a seat, evaluating both non-link-additive trip attributes separately on each inter-station

section of the journey.

Theoretical part – Capacity optimisation

IV. The thesis presents a series of models with new insights into the optimisation of public

transport capacity, i.e. frequency and vehicle size. We show that the user cost of

crowding may well be higher than the cost of waiting time under optimal capacity
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provision, as the latter diminishes at high service frequency. This reassures the primary

role of crowding analysis in the optimisation of urban rail transport.

V. We uncover several consequences of fluctuating demand with constant capacity, a hardly

avoidable feature of urban public transport. The thesis proves that the magnitude of

demand imbalances (keeping aggregate demand constant) has an additional impact on

supply variables including frequency, vehicle size and seat supply, as well as on the

economic and financial performance of service provision.

VI. Chapter 7 is the first contribution to the literature that investigates the sensitivity of

optimal in-vehicle seat supply with respect to (1) demand, (2) the endogeneity of other

capacity variabels, and (3) the magnitude of demand imbalances.

Theoretical part – Marginal cost pricing

VII. Closely linked to capacity optimisation models, Chapter 6 derives the marginal social

cost components of public transport usage under various conditions. Our analytical and

simulation results are supported by a novel graphical tool that makes the interpretation

of operational and external cost patterns considerably more tractable.

VIII. The thesis derives new results on pricing in a network featuring fluctuating demand.

Beyond the optimal pricing rules, we show that inequality in the number of potential

users leads to lower aggregate social welfare and higher optimal subsidies, while the

impact of asymmetry in maximum willingness to pay is the opposite.

IX. Chapter 7 derives the analytical distinction between two types of external user costs in

crowding, when the comfort of seated and standing travelling differs. These are labelled

as density and seat occupancy externalities, respectively. As a policy relevant contri-

bution, the thesis shows that the occupancy externality makes the welfare maximising

fare disproportionate to the density of crowding.

X. Chapter 8 investigates the inefficiency of unlimited-use travel passes in the presence

of crowding and concludes that the unpriced externality can neutralise the benefits of

non-linear pricing, even if capacity (frequency) is endogenous. �

The empirical part of the PhD research produced new crowding multiplier values that

quantify the cost of discomfort in function of the density of users and the probability that

the average user may have to travel standing. This cost is expressed in terms of the equivalent

travel time, which may then be transformed into monetary units using the appropriate travel

time values. We derive that an additional passenger on each square metre of the train leads
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to an 11.92 percent increase in the user cost of travel time on average. That is, the cost of a

ten minute long journey is perceived as 11.92 minutes when the density of crowding increases

from zero to one passenger per square metre. The standing penalty is 26.54 percent of the

value of uncrowded travel time. The comparison of our results with earlier contributions

in the literature reassures the growing suspicion that stated preference experiments may

overestimate the user cost of crowding (Kroes et al., 2013). Still, these numbers suggest that

the inconvenience caused by very heavy crowding may be equivalent to the pure time loss

component of the generalised cost of travelling. In other words, crowding is costly for society,

indeed.

We reached the above estimation results with a novel revealed preference methodology.

The main contribution of the experiment is not the random utility discrete choice specifica-

tion itself, but the way how we recovered attribute levels from two large datasets: automated

smart card and train location data. We used these data to observe crowding related deci-

sion factors and other attributes of the route choice situation, including the expected time

spent at transfer stations and its variability, and the direction from which the first train

arrived to centrally located platforms. As an input for the RP experiment, Chapter 4 devel-

oped a passenger-to-train assignment method, which is unique in the sense that it enables

the recovery of the train-level crowding pattern of an entire metro network. We identify a

number of potential engineering and economic applications beside route choice modelling, in

which the results of the assignment could be a valuable source of information. The crowding

cost estimation process and the underlying passenger-to-train assignment method have been

published in the leading methodological journal of transport science (Hörcher et al., 2017).

The first major theoretical objective of the thesis is to understand the causes of crowd-

ing from a supply-side perspective. Modelling second-best capacity provision in Chapter 6

revealed that crowding may be an optimal outcome of welfare maximising capacity manage-

ment, e.g. in the presence of heavy demand imbalances between inter-station markets served

by the same capacity (which is a usual technological constraint). The rules of second-best

optimal supply are well-know results of earlier studies. The thesis contributes to the existing

literature by looking at the magnitude of demand imbalances and its impact on optimal sup-

ply variables, crowding, operational costs, aggregate welfare and subsidisation. The results

suggest that crowding is not necessarily the sign of erroneous capacity provision per se. The

analysis of second-best capacity provision discovers new links between urban spatial structure

and public transport, as the spatial heterogeneity of urban areas is the reason why demand

fluctuates between jointly served transport markets.
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Another notable outcome of the PhD research is the structured analysis of the difference

between seated and standing travelling, and its impact on pricing and the optimal interior

layout of public transport vehicles. We investigated in various scenarios approaching reality

how the marginal benefits of the number of seats are related to its marginal cost born by

standees who share the remaining in-vehicle area. Numerical simulations show that high

demand and the unbalancedness of demand both point in the direction of reduced seat supply.

Furthermore, we rejected a finding of the earlier literature stating that seat supply has to

be maximised as long as frequency adjustment is possible (Tirachini et al., 2014). Sections

7.2.2 and 7.2.3 found that above a threshold level of demand, reducing seat supply becomes

more efficient than frequency adjustment, and the presence of demand imbalances brings the

threshold even lower.

Finally, the thesis investigates the efficiency of nonlinear tariffs in the form of travel

pass sales, a pricing tool with advantageous properties for revenue generation and ridership

maximisation. The methodological contributions of the related chapter are (1) the explicit

formulation of crowding in passengers’ heterogeneous individual demand functions, (2) the

analysis of nonlinear pricing in a realistic morning commuting scenario, and (3) the endoge-

nous treatment of frequency, thus taking account of any potential benefits of increased service

quality as a reaction of demand induced by travel passes. The analysis reveals that the crowd-

ing externality, that remains unpriced on the margin for travel pass holders, may neutralise

the revenue generating power of nonlinear pricing.

9.2 Future research

Research on the economics of crowding could and will be continued by the author of this

thesis as well as other researchers. Some of the future research efforts should focus on further

improving the results presented in this thesis. Our passenger-to-train assignment method is

based on a stochastic algorithm, which implies that reliability can be measured in relative

terms only. Introducing additional data sources to the analysis, such as cellphone data,

for example, could potentially improve the effectiveness of our method. We identified room

for improvement in the discrete choice model of Chapter 5 as well. As another example,

modelling passengers’ expectation on the foreseeable crowding levels could be more accurate

by recovering the earlier experiences of the experimental passengers. With the datasets used

in this research, we are certainly capable of retrieving information on expectation formation.
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Also, heterogeneity in crowding preferences is also surely present in reality, but the current

analysis had to be restricted to the representative consumer approach.

The theoretical part of the thesis offers similarly promising directions for future research.

The analysis of demand imbalances in Chapter 6 ends with the Gini coefficient applied on

a network, and with elastic demand in the back-haul setting. The next step in this line

of research is the combination of elastic demand with a network layout, in which demand

interdependencies may also arise between OD markets sharing the same links. The road leads

to the empirical analysis of demand imbalances, for which the biggest obstacle at the moment

is the uncertainty in controlling for the aggregate scale of operations.

The amount of undiscovered research topics is abundant in pricing as well, considering

the wide range of tariff products currently offered by public transport operators worldwide.

It is rarely debated that some sort of subsidisation is inevitable to ensure the efficiency of

public transport usage. The question is how should the subsidies be distributed among trips

imposing various costs on other passengers and the rest of society. The lesson learnt from

Chapter 8 is clear. The rational behind pricing decisions if often not the textbook objective

of welfare maximisation, as this is often mixed with political and financial constraints or

sub-criteria. Therefore, modelling efforts in the future aiming to understand pricing in public

transport should pay equal attention to political economy, deficit financing and externalities

such as crowding.

9.2.1 Optimal supply with consumer heterogeneity

Throughout the theoretical parts of this thesis we assume that passengers are identical in

terms of their crowding avoidance preferences. Although the thesis reaches a number of

novel contributions already at this first step of theoretical analysis, it is worth discussing the

potential implications of heterogeneity, for the sake of future research. The relevance of het-

erogeneity in crowding related supply-side policies is increasing, given the recent appearance

of new empirical evidence on the distribution of crowding valuation (Basu and Hunt, 2012,

Tirachini et al., 2017).

The economists’ knee-jerk reflex when it comes of consumer heterogeneity is the possibility

of product differentiation and price discrimination. These notions are already present in

some policies analysed in the thesis: travel pass provision is a form of second-degree price

discrimination, while standing and seating are indeed differentiated products (probably with

high level of substitution for most users). Operators may be motivated to apply additional
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price discrimination strategies if their goal is to maximise profits or improve efficiency under

a subsidy constraint.

The back-haul setting and its network-level derivatives offer perfect opportunity for wel-

fare enhancing price discrimination under a subsidy constraint, if markets served by the same

capacity feature non-identical demand elasticities. This is a typical example of Ramsey-

pricing (Van Vuuren, 2002). The gap between peak and off-peak pricing may increase or

decrease compared to marginal cost pricing depending on which market is more sensitive

to changes in fares. If the off-peak market is much less elastic (which is rarely the case in

reality), then Ramsey pricing may lead to flat fares in the back-haul problem under extreme

circumstances. If perfect price discrimination by a private monopolist was be possible using

a sophisticated smart card scheme, for example, then equilibrium demand levels would be

determined by the level of waiting time and crowding costs only. The impact of perfect price

discrimination on the gap between peak and off-peak demand depends on the generalised

price elasticity of these markets.

We ended Section 7.3.2 with the fact that heterogeneity in standing preferences implies

that the probability of seating is unequal among potential users. Said differently, people’s

willingness to pay for travelling seated can be different. This opens up the possibility of price

discrimination, i.e. charging higher fares for seats if seat reservation rules can be enforced,

in separate wagons of an urban train, for example. Intuition suggests that this setting is

similar to the case of product differentiation on parallel highway links featuring unequal traffic

conditions. Based on Verhoef and Small (2004), we expect that ‘ignoring heterogeneity could

cause the welfare benefits of seat reservation dramatically underestimated ’, but its effectiveness

is questionable if heterogeneity is ignored when setting the seat reservation charge. An

alternative allocation policy could be the introduction of ‘tradable seating rights’, as it has

been proposed as a road congestion management tool (Verhoef et al., 1997, Yang and Wang,

2011).

Chapter 8 does feature heterogeneity in individual demand curves indeed, but we assume

that users are equally sensitive to crowding, which is not necessarily the case in reality.

The key question here is whether individual crowding valuations are correlated with demand

intensity. Intuition suggests that if individual inverse demand curves do not cross each

other, then the major conclusions of Chapter 8 about the inefficiency of travel passes hold,

while intersections between them may cause ambiguity in model outcomes. An analytical

1Recall: what Section 6.3 analyses is medium-run vehicle size and frequency setting when infrastructure
design is fixed.
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investigation of the latter case seems challenging, but numerical experiments as part of future

research may shed light on the basic mechanism of this system.

9.2.2 Cost structures in infrastructure provision

Investment costs and other long-run considerations related to infrastructure design are out

of the scope of this thesis1. It is a convincing argument indeed that the technology of

complicated transport hubs may feature diseconomies of scale. If that is the case, then

the level of subsidisation should decrease in complex urban networks. On the other hand,

passenger friendly transfers between network segments is key determinant of public transport

usage and the degree to which economies of network size and density can be exploit. Having

said that, it is likely that the economic account of large transport hubs is driven by the

tension between diseconomies of scale in engineering costs and economies of scale in user

costs.

9.2.3 Modal substitution

The theoretical chapters of the thesis neglect the possible presence of underpriced alternative

modes and the societal desire to transfer road travellers to public transport. A key caveat

here is that reducing crowding can be an efficient way (or even a precondition) of making

public transport more attractive for car owners, while a successful modal shift would induce

more demand and, consequently, more crowding. The second paragprah of Section 6.5 argues

that peak public transport fares have to be lowered if demand for car usage peaks in the same

time at the same location location as public transport. Depending on the overlap between

the peak in competing modes the, quantitative outcomes of Chapter 6 may vary significantly,

but there is no sign showing that the fundamental mechanics of the model would change.

Chapter 7 on the economics of seat provision revealed that in heavy crowding early board-

ing passengers have an almost exclusive priority for seated travelling, which implies that the

external cost of seat occupancy is very high in their case. The practical policy implication of

this finding is that early boarding passengers of a radial suburban rail service, for example,

should pay higher fares than today. This policy, without considering modal substitution,

would imply more car usage for suburban residents and more attractive public transport

for those who live closer to central business districts. Is this a harmful policy, compared to

keeping fares undifferentiated with respect to the probability of finding a seat? We cannot

respond to this question with certainty, as it depends on many factors such as the location
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of congestible road sections, the spatial distribution of car use preferences, etc. This issues

therefore has to be left for future research, most probably in the context of specific case

studies.

Chapter 8 derived that travel passes are inefficient because pass holders may overconsume

public transport when the crowding externality remains unpriced. The paper neglects that

people’s car ownership habits may be affected by the availability of season tickets, so the

availability of season tickets may have an additional indirect effect on car congestion and

parking. This opens up a research gap between the economics of car ownership (see e.g.

Raphael and Rice, 2002) and two-part tariffs in public transport. Without considering car

ownership, it is likely that the presence of unpriced congestions would imply lower single ticket

fares in the second-best optimum, but supplying travel passes would still remain inefficient

due to the overconsumption that zero marginal fare induces.

Let us make a final point about crowding pricing and its interactions with car congestion.

The prevailing view is that public transport has a secondary role in the transport system,

mainly to alleviate the adverse effects of car congestion. However, empirical results show that

the cost of crowding can be much more voluminous than previously expected, especially in

densely used urban areas (Haywood and Koning, 2015). This thesis confirms that underpriced

public transport leads to more crowding and deadweight loss for society. How much efficiency

should we then sacrifice in term of crowding for the gains generated by reduced car congestion?

There must be a theoretical threshold above which we should in fact make car use more

attractive to reduce the adverse effects of crowding! This threshold should be identified

clearly to justify the efficiency of the above mentioned societal need and the secondary role

of public transport. A more attractive alternative policy would be to make efficient road

congestion charging possible and return to the baseline settings of this thesis in which public

transport supply can be managed in isolation from what happens on roads.

9.3 Practical applicability and policy relevance

The aim of this research, funded by the Railway and Transport Strategy Centre (RTSC) at

Imperial College, is to uncover novel scientific findings on public transport policy that may

be relevant for practical applications as well. In line with this objective, the empirical part of

the thesis develops a passenger-to-train assignment algorithm and a crowding cost estimation

method that rely on two data sources only. Smart card and vehicle location data are gradually

becoming available in an increasing number of metro networks around the world. The results
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have been shared with 16 metro operators who participate in the Community of Metros,

a global benchmarking group facilitated by the RTSC. We would like to highlight here two

elements of the feedback we received from them. First, metros are increasingly under pressure

when it comes to crowding and policies aiming at reducing it. Signs point in the direction that

crowding dependent pricing and other peak spreading policies are getting gradually closer

to wider public acceptability and compatibility with political agendas. Second, metros are

struggling with making good use of automated data sources that recently became available

for them, partly due to the lack of technical expertise, but also due to the small number of

practice ready empirical methods. The research behind Chapters 4 and 5 deliver responses

directly to these needs.

The route choice experiment of Chapter 5 fits into the ongoing tendency in the transport

economics community that prioritises large scale automated data that captures actual human

behaviour over stated choice methods. This tendency is parallel with the growing (and some-

times exaggerated) popularity of “Big Data” applications. This thesis provides a practical

example of how public transport operators could turn new data resources into a useful tool

for planning and operations.

On the theoretical side, the thesis delivers and interprets new results on capacity opti-

misation and pricing. Thus, it contributes to the learning process of the public transport

industry. This evolution has several steps. We intend to capture some of the most important

elements here. One has to realise that the cost of two seemingly similar public transport

trips (e.g. on the same origin-destination pair) may impose completely different costs on the

operator and the rest of society, depending on the timing and other circumstances of these

trips. It may well be the case unfortunately that the trip becomes the most expensive for

society in exactly the same moment when it is inconvenient for the passenger herself. As a

consequence, despite its unpopularity, pricing should make inconvenient peak-hour trips even

costlier for users, either because the trip imposes crowding externalities on fellow users, or it

induces additional capacity provision that may remain unused in off-peak periods.

One issue has remained unanswered in this context. Piet Rietveld (2002) suggests that

the only determinant of vehicle capacity is the peak-hour demand, i.e. the bottleneck in the

demand pattern, for which operators have to provide a sufficiently acceptable service level,

and the impact of demand in any other time periods is negligible. This approach implies

that all but peak-hour trips have non-zero marginal cost, and therefore only peak-hour trips

should be priced. This idea has gained attention and some support as well in the industry.

In our models presented in Chapter 6, we propose an alternative approach in which the user
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cost of off-peak passengers is also included in the objective function to be minimised. Thus,

the optimal off-peak fare is above zero as long as the occupancy rate of off-peak vehicles

is notable. The best pricing policy in case of an existing operator depends on its capacity

management policy, of course. The model outlined by Rietveld could be justified with any

regulation of minimum service level in low demand periods, which makes the marginal cost of

an off-peak trip practically zero. However, when off-peak capacity is also endogenous, pricing

peak trips only must be inferior to our approach in terms of aggregate social welfare.

The chapter on optimal seat provision should be considered as a first step towards practical

application. We neglect in this part of the thesis two important aspects. First, interior design

is more than simply defining the number of seats, because the arrangement of seats relative

other objects inside the vehicle may also affect user and operational costs. We neglect the

impact of seat arrangement on the speed of boarding and alighting, for example. Second,

we do not consider the user cost of failed boarding, which may also point in the direction

of reduced seat supply. However, the analysis in Chapter 7 does have practical relevance in

discovering how the optimal seat supply may react to changes in exogenous circumstances,

such as the pattern of demand fluctuation. Also, we provided an economic justification for

lower-than-maximum seat provision even if frequency is endogenous, which is a novelty in the

literature. Finally, and most importantly, we raise attention to the occupancy externality and

its potential role in optimal pricing. This research outcome is certainly ready for practical

application.

The last exercise of the thesis, i.e. the analysis of the efficiency of travel passes in the

presence of crowding, is a direct critique of a widely used tariff instrument, and a response

to other authors (Carbajo, 1988, Jara-Dı́az et al., 2016) who drew a brighter picture about

travel passes. We are aware that our results may induce debates in the transport policy arena.

Some of the supporters of travel passes may argue that the freedom that travel passes provide

may generate additional benefits for users that we do not take into account. Such behavioural

issues, as well as the link between travel pass holding and car ownership decisions, remain

the subject of future research plans, predominantly with empirical techniques.
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Corneo, G. G. (1997), ‘Taxpayer-consumers and public pricing’, Economics Letters

57(April), 235–240.

Croissant, Y. et al. (2012), ‘Estimation of multinomial logit models in R: The mlogit Pack-

ages’. R package version 0.2-2.

URL: http://cran.r-project.org/web/packages/mlogit/vignettes/mlogit.pdf

Daganzo, C. F. (1997), Fundamentals of transportation and traffic operations, Vol. 30, Perg-

amon Oxford.

De Borger, B. and Proost, S. (2015), ‘The political economy of public transport pricing and

supply decisions’, Economics of Transportation 4(1), 95–109.

de Palma, A., Kilani, M. and Proost, S. (2015), ‘Discomfort in mass transit and its implication

for scheduling and pricing’, Transportation Research Part B: Methodological 71, 1–18.

de Palma, A. and Lindsey, R. (2001), ‘Optimal timetables for public transportation’, Trans-

portation Research Part B: Methodological 35(8), 789–813.

de Palma, A. and Lindsey, R. (2007), ‘Transport user charges and cost recovery’, Research

in Transportation Economics 19, 29–57.

Dempsey, P. S. (2008), ‘Privacy issues with the use of smart cards’, TCRP Legal Research

Digest .

d’Ouville, E. L. and McDonald, J. F. (1990), ‘Optimal road capacity with a suboptimal

congestion toll’, Journal of Urban Economics 28(1), 34–49.

Downs, A. (1962), ‘The law of peak-hour expressway congestion’, Traffic Quarterly 16(3).

Duranton, G. and Turner, M. A. (2011), ‘The fundamental law of road congestion: Evidence

from us cities’, The American Economic Review 101(6), 2616–2652.

Engelson, L. and Fosgerau, M. (2011), ‘Additive measures of travel time variability’, Trans-

portation Research Part B: Methodological 45(10), 1560–1571.

257



European Commission (2011), ‘Roadmap to a Single European Transport Area – Towards a

competitive and resource efficient transport system’, White Paper, Communication .

Evans, A. W. and Morrison, A. D. (1997), ‘Incorporating accident risk and disruption in

economic models of public transport’, Journal of Transport Economics and Policy pp. 117–

146.

Evans, G. W. and Wener, R. E. (2007), ‘Crowding and personal space invasion on the train:

Please don’t make me sit in the middle’, Journal of Environmental Psychology 27, 90–94.

Faber Maunsell and Mott MacDonald (2007), ‘Rail Overcrowding, Reliability and Frequency

Demand Impacts Project’, Consulting report prepared for Centro .

FHWA (2010), ‘Travel time reliability: Making it there on time, all the time’. US Department

of Transportation, Federal Highway Administration.

Fowkes, A. and Wardman, M. (1987), ‘The values of overcrowding and departure time vari-

ations for inter city rail travellers’, Technical Note 229, Institute for Transport Studies,

University of Leeds .

Frankena, M. W. (1983), ‘The efficiency of public transport objectives and subsidy formulas’,

Journal of Transport Economics and Policy pp. 67–76.

Frumin, M. S. (2010), Automatic data for applied railway managemen: Passenger demand,

service quality measurement, and tactical planning on the London Overground Network,

Master’s thesis, Massachusetts Institute of Technology.

Gagnepain, P., Ivaldi, M. and Vibes, C. (2011), The industrial organization of competition

in local bus services, in ‘A Handbook of Transport Economics’, Edward Elgar Publishing,

pp. 744 – 762.

Glaister, S. (1974), ‘Generalised consumer surplus and public transport pricing’, The Eco-

nomic Journal pp. 849–867.

Glaister, S. and Collings, J. J. (1978), ‘Maximisation of passenger miles in theory and prac-

tice’, Journal of Transport Economics and Policy pp. 304–321.

Glaister, S. and Lewis, D. (1978), ‘An integrated fares policy for transport in London’, Journal

of Public Economics 9, 341–355.

258



Gordon, J., Koutsopoulos, H., Wilson, N. and Attanucci, J. (2013), ‘Automated inference of

linked transit journeys in london using fare-transaction and vehicle location data’, Trans-

portation Research Record: Journal of the Transportation Research Board (2343), 17–24.

Graham, D. J. and Glaister, S. (2006), ‘Spatial implications of transport pricing’, Journal of

Transport Economics and Policy 40(2), 173–201.

Greene, W. H. and Hensher, D. A. (2003), ‘A latent class model for discrete choice analysis:

contrasts with mixed logit’, Transportation Research Part B: Methodological 37(8), 681–

698.

Guo, X., Sun, H., Wu, J., Jin, J., Zhou, J. and Gao, Z. (2017), ‘Multiperiod-based timetable

optimization for metro transit networks’, Transportation Research Part B: Methodological

96, 46–67.

Gwilliam, K. (1979), ‘Institutions and objectives in transport policy’, Journal of Transport

Economics and Policy pp. 11–27.

Gwilliam, K. (2008), ‘A review of issues in transit economics’, Research in Transportation

Economics 23(1), 4–22.

Haight, A. F. (1963), Mathematical Theories of Traffic Flow, Mathematics in Science and

Engineering, Academic press, NewYork.

Hamdouch, Y., Ho, H., Sumalee, A. and Wang, G. (2011), ‘Schedule-based transit assign-

ment model with vehicle capacity and seat availability’, Transportation Research Part B:

Methodological 45(10), 1805–1830.

Haywood, L. and Koning, M. (2013), ‘Estimating crowding costs in public transport’, DIW

Discussion Papers, No. 1293 .

Haywood, L. and Koning, M. (2015), ‘The distribution of crowding costs in public transport:

New evidence from Paris’, Transportation Research Part A: Policy and Practice 77, 182–

201.

Herman, R. and Lam, T. (1974), Trip time characteristics of journeys to and from work,

in D. Buckley, ed., ‘Transportation and Traffic Theory’, Sydney: A H and A W Reed,

pp. 57–86.

259



Hofmann, M. and O’Mahony, M. (2005), ‘Transfer journey identification and analyses from

electronic fare collection data’, IEEE Conference on Intelligent Transportation Systems,

Proceedings, ITSC 2005, 825–830.

Homma, T. and Saltelli, A. (1996), ‘Importance measures in global sensitivity analysis of

nonlinear models’, Reliability Engineering & System Safety 52(1), 1–17.

Hong, S.-P., Min, Y.-H., Park, M.-J., Kim, K. M. and Oh, S. M. (2015), ‘Precise estimation

of connections of metro passengers from smart card data’, Transportation pp. 1–21.
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