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1 Introduction
Speech is the most natural form of communication for humans and was the primary way of
imparting knowledge among people for thousand years. Later, with the spread of literacy,
this changed, and first written then recently digital text became the most important means
of sharing and preserving information. The prominent role of writing in the modern culture
offers an explanation as to why there has been a long-standing demand for automatic speech
recognition (ASR) systems [1, 2, 3, 4]. ASR systems enable the automatic transcription of
human speech, this way providing a framework for machine understanding to make speech
searchable and actionable. With the latest deep learning [5] based methods, a significant
breakthrough has been achieved in the field [6, 7, 8, 9]; however, in poor acoustic conditions
or in case of spontaneous speech, ASR systems still introduce many errors, so the problem is
far from being solved [10, 11].

Language models (LMs) can be used to estimate the probability of a series of words or
other text tokens [12]. The most widely applied statistical language models are trained on
large text corpora, using machine learning techniques. The LM plays an important role in
ASR systems, as the final automatic transcription is selected from the acoustically fitting
hypotheses based on their language model probability estimation. Although there are already
end-to-end ASR systems that can achieve good results on certain tasks even without the
explicit use of language models [13, 14, 15], the most accurate ASR systems continue to use
language models [16, 17].

A great challenge in training language models is coping with data sparsity [18]. In natural
languages it is common that a word is valid and meaningful in a given context, yet this
relationship is poorly or entirely not represented in the training text. The data sparsity
issue is especially pronounced in morphologically rich languages like Hungarian, where the
large number of word forms drastically reduce the observable samples of n-grams [19]. As a
possible solution language model estimation can be performed on morpheme-like lexical units
also called as morphs [20, 21]. In my dissertation I will show on 40 Hungarian ASR tasks
that speech recognition error can be reduced with morph-based language models. The extent
of error reduction, however, varies from task to task, hence I am the first to investigate
which property of the speech recognition problem determines whether there is a measurable
advantage of morph-based language modeling.

Recent developments in deep learning and the spread of affordable GPUs have reshaped
the field of natural language processing (NLP) and, within that, field of language modeling
as well. On the one hand, deep learning methods can address the problem of data sparsity by
modeling words in the continuous vector space [22, 23], and on the other hand, they are also
suitable for modeling long contexts [24, 25] in contrast with traditional n-gram models [12].
Moreover, it has been also found that by training neural language models [26, 27, 28, 29] and
models with similar objective functions [30, 31] on large, general text corpora, the syntactic
structure of the text can be modeled with outstanding accuracy and can be transferred to
other NLP tasks [32]. Therefore, it is no exaggeration to say that neural language models
form the basis of modern NLP.

In my dissertation, I am the first to investigate the applicability of neural language
models for Hungarian speech recognition. Due to their computational complexity, neural
language models are usually only utilized in a second ASR decoding pass for rescoring a
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hypothesis graph (lattice) generated by a traditional n-gram model in the first pass [33].
2-pass decoding obviously cannot be performed in real-time, hence in many cases (dictation,
live speech analysis), we cannot take advantage of neural language modeling [25, 34]. This is
why my research focuses primarily on how to transfer knowledge of neural language models to
the n-gram models of real-time ASR systems. I compare two word-based language modeling
approaches, the previously prevalent recurrent modeling [35] and the latest Transformer-
based models [36]. After that I combine this branch of my research with the former and
investigate morph-based neural language modeling. Finally, I present a new method for
transferring the knowledge of Transformer language models to a system built for real-time
recognition of morphologically rich speech.

2 Research Objectives
Language modeling for Hungarian speech recognition is a research field that has not been
thoroughly explored yet, there are only a few previous works [37, 38, 39]. Therefore, my
goal was to develop, adapt and evaluate new language modeling approaches for Hungarian
ASR. One of the most distinguishing features of my work is that the majority of the
presented methods are evaluated on data collected from real-life, industrial ASR systems (see
Section 3.1), moreover a large portion of the methods are already applied in these systems
(see Section 5).

As it was mentioned in the introduction, Hungarian is an agglutinative language, and the
resulting morphological diversity can be handled by changing the base unit of the language
model from words to statistically derived subword segments also called as morphs [20, 21].
In Thesis I.1, I examine the effectiveness of morph-based n-gram language models on a total
of 50 speech recognition tasks. I managed to reduce ASR error rate on 40 tasks, however
the rate of error reduction shows a large variance depending on the task. The cause of this
deviation has not been studied before, hence I will try to explore how the morph-based error
reduction depends on the size of the training text, the size of the language model lexicon
as well as the accuracy of the applied acoustic model. In order to facilitate the practical
application of morph-based speech recognition systems two additional problems had to be
solved. First, I will present an interpolation method for morph-based language models in
Thesis I.2. The other problem is that the recognition accuracy of named entities are reduced
in a morph-based systems, for which I will also provide a solution in Thesis I.3.

Neural language models (e.g. recurrent structures, Transformers) are particularly effective
in language modeling, due to the fact that they can utilize much longer contexts than n-gram
models, and input tokens can be modeled in the continuous vector space. In my dissertation,
I also investigate the applicability of neural language models on a Hungarian call center
speech database consists of spontaneous conversations and having only a limited amount
of task-specific training data. In Thesis Group II, word-based neural language modeling
approaches are compared. First in Thesis II.1, I will show that with the help of a recurrent
language model and 2-pass ASR decoding, up to 10% relative word error rate reduction
can be achieved. With 2-pass decoding, however, speech can only be processed offline with
a large delay, hence I augment the textual training database with a corpus generated by
the recurrent model and demonstrate that up to 30% of the error reduction of the offline
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system can be transferred to the real-time ASR system. In Thesis II.2, I will show that the
performance of the online call center transcription system can be further improved by using
GPT-2 Transformer language model [28].

In Thesis Group III, I explore the potentials in using morph-based and neural language
modeling together as a synthesis of the first two thesis groups. First in Thesis III.1, I will
demonstrate that a morph-based recurrent language model can significantly improve the
recognition results compared to word-based recurrent language modeling, as up to 50% of
the error reduction of offline, 2-pass decoding can be transferred to the online call center
speech transcription system. Moreover, I will show that morph-based data augmentation
can also be used to improve the performance of the offline transcription system. In my last
thesis (Thesis III.2), I will introduce a new Transformer-based data augmentation method
which was specially designed for morphologically rich languages. With this new method, I
managed to outperform the real-time performance of all previous solutions both in terms of
word error rate and recognition of out-of-vocabulary words.

3 Research Methodology
In this chapter, I present the databases and tools used in my research as well as the statistical
methods and metrics that are applied in evaluation.

3.1 Databases
First, I describe the databases and speech recognition tasks that were used in my research.
A speech recognition task can be described with three types of databases. Speech databases
are used to train the acoustic model of the ASR system, text databases are applied to train
the language model, while test databases are used to evaluate the trained ASR models. A
particular combination of the three database types are referred to as a speech recognition
task throughout my dissertation. These speech recognition tasks (or ASR tasks) serve as
experimental environments for testing my research hypotheses. I use unique notations to
identify databases and speech recognition tasks. The notations describing the general topic
of the databases are the following:

AB – audiobook
BC – broadcast conversations
BN – broadcast news
BR – broadcast speech, collective name for broadcast news and conversations
CC – call center conversations
PC – press conference
SP – spontaneous speech
TBL – tabloid news
PARL – parliamentary speeches
The special notations of each database type are described in the subsection dedicated for

the given database.
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Table 1: Statistics of speech databases

Abbreviation Description
Sampling

freq.
[kHz]

Length
[hour]

MRBA-train Hungarian Reference Speech Database 16 6
AB-train Audiobook 16 3
SP-train Interviews with elderly people (spontaneous speech) 16 26
PC-train Government spokespersons press conferences 16 10
BR-1-train Broadcast speech 16 50
BR-2-train Broadcast speech, Radio shows, SpeeCon database 16 500
BR-ROM-train Romanian broadcast speech 16 31
CC-2-train Hungarian Call Center Speech Database (HCCSD) 2. 8 38
CC-4-train HCCSD 4. 8 25
CC-ALL-train HCCSD all 8 290

3.1.1 Training databases

Speech databases
The acoustic models applied in my research were trained on one of the speech databases or
on a combination of the databases described in Table 1. It is important to note that the
acoustic models were trained by other members of our research team, so they cannot be
considered as my own research results.
Text databases
The databases used to train language models are described in Table 2. The first half of the
abbreviations always refer to the topic of the text (see above for details). The last half of
the abbreviation refers to the origin of the corpus:

TRS – manual transcripts
SRT – SubRip subtitles
WEB – web corpus
Email – e-mails
Manual – call center agent’s manual
NM (Novel Matched) – novel from which the test database is also derived
AM (Author Matched) – further novels from the author of the test novel
SM (Style Matched) – novels with similar style as the test novel
I have optionally placed a third notation between the indication of the topic and the

origin, which refers to the version (numbers, ALL) or language (ROM – Romanian) of the
text corpus. The majority of the text corpora are in Hungarian, I do not mark this separately.

3.1.2 Test databases

The databases used for testing always form a disjoint set with the training databases. In
the case of certain databases a part of the test dataset is separated for parameter tuning of
the ASR models (dev – development sets). However, the recognition results presented in my
dissertation are always measured on independent evaluation datasets (eval – evaluation).
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Table 2: Statistics of text databases

Abbreviation Description # of tokens
[million tokens]

AB-NM Audiobook task novel 0.017
AB-AM Further novels from the author of the AB task novel 1.4
AB-SM Novels with similar style as the AB task novel 11.5
SP-TRS Manual transcripts of spontaneous speech interviews 0.16
PC-TRS Manual transcripts of press conferences 1.2
BR-TRS Manual transcripts of broadcast speech 0.53
TBL-WEB Tabloid news web corpus 14.0
BR-1-WEB News web corpus 1. 5.6
BR-2-WEB News web corpus 2. 27.0
BR-3-WEB News web corpus 3. 56.0
BR-SRT Broadcast speech subtitles 17.0
BR-ROM-TRS Manual transcripts of Romanian broadcast speech 0.3
BR-ROM-WEB Romanian news web corpus 23.0
CC-2-TRS Manual transcripts of call center conversations 2. 0.28
CC-4-TRS Manual transcripts of call center conversations 4. 0.113
CC-4-Email Call center 4. e-mails 0.105
CC-4-Manual Call center 4. agent manuals 0.127
CC-ALL-TRS Manual transcripts of all call center conversations 3.4
PARL-WEB Web corpus of parliamentary speeches 57.6

Different tests belonging to the same topic are distinguished with numbers. Some speech
recognition tasks differ only in the applied test database, in which case these databases are
distinguished by the using Latin letters (see Table 3.).

3.1.3 Speech recognition tasks

I call a speech recognition task a particular combination of the databases described in the
previous subsections. In my dissertation, I will refer to each task using the abbreviations
presented in Table 4.

3.2 Software tools
A number of software tools was used in my research, which are listed below:

• SRILM (The SRI Language Modeling Toolkit) [40]: back-off, n-gram language model
training, interpolation and pruning

• Keras [41], TensorFlow [42], PyTorch [43]: training recurrent and Transformer neural
networks for language modeling and text generation purposes

• TheanoLM [44]: ASR lattice rescoring
• Python, Perl: text processing, statistical evaluation
• MPhon [45]: phonetic transcription
• VOXerver [46], KALDI [47]: ASR decoding
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Table 3: Statistics of test databases

Abbreviation Description
Sampling
frequency

[kHz]

Length
[hour:min]

AB-eval Audiobook test 16 0:26
SP-eval-A Spontaneous speech interviews A test 16 4:00
SP-eval-B Spontaneous speech interviews B test 16 4:00
PC-eval Press conference test 16 1:20
BC-1-dev Broadcast conversation 1. development test 16 0:36
BC-1-eval Broadcast conversation 1. test 16 0:52
BC-2-eval Broadcast conversation 2. test 16 2:45
BN-1-eval Broadcast news 1. test 16 1:00
BN-2-dev Broadcast news 2. development test 16 0:31
BN-2-eval Broadcast news 2. test 16 0:49
BN-3-dev Broadcast news 3. development test 16 0:50
BN-3-eval Broadcast news 3. test 16 1:45
BN-4-eval Broadcast news 4. test 16 3:00
BN-ROM-dev Romanian broadcast news development test 16 0:42
BN-ROM-eval Romanian broadcast news test 16 1:23
CC-4-eval Call center conversations 4. test 8 2:00
CC-ALL-dev All call center conversations development test 8 7:30
CC-ALL-eval All call center conversations test 8 12:00

3.3 Evaluation metrics
The theses formulated in my dissertation are evaluated on the largest speech databases
available in Hungarian (see Section 3.1). Below I present the metrics and statistical methods
used to verify my scientific statements.

Perplexity and OOV rate

Perplexity can be used to quantify the accuracy of a language model. Accuracy of a language
model can be expressed with the likelihood it assigns to the word sequences (sentences) of
an independent test text. Perplexity is therefore calculated as follows:

PPL(W ) = P (w1, w2, w3 . . . , wK)− 1
K = K

√
1

P (w1, w2, w3 . . . , wK) , (1)

where W denotes the test text consisting of K words. By taking the Kth root of the value
of P (W ), perplexity will be normalized with the length of the test text, i.e., the average
probability per word is determined. By taking the reciprocal of the above value, we get a
measure that is easy to interpret (usually in the range 10–1000) and can be used to directly
compare various language models (having the same vocabulary). As a further effect of placing
P (W ) to the denominator, lower perplexity is associated with better modeling accuracy.

An additional important metric for characterizing a language model is the Out-of-
Vocabulary (OOV) rate, which is the ratio of tokens in the test text that are not modeled in
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Table 4: Speech recognition tasks

Abbrev. Description Training databases Test databaseSpeech
database Text database

AB-SI Audiobook
speaker independent MRBA-train AB-NM, AB-AM, AB-SM AB-eval

AB-SA Audiobook
speaker adapted

MRBA-train +
AB-train AB-NM, AB-AM, AB-SM AB-eval

AB-SD Audiobook
speaker dependent AB-train AB-NM, AB-AM, AB-SM AB-eval

SP-A Spontaneous speech
interviews A SP-train SP-TRS SP-eval-A

SP-B Spontaneous speech
interviews B SP-train SP-TRS SP-eval-B

PC Press conferences MRBA-train +
PC-train PC-TRS PC-eval

BC-1 Broadcast
conversations 1. BR-1-train BR-TRS +

BR-2-WEB + TBL-WEB BC-1-eval

BC-2 Broadcast
conversations 2. BR-2-train BR-SRT,

BR-SRT + BR-3-WEB BC-2-eval

BN-1 Broadcast news 1. MRBA-train +
PC-train BR-1-WEB BN-1-eval

BN-2 Broadcast news 2. BR-1-train BR-TRS +
BR-2-WEB + TBL-WEB BN-2-eval

BN-3 Broadcast news 3. BR-1-train BR-TRS + BR-3-WEB BN-3-eval

BN-4 Broadcast news 4. BR-2-train BR-SRT,
BR-SRT + BR-3-WEB BN-4-eval

BN-ROM Romanian
broadcast news BR-ROM-train BR-ROM-TRS +

BR-ROM-WEB BN-ROM-eval

CC Call center
conversations

CC-2-train +
CC-4-train

CC-4-TRS,
CC-4-TRS + CC-2-TRS +

CC-4-Email + CC-4-Manual
CC-4-eval

CC-ALL All call center
conversations CC-ALL-train CC-ALL-TRS CC-ALL-eval

the LM. Knowing the proportion of words not included in the LM vocabulary is important,
since word-based ASR systems are not able to recognize OOV words, thus OOV rate serves
as a lower estimate of the expected ASR error rate.

Word error rate

To evaluate automatic speech recognition experiments, I applied the most widely used
metric called Word Error Rate (WER). If we align the ASR hypothesis and the reference
transcripts of the test database, three types of recognition errors can be distinguished. We
call substitution error (S) when a word is replaced with another word and deletion error (D)
when a word is not included at all in the ASR hypothesis. The third type of error is the
insertion error (I), which indicates the case when the ASR system places an extra word in
the automatic transcripts. Based on these error definitions word error rate can be determined
as follows:
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WER = S + D + I

N
· 100% , (2)

where N is the number of all words in the reference transcripts. As we placed the errors in
the counter, the lower is the WER the better is the ASR system we are testing. Due to the
inclusion of insertion error in the formula, the value of WER can be larger than 100%.

Relative WER reduction

WER characterizes the absolute error of the ASR system. When comparing recognition
models, the relative word error rate reduction (WERR) due to the new model is an important
indicator, because it summarizes the effectiveness of the development in a single measure:

WERR = WERbaseline − WERnew

WERbaseline
· 100% . (3)

Positive WERR represents an improvement over the baseline model, while negative WERR
means an increase in WER.

F1 score

In speech information retrieval experiments, I use a standard metric of the field called F1
score. F1 score is the harmonic mean of precision and recall:

F1 score = 2 · Precision · Recall
Precision + Recall , (4)

where precision and recall are defined as follows:

Precision = TP

TP + FP
, Recall = TP

TP + FN
. (5)

Wilcoxon signed-rank test

In the field of ASR research, the standard procedure is that we try to improve the performance
of a baseline system with new modeling approaches. Whether it is a speech recognition or
speech information retrieval experiment, both the baseline and the improved system can be
evaluated on each test sample in the test database. The statistical question that we try to
answer is whether the two series of values can come from the same distribution or whether
there is a significant difference. For this type of statistical analysis, the so-called paired
tests can be used. In my dissertation, I will apply Wilcoxon signed-rank test [48], which
is the most widely used paired test in the research field. Wilcoxon signed-rank test is a
non-parametric test, i.e., unlike the paired t-test, it has no assumption about the statistical
distribution of the samples. I will reject the null hypothesis that the two series of samples
are from the same distribution at p=0.05 significance level.
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4 New Scientific Results

4.1 Morph-based n-gram language modeling (Thesis Group I)
Due to the agglutinating properties of the language, the LM of Hungarian speech recognition
systems has to model many word forms. In case of word-based language modeling, therefore,
the probability of certain word series can only be estimated from a small number of samples.
The data sparsity arising from the morphological richness can be alleviated by building
the language model not on words, but on morphemes-like subword units [21]. Well-chosen
morpheme sets can reduce the size of ASR vocabulary and increase the number of training
samples for rare events. In my experiments, I use a subword segmentation algorithm called
Morfessor [20, 49], which is a statistical approach developed specifically for processing
morphologically rich languages. Morfessor-based subwords are not necessarily coincide with
the morphemes of the Hungarian language, therefore I will refer to these morpheme-like
lexical units as morphs.

4.1.1 Investigation of morph-based error reduction

Thesis I.1: [J1, J2, J4, J5, J6, C1, C2, C3, C4, C9, C10, C12, C17, C18, C21, C26]
I have experimentally confirmed, that word error rate of Hungarian scripted, broadband and
spontaneous, telephone speech recognition tasks can be significantly reduced by using morph
lexical units instead of words in the n-gram language model.

Effectiveness of morph-based language modeling in Hungarian ASR has only been
demonstrated for broadband, spontaneous conversations before [38]. In order to show that
morph-based language models can be effective on other type of ASR tasks, I compare word
and morph-based modeling on 50 speech recognition tasks (see Fig. 1). The ASR task names
consist of three parts: the first indicates the general topic of the task (see Section 3.1.1), the
second denotes the type of acoustic model (GMM – Gaussian Mixture Model [50], DNN –
Deep feed-forward Neural Network [51], TDNN – Time Delay Neural Network [52]), and
the last indicates the size of the training text (number of tokens). As can be seen, in 40
out of 50 tasks (black bars) morph-based language modeling reduced WER compared to
word-based modeling. Morph-based word error rate reduction, however, ranges widely, that
I will study in more detail in the subtheses of this thesis.

Impact of word boundary reconstruction
The output of morph-based speech recognition systems is a series of subword tokens in which
word boundaries must be reconstructed. There are several word boundary reconstruction
techniques, of which I compared the two most frequently used on Hungarian ASR tasks. The
first technique is called explicit word boundary tagging (WB) [53], where word boundaries
are modeled with a dedicated lexical unit (<w>). The second tested technique is the so-called
non-initial tagging (NI) [54], where all morphs that are not in a word initial position are
tagged. I show an example for both word boundary tagging techniques in Table 5.
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Figure 1: Morph-based relative word error rate reduction on 50 Hungarian ASR tasks.

Table 5: Examples for word boundary tagging

Word-based ASR output hát megbeszélem a nejemmel
Morph-based ASR output,
without word boundary tagging hát meg beszél em a nejem mel

Morph-based ASR output,
explicit word boundary tagging hát <w> meg beszél em <w> a <w> nejem mel

Morph-based ASR output,
non-initial tagging hát meg +beszél +em a nejem +mel

Subthesis I.1.1: [C10, C12, C26] Comparison of word boundary reconstruction techniques
on Hungarian morph-based language models has shown that non-initial tagging can outperform
explicit word boundary tagging in terms of word error rate with up to 4% relative.

I compare the two word boundary reconstruction techniques on five Hungarian ASR
tasks and present results in Fig. 2. Non-initial tagging outperforms explicit word boundary
tagging for every task and the difference is statistically significant (p=0.0422). In case of
CC-625k and BN-3-1.7M tasks, the relative WERR is more than 4%.

Impact of the acoustic model
Subthesis I.1.2: [J1, J2, J5, J6, C1, C2, C3, C4, C17] I have experimentally confirmed,
that morph-based error reduction depends on the accuracy of the applied acoustic model. The
more accurate the acoustic model, the higher is the morph-based error reduction.

The relationship between morph-based error reduction and the accuracy of the acoustic
model (ACM) was investigated in two experimental setups. In the first setup, GMM-based
acoustic modeling was applied. Accuracy of the ACM here is governed by the data the model
is trained on. In the speaker-independent (SI) case, a general speech database is used; in
speaker adapted (SA) case, speaker-specific training data is applied, but only for adaptation
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Figure 2: Word error rate of WB and NI word
boundary tagging techniques for five ASR tasks.

of the GMM model; while in the speaking dependent (SD) case, the GMM model is trained
on speaker specific data.

I performed comparative measurements on four ASR topics (AB, SP, PC, BN-1) and a
total of 9 ASR tasks within the four topics. SI and SA acoustic models were evaluated on
all the 9 tasks, whereas SD model was tested on 3 tasks (AB-NM, AB-AM, AB-SM). The
relationship between the morph-based error reduction and the applied acoustic modeling
is demonstrated in Fig.3a. As shown in the figure, as the accuracy of the acoustic model
increases, so does the median of the morph-based error reduction (denoted by X in the
figure). Only SA and SI data sets are suitable for statistical analysis, as too few SD samples
are available. Morph-based word error rate reduction is significantly higher (p=0.0251) with
the more accurate SA ACM model that with SI model.

In the second test setup, two types of acoustic models are compared: a traditional
feed-forward deep neural structure (DNN) and a more modern time delay neural network
(TDNN), which is the current state-of-the-art solution. The experiments were performed
on the CC-ALL task, where the TDNN acoustic model proved to be more accurate than
the DNN structure [C2]. As it can be seen in Fig. 3b, the median of morph-based error
reduction is higher with the more accurate TDNN ACM than with the DNN model, and the
difference is statistically significant (p=0.0431). Therefore, it can be stated that as more
and more accurate acoustic modeling techniques are developed, it is worth considering the
use of morph-based language models in more and more cases.

(a) On task AB, SP, PC and BN-1 (b) On task CC-ALL

Figure 3: Morph-based WERR with various types of acoustic models.
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(a) On all tasks (b) On task AB

(c) On task BN (d) On task CC-ALL

Figure 4: Morph-based WERR as the function of training corpus size.

Impact of language model training corpus size
Subthesis I.1.3: [J5, J6, C2, C10, C17, C18, C26] I have experimentally confirmed that
morph-based error reduction depends on the size of the language model training corpus
(number of tokens). The smaller the training text, the higher is the morph-based error
reduction.

Morph-based approach can reduce the data sparsity in language models [21]. Data
sparsity, however, can also be reduced by increasing the size of the applied language model
training corpus. Therefore, according to my hypothesis, morph-based language modeling
can be especially beneficial in under-resourced conditions, where data sparsity is larger. To
prove this, I collected all the speech recognition tasks (24 tasks) where both word-based
and morph-based ASR results were available. In these tasks, I calculated the morph-based
error reduction and paired it with the log normalized token numbers of the language model
training text, and then examined the relationship between the two distributions. As shown
in Fig. 4a, there is a definite trend that supports the hypothesis (R=-0.68, R2=0.46).

Morph-based error reduction depends not only on the size of the training text, but also
on the accuracy of the acoustic model (see the previous subthesis). Therefore, I designed
another series of measurements, where the data was cleared from the above effect. It was
achieved by comparing only those tasks, where the only difference between the tasks was in
the size of the training text, but the acoustic and test conditions were the same. I was able
to perform altogether 8 measurements, with three data points per measurement. Fig. 4b
shows the results of tasks AB-SI, AB-SA and AB-SD with language models trained with 3
corpus sizes (AB-NM, AB-AM, AB-SM). For all three tasks, a strong correlation (R2>0.95)
can be measured between morph-based error reduction and size of the training corpus. I
also performed three additional measurements using SA and SI acoustic models with task
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Figure 5: Morph-based WERR as the function of vocabulary size.

BN-1 and task BN-3 (see Fig. 4c). The correlation between morph-based error reduction and
corpus size is strong in these cases, too (R2>0.97 for BN-1 and R2=0.89 for BN-3). Finally,
Fig. 4d shows that a strong correlation can be obtained in the case of task CC-ALL as well.

Impact of vocabulary size
Subthesis I.1.4: [C10, C26] I have experimentally confirmed, that morph-based error
reduction depends on the vocabulary size of the applied language model. The smaller the
vocabulary size, the higher is the morph-based error reduction.

In some cases, in order to limit the memory footprint of the speech recognition decoder,
we may be forced to reduce the vocabulary size of the language model. The question arises as
to how the morph-based error reduction changes in this case. Morph-based language models
can generate many word forms even with a small set of morphs, so my hypothesis is that
if we limit the vocabulary size, the error rate of word-based models decreases to a greater
extent than that of morph-based models. To verify this, I limited the vocabulary size (and
morph set) of the language models on two speech recognition tasks (BN-ROM, BN-3) and
measured the corresponding morph-based error reductions. The hypothesis was tested with
two different word boundary taggings (WB, NI) on both tasks, so altogether 4 setups were
examined. Fig. 5 shows that in all setups there is a strong correlation (R2>0.98) between
morph-based error reduction and vocabulary size.

4.1.2 Interpolation of morph-based language models

In this thesis group, I have so far explored the advantages of morph-based language modeling.
Data sparsity of language models, however, can also be reduced by using additional text
corpora. Additional text corpora can provide useful word connection patterns, when the
amount of available in-domain training data is limited. Language model adaptation is a
technique by which the additional language model is adapted to the target task. In the
case of back-off, n-gram models the most often applied adaptation technique is the linear
interpolation [55] of language models.

Thesis I.2: [C29] I have developed a new technique using common vocabulary of training cor-
pora for interpolation of morph-based n-gram language models and shown that its application
can significantly reduce the speech recognition error of the interpolated model.
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Figure 6: Independent and common vocabulary based morph segmentation.

(a) 3-gram (b) 4-gram

Figure 7: WER of independent (IV) and common vocabulary (CV) based interpolation
as function of the interpolation weight.

In this thesis, I introduce a technique called common vocabulary segmentation for the
interpolation of morph-based language models that is illustrated in Fig. 6. Normally, the
vocabulary of two training texts are segmented independently, thus the same word can be
transcribed into different morph sequences in each training text. In contrast, according to
the common vocabulary method, I merge the vocabularies of the two training texts before
the segmentation, so that the statistical algorithm can take into account the characteristics
of both training texts to decompose the words (Fig. 6, dashed line).

The performance of morph-based interpolation of language models with independent (IV)
and common vocabulary (CV) was compared on the AB-SD speech recognition task using
3-gram and 4-gram models. The AB-AM corpus was applied for training the in-domain LM,
while the AB-SM served as an additional corpus. Results are presented in Fig. 7. As can be
seen, common vocabulary interpolation outperforms the baseline IV method for both 3 and
4-gram models regardless of the interpolation weight. Difference between the two methods
was measured to be statistically significant (p=7.69e-3 and p=7.63e-3, respectively).

4.1.3 Named entity retrieval in morph-based language models

The pronunciation of Hungarian words can be predicted with great accuracy by using simple
grapheme-phoneme transcription rules [45]. Words of foreign origin (e.g. named entities),
however, often have exceptional pronunciations, which are retrieved from a dedicated
dictionary. Morph-based language modeling can have a negative effect on the recognition of
named entities, since the dictionary of exceptional pronunciations can be no longer applied on
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Figure 8: Case Sensitive (MB-CS) and Case Insensitive (MB-CI)
morph-based lexical modeling.

Figure 9: F1 score of named entity retrieval with various
lexical modeling approaches.

them, only the traditional grapheme-phoneme transcription rules. Due to this phenomenon,
in case morph-based models the recognition accuracy of named entities can fall by around
60-70% compared to a word-based baseline system [C15].

Thesis I.3: [C15] I have developed a Case Sensitive lexical modeling method, which is based
on the Morfessor Baseline algorithm and significantly improves the recognition accuracy
of named entities in the investigated broadcast speech recognition system compared to the
baseline Case Insensitive modeling. By applying the new method in a search cascade, even the
named entity recognition performance of word-based language modeling can be significantly
increased.

To remedy this problem, I have developed a Case Sensitive (MB-CS) lexical modeling
method, which is based on the Morfessor Baseline [56] algorithm and unlike the Case
Insensitive (MB-CI) approach, does not lowercase and segment all words in the training text,
but leaves the capitalized form of named entities intact (see Fig. 8). One of the advantages
of morph-based language modeling is that it allows for combining the complex suffixes of
Hungarian language. To maintain this advantage, in the case of the MB-CS method, suffixes
are detached from named entities and segmented together with the common words.
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To evaluate the proposed method, I performed named entity retrieval experiments on task
BC-1 and BN-2. I compared the F1 score of named entity retrieval of word-based (Word),
MB-CI, and MB-CS lexical modeling approaches (see Fig. 9). As can be seen, MB-CS
lexical modeling significantly increases the F1 score (BC-1: p=5.90e-12, BN-2: p=3.05e-15)
compared to the MB-CI method. The next, and perhaps even more important question
is how the proposed method performs compared to the traditional word-based approach.
F1 score of MB-CS lexical modeling lags slightly behind the word-based results, but the
difference is not statistically significant (BC-1: p=0.556, BN-2: p=0.615).

Although the word-based and MB-CS methods have comparable accuracy, their effective-
ness differs for each search query. In order to turn this to our advantage, the two methods
were placed in a so-called search cascade (SCasc) layout [57]. In the search cascade if a query
has a hit in the word-based speech recognition output, we accept it and stop searching, if
not, we also perform the search in the output made with MB-CS. As it is shown in Fig. 9,
search cascade significantly improved the F1 score of named entity retrieval (BC-1: p=0.0139,
BN-2: p=0.0177) compared to word-based lexical modeling.

4.1.4 Conclusions

In my first thesis group, I investigated the application of morph-based n-gram language
models in Hungarian speech recognition systems. In Thesis I.1, I proved on 40 recognition
tasks that a significant word error rate reduction can be achieved with morph-based language
modeling compared to word-based modeling. I have also shown that morph-based error
reduction depends on the accuracy of the applied acoustic model, the token number of the
training text, and the size of its vocabulary. In addition to the analysis of morph-based
error reduction, I also presented two methods that facilitate the practical application of
morph-based language models. In Thesis I.2, I proved that by using the common vocabulary
of training corpora for interpolation of morph-based language models, the accuracy of the
interpolated model can be significantly improved compared to the independent segmentation
of the lexicons. Finally, in Thesis I.3, I investigated the modeling of named entities and
introduced a so-called Case Sensitive lexical modeling technique, which can significantly
improve the recognition efficiency of named entities over the traditional Case Insensitive
approach.
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4.2 Word-based neural language modeling (Thesis Group II)
In Thesis Group I, I investigated morph-based language modeling to reduce data sparsity on
Hungarian ASR tasks. Another direction in the development of language models is to replace
the n-gram modeling with more sophisticated approaches. In recent years, neural language
models have proven successful in reducing the error rate of speech recognition systems
in other languages [24, 25, 58]. In Thesis Group II, therefore, I study word-based neural
language models on a database of Hungarian call center speech conversations (CC-ALL).

First, I will show that word-based Recurrent Neural Network Language Models (RNNLM)
can be successfully applied in Hungarian to reduce the error of offline speech recognition
systems. However, many tasks (e.g. dictation, fast text analysis) require the use of real-
time speech recognition. Therefore, in the first thesis I will present a method called neural
language model based data augmentation, which can be applied to transfer knowledge from
the RNNLM to the n-gram model of a real-time ASR system. In the second thesis, I will
further improve the accuracy of the word-based, real-time speech recognition system with
the help of a GPT-2 Transformer neural language model [28].

4.2.1 Word-based recurrent neural language modeling

In the first thesis of this thesis group, I aim to improve the error rate of the CC-ALL
recognition task using a recurrent neural language model [24]. Hence I trained a 2-layer
RNNLM using Long Short-Term Memory (LSTM) cells [59] on the in-domain training corpus
of CC-ALL task (CC-ALL-TRS). The structure of the applied LSTM RNNLM is illustrated
in Fig. 10. A so-called stateful recurrent model training is applied, which means that the
internal state of LSTM cells are kept between each training batch to improve the modeling
of long-term dependencies [35]. I implemented my own model1 using Keras deep learning
framework [41]. The 4-gram, back-off, n-gram language model used as a baseline has a
perplexity of 85.7 for this task. Using the recurrent language model, I was able to almost
halve the perplexity to 44.6.

Offline, 2-pass ASR decoding
Due to their complexity and long memory, neural language models are usually not directly
applied in ASR decoding: in the first pass, a small footprint back-off, n-gram language
model (BNLM) is used, and the output of this step is a simplified recognition network
with reduced search space. On this reduced lattice, a second decoding pass is applied with
the RNNLM for rescoring the hypotheses obtained in the first pass (BNLM × RNNLM).
Although by splitting the decoding into two parts we can leverage knowledge of the RNNLM
and demonstrate significant WER reduction [34, 58, 60], it also introduces considerable
processing delay resulting from the two passes. I performed 2-pass decoding experiments
with my LSTM RNNLM on the CC-ALL ASR task. Results are summarized in Fig. 11. As
can be seen, in case of both DNN and TDNN acoustic models, a significant relative WER
reduction of 10-12% was achieved.

1github.com/btarjan/stateful-LSTM-LM
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Figure 10: The 2-layer stacked
recurrent LSTM language model
structure.

Figure 11: WER of baseline BNLM and
2-pass BNLM × RNNLM decoding with two
types of acoustic models on task CC-ALL.

Real-time ASR decoding
Thesis II.1: [J2, C2, C3, C4, C21] I have experimentally confirmed that by augmenting
the training corpus with a word-based recurrent neural network language model, the real-
time error rate of a Hungarian conversational telephone speech recognition system can be
significantly reduced compared to the traditional back-off, n-gram modeling.

It was shown that by applying a second decoding pass, RNNLM can improve a Hungarian
ASR task. However, many tasks (e.g., dictation, fast text analysis) require the use of real-time,
low-latency speech recognition. A possible solution is to augment the in-domain training text
with the neural language model [61, 62]. The essence of the method is that we first generate
a large text corpus with the RNNLM, which is then can be used to train a back-off, n-gram
language model (see Fig. 12). The model trained on the generated text can be considered as
the n-gram approximation of the recurrent neural model (RNN-BNLM). To further improve
the performance, the RNN-BNLM can be interpolated with the original, in-domain BNLM
(BNLM + RNN-BNLM) and can be utilized in a real-time ASR system.

Subthesis II.1.1: [J2, C2, C3, C4, C21] I have experimentally confirmed that the word
error rate reduction obtained by augmenting the training text with a word-based recurrent
neural language model reaches up to 30% of the error reduction measured with offline, 2-pass
decoding, while the resulting back-off, n-gram model is suitable for real-time decoding.

The word-based, augmented, n-gram language model (BNLM + RNN-BNLM 100M)
was evaluated on task CC-ALL using the DNN and TDNN acoustic models. As shown in
Fig. 13, a relative word error rate reduction of around 3% is achieved, which improvement
is statistically significant (p=4.0e-6 and p=5.0e-6, respectively). Thanks to the RNNLM
based data augmentation, I managed to transfer 30% (2.9% from 9.6%) and 22% (2.7% from
12.2%) of the 2-pass RNNLM error reduction to the real-time speech recognition system.

Impact of word frequency
In the second subthesis, I will investigate how the above language modeling approaches
perform depending on how common a word is in the training corpus. Based on the word
frequencies measured in the in-domain training text (CC-ALL-TRS), the words from the
CC-ALL-eval test dataset were classified into three classes:
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Figure 12: Data augmentation
of in-domain training text with
recurrent neural language model.

Figure 13: WER of word-based BNLM+RNN-BNLM
compared to the baseline BNLM and 2-pass
BNLM × RNNLM decoding on task CC-ALL.

Figure 14: Spoken term retrieval results for out-of-vocabulary, rare and
frequent word classes with approaches applying word-based RNNLM.

• Out-of-Vocabulary (OOV) words: test words that do not occur in the training text
• Rare words: test words that occur at most 5 times in the training text
• Frequent words: test words that occur at least 6 times in the training text

Subthesis II.1.2: [J2] I have experimentally confirmed that the recognition accuracy of rare
words is significantly higher by augmenting the training text with a word-based recurrent
neural language model than by applying the same RNNLM in a second decoding pass for
lattice rescoring.

I present the spoken term retrieval results (F1 scores) for the word frequency classes
in Fig. 14. Word-based language models are not able to detect OOV words. Based on the
former WER results, one would expect that regardless of its relative frequency every word
has higher F1 score with RNNLM 2-pass decoding. In case of frequent words it is true as
BNLM × RNNLM significantly outperforms (p=2.84e-3) the one-pass decoding of baseline
and augmented models. However, the modeling accuracy of rare words is significantly better
(p=9.545e-72) with the real-time, augmented model (BNLM + RNN-BNLM) than with
offline, 2-pass decoding.
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4.2.2 Word-based data augmentation with deep Transformer language model

Deep Transformer models [36] have reshaped the field of natural language processing in the
recent years. The self-attention mechanism [63] and the large depth achieved with residual
connections [64] allowed the research community to achieve better results than ever before in
the field of machine translation, language modeling and on numerous other tasks related to
Natural Language Understanding (NLU) [28, 29, 30, 31, 65, 66]. In the light of the positive
experiences in other languages, I aimed to investigate the efficiency of Transformer language
models in Hungarian speech recognition as well.

From the available autoregressive structures, I decided on the OpenAI GPT-2 [28]
architecture due to its fame for generating high-quality text. I implemented the GPT-2
medium model based on the HuggingFace’s Transformers library [67]. GPT-2 medium is
made up of 24 Transformer decoders with 16 attention heads in each self-attention layer
(see Fig. 15). Embedding and bottleneck layers have 1024 dimensions, while the first feed-
forward layer is four times larger (4096) according to the conventions of GPT model family.
The model has 345M parameters altogether and regularized with attention, embedding
and residual dropouts (rate of 0.1). Optimization of the neural network is preformed with
Adam optimizer [68] using a linear decay schedule initialized with value 1e-4. A minibatch
consists of 16 sequences each having the length of maximum 512 tokens. The Transformer
LM is trained for 15 epochs on the general text corpus (pre-training) and 5 epochs on the
in-domain training text (fine-tuning). For tokenization, I trained a byte-level Byte Pair
Encoding (BPE) [69] model on the in-domain training text with 30k vocabulary items
(256 bytes + 29744 merges). Although a newer version of GPT was published at the time of
writing my dissertation (GPT-3 [29]), it is important to note that this did not bring about a
significant change in the structure of the model, only the amount of data used for training
increased significantly compared to the GPT-2 model.

Thesis II.2: [J1, C1] I have experimentally confirmed that by augmenting the training
corpus with a deep Transformer language model, the real-time error rate of a Hungarian
conversational telephone speech recognition system can be significantly reduced compared to
the augmentation of the same system with a word-based recurrent neural language model.

Similar to the RNNLM based training data augmentation, the augmentation corpus can
be generated with a Transformer language model. Wang and her colleagues [70] were the first
who applied general domain pre-training and in-domain fine-tuning of a Transformer LM to
improve the effectiveness of the data augmentation process. In the following, I will give a
brief summary of data augmentation process illustrated in Fig. 16. First, the Transformer
LM is pre-trained on a general text corpus and fine-tuned on the in-domain text. Then a
large corpus is generated with the Transformer LM. Based on this generated text a BNLM
(TR-BNLM) is trained, which approximates the short-term dependencies learned by the
Transformer. To further improve the model, the TR-BNLM can be interpolated with the
in-domain BNLM (BNLM + TR-BNLM).

In my experiments, the role of the general corpus is played by the PARL-WEB corpus
(see Section 3.1.1), while the in-domain training text is still the CC-ALL-TRS corpus. In
Table 6 — for better comparability — I also indicate the word error rates obtained in Thesis
II.1 with recurrent neural language modeling. Results suggest that without interpolation,
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Figure 15: Structure of the applied
GPT-2 medium architecture.

Figure 16: Data augmentation
of in-domain training text with
pre-trained deep Transformer LM.

only the pre-trained Transformer-generated model (TR-BNLM) can improve the baseline
WER. The models generated by the recurrent model and the non-pretrained Transformer
model (RNN-BNLM and TR-noPT-BNLM) alone do not able to reduce the error rate.
If interpolation is allowed; however, all augmentation models prove to be effective. The
largest WER reduction was achieved with the pre-trained Transformer language model
(BNLM + TR-BNLM), which significantly outperforms (p=1.62e-4) RNNLM based data
augmentation results (BNLM + RNN-BNLM).

Table 6: Word error rates of Transformer and recurrent
language model based augmentation of task CC-ALL.

Model WER [%] WERR [%]
BNLM 21.9 -
RNN-BNLM 22.5 -2.6*
TR-noPT-BNLM 23.1 -5.3*
TR-BNLM 21.5 1.7*
BNLM + RNN-BNLM 21.3 2.7*
BNLM + TR-noPT-BNLM 21.1 3.7*
BNLM + TR-BNLM 20.6 5.9*
* sign indicates significant difference compared to BNLM
and was tested with Wilcoxon signed-rank test (p < 0.05).
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Figure 17: The impact of vocabulary size
and memory footprint of the word-based
BNLM + TR-BNLM on the WER of task
CC-ALL.

Figure 18: Precision, recall, and F1 scores
of OOV words with different vocabulary-
sized BNLM + TR-BNLM models on task
CC-ALL.

Impact of vocabulary size
Subthesis II.2.1: [J1] I have experimentally confirmed that by increasing the vocabulary
size of the language model augmented with the deep Transformer language model, a further
relative word error rate reduction of up to 3% can be achieved on the investigated Hungarian,
real-time, spontaneous telephone speech recognition task.

The results presented in the previous subsection applied to the case where the vocab-
ulary of the augmented language model was limited to those words that occurred in the
in-domain training text (100k word forms altogether). However, thanks to the byte-level
BPE tokenization, the GPT-2 Transformer model can generate words that are not included
in the vocabulary of the training text. As shown in Fig. 17, if we increase the vocabulary
size of the BNLM + TR-BNLM interpolated language model, the word error rate decreases
significantly — by relative 3% — from 20.6% to 20.0%. If the language model is less pruned
and 4 GB memory allocation is allowed, then a 19.7% WER can be achieved using the
Transformer model. However, for such a low WER, in addition to the large memory footprint,
the ASR decoder has to handle 3 million word forms, which makes the word-based data
augmentation method difficult to apply in practice. I will present a possible solution to this
problem in Thesis III.2.

Recognition of OOV words
Subthesis II.2.2: [J1] I have experimentally confirmed that by increasing the vocabulary
size of the language model augmented with the deep Transformer language model, up to 22%
of the words not included in the in-domain training text can be recognized in the investigated
Hungarian, real-time, spontaneous telephone speech recognition system.

Recognition of out-of-vocabulary words is an extremely difficult task. Traditional word-
based, n-gram language models are not able to detect OOV words, since they cannot
generalize new word forms based on their vocabulary. In Subthesis II.1.2, it was shown
that word-based recurrent language models are not suitable for OOV recognition either.
Thanks to the BPE tokenizer, however, the Transformer language model is able to generate
word forms not seen in the in-domain training text and this way BNLM + TR-BNLM can
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recognize them in some extent. The precision, recall, and F1 scores of OOV word detection
in the CC-ALL-eval test dataset are shown in Fig. 18. The precision of OOV detection is
high regardless of the vocabulary size of the LM, i.e. it is not typical for an OOV word
to show up in a random position in the recognition output. The value of recall — ratio of
OOV words found in the ASR output — is highly dependent on the vocabulary size. With a
3 million-word vocabulary, up to 22% of OOV words can be recognized.

4.2.3 Conclusions

In Thesis Group II, I investigated the effectiveness of word-based neural language models on
a Hungarian spontaneous telephone speech recognition task. In the first thesis, I showed that
by using a word-based recurrent neural language model in a second decoding pass, a relative
word error rate reduction of more than 10% can be achieved on the CC-ALL task. I have also
shown that by augmenting the training text with a corpus generated by the RNNLM, up
to 30% of the error reduction available offline can be transferred to the one-pass, real-time
speech recognition system. In my second thesis, I replaced the recurrent language model
used for data augmentation with a GPT-2 Transformer language model and managed to
outperform the RNNLM based results. I also confirmed that by increasing the vocabulary
size of the augmented language model, a further significant improvement can be achieved, in
fact, even 22% of the out-of-vocabulary words can be recognized.
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4.3 Morph-based neural language modeling
(Thesis Group III – synthesis)

In the previous two thesis groups, I presented and evaluated Hungarian ASR systems based
on morph-based n-gram and word-based neural language models. In my third and final thesis
group the two research directions are combined. In Thesis III.1, I train recurrent neural
language model on morph-based token sequences and show that with morph-based RNNLM,
both real-time (online) and offline speech recognition results can be improved compared
to word-based modeling, and even a certain part of the out-of-vocabulary words can be
recognized. In Thesis III.2, I present a Transformer language model based method for the
augmentation of morphologically rich ASR tasks. This new, morph-based data augmentation
technique outperforms all previous modeling approaches presented in my dissertation in
terms of WER and OOV recognition accuracy.

4.3.1 Morph-based recurrent neural language modeling

Thesis III.1: [J2, C2, C3, C4] I have experimentally confirmed that by augmenting the
training corpus with a morph-based recurrent neural network language model, the error rate
of a Hungarian conversational telephone speech recognition system can be significantly reduced
compared to the word-based recurrent neural language model.

As it was shown in Thesis Group I, morph-based language modeling to some extent
remedies the data sparsity resulting from the morphological richness of Hungarian. In the first
part of Thesis Group III, I combine my studies on morph-based and recurrent neural language
modeling. First, I trained a Morfessor tokenizer [20, 49] on the vocabulary of text CC-ALL-
TRS. Based on the segmentation model and the training corpus, I trained a morph-based,
back-off, n-gram (BNLM) and a recurrent neural language model (RNNLM) (described in
Section 4.2.1). I also built the n-gram approximation of the RNNLM (RNN-BNLM) using the
text based data augmentation method presented in Thesis II.1. Morph-based text generation
is less resource-intensive due to the smaller vocabulary size, hence I was able to generate a
much larger corpus with a total of one billion morph tokens (RNN-BNLM 1B).

Real-time ASR decoding
Subthesis III.1.1: [J2, C2, C3, C4] I have experimentally confirmed that by augmenting
the training corpus with a morph-based recurrent neural network language model, the real-
time error rate of a Hungarian conversational telephone speech recognition system can
be significantly reduced compared to data augmentation with word-based recurrent neural
language model presented in Thesis II.1. The benefit from morph-based augmented language
model reaches up to 55% of the word error reduction of the offline, 2-pass system using the
RNNLM for lattice rescoring.

I compare the results obtained with word-based and morph-based augmentation of
the training corpus in Fig. 19. Word-based augmentation results (Word BNLM + RNN-
BNLM 100M) are borrowed from Thesis II.1. Morph-based data augmentation was evaluated
with text corpora that were generated with the morph-based RNNLM. The larger corpus
consists of 1 billion tokens (Morph BNLM + RNN-BNLM 1B), while for the sake of
comparability with the word-based results a smaller version of the same corpus with 100
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Figure 19: WER of morph-based BNLM
+ RNN-BNLMs compared to word-based
BNLM + RNN-BNLM results on task
CC-ALL.

Figure 20: WER of morph-based BNLM
+ RNN-BNLM compared to the baseline
BNLM and 2-pass BNLM × RNNLM
decoding on task CC-ALL.

million tokens (Morph BNLM + RNN-BNLM 100M) is also applied. Augmentation of the
training corpus with morph-based RNNLM resulted in a significant 3-4% word error rate
reduction (p=3.77e-5 and p=6.039e-9, respectively) compared to the word-based approach.
Applying the larger augmentation corpus with 1 billion tokens, this relative word error rate
reduction can increase to 5-6%.

In the word-based case, I calculated how many percent of the error reduction available
with offline decoding can be transferred to the real-time recognition system with data
augmentation (see Section 4.2.1, Fig. 13). The same analysis with morph-based augmentation
suggests that up to 6% relative word error rate reduction can be achieved over the baseline
morph-based BNLM (see Fig. 20), which is 55% of the offline, 2-pass WERR (5.9% from
10.7%). That is to say, with morph-based neural data augmentation, more than half of the
error reduction available in offline mode can be transferred to the online recognition system.
Improvements achieved over the baseline BNLM were statistically significant with both DNN
and TDNN acoustic models (p=9.80e-11 and p=3.41e-11, respectively).

Impact of word frequency
Subthesis III.1.2: [J2] I have experimentally confirmed that the recognition accuracy of
out-of-vocabulary and rare words is significantly higher by augmenting the training text with
a morph-based recurrent neural language model than by applying the same RNNLM in a
second decoding pass.

In Fig. 14 of Section 4.2.1, I have shown that by augmenting the training text with
a word-based recurrent neural language model, rare words can be retrieved with higher
accuracy than with using the same RNNLM in a second decoding pass. I repeated this
experiment with morph-based RNNLM and present the results in Fig. 21. For frequent
words, rescoring with the morph-based RNNLM is the most effective (p=5.098e-16), however
for rare words text based data augmentation surpasses 2-pass decoding (p=0.0351) just like
in case of word-based language models. In contrast to word-based approaches, morph-based
LMs can recognize out-of-vocabulary words to some extent. On OOV words text based data
augmentation significantly outperforms 2-pass decoding (BNLM vs. BNLM + RNN-BNLM
1B: p=7.385e-14; BNLM + RNN-BNLM 1B vs. BNLM × RNNLM: p=1.209e-3).
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Figure 21: Spoken term retrieval results for
out-of-vocabulary, rare and frequent word
classes with approaches applying morph-based
RNNLM.

Figure 22: Comparison of 2-pass decoding
results on task CC-ALL obtained by
rescoring lattices generated with BNLM
and BNLM + RNN-BNLM 1B models.

Offline, 2-pass ASR decoding
Subthesis III.1.3: [C2] I have experimentally confirmed that by augmenting the training
corpus with a morph-based recurrent neural network language model, not only the real-time
word error rate, but also the offline, 2-pass results of the ASR system can be significantly
reduced if the rescoring lattice is generated with the augmented n-gram language model.

The speech recognition results obtained with offline, 2-pass decoding can be further
improved if the lattice on which the hypotheses are rescored is generated not with the
in-domain, back-off n-gram model (BNLM), but with the morph-based augmented language
model (BNLM + RNN-BNLM 1B). As it is shown in Fig. 22, rescoring with the augmented
model ((BNLM + RNN-BNLM 1B) × RNNLM) yields 2% relative word error rate reduction
over the normal, 2-pass results and this difference is statistically significant (p=0.0105).

4.3.2 Morph-based data augmentation with deep Transformer language model

In Thesis II.2, the word-based n-gram language model of our Hungarian conversational
telephone speech recognition system was augmented with a Transformer language model.
Significant relative error reduction was achieved compared to the baseline n-gram models,
but it came at the cost of large vocabulary size and memory footprint. Based on my previous
results, the question rightly arises as to whether the morph-based utilization of the text
corpus generated by the Transformer language model can reduce the resource requirements.
In my final thesis, I will examine this in more details.

Thesis III.2: [J1, C1, C20] I have developed a morph-based method for deep Transformer
language model based augmentation of the training corpus, which significantly reduces the real-
time error rate of a Hungarian conversational telephone speech recognition system compared
to the word-based utilization of the Transformer model.

The new method I developed for morph-based data augmentation with deep Transformer
language model is illustrated in Fig. 23. As can be seen, the new morph-based method
was created by supplementing the original word-based approach (see Fig. 16) with new
processing steps. The new elements of the process is marked with gray in the flowchart.
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Figure 23: Morph-based data augmentation
of in-domain training text with pre-trained
deep Transformer LM.

Figure 24: Precision, recall, and F1 scores
of OOV words with word-based and morph-
based BNLM + TR-BNLM models on task
CC-ALL.

At the beginning of the process, a Morfessor tokenizer is trained on the in-domain training
text. The word-based generated text corpus as well as the in-domain training text are then
decomposed into a series of morphs using the tokenizer. To preserve word boundaries, non-
initial tagging is applied (see Table 5). Finally, back-off, n-gram language models are trained
on the morph-based training texts (Morph-based BNLM and Morph-based TR-BNLM in
Fig. 23), which are also interpolated with each other for the best results (Morph-based
BNLM + TR-BNLM).

The original, word-based and the new, morph-based data augmentation results are
presented side by side in Table 7. Morph-based modeling can reduce the WER of the
100k word-based model by up to 5% (from 20.6% to 19.6%). Moreover, the morph-based
BNLM + TR-BNLM shows a significant 2% improvement (p=3.368e-4) over the 3-million-
word vocabulary word-based model (20.0% vs. 19.6%) while using only 40k vocabulary
elements. The WER of the subword-based model with 40k vocabulary and 1 GB memory
footprint is roughly the same as the WER of the word-based model with 3 million vocabulary
items and 4 GB memory usage (19.6% WER vs. 19.7%). Based on all this, it can be stated
that my new, deep Transformer language model based data augmentation method that
applies morph-based tokenization can be significantly more efficient than the word-based
augmentation for a morphologically rich ASR task. If the augmentation corpora generated
with recurrent and Transformer models are used simultaneously, an additional, significant
1% relative WER reduction can be achieved (p=0.0148).

Recognition of OOV words
Subthesis III.2.1: [J1] I have experimentally confirmed that morph-based augmentation
of the training text with a deep Transformer language model can improve the recall of
out-of-vocabulary words with up to 3% compared to the word-based augmentation of the same
Hungarian, spontaneous telephone speech recognition task.
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Table 7: WER of word and morph-based data augmentation
with deep Transformer language model on task CC-ALL using
normal (1 GB) and extended (4 GB) memory footprint.

Model Vocab.
size

WER [%]
1 GB 4 GB

Word-based
BNLM + TR-BNLM

100k 20.6 20.4
300k 20.2 20.0
1M 20.0 19.8
3M 20.0 19.7

Morph-based
BNLM + TR-BNLM 40k 19.6 19.3

Morph-based
BNLM + TR-BNLM + RNN-BNLM 40k 19.4 19.1

In Subthesis II.2.2, the precision, recall and F1 scores for OOV words of task CC-ALL
were presented after the word-based in-domain language model was augmented with a deep
Transformer language model (see Fig. 18). In Fig. 24 these results are supplemented with
OOV recognition results of the new morph-based augmentation approach. As can be seen,
the morph-based method surpasses the word-based in all respects. Of the values examined,
recall has the greatest influence on the subjective quality of the recognition output, as it
determines what proportion of the OOV words of the test can be recognized by the system.
This factor increased by 3% compared to the 3-million-word word-based language model
thanks to the new morph-based augmentation approach.

4.3.3 Conclusions

In the final thesis group of my dissertation, I combined the morph-based lexical modeling
methods of Thesis Group I with the neural language models presented in Thesis Group II. In
the first thesis, I showed that using subwords instead of words as basic units in a recurrent
neural language model, the error rate of our system designed for recognition of conversational
telephone speech can be significantly reduced. By augmenting the training corpus with the
morph-based RNNLM, I managed to transfer more than 50% of the error reduction of the
offline, 2-pass decoding to the real-time, one-pass ASR system. In addition to that, I also
demonstrated that even the results of the offline recognition can be improved if the lattice
used for rescoring is generated with the augmented, n-gram language model.

In the second thesis, similarly to Thesis II.2, a deep Transformer language model
was applied for augmentation purposes, however this time the generated text corpus was
decomposed to subwords using Morfessor tokenizer. This new data augmentation method
outperforms all language modeling approach that were presented earlier in my dissertation,
while also significantly reduces the vocabulary size and memory footprint of the ASR system
compared to word-based modeling. Finally, I showed that my new modeling approach is
capable of detecting every fourth out-of-vocabulary word on the investigated conversational
speech recognition task.
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5 Application of My Results
Most of the results presented in my thesis booklet are already being used or will be used
in the near future as part of the automatic speech transcription system of SpeechTex Ltd.
including, but not limited to the following projects:

• Speech-to-text conversion for quality assurance purposes in the telephone customer service
in one of Hungary’s market-leading financial institutions (2013–)

• Close captioning of live programs and broadcasts of public service television channels
maintained by the Media Services and Support Trust Fund (MTVA) with an automatic
speech recognition system (2014–)

• A Hungarian speech dictation system for the European Commission’s Directorate-General
for Translation to support the translation of legal documents (2014–)

• Speech dictation system used in more than 5 Regional Courts of Hungary as part of a
project coordinated by the National Office for the Judiciary (2016–)

• Supporting the media surveillance activity of the National Media and Infocommunications
Authority (NMHH) with automatic speech recognition technology (2017–)

• Speech-to-text system for automatic transcription of city and town council meetings
(installed in more than 40 Hungarian settlements) (2018–)
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