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Abstract—Identifying causal relationships based on observa-
tional data is challenging, because in the absence of interventions
(i.e. experiments), causal discovery algorithms have to tackle
the problem of observational equivalence. The latter means
that causal relationships cannot be inferred from dependency
relationships unambiguously, except for certain cases. Thus, the
causal interpretation of dependency patterns between variables is
limited, and in most cases it is only possible with adequate back-
ground knowledge, such as temporal information. To address the
problem, a number of methods have emerged that follow either
a global or a local approach. The former seek to reconstruct
the entire dependency structure based on the available data and
apply a causal interpretation if possible, while the latter examine
small local units of the whole dependency structure and infer
local causal relationships. In this paper, we investigate selected
local and global causal discovery algorithms and compare their
performance on artificial datasets. Results indicate that the
accuracy of local causal discovery methods is lower than that
of global methods, which is inline with expectations as not all
types of causal relationships can be identified locally. On the other
hand, the causal direction of discovered relationships appear to
be reliable.

Index Terms—causal relationships, local causal discovery, de-
pendency structures, structure learning, Bayesian networks

I. INTRODUCTION

The approximation of large multivariate distributions, which
can be characterized by multivariate dependency relationships,
from observational data is considered challenging for multiple
reasons, especially when causal interpretation is involved.
First, large variable sets with high sample counts tend to
indicate false correlations, due to observation noise, and sec-
ond, there are several causal structures (including some really
simple ones) that show observational equivalence, meaning
that they cannot be distinguished from each other by observing
the value of their variables. Because of this, determining the
direction of a causal relationship between variable pairs proves
to be one of the weakest aspects of known causal discovery al-
gorithms. Furthermore, one other shortcoming of most known
methods is that they tend not to scale well to larger variable
sets and in some cases even to larger sample size, with regards
to computational cost and memory requirement. To attempt to
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mitigate this problem, we investigate a modified version of the
Local Causal Discovery (LCD) algorithm [1], and compare it
to the Peter-Clark algorithm [2] and the Bayesian Multi-Level
Analysis method (BMLA) [3] with regards to both predictive
performance and practical scalability.

II. METHODS

There are two main approaches when it comes to structure
learning and causal discovery: (1) the local approach, where
we analyze only a subset of the variables at a time, (2) and the
global approach, where we take into account the whole vari-
able set at once. In general, global approaches tend to produce
better predictive performance, while local approaches usually
scale better to larger variable sets and observation counts. With
regards to local methods, we introduce our own version of
the Local Causal Discovery (LCD) method [1], and we also
investigate the performance and scalability of the Peter-Clark
(PC) algorithm [2]. As for the global approach, we utilize
the Bayesian Multi-Level Analysis (BMLA) method, which
applies a Markov chain Monte Carlo technique, and performs
a random walk in the space of directed acyclic graphs, and thus
estimates possible Bayesian network structures representing
the dependency relationships of variables [3].

A. The Peter-Clark algorithm

The Peter-Clark algorithm is a local method, developed
by Peter Spirtes and Clark Glymour in 1990, and it was
considered one of the fastest and most reliable causal discovery
methods at the time [2]. The algorithm relies on examining
variable pairs to determine if they are (conditionally) depen-
dent, and variable triplets - or more precisely, chain structures
containing exactly 3 variables - to determine the direction of
causality between the dependent variables. Based on this, there
are two main conditions that the algorithm checks for every
variable pair and variable triplet of a dependency graph G with
variable set V :

1) Variables X and Y are dependent if and only if
X 6⊥ Y |S is true for every variable set S ⊆ V \{X,Y }.
In other words, X and Y are directly dependent if and
only if they are dependent, and there is no variable set
within V that D-separates them [4].
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2) The non-oriented dependency chain X −Z − Y is a V-
structure (X → Z ← Y ) if and only if X 6⊥ Y |S is
true for every variable set S where S ⊆ V \{X,Y } and
Z ⊆ S. This means that the non-oriented dependency
chain X−Z−Y forms a V-structure if and only if there
is no subset of V which contains Z and D-separates X
and Y .

In theory, the PC algorithm is capable of reconstructing almost
the entirety of the original dependency structure, although it
has two significant shortcomings: (1) typically in the original
dependency graph there are some causal relationships that
are not part of a V-structure, so the PC algorithm cannot
determine their direction reliably, and also, if we want to run
the full PC algorithm on a variable set, (2) then the conditional
independence (CI) test has to be performed on every possible
S subset for every (X , Y ) variable pair and (X − Z − Y )
dependency chain, which means that the number of CI tests
that have to be performed increases exponentially with the
maximum size of S. We can mitigate the latter scalability
issue by limiting the maximum size of S, that will presumably
decrease the predictive performance of the algorithm, and only
reduces the original exponential complexity to a polinomial,
which consists of an exhaustive search.

B. Local Causal Discovery

In the previous section, we suggested that the scalability of
the Peter-Clark algorithm to large variable sets is still limited,
even after confining the maximum size of the investigated
(S) separation sets. Therefore, we have implemented a more
scalable method, which is partly based on the premises of
the PC algorithm and also on the original LCD algorithm
[1]. Before describing the method, we must consider two
significant rules that apply to every (X , Z, Y ) variable triplet:

1) If X and Y are independent by default (X ⊥ Y ), and
the other two possible pairs are dependent (so X 6⊥ Z
and Z 6⊥ Y ), furthermore X and Y are not independent
given Z (X 6⊥ Y |Z), then the only possible structure
that the variable triplet can form is the V-structure
(X → Z ← Y ) [4].

2) If X and Y are dependent by default (X 6⊥ Y ), and
the other two possible pairs are also dependent (X 6⊥ Z
and Z 6⊥ Y ), and Z D-separates X and Y (X ⊥ Y |Z),
then there are three possible structures that the triplet
can form: the common parent structure (X ← Z → Y )
and two chains (X ← Z ← Y and X → Z → Y ). These
three structures are observationally equivalent, therefore
cannot be distinguished from each other based on the
observational data alone.

Using these axioms, our algorithm performs the following
steps:

1) Create an initial ”skeleton” model, by performing a
pairwise independence test on the whole variable set,
and connecting the pairs that are not independent with
a non-directed edge.

2) Orient the edges of all the non-oriented variable chains
which fulfill the V-structure criteria, so if (X −Z −Y ),
(X ⊥ Y ) and (X 6⊥ Y |Z) then (X → Z ← Y ).

3) Orient the second edge of every half-directed vari-
able chain (X → Z − Y ), which complies with the
(X ⊥ Y |Z) rule, so it can only be a directed chain
(X → Z → Y ) on an exclusionary basis.

4) Repeat the previous step while it produces new directed
edges.

5) Orient the remaining half-oriented variable chains
(X − Z → Y ) as a ”common parent” structure
(X ← Z → Y ) on an exclusionary basis.

6) For every triplet (X , Z, Y ), if there is a direct edge
between X and Y , but (X ⊥ Y |Z) then delete the edge
that connects X and Y .

7) Search for directed circles, and delete the edge from each
that represents the weakest causal dependence (therefore
the end result will be a DAG).

We refer to this method as extended Local Causal Discovery,
or LCD in short. As it can be seen from the algorithm’s
description, the method only performs CI tests with a single
Z variable instead of a larger variable set, and only uses
exhaustive search on variable pairs instead of larger variable
sets. Therefore, we expect that this method scales better com-
putationally in case of higher dimensionality (large variable
sets) and larger observation sets than the PC algorithm.

C. Bayesian Multi-Level Analysis

Among the global causal structure learning algorithms, we
used a Bayesian model averaging based method [5] that
performs a random walk in the space of possible directed
acyclic graph structures (DAG) using a Markov chain Monte
Carlo (MCMC) technique [6], [7]. The transition between
the states of DAG space is implemented by edge operators:
add edge, remove edge, and reverse edge. At each step only
one of the operators is applied by random selection. The
operator performs the transformation of the current structure
thus generating a ’proposed’ structure. Then the proposed
structure is assessed by a metric which estimates the likelihood
of the data given the structure and also takes a given prior into
consideration. In our case, a special form of the Bayesiam
Dirichlet score was utilized (BDeu with a virtual sample size
of 1) for this purpose [8]. If the score of the proposed structure
is better than the current one, then the transition is made
(with a probability of 1), otherwise the ratio of the scores
of the proposed and the current structures (and additional
factors) determines the probability of accepting such a step.
The notion behind this is that after an adequate number of steps
the MCMC process should reach a convergent state, i.e. the
transition between DAG structures occurs between a limited
number of possible structures. The result of this process is
a set of DAG structures (i.e. samples obtained by MCMC
sampling) that can be used to evaluate the presence of various
simple structural properties, such as directed edges, or more
complex properties, such as Markov blankets. These collected
samples can be used to estimate the posterior probabilities of
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each property [8], [9]. The initial steps of the MCMC process
(called burn-in), is a phase in which convergence is typically
not achieved, and therefore the corresponding samples are
disregarded during the estimation of the posterior probability.
In our case, 3, 000, 000 steps were carried out, out of which
1, 000, 000 steps were considered as burn-in.

Based on these principles, a systems-based methodology
was developed by Antal et al. at the Department of Com-
putational Biomedicine and Bioinformatics at the Department
of Measurement and Information Systems, BUTE, which is
called Bayesian Multi-Level Analysis of relevance (BMLA)
[3]. This method has been used in several studies to investigate
the relevance and causal patterns of genetic variants, envi-
ronmental factors, and lifestyle descriptors influencing multi-
factorial diseases such as depression [10].

In addition, it is important that although both local and
global methods give acceptable results in terms of dependency
structure in most cases, their causal interpretation is condi-
tional. These are based on, among others, the causal Markov
condition, the faithfulness condition, the sufficiency condition,
the stability condition, the no selection bias condition, and
the sufficient sample condition [11]. When these conditions
are satisfied, we can state that each dependency relation read
from such a dependency graph represents a real dependence
corresponding to the joint probability distribution and does not
include anything else.

III. RESULTS

The recorded average execution time of the three investi-
gated methods using 5 randomly generated models with 60
variables is shown in Table I. These results indicate that
the extended LCD method is significantly faster than the PC
algorithm (where the size of S was maximized at 3), and an
order of magnitude faster than the BMLA method. Although
execution time is not an absolute measure for scalability (not
like step count), it provides an overview in terms of resource-
effectiveness of the three methods.

TABLE I
EXECUTION TIME OF THE THREE METHODSa

Time (in minutes)
Sample count LCD PC BMLA

10000 1 17 486
20000 2 55 828
50000 5 200 2077

100000 10 520 3501
150000 14 921 -

For the extended LCD and PC methods we both used a Chi-
squared (χ2) dependence test [12] with an alpha threshold of
α = 0.001 and Bonferroni correction [13] to determine inde-
pendence and conditional independence between the variable
pairs. In the case of BMLA, an edge probability threshold of
0.5 was used as a criterion for the presence of an edge in the
predicted model. We tested the performance and efficiency of
the investigated methods on 25 artificial datasets, each sampled
from a randomly generated Bayesian Network consisting of 60

variables. These datasets can be split into 5 categories based on
their sample count: they either have 10.000, 20.000, 50.000,
100.000 or 150.000 samples. We evaluate the output of the
different methods based on 6 distinct metrics:

1) The proportion of the original causal relations that were
accurately reproduced. (Recall)

2) The proportion of the original relationships that were
reproduced with a reversed causal direction. (Reverse)

3) The proportion of the original relationships that where
missed by the model. (Absent)

4) The proportion of the predicted model’s causal relation-
ships that were correct. (Precision)

5) The proportion of the predicted model’s relationships
that were entirely incorrect. (Unnecessary)

6) The proportion of the predicted model’s relationships
that were correct but with a reversed causal direction.
(Reverse)

As it can be seen in Table II, the extended LCD method finds
54.63% − 61.55% of the causal relationships of the original
graph, which can be attributed to its local approach.Among
the predicted edges 58.88% − 86.12% of them are correctly
directed, whereas 9.26% − 11.17% of them has an incorrect
direction. Another remarkable observation is that the num-
ber of unnecessary edges increased significantly from 3.02%
to 29.01% as sample size increased. This clearly indicates,
that the scoring metric responsible for assessing dependence
between variable pairs is sensitive to spurious correlations
amplified by the increased sample size. On the other hand,
the direction of edges that were present in the original model
is reliably predicted in the majority of the cases, which is
indicated by the ratio of reversed edges: 9.26%− 11.17%.

In addition, Table III shows results of the Peter-Clark
algorithm, on the same 25 datasets. These results indicate, that
it has an acceptable performance on predicting the presence of
relationships, that is the combined percentage of correct and
reversed edges with respect to the original model. However, it
misses the direction of causality in between 23.25%−43.23%
of the original relationships. Although the number of absent
edges decreased with increasing sample size from 47.29% to
6.83%, the newly discovered edges were often reversed.

Finally, the predictive performance of the BMLA method is
shown in Table IV. BMLA correctly identified the majority of
causal relationships 70.32%−84%. The proportion of reversed
edges compared to the original model remained relatively
low 3.03% − 5.29%. Based on these results, we can clearly
draw the conclusion, that the BMLA method is capable of
predicting the presence and direction of causal relationships
with high precision, considering that over 90% of its predicted
relationships are correct, it missed the direction of causality
only ∼ 5% of the time, and the ratio of unnecessary edges is
low 1.90%−3.78%. Note that although the aggregated results
do not indicate it directly, but the BMLA produced one outlier
(divergent) result for the 20K, 50K and 100K datasets, which
considerably worsened the aggregated performance of these
three categories.
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TABLE II
RESULTS OF THE LCD METHODa

Compared to the original model Edges of the predicted model
Sample count Recall Reverse Absent Precision Unnecessary Reverse

10000 54.63% 6.88% 38.49% 86.12% 3.02% 10.85%
20000 61.55% 6.81% 31.64% 83.67% 7.06% 9.26%
50000 60.23% 9.30% 30.47% 72.35% 16.48% 11.17%

100000 60.65% 10.30% 29.05% 65.75% 23.09% 11.17%
150000 57.13% 10.60% 32.27% 59.88% 29.01% 11.11%

aAveraged on 5 randomly generated models with 60 variables.

TABLE III
RESULTS OF THE PC ALGORITHMa

Compared to the original model Edges of the predicted model
Sample count Recall Reverse Absent Precision Unnecessary Reverse

10000 29.46% 23.25% 47.29% 52.62% 5.85% 41.53%
20000 33.37% 29.68% 36.95% 50.00% 5.54% 44.46%
50000 44.53% 39.53% 15.93% 50.59% 4.49% 44.91%

100000 47.57% 40.51% 11.92% 51.25% 5.11% 43.64%
150000 49.94% 43.23% 6.83% 50.54% 5.72% 43.74%

aAveraged on 5 randomly generated models with 60 variables.

TABLE IV
RESULTS OF THE BMLA METHODa

Compared to the original model Edges of the predicted model
Sample count Recall Reverse Absent Precision Unnecessary Reverse

10000 84.00% 5.29% 10.71% 92.02% 2.19% 5.79%
20000 70.44% 3.35% 26.21% 92.99% 2.59% 4.42%
50000 74.77% 3.26% 21.98% 94.01% 1.90% 4.09%

100000 70.32% 3.03% 26.66% 92.25% 3.78% 3.97%
aAveraged on 5 randomly generated models with 60 variables.

IV. DISCUSSION

There are three important aspects to consider during the
evaluation. (1) Due to observational equivalence, some causal
relationships cannot be clearly identified, so their directionality
is ambiguous. However, these directed edges can be searched
efficiently when multiple models are considered [14], which
could make Bayesian model averaging based global methods
more accurate. (2) Local methods do not take into account
higher-order dependencies, so in the case of densely connected
causal-dependence structures they are not able to identify some
of the relationships. (3) The presence of an edge in a Bayesian
model is represented by a posterior probability for which there
is no fixed acceptance threshold.

Our experiment demonstrates that in case of casual models
related to moderate sized real world problems – that are
more complex than the generally investigated toy examples
with at most 10 variables – both local and global methods
face considerable challenges. Global methods are restricted
due to infeasible execution times, whereas local methods lack
the precision, and in some cases even the scalability. Our
extended LCD method has shown adequate results in terms
of scalability, and promising results in terms of precision,
outperforming the Peter-Clark algorithm in certain aspects.
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