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Motivation

Real life phenomena, including those occurring in medical imaging procedures or biological sys-

tems (e.g. particle transport, electrophysiological processes, fluid or rigid body dynamics) are

mathematically described by differential or integral equations, thus the prediction of the behav-

ior of such systems corresponds to the numerical solutions of these equations. These methods

require the representation of continuous functions in the time and space domain by finite data,

which is made possible by finite-element methods. Real life systems of practical importance may

be complex and can be described only with hundred millions of finite element coefficients. The

high number of finite element coefficients may exceed the capacity of the operative memory or

even the hard disc storage, and updating them may require hours or days on desktop computers.

A promising method to tackle complexity of the before mentioned problems is the application of

parallel computers, which can speed up the computational process proportionally to the number

of processors in the optimal case. With the increasing programmability of commodity graphics

processing units (GPUs) their usage for solving general purpose problems has received increas-

ing attention both in academia and industry. GPUs may include more than a thousand processors

and deliver over teraflop performance. However, these hardware impose special requirements that

are not met by algorithms developed with a single processor in mind. Thus, classical algorithms

typically fail to scale up on parallel hardware and an efficient parallel implementation requires

new types of problem modeling and algorithm development that keep the specific features of the

computing device in focus. In this thesis work I discuss novel approaches for the simulation of

complex biological/physical systems where the power of GPUs is exploited.

Dynamic Tomography Reconstruction

The inverse problem of particle transport emerges in CT, PET, SPECT tomography. These are typ-

ically attacked by being formulated as a variational or optimization problem with a goal function

of minimum difference between the expected and obtained behavior. Dynamic Positron Emission

Tomography reconstructs the space-time concentration function of a radiotracer by observing the

detector hits of gamma-photon pairs born during the radiotracer decay. The computation is based

on the maximum likelihood principle, i.e. we look for the space-time functions that maximize the

probability of the actually measured data . The number of finite elements representing the spatio-

temporal concentration and the number of events detected by the tomograph may be higher than a
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billion, thus the reconstruction requires supercomputer performance. The enormous computation

can be handled by graphics processors if the algorithm is decomposed to parallel, independent

threads, and the storage requirements are kept under control. In this thesis group I propose a scal-

able dynamic reconstruction system, where the algorithm is decomposed to phases where each

phase is efficiently mapped onto the massively parallel architecture of the GPU . Inverse problems

are usually ill-posed, i.e. there is not an exact, unique solution, and approximate solution methods

are ill-conditioned, i.e. the error or noise in the measured or target data may be upscaled in the

result, invalidating it completely. Thus such problems require regularization, i.e. the inclusion of

an a-priori information based penalty term that can exclude unacceptable solutions, or constrained

optimization that solves the problem of ill-conditioning without compromising the minimum error

requirement. I examine and compare the effectiveness of several temporal and spatial regulariza-

tion methods. For temporal regularization different kinetic models are used, for spatial regulariza-

tion a penalty term can be included into the optimization target or the reconstruction can be filtered

in every iteration step (method of sieves). In dynamic tomography a time function is reconstructed

for every voxel assuming that the algebraic form of the function is known. The parameters of

this function should be obtained for every voxel, in every iteration step, thus the speed of parame-

ter estimation is a crucial issue, which usually requires a non-linear constrained fitting algorithm.

Moreover, finding a good initial guess for the first iteration is also very important since gradient

based local optimization algorithms do not guarantee convergence to the global optimum if they

are started at an inappropriate location. I examine a collection of gradient based local optimization

methods for the fitting both in the initial phase and during the ML-EM iteration. I also discuss

different approaches for the initial guess of the non-linear parameters.

Interactive Light Stimulus Generation with High Performance Real-

Time Image Processing

Light stimulation with precise and complex spatial and temporal modulation is required by a series

of research fields like visual neuroscience, optogenetics, ophthalmology, and visual psychophysics.

Existing solutions do not provide mechanisms for the design of new, computationally demanding

light stimuli without custom program development. I proposed an extensive component-based

experiment architecture that maps to a new hardware workflow model via automatic generation of

GPU programs and computation passes.

Previous solutions adhered to the classic image synthesis method of drawing polygons by

filling image pixels. Consequently, variation of pixel color within shapes could only be achieved

using precomputed textures, or writing custom shader programs. I proposed an approach that does

not rely on polygon rendering, but evaluates formulas that describe shapes, spatial and temporal

patterns. This provides more flexibility, and allows a framework where individual aspects can be

combined freely without writing new programs.

Studies in retina electrophysiology aim to discover the working mechanisms of retinal cells. In
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particular, patients with reduced vision due to macular degeneration may benefit from introducing

artificial photosensitivity into retinal tissues, but the response of the healthy, damaged, and artifi-

cially augmented systems must be explored. Thus, during stimulus generation we must be able to

simulate the workings of these systems. Therefore, my experiment workflow model includes algo-

rithms for the efficient computation of extensive spatial and temporal filtering. Efficient temporal

filtering can be accomplished by treating the retina as a linear time invariant system and finding a

minimal state representation.

All operations must meet strict timing and synchronization requirements and exact photomet-

ric qualities for analysis to be possible. Therefore, I proposed mechanisms to ensure error-free

real-time operation, synchronization with measurement devices, and proper calibration.

The proposed algorithms were implemented in the new light stimulation software called GEARS:

GPU-based Eye and Retina Stimulation Software.

Finite volume blood flow simulation

Predictive simulation of blood flow in the human body can be used to aid the planning of surgeries

modifying elements of the circulation organs. Heart surgery, in particular, creates a new, complex

dynamic system. The full simulation of this system, while extremely challenging, can provide the

means for predicting the outcomes of surgical options, leading to results closer to the ideal. Tur-

bulent blood flow in the heart, and around the heart valves in particular, is extremely difficult to

predict, but it may influence the efficacy of these systems. If heart valve leaflets do not fully unfold

or there remain gaps between them, blood may leak back, reducing the efficiency of the circulation.

I present a finite volume flow simulation technique that I have adapted to the GPU. The solution

works on unstructured grids, and can be extended to moving grids under large deformations . Thus,

it is a suitable tool for the simulation of blood flow in heart valves, especially in the context of

evaluating strategies for heart valve leaflet alignment in aortic root replacement surgery. Eulerian

and Lagrangian approaches to fluid simulation both have advantages and drawbacks, especially

in computations concerning interactions with elastic materials. While Lagrangian methods can

handle large deformations without issues, Eulerian methods may reach higher precision, and it is

easier to ensure incompressibility. The problem is addressed using an unstructured grid. This al-

lows the use of high resolution near narrow gaps. Furthermore, boundary surfaces on both sides of

heart valve leaflets can be handled easily, as spatial proximity does not have to correspond to grid

adjacency, as it is the case with a regular grid. The solution needs to simulate unstable, incompress-

ible flow, but handle boundary surfaces with large time-dependent translations. These properties

point to an ALE (Arbitrary Lagrangian Eulerian) approach. A subgroup of finite element methods

are finite volume formulations, often employed in flow simulation. These are advantageous in

that they work well for unstructured grids, and that they are conservative. Among finite volume

methods, node-based solutions are more fitting, as such a formulation makes it possible to rebuild

the grid even after severe deformations .
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Chapter 1

Introduction

Positron emission tomography (PET) is a noninvasive functional medical imaging procedure with

a wide range of clinical and research applications (oncology, neuroimaging, pharmacokinetics,

small animal pre-clinical studies, etc) [ASD09]. Its history can be traced back to the early 1950s,

when the medical imaging possibilities of radioactive substances were first realized [Cou96]. It

was recognized that by detecting the high-energy photons produced by the annihilation of the

positron emitting isotopes, the physiological distribution of certain chemical compounds can be

described.

1.1 PET physics

Radionuclides used in PET scanning are typically isotopes with short half-lives such as Carbon-11

(20 min), Nitrogen-13 (10 min), Oxygen-15 (2 min), Fluorine-18 (110 min), etc. [WM10]. These

are usually incorporated either into compounds normally used by the body (glucose, water, or

ammonia), or into molecules that bind to receptors or other sites of drug action. These labeled

compounds are called radiotracers.

The nucleus of an atom is composed of two different types of nucleons: protons and neutrons.

If a nucleus has an excess number of protons or neutrons, it may become unstable and prone to

radioactive decay. One common way by which nuclei with an excess of protons may decay is

through positron emission: a proton in the nucleus is converted into a neutron and a positron.

Positrons are the antiparticles of electrons. The major difference from electrons is their positive

charge. When a positron is emitted, it rapidly loses its kinetic energy by Coulomb interactions with

the electrons in the tissue. After most of its energy is dissipated, it will combine with an electron,

i.e. gets annihilated. The statistical properties of the paths between the emission and annihilation

locations depend on several factors, like the type of the emitting radioisotope and the electron

density of the tissue, etc. This results in positional inaccuracies in tomography reconstruction.

When annihilation happens, the positron and electron are almost at rest, therefore the released

energy comes mostly from the mass of the particles, while the momentum is close to zero. Due to

momentum and energy conservation laws, this process results in two γ-photons emitted simulta-

5
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Figure 1.1: General principle of PET imaging: the process of positron emission and positron-
electron annihilation which results in two 511 keV photons emitted 180◦ apart, and the schematic
drawing of a PET scanner consisting of a ring of high-energy photon detectors.

neously in almost opposite directions, having 511 keV energy (the resting energy of the electrons

or positrons). These photons, although they can be absorbed or scattered, have some chance of

escaping the body and being detected by PET detectors. Since the photon pair travels along a

straight line, this line joining the detector pairs passes through the point of annihilation, which is

very close to the point of positron emission. This process is depicted in Figure 1.1.

Scintillation detectors are widely used gamma-ray detectors that form the basis for almost all

PET scanners in use today. These detectors consist of a dense crystalline scintillator material that

serves as an interacting medium for high-energy photons. They convert the energy of the detected

photons to visible light, from which a photomultiplier tube (PMT) generates electrical current.

This process results in detection of a coincidence event, which localizes an annihilation event

somewhere along the line joining the two detectors. In a PET scanner, there are a high number of

such detector pairs, typically in the form of ring surrounding the patient. The number of coinci-

dence events detected by a pair of detectors is proportional to the total number of positron-electron

annihilations occurred in the pipe-like volume between the two detectors. Considering infinites-

imally small detector surfaces, this concept can be reduced to a Line Of Response or LOR (see

Figure 1.1). Therefore, it can be stated that the PET scan provides information about the space

and time concentration of positron emitting radioisotope within the patient.

More details of the basic physics underlying PET imaging (positron range, noncolinearity,

photon-matter interactions) and a detailed discussion of the detector technology used in modern

PET scanners can be found in [CD06].



Chapter 2

The PET reconstruction problem

A PET scan consists of the detection of a huge number of γ-photon pairs arriving at the detector

crystals “simultaneously” i.e. in a short time window. The goal of image reconstruction is to

convert this measured data into a quantitatively accurate image of the space-time concentration of

positron-emitting radioisotopes in the scanned object.[RV14]

2.1 Object and data representation

The unknown space-time radiotracer concentration can be considered as continuous function x(~v, t),

that specifies the distribution of the radiotracer for all locations ~v and time t. This, however is not

practical, because both sampling and data quantities are limited, thus the resolution is usually also

limited. Instead, a set of spatial and temporal basis functions are used. In this case the concentra-

tion function can be approximated by

x(~v, t)≈∑
V

∑
T

XV,T bV (~v)τT (t), (2.1)

where XV,T holds the coefficients for each temporal and spatial basis functions, while bV (~v)

and τT (t) are the set of NV spatial and NT temporal basis functions. The most common choice

for the spatial basis functions is are piecewise constant and tri-linear approximations defined on a

regular 3D grid (called voxel). With piecewise constant temporal basis function, the concentration

function can be decomposed to distinct time frames, each of which is considered independently

from the others. In this case XV,T simply expresses the activity concentration value in the V th voxel

at the T th time frame.

The measured PET data are usually stored in form of projections (called sinograms) or list-

mode/binned-mode files. Assuming the 2D case, in the sinogram the LOR associated with each

coincidence detection is plotted as a function of angle of orientation versus the distance between

the LOR and the center of the detector ring (see Figure 2.1). In this representation, a point source

would generate a sine wave like picture justifying its name.

The raw input data of the reconstruction is the list of events. In case of static reconstruction

7



CHAPTER 2. THE PET RECONSTRUCTION PROBLEM 8

Figure 2.1: Sinogram formation of a single point source (upper row). Sinograms of more com-
plicated objects, such as sinogram of brain scan, are composed of many overlapping sine waves
(lower row).

the time of events is discarded and the goal is to determine the spatial function x(~v). In this case

the input of the reconstruction is the number of coincidence events in each LOR during the whole

measurement time.

If the time component needs to be reconstructed as well, i.e. Time Activity Curve (TAC)

data are needed in every voxel, then we call it dynamic reconstruction, which cannot ignore the

event time information, but should process lists of events, i.e. LOR and time pairs. List mode

reconstruction handles events individually. If the measurement time is discretized by interval

boundaries t0, t1, . . . , tNT
and events are binned in frames (tT , tT+1), the time complexity reduces

from the number of events to the number of time frames NT , but the information of the actual time

of the events within a frame is lost. In this dissertation, this latter, binned mode reconstruction is

considered.

2.2 Reconstruction methods

The correspondence between positron generation and γ-photon detection is described by scanner

sensitivity T (~v → L). This expresses the probability of detecting an event in LOR L given that a

positron is emitted in point ~v of volume V . The scanner sensitivity is assumed to be constant in

time. It can be given by a high-dimensional integral of variables unambiguously defining the path

of particles from positron emission point~v to the detector electronics [SKMT14].
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The event rate ρL(t) in LOR L at time t is the sum of the contributions of all points in the vol-

ume at this time (here the time elapsed between positron generation and gamma photon detection

is ignored):

ρL(t) =

∫

V

x(~v, t)T (~v → L)dv =∑
V

∑
T

ALV XV,T τT (t), (2.2)

where the system matrix ALV

ALV =

∫

V

T (~v → L)bV (~v)dv (2.3)

defines the correspondence between voxel V and LOR L. In the simple case, the aim of reconstruc-

tion is to find the XV,T unknown coefficients.

There are two basic approaches of image reconstruction, the analytic and the iterative meth-

ods [DKM06], but recently, neural networks have gained increasing interest in medical image

reconstruction as well [GBCQ19]. Note that we also attempted to handle subtasks of the recon-

struction using neural networks, but the presentation of these results is not the subject of this

dissertation[C20, C13, C15, C22, C26].

The standard reconstruction algorithm of PET is the Filtered Back Projection (FBP) [Lak75],

which calculates the inverse Radon Transform [Rad86] directly. In FBP it is assumed that observed

LOR values are noise-free and can be expressed as line integrals through the measured object, thus

the reconstruction can be solved analytically. Iterative algebraic methods [VDVdW+01] such as

the Algebraic Reconstruction Technique (ART) [GBH70, Gor74], the Simultaneous Iterative Re-

construction Technique (SIRT) [Gil72] or the Iterative Least-Squares Technique (ILST) [Goi72]

also solve the reconstruction problem by minimizing the L2 norm of the difference between the

measured and computed LOR values. The iterative Maximum Likelihood Expectation Maximiza-

tion (ML-EM) method by Shepp and Vardi [SV82] is based on the maximum likelihood estimation

principle and goes one step further by incorporating the Poisson nature of the acquired data into

the model. This dissertation builds upon the ML-EM scheme.

2.3 Dynamic PET reconstruction using the ML-EM algorithm

With dynamic Positron Emission Tomography the dynamics of radiotracer accumulation in tis-

sues is examined [RTZ09, WQ13, RV14]. The unknown Time Activity Curve (TAC) of voxel

V is usually searched in a pre-defined algebraic form K (pV , t) of time t and parameter vector

pV = (pV,1, . . . , pV,NP
) of voxel V where NP is the number of the kinetic model parameters. More

information about the different kinetic models used in dynamic PET reconstruction and targeted

by this dissertation can be found in Section 2.4

If the reconstruction and kinetic parameter estimation are separated and executed one after

each other, the approach is indirect. In a direct method, reconstruction and parameter estimation

are merged into the same process, and the temporal functions are always computed from the ki-

netic parameters. Direct reconstruction can be considered as a regularization in the time domain

since we impose the requirement that the resulting temporal functions must belong to the class
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represented by the kinetic model. For further details and our results on this topic, see Chapter 5.

The state of the art and previous work on direct estimation of kinetic parametric images for

dynamic PET are surveyed in review articles [GLNC19, RV14, WRG20, WQ13].

During iterative Maximum-Likelihood Expectation Maximization (ML-EM) reconstruction,

unknown coefficients are found to maximize the probability of the actually measured data. This is

done via an iterative process. Decomposing the measurement time (tstart , tend) by discrete time in-

stances t0 = tstart , t1, . . . , tNT
= tend into finite time intervals, called frames, ∆t1 = t1 − t0, . . . ,∆tNT

=

tNT
− tNT−1, denoting the number of events in LOR L and frame ∆tT by yL,T , and assuming that the

measured number of hits in LOR L in frame ∆tT follows a Poisson distribution of expectation ỹL,T ,

we obtain:

P{yL,T }=
(ỹL,T )

yL,T

yL,T !
e−ỹL,T . (2.4)

Because of the statistical independence of different LORs and different time intervals, the

probability of the measured data considering all LORs and all time intervals is the product of

elementary probabilities:

L = ∏
T

∏
L

(ỹL,T )
yL,T

yL,T !
e−ỹL,T . (2.5)

The logarithm of this likelihood function is:

logL = ∑
T

NL

∑
L=1

log

(

(ỹL,T )
yL,T

yL,T !
e−ỹL,T

)

=
NL

∑
L=1

∑
T

(yL,T log(ỹL,T )− ỹL,T )+C, (2.6)

where

C =−∑
T

∑
L

log(yL,T !)

is a constant that depends on hit numbers but is independent of ỹL,T .

According to the concept of maximum-likelihood reconstruction, unknown parameters are

found to maximize the following log-likelihood:

logL = ∑
L

∑
T

(yL,T log ỹL,T − ỹL,T ) . (2.7)

Using the radiotracer concentration function K (pV , t), the expected number of decays of

voxel V in time interval [tT , tT+1] is

x̃T (pV ) =

tT+1
∫

tT

K (pV , t)e
−λt dt (2.8)

where λ is the decay rate of the radiotracer.

The expected number of events ỹL,T in LOR L during frame T is the sum of the contributions

of all voxels:

ỹL,T = ∑
V

AL,V x̃T (pV ). (2.9)
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This computation is called the forward projection.

The likelihood has an extremum where all partial derivatives are zero:

∂ logL

∂ pV,P
= 0. (2.10)

Computing the partial derivatives, we obtain

∑
T

∂ x̃T

∂ pV,P
∑
L

(

AL,V
yL,T

ỹL,T
−AL,V

)

= 0 (2.11)

for V = 1,2, . . . ,NV and P = 1, . . . ,NP.

The computation of the derivatives of the log-likelihood requires a forward projection and an

update operation in each frame T . Indeed, in frame T , the expected number of radioactive decays

in voxel V is x̃T (pV ), which is forward projected to obtain ỹL,T according to Eq. (2.9). The update

operation is called the back projection and obtains a new estimate of the activity as

xV,T = x̃T (pV ) ·
∑L AL,V

yL,T

ỹL,T

∑L AL,V
. (2.12)

From this equation, we can express

∑
L

AL,V
yL,T

ỹL,T
=

xV,T

x̃T (pV )
·∑

L

AL,V , (2.13)

Substituting this into Eq. (2.11) we obtain an error term fP(pV ) for every parameter of every

voxel, which needs to be zero for the ideal reconstruction:

fP(pV ) = ∑
T

∂ x̃T

∂ pV,P

(

xV,T

x̃T (pV )
−1

)

= 0. (2.14)

This represents NV ×NP equations, each containing NT terms that depend on unknown param-

eters of all voxels pV,P, and the computation of each equation requires the consideration of all

LORs L for which AL,V is not zero. Note that accurate reconstruction requires the computation of

scattered particle paths as well, which makes system matrix A not sparse.

The range of NV and NL is typically several hundred millions, NT is typically in the order of a

hundred, and NP is less than 10 since we wish to describe a time function with a few parameters.

Concerning the evaluation and the solution of this equation on massively parallel architectures,

the process should be decomposed to phases where computational threads are assigned either to

voxels or LORs since their numbers are high enough to utilize all parallel processors of a GPU,

while we should avoid storage complexity where any product of factors NL, NV , and NT shows up.

To achieve this goal, the computation of the derivative of the likelihood function is decomposed

to steps that can be executed by the GPU, and its iterative solution is decomposed to sub-iterations

(Figure 2.2).

For a computationally straightforward implementation, the nested EM algorithm [WQ10, WQ13,
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Figure 2.2: System overview
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MAK+10] decouples the equations of voxels by using xV,T from the previous iteration step. This

method iterates two steps, the first executes forward and back projections in each frame to get

updated voxel activity xV,T , the second fits parameters pV of the radiotracer concentration function

in each voxel V . The significant benefit of the nested EM algorithm is that the fitting step can

be executed independently for each voxel. In this case, the objective functions of the local fitting

establish a surrogate function of the likelihood, which is a Kullback-Leibler-like term:

EKL(pV ) = ∑
T

x̃T (pV )− xV,T log(x̃T (pV )). (2.15)

The gradient of this term is zero at the solution of Eq. (2.14), and the application of this local

surrogate guarantees that the process maximizes the global likelihood [WQ12]. As an independent

problem is solved in every pixel, from now on, voxel subscript V is removed from the formulas.

Having selected the fitting criterion, algorithms for finding the best fit are needed. The Le-

venberg-Marquardt algorithm is often used for least-square fitting, especially when there are no

constraints. However, Eq. (2.14) is not equivalent to least-square fitting. The discussion of our

approach to solve this non-linear equation, i.e. to address the curve-fitting problem can be found

in Chapter 3.

2.4 Kinetic models

In this section we examine the mathematical kinetic models used to reconstruct time sequences

of PET images. The K (p, t) radiotracer concentration is assumed to be in a pre-defined alge-

braic form of parameter vector p. This algebraic form may be just general function series like

B-splines of Mixture of Gaussians, but more sophisticated models can also be defined based on

the mathematical description of the biological/chemical processes or on compartment analysis

[WQ12, KBMS05, WIK+06, YPWC08, MES+04, GGC01, WQ13].

In case of compartment analysis the algebraic form is defined by the solution of the differen-

tial equation of radiotracer exchange between compartments. The coefficients of the differential

equations in the model are considered to be constants that are reflecting the inherent kinetic prop-

erties of the particular tracer molecule in the system. By estimating the values of these kinetic

parameters, one can extract information about binding, delivery, or any hypothesized process. The

coefficients of the differential equations are referred to as microparameters, while the global sys-

tem parameters that are functions of the microparameters are called macroparameters.

There are a few characteristics of the tissue impulse response function that are of interest: the

initial value (the value at t = 0), the step response (the area under the impulse response function

from t = 0 to t =∞) and the steady state response (the final value of the impulse response function).

Macroparameters of the system (the influx constant Ki, the total volume of distribution VD, the

binding potential BP, etc.) are simply related to these characteristics of the impulse response

function independently of the number and topology of compartments.
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2.4.1 Linear kinetic models

A computationally simple way to represent time activity curves is to use a set of temporal basis

functions τP(t). In this case the radiotracer concentration K (p, t) at time t can be described as the

linear combination of these temporal basis functions[WQ10]:

K (p, t) = ∑
P

aPτP(t) (2.16)

so the goal is the determination of linear weights a1, . . . ,aNP
.

These basis functions can be divided into two categories. The first category primarily focuses

on efficient representation of time activity curves (B-splines, wavelets, mixture of Gaussians etc.).

Although, they can represent a wide variety of time activity curves, the associated coefficients are

not directly related to the kinetic parameters of physiological interest. The second category uses

linear coefficients directly related to the kinetic parameters of interest. We focus mostly on this

second category, but also consider methods of the first category for comparison:

Mixture of Gaussians

In this case, the basis functions are temporal Gaussians defined by fixed mean time value tP and

temporal deviation σP:

K(p, t) = ∑
P

aP

exp
(

− (t−tP)
2

2σ2
P

)

√
2πσP

, p = (a1, . . . ,aNP
). (2.17)

Deviation σP should be selected to guarantee that the drop to the next time values is not too large.

Spectral method

In spectral method, we also assume the knowledge of the blood input function Cp(t). The basis

functions are convolutions of exponentials of predefined exponents αP and the known blood input

function[VRBT16]:

K (p, t) = ∑
P

aPe−αPt ∗Cp(t), p = (a1, . . . ,aNP
). (2.18)

The p parameter vector consists of the linear weights aP of the Pth “frequency”. This is similar

to the compartment models, thus the relevant macroparameters can be computed the same way:

VD =
NP

∑
P=1

aP

αP

, BP =−1+VD. (2.19)
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Patlak method

The Patlak method is appropriate for the case of irreversible compartment at steady state, when

the two basis functions are the blood input function and its integral [PBF83]:

K (p, t) = a1

t
∫

0

Cp(τ)dτ +a2Cp(t), p = (a1,a2). (2.20)

We assume that the steady state is reached when Cp starts to decrease. Parameter a1 is propor-

tional to the metabolic rate.

Relative equilibrium plot

The Relative Equilibrium Plot is a modified version of the Logan Plot and can be used to describe

reversible tracers at steady state[WQ13]. The basis functions are the blood input function and its

negative derivative:

K (p, t) = a1Cp(t)−a2
dCp(t)

dt
, p = (a1,a2). (2.21)

Due to the steady state assumption, this model is valid when t is in the range where Cp(t) is

already decreasing thus its derivative is negative. The binding potential can be computed from a1

as BP = a1 −1.

2.4.2 Compartment modeling

Based on the solution of differential equations expressing the tracer exchange between n compart-

ments, the solution has an algebraic form that is a non-negative linear combination of convolutions

of the blood input function Cp(t) and the impulse response w(t) of the tissue. The blood input

function describes the radiotracer concentration in the blood from where diffusion can start. The

impulse response of the tissue is the non-negatively weighted sum of exponentials of unknown,

non-negative coefficients αi and constrained only for positive time values t by the Heaviside step

function ε(t) [GGC01, WIK+06, YPWC08, KBMS05, MES+04]:

w(t) = ε(t)
n

∑
i=1

aie
−αit (2.22)

where αi is called the frequency and ai is its non-negative weight. Taking into account that a

voxel is a mixture of the tissue and blood, we obtain that the concentration function has the form

of

K (p, t) = fvCW (t)+ (1− fv)w(t)∗Cp(t) (2.23)

where fv ∈ [0,1] is the unknown fraction of blood, CW is the known or separately measured

total blood concentration function. The total blood concentration function may be larger than the

blood input function since it also takes into account that portion of the radiotracer that cannot
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diffuse into the tissues. The p parameter vector contains fraction of blood fv and the unknown ai

weights and αi frequencies of the impulse response function.

One-tissue-compartment model

Cp C1

K1

k2

blood tissue

Figure 2.3: The one-tissue compartment model describes the bidirectional flux of tracer between
blood and tissue. The net tracer flux into tissue can be given as the difference between flux entering
the tissue and the flux leaving the tissue.

The simplest compartmental model is the one-tissue compartmental model (see Figure 2.3).

The two compartments represent the blood and the tissue[MES+04]. It is assumed that within

each compartment the tracer is homogeneously distributed. The tracer flux from blood to tissue is

K1Cp, and the flux from tissue to blood is k2C1. The differential equation describing the net tracer

flux into tissue is:
dC1(t)

dt
= K1Cp(t)− k2C1(t). (2.24)

Solving this equation the concentration function of the tissue can be given as:

C1(t) = ε(t)K1e−k2t ∗Cp(t), (2.25)

and the concentration function of the voxel has the following form:

K (p, t) = fvCW (t)+ (1− fv)C1(t) (2.26)

In this case the influx constant Ki = K1 the total volume of distribution is VD = K1/k2.

Two-tissue-compartment model

Cp C1

K1

k2

blood tissue

C2

tissuek
3

k
4

Figure 2.4: Two-tissue-compartment model with compartments in series, representing, for exam-
ple, the tracer and its metabolized form in the tissue.

The compartmental structure for this model is shown in Figure 2.4. The first compartment

is for the blood input function Cp(t), the following two compartments are for the two distinct
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kinetic compartments in the tissue (C1(t) and C2(t)), representing, for instance, the free and

receptor-bound tracer concentrations [MES+04, WIK+06, KBMS05, WQ12]. For the two-tissue-

compartments in series, the concentration curves can be calculated from the following two differ-

ential equations:

dC1(t)

dt
= K1Cp(t)− (k2 + k3)C1(t)+ k4C2(t),

dC2(t)

dt
= k3C1(t)− k4C2(t). (2.27)

The solution of these equations is:

C1(t) =
K1

∆α

(

(k4 −α1)e
−α1t ∗Cp(t)+ (α2 − k4)e

−α2t ∗Cp(t)
)

,

C2(t) =
K1

∆α

(

k3e−α1t ∗Cp(t)− k3e−α2t ∗Cp(t)
)

, (2.28)

where

α1,2 =
1
2
(k2 + k3 + k4)∓

1
2

[

(k2 + k3 + k4)
2 −4k2k4

] 1
2
,

∆α = α2 −α1. (2.29)

The concentration function of the voxel is expressed as:

K (p, t) = fvCW (t)+ (1− fv)(C1(t)+C2(t)) ,

= fvCW (t)+ (1− fv)
(

a1e−α1t +a2e−α2t
)

∗Cp(t), (2.30)

where

a1 =
K1

∆α
(k4 −α1 + k3),

a2 =
K1

∆α
(α2 − k4 − k3). (2.31)

Knowing these auxiliary parameters, the kinetic parameters K1,k2,k3,k4 and relevant macropa-
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rameters can also be determined:

K1 =
a1 +a2

1− fv

,

k2 =
a1α1 +a2α2

a1 +a2
,

k3 =
a1a2(α1 −α2)

2

(a1 +a2)(a1α1 +a2α2)
,

k4 =
α1α2

k2
,

Ki =
K1k3

k2 + k3
,

VD =
K1

k2

(

1+
k3

k4

)

=
a1

α1
+

a2

α2
,

BP = −1+VD. (2.32)

2.5 Research objectives

Dynamic tomography reconstruction poses several challenges. The measured data are of low res-

olution and contaminated by noise, because the applied radiation dose and the size of detector

crystals are under the constraints of the biology and physics, but need robust and accurate recon-

struction that has high temporal and spatial resolution. The number of LORs can be over a billion,

so the number of time frames is limited in order to make computation feasible. In any case, the

solution algorithm must be appropriate for parallel execution on a GPU, which can deliver the

required computational performance.

The reconstructed parameters must be non-negative and may be upper bounded. The error

function and the dependence of the activity on the parameters is non-linear. Thus, this is a non-

linear, constrained fitting, which needs numerical methods as there is no direct analytic solution.

Note that a direct solution would be available for the least-square fitting of a function that lin-

early depends on its parameters. In Chapter 3 (Thesis 1.1) we present the elements of our curve

fitting approach proposed for the PET reconstruction, which also meets the requirements of GPU

implementation [J3, J4, C2, C10, C16, C18].

There exist efficient numerical local optimization methods, or equivalently, root finding algo-

rithms for the derivative, if the search is already close to the solution, but finding a good enough

initial value is a crucial problem. Chapter 4 (Thesis 1.2) discusses our new method for initializing

the search procedure [J3, C16, C18].

PET reconstruction is an inverse problem and is ill posed. To handle this, we need to build a-

priori information into the reconstruction process in the form of regularization. Chapter 5 (Thesis

1.3) is devoted to our proposed regularization scheme, which works not for scalars but for TAC

functions [C1, C2, C7, C11, C20].

During PET reconstruction, we need to keep the data size under control without compromising

the spatial or temporal resolution of the reconstruction. In particular, the computational complexity
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is linear in the number of time frames, and short frames would cause high variance estimates in

individual frames, thus the number of frames should be limited. In order to avoid the degradation

of the spatial variation, we should get the maximum information from the application of few

frames. Chapter 6 (Thesis 1.4) summarizes our approach to tackle this problem [C8].

The results are utilized in the Tera-Tomo reconstruction package, which is a fully 3D GPU-

based software [J3]. The methods presented in this dissertation are also demonstrated with real-life

data with this software (Chapter 7).



Chapter 3

Robust fitting of compartmental models

In this chapter we examine the problem of fitting kinetic models to noisy activity values, which is

an essential part of the PET reconstruction. It should be repeated for every iteration step and for

every voxel, where the number of voxels can be several hundred millions, thus its performance is

crucial.

The difficulty of fitting depends on two factors, the norm used to measure the accuracy of the

current fitting and the algebraic form of the model. The fitted values are time integrals of the con-

volutions of the kinetic model and the blood input function in the frames. If we use the Euclidean

norm and the model depends on its unknown parameters linearly, then the fitting problem becomes

an overdetermined linear system, which can be solved with the direct method of Moore-Penrose

pseudo-inverse. Unfortunately, tomography reconstruction with the compartmental model meets

neither of the two requirements. The norm derived from the maximum likelihood principle is not

Euclidean, and the compartmental model depends non-linearly on its parameters.

We propose algorithms that solve the fitting problem efficiently without significantly increas-

ing the computation time. In particular, the main contributions are as follows:

• The algebraic form of the two-tissue model is modified, which is exploited by our proposed

refinement procedure. Unlike previous work, our simplified fitting schemes do not replace

the complicated but accurate non-linear solvers, but provide additional potential refinements.

Their improvement is checked and if they fail to improve the fitting, their proposal is ignored.

In our GPU implementation, the additional improvement trial has negligible additional com-

putational cost.

• Interpretation of the solution algorithm in the form of a Levenberg-Marquardt optimization

scheme is provided, although the problem is not a least square fitting problem, but the

solution of a non-linear equation.

• Analytic computation of the integrals of convolutions is presented. The analytic computa-

tion not only leads to a straightforward implementation, but is also significantly faster than

the numeric evaluation.

20
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• We investigate different local surrogate fitting measures to replace the global likelihood.

3.1 Algebraic forms of compartmental models

In case of compartment modeling, reconstruction means the identification of the kinetic parameters

for every voxel. However, the algebraic form of Eq. (2.30) is not optimal for fitting. The linear

dependence on the parameters would be beneficial since for such cases straightforward direct

solution methods are available. However, the dependence of the compartmental model on the

parameters are non-linear. Even if we fix the frequencies, the remaining parameters contribute non-

linearly. A subset of parameters on which the model depends on linearly while other parameters

are fixed is called linear sub-group. As linear sub-groups, we can identify parameters (a1,a2, . . .)

or fv alone, thus the size of these linear sub-groups is small, which opens little room for efficient

techniques. To address these problems, we propose the use of an equivalent algebraic form where

fv,c1,c2, . . . are linear parameters whenever the frequencies are fixed [C16, C18]:

K (p, t) = fvCw(t)+

(

ε(t)
n

∑
i=1

cie
−αit

)

∗Cp(t), (3.1)

where the correspondence between the new and the original parameters is:

ci = (1− fv)ai. (3.2)

Blood input functions Cp(t) and CW (t) are also subjects to fitting executed once at the begin-

ning of the reconstruction. Feng’s model [FHW93] assumes them in the following algebraic form

if the radiotracer is injected in t = 0:

Cp(t) = ε(t)

(

A1te−β1t +
4

∑
j=2

A j

(

e−β jt − e−β1t
)

)

(3.3)

if t > 0 and zero otherwise.

The process used to estimate the A1,β1, . . . ,A4,β4 from the measured blood activity values is

very similar to the initial estimation of the voxel parameters detailed in the Section 4. We use

simulated annealing to estimate the exponential parameters, the linear parameters are determined

with the direct method, i.e. using the Moore-Penrose pseudo-inverse.

The tentative exponential parameters were generated from the previous sample by random

perturbation. These parameters are not negative, but they have no upper limit. Therefore, the

perturbation strategy is not additive but multiplicative. From another perspective, the parameter

intervals [0,∞) were mapped to [0,1) and additive perturbation was performed on the unit inter-

val. If the perturbation crossed the interval boundary, wrapped ower to the other side (flat torus

topology).

The starting temperature is proportional to the error of the first experiment and is multi-
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plied by 0.999 in each iteration step. Since the probability of accepting the tentative solution

is exp(−(tentativeError − currentError)/kT ), this ensures that at the beginning there is a suffi-

ciently high probability to accept a solution with a larger error, which is necessary to avoid being

stuck in a local minimum.

3.2 Analytic integration and derivation of the activity

Voxel activity requires the integration of the convolutions of exponential functions. During the

iterative fitting of the kinetic model, the derivatives of the convolutions are needed. We propose an

analytic method with an easy program implementation to obtain these integrals and their deriva-

tives.

According to Eq. (2.8), the activity of a voxel in a frame is expressed by a time integral. The

antiderivative of the integrand is

I(t) =

∫

((

ε(t)
n

∑
i=1

cie
−αit

)

∗Cp(t)

)

e−λtdt =
n

∑
i=1

ci

(

A1Hi(t)+
4

∑
j=2

A j(Gi j(t)−Gi1(t))

)

(3.4)

where there are two types of convolutions of terms from the blood input function and the impulse

response. Using the α∗
i = αi +λ and β ∗

j = β j +λ notations, the first type is:

Gi j(t) =
∫

(

ε(t)e−αit ∗ ε(t)e−β jt
)

e−λtdt =
e−α∗

i t/α∗
i − e−β ∗

j t/β ∗
j

(α∗
i −β ∗

j )
. (3.5)

The second type of convolutions is

Hi(t) =
∫

(

ε(t)e−αit ∗ ε(t)te−β1t
)

e−λtdt =

e−β ∗
1 t/β ∗

1 − e−α∗
i t/α∗

i − (α∗
i −β ∗

1 )(t +1/β ∗
1 )e

−β ∗
1 t/β ∗

1

(α∗
i −β ∗

1 )
2 . (3.6)

Finally, the activity in a frame is

x̃T (p) = fv

tT+1
∫

tT

CW (t)dt + I(tT+1)− I(tT ). (3.7)

During the fitting process, we also need the derivatives of these integrals with respect to the

kinetic parameters:

∂ I(t)

∂ci

= A1Hi(t)+
4

∑
j=2

A j(Gi j(t)−Gi1(t)),

∂ I(t)

∂αi

= ci

(

A1
∂Hi(t)

∂αi

+
4

∑
j=2

A j

(

∂Gi j(t)

∂αi

− ∂Gi1(t)

∂αi

)

)

, (3.8)
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where the derivatives of time integrals Gi j(t) and Hi(t) can also be analytically expressed. In

the program implementation, we use automatic derivation for the evaluation of the derivatives

[J4, SK20].

Another problem is that the above formulas are invalid if α∗
i = β ∗

j or α∗
i = 0 or β ∗

j = 0, and

are numerically unstable when the values are close to these conditions. As β ∗
j blood exponents

represent the dynamics of the blood activity while rate constants α∗
i the dynamics of the tissue

activity, it can easily happen that during the numerical optimization these values get very close to

each other. On the other hand, irreversibility can also cause αi to go to zero.

Both the algebraic complexity of the derivatives and the need for special cases can be attacked

by the application of dual numbers [BPRS18] in the computer implementation. This means that

a function f is represented by a dual number f + i f ′ where i is the imaginary unit with the i2 =

0 definition, the real part is the value of function f and the imaginary part is the value of the

derivative at the same location f ′. It is easy to see that the arithmetic rules of basic operations

of addition, subtraction, multiplication, and division for such dual numbers are the same as the

original arithmetic rules in the real part, and as the derivation rules in the imaginary part.

When we encounter a 0/0 type undefined division or the numerator and denominator are close

to zero causing numerical instability, the l’Hospital rule can automatically be applied. If f1(x) and

f2(x) are close to zero, then

f1

f2
≈ f ′1

f ′2
,

(

f1

f2

)′
≈ f ′′1 f ′2 − f ′1 f ′′2

2( f ′2)
2 . (3.9)

Thus, we also need the second derivatives. To cope with this or with Newton-Raphson iteration, the

dual numbers should be generalized for at least two imaginary units f + i f ′+ j f ′′. The arithmetic

rules of the imaginary units that make the basic operations similar to derivation rules are

i2 = 2j, ij = 0, j2 = 0. (3.10)

The chain rule on the exponential has the following form:

e f+i f ′+j f ′′ = e f + ie f f ′+ je f
(

(

f ′
)2

+ f ′′
)

. (3.11)

This works well when convolution Gi j of Eq. (3.5) is computed. However, convolution Hi of

Eq. (3.6) has (α∗
i −β ∗

1 )
2 in its denominator, i.e. its derivative has (α∗

i −β ∗
1 )

4 in its denominator.

Thus, l’Hospital rule should be applied four times to obtain a non-zero value in the denominator,

making the computation of derivatives up to the second order insufficient. It would be possible to

further extend dual numbers, but the performance penalty would be too high. Therefore, when αi

is very close to β1, it is perturbed and the derivative is computed a little farther.

The arithmetic rules of the dual numbers can be summarized by a simple C++ class exploiting

operator overloading. With this, we can implement only the computation of the integrated values,

while the derivatives and the 0/0 type divisions are automatically taken care of. The analytic
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approach is not only more accurate and robust, but is an order of magnitude faster to compute.

3.3 Fitting during iterative reconstruction

During iterative reconstruction, the main iteration sequence is the ML-EM iteration. Thus, if we

have a fitting from the previous iteration step, then this cannot be very far from the fitting of the

current step, which means that the solution of the previous iteration step can be used as a start-

ing guess for a local optimization algorithm. Such local optimization methods converge quickly

around the solution but generally do not guarantee convergence and that a global optimum is found.

This is why the starting guess is important. Such local optimization methods use Taylor’s approx-

imation around the guess and solve a linearized problem. We consider here several approaches

where Gauss-Newton and Levenberg-Marquardt methods require the first derivative of the activ-

ity with respect to the unknown parameters, the Newton-Raphson method needs also the second

cross derivatives. As the activity is expressed analytically as a function of the parameters, these

derivatives can also be obtained analytically, and automatically in the program [J4, C16, C18].

3.3.1 Gauss-Newton and Levenberg-Marquardt methods

Gauss-Newton and Levenberg-Marquardt methods are non-linear least-square fitting algorithms.

However, we need to solve Eq. (2.14), which is not a least-square fitting problem, but can be

interpreted as a fitting approach focusing on minimizing the relative error [C10]. Thus, the

original Gauss-Newton and Levenberg-Marquardt approaches should be adapted for root finding.

Eq. (2.14) is solved iteratively linearizing the 1/x̃T term in each sub-iteration, which leads to a

Gauss-Newton like method. The linearization is done around current estimate p considering offset

d from the current estimate as the independent parameter:

1
x̃T (p+d)

≈ 1
x̃T (p)

+∑
Q

∂1/x̃T

∂pQ

dQ

=
1

x̃T (p)
− 1

x̃2
T (p)

∑
Q

∂ x̃T

∂pQ

dQ. (3.12)

After the substitution into Eq. (2.14) and rearrangement, we obtain a system of linear equa-

tions:

FGN ·d = b (3.13)

where

FGN
P,Q = ∑

T

∂ x̃T

∂pP

xT

x̃2
T (p)

∂ x̃T

∂pQ

,

bP = ∑
T

∂ x̃T

∂pP

(

xT

x̃T (p)
−1

)

. (3.14)

The Levenberg-Marquardt method is a robust or damped version of the Gauss-Newton algo-
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rithm. It modifies matrix F as

FLM = FGN +νdiag(FGN) (3.15)

where ν is increased if the error gets greater in this subiteration step and reduced otherwise. Em-

phasizing the diagonal of the matrix makes the step smaller and the approach similar to gradient

search, which is more robust when the process is far from the solution. Getting closer, the method

becomes similar to the Gauss-Newton technique.

Matrices FGN and FLM are symmetric and positive-definite if data points xT are positive and

positive-semidefinite if data points may be zero. Thus, the efficient Cholesky factorization [DK03]

can also be used to solve this equation.

3.3.2 Newton-Raphson method and its damped version

The Newton-Raphson method has been presented as a root finder rather than a fitting algorithm,

thus it can be applied directly. Newton-Raphson iteration obtains the first order Taylor’s approxi-

mation for all parameters simultaneously to find an offset vector d:

fP(p+d)≈ fP(p)+∑
Q

∂ fP

∂pQ

dQ = 0. (3.16)

Substituting Eq. (2.14), we obtain a linear system of equations:

FNR ·d = b (3.17)

where

FNR
P,Q = ∑

T

∂ x̃T

∂pP

xT

x̃2
T (p)

∂ x̃T

∂pQ

− ∂ 2x̃T

∂pP∂pQ

(

xT

x̃T (p)
−1

)

,

bP = ∑
T

∂ x̃T

∂pP

(

xT

x̃T (p)
−1

)

. (3.18)

Similarly to the Levenberg-Marquardt method, the Newton-Raphson approach also has a

damped version when the diagonal is increased if the error does not decrease:

FDNR = FNR +νdiag(FNR) (3.19)

Parameter ν is increased if the error does not get smaller in this sub-iteration.

3.4 Direct method for the linear sub-group parameters

The solution of Eq. (2.14) can be interpreted as a non-linear constraint fitting that minimizes the

relative error. However, the simple approach of Euclidean norm and linear models can at least

partially be used for more complex models. On the one hand, in Section 3.1 an equivalent algebraic

form was proposed, in which a larger linear sub-group of the parameters can be identified. A set
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of parameters is said to form a linear sub-group if the model depends on them linearly when all

parameters outside this group are fixed. On the other hand, we find a weighting scheme for the

Euclidean norm, which can be minimized with a direct method. With these tricks, we can refine

the parameter values of the linear sub-group. If the extra step of the simple fitting for the linear

parameters does not reduce the error, then the result of this extra step can be ignored.[C16, C18]

Having obtained an estimate for the parameters by, for example, the Levenberg-Marquardt

method, we can further refine the linear parameters p̄ = ( fv,c1,c2, . . .) of activity x̃T :

x̃T = bT
T · p̄ (3.20)

where T is the transpose operation that makes a row vector from a column vector, and vector

bT
T = (b

(0)
T ,b

(1)
T ,b

(2)
T , . . .) contains the integrals of the basis functions in frame T :

b
(0)
T =

tT+1
∫

tT

CW (t)e−λt dt,

b
(i)
T =

tT+1
∫

tT

[

(ε(t)e−αit)∗Cp(t)
]

e−λtdt, i = 1,2, . . . . (3.21)

Fitting requires the solution of Eq. (2.14), which can be re-written as:

∑
T

∂ x̃T

∂pP

· xT − x̃T (p)
x̃T (p)

= 0. (3.22)

As this phase starts with the estimates obtained with a non-linear equation solver and refines the

linear parameters, we already have a guess x̂T for x̃T (p) showing up in the denominator. Let us

substitute bT
T · p̄ into x̃T (p) in the numerator and the partial derivative:

∑
T

∂bT
T · p̄

∂pP

· xT −bT
T · p̄

x̂T

= 0. (3.23)

Considering all linear parameters and rearranging the terms, we obtain the following linear system

for the linear subgroup parameters:

(

∑
T

bT ·bT
T

x̂T

)

· p̄ =∑
T

bT

x̂T

xT , (3.24)

We call this method Weighted refinement. If we set x̂T to 1, which corresponds to a non-weighted

least-square fitting, then we call the method as Linear refinement.

Solving the linear system of Eq. (3.24) for the linear parameters may result in values that are

outside of the allowed range, i.e. c1 and c2 may be negative and fv outside of [0,1]. Negative

parameters could be removed by non-negative least-square fitting [BDJ97], other violations by

inequality constrained least-squares [Lie76]. Here we use a simpler technique. If some param-



CHAPTER 3. ROBUST FITTING OF COMPARTMENTAL MODELS 27

eters are outside of the allowed range, their value is substituted by the boundary value that was

overstepped and xT is reduced by the product of the threshold value and the corresponding basis

function. For the parameters inside the range, another linear system is constructed in the form of

Eq. (3.24) but the elements of the fixed parameters are removed from basis vector b reducing the

size of the linear system to the number of not-fixed parameters. This operation is repeated until all

parameters are inside the allowed range or on its boundary.

3.5 Fitness measure

Non-linear solvers discussed above and also the refinement of linear parameters need a measure

for the quality of the current fitting, since damping parameter ν is increased or reduced, and the

current proposal is accepted or rejected depending on whether the fitness measured is increased.

The ultimate goal is to maximize the likelihood function (Eq. (2.7)), but the likelihood cannot be

used directly as a measure of fitness in practical cases since this option would require a forward

projection and would prohibit to solve the fitting in parallel for each voxel. What we need is a

measure of fitness that can be computed only from the parameters of a single voxel, but we can

hope that its increase also shows up in the increase of the likelihood. We examine several proposed

options[C16].

The first option is the Least-square fitting error:

ELS(p) =∑
T

(xT − x̃T (p))
2 . (3.25)

However, the least-square error measure calculates the absolute error between the data points and

the fitted function, while the non-linear equation (Eq. (2.14)) derived from the maximum of the

likelihood requires the minimization of the relative error. Thus, another option is to use some norm

of the Residual of the Likelihood derivative i.e. Eq. (2.14), which expresses that the derivatives of

the likelihood must be zero where the likelihood has a maximum:

ERL(p) = ∑
P

f 2
P(p) = ∑

P

(

∑
T

∂ x̃T

∂pP

(

xT

x̃T (p)
−1

)

)2

. (3.26)

Finally, we can realize that the non-linear equations (Eq. (2.14)) for different elements of the

parameter vector form the gradient of the following scalar function, which looks like a Kullback-

Leibler divergence:

EKL(p) = ∑
T

x̃T (p)− xT log(x̃T (p)). (3.27)

Thus, the solution of Eq. (2.14) is a critical point of this Kullback like function. However, this

critical point is provably a maximum only if we have a high statistics measurement or we are

close to the solution, otherwise there is no guarantee that increasing this measure also increases

the likelihood.
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3.6 Results

Figure 3.1: 2D tomograph model: The detector ring contains 90 detector crystals and each of
them is of size 2.2 in voxel units and participates in 47 LORs connecting this crystal to crystals
being in the opposite half circle, thus the total number of LORs is 90× 47/2 = 2115. The voxel
array to be reconstructed is in the middle of the ring and has 32×32 resolution, i.e. 1024 voxels.
The reference image of Figure 3.2 shows the blood input function and the simulated time activity
curves.

To examine the proposed methods, first we use a 2D phantom [SKMT14, SKMTB12] where

the number of LORs is NL = 2115 and the number of voxels is NV = 1024 (Figure 3.1) and

reconstruct the activity curves of a 2D brain model. The time concentration function is shown by

the top row of Figure 3.2. The total number of hits during the 10 sec long measurement time is

160k, i.e. the average number of hits per LOR is 70. The measurement time is decomposed to

NT =10 frames, i.e. the average number of hits per LOR per frame is about 7.

We evaluate the three alternatives for the fitness measure. Additionally, we turn on and off

the linear or the weighted refinement of the parameters in the linear sub-group after each iteration

step. Figure 3.2 show the effect of the selection of the fitness measure. The Residual Likelihood

derivative provides the best results, but it is also the most expensive computationally, thus for

practical applications, the Kullback-Leibler norm is the best option. Figures 3.4 and 3.3 compare

the refinement options and prove that they are worth including in the algorithm. The difference

between the weighted and linear refinement is small, thus the weighted scheme is useful only in

low statistics cases.
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Figure 3.2: The reconstructed time activity functions and kinetic parameters using different fitness
measures together with the Levenberg-Marquardt algorithm.
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Figure 3.4: The reconstructed time activity functions and kinetic parameters using different refine-
ment of the linear parameters together with the Levenberg-Marquardt algorithm.



Chapter 4

Initial estimation

The numerical optimization methods discussed so far are efficient if the search is already close to

the solution, but finding a good enough initial value is critical [SK19]. In iterative reconstruction,

the result of the previous step can be taken as a good guess for the optimal value in the current

iteration. However, for the very first iteration, there is no such estimation. In this section, we

address this initial estimation problem. The initial estimation of the parameters can use just the

measured data, which is the list of events that are binned in frames, and thus can be expressed by

a vector of LOR values yT in each frame T . From these, we need an estimate of the voxel activity

values in each frame and then the estimate of the kinetic parameters. During this estimation

we cannot solve the reconstruction problem since we are aiming at initializing the solution of

this reconstruction. On the other hand, as this estimation should be executed only once, more

sophisticated techniques can be used than during the iteration reconstruction.

4.1 Initial region-based non-parametric least-square reconstruction

To find some initial guess for the voxel activities, we first assume that the volume can be partitioned

into an NR homogeneous regions R1,R2, . . . ,RNR
where all voxels belonging to the same region

R share the same parameters and thus have the same time activity function x̃R,T [J4, C16, C18].

Thus, in this phase, the dimension of the problem is reduced from the number of voxels to the few

number of regions, simplifying Eq. (2.9) to

ỹL,T = ∑
R

(

∑
V∈RR

AL,V

)

xR,T = ∑
R

BL,Rx̃R,T (4.1)

where BL,R is the region-based system matrix storing the probabilities that a decay in region R

causes an event in LOR L. Its row R can be obtained by forward projecting a volume of constant

1 values in voxels belonging to region R and zero elsewhere.

The Poisson model can be replaced by a Gaussian model if the expected number of events is

high. If the regions are large enough, this condition is met. Thus, for the region-based reconstruc-

tion, we can assume the Gaussian model, which is equivalent to the solution of the following linear

32
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system:

yL,T =∑
R

BL,Rx̃R,T , or in matrix form: yT = B · x̃T . (4.2)

Comparing this equation to Eq. (2.9), we note that the expectations of the LOR hits are re-

placed by the observed number of hits. This overdetermined linear equation can be solved using

the Moore-Penrose inverse:

x̃T =
(

BT ·B
)−1 ·B ·yT . (4.3)

Executing this step for every frame, we have a time activity function for every region. The next

step is to obtain the initial parameters, which is a non-linear problem since Eq. (2.14) depends on

x̃R,T non-linearly and x̃R,T is also a non-linear function of the frequencies. The first type of non-

linearity can be attacked by realizing that Eq. (2.14) is similar to a weighted linear least-square

optimization if an approximationˆ̃xR,T to x̃R,T is available. The second type of non-linearity needs

a heuristical guess of the frequencies, i.e. rate constants. As the same problem should be solved

for every region, in the remaining part of this section, we drop index R for clarity.

4.2 Initial guess of the frequencies

The frequencies are the really non-linear part of the concentration function. If they are found,

the concentration depends on the other parameters linearly, which could be determined at least

approximately with the direct solution of a linear system. However, no direct method is available

to initialize the frequencies.

The domain of frequency parameters is the set of positive numbers, but the dependence is

negligible if the frequencies are high. This is why in the spectral method, frequencies are set to

follow a geometric rather than an arithmetic series. To equalize the effect of their modification,

frequencies are mapped to the points u = (u1,u2, . . .) of unit hypercube called the primary sample

space [KSKAC02, SK08]:

αi =
ui

1−ui

. (4.4)

The primary sample space is explored with a Markov process, i.e. we use simulate anneal-

ing [J4, C16, C18]. The current point u is perturbed, i.e. random tentative point ut is obtained

in its neighborhood, which determines tentative frequencies (α1,α2, . . .). Using the Weighted

Least-Square fitting discussed in Section 3.4 we obtain the linear sub-group of the parameters,

( fv,c1,c2, . . .). Note that weights x̂T depend on parameter vector p according to Eq. (3.20), which

is not yet available. However, if the random perturbations are relatively small, we could use the

sample before perturbation to approximate the weights. The other option is to assume that all

weights are equal.

Putting the frequencies and the linear parameters together, we obtain a tentative parameter

vector p, for which an error Et is computed as the Euclidean norm of the residuals of equations to

be solved. If this tentative error is smaller than the current error, the tentative sample is determin-

istically accepted. If the error is larger, we still accept it with probability exp(−(Et −E)/kT ) to
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Algorithm 1 Simulated Annealing to find parameter vector pmin fitting to input vector x =
(x1, . . . ,xNT

). We assumed two compartments, i.e. n = 2.
1: procedure SA(x)
2: (u1,u2) = (0.5,0.5)
3: E = Emin = ∞

4: i = 0
5: while (i < n) do
6: (ut

1,u
t
2) = (Perturbation(u1), Perturbation(u2))

7: (α1,α2) = (ut
1/(1−ut

1),u
t
2/(1−ut

2))
8: ( fv,c1,c2) = WeightedLeastSquareFit(x,α1 ,α2)
9: p = ( fv,c1,α1,c2,α2)

10: Et = ERL(p) ⊲ Fitness of tentative sample
11: if random() < exp(−(Et −E)/kT) then
12: E = Et ⊲ Accept
13: (u1,u2) = (ut

1,u
t
2)

14: if Et < Emin then
15: Emin = Et ⊲ Best so far
16: pmin = p

17: kT = kT (1− ε) ⊲ Reduce temperature
18: i = i+1

return pmin

avoid being stuck in a local minimum. In this probability kT is proportional to the “temperature”,

which is decreased during the iteration to make the error increase less likely. During the process,

we also keep track of the parameter vector resulting in minimal error, and at the end of the iteration,

this optimal solution is returned.

In addition to simulated annealing, we also tried topographic global optimization. In this case

points are chosen uniformly from the sample space, then the error is evaluated everywhere, and the

point with smallest error is accepted. This procedure can be repeated recursively around the cur-

rent best solution. The topographic optimization and simulated annealing approaches performed

similarly.

4.3 Initial region-based ML-EM reconstruction

Having defined the regions, the region activity can be approximated and fitting can be done for ev-

ery region first by guessing the frequencies then obtaining the linear parameters using the methods

of the previous sections.

However, the region-based reconstruction uses the Gaussian model instead of the Poisson and

considers the linear parameters after guessing the frequencies and not in parallel, which means

that region-based values may not be accurate but are only approximations.

If the region-based subdivision is reliable, i.e. voxels in a region really share the same param-

eter values, then it is worth making the region-based reconstruction more accurate before moving

to the more expensive voxel-based reconstruction. It simply means that we execute ML-EM itera-
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tions not for voxels but for regions. Note that the region-based system matrix is small, so it can be

computed only once and re-used many times, which is never the case for the original system matrix

establishing connections between voxels and LORs. Thus, such region-based iterative solution is

usually very fast. Then, the voxel-based phase can be started closer to the real solution.

4.4 Results

The initial guess assigns initial parameters to regions, so such regions should be defined. Now we

use the anatomic parts as regions. Thus, to get the first guess of the time activity functions, just a

linear system of Eq. (4.3) needs to be solved in each frame. The initial parameter fitting generates

104 samples in the 2D domain of the two rate constants, and the remaining linear parameters are

found by solving a linear system of Eq. (3.24) for each sample. Figure 4.1 shows the error maps

of different regions, where the color of a point depicts the error of the best fit when the two rate

constants are defined by the coordinates of the point. This figure demonstrates that the search space

is indeed complicated and has many local minima and maxima, thus a robust global optimization

method is necessary to initialize the rate constants. Then, to move toward the Poisson model, 20

region-baesd ML-EM iterations are executed.

background white matter gray matter blood

Figure 4.1: Error map of the four regions in the 2D phantom. The two axes correspond to rate
constants α1 and α2 and colors depict the error that is obtained by fitting the remaining set of
linear parameters.

Table 4.1 lists the resulting parameters after the global optimization and the region-based ML-

EM iterations involving weighted refinement. Note that even these are fairly accurate since the

test case meets the assumption that regions are uniform.

In the second round of tests, we used the described region-baesd initial parameter guessing

method for sets of reference K1,k2,k3,k4 kinetic parameters, which are generated randomly in the

[0.02,2] interval. With the random reference parameters, we have simulated 100 measurements

of total coincidences between 14k and 900k. Reconstructed macroparameters K1, VD and Ki are

paired with the ground truth values and depicted as points in 2D plots of Figure 4.2. This fig-

ure compares three options including also the average errors of the reconstructed parameters. In

case of “ML-EM iterations” the proposed initial guess is executed assuming a single region that

includes all voxels and then 20 ML-EM iterations are executed with strong anatomy aware regu-

larization. The results of “Initial guess” are obtained executing the region-baesd initial parameter
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Figure 4.2: Reconstructions of macroparameters K1, VD, and Ki of the 120k coincidences measure-
ment. The horizontal coordinate is the ground truth, the vertical is the reconstructed value. Perfect
reconstructions would be on the diagonal line. Purple dots depict white matter data, green dots
gray matter data. The average errors are also shown below the plots.
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Figure 4.3: Reconstructions of macroparameters K1, VD, and Ki of the 12k coincidences measure-
ment. The horizontal coordinate is the ground truth, the vertical is the reconstructed value. Perfect
reconstructions would be on the diagonal line. Purple dots depict white matter data, green dots
gray matter data. The average errors are also shown below the plots.
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Table 4.1: Ground truth, and the resulting parameters after the initial guess and the refinement
consisting of 20 region-based ML-EM iterations. Don’t-care reference values are indicated by
symbol ×.

c1 c2 α1 α2 fv

Air reference 0.00 0.00 × × 0.00

Initial guess 0.00 0.00 1.76 0.1 0.00

Refinement 0.00 0.00 20 0.27 0.00

Gray matter reference 1.20 1.20 1.00 5.00 0.00

Initial guess 1.21 0.93 1.00 4.10 0.02

Refinement 1.21 1.19 0.99 4.82 0.00

White matter reference 0.20 0.10 0.10 2.00 0.00

Initial guess 0.19 0.11 0.09 1.66 0.00

Refinement 0.20 0.10 0.10 1.83 0.00

Blood reference 0.00 0.00 × × 1.00

Initial guess 0.51 0.1 0.02 9.74 0.02

Refinement 0.01 0.38 0.15 20 1.00

estimation. Finally, the method of “Initial guess + ML-EM iterations” refines the results of the

initial estimation with 20 region-baesd ML-EM iterations. Let us observe the macro parameter

error reduction due to the initial estimation and the added region-baesd ML-EM iteration. The

same test has also been executed having reduced the activity to its tenth. The results from which

similar conclusions can be drawn are shown by Figure 4.3.



Chapter 5

Regularization

PET reconstruction is an inverse problem and is ill posed. To handle such ill posed problems,

we need to build a-priori information into the reconstruction process in the form of regularization.

This section discusses and compares regularization methods for direct parametric dynamic PET

reconstruction, when the space-time activity function needs to be recovered from measurements.

In order to mimic high-speed phenomena, frames must be short, thus the number of events in a

frame is very low, making frame-wise reconstruction impossible. To attack this problem, regular-

ization is needed that enforces smoothness both in the temporal and spatial domains. The use of

the kinetic models can be considered as temporal regularization, thus we also investigate the poten-

tial of different kinetic models. For spatial regularization, we can subtract a penalty term from the

likelihood of the measured data that penalizes unacceptable solutions, or the reconstruction can be

filtered in every iteration to project the actual estimate into the subspace of acceptable solutions

[C1, C2, C7, C11].

5.1 Spatial regularization with a penalty term

One possibility to impose spatial regularization is to include a penalty term R(p) into the opti-

mization target function. Thus, we find the extremum of the following functional:

E(p) = logL (p)−R(p). (5.1)

The optimization target has an extremum where all partial derivatives are zero:

∂E(p)
∂ pV,P

= 0. (5.2)

Computing the partial derivatives, we obtain

∑
T

∂ x̃T

∂ pV,P
∑
L

(

AL,V
yL,T

ỹL,T
−AL,V

)

− ∂R

∂ pV,P
= 0, (5.3)

39
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In this equation the expected number of decays x̃T depends on unknown parameter vector of

the given voxel pV , while xV,T and R depend on the parameter vectors of all voxels. Additionally,

xV,T is the only factor that is affected by the elements of the system matrix. Thus, if xV,T and

R were known, then the computation could be decoupled for different voxels and can be made

independent of the huge system matrix.

To achieve this, a subiteration is included into the main iteration solution of this equation. In

the subiteration expensive terms like xV,T and R are not re-evaluated, they are updated just in the

main iteration steps, which update xV,T and R. The task of the subiteration is the solution of the

following equation for p(n+1)
V :

∑
T

∂ x̃T (p
(n+1)
V )

∂ pV,P

(

xV,T (p
(n)
V )

x̃T (p
(n+1)
V )

−1

)

− ∂R(p(n)
V )

∂ pV,P
= 0. (5.4)

Assuming that xV,T is constant, Eq. (5.4) describes just a single voxel, and can thus be solved

independently for all voxels.

The penalty term should be high for unacceptable solutions and small for acceptable ones.

Standard regularization methods like Tikhonov regularization and Truncated Singular Value De-

composition (TSVD) assume the data set to be smooth and continuous, and thus enforce these

properties during reconstruction. However, the typical data in PET reconstruction are different,

there are sharp features that should not be smoothed with the regularization method. We need a

penalty term that minimizes the unjustified oscillation without blurring sharp features. An appro-

priate penalty term is the total variation (TV) of the solution [PBE01, MTKSK11, MSK11]. Total

variation regularization may create stair-like artifacts, which can be reduced by Bregman iteration

[SKTJ14].

The inclusion of the anatomic information into spatial regularization is straightforward, smooth-

ness should be imposed only inside anatomically homogeneous regions but not on their boundaries

[CFFM09].

Total variation can be calculated for the reconstructed activity function xV :

TV (x) =

∫

|∇x|dv ≈∑
V

√

(xVr
− xV )2 +(xVu

− xV )2 +(xV f
− xV )2 (5.5)

assuming that voxels are unit edge length cubes and denoting the right, upper and front neigh-

bors of voxel V by Vr, Vu, and Vf , respectively. In this case the penalty term

R(p) = ρ ·TV (x), (5.6)

where ρ is the regularization parameter that controls the strength of the regularization.
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5.2 Method of sieves for time functions

Several authors proposed the inclusion of a voxel space filtering step in the reconstruction loop

[SB99, MSKTU12, VS19] and it turned out that it is equivalent to the method of sieves that seeks

to constrain the EM solution to a subspace of all possible solutions [SM85, SMTP87, VL90]. The

objective of filtering is to find an acceptable solution that is close to the solution proposed by the

iteration. Filtering can also exploit anatomic information gathered by a CT or an MR [SKMT17].

Note that the reconstruction algorithm can also be imagined as a static forward projection

and back projection independently for each frames, then parameter fitting in each voxel, which

implicitly executes temporal filtering, and finally spatial filtering of the parameters. Iterating these

steps will establish a control loop of Figure 5.1. Spatial filtering can be included at various stages

of the process. It would be possible to filter xV,T before Curve Fitting, parameter values pV after

Curve Fitting and expected voxel intensities x̃V,T after Evaluation and before Forward Projection.

As Curve Fitting and Evaluation are non-linear operations, order of filtering matters, and the

results of the different options will be different. If filtering is done in the parameter space, then the

EM estimation is not modified, just its proposed result is projected into the subspace of acceptable

solutions. On the other hand, as the number of frames is significantly larger than the number of

parameters, filtering after Curve Fitting has to deal with much smaller parameters. Because of

these reasons, we propose the application of spatial filtering in parameter space, right after Curve

Fitting.

Figure 5.1: Reconstruction as a control loop

For spatial filtering of the parameters, we wish to set the time activity function of each voxel

to the weighted average of neighboring voxels of the same anatomic region. Weights G(V ′,V ) can

be selected as a distance dependent Gaussian if V and V ′ belong to the same anatomic region and

zero otherwise. Thus, our target filtered time activity function in voxel V is:

x̃(p̃V , t)≈
∑V ′ x̃(pV ′ , t)G(V ′,V )

∑V ′ G(V ′,V )
= ∑

V ′
x̃(pV ′ , t)w(V ′,V ) (5.7)

where w(V ′,V ) are the normalized weights that sum up to 1 when all neighboring V ′ voxels

are taken into account. Note that in the classical application of the method of sieves, this filtering
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is computed on scalars, but here we need to average functions. If the time activity curves were

expressed as a linear combination of pre-defined basis functions, then the filtering of functions

would be equivalent to the filtering of the parameters defining the time activity functions. However,

sophisticated kinetic models are non-linear. Clearly, filtering the parameters independently does

not work necessarily for non-linear functions, because there is no guarantee that the resulting

function will be “between” the filtered functions. In the following we discuss the proposed filtering

method with particular calculations for the case of the two tissue compartment model.

In this algorithm, fv is handled separately and is filtered first:

f̃v,V = ∑
V ′

fv,V ′w(V ′,V ). (5.8)

Having fixed its value, the remaining filtered parameters of p̃ = (c̃1, c̃2, ...α̃1, α̃2, ...) of voxel

V must be obtained. First of all, let us decouple linear parameters from the frequencies by intro-

ducing new linear parameters Ci = ci/αi, because after this, Ci describes the long term response,

while rate constant αi the dynamics.

As the blood input function is shared, the similarity of the time activity functions requires

g̃(t) =
n

∑
i=1

C̃i,V α̃i,V e−α̃i,V t ≈ ∑
V ′

n

∑
i=1

C̃i,V ′α̃i,V ′e−α̃i,V ′ tw(V ′,V ) = g(t). (5.9)

Our objective is to make two functions g̃(t) and g(t) approximately equal. As in case of the used

two tissue compartment model we have four unknown parameters left, four constraints are needed,

that can fall into two main categories.

Collocation constraints require the values or the mth derivatives be equal at fixed time loca-

tions. As function g is composed of exponentials, its behavior is well defined by the value and the

derivatives in t = 0. Thus, to find the filtered parameters, we can also require the equality of the

mth derivatives at t = 0:
dm

dtm
g̃(t)

∣

∣

∣

∣

t=0
=

dm

dtm
g(t)

∣

∣

∣

∣

t=0
. (5.10)

Galerkin constraints, on the other hand, require the projections of the two functions into a

subspace defined by basis functions bm(t) be equal:

∞
∫

0

g̃(t)bm(t)dt =

∞
∫

0

g(t)bm(t)dt. (5.11)

Galerkin constraint with basis function b0(t) = 1 enforces the energy conservation of the fil-

tering scheme, i.e. the total activity after filtering will be equal to the total unfiltered activity. Let

us choose the mth basis function as bm(t) = tm, which means that the subspace defined by the

basis functions is the space of polynomials. Increasing m, larger t values have more important role

to define the unknown parameters. In this way, Galerkin constraints can complement collocation

constraints focusing just on the initial behavior of the functions.
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As the used kinetic model is a linear combination of exponentials of form Cα exp(−αt), the

derivatives and the projection integrals are also combinations of the derivatives and integrals of

exponentials:

dm

dtm
Cα exp(−αt)

∣

∣

∣

∣

t=0
=Cαm+1,

∞
∫

0

Cα exp(−αt)tmdt =Cα−m. (5.12)

Thus, for this exponential family, collocation constraints and Galerkin constraints become

similar and extend the domain of m to all integers.

Imposing these requirement on Eq. 5.9, we obtain

C1αm
1 +C2αm

2 = Am, (5.13)

where we omitted subscript V for the sake of simplicity, and Am values are weighted averages:

Am = ∑
V ′

(

a1,V ′αm
1,V ′ +a2,V ′αm

2,V ′
)

w(V ′,V ). (5.14)

Collocation and Galerkin constraints provide infinitely many possibilities to execute the filter-

ing on functions, from which we should choose one based on the application dependent concept of

similarity and on the complexity of the scheme since this operation should be executed for every

voxel and every iteration. Let us consider four constraints defined by m, m+1, m+2, and m+3.

Denoting the left side of Eq. 5.13 with a given m by lm, it can be seen that

(lm+1 − α̃1lm) (lm+3 − α̃1lm+2) = (lm+2 − α̃1lm+1)
2 . (5.15)

Thus, the same rule should also be applicable to the right sides of these equations:

(Am+1 − α̃1Am) (Am+3 − α̃1Am+2) = (Am+2 − α̃1Am+1)
2 . (5.16)

This results in the following second order equation for α̃1:

(AmAm+2 −A2
m+1)α̃

2
1 +(Am+1Am+2 −AmAm+3)α̃1 +(Am+1Am+3 −A2

m+2) = 0, (5.17)

which can be solved analytically. Knowing α̃1 the remaining unknown parameters can be

obtained using the following substitutions:

α̃2 =
Am+3 −Am+2α̃1

Am+2 −Am+1α̃1
,

C̃2 =
Am+1 −Amα̃1

α̃2 − α̃1
,

C̃1 = Am − ã2. (5.18)

These equations work for arbitrary m, which is worth selecting to include the zero value in
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m,m+ 1,m+ 2,m + 3 to guarantee energy conservation. There are four options satisfying this

requirement: m = 0, m =−1, m =−2, m =−3.
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Figure 5.2: Averaging of two functions g1 and g2 with the proposed non-linear scheme and a
comparison to the direct averaging of the non-linear parameters.

Figure 5.2 shows the application of the proposed non-linear averaging scheme for two func-

tions and compares it to the parameter-wise linear averaging. Note that the proposed method really

puts the average in between the two functions to be averaged, but parameter-wise averaging fails

due to the non-linearity of the problem.

5.3 Results

The simulation has been executed with the Two-tissue-compartment model. As we study not

only spatial but also temporal regularization provided by kinetic models, we also compare how

different kinetic models can reconstruct the simulated measurement. In this case, the Patlak and

the Relative equilibrium plot are not applicable so only the Mixture of Gaussian, Spectral, and the

Two-tissue-compartment models are taken as reconstruction kinetic models. Both the Mixture of

Gaussians and the Spectral method use four basis functions, i.e. have four parameters similarly to

the Two-tissue-compartment model. Thus the memory footprints of the methods to be compared

are identical. We defined 100 time frames and executed 10 iterations.

Figures (5.3 - 5.8) compare the reconstruction results obtained with different total number

of hits, i.e. with lower and higher statistics measurements. As the number of LORs is 2k, the

average number of hits per LOR is just 8 when 16k hits are considered, and as we used 100

frames, the average number of hits in a LOR in a single frame is only 0.08 for the lowest statistics
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measurement. We provide time activity curves showing the average of the voxels in ROIs and also

the standard deviation. Reconstruction results are shown at t = 1 when the activity at both ROIs

are maximal.

With higher number of hits, the noise level of the measurement decreases, so we expect a sim-

ilar effect on the reconstruction. For all measurements, we can observe that the Spectral method

is better than the Mixture of Gaussian, and the Two-tissue-compartment model is better than any

of the other two. However, all three methods can be significantly improved by parameter space

filtering.
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Figure 5.3: Time activity functions of voxels in different ROIs, the average and the standard
deviation are depicted, the total number of hits is 16k.

Figures 5.9 and 5.10 compare the discussed regularization options. Note that filtering is gen-

erally better than adding a penalty term, and filtering the measured LORs performed poorly.
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Figure 5.4: Examples of reconstructed spatial activity at t = 1, when the total number of hits is
16k.
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Figure 5.5: Time activity functions of voxels in different ROIs, the average and the standard
deviation are depicted, the total number of hits is 80k.
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Figure 5.6: Examples of reconstructed spatial activity at t = 1, when the total number of hits is
80k.
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Figure 5.7: Time activity functions of voxels in different ROIs, the average and the standard
deviation are depicted, the total number of hits is 160k.
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Figure 5.8: Examples of reconstructed spatial activity at t = 1, when the total number of hits is
160k.
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Figure 5.9: Comparison of different regularization options for the two-tissue compartment model
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Chapter 6

Floating frames

The most time consuming steps of the reconstruction are the forward projection and back projec-

tion, and these steps should also be repeated in every iteration and for every frame. Even if its

time is reduced by efficient parallel computation of the GPUs, it still takes long and requires the

temporary storage of a voxel array for each frame. Thus, not only the time complexity but also the

storage requirement will be prohibitive if the number of frames is large. Additionally, short frames

would cause high variance estimates in individual frames. Thus, the reduction of the number of

frames is imperative. However, distributing events just in a few bins may lead to information loss,

and as a result, the quality of the reconstruction of the high frequency phenomena may degrade. In

order to avoid the degradation of the temporal variation, we should get the maximum information

from the application of few frames.

To handle this problem, we present a floating frame approach, where the advantages of list

mode and binned mode are combined. The time discretization is neither uniform nor fixed during

the reconstruction process, but frames are floating during the iterations to minimize the discretiza-

tion error while working with relatively low number of frames at a time.

6.1 The method of frame definition

Suppose that the time is decomposed to a lot of fine frames, but the number of frames makes

both time and storage requirements prohibitive. Thus, the number of frames should be reduced

by making them longer. The method focuses on how the frames should be merged and defined to

introduce just a small error in the reconstruction. Of course, a frame definition method is feasible

only if it does not require a reconstruction with many frames since our objective is to reduce the

number of frames to speed up reconstruction. Thus, sub-optimal or approximate methods are also

acceptable if they meet this requirement.

First it is examined how the reconstruction error is modified if two frames are merged together.

Then, using the obtained error measure, different frame definition methods are proposed.
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Note that during reconstruction equations of form

f (pV ) = ∑
T

∂ x̃T (pV )

∂ pV,P

(

xV,T

x̃T (pV )
−1

)

= 0. (6.1)

have to be solved. Lets consider the change of expected activity x̃T (pV ) as a result of merging

frames T ∗ and T ∗+ 1. We use the following shorthand notations, where index i is 1 for the first,

i.e. T ∗ frame, index i is 2 for the second, i.e. T ∗+1 frame, and index i is 12 for the merged frame:

x̃T (pV ) x̃i,

∂ x̃T (pV )

∂pV,P
= x̃′i,

xV,T = xi,

yL,T = yL,i,

ỹL,T = ỹL,i. (6.2)

Variable x̃ giving the expected number of radioactive decays and its derivative are additive in

frames since they are time integrals (Eq. (2.8)):

x̃1 + x̃2 = x̃12, x̃′1 + x̃′2 = x̃′12. (6.3)

As the expected number of hits ỹL,T depends linearly on expected voxel activities x̃T (pV )

(Eq. (2.9)), it is also additive, so is the number of measured hits yL,T :

ỹL,1 + ỹL,2 = ỹL,12, yL,1 + yL,2 = yL,12. (6.4)

It is shown that the result of the back projection

xV,T = x̃T (pV ) ·
∑L AL,V

yL,T

ỹL,T

∑L AL,V
(6.5)

is also approximately additive if the ratios of expected decays x̃ in frame T ∗ and frame T ∗ + 1

are similar in all voxels and mainly due to the different lengths of the frames. Note that this

requirement is met if the time dependence of K (pV , t)exp(−λ t) is roughly constant in the time

interval of the two frames since ratio

x̃T (pV )

x̃T+1(pV )
= r (6.6)

is then equal to the lengths of the two merged frames. If the ratios are the same, then

x̃1

ỹL,1
≈ x̃2

ỹL,2
≈ x̃12

ỹL,12
. (6.7)
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Taking into account that the number of measured hits in LORs yL,T is also additive, we get

x̃1yL,1

ỹL,1
+

x̃2yL,2

ỹL,2
≈ x̃12yL,12

ỹL,12
. (6.8)

Using this, the additivity of the back projection results also holds approximately:

x1 + x2 = x̃1 ·
∑L AL,V

yL,1

ỹL,1

∑L AL,V
+ x̃2 ·

∑L AL,V
yL,2

ỹL,2

∑L AL,V
≈ x̃12 ·

∑L AL,V
yL,12

ỹL,12

∑L AL,V
= x12. (6.9)

If frames are merged, then error ∆ f is introduced into the equation, so instead of the original

equation we solve

f (pV )+∆ f = 0 (6.10)

where error

∆ f = x̃′12
x12

x̃12
− x̃′1

x1

x̃1
− x̃′2

x2

x̃2
(6.11)

is due to frame merging. Using the additivity relations, the error can be approximated as

|∆ f |= x̃1x̃2

x̃1 + x̃2

∣

∣

∣

∣

x1

x̃1
− x2

x̃2

∣

∣

∣

∣

∣

∣

∣

∣

x̃′1
x̃1

− x̃′2
x̃2

∣

∣

∣

∣

(6.12)

The difference of the solved equation ∆ f makes some error ∆p in parameter vector p, which in

turn, modifies the complete activity density and its integrals in frames. The interest is in the scale of

this modification, for which a tractable error measure should be found. Based on the recognition

that the solution of Eq. (6.1) is equivalent to a time curve fitting problem, the difference of x̃

obtained with and without merging the frames can be well represented by the difference of its

values at the point of time where the two frames are merged. This means that we assume that

error ∆ f translates only to error ∆x̃ of x̃12. Thus, we look for the difference of x̃12 that can alone

compensate the modification of f , while assuming that the temporal function is similar in other

frames:

f (pV +∆p)− f (pV) = ∆ f = x̃′12
x12

x̃12 +∆x̃
− x̃′12

x12

x̃12
. (6.13)

Using first order approximation

x12

x̃12 +∆x̃
≈ x12

x̃12

(

1− ∆x̃

x̃12

)

. (6.14)

and the result of Eq. (6.12), we can express error ∆x̃ as

∆x̃ =
x̃2

12

x̃′12x12

(

x̃′12
x12

x̃12
− x̃′1

x1

x̃1
− x̃′2

x2

x̃2

)

. (6.15)

With the additivity relations, the absolute value of error ∆x̃ can be expressed in the following

form:

|∆x̃| ≈ x̃1x̃2(x̃1 + x̃2)

(x̃′1 + x̃′2)(x1 + x2)

∣

∣

∣

∣

x1

x̃1
− x2

x̃2

∣

∣

∣

∣

∣

∣

∣

∣

x̃′1
x̃1

− x̃′2
x̃2

∣

∣

∣

∣

. (6.16)
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With this error formula we can select that pair of consecutive frames that can be merged

together introducing the smallest error while reducing the number of frames by one, and iterating

the same approach, reducing the number of frames to an arbitrary number. The direct application

of this approach requires a fine frame solution at least approximately since the error formula

contains variables of the two fine frames that are merged. We call this the bottom-up approach,

which needs efficient approximations of the reconstruction taking higher number of frames.

The error formula can also be used in a top-down approach that starts with a very few number

of frames and refines them where necessary. However, in this case, we need heuristics to guess the

data of the fine frames since only the data of the merged frame is available.

Finally, we can modify the frame boundaries without changing the number of frames. Again,

heuristics is needed to approximate the data of the fine frame that is attached to a different larger

frame.

6.2 Bottom-up approach

The bottom-up approach needs initial reconstruction with many fine frames, which is feasible only

if the number of regions is small. Thus, at the first phase of the method, we use large voxels and

execute real region-baesd reconstruction. If the number of regions is small, then the system matrix

can be stored in the computer memory, so we should compute it only once making forward and

back projections fast. Having obtained a reconstruction with high temporal but low spatial resolu-

tion, the spatial resolution is increased while the temporal reconstruction is decreased controlled

by Eq. (6.16). It means that we merge those frames where the introduced error in the low spatial

resolution model is minimal.

6.3 Top-down approach

In the top-down approach we start with a relatively few number of frames and split a frame into two

if necessary. To decide which frame should be split, we should use Eq. 6.16 in reverse direction

and ask how the error can be maximally decreased by decomposing a frame into two frames.

Before subdivision, we have the data of the combined frame only, so decision should be based

only on this. Factor
∣

∣

∣

∣

x1

x̃1
− x2

x̃2

∣

∣

∣

∣

∣

∣

∣

∣

x̃′1
x̃1

− x̃′2
x̃2

∣

∣

∣

∣

(6.17)

depends on the difference of the relative errors of refined frames, so this factor is ignored during

the decision. When a frame is broken into two, we decompose the time interval into two equal

parts, so x̃1 and x̃2 are approximately equal, thus their product can be well approximated as

x̃1x̃2 ≈
(

x̃1 + x̃2

2

)2

(6.18)

according to the relation of the geometric and arithmetic means. Using this approximation we
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Figure 6.1: The resulting 5 frames using the discussed methods and a simple uniform split of the
measurement time. "Uniform" defines equal length frames. "Function" applies the error formula
of Eq. 6.12 to decide which two consecutive frames are worth merging. "Root" uses the error of
the solution of the fitting equation, i.e. Eq. 6.16 for the same purpose. “Proportional” decomposes
the measurement time to make sure that every frame contains approximately the same number of
coincidence events.

decompose that frame where
(x̃1 + x̃2)

3

(x̃′1 + x̃′2)(x1 + x2)
≈ x̃3

12

x̃′12x12
(6.19)

is maximal.

6.4 Results

For defining the frame boundaries we use the bottom–up approach. We split the 20 sec long

measurement time into 100 frames and merge the two consecutive frames introducing the smallest

error. We repeat this process until the number of frames is sufficiently low. In this particular case,

at the end we have 5 time frames. The introduced error can be expressed by the Eq. (6.12), i.e.

based on the Function error, or by Eq. (6.15), i.e. based on the error of the root of the equation.

Another option is to merge those two frames where the sum of activities is minimal, thus resulting

in frames proportional with the number of hits.

Figure 6.1 shows the results of these frame merging methods, while in Figure 6.2 we see the

different stages of the frame merging process, and the normalized merging errors for the consecu-

tive time frames.

For the reconstruction with high spatial resolution we use the obtained 5 frames. Figure 6.3

shows the activity error during the iterations, and the resulting averaged time activity functions

obtained with the different method used for frame definition. Note that the results are much better

if the measurement time is not just simply split into 5 equal length frames but we use the one of

the proposed methods.
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Figure 6.2: The results of the frame merging process at different stages, using the bottom–up
approach: starting from 100 frames and merging the two consecutive frames with the smallest (a)
|∆F| value, i.e. Eq. 6.12, (b) |∆x| value i.e. Eq. 6.16, and (c) ∑x value, the activity.
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Figure 6.3: (a) Error of the time activity functions during the iterations. (b-e) The reconstructed
parametric time activity curves using the obtained 5 time frames from the different frame definition
methods. Averages and the standard deviations are depicted.



Chapter 7

Fully 3D Dynamic PET Reconstruction

on the GPU

The discussed techniques for improoving the robustness of the fitting and for initial parameter

estimation have been integrated into the Tera-Tomo system, which is a fully 3D GPU based PET

reconstruction framework [MSKT+11a, MSKT+11b]. The tests are based on the geometry of the

Mediso nanoScan-PET/CT device, which consists of 12 detector modules, each of them containing

81×39 detector crystals of volume 1.122 ×13 mm. The tests were run with 1:3 coincidence mode,

thus the approximate number of LORs is NL ≈ 1.8 ·108.

First, the performance of the proposed method in 3D dynamic reconstruction is demonstrated

with input data obtained by simulating the measurement of the Zubal phantom [ZHS+94] with

GATE [Jea04]. The "measured data" is reconstructed with our implemented system at 128×128×
64 voxel resolution and compared to the ground truth. The 10 second long measurement time is

partitioned into 20 frames of lengths inversely proportional to the activity. The brain phantom

has nine different homogeneous regions, including gray matter, white matter, cerebellum, caudate

nucleus, putamen, bone, skin, blood, and air. In these tests, 20 full ML-EM iterations are executed

while we applied Total-Variation (TV) regularization of the same parameter in all cases, but other

regularization approaches like Bregman iteration [SKTJ14], anisotropic diffusion [SKMT17] or

guided filtering [VS19] could also be incorporated.

The proposed method including optional initial estimation and weighted refinement in itera-

tions is compared to non-parametric reconstruction when frames are reconstructed independently

and to the original nested ML-EM method. In our initial estimation, four major regions are dis-

tinguished: air, bone + skin, cerebellum, and the composition of everything else. The TACs are

shown by Figure 7.1 and the reconstructed activities in frame 5 by Figure 7.2. Direct, i.e. para-

metric reconstructions are superior to indirect, i.e. static reconstruction in all cases. The proposed

initial estimation and refinement are also beneficial and improves the reconstruction with respect

to the original nested ML-EM scheme. Note, for example, the more accurate TAC of the putamen

and especially the caudate nucleus, and also the sharper boundary of the gray matter.

The execution times of different steps on an NVIDIA GeForce RTX 2080 GPU are shown by
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Figure 7.1: Reconstructed TACs of the Zubal phantom with 20 iterations.

Error: 57% Error: 36% Error: 33% Error: 15%

Reference Indirect Direct nested Refinement Initial estimation

reconstruction ML-EM Refinement + refinement

Figure 7.2: Reconstructed activities in frame 5 of the Zubal phantom and the relative L2 error with
respect to all voxels and all frames.

Table 7.1. The initial estimation time counts only once, the fitting time should be multiplied by the

number of iterations, forward and back projection times by the number of frames and the number
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Table 7.1: Running times on NVIDIA GeForce RTX 2080 GPU.
Initial estimation 5 sec

Forward projection 0.62 sec

Back projection 2.21 sec

ML-EM fitting 0.17 sec

Refinement 0.01 sec

of iterations. The time of refinement is about 6% of the time of fitting. A full iteration with 20

frames takes 60 seconds, and the results are obtained by 20 iterations, thus the 5 second long time

required by the initial estimation is negligible.

Figure 7.3: The dynamics of time-activity function evaluated per voxel. We show five frames.

We also demonstrate our dynamic reconstruction method with real measured CT and PET data.

The measurement time was 50 secs. We used the CT image to identify a voxel in the needle as

this voxel contains only the concentration of the radiotracer used for the measurement. The blood

input function is approximated from static reconstructions in 50 frames (Figure 7.4). We applied

the Feng model to the sampled concentration to obtain a smooth approximation (Figure 7.5).

Our dynamic reconstruction method used this fitted blood input function during the recon-

struction process. The dynamic reconstruction binned the time into 5 frames, and we used the

Newton-Rapson method to fit the time activity function of the reconstructed voxels. The result of

the dynamic reconstruction process is a time activity function for every voxel. Figure 7.3 shows

the same slice evaluated for different time intervals during the measurement. Figure 7.6 presents

the static sampled and the dynamically obtained time activity functions of the brighter voxel in the

tumor region of the measurement.

Figure 7.4: The blood input function is measured from the voxels inside the needle.
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Chapter 8

Introduction

Various branches of vision research use projections of light patterns, either directly on retina tissue

or onto screens or surfaces. Measurements or subject response have to be matched with the visual

stimuli, and, in some cases, the stimuli have to be adjusted interactively. Some experiments involve

computationally intensive tasks that require the power of GPU computing. This thesis proposes

a component-based scheme for stimulus design, and a GPU workflow setup the stimuli can be

mapped to, which offers a generic solution covering major needs of today’s visual research.

8.1 Retina physiology

Retina physiology research aims to understand the workings of healthy, pathologic, or artificially

treated retinas in animals and in humans.

8.1.1 The visual tract

The vertebrate retina is a light-sensitive layered tissue, which can be considered an extension of

the central nervous system [DS15, SSTT12].

The retina is more than a transduction system turning light into neuronal spikes that are trans-

mitted to the brain through the optic nerve. It also performs a complex task of image processing.

Beside an adaptation to about ten logunits of light, it also provides multiple processed image

streams to higher brain centers, enhancing motion, brightness changes, and other information im-

portant for survival.

Phototransduction for image-forming vision occurs in rod and cone photoreceptor cells. The

visual information, already pre-processed by the retina, is transmitted to the brain by spiking reti-

nal ganglion cells. System identification techniques revealed that most retinal circuitries upstream

of these cells, in some approximation, can be regarded as a linear system followed by a nonlinear

Poisson spike generator [Chi01]. Ganglion cells in the vertebrate retina can be divided in three

main classes. On cells increase spiking to the onset of light, while off cells to the cessation of

light, and on-off cells to any change in illumination. They collect signals from a receptive field
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consisting of concentrically arranged ON and OFF regions. The central part, which determines the

on/off/on-off character of the cell, is encompassed by an antagonistic surround. This structure can

be modeled by the difference of two Gaussian surfaces and the resulting Mexican hat sensitivity

profile implements a spatial filtering, namely a natural edge detector [Rod65]. Temporal filtering

is shown to play a role in dynamic adaptation of photoreceptors [CBMdS13, SBW+97]. Special-

ized retinal ganglion cell types preferentially respond to, among others, orientation of elongated

shapes, objects moving in certain directions, approaching shapes, onset or offset of illumination

as well as to different wavelength [Wäs04] [JK09]. Information is transmitted to the brain via

parallel channels [Wäs04, Dow87].

The optic nerve, composed by the axons of the ganglion cells, transmits the image-forming

and the non-image-forming signal [TMMC11] to the latero-geniculate nucleus (LGN). The image-

forming signals are further transmitted, by different neurons, to the primary visual cortex. Re-

ceptive fields of the neurons in the LGN have a similar center-surround configuration as retinal

ganglion cells, while those of the cortical cells can be more complex. In LGN and in the primary

visual cortex, namely V1, the neurons are organized in a so-called retinotopic mapping, that is,

they are located along a transformed 2D representation of the visual image formed on the retina

[Bak13]. Direction-selective and orientation-selective cells are also present in the primary visual

cortex. Receptive field weight functions of so-called simple cells in the V1 area of mammalian

visual cortex can satisfactorily be modeled by Gabor functions [Dau80]).

8.1.2 Research goals

In certain forms of blindness, like retinitis pigmentosa, the light transduction ability of photore-

ceptor cells can be impaired, or these cells can be missing. Since most of the retinal circuitry is

still present, by making the remaining cones, or even some types of bipolar and amacrine cells,

photosensitive, partial vision can be achieved. As shown experimentally in mice, this goal can be

achieved by optogenetic tools, like expressing channel rhodopsin or halorhodopsin in these cell

types [BBLH13]. By studying the behavior of healthy, degenerate, and artificially restored retinas,

researchers hope to achieve better treatments for these visual impairments [SHNFG11].

Remedies may include machine image processing to compensate for the difference in healthy

and artificially restored responses. This means reproducing or reverting image processing opera-

tions performed by biological systems is of particular interest [HCPK15] [WOM14] [BCDH10]

[MNMK16]. Research presented in Section 8.1.1 agrees that these can be modelled as spatial and

temporal convolutions, where the support of the convolution kernels may span half a millimeter

and one second, respectively.

8.1.3 Experiment methodology

Retina cells are studied by placing retinas surgically removed from test animals on multi-electrode

arrays, while projecting carefully designed light patterns on them. This thesis concerns the pro-

cess of light pattern generation, including, but not limited to, those used for multi-electrode array
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experiments.

Experimental animals (typically mice, but also macaques) are bred for this purpose, exhibiting

either healthy, degenerate, or artificially restored retinal function. Some experimental animals may

be extremely expensive. The animal is killed, and its retina surgically removed. The retina can be

kept alive in a solution for approximately eight hours. The experiment has to be conducted in this

timeframe, which puts heavy strain on the scientist conducting the experiment. Therefore, it is not

possible to redesign experiment parameters or evaluate results during the measurement. Instead,

experiments have to be carefully designed and set up in advance, and all possible data for later

analysis robustly recorded.

Figure 8.1: The measurement setup.

The measurement setup consists of a PC with a GPU, a signal recorder, a multielectrode-array

sensor, and a projector system. The retina sample (approx. 2 mm ×2 mm) is placed on the sensor

(see Figure 8.1). The program running on the PC sends control and synchronization signals to the

signal recorder while driving the projector system through the GPU to display stimulus patterns.

The patterns are projected onto the retina. The values measured by the sensor are recorded by the

signal recorder. For analysis the measurement has to be linked to the stimuli, so they have to be

synchronized.

Mapping the response characteristics of retinal cells is often performed using random stim-

uli. The seminal work of Meister et al. [MPB94] pioneered a long line of research, with random

checkerboard stimuli now being widely used in experiments. The idea is that arrays of spatially

and temporally independent random values, constituting a white noise pattern, explore the space

of potential sensory input configurations, and spike analysis can identify the triggers of the investi-

gated cells. These checkerboard patterns typically have a square count orders of magnitudes lower

than the full pixel count of the projection system. Squares may have binary or greyscale intensities,

or colors.

As explained in Section 8.1.2, the optic tract performs heavy spatial and temporal processing,

and a very promising branch of research uses stimuli that reproduce or revert those functions. Us-

ing random checkerboards in combination with these filterings is challenging in terms of stimulus

generation, especially if interactivity is to be maintained. Meeting this demand is one of the key
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contributions of this thesis.

8.2 Psychophysics

Visual psychophysics investigates relationships between sensations and the underlying light stim-

ulus. A set of experimental arrangements target the determination of the psychometric function,

that is, the connection between a given feature of the stimulus (like brightness or velocity) and the

observer’s response [LD13]. In stimulus adjustment tasks, the subject is actively controlling the

level of the stimulus in order to match a certain criterion [PF95, Law13]. In further experimental

arrangements, the subjects are asked to take a decision, or make an adjustment. During yes/no

decision tasks the observer is presented with one stimulus, and is asked to answer a polar question,

while for forced choice experiments a number of stimuli are presented, and the subject has to de-

cide between them. Visual illusions occur when the perceived images differ from objective reality

[Mic16]. Physiological illusions are caused by physical characteristics of the retina or the image

processing centers of the brain, while cognitive illusions occur when a figure is ambiguously or in-

correctly interpreted due to some prior knowledge or assumptions. Pathological illusions emerge

due to some malfunction in the visual tract.

8.3 State of the art in stimulus generation

Investigating light-sensitive tissues, analyzing the optic tract or doing experiments in visual psy-

chophysics require light stimulation with a complex spatio-temporal modulation. There exist

several free and commercial solutions for generating light stimuli [Str15, YY11]. Among the

most notable, PsychoPy [Psy15, Pei09, Kub14], VisionEgg [Str08, Vis09, MBD+15], and OpenS-

esame [MST12, Ope16] are free tools with a specific focus featuring a subset of stimuli with

limited parametrization. Psychtoolbox [Psy16, LD13], E-Prime [E-P16, SVDS14] and Presen-

tation [Pre16] rely on larger, commercial frameworks like Matlab that already offer an exten-

sive, but more generic set of features, including GPU computing. The ViSaGe MKII Stimulus

Generator[Dep16] is targeted at dedicated hardware.

These existing solutions lack an automatized mapping of a natural researcher-given specifica-

tion of any generic experiment to a GPU computation pipeline. Going beyond their predefined set

of supported stimuli requires low-level use of GPU programming or computational libraries. We

propose a computational workflow model with a natural mapping to the GPU, and we show that it

accommodates a comprehensive inventory of stimuli used in visual sciences, including neurophys-

iology, psychophysics, and optogenetics.

Existing solutions also lack support for interactive experiments that require the real-time execu-

tion of computationally demanding tasks like spatial and temporal filtering or large-scale random

number generation. Pre-computing stimuli, recording and playing them back as video streams

could be used for computation-intensive cases. However, such a solution has a series of draw-

backs. Facilitating interactivity is obviously impossible. Video compression artifacts may be
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prohibitive for some artificial stimuli, and handling uncompressed high resolution footage carries

storage and bandwidth requirements not widely available. Decoding high resolution video may

not be possible at or above 60 FPS, prohibiting synchronization with external electronic signals

marking time points, which is of pivotal importance for physiology experiments.

Previous solutions adhered to the classic image synthesis method of drawing polygons by

filling image pixels. Typically, variation of pixel color within shapes could only be achieved

using precomputed textures. Our model exploits the full computational capabilities of the GPU

as it does not rely on forward polygon rendering, but evaluates implicit formulas that describe

shapes, spatial and temporal patterns for every pixel. This provides more flexibility, and allows

for a framework where individual aspects can be combined freely without writing new programs.

These programs are in fact generated from the formulaic descriptions, where using mathematical

function composition is allowed in order to accommodate complex patterns.

Thus, our framework is able to offer a much broader selection of components, at multiple

levels of granularity, to build experiments. Stimulus sequences are composed of executable spatio-

temporal light patterns called stimuli. Both stock and custom stimuli are assembled using a

component-based system, which consists of a large number of elementary building blocks referred

to as stimulus building components (SBC). These are organized into a number of classes, called

SBC types, each consisting of SBCs useful for authoring a given aspect of stimuli, like rendering,

electronics synchronization, audio, etc.

Our stimulus architecture and the inventory of SBCs is based on a comprehensive survey of

experimental methods carried out in teamwork with retina physiologists and psychophysicists.

Requests of experimental scientists have been included. Thus, the components represent concepts

familiar to researchers in the field, and their parametrization is intuitive.

In order to correlate experimental data (like voltage traces) with stimulus events, timing infor-

mation of the stimuli has to be recorded. Our framework incorporates high precision signaling of

significant temporal markers like start and termination of relevant stimulus elements, or presenta-

tion of individual frames. Driving external devices like shutters, filters, or monochromators can

also be required: for this purpose, stimulus definitions include strategies for emitting TTL signals

via USB ports equipped with RS232/TTL adapters.



Chapter 9

Computational workflow

Modern GPU programming libraries enable low level access to the parallel hardware. This allows

for efficient compute-intensive rendering, but requires deep understanding of the GPU. The goal of

our proposed computational workflow is to maintain efficient rendering, while mapping high-level

stimulus components to the computation steps on the hardware.

GPU algorithms can be decomposed into passes, where a single uses a specific configuration

of GPU programs (or shaders) and data bindings. The output of a pass is not necessarily a visible

image. It can also be an intermediary dataset, which is streamed for further processing to a later

pass. Multiple passes can be organized into a chain, which we refer to as a workflow for the

purposes of this thesis.

9.1 Workflow organization

All stimuli are constructed as a combination of previously defined stimulus building components

(or SBCs). Our approach is inspired by modern game engine systems, where aspects of game

world entities are represented by components that can be freely combined[Ebe06]. An SBC defines

a certain aspect of a stimulus, and can be automatically processed to define low level software

and hardware operation. Functions of SBCs can be various. Most of them address graphical

tasks, either individually (e.g. spatial filtering), or in combination (e.g. providing a shape, pattern,

or motion path). Some SBCs individually handle non-graphical features like sound or external

devices.

Most existing solutions use a low number of shaders, while stimuli are implemented by setting

appropriate shader parameters. This structure cannot guarantee the flexibility and efficiency that

shaders tailored for specific tasks would provide. Moreover, the continuous need for new stimuli

will inevitably exceed the limitations of previously written shaders, while new ones cannot be

implemented without resorting to GPU programing.

In our approach, creating custom-made shaders for specific tasks does not need GPU program-

ing expertise, because of the mechanism that dynamically generates graphical (GLSL) shaders

from SBC combinations (see Figure 9.1). A large library of parametrizable SBCs is provided,

67



CHAPTER 9. COMPUTATIONAL WORKFLOW 68

S*+,er Fixe, f. S*+,er

SBC

automatic shader generation

and parametrization

Pass Pass

temporary

image

buffer

temporary

image

buffer
display

G
P
U

 H
W

O
p
e
n
G

L
G

E

A
.
/

C
+

+

G
E

A
.
/

 P
y
th

o
n

shader parametrization

SBC

Stage Stage Stage ....
Pass

....

SBC

SBCSBCSBC

SSS
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which covers the needs for displaying the overwhelming majority of the stimuli we identified in

the literature up to 2016.
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Figure 9.2: Generation procedure of a single stimulus frame. Prerequisites, core drawing and post

processing phases are each composed of passes marked by red boxes.

Figure 9.2 shows the proposed workflow for rendering a single frame (a single image of the

displayed stream) of a stimulus. We call the nucleus of the workflow core drawing, which is a

set of passes designed to produce an intermediate version of a stimulus image, which may be

further processed before being displayed on the screen. The core drawing may be preceded by

operations like video decoding, random number generation, and/or 3D OpenGL rendering, and can

be followed by post-processing steps like spatial and temporal filtering, or gamma compensation.

Non-graphical functions of the stimulus are realized outside of the GPU. The most important

of these are emitting signals to drive or to be recorded by the measurement electronics, playing

sounds, and controlling external devices. These tasks, performed by the CPU, are precisely syn-

chronized with the presentation of the images, as detailed in Section 9.2.8.
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9.1.1 Rendering

The classical forward rendering process draws polygonal shapes defined by vertex positions. This

is the rendering model of classic OpenGL, which is straightforward and efficient, but only supports

solid polygonal shapes, and limited modes of image composition (alpha blending for transparency,

and depth testing for occlusions). These restrictions can be circumvented if the polygons are

textured with images. However, using static textures precludes interactivity and limits animation.

In order to overcome this problem, textures must be generated dynamically, meaning that their

pixels are computed procedurally, using a formula or an algorithm.

We do not preclude the use of forward rendering where it is reasonable, in particular for 3D

rendering, or for free-form shapes that would be difficult to describe using intuitive formulas. In

general, however, we propose to render stimuli in a per-pixel manner, extending the concept of

dynamic texture generation to the entire screen. This approach allows an easy implementation of

arbitrary set of operations on multiple shapes, including mixing and masking of patterns by linear

interpolation, or non-linear spatial distortions with pixel precision. Moreover, soft-edged shapes

can be defined straightforwardly, with full control over anti-aliasing to counter artifacts due to

finite image resolution. Although this solution might need to process more pixels in case of the

simplest, smallest shapes, the overall time cost is still far below the time available for rendering a

frame, which is typically more than 1/120 s. We refer to our approach as pointwise rendering.

9.1.2 Stimulus Building Components

There are a large number of SBCs that realize specific tasks in the graphical workflow and ac-

companying non-graphical functions. Multiple SBCs may influence a single GPU pass in the

workflow, and conversely, functionality of a single SBC (notably filterings) may be realized by

multiple passes.

Certain SBC types are responsible for computing prerequisites for image generation. Core

drawing passes are composed using combinations of so-called primer SBCs that represent ele-

mentary stimulus features like patterns or shapes. Combination of primer SBCs with each other,

as well as with SBCs defining motion, intensity modulation, or distortions, are also allowed. The

image resulting from core drawing can be subject to various SBCs performing image processing

operations like spatio-temporal filtering or convolution. Additionally, non-graphical tasks per-

formed alongside stimulus rendering are defined by further SBCs. Parameters of all SBCs can be

given explicitly or through interaction SBCs. These specify bindings for input devices like the

mouse or the keyboard.

Stimulus building components (SBC) types for computing prerequisites for image generation

are pseudo-random number generator SBCs, which produce random numbers en-masse, profit-

ing from the parallel architecture of the GPU, particle system SBCs for many-item simulations,

and forward rendering SBCs, responsible for 3D-rendered content. We may upload images and

video frames to the GPU, if required by the configuration of later passes.

Core drawing passes (Figure 9.2) are composed of primer SBCs, which set up the pointwise
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rendering of images, giving the pixel color as a function of 2D position and time. This is the most

populous group of SBCs, with a wide range of functionality. Some of these SBCs generate patterns

or shapes (e.g. a sine grid or a disc) procedurally, while being extensively parametrizable. Custom-

made new components can easily be implemented by providing the desired formulae defining the

pattern. Further primer SBCs display video frames, or images either loaded from files, or 3D

content from forward rendering. Another subset of SBCs use random numbers for producing

band-limited or white noise, or randomly positioned and animated shapes.

Members of the image composition SBC group can be used to combine multiple primer

SBCs. They are implemented by function composition: primer functions are substituted into

composition functions, yielding a new primer. Building a full operation tree is possible.

Polygon mask SBCs allow the definition a binary image by providing the control vertices of

its contours. This is helpful for drawing free-form shapes, where a formulaic definition is not

feasible. Such shapes can be used, among others, for masking in the pointwise rendering scheme.

Several types of SBCs modify raw primer SBCs. Motion SBCs define scale, orientation and

positioning as a function of time, modulation SBCs vary the intensity or contrast, warp SBCs can

be used to distort renderings, e.g. for toroidal or spherical screens, or tile them indefinitely, time

warp SBCs distort or reverse the time scale, or introduce periodicity. Modified primer SBCs

accept further modifiers, allowing them to be chained up indefinitely.

The image resulting from core drawing can be subject to various image processing operations.

SBC types performing these tasks are spatial filtering SBCs that compute a convolution with a

filter kernel, either in the spatial or the frequency domain,temporal filtering SBCs that convolve

the image stream with a temporal filter kernel, or channel it through a linear data processing system

and gamma compensation SBCs that cancel the nonlinearity introduced by the light projecting

hardware.

Additionally, non-graphical tasks performed alongside stimulus rendering are defined by fur-

ther SBCs. For example, audio SBCs play various audio file formats, and signal SBCs provide

synchronization, start and stop signals for the recording electronics.

9.2 Details of pivotal functionality

In this section we present the most significant operations, and some respective SBCs, in more

detail.

9.2.1 Pseudo-random number generation

Several stimuli, like random checkerboards or randomly moving objects, require a large set of

(pseudo-)random numbers for each of their frames. Generating random numbers on the CPU,

and uploading them on the GPU in every frame might critically slow down the rendering process.

Therefore, we incorporate a GPU-based pseudo-random number generator, which produces 2D

arrays of random numbers in parallel on the GPU. An example of a PRNG SBC performing this
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task is [?, M+03], which produces new pseudo-random numbers based on the random numbers

of the previous four frames. This is required to ensure a long enough cycle length. The pseudo-

random sequences of different texels (and within texels, the different channels) are initialized using

high quality seeds generated on the CPU.

The very same sequence of pseudo-random numbers will arise during the repeated execution

of a certain stimulus. Knowing the seed, these sequences can be re-created by the data analysis

software. Other PRNG SBCs allow shifting the 2D array of random numbers as well. This op-

tion is beneficial for generating moving random patterns, where only a small amount of random

numbers, covering the newly arising regions, needs to be computed during the rendering of a new

frame.

9.2.2 3D rendering

Implementing a specific virtual reality environment is a demanding task with respect to algorith-

mic challenges, computational requirements, and content modelling. Most of these are addressed

by specialized software called game engines. Our approach is not targeted at those problems.

However, it is possible to provide access to the entire OpenGL functionality via forward render-

ing components. Thus, forward-rendered scenes can be used as inputs to the core drawing phase.

Thus, they can be combined with other stimuli or subjected to our proposed task-specific image

processing operations.

Note that 3D content can also be rendered by ray casting, which finds the first intersections

between the scene elements and the half-lines from the eye through every pixel. This is a per-pixel

method that fits our pointwise rendering scheme. Therefore, ray cast scenes can be considered as

primer SBCs.

9.2.3 Core drawing

The power of core drawing SBCs lies in their simple combinability. We emphasize that combining

SBCs is implemented on the level of Python scripting, and the procedure does not assume deep

knowledge in GPU programing. For example, moving bars are simply implemented by joining the

crossing SBC (a motion SBC, responsible for moving shapes across the field) to a rectangle SBC

that defines a rectangle shape. The mouse wheel interaction SBC adds the possibility of adjusting

both the speed and the angle interactively using the mouse.

A particularly important SBC is mixing, which linearly interpolates between the pixel values

of two primer SBCs, taking interpolation parameters from a third primer. This allows mixing

a background and a foreground pattern according to a certain masking shape. As a result of this

operation, the foreground pattern is only visible inside the masking shape, while the background

pattern outside of it. Since this foreground/mask/background scheme is sufficient for a majority of

the stimuli, we define a template for the definition of new stimuli that merely requires the listing

of the desired masking shape, foreground, and background primer SBCs.
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Any of these SCBs can be further decorated with motion, modulation, and warp SBCs, all of

which have meaningful defaults. For example, a grid of oscillating spots with a grating pattern can

be constructed with this template by just listing the spot primer, sine primer, and repeat warp,

respectively.

Generating a smooth interchange (fading) between two patterns is another prominent example

of stimulus building: it requires a mixing composition over two arbitrary primer SBCs, with

interpolation values from a fullfield primer with linear modulation. This common scenario can

also been incorporated into a template. For simple cross-fading the only required parameter is the

duration, given in seconds or frames.

The grid points SBC is a special warp component that repeats a primer at preset positions, for

example on the vertices of a random, rectangular or hexagonal grid. This functionality is especially

useful for doing experiments with multielectrode arrays (MEAs), or optogenetically labeled cells.

Other SBCs (e.g. the linear motion component) also accept positions given by custom-defined

grid vertex labels, which further simplifies certain tasks performed with MEAs.

Random checkerboard SBCs take random numbers generated by the PRNG and display ran-

domly flickering binary, grayscale, or color checkerboards. The shapes used in polygon mask

SBCs can be interactively edited using the GUI, or they can be loaded from the most common vec-

tor graphics file formats. The polygon mask functionality is especially useful if the light stimulus

has to be confined to arbitrarily given, free-form regions.

9.2.4 Spatial filtering

As discussed in Section 8.1.3, filtering applied to stimulus patterns is a crucial part of retina phys-

iology experiments. With a retina diameter of 2 mm and a filter kernel support of 0.5 mm, if the

projector resolution is 2000×2000, convolution with a 512×512 matrix could be required. Stim-

uli must be projected at a full screen resolution with a strictly constant frame rate, typically 60 Hz.

This is not feasible with straightforward convolution in the spatial domain.

Spatial filtering for checkerboards

Random checkerboard patterns are used extensively in retina physiology research, as detailed in

Section 8.1.3. Spatial filtering of these stimuli is a special case, as the original stimulus consists of

a relatively low number of uniform intensity squares. The same is typically not true for the filtered

result. Thus, convolution matrices are large, but they have to be convolved with a piecewise

constant image.

Let the grid dimensions be given as (nx,ny). With pattern size (px, py). Square size (cx,cy) is

(cx,cy) = (px/nx, py/ny). (9.1)
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The continuous checkerboard image S(x,y) is obtained from the discrete checkerboard as

S(x,y) = G̃
[

⌊x/cx⌋,⌊y/cy⌋
]

(9.2)

Spatial filtering is a continuous convolution

S̃ = S∗F, (9.3)

where F is a filter function, with a support within the origin-centered rx × ry quadrilateral. We

can write the convolution integral as

S̃(x,y) =

rx/2
∫

−rx/2

ry/2
∫

−ry/2

S(x−u,y− v) ·F(u,v)dvdu. (9.4)

As S is piecewise constant, this can be written as a sum. Let us choose neighborhood distance

(mx,my) so that

(2mx +1) · cx < rx and (2my +1) · cy < ry, (9.5)

meaning a neighborhood of (2mx+1)×(2my+1) cells covers the extents of the filter function.

Then the integral can be written for all neighborhood cells separately, and summed:

S(x,y) =
mx

∑
i=−mx

my

∑
j=−my

G̃
[

⌊x/cx⌋− i,⌊y/cy⌋− j)
]

·
(−〈x/cx〉+i+1)cx

∫

(−〈x/cx〉+i)cx

(−〈y/cy〉+ j+1)
∫

(−〈y/cy〉+ j)cy

F(u,v)dvdu, (9.6)

where ⌊⌋ is the integer part and 〈〉 is the fractional part.

The integral of the filter function can be rapidly evaluated with the use of a pre-calculated

Summed Area Table (SAT)[Cro84]. A SAT stores values of the cumulative filter function

FSAT(x,y) =

x
∫

−∞

y
∫

−∞

F(u,v)dvdu, (9.7)

with which any integral over a rectangular area can be written as:

x1
∫

x0

y1
∫

y0

F(u,v)dvdu = FSAT(x1,y1)−FSAT(x0,y1)−FSAT(x1,y0)+FSAT(x0,y0). (9.8)

With the SAT pre-computed into a texture, the evaluation of the integral becomes possible with

just four texture lookups per neighborhood cell.
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Spatial filtering in the spatial domain

While filtering random checkerboards is an important tool, real-time spatial and temporal filtering

of other, generic stimuli, such as moving shapes, is also desirable. Spatial filtering SBCs take

the image provided by core drawing, and perform spatial filtering by spatial or frequency domain

processing, depending on the choice of the user. Filtering with large kernels is computed more

efficiently in the frequency domain, whilst for filterings with small ones, the spatial domain method

uses less resources.

Certain filtering operations are nonlinear, and cannot be simply defined by a kernel. We include

SBCs specifying such shaders, e.g. the median filtering used for de-noising images, and adding

new ones is certainly possible. However, it is more typical to use linear filtering, convolving the

image with a kernel given by a mathematical function.

Spatial filtering in the frequency domain

For filtering in the Fourier space, the kernel can directly be given in the frequency domain, offering

a convenient way to specify low-pass, band-pass, high-pass, or anisotropic filterings. The kernel is

subjected to a discrete fast Fourier transform (DFFT) in advance, when an experiment is initialized,

or on demand, if the filtering is subject to interactive manipulation. In every frame, the stimulus is

also transformed using GPU-supported DFFT, the convolution is performed by multiplication of

the transformed images, and the result is transformed back to spatial domain again. This needs to

happen in the time available for rendering a frame. We address the case when this requirement is

not consistently met in Section 9.2.8.

9.2.5 Temporal filtering

During temporal filtering the pixel values of the stimulus frames are regarded as discrete time

signals. Filtering can be performed either by convolution with a temporal one-dimensional filter

kernel (the impulse response), or, if the kernel is smooth enough to be well approximated by a

composition of complex exponentials, a linear time invariant (LTI) signal processing operation is

also suitable.

Discrete time physical systems can be modelled by a state-space representation, where, in

every time step, outputs and new values of state variable depend on inputs and the current values

of state variables. For example, stimuli with an exponentially waning effect can be modelled

with a single state, which is directly mapped to the output, and is computed in every time step

as the previous value multiplied by the per-time-step decay factor, plus the current input. Thus,

exponential fading of stimuli can be realized by maintaining a single state-image, and minimal

computation. This is much more effective than full convolution, requiring maintaining up to 60

previous frame images, and the computation of a weighted sum over those.

The idea can be extended to more complex responses. As biophysical processes can usually be

modelled with relatively simple differential equations, the responses tend to combine exponential
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decay and sinusoidal oscillations. Those are exactly the kind of impulse responses that can be

reproduced using LTI systems with just a few states.

This LTI signal processing approach is preferred over the kernel convolution, since it typically

uses the fraction of the memory and memory access bandwidth, allowing higher frame rates. Any

finite-size convolution kernel can be realized by an LTI system, but performance is only improved

if a so-called minimal state representation with few states is found [DS00]. For this job, we

adapted Kung’s method [KAR83], applying the free matrix library Eigen [Gue13]. Depending on

the number of the state variables and the characteristics of the convolution kernel, the realization

may have some residual error. We found that realizations with three state variables are often

sufficient, and seven state variables produces negligible errors for any common function.

Users may specify the convolution kernel, choosing between direct convolution or using an

LTI system. The LTI state representation can be directly given as well. This option is useful, for

example, if a theoretical system realization is being investigated, where the differential equations

governing the system are known.

SBC realizations that configure temporal filtering include rectangular, triangular, Hamming,

and Hann windows, exponential attenuation, and a mixture-of-Gaussians model for the approxi-

mation of retina cell response. Note that only past frames can be considered in filtering, but this is

equivalent to taking future frames into account and presenting the stimulus with a delay.

9.2.6 Histogram manipulation and tone mapping

Our proposed framework has another feature unique among the visual stimulus generating soft-

ware available for medical and scientific application. This functionality is real-time dynamic tone

mapping operations with linear (contrast stretching) and sigmoidal transfer functions, as well as

histogram equalization of picture sequences or videos.

These methods are applied to increase the global contrast of an image by adjusting the distribu-

tion of image intensities. Contrast stretching uses a linear transfer function on the pixel intensities,

mapping the dynamically measured intensity minimum and maximum to zero and one, which

correspond to the extrema of the dynamic range of the display device. Histogram equalization

measures the distribution and determines the appropriate transfer function to obtain a uniform dis-

tribution of intensities in the unit range. Tone mapping in general may use any transfer function.

The intensity values resulting after a filtering operation may go beyond the unit interval. There-

fore, a renorming tone mapping operation is necessary. This can be done dynamically for each

frame, or using the same mapping for all the frames of a stimulus.

We propose an in-silico measurement of the global intensity distribution of the whole stimulus.

This extracts the histogram, along with the intensity minimum, maximum, mean, and variance

values marked. These can be used to configure tone mapping in an automated fashion.

This offers the possibility of real-time dynamic tone mapping with linear and sigmoidal trans-

fer functions, as well as histogram equalization of picture sequences or videos. The desired

contrast and brightness level can interactively be changed, while histogram equalization can be
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switched on and off during stimulus display.

Tone mapping SBCs include sigmoid, contrast stretching, and equalization, applying the above

functions to map the intensity range into the unit interval. All of these can be set to dynamic op-

eration, adjusting the transfer function for individual frames. The desired contrast and brightness

level can interactively be changed, while histogram equalization can be switched on and off during

stimulus display.

9.2.7 Calibrating the gamma curve of the light emitting device

Finally, the stimulus is subject to gamma compensation. This is required because most commercial

visualizing tools, like projectors, are configured to take human visual psychophysics into account.

Accordingly, the same intensity variation produces the same differential change in light intensity

perception for both high or low values, according to the Weber-Fechner/Stevens psychophysics

law.

However, scientific applications assume a strictly linear relationship between the value spec-

ified in the software and the resulting change in light intensity. Therefore, the gamma distortion

of the device must be compensated. Since the gamma curve can vary depending on the amount

of the time the light emitting device has been used, the safest way is to regularly measure it by an

appropriate photometer, and use the obtained value sequence to specify gamma compensation.

9.2.8 Synchronization

Neurophysiology and psychophysics experiments demand exact timing, as well as high precision

recording of the onset, offset, and other significant time points of the delivered light stimuli. In

order to provide timing data for (recording) electronics, we emit high precision voltage signals

through virtual RS232 ports’ RTS and BREAK pins. RS232 ports are realized by converters

plugged into USB ports. Each USB port supports two output channels. For example, one channel

can be reserved for signaling the onset and offset of individual stimulus elements, while another

one for delivering the stop signal arresting the experiment. Other channels can be used for per-

frame spikes or other experiment-specific indicators.

The time lag of the synchronization voltage signals sent out depends on how fast the CPU is

notified about the fact that the GPU has displayed a frame, and the time it takes to emit the signal

to the USB port. The USB to RS232 conversion can also introduce a delay.

We have measured the overall latency by recording both the synchronization voltage signals

and the light emitted by a projector (see Figure 9.3), and found that it was constant. Therefore, it

is easy to account for this difference during measurement analysis.

Note that the amplitude of the synchronization voltage signals depends on the USB to RS232

adapters used. Since most adapters provide output of about 9V , a voltage clamp unit could be

necessary to finally obtain TTL range (5V ) signals.

The granularity of timing is determined by the refresh rate of the display device. The driver

can be configured to display one frame in every refresh interval. However, graphics APIs used
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Figure 9.3: Relative timing of the digital signal sent out by the graphics card to switch on a strong
(2 W/cm2) fullfield light stimulus (blue), the noise induced on the illuminated MEA electrodes
and the photometer response. Note the cca 70ms delay between the digital signal and the light
response. This constant delay, inevitably introduced by the electronics, can easily be handled
during data processing.

for programming the GPU hardware expose no direct mechanism to detect when a frame is dis-

played on the device. Indeed, submitting work to the GPU happens asynchronously, and multiple

frames’ worth of operations may be buffered. Only when this swap chain buffer capacity has been

exhausted, does the API call to present a frame block the operation of the CPU thread. Execution

resumes when a frame is finally displayed, freeing up swap chain capacity. This event can be

interpreted to mean that a former frame has been displayed, the exact frame being dependent on

swap chain capacity. The proper control signals can be emitted at this time.

For computation-intensive stimuli, or on less powerful GPU systems, it is possible that all

operations required to display a frame cannot be executed during the refresh interval. This means

the swap chain is already not fully occupied when the presentation of the frame is requested,

meaning that the blocking does not happen, and the signals are emitted instantly, but later than

the presentation of the displayed frame commenced. If consequent frames are rendered in time,

making up for the time lost from the previous frame, then regular signal emissions can be resumed.

Typically, other applications and processes are also running on the computer, and we do not have

the control over the load balancing to avoid the above scenario, which may thus happen even for

the simplest stimuli. Note that the actual display of frames is steady, just the emission of signals is

compromised. As a solution, we propose to use a separate, busy waiting thread, that interpolates

frame times an emits the correct signals with the accuracy of the internal CPU timer, even if the

graphics API is not blocking.

It can happen, especially if the hardware is not performant enough for the required computa-

tions, that more consecutive frame renderings exceed the available frame time. If the number of

such consecutive frames exceeds the length of the swap chain, there will eventually be no new im-

age to present, resulting in the same image being displayed for multiple refresh intervals. This is

known as a frame drop, and it must be avoided in experiments, because it compromises the delicate

timing of the experiment stimuli and the measurements. If the average frame computation time

exceeds the refresh interval, frame drops are inevitable, and the experiment has to be redesigned to
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fit the hardware capabilities. Otherwise, the probability of frame drops can be reduced indefinitely

if we are able to extend the length of the swap chain. This is possible with modern, low level

graphics APIs.

If frames are dropped because of inadequate system performance, one option is to drop the

real-time requirement, performed processing of the stimulus in advance, and record it to video.

Consideration must be given to eventual artefacts resulting from video compression.
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Implementation

Our implementation is called GEARS (GPU-based Eye And Retina Stimulation), and it is available

in the public domain, downloadable from www.gears.vision.

GEARS is a C++/Python hybrid using OpenGL graphics, that generates GLSL shaders dynam-

ically. Figure 10.1 shows the software stack. Stimulus rendering is implemented solely in C++,

while Python is used for user interface and scripting. Within the Python layer, SBCs are applied

to assemble the workflow via calls to the C++ layer. Afterwards, stimulus sequence display runs

natively, with direct operating system calls. We do not have to use intermediary libraries for win-

dow management or Python-OpenGL interfacing (e.g. PyQt, PyOpenGL, PyGame). This allows

us to sidestep overhead or limitations of existing APIs, e.g. for combining video rendering with

OpenGL.
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Figure 10.1: The GEARS software stack. Stimulus sequences can be executed using the GEARS
GUI. New sequences can be composed with a built-in visually aided script editor. A library of
ready-to-use, parametrizable stimuli and stimulus sequence scripts (SSS) are provided. Custom
stimuli can be assembled from Stimulus Building components.
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10.1 Stimulus sequence control GUI and Visually Aided Script Edit-

ing

GEARS is equipped with a GUI designed for the design, configuration, tone mapping calibration,

overview, and execution of stimulus sequences. The stimulus execution screen shows the sequence

overview with sample frames, and/or timeline plots of important temporal characteristics (e.g.

modulation intensity or synchronization signals).

Stimulus assembly is naturally possible using Pythons scripts, called stimulus sequence scripts

in our framework. Authoring and editing sequences and their individual stimuli is performed

through the visually aided scripting interface (Figure 10.2). Our component-based model al-

lows fast and flexible stimulus assembly using SBCs. Both the components and the stimulus

classes already assembled are highly customizable, with numerous parameters. GEARS offers

more than a hundred of different SBCs and dozens of stimuli implemented, and all of them have

their own parameter interfaces. Users are not expected to keep them all in mind, since a cus-

tomized integrated software development (IDE) is available in GEARS. This solution is based on

the QScintilla[Hod16] source code editor, but enhanced to specifically support SBC interfaces, and

synergize with an instant visual representation of the edited components, stimuli, and the stimulus

sequence script in an embedded preview window. Custom code completion and call tips provide

instant documentation, as well as component and parameter listings. These allow the interface to

be used akin to a GUI rather than a coding tool. The editor always instantly displays the resulting

stimulus in the embedded window, and conversely, parts of the sequence can be selected in the pre-

view to highlight their editable features in the script. The DSL-builder-style code interface allows

these to read as static experiment specifications, facilitating editing without programming skills.

Figure 10.2: Visually aided script editor of GEARS. Editable Python code of the stimulus sequence
script (SSS) is listed. Call tips displaying currently edited SBC parameters with their default
values and descriptions are shown automatically. A preview of the stimulus is also displayed
while marking the part of the script under execution.
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Results

The proposed component-based system represents stimuli in existing applications in the electro-

physiology of the visual tract, psychophysics, and ophthalmology. It maps to GPU hardware work-

flow model where computation passes and shader programs are automatically generated from the

components, and there are components whose parameters can be changed interactively during an

experiment using the mouse or keyboard (ex. velocity or angle of a moving bar).

11.1 Practical aspects and examples of light stimuli

Visual psychophysics investigates relationships between sensations and the underlying light stim-

ulus. A set of experiments target the determination of the psychometric function, that is, the

connection between a given feature of the stimulus (like brightness or velocity) and the observer’s

response [LD13]. In stimulus adjustment tasks, the subject is actively controlling the level of the

stimulus in order to match a certain criterion [PF95, Law13]. In further experimental arrange-

ments, the subjects are asked to take a decision, or make an adjustment. During yes/no decision

tasks the observer is presented with one stimulus, and is asked to answer a polar question, while

for forced choice experiments a number of stimuli are presented, and the subject has to decide

between them. Visual illusions occur when the perceived images differ from objective reality

[Mic16]. Physiological illusions are caused by physical characteristics of the retina or the image

processing centers of the brain, while cognitive illusions occur when a figure is ambiguously or in-

correctly interpreted due to some prior knowledge or assumptions. Pathological illusions emerge

due to some malfunction in the visual tract.

11.1.1 Shapes

Simple shapes like discs, annuli, or rectangles — or even tilings built of them — can be defined

by parametrizing appropriate primer SBCs. New geometrical shapes can easily be constructed

by providing their implicit equations or polygon vertices. Free-form shapes can be edited as

piecewise Bezier curves [BM99] using an integrated graphics editor. Defining soft shapes with
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fuzzy membership functions are also possible. SBC parameters allow the setting of the luminance,

color, and size of the shapes. Switching them on or off with high temporal precision, or altering

their size and position is supported. Figure 11.1 shows some examples rendered in GEARS.

a) a) b) c)

Figure 11.1: Simple shapes and patterns in GEARS. a) Two frames from a stimulus displaying
shapes with changing size and intensity. b) Shapes under non-linear pinch-twist distortion. c)
Campbell-Robertson pattern with frequency and contrast gradient.

Motion

GEARS offers a broad variety of motion SBCs that can be attached to arbitrary primer SBCs (see

Figure 11.2 for examples). In the linear motion SBC, either the velocity, or the time necessary

for a shape to cross the screen has to be specified. The free-form motion SBC allows arbitrary

motion paths, interpolated from provided control points of the trajectory and the velocities of the

shapes at these points. Superimposing random shaking over any smooth motion is also possible.

Appropriate SBCs allow the speed and direction of motion to be interactively changed by pressing

certain keys or by moving the mouse during the experiment.

a)

b) c)

Figure 11.2: Sample frames taken from moving (shifting and rotating) patterns: a) Moving and
deforming shapes, b) Square grating and sinusoid grating, separated by an annulus, and moving
in opposite directions. Note that implementing phase inversion is also straightforward. c) 5000
shapes with random size, orientation, and motion, rendered without performance issues.

Temporal modulation

GEARS allows the realization of stimuli of this type by combining modulation and primer SBCs.

Ready-made SBCs for intensity modulation include linear fading, sinusoidal and square wave-

forms (Figure 11.3 shows some examples). Note that frequency and amplitude can be configured
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to change during the stimulus, by giving their initial and final values. New modulation SBCs can

be realized by providing the intensity value as a function of time.

a)

b)

c)

d)

Figure 11.3: Intensity plotted versus time for various modulation options: a) changing frequency
on sine and square waves, b) changing amplitude on sine and square waves, c) combinations
of dissimilar and similar frequency components, and d) synthesis from a multitude of frequency
components.

Flickering checkerboards

System identification is an efficient tool that can promote the understanding how certain subsys-

tems of the visual tract work, provided that the input (the light stimulus) and the output (voltage

trace of certain neurons) are known. In visual neuroscience, typically nonparametric system iden-

tification is applied. Since the visual input is spatio-temporal, white noise implemented by a

flickering checkerboard is used for probing[Chi01].

a) b) c) d)

Figure 11.4: Random checkerboard stimuli. Binary (black and white) figures are colored depend-
ing on whether the magnitude of the random numbers, spread within [0...1], is greater or less than
0.5. Gray shades are generated by linear mapping of random numbers to the dynamic range. Col-
ored checkerboards are generated using three sets of random numbers, for the red, green and blue
channels. a) Binary, restricted to annulus. b) Binary, in polar coordinates. c) Grayscale. d) Color.

The random numbers, generated by the XorShift128 SBC for each frame, are accessible for

other components in the stimulus as well, and they can be exported to files for the evaluation of

measurement results. Variants, like shifting the array while introducing randoms at the border,

are also supported. Image SBCs that make use of the random numbers to render a checkerboard

can be defined (Figure 11.4), including binary random and Gaussian white noise checkerboards in
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grayscale and in color, with adjustable luminance and contrast levels. Note that these randoms can

be used for other purposes, like randomly moving a high number of shapes.

Natural video stimuli

Beside simple geometric shapes, examination of the visual tract also requires more complex, real-

istic patterns [FD05] [HHH09], which are usually provided as a video record. GEARS can stream

videos of mainstream formats (avi, asf, mov, mp4) into GPU textures, and all per-frame real-time

processing options available in our software can be applied. Most importantly, videos can be

subjected to real-time and interactive spatio-temporal filtering, contrast manipulation, and bright-

ness adjustment. The real-time histogram equalization can be switched on and off interactively.

Ready-to-use SBCs include various filtering options like edge detection and contrast enhancement

(Figure 11.5). Local image distortions can also be performed by applying warp SBCs.

In order to extract statistical properties of videos, GEARS features global or framewise his-

togram generation, as well as Fourier transform, average Michelson and RMS contrast determina-

tion, and entropy calculation of individual frames.

a) b) c) d)

e) f) g) h)

Figure 11.5: Real-time filtering and subsequent tone mapping on a frame of a natural video: a) un-
filtered frame, b) difference-of-Gaussians filtering applied, c) subsequent tone mapping by linear
transfer function, c) subsequent tone mapping by sigmoidal transfer function. Subfigures in the
second row show respective histograms measured and displayed in GEARS. Histogram segments
extending beyond the dynamic range [0..1] are shown in red. These regions are "squeezed back"
by the tone mapping transfer function to the dynamic range. Insets in the last two figures show the
transfer functions used.

Computationally-generated stimuli can be projected via a specialized imaging systems, on

hemisphere and torus-shaped display screens covering most of the visual field[TPH+12, GSCR+15].

Depending on the mirrors and the screen used, different predistortion (warping) can be required

in order to lead to a realistic final image[Bou05, Bou04]. GEARS offers warp SBCs for cus-

tom transformation which can be parametrized for projection onto spherical surfaces via flat or

spherical mirrors.

For VRs realized by our SBCs implementing a labyrinth, important features of the journey, like

camera path and labyrinth layout can simply be parametrized, but can interactively be changed as



CHAPTER 11. RESULTS 85

well: GEARS is able to handle feedback from external devices. Texturing walls with patterns like

stripes or scale-free images is also possible. For rendering 3D environments by ray casting of

procedural scenes (like fractal-like terrain, vegetation, industrial, and indoor scenes), shaders can

be found in the public domain in great abundance[Qui14].

Handling multiple displays is also allowed by extending the desktop to multiple screens and

setting the field size to their combined extents. Composition SBCs to assign different stimuli to

desired parts of the field are provided. Prerequisites are shared by stimuli appearing on different

monitors, and filtering is applied to them uniformly.

Stimuli for visual psychophysics

Classical psychophysical methods like various types of adjustments and judgments all require the

recording and statistical analysis of the response of the subject[PF95, LD13]. GEARS offers feed-

back by mouse and keyboard, and other options including specialized devices or microcontroller

can also be implemented. Static or dynamic white noise can be added for example by combining

any stimulus with a specially adjusted checkerboard SBC set to the same dimensions as the screen

resolution.

An effective tool in investigating visual illusions is the parametrization of the images between

a form where the effect appears, and another one where it is not present[SLW97]. In order to

address this task, GEARS can use image files as primer SBCs, and fade between them. The SBC

toolkit of GEARS allows easy implementation of further visual illusion or psychophysics stimuli.

Interactive, real-time filtering and histogram equalization

Real-time image processing plays an important role in the fields where fast feature extraction

from, or quality enhancement of a video stream is necessary. Pre-processing for visual prostheses,

quality enhancement of the images delivered by night vision cameras[JR12] or other recorders

working in reduced visibility[Bec15] all require various image manipulation algorithms. Real-

time operation requires substantial computational power. A series of commercially available video

processing systems[Bec15] apply special hardware, while some of them[Ike16] perform the task

using commercial software. Edge enhancement[KRS+12] and histogram equalization[LGA11]

are the most important algorithms in the applications mentioned above.

GEARS is able to perform such operations just by relying on the power of a graphics card. It

is even able to perform task like real-time image enhancement. In the figure below (Figure 11.6),

we present as example edge enhancement realized by a difference-of-Gaussians filtering, which is

followed by two possible tone mapping operations.

11.2 An application: Rodent retina electrophysiology with MEA

Our solution was used in various experiments performed on C57 / BL6 mouse retina on USB-

MEA256 multielectrode array manufactured by Multichannel Systems. The sample preparation
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Figure 11.6: Real-time filtering on an annulus. Inserts show 1D cross-sections of the spatial and
frequency domain plots of filter kernels, having zero integral. a) Unfiltered frame, b) after small-
sized difference-of-Gaussians filtering, c) after larger difference-of-Gaussians filtering. Note that
after a double-Gaussian filtering with zero integral, a homogeneous area is mapped to zero (black),
while around the edges, intensity values beyond the [0..1] dynamic range can occur. In order to
fit into the dynamic range, a linear mapping from the resulting intensity interval into the dynamic
range has been applied. Therefore, the regions with zero intensity get a value corresponding to a
gray shade. d) Small spot filtered with phase-shifted Gaussian (Gabor) filter.

and the technical details of the recordings were conducted as described in [J1, BBF+16]. By

projecting checkerboards implementing different forms of white noise onto the retina, linear ker-

nels of retinal ganglion cells and their upstream circuitries were reconstructed. We also investi-

gated changes in spiking characteristics of the retina when videos with sudden intensity histogram

changes were displayed.

We recorded the response of the retina to 60Hz-flickering random checkerboards displaying

binary (black and white) and uniform (grayscale) white noise. Spike sorting was performed by a

custom Matlab software applying the UltraMegaSort2000 package ( [HKM07]) Figure 11.2 shows

an 8min long sample voltage trace of a retinal ganglion cell (a.), the sorted spikes (b.) as well as

the spatial and temporal kernels resulting from the reverse correlation analysis of 48 min recorded

data.

11.2.1 Response of the retina to full-field flicker stimulation

We recorded the response of the retina to a 70second stimulus composed of full-field flicker stim-

ulation followed by a frequency modulated chirp stimulus, an amplitude modulated frequency

stimulus and moving bars presented in 16 different directions. Spike sorting of the recorded activ-

ity was performed by a custom Matlab software applying KlustaKwik spike sorting. Figure 11.8

shows five repetitions of the stimulus. Robust spiking is detected for each stimulus repetition, as

demonstrated in the rasterplot, where each bar represents the occurrence of one ganglion cell spike.

Such activity patterns may be used to refine the elaborate ganglion cell classification performed

using calcium imaging [BBF+16].
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a)

Voltage trace

Sorted spikes

b)

min max

c)

Figure 11.7: a.) The recorded voltage trace of a BL6 mouse retina exposed to a binary random
checkerboards stimulus (red), the sorted spikes (blue) and b.) the resulting spatial and c.) temporal
kernel.

Figure 11.8: Rasterplot of ganglion cell spikes.



Part III

Finite volume blood flow simulation
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Chapter 12

Introduction

Heart operation, replacing the aortic root in particular (see Figure 12.1), requires preparation that

predicts the result of the operation and helps the surgeon find the optimal geometrical solution.

As heart is responsible to circulate blood in our body, operation design should consider the fluid

dynamics aspects of the post operation heart. The aortic root is includes the heart valve that is

replaced at least partially with an artificial prosthesis, sewing the heart valve cusps back in some

configuration. This part of the dissertation presents methods to evaluate heart surgery procedures

and predict their effects using computational fluid dynamics (CFD), in addition to simulating other

elements, including elastic tissues.

On the left side of Figure 12.1 the black line running on the outer side of the graft shows

where the comissures of the valves should be sewed in. These lines are drawn on the grafts by

the producer of the graft and the three lines have even angle distribution on the circle of the

tube. However, patients have their own specific comissure angle distributions, which affects the

blood flow. Our goal is to measure the blood back flow and flow through or the geometric gaps

between valve leaflets and to examine the benefits of a more advanced surgery technique that

would consider the patient specific angle distribution. The main framework of our work is shown

Figure 12.1: The aortic root after valve sparing aortic root surgery and the inner side of the graft
after the valves are sewed in.[Int]
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Figure 12.2: The main workflow of the complete framework for examining the results of valve
sparing aortic root replacement surgery.

in Figure 12.2. This part of the dissertation concentrates on the red framed tasks of the workflow.

After the elastic simulation phase, the crucial task is the estimation of the regurgitation of blood

happening in the diastolic phase. Here we present a finite volume computational fluid dynamics

system designed for this purpose (which is nevertheless generally applicable), and its parallel,

GPU implementation.

Eulerian and Lagrangian CFD approaches both carry advantages and drawbacks, in particu-

lar when considering interaction with elastic simulation. We cannot dispense with the ability of

Lagrangian methods to handle severe deformations without issues. The Eulerian method, on the

other hand, can produce higher accuracy, and incompressibility can be more readily ensured.

We investigated the possibility of running an Eulerian simulation on a regular grid, but heart

valve geometry features (thin membranes and potentially miniscule gaps) would have required

such an extremely high resolution that was acceptable in terms of neither memory consumption,

nor computational performance. Therefore we attack the problem with unstructured meshes. This

allows the use of high resolution at critical areas, near boundary surfaces or small gaps. Addition-

ally, boundary surfaces on opposing sides of heart cusps can be handled easily, as spatial proximity

does not have to imply connectivity on the mesh, as in the case of regular grids.

We narrowed down the set of flow simulation methods according to further criteria. First, we

needed a solution for the simulation of unstable, incompressible flow. Second, we were looking for

a method able to handle large displacements of boundary surfaces in time. These characteristics

point to an ALE (Arbitrary Lagrangian Eulerian) approach. Essentially, this means that computa-

tions are performed over elements not bound to spatial locations or the medium itself. In practice,

this means finite element methods where the mesh itself can be strongly deformed, and even its

topology can change. A subgroup of finite element methods are the finite volume methods, which

are widely applied in flow simulation. Their advantages include a good fit for unstructured grids,

and conservativeness, that is, they ensure not only incompressibility, but the conservation of mass.

Among finite volume methods, we judged the node-based approach to be more beneficial. Here,

the flow variables are stored in grid nodes instead of elements or element sample points. This is

also referred to as the control volume method. Such a formulation allows easy rebuilding of the

grid after strong deformations.
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Based on the above considerations, we opted for the implementation of a node-based finite vol-

ume approach. The program is written in C++, with CUDA used for running computations on the

GPU. The theoretical background of the implementation relies foremostly on the works of Zhou

and Forhad [ZF03]. We chose the indirect method, ensuring third order accuracy, for handling

boundary conditions, based on works by Nishikawa [Nis15] and Carlson [Car11]. From a similar

approach of Vrahliotis et al. [VPT12] we took several practical elements, and Sangmook’s [Shi01]

comprehensive thesis provided us with important clues. However, methods described by Zhao and

others [ZZ00, ZF03] ultimately proved inadequate to reach our goals. The full theoretical discus-

sion of the full system is given in Chapter 13.

We used the TetGen [Si15] library for the generation of tetrahedral grids, as this proved able to

process annotated three-dimensional triangle geometries, respecting boundary surface constraints.

We describe how we process heart models in Section 14.1.

We validated the method using three-dimensional simulation on well-known test cases: the lid-

driven cavity and von-Kalman street configurations. We compared results with expected behavior

published in literature, and also results obtained using the OpenFOAM open source program. We

examined the grid and resolution independence of the solution. We present these results in Sec-

tion 14.2.

In Section 15, we present results of flow simulation performed using aortic root models ob-

tained by elastic simulation, and estimation of regurgitation for various heart valve cusp arrange-

ments.
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Theory of the method

13.1 The base equation

The Navier-Stokes equations for the incompressible case in dimensionless form (normalized by a

characteristic length and free-stream velocity) can be written as follows:

∂U
∂ t

+∇ ·Fc = ∇ ·Fv, (13.1)

where U =
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is the flow velocity. Convective flux Fc is a vector of vectors:
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Viscous flux Fv is also a vector of vectors:
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1
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, (13.3)

where Re is the Reynolds number, while ∇u, ∇v and ∇w are the gradient of velocity compo-

nents u, v and w, respectively.

The artificial compressibility method [Cho97] extends this by adding pressure into the vector

of flow variables, and the artificial compressibility β and pseudo-time τ are also introduced. This

allows the compression of the fluid, but by advancing the pseudo-time the solution converges to

the incompressible one. Thus the pseudo-time stepping is a kind of iteration and the artificial
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compressibility is a kind of relaxation parameter. In this case the equations are:

∂W
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+K
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p

u

v

w













, K =













0 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1













. (13.5)

The convective flux is augmented with artificial compressibility, and also with the effect of

pressure difference:

Fc =













βU

uU+ pı̂

vU+ p̂

wU+ pk̂













, (13.6)

where ı̂, ̂, k̂ are the basis vectors of the coordinate system. This flux is behind the divergence opera-

tor in the Navier-Stokes equation, the pressure appearing in the fluxes of velocity components thus

introduces the divergence of pressure into the equation, as we would expect in the compressible

case.

The viscosity has no effect on the pressure, thus:

Fv =
1

Re













0

∇u

∇v

∇w













. (13.7)

13.1.1 Computational methods

Eq. 13.4 is discretized on a tetrahedral grid. The control volumes are shapes belonging to the nodes,

their vertices are the centroids of the tetrahedra and the midpoints of the edges originating from the

given node. In case of central Voronoi meshes, the control volumes coincide with Voronoi cells.

In case of the boundary nodes the control volume is closed by the boundary surfaces belonging to

the given node (see Figure 13.1).

Eq. 13.4, integrated over the control volume surrounding node P, can be written as:

∂WP∆Vcv

∂τ
+K

∂WP∆Vcv

∂ t
+

∫

Scv

Fc ·nds =

∫

Scv

Fv ·nds, (13.8)

where WP is the mean value of flow variables in the control volume, ∆Vcv is the volume of the

control volume, the volumetric integrals of the divergences are replaced by the integrals over the

Scv surfaces of the control volume, and n denotes the normal vector of the surface point s.

All the integrals over the surface of the control volume are evaluated the same way (in works
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of Zhou and Forhad [ZF03] the gradient and integral of the viscous flow are calculated using a

complex, unique method which did not offer practical benefits, in our experience). This allows a

more uniform discussion, less GPU computing passes, and thus more optimal execution. In order

to evaluate the surface integrals of the convective flux we split the surface of the control volume

in such a way that we do not integrate over the facets of the polyhedron of the control volume,

but we integrate over surfaces corresponding to the facets of the dual polyhedron. These surfaces

are bounded by the closed polylines connecting the centroids of triangular faces and midpoint of

edges adjacent to the node (Figure 13.1(b)). There is exactly one edge connecting the original

nodes of the finite element mesh that passes through such a surface. We call these surfaces edge

stencils (Figure 13.1(a)). The integral of the normal vector over the edge stencil, i.e the vector of

the areas of the projection of the edge stencil onto the axes of the coordinate system, is called an

edge cross section.

(a) The part of the control volume inside the tetrahe-
dron.

(b) The whole control volume from the same view-
point.

(c) The whole control volume from the same viewpoint,
with transparent facets. The purple facets belonging to
the boundary node form the boundary stencil.

(d) The boundary stencil from outside the grid.

Figure 13.1: One tetrahedron of the finite volume mesh, and the control volume around one node,
respectively. The blue, red and green facets form the edge stencils belonging to each edge.

On the boundary surfaces the edge stencils do not form a closed shape. Here the part of the

boundary surface that falls inside the control volume also has to be considered as a part of the

surface of the control volume. These boundary surfaces are bounded by the closed polyline that

surrounds the boundary node, connecting boundary face centroids and boundary edge midpoints

(Figures 13.1(c) and 13.1(d)). The boundary conditions are formulated for these surfaces accord-

ing to Nishikawa [Nis15](Section 13.1.5). If different boundary conditions apply to the different

parts of the surfaces (e.g. in case of a node belonging both to a vascular wall and inlet stencil) it
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can be further divided accordingly. These parts are called boundary stencils, the integral of the

normal vector over a boundary stencil is the boundary cross section. Thus the surface of all the

control volumes are made of edge and boundary stencils. Imagining a non existent ghost-node for

each boundary surface connected with it by a ghost-edge, where the flow variables are specified

by the boundary conditions, the boundary stencils can be handled very similar to the edge stencils.

13.1.2 Gradient calculation

For evaluating the formulas, the velocity gradient is obviously needed. Less obviously, for cal-

culating the convective flux on edge stencils, the full gradient of the state vector also containing

pressure has to be determined.

There are several methods for estimating gradient on an unstructured grid [WDL94, HB00].

The method suggested by Zhao [ZF03] calculates the gradient for the nodes indirectly using the

gradients determined for the tetrahedra. However, this means more data processing steps and

requires GPU uploads of data structures not used elsewhere, while considering only the values of

the direct edge neighbors of the nodes for the calculation.

On tetrahedral grids integrating the state differences over the surface of the control volume

provides accurate results and takes into account a similarly sized environment [HB00]:

∇W =
∫

Scv

Wn⊗ds, (13.9)

where nT is still the normal vector of surface point s and operator ⊗ is the outer product. For the

ith node this can be written as:

∇Wi =
nStencil

∑
k=1

Wk ⊗nkds, (13.10)

where nStencil is the number of edge and boundary stencils together, nk is the cross section of

the stencil (the integral of the normal vector, that is the projection of the area onto the coordinate

planes). Wk is the state in the neighbor node on the kth edge, or in case of boundary stencil, the

state prescribed on the boundary, which is determined according to the boundary conditions, thus

can be dependent on Wi. Apart from this case, Wi does not appear in the formula, so the velocity

gradient and later the derivative of the viscous flux according to Wi is zero.

13.1.3 Viscous flow

Evaluating the surface integral of the viscous flux (Eq. 13.7) the flow across all the edge and

boundary stencils can be calculated in parallel. On the boundary stencils we use the gradients

calculated for the nodes, on the edges they are given by the following formula [VPT12]:

∇Wi j =
∇W j −∇Wi

2
. (13.11)
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The viscous flow on the stencils is:

Qi jv =
∇Wi jn

Re
. (13.12)

As described in previous section the Jacobian matrix of viscous flux ∂Qi jv

∂Wi
is zero.

13.1.4 Convective flow

The convective flux at nodes and its Jacobian matrix can be easily determined based on Eq. 13.6.

We have to estimate the flow across edge stencils knowing the fluxes and flow variables in nodes.

This can be traced back to Riemanns’ initial value problem [Roe89]. In the formulation of the

Riemann problem, in the initial state two different homogeneous zones are separated by a flat

front surface. The solution means the determination of the temporal changes in the state variables

at different points of space. In our case, the front surface is a stencil and we are only looking for

the flux through it. Since we have an incompressible flow, the state variables are pressure and

speed, and the equations to be solved are described above.

Using Roe’s method [Roe81] we estimate the material flow across boundary surfaces between

cells (edge stencil) or external boundary surfaces (boundary stencil) as follows:

Qi j ≈
1
2

[

FL ·ni j +FR ·ni j −|Â(WL,WR; n̂)| · |n| · |(WR −WL)
]

, (13.13)

where ni j is the stencil cross section, n̂ is its normalized version, |n| is its length. The L and R

indices indicate the two (left and right, inner and outer) sides of the front, and the |Â| matrix is

the known Roe matrix, which is the approximation of local Jacobian. The calculation of the Roe

matrix is based on the eigenvalue structure reported by Shin [Shi01], which we do not reproduce

here.

The left and right flow variables for border stencils are directly WR =Wi and WL =Wb values,

where a Wb s the condition required by the boundary condition. These calculations are detailed in

Section 13.1.5, but it is important to note that Wb is dependent on Wi.

In the case of edge stencils, we can estimate the state of the surface on the two sides using the

gradients. The following formulas result in third order accuracy:

WL =
5
6

Wi +
1
6

W j + li j ·
1
3

∇Wi, (13.14)

WR =
5
6

W j +
1
6

Wi − li j ·
1
3

∇W j, (13.15)

where li j is the vector pointing from node i to node j.

Using the above, the calculation of flow through stencils can be performed. However, later

their Jacobians ∂Qi j

∂Wi
will also be needed. Substituting Eq. 13.14 and 13.15 into Eq. 13.13, and

considering the Roe matrix constant, as customary, we get the sum of the Jacobian of Eq. 13.2 and

the Roe matrix with a 1/2 multiplication factor.
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Substituting WR = Wi and WL = Wb for the boundary stencils, we get the same formula, but

it must be taken into account that Wb can be dependent on Wi. So ∂Qi j

∂Wb
has to be calculated and

the final formula is given as
∂Qib

∂W

∣

∣

∣

∣

i

=
∂Qib

∂Wi

+
∂Qib

∂Wb

∂Wb

∂Wi

(13.16)

where Jacobian ∂Wb

∂Wi
is calculated according to the boundary conditions. The matrices applied in

case of different boundary conditions are described in Section 13.1.5. Theoretically, the exact but

complex calculation of the Roe matrix can be avoided. The method presented in the various works

of Zhao [ZZ00, ZF03] replaces the Roe matrix with its spectral radius, thus making it much easier

to calculate, though much less accurate. In order to manage the boundary conditions indirectly,

we had to reject this simplification because we did not get satisfactory results with it during the

validation.

13.1.5 Boundary conditions

Boundary conditions are enforced indirectly. This provides third order accuracy in the simulation

[Nis15]. This approach can also be imagined as if additional ghost nodes were added to the

nodes at the boundary surface. The boundary condition applies to these nodes. The material

flow passing through the boundary stencils depends on the required state and the current value of

the flow variables. So the calculations remain uniform. At the boundary surfaces, the boundary

conditions are not met at all times with mathematical accuracy, since they represent the average

flow variables in the control volume, not on the boundary surfaces.

For the simulation of blood flow in aortic root, we implemented no-slip, free-slip, inlet, pres-

sure inlet and outlet boundary condition types.

The no-slip boundary condition requires zero speed at the boundary surface. The pressure is

extrapolated, i.e. the pressure at ghost node b is required to be the same as the known pressure at

node i.

Wb,no−slip =













pi

0

0

0













,
∂Wb,no−slip

∂Wi

=













1 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0













. (13.17)

The inlet condition differs from this only in specifying a concrete inflow velocity:

Wb,inlet =













pi

uinlet

vinlet

winlet













,
∂Wb,inlet

∂Wi

=













1 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0













. (13.18)
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Conversely, the outlet condition prescribes the pressure and extrapolates the speed:

Wb,outlet =













poutlet

ui

vi

wi













,
∂Wb,outlet

∂Wi

=













0 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1













. (13.19)

The free-slip condition is the most complex. For this, the pressure is extrapolated, and the

speed is limited to the component perpendicular to the normal vector.

Wb,free−slip =













pi

ui − n̂xΘi

vi − n̂yΘi

wi − n̂zΘi













, Θ = uin̂x + vin̂y +win̂z. (13.20)

The ∂Wb

∂Wi
Jacobian matrix is:

∂Wb,free−slip

∂Wi

=













1 0 0 0

0 1− n̂2
x −n̂xn̂y −n̂xn̂z

0 −n̂yn̂x 1− n̂2
y −n̂yn̂z

0 −n̂zn̂x −n̂zn̂y 1− n̂2
z













. (13.21)

The pressure inlet boundary condition, like the outlet, imposes pressure, but limits the speed to

be perpendicular to the surface. Otherwise the task is ill conditioned and stability problems occur.

In the aorta root we would like to simulate exactly a pressure-driven flow.

Wb,pressure inlet =













pinlet

n̂xΘi

n̂yΘi

n̂zΘi













, Θ = uin̂x + vin̂y +win̂z. (13.22)

The Jacobian is

∂Wb,pressure inlet

∂Wi

=













1 0 0 0

0 n̂2
x n̂xn̂y n̂xn̂z

0 n̂yn̂x 1n̂2
y n̂yn̂z

0 n̂zn̂x n̂zn̂y n̂2
z













. (13.23)

These formulas are applied as described in Section 13.1.4 to determine the flow on boundary

surfaces and their Jacobian matrices.
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13.1.6 Time discretization and solution

Using the stencil flows calculated as described above, the residuum R (variations in time not yet

taken into account) can be determined for each node:

Ri =
nStencil

∑
k=1

Qk, (13.24)

and the corresponding Jacobi matrices:

∂Ri

∂Wi

=
nStencil

∑
k=1

∂Qk

∂Wi

. (13.25)

Physical time discretization is done with a second-order implicit scheme. Considering the change

of the flow variables in physical time, the residuum in time step (n+1) is:

R̃(Wn+1
P ) = R(Wn+1

P )+
1.5Wn+1

P V n+1
cv −2Wn

PV n
cv +0.5Wn−1

P V n−1
cv

dt
. (13.26)

Pseudo-time discretization is performed using the explicit fifth-order Runge-Kutta method. The

theory behind [ZF03] is not repeated here, the resulting residuum is:

˜̃Rm+1,n
i =

[

∂Ri

∂Wi

∆τ

∆Vcvi

+ I
∆t +1.5∆τ

∆t

]−1

R̃
m+1,n
i , (13.27)

where I is a 4×4 unit matrix, and derivatives ∂Ri

∂Wi
are obtained by derivation of Eq. 13.24, and

the derivatives in the summation can be evaluated by Eq. 13.25.
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Implementation

Grid connectivity is organized into data buffers, computations are decomposed to parallel steps,

and their inputs and outputs are also stored in data buffers. The method performs m pseudo-

time iteration steps (typically 20 in our tests) in every physical time step. All of these pseudo-

time steps are a five-step Runge-Kutta calculations, that require a residuum calculation five times.

Gradients and other surface integrals are determined for each node. Viscous and convective flow

are computed for stencils. Thus, per cell computations are avoided. The relatively simple fluxes

per nodes are not evaluated separately, but they are calculated as needed locally as part of the flow

calculations.

According to this, the steps of this residuum calculation are as follows:

1. Compute flow variable gradients for each cell.

2. Compute fluxes for each stencil.

3. Compute the residuum for each node.

14.1 Grid construction for annotated heart models

The TetGen library [Si15] is able to process PLC (Piecewise Linear Complex) boundary geome-

tries properly, by automatically inserting Steiner points that force the mesh’s conformance. The

PLC geometry allows modeling of the heart valve cusps as membranes, and the treatment of the

gap between the cusps as a special surface. If the need for dynamic modification of the mesh arises,

the complete rebuilding of the mesh at each simulation step with TetGen on the CPU would not

be acceptable. However, this (currently conceptual) problem can be approached differently, more

effectively. It is also possible to maintain a good quality network with slow CPU maintenance with

local repairs [Ala13]. The GPU implementation of such algorithms can therefore be a promising

research direction to extend the results of the project.

Topically, the aortic root model can be conceived as a tube in which the heart valves and

the gap surface form a continuous membrane covering a complete cross section. This membrane
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can be deformed arbitrarily, but it cannot intersect itself. The fact that the geometry meets these

conditions must be ensured by the elastic simulation phase, utilizing collision detection and re-

sponse between heart valve cusps. The geometric model used in the elastic simulation should

also provide an annotation of the triangle nodes. The following possible tags may be used (more

than one per node): vascular, gap, heart valve cusp, chamber-side cross-section, aorta-side cross-

section. These are listed in the exported geometry model as sums of power-of-two integer flags,

as attributes assigned to nodes.

In order to identify the same surfaces in the triangle mesh created by TetGen, node attributes

must be converted to face attributes. To do this, all faces of the input PLC are assigned a label if

all its nodes have the same label. TetGen is configured to provide the following data in its output:

• positions of mesh nodes,

• tetrahedron vertices as indices pointing to the previous array,

• neighbors of tetrahedra as indices pointing to the previous array (or −1, if there is no neigh-

bor),

• which zone the tetraheda belong to (whether they are on the aortic or the chamber side of

the heart valve),

• indices of triangle nodes for triangles that lie on boundary or internal surfaces,

• the labels of the triangles given in the previous array.

From these, we have to build a data structure where the following are available:

• positions of mesh nodes,

• volumes of control volumes that belong to mesh vertices,

• the cross sections of the edge stencils, and the end-node indices of the corresponding edge,

• the cross sections of boundary stencils,

• the boundary conditions to be applied on boundary stencils,

• for every node, the list of stencil indices that belong to the node,

• the cross section of the triangles forming the gap between the heart valve cusps (as earlier:

the vector of surface areas of projections to coordinate planes), and their node indices.

The algorithm that builds the data structure can be decomposed into the following steps:

1. In TetGen’s output data, doubling of the nodes of the heart valve (except for the edges), the

elimination of the neighbors of the tetrahedra on both sides. Thus, the two sides of the heart

valve become an interface and the flow variables may differ on both sides.
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2. In the TetGen’s output data, the fitting of virtual tetrahedra to the boundary triangles. Virtual

tetrahedra are external tetrahedra whose three vertices are located on the interface, on the

same interface triangle, and the fourth vertex of each virtual tetrahedron is the same virtual,

infinite node. The virtual tetrahedra fitting to the adjacent border triangle are adjacent to

each other. Thus, there is no tetrahedron in the data structure that does not have all four

neighbors, and there is no edge that could not be completely circumnavigated through the

adjoining tetrahedra.

3. Construction of an index structure mapping node triples to TetGen’s triangle attributes.

4. For each tetrahedron:

(a) If the tetrahedron is virtual, then its face lying on the boundary surface is broken into

border stencils and assigned to the boundary stencils of the three vertices. The type of

boundary condition associated with the stencil is generated using the index mapping

the nodes to the attributes.

(b) If the tetrahedron is internal, then we walk around all of its previously untreated edges

through adjacent tetrahedra. In each non-virtual tetrahedron, we calculate the cross-

section of the edge stencil part that falls in the tetrahedron, and sum up them to get the

complete edge cross section.

5. We order nodes by rank, updating the tetrahedron and stencil node indices in the respective

data structures.

6. The edge and boundary stencils (considering the two sides of edge stencils to be different)

are sorted according to the index of the node the control volume of which they belong to.

Thus we ensure that when summing stencil flows according to Eq. 13.24, and summing

Jacobi matrices according to Eq. 13.25, we process contiguous data arrays of similar size

(note that the nodes have been sorted according to their ranks). This improves GPU core

utilization substantially.

14.2 Validation on classic problems

The operation of the flow simulation was investigated on two basic test geometries. One is the lid-

driven cavity, which is a cube geometry, where five faces behave as a wall (no-slip boundary), and

the sixth, top face, the medium flows at a specified speed (inlet boundary with uniform required

velocity parallel to the face). In this geometry, we investigated both the mesh and resolution

independence of the simulation (Figure 14.1), and the effect of the Reynold number on vertex

formation (Figure 14.2). In the former case, we compared results of our own runs against each

other, and in the latter we compared our results with OpenFOAM and the results reported in the

literature [VPT12].
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Figure 14.1: Lid-driven cavity resolution independence for different maximum tetrahedron volume
Vmax

The other test geometry is the so-called von Karman street, where a cylinder is placed in the

flow’s path. Measurements of this geometry were also made in comparison with the reference,

examining the phenomena occurring at different Reynolds numbers (Figure 14.4).

The formation of the vortex image and the temporal behavior in particular show that the emer-

gent phenomena occurring in reality like the oscillation behind the obstacle are reproduced in the

simulation. All in all, our system is able to reproduce the expected operation on these tests.
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Figure 14.2: Results obtained for the lid-driven cavity model at Re=400 Reynolds number with our
own program (above), using the OpenFOAM simulation framework (second row), our reference
from literature [VPT12] (third row) and the expected midline velocity profiles (below) (compare
to upper left).
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Figure 14.3: Results obtained for the lid-driven cavity model at Re=1000 Reynolds number with
our own program (above), using the OpenFOAM simulation framework (second row), our ref-
erence from literature [VPT12] (third row) and the expected midline velocity profiles (below)
(compare to upper left).
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Figure 14.4: Simulation on the von Karman street model at different time points with our own
method (left), and the reference from literature [VPT12] (right).



Chapter 15

Result

The finite volume method, in combination with the elastic finite element model described ear-

lier, can simulate the backflow occurring in the closed state of the heart valve. To do this, the

implementation had to be extended to make it able to exchange data with elastic finite element

simulation. We described this Section 14.1. After the validation presented in Section 14.2, the

system is already suitable for answering the targeted medical question. This is illustrated by com-

paring model runs on two versions of the previously described heart model. In the case of A, the

heart valve cusps fit relatively well, leaving a small gap, while in the B case, the misalignment is

more significant.

Note that the method can be extended to other critical points in the human blood flow, however,

the strength of this method is in its capability to handle strong deformations, thin layers, different

boundary conditions, which may not be necessary in all cases.

The simulation was run for the part of cardiac cycle during which the aortic heart valve was

closed, so extending past the diastolic stage, the first part of the systolic section was also simulated

until the heart valve was opened. The boundary conditions were set so that the no-slip effect was

applied to the vascular walls and heart valves, and aortic and ventricular pressures were expressed

as pressure inlet and outlet boundary conditions, changing in time in a piecewise linear manner,

following average cardiac activity curves. The aortic pressure can be described using a single

linear section, while the ventricular can be divided into the relaxation phase preceding the opening

of the mitral valve, the near-constant middle section, and the rising section following the closure

of the mitral valve (Figure 15.1).

Figure 15.1: Aortal and ventricular pressure curves.
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Figure 15.2: The result of simulation performed on heart models, displaying the streamlines of a
characteristic 2D cross-section.

The regurgitation in the aortic root is visible in the simulation results. Cross-sectional flow

diagrams are displayed in Figure 15.2. Figure 15.3 shows the amount of regurgitation as a function

of time in both cases.

Figure 15.3: The amount of blood flowing back versus time. Assuming a stroke volume of 40 ml,
the regurgitant fractions are 6.3% and 47.2%.



Thesis summary

This dissertation concentrates on novel approaches to attack computationally demanding problems

emerging in the study of biological/physical systems where it is essential to exploit the power of

GPU.

Thesis 1: Dynamic Tomography Reconstruction

1.1 Robust fitting of compartment models

Dynamic tomography reconstructs a Time Activity Curve for every voxel assuming that the alge-

braic form of the function is known a-priori. The algebraic form derived from the analysis of com-

partmental models depends non-linearly on the non-negative parameters to be determined. The

parameters should be obtained from noisy reconstructions for every voxel and in every iteration

step, thus the speed of parameter estimation is crucial.

I have proposed improvements to the nested ML-EM algorithm to robustly and efficiently fit

compartment models to noisy data. In particular, I have modified algebraic form of the two-tissue

model and proposed the refinement of the linear parameters, adapted the Levenberg-Marquardt

optimization scheme for the solution of the non-linear system of equations, elaborated an analytic

computation scheme for the integrals of convolutions showing up in optimization, and investigated

different local surrogate measures that can replace the complex global likelihood calculation. [J3,

J4, C10, C16, C18]

1.2 Initial estimation

Finding good initial guesses for the first ML-EM iteration is a critical problem since gradient

based local optimization algorithms do not guarantee convergence to the global optimum if they

are started at an unappropriate location.

I have developed a method suitable for the initial guess of both the linear and non-linear pa-

rameters of the concentration function. The suggested method decomposes the volume to a few

homogeneous regions and determines their activities in frames, then applies simulated annealing

to explore the low-dimensional space of frequencies only and uses the a direct method for ob-

taining linear sub-group of parameters, and finally executes a region based ML-EM iterations to

incorporate the Poisson model. [J4, C16, C18]
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1.3 Regularization

In order to mimic high-speed phenomena, frames must be short, thus the number of events in a

frame is very low, making frame-wise reconstruction impossible. To attack this problem, regu-

larization is needed that enforces smoothness both in the temporal and spatial domains. In the

classical application of the method of sieves, the filtering is computed on scalars, but here we need

to average the time activity functions. In case of non-linear kinetic models filtering the parameters

independently does not work because there is no guarantee that the resulting function will be in

between the filtered functions.

I have proposed a generalized the filtering scheme for spatio-temporal reconstruction, that

takes into account that accurate kinetic models describing the temporal behavior are non-linear.

The filtering method works not on scalars but on analytic functions that depend non-linearly on its

parameters, and can include anatomic information about region boundaries and remains stable

for aggressive filtering as well. [C1, C2, C7, C11]

1.4 Floating frames

During the reconstruction algorithm both the computational complexity and the storage require-

ment are proportional to the number of frames, i.e. how fine the temporal discretization is, which

determines the ability to reconstruct high frequency phenomena. To reduce the storage require-

ments and the computation time, the number of frames should be minimized, but without compro-

mising the reconstruction of quick changes.

I have constructed a floating frame method that determines the frame boundaries adaptively

by considering the currently estimated reconstruction and thus can greatly reduce the computation

time while maintaining the accuracy of the time consuming list mode reconstruction. [C8]

Thesis 2: Automated GPU realization for compute-intensive visual

stimuli

Light stimulus generation is an essential tool in retina response studies. Despite a wide selection

of tools for generating light stimuli for specific experiments, there was no generic way to design

experiments that encompassed the entire toolset of visual science, and automatically generate an

efficient GPU realization for them. In particular, stimuli relying on GPU-intensive tasks like en-

masse random number generation, spatial and temporal filtering were not supported. Mechanisms

to meet strict timing requirements and synchronization needs with measuring equipment despite

the asynchronous nature of GPU work submission were not robust.

I have proposed a component-based system to represent stimuli in existing applications in the

electrophysiology of the visual tract, psychophysics, and ophthalmology; and a GPU hardware

workflow model where computation passes and shader programs are automatically generated from

the components. I have proposed algorithms for real-time spatial and temporal filtering of stim-
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uli. I have addressed the problem of meeting strict timing requirements for both stimulus display

synchronization with measurement electronics. [J1, J2, C3]

Thesis 3: Finite volume blood flow simulation for flow prediction after

aortic root surgery

Recently, special tools have been developed that make it possible to measure the patient-specific

comissure angle distributions of the heart valve in the aorta rapidly and accurately, thus making it

possible to use the measured confugation when sewing back the valves during aortic root surgery.

No database exists yet that would show the physiological benefit of this more advanced surgery

technique. The goal is to examine the created patient-specific geometric models of the aortic root

and the valves and simulate valve opening and closing and blood flow in case of the usual and new

surgery techniques.

I have proposed a method for estimating the amount of regurgitation in the diastolic phase

using a geometric model of the aortic root obtained in a preceding elastic simulation of heart

valves. This solution can use an adaptive mesh capable of handling strong deformations and is

also applicable to dynamic boundary geometries. Moreover, it is possible to integrate this finite

volume solution with the elastic simulation as to form a coupled system, which could lead to

potentially elevated accuracy.[C12, C14, C17, C19, C21, C24]
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Ábel kiadó, Kolozsvár, 2014.



Acknowledgements

This research work has been carried out at the Department of Control Engineering and Informa-

tion Technology of the Budapest University of Technology and Economics and was supported by

OTKA PD-104710, OTKA K–124124, Vekop-221-16. I would like to thank the following people,

without whom I would not have been able to complete this work.

First of all, I would like to express my sincere gratitude to my supervisor László Szécsi and

Prof. László Szirmay-Kalos for their endless support, patience, motivation, and immense knowl-

edge throughout the whole process. Without their persistent help, this dissertation would not have

been realized.

I would like to say a big thank you to my fellow labmates in the Computer Graphics Group

for their encouragement, for the stimulating discussions, and overall help during my work. They

were always there to help me with both professional and personal questions. It has been a great

pleasure to work with them.

In addition, I am also grateful to my former colleague, and friend Péter Hantz who played a

big role in getting me started on this road. Through him, I have got to be a member of this great

team, and he also contributed greatly to the second part of this dissertation.

Last but not the least, I would like to thank my family, in particular to my husband for their

unwavering support and belief in me throughout writing this thesis and in general.

116



Bibliography

[Ala13] F. Alauzet. Efficient moving mesh technique using generalized swapping. In

Proceedings of the 21st International Meshing Roundtable, pages 17–37. Springer,

2013.

[ASD09] S. Anand, H. Singh, and A. Dash. Clinical applications of PET and PET-CT.

Medical Journal Armed Forces India, 65(4):353–358, 2009.

[Bak13] C. I. Baker. Visual Processing in the Primate Brain. In S. M. Irving B. Weiner,

Randy J. Nelson, editor, Handbook of Psychology, Behavioral Neuroscience, chap-

ter 4, pages 81–114. John Wiley and Sons Inc., New Jersey, 2013.

[BBF+16] T. Baden, P. Berens, K. Franke, M. R. Rosón, M. Bethge, and T. Euler. The

functional diversity of retinal ganglion cells in the mouse. Nature, 529(7586):345–

350, 2016.

[BBLH13] S. E. Boye, S. L. Boye, A. S. Lewin, and W. W. Hauswirth. A comprehensive

review of retinal gene therapy. Molecular therapy, 21(3):509–519, 2013.

[BCDH10] A. Benoit, A. Caplier, B. Durette, and J. Hérault. Using human visual system

modeling for bio-inspired low level image processing. Computer vision and Image

understanding, 114(7):758–773, 2010.

[BDJ97] R. Bro and S. De Jong. A fast non-negativity-constrained least squares algorithm.

Journal of Chemometrics: A Journal of the Chemometrics Society, 11(5):393–401,

1997.

[Bec15] F. Beckman. Want to see what we see? Pushing the limits of underwater video.

LYYN AB, 2015.

[BM99] W. Boehm and A. Müller. On de Casteljau’s algorithm. Computer Aided Geomet-

ric Design, 16(7):587–605, 1999.

[Bou04] P. Bourke. Dome projection on a budget, also known as MirrorDome.

http://paulbourke.net/dome/mirrordome/, 2004. Accessed: 2016-02-25.

117

http://paulbourke.net/dome/mirrordome/


BIBLIOGRAPHY 118

[Bou05] P. Bourke. Using a spherical mirror for projection into immersive environments.

In Proceedings of the 3rd international conference on Computer graphics and in-

teractive techniques in Australasia and South East Asia, pages 281–284. Graphite

(ACM Siggraph) Dunedin, 2005.

[BPRS18] A. G. Baydin, B. Pearlmutter, A. A. Radul, and J. Siskind. Automatic differen-

tiation in machine learning: a survey. Journal of Machine Learning Research,

18:1–43, 2018.

[Car11] J.-R. Carlson. Inflow/outflow boundary conditions with application to FUN3D.

2011.

[CBMdS13] D. A. Clark, R. Benichou, M. Meister, and R. A. da Silveira. Dynamical adaptation

in photoreceptors. PLOS Comput Biol, 9(11):e1003289, 2013.

[CD06] S. R. Cherry and M. Dahlbom. PET: physics, instrumentation, and scanners. In

PET, pages 1–117. Springer, 2006.

[CFFM09] C. Chan, R. Fulton, D. D. Feng, and S. Meikle. Regularized image reconstruction

with an anatomically adaptive prior for positron emission tomography. Physics in

Medicine & Biology, 54(24):7379, 2009.

[Chi01] E. Chichilnisky. A simple white noise analysis of neuronal light responses. Net-

work: Computation in Neural Systems, 12(2):199–213, 2001.

[Cho97] A. J. Chorin. A numerical method for solving incompressible viscous flow prob-

lems. Journal of computational physics, 135(2):118–125, 1997.

[Cou96] N. R. Council. Mathematics and Physics of Emerging Biomedical Imaging. The

National Academies Press, Washington, DC, 1996.

[Cro84] F. C. Crow. Summed-area tables for texture mapping. In Proceedings of the 11th

annual conference on Computer graphics and interactive techniques, pages 207–

212, 1984.

[Dau80] J. G. Daugman. Two-dimensional spectral analysis of cortical receptive field pro-

files. Vision research, 20(10):847–856, 1980.

[Dep16] Cambridge Research Systems, ViSaGe MKII Stimulus Generator.

https://www.crsltd.com/tools-for-vision-science/visual-stimulation/visage/,

2016.

[DK03] D. Dereniowski and M. Kubale. Cholesky factorization of matrices in parallel

and ranking of graphs. In International Conference on Parallel Processing and

Applied Mathematics, pages 985–992. Springer, 2003.

https://www.crsltd.com/tools-for-vision-science/visual-stimulation/visage/


BIBLIOGRAPHY 119

[DKM06] M. Defrise, P. Kinahan, and C. Michel. Image Reconstruction Algorithms in PET.,

pages 63–91. 07 2006.

[Dow87] J. E. Dowling. The retina: an approachable part of the brain. Harvard University

Press, 1987.

[DS00] B. De Schutter. Minimal state-space realization in linear system theory: an

overview. Journal of Computational and Applied Mathematics, 121(1):331–354,

2000.

[DS15] J. B. Demb and J. H. Singer. Functional circuitry of the retina. Annual Review of

Vision Science, 1:263–289, 2015.

[E-P16] A suite of applications used to design, generate, and run computerized behavioral

experiments. https://www.pstnet.com/eprime.cfm, 2016. Accessed: 2016-02-25.

[Ebe06] D. H. Eberly. 3D game engine design: a practical approach to real-time computer

graphics. CRC Press, 2006.

[FD05] G. Felsen and Y. Dan. A natural approach to studying vision. Nature neuroscience,

8(12):1643–1646, 2005.

[FHW93] D. Feng, S.-C. Huang, and X. Wang. Models for computer simulation studies

of input functions for tracer kinetic modeling with positron emission tomography.

International journal of bio-medical computing, 32(2):95–110, 1993.

[GBCQ19] K. Gong, E. Berg, S. R. Cherry, and J. Qi. Machine Learning in PET: From

Photon Detection to Quantitative Image Reconstruction. Proceedings of the IEEE,

108(1):51–68, 2019.

[GBH70] R. Gordon, R. Bender, and G. T. Herman. Algebraic reconstruction techniques

(ART) for three-dimensional electron microscopy and X-ray photography. Journal

of theoretical Biology, 29(3):471–481, 1970.

[GGC01] R. N. Gunn, S. R. Gunn, and V. J. Cunningham. Positron emission tomogra-

phy compartmental models. Journal of Cerebral Blood Flow & Metabolism,

21(6):635–652, 2001.

[Gil72] P. Gilbert. Iterative methods for the three-dimensional reconstruction of an object

from projections. Journal of theoretical biology, 36(1):105–117, 1972.

[GLNC19] J.-D. Gallezot, Y. Lu, M. Naganawa, and R. E. Carson. Parametric imaging with

PET and SPECT. IEEE Transactions on Radiation and Plasma Medical Sciences,

4(1):1–23, 2019.

https://www.pstnet.com/eprime.cfm


BIBLIOGRAPHY 120

[Goi72] M. Goitein. Three-dimensional density reconstruction from a series of two-

dimensional projections. Nuclear Instruments and Methods, 101(3):509–518,

1972.

[Gor74] R. Gordon. A tutorial on ART (algebraic reconstruction techniques). IEEE Trans-

actions on Nuclear Science, 21(3):78–93, 1974.

[GSCR+15] M. N. Geuss, J. K. Stefanucci, S. H. Creem-Regehr, W. B. Thompson, and

B. J. Mohler. Effect of display technology on perceived scale of space. Hu-

man Factors: The Journal of the Human Factors and Ergonomics Society, page

0018720815590300, 2015.

[Gue13] G. Guennebaud. Eigen. http://eigen.tuxfamily.org, 2013. Accessed: 2016-02-25.

[HB00] A. Haselbacher and J. Blazek. Accurate and efficient discretization of Navier-

Stokes equations on mixed grids. AIAA journal, 38(11):2094–2102, 2000.

[HCPK15] J. Herault, G. Cristobal, L. Perrinet, and M. S. Keil. Biologically Inspired Com-

puter Vision: Fundamentals and Applications. John Wiley & Sons, 2015.

[HHH09] A. Hyvärinen, J. Hurri, and P. O. Hoyer. Natural Image Statistics: A Probabilistic

Approach to Early Computational Vision., volume 39. Springer Science & Busi-

ness Media, 2009.

[HKM07] D. Hill, D. Kleinfeld, and S. Mehta. Spike sorting. Observed Brain Dynamics by

PP Mitra and H. Bokil. Oxford Press, 9:257–270, 2007.

[Hod16] N. Hodgson. Scintilla. https://riverbankcomputing.com/software/qscintilla/intro,

2016. Accessed: 2016-02-25.

[Ike16] MotionDSP Inc. Real-time Computer Vision and Video Enhancement, 2016.

[Int] Aortic Root Replacement. https://tinyurl.com/y3uy63px. [Online; accessed April

27, 2016].

[Jea04] S. Jan and et al. GATE: A simulation toolkit for PET and SPECT. Physics in

Medicine and Biology, 49(19):4543–4561, 2004.

[JK09] C. Joselevitch and M. Kamermans. Retinal parallel pathways: seeing with our

inner fish. Vision research, 49(9):943–959, 2009.

[JR12] N. Jungenfelt and T. Raski. Contrast enhancement, denoising and fusion in dark

video for applications in automobile safety. 2012.

[KAR83] S.-Y. Kung, K. S. Arun, and D. B. Rao. State-space and singular-value

decomposition-based approximation methods for the harmonic retrieval problem.

JOSA, 73(12):1799–1811, 1983.

http://eigen.tuxfamily.org
https://riverbankcomputing.com/software/qscintilla/intro
https://tinyurl.com/y3uy63px


BIBLIOGRAPHY 121

[KBMS05] M. E. Kamasak, C. A. Bouman, E. D. Morris, and K. Sauer. Direct reconstruc-

tion of kinetic parameter images from dynamic PET data. IEEE transactions on

medical imaging, 24(5):636–650, 2005.

[KRS+12] M. Kwon, C. Ramachandra, P. Satgunam, B. W. Mel, E. Peli, and B. S. Tjan. Con-

tour enhancement benefits older adults with simulated central field loss. Optome-

try and vision science: official publication of the American Academy of Optometry,

89(9):1374, 2012.

[KSKAC02] C. Kelemen, L. Szirmay-Kalos, G. Antal, and F. Csonka. A simple and robust mu-

tation strategy for the metropolis light transport algorithm. In Computer Graphics

Forum, volume 21, pages 531–540. Wiley Online Library, 2002.

[Kub14] J. Kubilius. A framework for streamlining research workflow in neuroscience and

psychology. Frontiers in neuroinformatics, 7, 2014.

[Lak75] A. Lakshminarayanan. Reconstruction from divergent ray data. State University

of New York (Buffalo). Department of Computer Science, 1975.

[Law13] H. T. Lawless. Quantitative sensory analysis: Psychophysics, models and intelli-

gent design. John Wiley & Sons, 2013.

[LD13] Z.-L. Lu and B. Dosher. Visual psychophysics: From laboratory to theory. MIT

Press, 2013.

[LGA11] M. A. Livingston, C. R. Garrett, and Z. Ai. Image Processing for Human Under-

standing in Low-visibility. Technical report, DTIC Document, 2011.

[Lie76] C. K. Liew. Inequality constrained least-squares estimation. Journal of the Amer-

ican Statistical Association, 71(355):746–751, 1976.

[M+03] G. Marsaglia et al. Xorshift rngs. Journal of Statistical Software, 8(14):1–6, 2003.

[MAK+10] J. C. Matthews, G. I. Angelis, F. A. Kotasidis, P. J. Markiewicz, and A. J. Reader.

Direct reconstruction of parametric images using any spatiotemporal 4D image

based model and maximum likelihood expectation maximisation. In IEEE Nuclear

Science Symposuim & Medical Imaging Conference, pages 2435–2441. IEEE,

2010.

[MBD+15] E. Muller, J. A. Bednar, M. Diesmann, M.-O. Gewaltig, M. Hines, and A. P. Davi-

son. Python in neuroscience. Frontiers in neuroinformatics, 9, 2015.

[MES+04] E. D. MORRIS, C. J. ENDRES, K. C. SCHMIDT, B. T. CHRISTIAN, R. F.

MUZIC, and R. E. FISHER. CHAPTER 23 - Kinetic Modeling in Positron Emis-

sion Tomography. In M. N. Wernick and J. N. Aarsvold, editors, Emission Tomog-

raphy, pages 499 – 540. Academic Press, San Diego, 2004.



BIBLIOGRAPHY 122

[Mic16] Optical Illusions and Visual Phenomena. http://www.michaelbach.de/ot/, 2016.

Accessed: 2016-02-25.

[MNMK16] N. K. Medathati, H. Neumann, G. S. Masson, and P. Kornprobst. Bio-inspired

computer vision: Towards a synergistic approach of artificial and biological vision.

Computer Vision and Image Understanding, 2016.

[MPB94] M. Meister, J. Pine, and D. A. Baylor. Multi-neuronal signals from the retina:

acquisition and analysis. Journal of neuroscience methods, 51(1):95–106, 1994.

[MSK11] M. Magdics and L. Szirmay-Kalos. Optimization in Computer Engineering - The-

ory and Applications, chapter Total Variation Regularization in Maximum Likeli-

hood Estimation, pages 155–168. Scientific Research Publishing, 2011.

[MSKT+11a] M. Magdics, L. Szirmay-Kalos, B. Tóth, A. Csendesi, and A. Penzov. Scatter

estimation for PET reconstruction. In Proceedings of the 7th international con-

ference on Numerical methods and applications, NMA’10, pages 77–86, Berlin,

Heidelberg, 2011. Springer-Verlag.

[MSKT+11b] M. Magdics, L. Szirmay-Kalos, B. Tóth, D. Légrády, A. Cserkaszky, L. Balkay,

B. Domonkos, D. Völgyes, G. Patay, P. Major, et al. Performance evaluation of

scatter modeling of the GPU-based "Tera-Tomo" 3D PET reconstruction. In 2011

IEEE Nuclear Science Symposium Conference Record, pages 4086–4088. IEEE,

2011.

[MSKTU12] M. Magdics, L. Szirmay-Kalos, B. Tóth, and T. Umenhoffer. Filtered sampling for

PET. In 2012 IEEE Nuclear Science Symposium and Medical Imaging Conference

Record (NSS/MIC), pages 2509–2514. IEEE, 2012.

[MST12] S. Mathôt, D. Schreij, and J. Theeuwes. OpenSesame: An open-source, graphical

experiment builder for the social sciences. Behavior research methods, 44(2):314–

324, 2012.

[MTKSK11] M. Magdics, B. Tóth, B. Kovács, and L. Szirmay-Kalos. Total variation regular-

ization in PET reconstruction. In KEPAF, pages 40–53, 2011.

[Nis15] H. Nishikawa. Accuracy-preserving boundary flux quadrature for finite-volume

discretization on unstructured grids. Journal of computational physics, 281:518–

555, 2015.

[Ope16] An open-source, graphical experiment builder for the social sciences.

http://osdoc.cogsci.nl/, 2016. Accessed: 2016-02-25.

[PBE01] M. Persson, D. Bone, and H. Elmqvist. Total variation norm for three-dimensional

iterative reconstruction in limited view angle tomography. Physics in Medicine &

Biology, 46(3):853, 2001.

http://www.michaelbach.de/ot/
http://osdoc.cogsci.nl/


BIBLIOGRAPHY 123

[PBF83] C. S. Patlak, R. G. Blasberg, and J. D. Fenstermacher. Graphical evaluation of

blood-to-brain transfer constants from multiple-time uptake data. Journal of Cere-

bral Blood Flow & Metabolism, 3(1):1–7, 1983.

[Pei09] J. W. Peirce. Generating stimuli for neuroscience using PsychoPy. Frointiers In

Neuroinformatics, 2009.

[PF95] D. G. Pelli and B. Farell. Psychophysical methods. Handbook of optics, 1:29–1,

1995.

[Pre16] A stimulus delivery and experiment control program for neuroscience.

https://www.neurobs.com/, 2016. Accessed: 2016-02-25.

[Psy15] Psychology software in Python. http://www.psychopy.org/, 2015. Accessed: 2016-

02-25.

[Psy16] Psychophysics Toolbox Version 3. http://psychtoolbox.org/, 2016. Accessed:

2016-02-25.

[Qui14] I. Quilez. Canyon. https://www.shadertoy.com/view/MdBGzG, 2014. Accessed:

2016-02-25.

[Rad86] J. Radon. On the determination of functions from their integral values along cer-

tain manifolds. IEEE transactions on medical imaging, 5(4):170–176, 1986.

[Rod65] R. W. Rodieck. Quantitative analysis of cat retinal ganglion cell response to visual

stimuli. Vision research, 5(12):583–601, 1965.

[Roe81] P. L. Roe. Approximate Riemann solvers, parameter vectors, and difference

schemes. Journal of computational physics, 43(2):357–372, 1981.

[Roe89] P. L. Roe. The use of the Riemann problem in finite difference schemes. In Seventh

International Conference on Numerical Methods in Fluid Dynamics, pages 354–

359. Springer, 1989.

[RTZ09] A. Rahmim, J. Tang, and H. Zaidi. Four-dimensional (4D) image reconstruction

strategies in dynamic PET: Beyond conventional independent frame reconstruc-

tion. Medical physics, 36(8):3654–3670, 2009.

[RV14] A. J. Reader and J. Verhaeghe. 4D image reconstruction for emission tomography.

Physics in Medicine & Biology, 59(22):R371, 2014.

[SB99] E. T. Slijpen and F. J. Beekman. Comparison of post-filtering and filtering be-

tween iterations for SPECT reconstruction. IEEE Transactions on Nuclear Sci-

ence, 46(6):2233–2238, 1999.

https://www.neurobs.com/
http://www.psychopy.org/
http://psychtoolbox.org/
https://www.shadertoy.com/view/MdBGzG


BIBLIOGRAPHY 124

[SBW+97] S. M. Smirnakis, M. J. Berry, D. K. Warland, W. Bialek, M. Meister, et al.

Adaptation of retinal processing to image contrast and spatial scale. Nature,

386(6620):69–73, 1997.

[Shi01] S. Shin. Reynolds-averaged Navier-Stokes computation of tip clearance flow in a

compressor cascade using an unstructured grid. PhD thesis, Virginia Tech, 2001.

[SHNFG11] B. A. Sabel, P. Henrich-Noack, A. Fedorov, and C. Gall. Vision restoration after

brain and retina damage: the “residual vision activation theory”. In Progress in

brain research, volume 192, pages 199–262. Elsevier, 2011.

[Si15] H. Si. TetGen, a Delaunay-based quality tetrahedral mesh generator. ACM Trans-

actions on Mathematical Software (TOMS), 41(2):11, 2015.

[SK08] L. Szirmay-Kalos. Monte-Carlo Methods in Global Illumination — Photo-

realistic Rendering with Randomization. VDM, Verlag Dr. Müller, Saarbrücken,

2008.

[SK19] L. Szirmay-Kalos. Kinetic Model Fitting with Forced Convexification. In Molec-

ular Imaging Conference (MIC). Paper: 1357, Manchester, 2019.

[SK20] L. Szirmay-Kalos. Higher Order Automatic Differentiation with Dual Numbers.

Periodica Polytechnica Electrical Engineering and Computer Science, 2020.

[SKMT14] L. Szirmay-Kalos, M. Magdics, and B. Tóth. Multiple importance sampling for

PET. IEEE Transactions on Medical Imaging, 33(4):970–978, 2014.

[SKMT17] L. Szirmay-Kalos, M. Magdics, and B. Tóth. Volume enhancement with externally

controlled anisotropic diffusion. The Visual Computer, 33(3):331–342, 2017.

[SKMTB12] L. Szirmay-Kalos, M. Magdics, B. Tóth, and T. Bukki. Averaging and metropo-

lis iterations for positron emission tomography. IEEE transactions on medical

imaging, 32(3):589–600, 2012.

[SKTJ14] L. Szirmay-Kalos, B. Tóth, and G. Jakab. Efficient Bregman iteration in fully 3d

PET. In 2014 IEEE Nuclear Science Symposium and Medical Imaging Conference

(NSS/MIC), pages 1–7. IEEE, 2014.

[SLW97] M. Schrauf, B. Lingelbach, and E. R. Wist. The scintillating grid illusion. Vision

research, 37(8):1033–1038, 1997.

[SM85] D. L. Snyder and M. I. Miller. The use of sieves to stabilize images produced

with the EM algorithm for emission tomography. IEEE Transactions on Nuclear

Science, 32(5):3864–3872, 1985.



BIBLIOGRAPHY 125

[SMTP87] D. L. Snyder, M. I. Miller, L. J. Thomas, and D. G. Politte. Noise and edge

artifacts in maximum-likelihood reconstructions for emission tomography. IEEE

transactions on medical imaging, 6(3):228–238, 1987.

[SSTT12] R. Snowden, R. J. Snowden, P. Thompson, and T. Troscianko. Basic vision: an

introduction to visual perception. Oxford University Press, 2012.

[Str08] A. D. Straw. Vision egg: an open-source library for realtime visual stimulus gen-

eration. Frontiers In Neuroinformatics, 2008.

[Str15] Software for visual psychophysics. http://www.hans.strasburger.de/psy_soft.html,

2015. Accessed: 2016-02-25.

[SV82] L. A. Shepp and Y. Vardi. Maximum likelihood reconstruction for emission to-

mography. IEEE transactions on medical imaging, 1(2):113–122, 1982.

[SVDS14] M. Spapé, R. Verdonschot, S. v. Dantzig, and H. v. Steenbergen. The E-Primer:

An introduction to creating psychological experiments in E-Prime®. Leiden Uni-

verisity Press, 2014.

[TMMC11] X. G. Troncoso, S. L. Macknik, and S. Martinez-Conde. Vision’s first steps:

Anatomy, physiology, and perception in the retina, lateral geniculate nucleus, and

early visual cortical areas. In Visual Prosthetics, pages 23–57. Springer, 2011.

[TPH+12] J. Takalo, A. Piironen, A. Honkanen, M. Lempeä, M. Aikio, T. Tuukkanen, and

M. Vähäsöyrinki. A fast and flexible panoramic virtual reality system for be-

havioural and electrophysiological experiments. Scientific reports, 2, 2012.

[VDVdW+01] S. Vandenberghe, Y. D’Asseler, R. Van de Walle, T. Kauppinen, M. Koole,

L. Bouwens, K. Van Laere, I. Lemahieu, and R. Dierckx. Iterative reconstruc-

tion algorithms in nuclear medicine. Computerized medical imaging and graphics,

25(2):105–111, 2001.

[Vis09] An open-source library for realtime visual stimulus generation.

http://visionegg.org/, 2009. Accessed: 2016-02-25.

[VL90] E. Veklerov and J. Llacer. The feasibility of images reconstructed with the methods

of sieves. IEEE Transactions on Nuclear Science, 37(2):835–841, 1990.

[VPT12] S. Vrahliotis, T. Pappou, and S. Tsangaris. Artificial compressibility 3-D Navier-

Stokes solver for unsteady incompressible flows with hybrid grids. Engineering

Applications of Computational Fluid Mechanics, 6(2):248–270, 2012.

[VRBT16] M. Veronese, G. Rizzo, A. Bertoldo, and F. E. Turkheimer. Spectral analysis of dy-

namic PET studies: a review of 20 years of method developments and applications.

Computational and mathematical methods in medicine, 2016, 2016.

http://www.hans.strasburger.de/psy_soft.html
http://visionegg.org/


BIBLIOGRAPHY 126

[VS19] D. Varnyú and L. Szirmay-Kalos. Improving Positron Emission Tomography with

Guided Filtering. In 2019 International Conference on Control, Artificial Intelli-

gence, Robotics Optimization (ICCAIRO), pages 61–68, 2019.

[Wäs04] H. Wässle. Parallel processing in the mammalian retina. Nature Reviews Neuro-

science, 5(10):747–757, 2004.

[WDL94] A. WK and B. Daryl L. An implicit upwind algorithm for computing turbulent

flows on unstructured grids. 1994.

[WIK+06] H. Watabe, Y. Ikoma, Y. Kimura, M. Naganawa, and M. Shidahara. PET kinetic

analysis—compartmental model. Annals of nuclear medicine, 20(9):583, 2006.

[WM10] W. Wadsak and M. Mitterhauser. Basics and principles of radiopharmaceuticals

for PET/CT. European journal of radiology, 73(3):461–469, 2010.

[WOM14] E. Warrant, M. Oskarsson, and H. Malm. The remarkable visual abilities of noctur-

nal insects: neural principles and bioinspired night-vision algorithms. Proceedings

of the IEEE, 102(10):1411–1426, 2014.

[WQ10] G. Wang and J. Qi. Acceleration of the direct reconstruction of linear paramet-

ric images using nested algorithms. Physics in Medicine & Biology, 55(5):1505,

2010.

[WQ12] G. Wang and J. Qi. An optimization transfer algorithm for nonlinear paramet-

ric image reconstruction from dynamic PET data. IEEE transactions on medical

imaging, 31(10):1977–1988, 2012.

[WQ13] G. Wang and J. Qi. Direct estimation of kinetic parametric images for dynamic

PET. Theranostics, 3(10):802, 2013.

[WRG20] G. Wang, A. Rahmim, and R. N. Gunn. PET Parametric Imaging: Past, Present,

and Future. IEEE Transactions on Radiation and Plasma Medical Sciences, 2020.

[YPWC08] J. Yan, B. Planeta-Wilson, and R. E. Carson. Direct 4D list mode parametric

reconstruction for PET with a novel EM algorithm. In 2008 IEEE Nuclear Science

Symposium Conference Record, pages 3625–3628. IEEE, 2008.

[YY11] A. Yoonessi and A. Yoonessi. A Glance at Psychophysics Software Programs.

Basic and Clinical Neuroscience, 2(3):73–75, 2011.

[ZF03] Y. Zhao and A. Forhad. A general method for simulation of fluid flows with

moving and compliant boundaries on unstructured grids. Computer methods in

applied mechanics and engineering, 192(39):4439–4466, 2003.



BIBLIOGRAPHY 127

[ZHS+94] I. G. Zubal, C. R. Harrell, E. O. Smith, Z. Rattner, G. Gindi, and P. B. Hoffer.

Computerized three-dimensional segmented human anatomy. Medical Physics,

21(2):299–302, 1994.

[ZZ00] Y. Zhao and B. Zhang. A high-order characteristics upwind FV method for in-

compressible flow and heat transfer simulation on unstructured grids. Computer

methods in applied mechanics and engineering, 190(5):733–756, 2000.


	Motivation
	I Dynamic Tomography Reconstruction
	Introduction
	PET physics

	The PET reconstruction problem
	Object and data representation
	Reconstruction methods
	Dynamic PET reconstruction using the ML-EM algorithm
	Kinetic models
	Research objectives

	Robust fitting of compartmental models
	Algebraic forms of compartmental models
	Analytic integration and derivation of the activity
	Fitting during iterative reconstruction
	Direct method for the linear sub-group parameters
	Fitness measure
	Results

	Initial estimation
	Initial region-based non-parametric least-square reconstruction
	Initial guess of the frequencies
	Initial region-based ML-EM reconstruction
	Results

	Regularization
	Spatial regularization with a penalty term
	Method of sieves for time functions
	Results

	Floating frames
	The method of frame definition
	Bottom-up approach
	Top-down approach
	Results

	Fully 3D Dynamic PET Reconstruction on the GPU

	II Generation of Visual Stimuli
	Introduction
	Retina physiology
	Psychophysics
	State of the art in stimulus generation

	Computational workflow
	Workflow organization
	Details of pivotal functionality

	Implementation
	Stimulus sequence control GUI and Visually Aided Script Editing

	Results
	Practical aspects and examples of light stimuli
	An application: Rodent retina electrophysiology with MEA


	III Finite volume blood flow simulation
	Introduction
	Theory of the method
	The base equation

	Implementation
	Grid construction for annotated heart models
	Validation on classic problems

	Result

	Thesis summary
	Own publications
	Acknowledgements
	Bibliography

