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I. Introduction

During the past decade, the pharmaceutical industry has experienced a continuous decrease
in the number of new molecular entities (NMEs) per year, whereas the R&D spending has
been constantly rising. In response to these disturbing trends, also known as the “pharma
innovation gap”, a range of new drug discovery strategies have emerged. Drug repositioning, the
innovative application of a known drug in a new indication, has been considered as a particularly
promising approach. In this work, we present a data fusion framework which aims to support
drug repositioning by utilizing multiple heterogeneous information sources [1].

II. Kernel-based data fusion

Using data fusion to support in silico drug discovery is not a new concept. The earliest methods
exploited the similar property principle (SPP), which states that similar compounds tend to
have similar properties. Traditional similarity-based approaches, such as rank-based data fusion
(RBDF) focused on finding drug candidates by using positive examples and combining multiple
similarities. However, a number of questions remained open, including:
• Multiple entities (one-to-many similarities)
• Automatic weighting of the information sources (e.g. query-driven adaptive fusion)
• Statistical guarantees

Kernel-based data fusion (KBDF), also known as Multiple Kernel Learning addresses all of
these questions and has been successfully applied in gene prioritization [2]. The idea is to
formulate the problem as a one-class SVM classification problem, but instead of a classification
step, the samples are prioritized on the basis of their distance to the origin. In this work, we
adapted the formulation of Vishwanathan et al. [3] to this one-class prioritization task:
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This corresponds to the one-class SVM primal with the additional capability to handle multiple
representations weighted by d. The last term stands for the regularization of the kernel weights
and we chose it to be the squared L2-norm regularizer to promote density across the kernels.
The dual is
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which can be solved very efficiently by the SMO algorithm and the kernel weights can be re-
covered from the solution. The samples can be prioritized by projecting onto the normal of the
hyperplane and computing the normalized distance to the origin:
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Furthermore, we utilized invariant kernels which satisfy
Kk(xi,xi) = 1. Since in this setting the samples in the
Reproducing Kernel Hilbert Spaces Hk lie on the surface of
a hypersphere, it follows that learning the optimal separating
hyperplane is equivalent to finding a kernel weighting which
minimizes, loosely speaking, the “volume” of the training set
in the combined RKHS H = ⊕

k{f |f ∈ Hk : ‖f‖Hk

dk
<∞}.

The figure on the right shows a RKHS H1 in which the
query G has a “compact” kernel representation i.e. the in-
variant kernel K1 captures G fairly well (equivalently, the
margin ρG is close to 1). This implies that K1 would gain a
high weight in this scenario. However, if applied to the query
B, the same kernel would gain a much lower weight. Since
the kernel weighting depends on the training set (intuitively,
KBDF actively exploits the “structure” of the question), we
can see that the KBDF method avoids a major drawback of
RBDF, which resorts to global fusion schemes.

III. Results and future work
The main idea is to define the training set as a group of drugs which are approved in a certain
indication, then to hunt for similar drugs (very much like a “biomedical Google”); this can be
formulated as a prioritization problem with some appropriate kernels. To this end, we utilized
various pharmacological information sources to construct the kernel representations of the drugs.

Our systematic evaluation showed that KBDF outperformed the traditional RBDF approach
by predicting ATC-class memberships with a significantly better performance in a 100-fold 70-30
cross-validation setting, using multiple performance measures. We also performed a case-by-case
validation using expert knowledge and found several candidates for repositioning.

Current developments include an OpenCL-based implementation for GPU clusters, a general
prioritizer software pack with GUI and various mathematical extensions.
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