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I. Introduction

The completion of the Human Genome Program and the HapMap Project has made it possible to iden-
tify an informative set of > 1 million single nucleotide polymorphisms (SNP) across the genome that
can be used to carry out genome-wide association studies (GWAS). These experiments performed to
date exhilarated numerous new, replicable associations between common genetic variants and different
phenotypic features (eg. complex diseases) [1].

Despite the promising results it is widely accepted that the effect of variations in the human genome is
largely unknown [2]. The ”weak” results can be explained by several factors: the design of experiments
do not exploit the available biological background knowledge; testing one SNP at a time does not fully
realize the potential of GWA studies to identify multiple causal variants, which is plausible scenario
for many complex diseases; the experiments usually ignore the environmental effects on diseases.
To overcome these problems the using of multivariate methods is beginning to spread, which try to
discover the probabilistic and causal relations of the joint effects of weak factors while modeling gene-
gene and gene-environmental interactions.

The relative scarcity of the results of genetic association studies prompted many research directions,
such as the use of the Bayesian framework [3]; and the use of complex models, such as Bayesian
networks (BN), which can learn non-transitive, multivariate, non-linear relations between target and
explanatory variables, treat multiple targets and allow scalable multivariate analysis [4]. Because their
applicability in genome-wide association studies is hindered by the high computational complexity
(approx. 106 variables and 104 number of samples), we implemented a two-phased combined method,
in which a Bayesian univariate method filters the variables for the subsequent deep analysis for inter-
actions.

We present results about the performance of this two-step approach using a realistic GWAS dataset.

II. Methods

A. Generating the artificial dataset
We demonstrate the results on an artificial data set generated as follows:

(1) We simulated a case-control dataset containing 10000 random samples with HAPGEN [5]. This
program can handle markers in linkage disequilibrium and can simulate datasets over large regions,
such as whole chromosomes. We used the publicly available files that contain the haplotypes estimated
as part of the HapMap project, and the estimated fine-scale recombination map derived from that data
(HapMap rel#22 - NCBI Build 36 (dbSNP b126)). The generated dataset contained 33815 SNPs, these
SNPs defined the genetic background of our samples.

(2) We created manually a Bayesian network which modeled a realistic disease. The model contained
10 variables that were relevant with respect to the case-control target variable. The parametrization of
the Bayesian network was set to be similar to typical complex diseases found in GWA studies [1, 6]
(odds ratio (OR) between 1.1 and 1.5, minor allele frequencies above 0.01). The model contained
variables that had no direct effect on the target variable, only through an other variable (pure inter-
actions). Using this model, we generated 10000 random samples (5000 cases and 5000 controls) by
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Gibbs-sampling.
(3) We integrated the two datasets as follows: we paired each sample from the (2) dataset with a

randomly chosen sample from the (1) dataset. We concatenated the two rows to create a new row
which hence contained 10 + 33815 = 33825 variables. We used the resulting dataset to test our
methods. Therefore the variables relevant to the target variable were known before the completion of
the analysis, so we could easily measure the performance of our methods. The aim of our investigation
was to identify all the relevant variables with respect to the target variable.

B. Univariate Bayesian test used for filtering the variables
To filter the variables we implemented a univariate Bayesian test [3] which was based on calculat-
ing Bayes Factors (BF). Let θhet denote the logarithm (base e) of the OR between the heterozygote
and the common homozygote. Let θhom denote the logarithm of the OR between rare and common
homozygotes. The null hypothesis is:

H0 : θhet = θhom = 0

The general alternative, H1, is that at least one of θhet and θhom is non-zero. If we consider a precise
alternative, for example:

H1 : θhet = t1, θhom = t2

in which t1 and t2 are known, then:

BF =
P (data|θhet = t1, θhom = t2)

P (data|θhet = 0, θhom = 0)
(1)

However, in practice the values of θhet and θhom under H1 are unknown, and computing the numerator
of the BF requires averaging over possible values for t1 and t2, which are weighted by their plausibil-
ities before the association data were observed. These weights are referred to as the prior distribution
for θhet and θhom under H1. Specifying a prior distribution for θhet and θhom under H1 proceeds by first
selecting one or more genetic models. These genetic models mean implicit restrictions on the possible
values of θhet and θhom. In case of an additive model, θ = θhom = 2∗ θhet; in case of a dominant model
θ = θhet = θhom; and in case of a recessive model θhet = 0 and θ = θhom, so in all cases there is the
only a single effect size parameter (θ).

C. Filtering the variables
We calculated the Bayes Factor between the case-control status and every variable from the 33825
variables of the final dataset. We sorted the variables by the associated Bayes Factors and chose the
best 10, 20, 50, 100, 200 and 300 variables with the highest BFs. We performed the multivariate
Bayesian analysis on these reduced datasets.

D. Bayesian Multi-level Analysis
The multivariate, multi-level Bayesian analysis was performed as it was previously described in [4].

We modeled the joint probability distribution of the variables of the reduced datasets with Bayesian
networks. In Bayesian probabilistic networks the relevant variables with respect to the target variable
form the Markov boundary of the target variable. Therefore our main task is a feature selection prob-
lem; the calculation of the posterior probability of the Markov boundary structural feature averaged
over the possible network structures:

P (f |data) =
∑
G

f(G)P (G|data) (2)

where f(G) is 1 if the feature holds in network structure G and 0 otherwise. The number of BN struc-
tures is super-exponential in the number of random variables in the domain; therefore this summation
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have to be approximated by considering only a subset of possible structures. We used Markov Chain
Monte Carlo methods; we defined a Markov chain over structures whose stationary distribution was
the posterior P (G|data), we then generated samples from this chain, and used them to estimate (2).

III. Results and discussion

In the first step, the artificial GWAS dataset, that contained 33825 variables before filtering, was filtered
with the univariate Bayesian test described at II. B. resulting 6 different datasets. The datasets contained
10, 20, 50, 100, 200 and 300 variables and 10000 samples each. Next, we performed the multivariate,
multi-level Bayesian analysis described at II. D. on the first 500, 1000, 5000 and 10000 samples of the
various datasets. We calculated for every variable the posterior probability of the structural feature,
that the variable is in the Markov boundary of the target variable.

Figure 1 shows the posterior probability of Markov boundary membership of the truly relevant vari-
ables in different model sizes (variable counts) depending on the sample sizes. Increasing the sample
size, the posterior probability of the truly relevant SNPs would also increase; so it can be generally
said, that the more samples we had, the more probable that a truly relevant variable would be claimed
by our methods as relevant. As it can be clearly seen in Figure 1, there were relevant variables (whose
relevance was known before as we had set them to be relevant while generating the datasets) whose
posterior probability were zero, even if we used 10000 samples. The reason of that is quite clear:
variables that were in pure interaction with the target variable could have been excluded in the filtering
step.

Figure 1: The posterior probability of Markov boundary membership of the truly relevant variables in
different model sizes depending on the sample sizes. x-axis: sample size; y-axis: posterior probability;
the count of variables in the datasets (the size of the models) from left to right, top to bottom: 10, 20,
50, 100, 200, 300.

Figure 2 shows the aggregated sensitivity and positive predictive values depending on the data sizes.
Sensitivity values were calculated as follows: what proportion of the truly relevant variables’ posterior
probability exceed threshold 0.5. Positive predictive values were calculated as follows: what proportion
of the variables claimed by the method to be relevant (posterior probability > 0.5), were truly relevant.

It can be clearly seen, that increasing the sample size, sensitivity and positive predictive values are
increasing as well. Using 10000 samples, the method claimed at least 5 from the 10 truly relevant
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variables to be relevant in each model sizes. Using 500 samples the method found at most 1 variable;
the biggest difference was at 5000 samples, where the best parametrization (model size = 20) yielded
4, the worst parametrization (model size = 300) yielded only 2 truly relevant variables.

The positive predictive values are generally increasing till 5000 samples. Using 10000 samples the
smaller model sizes (10, 20 and 50 variables) yielded further increase, the bigger model sizes (100,
200 and 300) yielded minor decrease. Using 10000 samples the smaller the model size, the higher the
positive predictive values are.

We also calculated the standard χ2 test of association as a reference method (generally used for
association testing). On both sides of Figure 2 a dashed line shows the results of this method on 10−5

significance level.

Figure 2: The sensitivity and positive predictive value of the method presented in the article. Left:
Sensitivity: what proportion of the truly relevant variables’ posterior probability exceed threshold 0.5.
Right: Positive predictive values: what proportion of the variables claimed by the method to be relevant
(posterior probability > 0.5), were truly relevant. On both sides a dashed line shows the results of the
standard χ2 test on 10−5 significance level.

IV. Conclusion

Probabilistic models are already widely applied tools in expression data analysis, in pedigree analysis,
in linkage and association analysis. In the paper we presented the learning characteristics of a two-step
Bayesian method in genetic association studies for systematically varying sample size and number of
variables.
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