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I. Introduction 

Finding homologies between a genetic sequence of interest and the contents of a bioinformatics 
database constitutes an important step in many sequence analysis protocols. This task ultimately 
boils down to finding the most likely alignments of the query sequence to each sequence in the 
database. While an exact solution to this problem is known [1], in practice a computationally more 
feasible approach is usually taken, due to the massive and ever-increasing volume of genetic or 
proteomic information being used as reference to the alignment. This heuristic algorithm, known as 
BLAST [2], is widely used in current research, since it allows for finding optimal alignments in 
reasonable time.  

However, with a very large reference database and a large amount of query sequences to be 
aligned, even this fast algorithm can take an impractical time to execute. Various approaches exist to 
tackle this problem of computational complexity, one of which being the reduction of the reference 
database size by prefiltering, which in turn reduces the running time of the BLAST algorithm (since 
it is roughly proportional to the size of the reference database). This paper describes one such 
prefiltering system, covering both the prefiltering algorithm and its efficient implementation on an 
FPGA accelerator card. 

II. Prefiltering Algorithm 

The first two steps of the BLAST algorithm is to scan through the reference sequences and to find 
short subsequences (“words”) that have a high score when matched to any word of the query, given a 
predefined scoring scheme. In subsequent steps these high scoring pairs are extended by BLAST to 
yield stretches of high similarity, called Maximal Segment Pairs, of which the ones that are the most 
unlikely to have arisen by chance are reported to the user [2].  

The first two steps therefore limit the scope of alignment efforts to the proximity of those words 
that have high similarity to the words of the query in a simple, exact-matching sense. The basic idea 
of BLAST prefiltering is to reduce the reference database to roughly these regions with a very fast 
filtering algorithm, so that the actual BLAST run will be run against a much smaller reference 
database. Since the first steps of BLAST themselves perform a similar task, the advantage of the 
prefiltering approach lies in the fast and possibly parallelized implementation of the filtering, which 
should scale better with the reference length than the first steps of BLAST. 

The task therefore is to scan through the entire reference sequence and compare each word to each 
word of the query. The naïve approach would take O(N*M) steps, where N and M are the word 
counts of the reference and the query, respectively, which are roughly equal to their length, assuming 
that the word size is a small constant. A much better solution is to create a random access lookup 
table that is capable of indicating the presence or the absence of all the possible query words. This 
way, when reading through the reference sequence, each encountered word can quickly be checked 
against the lookup table, resulting in an algorithm that finishes in O(N+M) time, where M 
corresponds to the initialization of the table based on the query words, and the N term is due to the 
necessity to examine the presence or absence of each reference word. Upon a match, a score function 
is incremented at every position covered by the matching word, and regions with a cumulative score 
higher than a given threshold will serve as seeds for the filtered input database for BLAST. The 
process is illustrated in Figure 1. 
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Figure 1: Schema of the prefiltering algorithm 

III. Parallel FPGA Implementation 

The prefiltering algorithm must execute as fast as possible, otherwise the performance gain of its 
use over a conventional BLAST run diminishes. An FPGA accelerator card may be used to exploit 
the possibilities of parallelization present in the algorithm. One such system with a slightly different 
implementation is described in [3]. 

The one-to-one mapping between words and indices (as opposed to e.g. hash tables), given the 
limited amount of memory available, imposes a natural limit to the maximum word length that can 
be used for a given type of sequence (nucleotide or protein). However, an algorithm with one bit of 
information processed per step lends itself to bit-level parallelization. If the individual bits of 
memory words are filled with the word maps corresponding to different queries, the database may be 
prefiltered for these queries at the same time, with a single read of the reference. Our system uses 4 
blocks of 8 MB SRAM memory, organized into 64 bit words, therefore allowing the concurrent 
processing of 64 queries. The reference sequence is streamed in letter-by-letter, and the system keeps 
track of 64 individual scoring functions for the actual word-size region. As a position exits from this 
sliding window, its score value is compared to a predefined threshold. If above, a one is emitted for 
the given query, otherwise the output bit is zero. Since 64 queries are simultaneously processed, for 
every reference position 64 bits are produced as output.    

The host side program is responsible for streaming in the sequence data, and for decoding the 64-
bit output words corresponding to each sequence position. Furthermore, high scoring regions, 
represented by stretches of ones in one of the 64 output streams, must be extended to each direction, 
in order to allow BLAST to extend the likely hit in its third step. The resulting extended regions 
constitute the filtered database, which is provided as input for the BLAST program. 
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