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I. The Docking Problem 
Molecular docking is an important problem of bioinformatics whose aim is to predict the binding 
geometry and binding energy of two molecules with computational methods. The two molecules are 
usually a receptor and a ligand. The receptor is a large protein molecule with a big pocket at its 
surface called active site, whose structure allows the binding of other compounds. The ligand is a 
much smaller molecule, whose binding energy and binding position inside the active site can be 
predicted by docking methods.  

Molecular docking plays an important role in modern, computer-aided drug design. Many drug 
molecules work on the principle of competitive inhibition, which means that they block the activity 
of an enzyme (receptor) of the virus that causes the illness by binding to its active site. If the 3D 
structure of the enzyme is known, docking methods can help to find potential inhibitor molecules, 
thus improving the efficiency of the drug design process. 

II. Docking Algorithms 
Docking algorithms usually consist of a scoring function and a search method. The scoring function 
models different chemical interactions, and can be used for determining the binding energy of a 
specific arrangement of the molecules. The aim of the algorithms is to find the global minimum of 
the scoring function, which corresponds to the energetically most favorable position of the molecules 
relative to each other. This role is filled by the search method, which is generally some kind of 
optimization algorithm often based on heuristics. During search the receptor is usually rigid and it is 
fixed in space, the degrees of freedom of the problem are the parameters that describe the position 
and orientation of the ligand relative to the receptor, and the torsional angles of the rotatable bonds 
inside the molecules. 
A AutoDock 
There are dozens of software tools, which apply different scoring functions and search methods for 
solving the docking problem. One of them is AutoDock, which is a free, open-source, and therefore 
quite popular docking software. 

AutoDock uses the following semi-empirical scoring function: 

.  

The expression has to be summed over all non-bonded (i, j) atom pairs of the system, that is, the total 
free energy is the sum of energy components from pairwase atom-atom interactions. The expression 
consists of four terms, which represent the energy contribution of the van der Waals interaction, the 
hydrogen bonds, the electrostatic interaction and the desolvation effect, respectively. A, B, C, D, S 
and V are constants which depend on the types of atoms i and j, r denotes the distance of the atoms, q 
denotes their partial charge, ε(r) is a distance-dependent dielectric function, σ is a constant, and W-s 
are empirically determined weights [1]. The total free energy consists of the intermolecular energy (i 
denotes a ligand atom, j denotes a receptor atom), the internal energy of the ligand (both i and j 
denotes a ligand atom), and the internal energy of the receptor (both i and j denotes a receptor atom). 
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The receptor is often considered rigid, that is, its rotatable bonds are fixed during docking. In this 
case the distance between receptor atoms cannot change, so the internal energy of the molecule is 
constant and does not need to be calculated, which simplifies the evaluation of the scoring function. 

AutoDock applies a Lamarckian genetic algorithm for optimization, which is a hybrid global-local 
search method. This means that a new population of possible solutions is generated according to the 
rules of ordinary genetic algorithms in each generation cycle, then some solutions are subjected to an 
adaptive local search method similar to hill climbing, which greatly enhances the performance of the 
genetic algorithm [2]. 
B FPGA suitability 
Due to the random-based search method of AutoDock, dozens of distinct docking runs must be 
performed for one receptor-ligand complex to obtain reliable results, which may take a few hours 
even on a high-end PC. On the other hand, the algorithm can be parallelized well, and it is suitable 
for FPGA implementation. During the search millions of possible binding geometries must be 
evaluated, which are independent operations. The scoring function must be calculated for hundreds 
of atom pairs when evaluating a geometry, these operations could be executed simultaneously, as 
well, which enables to apply pipelines. The algorithm needs a lot of arithmetic operations, but 
floating-point precision is not required since the chemical model, that is, the scoring function itself is 
quite inaccurate. All of these facts suggest that an FPGA-based implementation could achieve 
significant speedup over the original AutoDock software. 

III. Implementation 

The algorithm was implemented on an SGI RASC RC-100 blade, which includes a Virtex 4 LX200 
FPGA. The implementation has a pipelined structure (Fig. 1). The first stage realizes the genetic 
algorithm, the second stage calculates the positions of ligand atoms, and the third one consists of two 
major modules, which are responsible for the intermolecular and ligand internal energy calculation. 
As a consequence, three different geometries are evaluated in parallel. The four modules require 
about the same number of clock cycles for one calculation period in case of molecules with typical 
size and structure, so that they do not have to wait for each other too long.  

 
Figure 1: Implementation overview 

A Genetic algorithm 
The genetic algorithm module maintains a population of solutions in the BRAMs of the FPGA, and 
generates a new potential solution with selection, crossover and mutation operators, that is, it assigns 
values to the degrees of freedom of the problem in each calculation period. There are some 
differences between the implemented and the original algorithm, the most significant one is the 
applied selection scheme. AutoDock uses proportional selection, which does not fit the FPGA 
capabilities; therefore a binary tournament selection method is used, which could be implemented 

47



easily in the FPGA. After an entire new population was generated, the module performs the same 
local search method which is applied in AutoDock.  
B Ligand position calculation 
The second stage of the pipeline rotates and moves the ligand atoms according to the parameter 
values generated by the genetic algorithm. The rotation is calculated with quaternion multiplications, 
which require several normal multiplication and addition operations. However, the majority of the 
rotations that have to be calculated are independent from each other. In accordance with this, the 
module consists of a long pipeline, and when it is full, it executes one rotation in each FPGA clock 
cycle. 
C Intermolecular energy calculation 
The number of receptor-ligand atom pairs can be very high, which would lead to a time-consuming 
intermolecular energy calculation. AutoDock applies the so-called grid method [3] to avoid this. 
Since the scoring function depends only on the types and distances of atoms, if the receptor is rigid, 
it is possible to determine the energy value for the whole receptor and one ligand atom with known 
type and position before docking. This value has to be calculated over a 3D grid for each ligand atom 
type, supposing that the ligand atom is located in the vertices. In addition, another two grids are 
needed which represent the electrostatic and desolvation terms. During docking, the scoring function 
does not need to be calculated directly, as the energy contribution of one ligand atom and the 
receptor can be determined with trilinear interpolation from the pre-calculated grids. As a 
consequence, the number of required operations becomes proportional to the number of ligand atoms 
instead of the number of receptor-ligand atom pairs. 

In case of the implementation, the grids are stored in four 8 Mbyte SRAMs, which are connected 
to the FPGA with 64-bit data busses on the RC-100 module. The energy contribution of different 
ligand atoms can be calculated simultaneously, that is, the required interpolation formula could be 
implemented with a pipeline in the FPGA, which generates one result in each clock cycle similar to 
the position calculation module. However, the computation requires several values from the grids for 
one ligand atom. These SRAM read operations take two or four clock cycles with about the same 
probability depending on the actual position of the current ligand atom. As a consequence, the 
number of clock cycles which the module requires for one calculation period is about three times the 
number of ligand atoms. 
D Ligand internal energy calculation 
In case of the internal energy calculation, the whole AutoDock scoring function needs to be 
implemented in the FPGA. The module is pipeline-based, just like the previous ones. However, 
calculating the internal energy of the ligand requires the scoring function to be evaluated for all non-
bonded ligand-ligand atom pairs. This way the number of operations would be proportional to the 
square of the number of ligand atoms, the module would be much slower than the other ones and it 
would slow down the whole pipeline in Fig. 1. To avoid this, the module consists of eight identical 
pipelines, and as a result, it generates and accumulates the energy contribution of eight atom pairs in 
each clock cycle. As a consequence, the computation time of this module is similar to that of the 
position and intermolecular energy calculation modules even in case of large ligands. 

IV.  Results 
The implementation was tested on 58 receptor-ligand complexes, AutoDock was run with the same 
parameter settings on a 3.2GHz Xeon CPU, and the results were compared to each other. 100 
independent runs were performed for every molecule pairs, each of them consisted of 2.500.000 
energy evaluations.  The results were clustered according to the geometry, that is, similar results 
were put to the same cluster. The result with the lowest binding energy can be considered as the 
predicted binding pose, that is, the final result of the docking. The cluster which includes this result 
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is the best one, its size shows how many times the best pose (or a very similar one) was found out of 
the 100 run, which indicates the reliability of the predicted geometry. In case of every molecule pairs 
the experimentally determined binding pose was known, which enables to validate the docking 
algorithm. A docking is usually considered successful, if the root mean square deviation between the 
experimentally determined and the predicted binding geometry is below 2 Angströms. 

 
Table 1: Result comparison 

 
Table 1 shows the results of AutoDock and the FPGA implementation in case of some examples. 

The two algorithms gave the same or almost the same results in every aspect for the majority of the 
molecule pairs (1ulb, 1q8t, 1cbr). In several cases, the energy and RMSD value of the best result 
were similar, but the size of the best cluster was different; the FPGA implementation found the best 
geometry much more frequently (2baj, 1hvr). Moreover, the FPGA algorithm was able to identify the 
true binding pose (RMSD value below 2A) for some receptor-ligand complexes which could not be 
docked successfully by AutoDock (1u33). This means that the overall performance of the FPGA 
implementation was better than that of AutoDock for this molecule set, which is caused primarily by 
the differences of the applied genetic algorithm. This does not imply, however, that the performance 
of the FPGA algorithm would be better for other molecules and with other parameter settings. 

The last columns in the table show the run times of one docking run and the speedup of the FPGA 
over AutoDock. The latter highly depends on the size and structure of the ligand. Usually, the bigger 
the number of ligand atoms and rotatable bonds, the higher the speedup that can be achieved. For this 
molecule set, the actual value was always in the range of 10 to 40, the average speedup was 23,3. 
Currently, this is limited by both the bandwidth of the external SRAMs and the size of the FPGA; 
higher speedup may be achievable on a more ideal platform. 
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