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I. Introduction
Virtualization in general is the abstraction of computing resources. Platform virtualization is a 

technology, enabling a single computer to act as multiple computers of the same – or very similar – 
architecture; the subject of this paper is basically this technology.  It is an emerging technology in 
enterprise environments, but its always emphasized advantage, efficiency is double-faced. This paper 
is part of a work to make a theoretical foundation to be able to approximate, compare, and evaluate 
the performance capabilities, or bottlenecks of virtualization solutions. 

This work explores how the virtualization systems’ performance can be modeled. The main aim is 
to  provide a simple,  crude method to approximate the needs of a given set  of applications  in  a 
virtualized environment compared to native hardware environment, and to give a method to compare 
virtualization methods, which both might serve as the basis of further enhancements.

A. Motivation and historical information
The technology is not new, it was first introduced in the mid 1960s in the IBM M44 system and in 

1974, Popek and Goldberg discussed the subject of CPU virtualization [1], and laid down its still 
valid theoretical foundations, mentioning efficiency as a requirement. However, the recent advances 
of smaller scale computing made it possible to bring this technology closer to the smaller businesses, 
or  even  single  users.  Several  solutions  emerged,  and  now  there  are  tools  for  every  possible 
requirement – there are free solutions, fault tolerant solutions, universal solutions, efficient solutions, 
but since some of these are controversial requirements, no solution can be good at all of these at the 
same time.

 The  motivation  of  this  work  is  that  to  this  time,  there  is  no  valid  approximation  of  the 
performance to be expected from a given set of hardware virtualized, and the best way to select the 
best solution for a given task is almost guessing. It would be very important for such optimization 
methods, like the one described in [2].

B. Enterprise environment virtualization techniques

Figure 1: Models of different kinds of virtualization techniques

Figure 1 displays the layers of the architecture in different situations. Part a) is the generic model 
of  a  computer  running  three  applications.  Part  b)  displays  a  generic  platform  virtualization 
architecture,  part  c)  is  the  sketch  of  operating  system level  virtualization,  and  part  d)  displays 
application virtualization. This work considers platform and operating system level virtualization.
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II. Characterizing performance, workloads and the virtualization system
The performance of a given virtualization solution is a key factor in marketing the products, so the 

supplied marketing brochures  contain  a  single  impressive efficiency value – the best  value  ever 
measured, but in the case of a so versatile tool, one number is not enough to characterize it. 

A. Performance of the native system
To  characterize  the  maximal  performance  (Pmax)  of  a  system,  at  least  the  CPU  performance, 

memory, disk and network throughput values are important. These four are performance metrics in 
the classical way. Their metrics could be: number of CPU instructions processed (Pcpu), amount of 
data transferred to or from the memory (Pmem), disk (Pdisk) and network (Pnet) per time unit. These 
values should be measured by running synthetic  microbenchmarks  of the appropriate field.  This 
measurement has an error, the background load of the operating system, but it is assumed, that this is 
fairly low, and will serve as a safety margin. 

( )T
netdiskmemcpu PPPPP =max

B. Workload
The next task is to characterize the actual load of the system. This work assumes that the load is a 

large volume of queries. During normal, average load operation of the system to be virtualized, the 
utilization of each resource should be monitored, and averaged at a representative period, while also 
counting the number of queries processed (nqueries). The utilization of the resources should be also 
recorded in the idle state of the system ( sΜ ). From these, an average character of the load can be 
acquired, and from that,  the resource utilization represented by one query can be computed. The 
utilizations are designated by µ , the utilizations of the background load have S in the index, while 
the utilizations measured under load have an L in the index, so for example the CPU utilization in the 
idle state of the system is designated by Scpuµ . The performance loss of the background operations of 
the system ( statP ) can be formalized by multiplying the utilization vector of the idle system by the 
maximal performance of the system:
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C. Performance characterization of the virtualization system
The virtualization system needs to be characterized too. The method is similar to that of the native 

system, but there are complications. For availability reasons, it is useful to partition the system into 
more virtual images, meaning more performance losses. The performance of a virtualization system 
operating in an optimal setup at almost peak load with n images can be formalized as:

idle

n

i
ivmovhistatovh PPPPP +++= ∑

= 1
_max )(

where  statovhP  is the static overhead of the virtualization system,  iP is the useful, and ivmovhP _ is the 
useless performance of the virtual machine i of n, and idleP  is the idle performance, the safety margin, 
which should be at least around max3.0 P , as illustrated in [3]. The load that can be computed from 
this equation is the maximal load of the system, which should not be exceeded in average. 

The problem is, that ivmovhP _  is not trivial to be modeled. A virtualization system performs various 
kinds of operations in the background by itself, and related to the operations of the different images 
too. These are very difficult  to characterize inductively,  not to mention that they might act non-
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linearly. This again calls for measurement. But this time, there will be another important factor: the 
correlation of the utilizations of the separate resources, characterized by this matrix:
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Given the complexity of such a system, this matrix is still a very crude model. For example, it does 
not depend on the number of running virtual images, which would make every μ value a function of 
n. The values in the matrix in (1) can be determined by running the same microbenchmarks as in the 
case of the measurements of the hardware, but not only the measured values should be recorded, but 
the  average  utilization  of  all  the  four  resources  during  the  benchmarks.  The  resource  being 
benchmarked will be fully utilized, hence the ones in the main axis, and the results of the other three 
resources will show, how they affect each other. After the measurements, the raw data contains error 
because of the static performance needs, which should be subtracted from the appropriate values, and 
then the main axis of the matrix should be normalized, so for example the effect of one unit of 
memory transfer to the CPU utilization ( cpumem−µ ) can be computed using the CPU utilization during 
memory benchmark ( cpumembench_µ ) and the CPU utilization in idle state of the system ( cpustat _µ ):
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This matrix is mostly dependant on the virtualization system, and its difference from the  native 
system.  Figure  2  explains  the  probable  causes  of  the  values  in  the  matrix,  as  well  as  some 
approximation of which values should be 0. 

Figure 2: explanation of values in the matrix in (1)

However, the peak performance characteristics are different from that of the hardware system, this 
can be modeled by using the following matrix ( 4I  is the 4x4 unity matrix):
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where vcpuP _ is the peak performance of the virtual CPU, hcpuP _  is the performance of the hardware 
CPU and so on. Te result of multiplying  C  with  S tells us, how many units of each performance 
type is consumed by having a load that would consume one unit of performance of each resource. 
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The total performance used – both useless and useful – by  n  virtual machines for a load can be 
computed as:

vmstatqueriesvmstatloadtotalvm PnPnMSCPnMSCP _max1__ +=+= (2)

where  vmstatP _  is the performance used by an idling virtual machine,  loadM and  1M are defined in 

II.B.  max1 PnMSC queries  gives the sum of the useful performance of the virtual machines, since the 

SC  matrix  containing  the  correlation  of  real-world  performance  and virtualized performance  is 

multiplied by the vector of the performance used by the load produced by n queries ( max1 PnM queries ).

D. The result
The next task is to approximate the amount of load the virtualization system can of handle. The 

target is that the utilization of any resource shouldn’t go over 70%, and while providing enough 
useful performance, availability should be maximized too, by having n virtual images. Using (2):

idlevmstatqueriesstatovh PPnPnMSCPP +++= _max1max

now only n, nqueries, and idleP  are unknown, but given that every components of idleP should be at least 

30% of the component of maxP , and given the availability requirements, nquery is easy to compute, by 
selecting the dominant element of the resulting vectors and solving the equation. 

E. Problems
On a hardware platform, it can be assumed that in the proper utilization range (below 70% for all 

resources) the loads act linearly, but in a virtualized environment this cannot be guaranteed, since all 
the virtual images behave as if they were working on their own separate hardware, while the virtual 
machine monitor partitions the system under them. Also choosing the appropriate benchmarks, and 
refining the model is necessary to get more precise approximation, and even then, there might be 
exceptions from the rules, special cases, when the results will not be totally correct.

The result of this work is also only a static approximation, and dynamic methods are of higher 
importance for efficient systems following the current load and approximating the future loads.

III. Conclusion
This is a work under progress, and the results contained in this paper are still to be refined, and the 

model has to prove its viability, both requiring an enormous amount of benchmarking. There are still 
many unknown correlations, and several possibilities to refine the model.
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