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I. Informal Approach: A Roadmap

Formal verification of distributed fault-tolerant (FT) protocols is a non-trivial task. Due to their
relative complexity automatic analysis approaches are preferred to avoid human interference. A widely
used technique is model checking [1] which contains simulating every possible execution of the system
to guarantee completeness. Unfortunately, model checking suffers from state space explosion when
the size of the verification space grows rapidly (even exponential) and an exhaustive exploration is
no longer viable. Various techniques exist to mitigate this complexity issue. Some techniques like
symbolic model checking propose a general solution. Another main course is often referred to as
abstraction where the symmetry of the system is used to reduce the verification complexity (e.g.,
symmetry reduction [2]). An emerging approach related to general abstractions is called semantic
abstraction which exploits symmetries of a specific class of applications to achieve a considerable
amount of complexity reduction [3].

This paper presents a semantic abstraction to support model checking of a broad class of consensus
protocols. The main assumption about the class of systems (being a semantic approach) restricts the
applied “convergence” (or majority) function of the protocol. Other characteristics like synchrony and
fault model are not constrained. Majority is used to compare the proposed values of other nodes to
decide whether the value can be decided or a new value is proposed (and which one).

The main idea of the abstraction is to computing majority based on symbolic constants represent-
ing the real values of the protocol. Our main premise is that the protocol under examination defines
consensus properties where no query distinguishes between data values (only their equivalence mat-
ters). For example, assume a correct node receiving 1, 1, 1 and 1 from other correct nodes and ?,?
from asymmetric value-faulty nodes. Even in the binary case, the model checker needs to distinguish
4 different scenarios per node, therefore, the overall (global) number of scenarios is exponential in
the number of nodes. However, each node will decide Majority(1, 1, 1, 1, ?, ?) = 1 as enough redun-
dancy is present to tolerate faults. A symbolic representation of the (global) traffic of messages suffices
computing Majority(A, A,A, A, B, C) = A which covers all real (i.e., non-abstract) configurations.
In this model, A, B and C are symbolic constants.

Note that the previous computational model is not always viable. For example, a function which
returns the mean of the input values cannot be computed via symbolic constants. Therefore, we restrict
to functions that count the appearances of the input values and return a value v defined a the quorum
(we say that “v is in majority”). For example, if the required quorum is 1/2n (n denotes the number
of nodes), the output is the simple majority among the input values. If no v is in majority, a constant
NO MAJ is returned or one of the input values is chosen. For the later case, consider the case when
the smallest input value shall be returned if not enough equal values are received. The verification of
such protocols cannot directly use the symbolic approach. The output of Majority(A, B, C,D), for
example, cannot be determined without knowing the actual values even with an ordering relation across
the symbols. Considering a natural ordering among English letters, Majority(A, B, C,D) = A and
Majority(A, B, C,E) = A which could misleadingly prove consensus if E represents the smallest
value among all.

The benefit of using the symbolic abstraction (if possible) is the drastic reduction of data-dependent
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branches compared to the protocol’s real execution. We propose a hybrid simulation when the symbolic
execution is an over-approximation. In such cases, the data-rich model is used to find the possible value
assignments of the symbols such that the quorum function can correctly be evaluated. The symbolic
simulation can then continue. In the previous example, Majority(A, B, C,D) can safely return A
if the assignments A ∈ {1} and B, C, D ∈ {2, 3, 4} are known from the non-abstract model. In
the favorable case where the abstract model suffices and the hybrid approach is not required, our
experiments report that model checking is able to verify the abstract model of an example protocol
with up to three faulty nodes just within 1 minute, whereas the non-abstract case yielded state space
explosion using the same average desktop computer.

II. A Formal Language to Specify Quorum-based Consensus Protocols

In this section, we define the formal basis of the proposed abstraction. In fact, the system model
together with the notion of faults are described which can be then used to prepare an abstraction of
these basic constructs.

A. Application Logic: Quorum Majority
The following definition describes the core of computation in consensus protocols. Such functions

take input parameters from a set D and output a value called the “majority among the input values”
from D. Note that, in the informal sense, no majority is required, smaller quorums like 1/3 of the
values are also allowed.

Definition 1 (Majority function)
majk : Dk → D is a majority function defined for k = 1, 2, . . . as follows. If k=1 then maj1(d) = d
for all d ∈ D. Otherwise majk(d1, . . . , dk) = d if a quorum Q = {de1 , . . . , del

} exists (l ≤ k),
where dej

= d for all j. If no such Q exists (or d is not unique) a deterministic value from D or a
pre-defined constant NO MAJ is returned. In the former case majk is called value-driven (otherwise
value-dependent).

A generalization of the previous definition could be to allow “embedded” (or “hierarchical”) appli-
cation of majority functions. For example, majority can first be computed based on a set of vectors
(a majority value for each vector is returned) which is then followed by a voting among the returned
values (see Byzantine Agreement [4] as an example protocol for such voting functions).

B. The System Model
The system comprises n nodes, each of them executing the same consensus protocol. The program

of the protocol maintains a set of state variables V = {v1, v2, ...}. The set of all variables is denoted
by ~V , where vk

j ∈ ~V denotes vj in node k. The domain of each variable is D. Initially, each variable
takes a value from DI ⊆ D. This usually corresponds to the proposed value of the node.

The execution model is governed by rounds following the synchronous lock-step scheme as pre-
sented in [5]: (Step 1) At round i, every node broadcasts its message, (Step 2) every node collects (de-
livers) the messages and updates its state variables via the state transition function which is restricted to
be a set of majority functions. Note that this scheme does not restrict to synchronous systems (see Sec-
tion D), Step 1-2 only assume an abstract coordination (without the details about its implementation)
among the distributed nodes. Furthermore, we remark that the assumptions about the same program in
every node and the broadcast communication can be both relaxed. We only use these special (and still
general) cases for the simplicity of the discussion.

C. Properties
Our focus is on the usual properties of consensus protocols. Such properties define the equivalence

(or non-equivalence) of certain values. We allow using temporal operators to define requirements
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Figure 1: (a) Value-independent protocols (b) Value-driven protocols

across rounds. Informally, atomic properties are evaluated based on the current values of state variables
and the further evaluation is done via the standard semantics of temporal logics. For example, the
following consensus property defines “validity” in a two-round consensus: ϕ = ∀j, l : proposedj =
proposedl ⇒ XX ∀k : adoptedk = proposedl. ϕ requires that every node shall adopt the value
(and no other one) initially proposed by all nodes.

Formally, atomic consensus properties are constructed over
−→
V by using the equivalence relation “=”

and the standard Boolean operators. Atomic properties can be combined via temporal logic operators.

D. The Fault Model

Faults are distinguished whether they are benign (e.g., crash) or value faults. The former type can be
detected locally being (a) an improperly formatted message (denoted by ERR at receipt) or (b) missing
message (MISS). A missing message is due to crash faults or communication time-out (asynchronous
system). Value faults mean messages sent from the domain D′ ⊆ D (and delivered on time), however,
the message differs from the specified value. By definition, such faults cannot be locally detected as
erroneous. Byzantine (malicious) faults are a special case where D′ = D.

In out treatment, similar to [3], the possible faults and asynchrony of the system is captured by the
delivery function. Formally, the function reck(d) returns the set of messages possibly received by a
correct node if node k is the sender. For example, rec1(d) = {MISS} if the message sent by node 1
cannot be delivered on an asynchronous link.

III. The Proposed Model Checking of Consensus Protocols

The abstraction base. The main idea of our abstraction is the symbolic representation of the values of
state variables. We use a set of symbols Symb = {A, B, . . .} for this purpose. The equivalence relation
“=” is naturally defined over Symb, for example, A = A but A 6= B. Say that d ∈ D is abstracted
by A. The message received by a correct node is abstracted by A if and only if d was delivered
on time and the sender was correct. Otherwise, a new symbol is used to abstract the corrupted (or
lost) value. The rationale of this abstraction is that consensus protocols usually assume that correctly
delivered messages are in majority and erroneous senders are compensated in the majority voting. The
formalization of the abstraction (by giving the abstract counterparts of majk and reck) is omitted here
due to the lack of space.

Automated verification. We now outline the proposed verification framework for consensus pro-
tocols. Our focus is on automated verification requiring only basic skills in mathematics. We pro-
pose using the abstract model of the protocol, instead of the non-abstract one, if it is possible (Fig-
ure 1). The approach is “best-effort” in the sense that it might not benefit from the abstraction at
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r
Agreement Validity

Non-abstract Abstract Non-abstract Abstract
1 0.38s 0.37s 0.44s 0.39s
2 2.17s 1.03s 2.17s 1.03s
3 – 1m – 58s

Table 1: Model checking Byzantine Agreement with up to 2 faults using sal-bmc

all under unfavorable circumstances. Every time the symbolic execution fails the verification eval-
uates the possible assignments of the symbols by using the non-abstract model. Each possible as-
signment, corresponding to valid protocol runs based on the assumption the the non-abstract model
is a correct one, determines the (correct) symbolic output of the majority function. For example, if
Majority(A, B, C,D) =? and the non-abstract simulation determines A, B ∈ {3} and C, D ∈ {1, 2}
(e.g., C and D were sent by asymmetric faulty nodes), the symbolic verification continues along two
paths having Majority(A, B, C,D) = C and Majority(A, B, C,D) = D, respectively. We remark
that several optimizations can be applied to circumvent the need of building a full-fledged model of the
non-abstract protocol. Once again, due to the lack of space, details are not given here.

Experiments. We run initial experiments to test our abstraction framework. We used the example
of a synchronous, value-dependent protocol (Byzantine Agreement [4]) and an asynchronous, value-
driven protocol (OneThirdRule [6]) to verify its usual consensus properties, agreement and validity
(and liveness in the asynchronous case). The bounded model-checker of the Symbolic Analysis Labo-
ratory (SAL) turned out to be applicable in both cases yielding an effective model checking. The results
of verifying the first protocol while raising the number of faults (and thus the number of rounds) are
depicted in Table 1. It can be seen that model checking scales for n > 3 only if abstraction was used.
Initial results for the second protocol have been obtained where, upon each failure of symbolic eval-
uation, the non-abstract model was run to termination instead of returning to the abstract execution.
This only yielded proportional reduction with respect to the pure non-abstract verification (e.g., 11079
versus 14218 states). We believe, however, that a reduction to the extent of magnitudes can be reached
with the approach explained in Figure 1.

Proof of correctness. Although the symbolic abstraction is very intuitive, its formal proof of cor-
rectness is required when used in the certification of mission-critical applications. This means to prove
that a consensus property is true in the abstract model if and only if it is in the non-abstract one. There-
fore, we defined the non-abstract and abstract model of general consensus protocols and showed a
bi-simulation between them. This result also implies the property preservation as it was stated above.
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