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I. Introduction 

Causal relationships have a more and more accepted role in modern science. In the majority of 
models and mechanisms there is a casual (cause–effect) relationship between the components and in 
many domains (e.g.: medicine), the major goal of scientific research is the identification of the causes 
of certain phenomena. One of the most commonly used tools to represent causality is the Causal 
Bayesian Network (CBN), which is a directed acyclic graph, where vertices represent domain 
variables, while edges represent the causal relationships between them. 

II. Constructing CBNs 

The most straightforward way of constructing a CBN is to conduct controlled experiments. In order 
to decide whether a variable Xi has causal influence on some variable Xj we compute the marginal 
distribution of Xj by using the truncated factorization formula [1], under interventions do(Xi= xi), –that 
is we set certain variables Xi deliberately to values xi– and test whether the distribution is sensitive to xi.  

In most cases control is not possible, due to financial, technical or ethical reasons. Then we have to 
resort to methods that are capable of finding an appropriate CBN –in terms of representing the 
domain– using only observational data. One possible option is to apply a series of transformations 
based upon the do calculus [1], which provides a method of verifying claims about interventions. 
Basically, in certain cases it enables us to determine the effects of do(Xi= xi) without the actual 
experimental data. 

Another established approach to learn CBNs or at least to infer causal relations uses observational 
data by assuming the so called Causal Markov condition (all relations are causal), stability (exact 
representability with BNs) and the absence of hidden variables. However, the assumption of absence 
of hidden variables is not realistic in many domains. 

III. Hidden Variables 

In many cases we can observe only a portion of variables that describe the relevant aspects of a 
certain domain. Therefore the variable set of a domain usually consists of observed variables whose 
values are specified in the data set and a set of hidden variables that –for some reason– were not 
observed. If we assume incorrectly, that the domain in question consists of observable variables only 
and that is not the real case, then it can have an adverse effect on the learning procedure. However, not 
every hidden variable should be taken into consideration.  If a hidden variable H is a leaf or a root with 
only one child or if H is isolated then H does not contribute to the representation of the domain, thus it 
can be ignored. We can conclude that taking hidden variables into account during a learning process 
can only be beneficial if they are connected to many –but at least two– observed variables. In the 
following sections we present different methods to handle hidden variables.      

A. Inductive Causation 

The IC* algorithm is one of the first algorithms that aimed the recovery of latent structures (i.e. 
causal structures with hidden variables). It is based upon the observation that any latent structure has a 
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projection where every hidden variable is a parentless common cause of exactly two nonadjacent 
observed variables (for further details see [1]). So instead of searching through the unbounded space of 
all possible latent structures, the algorithm has to perform a search confined to graphs with such 
structures. As the first step, the IC* identifies adjacent variables and places an undirected link between 
them, then it searches for V-structures (variable triplets, where two non-adjacent variables have 
converging arrows towards the third one) and directs links accordingly. Finally, it adds arrowheads 
and marks to certain undirected links based on the directionality rules (described in [1]) and thus, it 
creates an annotated partially directed graph. The marked links are guaranteed to be genuine (i.e. there 
is no hidden variable influencing them) while the others represent an ambiguity (i.e. it is possible that a 
hidden variable mediates the dependence between them).    

B. Score-based approach 

Another possible approach is to use scoring functions that evaluate each candidate network with 
respect to the training data and then select the best according to that metric. There are many existing 
scoring metrics such as the belief scoring function [2] or the one based on the principle of minimal 
description length (MDL) [3] and the Model Selection EM algorithm [4] which originates from the 
latter.  

The MDL score consists of two terms. The first term is the log-likelihood of the Bayesian network 
given a certain data set. The higher the log-likelihood is the closer the network is to modeling the 
probability distribution in the data set. The second term is a penalty term which encodes the notion: the 
simpler the better, hence we generally favor simpler networks in accordance with the semantic form of 
Occam’s razor. In case of a complete data set, where all variables are observable and all have a value 
assigned to them, there is a closed form solution for the parameters that maximize the log-likelihood 
score given a specific network structure. However, in the presence of hidden variables we must find an 
optimal parameter setting first in order to evaluate the score (for details see [4]). Therefore a 
parametric search such as EM is needed to find the best choice of parameters for each network 
structure candidate.  

The MS-EM algorithm uses a scoring metric that is based on the MDL principle. Since some of the 
values needed for the evaluation of the score are not present in the data, due to unobserved variables, 
only an expected score can be calculated by taking expectation over all possible values the unobserved 
variables might take. At each stage MS-EM chooses a model and parameters that have the highest 
expected score given a previous assessment. 

IV. Conclusion 

These inference and learning methods were developed for the so called monolithic Bayesian 
network representation, in which there are no regularly repeating substructures. However, in many 
application domains such Bayesian networks are appropriate, for example in temporal probabilistic 
models as in the compact representation of a Hidden Markov Model. The extension to such 
highly-structured probabilistic representations are yet unsolved, which constitutes the primary goal of 
our future research.  
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