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I. Introduction 
The market for 3D graphics accelerators can be roughly divided into three segments: workstations, 

desktop systems and embedded systems. The former two segments have quite a lot of common 
requirements and parameters, but embedded systems are a little different. However, antialiasing is a 
feature which is compulsory everywhere; in embedded systems due to the still limited screen 
resolution (which only increases about 10% a year). There are many different steps in 3D rendering 
where incorrect sampling causes annoying aliasing effects, this article concentrates on antialiasing 
the edge of objects. 

In Section II. some feasible solutions are introduced briefly, while Section III. reviews how these 
algorithms fits into a segmented renderer. 

II. Antialiasing methods 
As mentioned in the introduction, the goal of edge antialiasing is to reduce the artifacts caused by 

the finite screen resolution (jagged object edges, polygon popping).

A. Supersampling
Supersampling is probably the most straightforward option for antialiasing: the frame is rendered 

at multiplies of the screen resolution and then scaled down to the final resolution, typically with 
simple box filtering. The clear advantage is that this method not only reduces edge aliasing, but also 
effectively removes other sampling problems, such as texture aliasing. However, rendering the frame 
at a much higher resolution increases computational and storage – memory – requirements 
considerably. 

B. Multisampling
Multisampling also uses some sort of oversampling, but in contrast to supersampling, only 

geometry is sampled with higher resolution, color – and therefore textures – are handled only with 
the final screen resolution. So, coverage and depth tests are done at a higher resolution, generating 
the visibility test result with subpixel accuracy. Further parts of the rendering pipelines can use this 
information to compute the color of a given pixel. When all subpixels belonging to a pixel are 
covered by a single object, color is computed only once for the pixel center. In all other cases 
different color values are computed for the subpixels and averaged together to form the final output 
value.

Compared to supersampling, multisampling requires the same processing power for covering 
determination and depth tests, but a lot of shading (output color computing) calculation is saved. 
Picture quality wise supersampling produces better results as this method does not reduce texture 
aliasing. However, texture aliasing can be reduced with much less performance hit by other 
techniques.

C. Multisampling with object detection 
It is obvious that multisampling still does much more coverage and depth computation than what is 

really necessary. To further reduce requirements the following multi-pass algorithm can be used. 
First, visibility testing is done with the screen resolution. During this pixel resolution testing, 
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adjacent pixels are inspected to find out if they are not covered by the same object. In the second 
pass, a small area around these places is tested with higher resolution. The main problem is the 
correct identification of the object edges. 

D. Coverage mask 
As opposed to the former methods, aliasing with coverage mask is 

a kind of pre-filtering algorithm. A look up table (LUT) stores a 
subpixel resolution binary mask for every possible edge orientation 
and distance from the pixel center. Addressing this LUT according to 
the three edges forming the triangle and using bitwise AND on the 
three results gives a binary string containing exactly as many ‘1’s as 
the number of covered subpixels. Figure 1 shows an example where 
every pixel is divided into 16 subpixels. Small rectangles represent 
subpixels while the big rectangle is a single pixel. For every triangle 

edge, subpixels marked with gray are the positions where the coverage mask contains ‘1’. 

III. Antialiasing in hardware 
Supersampling and multisampling requirements are the same in the unit responsible for removing 

hidden surfaces: visibility and coverage tests should be done at a higher resolution. Compared to 
traditional rendering architectures, using these kinds of antialiasing does not increase the required 
external memory requirements, as visibility testing is done using on-chip buffers. However, 
performance decreases linearly with the number of subpixel samples taken into account. Using a 
small, programmable unit to compute triangle edge functions and depth value increments allows 
using arbitrary number of subpixels and arbitrary subpixel positions (of course, as long as the 
internal buffers have enough capacity to store the subpixels). 

 Using coverage mask is quite different. Although performance wise it may be a good option 
(performance does not decreases linearly with the number of subpixels), it has several drawbacks. 
When using supersampling or multisampling, only the sign of the edge functions are required to 
determine coverage; with coverage mask, the distance between the pixel center and the edge also 
plays a role – therefore edge functions have to be normalized, which requires division. Another 
drawback is the required memory to store the coverage masks – as the proposed rendering 
architecture has several Hidden Surface Removal Units working in parallel to increase performance, 
all of them need a separately addressable coverage mask LUT. And finally, despite larger number of 
subsamples may be used, quality may not be higher, as depth test is only done once per pixel. This 
means that the color value of a single object can be weighted according to its coverage, but no other 
objects influence the final color. 

IV. Conclusion
When concentrating on the HSRU part of the 3D pipeline, for segmented rendering, multisampling 

may offer the best compromise. It does not increase external memory bandwidth requirement, allows 
selecting different performance/quality trade-offs by using flexible sampling numbers, and fits well 
into the rendering pipeline architecture. 

References 
[1] T. Akenine-Möller and J. Ström, "Graphics for the Masses: “A Hardware Rasterization Architecture for Mobile 

Phones", ACM Transactions of Graphics, Vol. 22., Issue 3., 2003. 
[2] D. Crisu, S.D. Cotofana, S. Vassiliadis, P. Liuha, “Efficient Coverage Mask Generation for Antialiasing”,

Computer Graphics International, 2004 

E0

E1
E2

E0

E2E1

11


