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Summary
The main motivation of this research was to provide methods and solutions for intelligent data analysis in various domains from the fields of biomedicine and genetics. The analysis of genetic association
studies became the central focus which requires analysis methods that have systems-based multivariate modeling capabilities and provide a consistent handling of statistical results. Bayesian network
based methods applied in a Bayesian statistical framework can fulfill those requirements as they provide a detailed characterization of variable relationships based on model averaging and probabilistic
inference.
The main objectives of this dissertation include the introduction of novel Bayesian relevance measures which apply a hybrid approach towards quantifying the relevance of variables taking both
structural and parametric aspects of relevance into account. Association measures, such as effect
size descriptors, focus on the parametric aspect of relevance, whereas measures related to structure
learning methods focus on the dependency-independency map describing dependency relationships
between variables. Bayesian network based methods provide a unique opportunity to investigate both
parametric and structural aspects of relevance. The structural properties of Bayesian networks can
be used to investigate the structural relevance of variables, whereas the parametric layer of Bayesian
networks can be utilized to investigate parametric relevance of variables. The proposed Markov blanket graph based Bayesian effect size measure integrates both aspects of relevance and complements
previous Bayesian structural relevance measures.
In addition, another class of Bayesian relevance measures is proposed which allow the application
of evaluation specific a priori knowledge such as relevant contexts or intervals of relevant effect
size. These measures can be utilized in a Bayesian decision theoretic framework to facilitate a formal
evaluation of preferences based on predefined loss functions.
The second main objective of this dissertation is related to the application of a specific type of a
priori knowledge. Bayesian methods, such as Bayesian relevance analysis, are able to incorporate a
priori knowledge in various forms generally referred to as priors. However, the translation of a priori
knowledge into applicable, informative structure and parameter priors is typically challenging, if at all
adequate a priori knowledge is available. Therefore, non-informative priors are often applied whose
appropriate setting is essential as they considerably influence learning in practical scenarios where
sample size is limited. An appropriate selection of non-informative parameter priors is particularly
crucial as they function as complexity regularization parameters. This research investigates the effect
of non-informative parameter priors on Bayesian relevance analysis, and provides means for suitable
parameter selection.
The third main objective of this research is the real-world application of Bayesian relevance analysis and the application of the proposed novel extensions, such as the hybrid measures and the
non-informative prior calibration methods, in genetic association studies. The applicability of the
Bayesian relevance analysis was first confirmed by a comparative study investigating the performance
of Bayesian relevance analysis and other analysis tools in the context of a genetic association study.
Thereafter, the method was utilized in several real-world genetic association studies which also presented new challenges. The dissertation describes several of these studies which provide evidence on
the applicability of Bayesian relevance analysis and its novel extensions. In addition, considerations
and parameter settings required to facilitate such applications are discussed.
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Összefoglaló
Ezen kutatás legfőbb motivációjaként az orvos-biológiai és genetikai tárgyterületeken felhasználható,
intelligens adatelemzést lehetővé tévő módszerek létrehozása szolgált. A génasszociációs vizsgálatok elemzése vált központi témává, ami olyan elemzési metódusokat igényel, melyek rendszeralapú,
többváltozós modellezési képességekkel rendelkeznek, továbbá képesek a statisztikai eredmények
konzisztens kezelésére. A bayes-statisztikai keretrendszerben alkalmazott Bayes-háló alapú módszerek rendelkeznek ezekkel a tulajdonságokkal, mivel részletes leírást adnak a változók közötti kapcsolatokra modellátlagolás és valószínűségi következtetés felhasználásával.
A disszertáció egyik fő célja a hibrid megközelítést alkalmazó új bayesi relevancia mértékek
ismertetése, melyek a változók relevanciáját mérik figyelembe véve a relevancia strukturális és
parametrikus aspektusait. Az asszociációs mértékek, úgymint a hatáserősség leírók, a relevancia parametrikus aspektusaira helyezik a hangsúlyt, ezzel szemben a függőségi struktúrát tanuló
módszerek a változók közötti függőségi relációkat leíró függőségi-függetlenségi térképet helyezik a
középpontba. A Bayes-háló alapú módszerek egy egyedi lehetőséget biztosítanak a relevancia mind
strukturális mind parametrikus aspektusainak vizsgálatára. A Bayes-hálók strukturális tulajdonságai lehetővé teszik a változók strukturális relevanciájának feltárását, míg a Bayes-hálók parametrikus
rétege felhasználható a változók parametrikus relevanciájának vizsgálatára. A dolgozatban javasolt
Markov-takaró gráf alapú bayesi hatáserősség mérték ötvözi a relevancia e két aspektusát, és jól
kiegészíti a korábbi bayesi strukturális relevancia mértékeket.
Emellett egy további javasolt bayesi relevancia mérték csoport is bemutatásra kerül, amely
lehetővé teszi kiértékelés specifikus a priori tudás felhasználását, például releváns kontextusok
vagy releváns hatáserősség intervallumok formájában. Ezek a mértékek felhasználhatók egy
bayesi döntéselméleti keretrendszerben az a priori tudás által megtestesített preferenciák formális
kiértékeléséhez, melynek alapját előre definiált veszteségfüggvények képzik.
A disszertáció másik fő célja az a priori tudás egy adott típusának felhasználásához kötődik. A
bayesi módszerek, mint például a bayesi relevancia elemzés, képesek az a priori tudás különböző
formákban történő felhasználására, melyekre általánosan priorként hivatkozhatunk. Azonban az
a priori tudás átalakítása megfelelően alkalmazható, informatív, struktúra és paraméter priorokká
legtöbbször jelentős kihívást jelent, ha egyáltalán megfelelő a priori tudás rendelkezésre áll. Emiatt
a nem-informatív priorok alkalmazása gyakori, ugyanakkor ezek megfelelő paraméterezése is kulcsfontosságú, mivel jelentősen befolyásolják a modelltanulást különösen gyakorlati esetekben, ahol a
mintaméret korlátozott. A nem-informatív paraméter priorok megfelelő megválasztása kiemelt jelentőségű, mivel komplexitás regularizációs szerepet töltenek be. A dolgozatban bemutatott kutatás
feltárja a nem-informatív paraméter priorok hatását a bayesi relevancia elemzésre, és módszert ad a
paraméterek megfelelő megválasztására.
A kutatás harmadik fő célja a bayesi relevancia elemzés és új kiterjesztései, úgymint a hibrid
relevancia mértékek és a nem-informatív prior meghatározási módszer, valós környezetben történő
alkalmazása génasszociációs vizsgálatok elemzéséhez. A bayesi relevancia elemzés alkalmasságát egy
génasszociációs vizsgálat kontextusában végzett komparatív elemzés igazolta, amely összevetette a
bayesi relevancia elemzés és más elemző módszerek teljesítményét. Ezt követően a bayesi relevancia elemzés alkalmazására számos valós génasszociációs vizsgálatban került sor, melyek egyúttal új
kihívást is nyújtottak. A disszertáció számos ilyen vizsgálatot mutat be, melyek bizonyítják a bayesi
relevancia elemzés és új kiterjesztéseinek az alkalmazhatóságát. Mindemellett a dolgozat a módszerek
alkalmazásához szükséges megfontolásokat és paraméter beállításokat is tárgyalja.
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Chapter 1

Introduction
Understanding the underlying mechanisms of various phenomena was always a basic goal of scientific research. In each problem domain mechanisms are defined by the often delicate and complex
relationships and interactions of variables. Observational studies generally aim to discover these relationships by investigating dependency patterns of factors using diverse methods. In the general
case there are one or more selected variables upon which a study focuses on. In discrete cases these
are special state descriptors that provide a labeling according to which samples related to the domain
can be classified. Hence they are called class or target variables. The analysis of the relationships of
variables may bring forth several significant questions:
• How can be relationships characterized?
• Is it sufficient to qualitatively assess whether a relationship exists or a quantitative analysis is
also required?
• Is it acceptable if an analysis investigates only univariate relationships (variable pairs)?
• To what extent should multivariate relationships be examined?
The answers mostly depend on the investigated domain, therefore several methods applying different approaches were devised to provide solutions. These methods are collectively called feature
subset selection (FSS) methods [KJ97].
Feature subset selection is a widely used technique in several fields such as machine learning and
statistics [BL97; RN10]. The overall goal of FSS is to identify relevant, predictive factors with respect
to one or more target variables.1 The result of FSS is a set of relevant factors which can be defined
in multiple ways [BW00]. For example, the set can be created by selecting a predefined number of
best scoring factors according to some measure of association. Another possible option is to apply
a previously established threshold on the selected measure [HS97]. Choosing the appropriate FSS
method for a specific application can be problematic as there is an abundance of options regarding
the applicable measures and selection methods [GE03].
Another possible approach towards describing relationships between variables is to focus on an
axiomatic, pure probabilistic characterization of dependencies and independencies by using modelbased exploratory tools. These methods apply such association measures that, aside from identifying
relevant variables, provide additional information on the relationships between variables. The outcome is a refined, knowledge-rich, systems-based model of the investigated domain which however
comes at the price of high computational complexity.
1
In this section the term relevant is used in a general, naive sense. A more sophisticated approach relying on a conditional probability based definition is discussed in Section 3.1.
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The research presented in this dissertation is related to the latter described systems-based approach. The main motivation of this work was to provide methods and solutions for application
domains from the fields of biomedicine and genetics that require such level of detailedness. The analysis of genetic association studies became the central focus which requires analysis methods that have
systems-based modeling capabilities and provide a consistent handling of statistical results. Bayesian
network based methods applied in a Bayesian statistical framework can fulfill those requirements
as they provide a detailed characterization of variable relationships based on model averaging and
probabilistic inference. The main objectives of this dissertation are: (1) the extension of an existing framework of Bayesian analysis methods (called Bayesian relevance analysis methodology) with
novel methods quantifying the effect size of variables, and (2) the description of considerations and
settings required to facilitate the application of these methods for the analysis of genetic association
studies.

1.1

Existing methods and approaches

The basic FSS approach focuses on finding the minimal number of relevant variables that allow the
prediction of the target variable with a given accuracy [GE03; Inz+00]. This is typically implemented
by applying some learning method that creates a classifier based on the data (for details see Section 3.2). The two main aspects that are taken into account are classifier accuracy and model complexity. One usually has to accept a trade-off between the two aspects.
The simplest solutions among filter FSS methods apply a univariate approach, that is a selected
measure of relevance is computed separately for each variable, and the highest scoring variables are
selected as result [GE03]. Such methods can be efficient due to their simplicity and may identify some
of the relevant variables. However, they are unable to analyze the multivariate dependency patterns,
i.e. the relationships between variables. Therefore, valuable information can be lost which may hinder
the effort to understand the mechanisms of the investigated domain.
In several scenarios a comprehensive investigation is needed which requires multivariate modeling methods that enable the analysis of interactions between variables.

1.1.1

Multivariate modeling methods

Multivariate modeling methods can be categorized in several ways [DGL96; Gel+95; Ste09; Esb+02].
For example, L. Devroye et al. distinguishes three main groups of methods: conditional modeling,
density learning and discriminant function learning [DGL96], whereas K. Esbensen et al. separates
methods according to their main purpose, e.g. classification methods and discrimination methods
[Esb+02].
In this section, two selected groups of multivariate methods are highlighted: (1) conditional modeling based methods and (2) systems-based modeling methods. The new results presented in this dissertation are related to the latter group: systems-based modeling, whose main features are discussed
and compared with conditional modeling.
The conditional modeling approach typically applies wrapper methods (see Section 3.2) and aims
to identify a highly predictive set of variables regardless of their interdependencies, and the possible
roles of these variables in the causal mechanisms related to the target variable. Even though conditional modeling allows the analysis of interactions of variables, related methods do not provide a
refined characterization of relationships [PCB06]. For example, logistic regression, which is a popular
conditional modeling method, allows interaction terms to be added to a model, but it does not provide
any information on the relationship type between the target variable and the investigated variables.
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Let us consider an example domain in which variables form a dependency pattern as depicted on
Figure 1.1. Let us assume that the variable X0 is identified as significant with respect to the target
variable Y . Using conditional modeling methods, the fact that this is a transitive relationship), i.e. the
effect of X0 on Y is mediated by several other variables (X0 → X6 → Y and X0 → X3 → X7 → Y ,
see details on relevance types in Section 3.5), remains hidden. In a systems-based approach (in which
the focus is centered on the interpretation and translation of results) this is a drawback, as its goal is
to discover the mechanisms of the domain and thus the role of variables. On the other hand, in other
scenarios e.g. in a predictive setup, the result that X0 is a significant variable can be satisfactory
without additional details.
In contrast, systems-based modeling methods aim to identify dependency relationships concerning all examined variables (both between targets and predictors, and between targets) [Ant07] [12].
These dependency patterns can be visualized by a directed acyclic graph, using nodes to represent
variables and directed edges to represent relationships between them [Lun+00; OLD01]. This graph
may coincide with the causal model which describes the mechanisms of the domain. Depending on
the relative position according to a selected variable, (which is typically the target variable), relationships can be categorized as direct causes, direct effects, interactions and transitive relationships (for
details see Section 3.5).
In case of the dependency pattern shown in Figure 1.1 the target is denoted as Y , and direct
causes X6 and X7 are depicted as green nodes. These variables directly influence Y , i.e. there are no
intermediate variables (in the currently investigated set of variables). Straightforwardly, direct effects
(X9 , X10 and X11 denoted with orange nodes) are directly affected by Y . In contrast, interaction
terms (denoted as X4 , X5 using teal blue nodes) are only conditionally dependent on the target via
a common effect, in other words these relationships are mediated by another variable. In addition,
there are two special transitive relationships in the discussed model: a root cause X0 and a common
effect Xn . The former affects the target and several variables on multiple paths, whereas the latter is
influenced by various variables related to the target. Direct causes, direct effects and interactions are
relevant from a structural aspect as they shield the target from the direct influence of other variables.
On the other hand, transitive relationships can also be relevant in practical aspects, e.g. they might
be more accessible in terms of measurement.
The drawback of systems-based modeling methods is their computational complexity [Coo90;
CHM04] and sample complexity [FY96]. Due to their goal for achieving a refined model of the examined domain they typically require more computational resources than methods related to other
approaches. Thus in certain practical scenarios, in which the aim is to find a handful of relevant variables that approximately determine the state of the target, the application of systems-based modeling
can be excessive and unnecessary.

1.1.2

The Bayesian statistical approach

The main challenge regarding systems-based modeling methods is that the identification of a complete
model (based on a given data set) is computationally not feasible in most practical cases. The foremost
reason of this is the relatively high number of variables with respect to the relatively low number of
samples, i.e. insufficient sample size [FY96].
There are two main approaches to alleviate this problem: (1) given a fixed model structure (created
by experts) assess model fitting (with respect to the data), or (2) learn probable models (or parts of
models) from data. In the former case a classical statistical approach is applied typically, that is a
hypothesis concerning the structure of the model is required which can be evaluated by the means of
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Figure 1.1: (a) Illustration of the conditional modeling approach ignoring structural properties between input variables, (b) Illustration of systems-based modeling displaying possible structural relationship types. Y denotes the target, whereas X0 , X1 , . . . , Xn refer to various measured variables.
Relationship types are shown with different colors (1b): X0 – common cause (purple), Xn – common
effect (yellow), X6 , X7 – direct cause (green), X9 -X11 – direct effect (orange), X4 , X5 – interaction
term (teal blue), X1 , X2 , X3 , X8 , X12 – other elements (white). Variables corresponding to nodes that
are direct causes, direct effects or interaction terms form a strongly relevant set (see Def. 7) of variables
(depicted graphically as a red ring), which statistically isolates the target from other variables.

statistical hypothesis testing. Structural Equation Modeling (SEM) is a widely-known methodology
in social sciences that follows this paradigm [Pea00].
On the other hand, learning probable models is dominantly facilitated by a Bayesian statistical
approach. This means that instead of evaluating one particular model, several possible models are
investigated, i.e. the probability of each model M is assessed based on the data D.
According to the Bayes rule the a posteriori probability P (M |D) of a multivariate dependency
model can be estimated as [Ber95]:
P (M |D) ∝ P (D|M ) · P (M ),

(1.1)

where P (D|M ) denotes a likelihood score which quantifies the probability of (generating) the data
given the model M , and P (M ) denotes the prior probability of the model. The probability of the data
which serves as a normalizing term is omitted, for further details see Appendix E.1. The consequence
of this expression is that a posterior distribution over models can be generated [Mad+96; HGC95].
Furthermore, relying on a technique called ‘Bayesian model averaging’ [Mad+96; Hoe+99] the
common elements (variables) of models can be identified. The relevance of a variable is quantified in
the form of a posterior probability which is related to its presence in models, e.g. a highly relevant
variable is present in most models.
There are several differences between the inherent properties of the classical hypothesis testing
paradigm and the Bayesian statistical paradigm. Table 1.1 summarizes the main points. First of all,
the Bayesian approach can provide a statistical hypothesis free exploration of the domain, in contrast
with the hypothesis testing framework of the classical approach which requires a statistical hypothesis to be tested. This is termed as the alternate hypothesis which is matched against a null hypothesis
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(typically a worst case model of total independence). Even though Bayesian methods are not hypothesis driven, they allow the incorporation of expert knowledge (i.e. hypotheses) in the form of
priors.
Table 1.1: The comparison of classical statistical and Bayesian approaches based on modeling properties. Prior knowledge – the type of a priori information used, Method of evaluation – the way of
treating results, Score – the score used for the evaluation of models, Result – the output of modeling,
Variance – a measure by which variance is defined, Basis of decision – the base of deciding on a final
model, Problems – specific problems of the approach.
Property
Prior knowledge

Classical
Hypothesis
(single model)

Bayesian
Several possible models
with prior probabilities

Method of evaluation

Model selection
(build your own model)

Model averaging

Score

Statistical test

Bayes factor

Result

p-value
(reject or accept null hypothesis)

Posterior probabilities

Variance

Confidence interval

Credible interval

Basis of decision

Significance level

Optimal decision based on
expected utility

Problems

Multiple testing problem

Computational

Another major difference is related to the method of model validation. In the classical hypothesis
testing framework a model is accepted if the related null hypothesis is rejected. This is the case when
the p-value corresponding to a computed statistic (i.e. the probability of false rejection) is lower
than an arbitrary threshold called significance level (e.g. ς = 0.05). In the opposite case, the alternate
hypothesis is discarded regardless whether the p-value was close to the threshold (e.g. p-value=0.052)
or not (e.g. p-value= 0.92).
In contrast, the Bayesian framework quantifies belief as posterior probabilities, which is a direct measure of relevance. This allows the probability of models to be compared and enables model
averaging. Without discarding any information, all results can be handled consistently.

1.1.3

The Bayesian network model class

Probabilistic graphical models (PGM) are ideal tools to implement systems-based multivariate modeling as they allow the representation of conditional independencies and dependencies of random
variables via a graph structure [12], [FK03; CH92; Mad+96]. The Bayesian network model class is
one of the most frequently applied PGMs with a wide variety of application domains including machine learning, computational biology and image processing [Bar12; Mit07]. The three main properties that allow Bayesian networks to be used as versatile modeling tools are: (1) they are able to
efficiently represent the joint probability distribution of random variables, (2) they allow the representation of a conditional independency map (i.e. conditional independencies) of random variables,
and if a causal interpretation is applicable (3) they are capable of representing directed cause-effect
relationships [Pea00]. Bayesian network based methods allow the detection and representation of
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multivariate dependency relationships, and provide a rich tool set for the detailed characterization of
associations [8], [12], [MSL12; Ant07].
The methods and results described in this dissertation are related to the systems-based multivariate modeling approach. The implementation was based on Bayesian networks applied in a Bayesian
statistical framework.

1.2

Application domains

The dissertation focuses on the following application domains which utilize systems-based multivariate modeling and pose several new challenges. In addition, due to the high number of possible models,
the efficient application of a Bayesian statistical framework is required in order to manage multiple
testing and to allow Bayesian model averaging.

1.2.1

Genetic association studies

In the recent decade, the rapid evolution of biomedical and genetic measurement technologies enabled research concerning the genetic background of multifactorial diseases (e.g. arthritis, depression, asthma). This new application field requires the capability of modeling complex dependency
relationships which is vital for understanding the mechanisms of such illnesses [Ste09]. Genetic association studies (GAS) aimed to identify genetic variations such as single nucleotide polymorphisms
(SNP) [Bal07] that influence susceptibility to the investigated disease or affect its severity (for details
see Section 6.1). A typical GAS consisted of five phases: (1) study design, (2) sample collection, (3)
measurement, (4) statistical analysis and (5) interpretation of results.
In the initial period (2000-2005) a simple pairwise association approach was applied, that is statistical dependency was tested between each SNP (or a group of SNPs) and a (typically binary) disease
state descriptor. If the distribution of the genotypes (i.e. possible values) of a SNP differs significantly
between cases (i.e. patients with disease) and controls (i.e. healthy patients) that indicates that the
SNP plays some role in the mechanisms of the investigated disease.
The advent of high-throughput genotyping technologies led to genome-wide association studies
(GWAS) which allow the complete measurement of 104 -105 SNPs. In some domains GWAS largely
replaced the previously used smaller scale studies in which tens or hundreds of SNPs were examined.
The latter is now called candidate gene association study (CGAS).
However, the majority of recent GWAS were only moderately successful. The essential goal of
GWAS was to apply a unified approach for statistical analysis, that is to perform the same pairwise
analysis for all measured SNPs using the same settings and corrections, instead of selectively analyzing SNPs with various methods. Unfortunately, one of the causes leading to unsatisfactory results
was the strict correction for multiple hypothesis testing applied by standard statistical analyses. The
correction is required by the hypothesis testing framework to avoid ’by chance’ false positive results
which are non-negligible in case of thousands of subsequent statistical tests on the same data set. The
problem is that the required significance threshold is very low: 10−7 -10−8 which poses a considerable
limitation on the detectable effect size and the required sample size [GSM08].
The other presumed cause of moderate success is the oversimplified approach of using only simple disease state descriptors while additional environmental and clinical information was neglected.
Since multifactorial diseases are largely influenced by environmental variables, recent studies proposed more detailed investigations including such variables [Man+09; EN14]. Hence CGAS came
into view again as confirmatory studies using detailed environmental descriptors and phenotypes
(i.e. observable features e.g. gender) [PCB13]. However, the previously used univariate methods do
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not allow the joint analysis of several environmental and genetic variables since that requires multivariate methods.
These obstacles induced an intensive research for new statistical methods. The main requirements
can be summarized as follows:
The ability to analyze complex dependency relationships
The ’complex phenotype’ approach proposes the joint analysis of genetic, environmental and
clinical variables. Therefore, a suitable method should allow multivariate statistical analysis
including the detection of interactions [Ste09; Com+00; Sto+04; Man+09].
Optimal solution for multiple hypothesis testing
The correction for multiple testing is crucial to avoid false positive results, however in its current form (in the hypothesis testing framework) it is overly strict [GSM08]. Moderately significant results are rejected, even though they may be worthy of additional investigation. Furthermore, the correction becomes even more restrictive in case of multiple phenotypes as it
requires an increased number of tests and consequently additional correction. New methods
should quantify the relevance of moderate or weak results without discarding potentially useful
information.
Support for evaluation
Apart from a basic analysis it would be preferable if new methods provided additional tools,
i.e. in the form of supplementary measures, that support the visualization and interpretation of
results.
Systems-based multivariate modeling relying on Bayesian networks fulfills these requirements
as it allows the analysis of dependency relationships, provides a consistent correction for multiple
hypothesis testing, and provides a rich tool set for the evaluation and interpretation of results.

1.2.2

Disease modeling

The aim of disease modeling is to create models with detailed parametrization based on clinical, environmental and genetic variables. The motivation behind building such models is to aid therapy selection, to allow a refined risk assessment, and ultimately to provide medical decision support [LT06;
SP78; OLD01; Bel+96; Mik+95]. Although the latter requires the extension of disease models with additional components such as utilities, cost-effectiveness considerations, and other decision theoretic
elements. This section only focuses on the creation of models.
There are multiple approaches for building models, each having its advantages and drawbacks.
Model construction based on experts’ knowledge
In case of a well known domain with substantial prior knowledge models can be created relying
on expert knowledge [Wei+78]. Such a model can be subsequently verified using related data.
Straightforwardly, such a methodology cannot be applied in completely unexplored domains.
Model learning based on data
When prior knowledge is not available models can be learned relying only on data. In case of
Bayesian network based methods a suitable structure learning algorithm can be applied [FK03;
CH92]. Then based on the resulting structure a parameter learning method can be executed.
A possible drawback of such an approach is that considerably different models may arise depending on the parametrization of the learning algorithm(s). Therefore, a rigorous analysis of
parameter settings has to be carried out to validate findings.
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Model learning based on data and a priori knowledge
The third option is to use prior knowledge in conjunction with data based model learning. In
most practical cases the available a priori knowledge is not sufficient to build a whole model, but
it can enhance learning. In the form of informative and non-informative priors most Bayesian
methods allow the incorporation of such knowledge. Informative priors contain domain specific
information, e.g. relevant variables and their relationships. This information can be utilized in
structure learning as some variables and relationships can be neglected, while the presence of
others can be required [AC08]. Non-informative priors consist of more general information,
such as the level of direct dependency of variables, the probability of finding relevant variables,
or an approximation concerning overall model complexity [Kon+98].
Typically the applied methods implement the third approach, that is relying on some a priori
knowledge a model learning is executed. However, in most cases only non-informative priors are
used which have a non-trivial connection to the exact domain. The translation between domain
knowledge and modeling knowledge is a considerable challenge. For example, in case of Bayesian
network based modeling if there is a limit on the number of allowed incoming edges related to a
node (within the model) then how can that limit be related to a domain specific parameter? There
are numerous parameters concerning structure learning which cannot be directly linked to domain
specific properties.
Another challenge regarding model learning is related to data sufficiency which mainly depends
on the number of variables and the sample size. Furthermore, sufficiency also depends on the cardinality of variables and on the analysis method since the more variables are analyzed jointly, the
more data is required to avoid statistically inadequate sample size. Therefore, it is reasonable to have
different requirements in terms of modeling in an adequate sample size case than in a low sample size
case.

1.2.3

Intelligent data analysis

Although intelligent data analysis is an integral part of the previously described application fields
of genetic association studies and disease modeling [BZ08], this section focuses on a more general
perspective.
Intelligent data analysis can be defined as a statistical analysis framework which allows the incorporation of prior knowledge and provides results related to model properties [Kon01; LKZ00; CY08].
However, in some cases it is challenging to detect certain multivariate relationships without a focused
approach. Such examples are the following cases:
Contextually relevant variables
One of the main criticism of early genome-wide association studies was their lack of taking appropriate context into account, that is relevant environmental and phenotype descriptors were
disregarded in early studies. In more recent, phenotype rich GAS the role of such descriptors is
to identify the context in which the genetic and clinical variables have a relevant effect. However, it is plausible that a variable is only relevant in a single context, i.e. only in case of a certain
value of a related descriptor, and non-relevant in others [Bou+96]. If the subset of samples corresponding to that context is relatively small compared to the whole set then the relevance of
the variable can remain undetected. Especially, if there is no a priori knowledge concerning the
context.
Joint effect of variables
In most practical cases the environmental and phenotype descriptors are interdependent and
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have strong dependencies with the target variable. In contrast, genetic and clinical variables
may have considerably weaker dependencies with the target variable, which makes their discovery as relevant variables challenging. Furthermore, if such a variable is relevant only due to
its joint effect with another variable and has negligible effect on its own, then its detection can
be even more difficult.
A possible solution is to use intelligent exploratory tools which incorporate priors. However, the
translation of knowledge conveyed in hypotheses into priors is not a straightforward process, and can
prove to be infeasible is some cases. Another possible approach is to create such relevance measures
which can be effectively post-processed according to prior knowledge.

1.3

Objectives

The main objectives of my research can be summarized by the following points:
Objective 1: Relevance measures for intelligent data analysis.
Relevance can be interpreted from various aspects such as parametric, structural and causal
aspects. Bayesian network based properties used in a Bayesian statistical framework allow the
construction of new relevance measures that combine parametric and structural aspects and
provide a more detailed view on relevance relationships.
Objective 2: Investigation of the effect of non-informative priors.
The translation of a priori knowledge into non-informative priors used in Bayesian network
based multivariate modeling is a compelling challenge. Particularly in case of parameter priors,
whose appropriate setting is essential, because they function as complexity regularization parameters. In case of several application fields the modeling could be enhanced if the parameter
prior can be connected to parametric properties related to the domain.
Objective 3: Application of Bayesian network based multivariate modeling in GAS.
An experimental evaluation of Bayesian network based multivariate modeling confirmed its
applicability for the analysis of genetic association studies. The Bayesian relevance analysis
framework in conjunction with its novel extensions (Obj. 1) and new results regarding its
parametrization (Obj. 2) could provide a valuable tool set for GAS analysis. Its application could
be enhanced by a guideline detailing necessary considerations and recommended settings.

1.4

Research method

The foundations of the research presented in this dissertation are related to the research activities
of the Computational Biomedicine and Bioinformatics (COMBINE) work group at the Department of
Measurement and Information Systems, Budapest University of Technology and Economics. The main
research focuses of COMBINE included the development of Bayesian model-based methods utilizing
a Bayesian statistical framework and their application in versatile fields such as biomedicine and genetics. The first culmination of this research work was a Bayesian methodological framework called
Bayesian multilevel analysis of relevance (BMLA), which henceforth will be referred to as Bayesian relevance analysis. This framework was initially developed and applied for ovarian cancer data analysis
[Ant07]. Later it was extended and adapted for computational grids by members of COMBINE [12],
[26]. Thereafter, collaborations were formed with multiple research groups at Semmelweis University in order to provide Bayesian analysis methods for genetic association studies [9]. Thus genetic
association studies became the main application field of Bayesian relevance analysis. Furthermore
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the methods and results described in this dissertation were motivated by the challenges posed by the
analysis of genetic association studies.
My doctoral research began with the adaptation of the Bayesian relevance analysis method to
analyze a real-world candidate gene association study (CGAS) data. First, the applicability of the
Bayesian relevance analysis method was investigated in a comparative study based on an artificial
data set. Its performance was assessed and compared to the performance of several other methods
[27]. Second, the Bayesian relevance analysis was applied to an asthma related CGAS data set [3],
and the initial methodology for CGAS analysis was developed. Then, during consecutive analysis
of several CGAS data related to such fields as rheumatoid arthritis, allergy, leukemia, hypodontia
and depression several new challenges emerged. This prompted the extension of Bayesian relevance
analysis with novel measures for parametric relevance, and the investigation of the effect of noninformative priors. Finally, the analysis methodology was refined based on new results.

1.5

Contributions and structure of the dissertation

The main contributions of the dissertation are: (1) the novel Bayesian effect size measures which
integrate structural and parametric aspects of relevance and thus extend the capabilities of Bayesian
relevance analysis, (2) the identification of the effect of non-informative parameter priors on Bayesian
relevance analysis, and (3) the application of Bayesian relevance analysis and its novel extensions for
the analysis of genetic association studies. Results are presented according to the objectives discussed
in Section 1.3.
Chapter 2 and Chapter 3 introduce the basic concepts related to Bayesian networks and relevance
measures. Thereafter, the new results are presented in two chapters: Chapter 4 and Chapter 5. Then
Chapter 6 details the application aspects of Bayesian relevance and effect size analysis. The final
chapter provides a summary of the results and concludes the dissertation by discussing future work.
A more detailed description of the dissertation’s chapters is presented in the remainder of this section.
Chapter 2 introduces basic concepts related to the Bayesian network model class. Subsequently,
structural properties of Bayesian networks are discussed, which can be utilized to measure various
aspects of relevance.
Chapter 3 presents core concepts and definitions related to relevance and its various aspects. Then,
an overview is provided on feature subset selection methods in which relevance has a central role.
Afterwards, methods for measuring structural, parametric and causal relevance are discussed.
The main conclusion is that current relevance measures typically measure a particular aspect of
relevance. Association measures investigate the parametric aspect, i.e. the effect size of variables with
respect to a target which allows to assess predictive power. However, such measures do not provide
information on the underlying dependency patterns of variables, i.e. on structural relevance. In contrast, measures of structural relevance investigate the underlying dependency patterns of variables
and utilize Bayesian networks for representation, but they ignore parametric aspects.
Chapter 4 presents new results related to Thesis 1 and Thesis 2. Both theses describe new
Bayesian methods for measuring various aspects of relevance.
In Thesis 1, I propose a hybrid approach towards relevance by novel Bayesian relevance measures
to enable a joint analysis of structural and parametric aspects of relevance.
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Related publications are the following: [1], [2], [4], [6], [7], [11].
The corresponding section (4.1) is organized in the following way:
• First, a hybrid Bayesian measure of effect size, the structure conditional Bayesian odds ratio is
presented which only considers those dependency structures in which the investigated variable
is structurally relevant (subthesis 1.1) [1], [2], [11].
• Then, it is shown that the structure conditional Bayesian odds ratio can be computed using the
posterior probabilities of Markov blanket graphs parameterized by the data set. The key notion
is that Markov blanket graphs consist of strongly relevant variables (see Section 3.1). Thus if
only such structures are utilized for effect size computation in which the investigated variable
is a member of the Markov blanket graph of the target variable, then structural relevance is ensured. This leads to an applicable Bayesian hybrid effect size measure: the MBG-based Bayesian
odds ratio (subthesis 1.2) [2], [7], [11].
• Thereafter, the extension of the MBG-based Bayesian odds ratio measure for a set of variables is
described, allowing the assessment of the joint effect size of multiple factors (subthesis 1.3) [2].
• Finally, experimental results and applications in analyses of genetic association studies are presented [4], [6], [7].
In Thesis 2, I propose decision theoretic Bayesian measures which allow a quantitative evaluation
of predefined preferences. Related publications are the following: [5], [10], [12].
The main motivation of this work was that generally there is an abundance of a priori knowledge
in the form of preferences related to the evaluation, i.e. interpretation and translation of results,
however such preferences are not defined and evaluated formally. The key idea was that the Bayesian
framework allows the integration of decision theoretic components such as specialized measures that
can analyze the concordance with the a priori defined preferences. For example, a preference can
be a threshold of relevant effect size based on experts’ knowledge of a given domain. By applying
a decision theoretic Bayesian relevance measure, the posterior probability of each effect size being
higher than the threshold could be assessed.
The corresponding section (4.2) is organized as follows:
• First, the effect size conditional existential relevance (ECER) measure is presented which allows
the direct application of evaluation specific a priori knowledge (subthesis 2.1). ECER requires
the selection of an interval of negligible effect size thereby defining relevant effect sizes. [10].
• Second, the contextual extension of ECER (C-ECER) is introduced in order to allow the detection
of contextually relevant dependency relationships (subthesis 2.2) [12].
• Finally, experimental results and an application of ECER in a Bayesian decision theoretic framework is discussed.
Chapter 5 discusses non-informative priors and presents new results related to Thesis 3.
Non-informative priors are used in such situations when no applicable prior knowledge is available in order to define a neutral a priori assessment of structures and parameters. In case of parameter priors, particularly in case of the frequently applied Dirichlet prior, even the non-informative
approach allows multiple options. The free parameter of Dirichlet prior is called the virtual sample
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size which can be viewed as a form of complexity regularization. Even tough virtual sample size is a
non-informative prior, it influences Bayesian learning and therefore Bayesian relevance analysis to a
significant extent.
In Thesis 3, I identified the effects of non-informative parameter priors on Bayesian relevance
analysis. Related publications are the following: [2], [3], [7], [8], [9].
Following a section describing related concepts and challenges, the connection between the virtual
sample size parameter of the a priori distribution of parameters related to given variable W to the
effect size of variable W is presented (subthesis 3.1). Then a proposition involving the setting of the
virtual sample size according to an expected a priori distribution of effect sizes is discussed (subthesis
3.2).
Chapter 6 presents the application of the Bayesian relevance analysis method and the application
of its extensions.
The first part of the chapter discusses the essential properties and challenges of the analysis of genetic association studies. Thereafter, the applicability of the Bayesian relevance analysis methodology
for the analysis of genetic association studies is discussed.
The second part of Chapter 6 presents applications of Bayesian relevance and effect size analysis
methods. The first sections introduce a proposed guideline for the application of Bayesian relevance
and effect size analysis including recommended parameter settings and necessary considerations.
Subsequent sections present GAS applications of Bayesian relevance analysis and its extensions, such
as the asthma study [3], hypodontia study [17], leukemia study [4], and depression related studies [5],
[6].
Chapter 7 concludes the dissertation with a summary of new results and a discussion of future
work.

Chapter 2

Preliminaries
This chapter introduces concepts related to Bayesian networks and their structural and parametric
properties. The presented definitions and theorems rely on basic concepts related to probability theory and graph theory described in the corresponding textbooks of O. Knill [Kni09], L. Ketskemety
[Ket99], A. Vetier [Vet00], S. Ross and S. Guo [RG10], and R. Neapolitan [Nea04].

2.1

Notation

In this dissertation, variables are denoted with upper-case characters (e.g. Z, Xi ), and the state of a
variable (also known as realization or value) is represented with corresponding lower-case characters
(e.g. z, xi ). Sets are denoted with bold upper-case characters (e.g. S, Si ), and the value configuration
(i.e. the collection of the current value of each variable of the set) is represented by bold lower-case
characters (e.g. s, si ). Frequently used variable notations and abbreviations are provided in the List of
Symbols and the List of Abbreviations respectively.

2.2

Bayesian networks

Let V denote a set of random variables {X1 , X2 , . . . , Xn }, P denote their joint probability distribution, and G denote a directed acyclic graph (DAG).
Definition 1 (Markov condition) A pair (G, P ) satisfies the Markov condition if for each variable
Xi ∈ V it holds that ⊥
⊥ (Xi , Xj |Πi ), Xj ∈
/ Ψi (and Xj ∈
/ Πi ), that is Xi is conditionally independent
of the set of its non-descendants (V \ Ψi ) given the set of its parents (Πi ).
2
The consequence of Markov condition is that if it is fulfilled then it allows the efficient factorization of the joint probability distribution [Nea04].
Theorem 1 If a pair (G, P ) satisfies the Markov condition then the joint probability distribution P
can be expressed by the product of the conditional probabilities of variables Xi given the values of the
corresponding set of parents πi defined by DAG G.
2

P (x1 , x2 , . . . , xn ) =

n
Y
i=1

13

P (xi |πi )

(2.1)
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Conversely, the product of such conditional probability distributions defined according to DAG
G leads to a joint probability distribution [Nea04].
Theorem 2 Let G denote a DAG whose nodes represent random variables V : {X1 , X2 , . . . , Xn }, and
let each node Xi have a discrete conditional probability distribution defined by its parents Πi in DAG
G. Then the product of conditional probabilities p(xi |πi ) form a joint probability distribution over the
random variables in V and (G, P ) satisfies the Markov condition.
2
Based on Theorem 1 and Theorem 2 a Bayesian network can be defined as follows [Nea04]:
Definition 2 (Bayesian network) Let P be the joint probability distribution of a set of random
variables V = {X1 , X2 , . . . , Xn }, and G be a directed acyclic graph. A pair (G, P ) is a Bayesian
network if it satisfies the Markov condition such that P is given as a set of conditional probability
distributions P : {p(x1 |π1 ), p(x2 |π2 ), . . . , p(xn |πn )} and G represents P .
2
In technical terms, each node of graph G represents a random variable Xi . An edge between nodes
Xi → Xj indicates that there is a dependency relationship between variables Xi and Xj , and also
that Xi is a parent of Xj . Each random variable represented by a node has a conditional probability
distribution, in a discrete case this is given by a conditional probability table (CPT) which is defined
according to the value configuration of the parents.
The term ’Bayesian network’ was first coined by J. Pearl based on three essential aspects of these
networks [Pea85]:
1. The subjective handling of input information by a priori probabilities.
2. The information update mechanism based on the Bayes rule.
3. The possibility to interpret the network structure as a conditional (in)dependency map and in
certain cases as a network of causal relationships.
For an illustrative example of a Bayesian network see Appendix A.1.
Bayesian networks can be interpreted in multiple ways, on one hand as a representation of a joint
probability distribution by a DAG, and on the other hand as a set of conditional (in)dependency relationships which can also be represented by a DAG. In addition, if a causal interpretation is admissible,
then a Bayesian network may represent causal relationships. The theorems defining the connection
between the joint probability distribution, the set of conditional (in)dependency relationships, and
the role of the corresponding DAG are presented in Appendix A.2.

2.3

Structural properties of Bayesian networks

Basically all properties related to the DAG structure of a Bayesian network can be considered as a
structural property. The simplest elementary property is the existence of an edge or a node, while
there are other more complex properties such as a subgraph. Elementary properties include the type
of nodes such as root, sink, ordinary or isolated, and also the characteristics of edges such as its
direction, or whether there exists a directed path between selected nodes. Complex properties can
be formed by combining multiple elementary properties. Commonly investigated complex properties
include parental sets of nodes, subgraphs and the Markov blanket which is a special case of conditional
independence involving a conditioning set S and a target variable Y defined as follows [Pea88]:
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Definition 3 (Markov blanket) Let V denote a set of all measurable random variables
{X1 , X2 , . . . , Xn } on an (Ω,Σ,P ) probability space.1 For a selected variable Y a subset of variables S is a Markov blanket of Y (such that S ⊂ V, Y ∈
/ S) with respect to the distribution
P (X1 , . . . , Xn ) if ⊥
⊥ (Y, V \ S|S) [Pea88].
This means that if the selected variable Y is conditioned on its Markov blanket S then Y is conditionally independent from all other variables V \ S denoted as ⊥
⊥ (Y, V \ S|S).
Therefore, given a DAG structure G which perfectly represents P the nodes corresponding to
the Markov blanket M d-separate Y from the rest of the network (based on theorem Theorem 9 and
Theorem 8). This means that nodes Zi outside the Markov blanket M have no direct influence on Y .
Since in most scenarios the typical aim is to identify factors that influence Y , it is essential to learn
the Markov blanket.
However, when the structure is learned from data, an additional condition is required to ensure
that G perfectly maps P . This is called the stability condition [Pea00] which ensures that all and only
the conditional independencies represented by G are present in P .
Definition 4 (Stability) Let BN(G, θ) denote a Bayesian network with a DAG structure G and
parametrization θ (i.e. the set of conditional probabilities assigned to quantify the conditional dependencies). The joint probability distribution P generated by BN(G, θ) is stable if and only if
I(P (G, θ)) ⊆ I(P (G, θ0 )) for any parametrization θ0 , where I(P (G, θ)) denotes all conditional
independencies entailed by distribution P (G, θ).
2
This means that regardless of parametrization no conditional independence encoded in P may
vanish. In other words, all conditional independencies in P originate from structure G and independent of parametrization θ. The purpose of the stability condition is to avoid degenerate cases,
although the non-stable distributions are rare in a technical sense [Mee95]. Given a continuous parameter distribution p(θ|G), the joint probability distribution P induced by BN(G, θ) is stable with
probability 1 [Ant+14]. An example for a non-stable distribution is presented in Appendix A.3.

2.3.1

Markov blanket set

The main reason for learning the Markov blanket of a target variable Y is that given the stability condition [Pea00] the elements of the Markov blanket of Y are strongly relevant with respect to Y (see the
next chapter on relevance for details). Furthermore, the following theorem gives a sufficient condition
for the unambiguous Bayesian network representation of the relevant structural properties [TA03].
Theorem 3 For a distribution P defined by Bayesian network BN(G, θ) the variables mbs(Y, G) form
a Markov blanket set of Y , where mbs(Y, G) denotes the set of parents, children and the children’s other
parents of Y [Pea88]. If the distribution P is stable with respect to the DAG G, then mbs(Y, G) forms a
unique and minimal Markov blanket of Y , denoted as MBSp (Y ). Furthermore, Xi ∈ MBSp (Y ) if and
only if Xi is strongly relevant.
The mbs(Y, G) Markov blanket set for Y is a set based concept (i.e. a set of variables) which is
related to a specific DAG structure G. Assuming the Markov compatibility of G and P (see Def. 18) a
graph based equivalent can be defined (i.e. a set of nodes) which is denoted as MBS(Y, G). Throughout the dissertation the latter notation MBS(Y, G) will be used to denote a Markov blanket set as
1
Ω denotes sample space, Σ denotes Sigma algebra, and P denotes a probability distribution function. For detailed
explanation see e.g. [Ket99].
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a structural property of Bayesian networks. In case when the Markov blanket of Y is referred to
as a concept related only to the joint probability distribution (based on a conditional independence
statement, see Def. 3) the notation MBSp (Y ) will be used.
Note, that the minimal Markov blanket MBSp (Y ) is often called a Markov boundary in the literature (i.e. no subset of MBSp (Y ) is a Markov blanket of Y ) [Nea04]. Therefore, in most cases when the
aim is the learning of the Markov blanket of a selected variable, the learning of the Markov boundary
is aimed in fact. Although this naming scheme is somewhat controversial, throughout the dissertation
the term Markov blanket will be used in general as it is preferred in the literature.
Furthermore, the identification of the unique minimal Markov blanket is frequently not feasible
in practice due to data insufficiency (i.e. low sample size with respect to the number of variables).
Therefore, a possible solution is to investigate possible Markov blankets and create a ranking based
on an applied scoring metric. The most probable Markov blanket is called the maximum a posteriori
(MAP) Markov blanket. However, simply selecting the MAP Markov blanket would lead to a significant loss of valuable information. Even when there is only a small number of Markov blankets (e.g.:
3) which have a relatively high posterior probability, neglecting the non-MAP Markov blankets could
lead to improper results (in terms of measuring multivariate relevance of variable sets). Even more
so in cases where there are hundreds or thousands of possible Markov blankets with moderate or
low probability. A Bayesian approach to this problem is to analyze the whole ‘distribution’ of possible Markov blankets instead of investigating only the MAP Markov blanket (for further details see
Section 3.5.2.3).

2.3.2

Markov blanket membership

The significance of a Markov blanket set is that it provides a multivariate characterization of relevance
for a set of variables. In addition, it is possible to characterize the individual relevance of each variable
based on the Markov blanket set. For this purpose Friedman et al. proposed the concept of Markov
blanket membership [FK03]:
Definition 5 (Markov blanket membership) The Markov Blanket Membership MBM(Xi , Y ) is
a pairwise relationship which holds if Xi ∈ M BSP (Y ).
2
As a structural property Markov blanket membership is evaluated with respect to a single DAG
structure G, in which case it serves as an indicator function MBM(Xi , Y, G), which is true only if
Xi ∈ MBS(Y, G). Otherwise, it is based on possible Markov blanket sets in which Xi is present and
provides an univariate view of relevance of Xi . For an illustrative example see Appendix A.4.

2.3.3

Markov blanket graph

The Markov blanket set can be interpreted as a structural property of Bayesian networks, i.e. as a set
of nodes, which correspond to the relevant variables (with respect to a selected target). This property
however, does not provide any detail on the dependency relationship between the target and other
variables, but it can be extended to contain such information. That complex structural property is
called a Markov blanket graph which contains nodes of a corresponding Markov blanket set and such
edges that specify their relationship with the target variable [ACC05], [26].
Definition 6 (Markov blanket graph) A Markov blanket graph MBG(Y, G) of a variable Y is a
subgraph of a Bayesian network structure G, which contains the nodes of the Markov blanket set of
Y , that is MBS(Y, G), and the incoming edges into Y and its children.
2
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Figure 2.1: An illustrative example for a Markov blanket graph. The node representing the target
variable Y is displayed in pale red, the corresponding Markov blanket graph is bordered with a red
ellipsoid. Edges denoted by dashed lines are not part of the Markov blanket graph.

Figure 2.1 shows a hypothetical Bayesian network structure which represents the (conditional)
(in)dependency relationships of discrete random variables X0 , X1 , . . . , Xn and a target variable Y .
The Markov blanket graph of Y is bordered with a red line, and consists of the nodes related to Y , its
parents: X6 and X7 (green nodes), its children: X8 , X9 , X10 (orange nodes), and the other parents of
its children: X4 and X5 (teal blue nodes). Apart from nodes it contains the edges that represent direct
dependency relationships with respect to the target Y (incoming edges from parents, and outgoing
edges to children). It also includes the edges that are directed from the other parents (X4 , X5 ) to the
common children with Y . Nodes X4 and X5 are also called interaction terms as they form a v-structure
with Y , which means they are conditionally dependent on Y given the common children.
In contrast with a graph structure G which contains all the dependency relationships of variables, a
Markov blanket graph MBG(Y, G) includes only those relationships, in which Y is closely involved.
This property makes the MBG(Y, G) an ideal candidate to serve as a base for measuring effect size.

Chapter 3

The role of relevance in association
measures
This chapter describes the concept of relevance and its various aspects. In addition, it discusses the
relation of these aspects to different types of association measures. Finally, the theoretical background
of Bayesian relevance analysis is presented.

3.1

Relevance as a basic concept

Relevance in the common sense means importance or essentiality, which can be quantified by various
measures. In the context of feature subset selection relevance has a key role as the aim of FSS is to
select relevant features with respect to a target (class variable). In a basic case, by the term ‘feature’ we
mean input variables, whereas in a more complex scenario a set of variables with a certain property
(e.g. Markov blanket) can be considered as a single feature.
Let V = {X1 , X2 , . . . , Xn } denote n random predictor variables, and Y denote a class variable.
Let Si be a subset of V such that Si = V \ Xi . Furthermore, xi , y denote a possible value for Xi and
Y respectively, whereas si denotes a possible value configuration for the variables of subset Si .
Definition 7 (Strong relevance) A variable Xi is strongly relevant to Y , if there exist some Xi =
xi , Y = y and si = x1 , . . . , xi−1 , xi+1 , . . . , xn for which p(xi , si ) > 0 such that p(y|xi , si ) 6=
p(y|si ) [KJ97].
2
This means that variable Xi is strongly relevant with respect to Y , if it carries such information
that influences the conditional distribution of Y given all other variables Si . Note that the expression
p(xi , si ) > 0 means that the value configuration Si = si and Xi = xi is jointly possible.
An alternative form of this definition states, that given a data set D with samples (rows) D(A) and
D(B) that have identical values for all variables except for Xi denoted as D(A) (Xi ) 6= D(B) (Xi ), Xi
is strongly relevant if D(A) (Y ) 6= D(B) (Y ), that is D(A) and D(B) belong to a different class [BL97].
There is also a similar but weaker relevance relationship, in which a variable Xi is relevant with
respect to a target variable Y , but Xi only has a decisive role under certain conditions.
Definition 8 (Weak relevance) A variable Xi is weakly relevant to Y , if it is not strongly relevant,
and there exist some S0i ⊂ Si and Xi = xi , Y = y, S0i = s0i for which p(xi , s0i ) > 0 such that
p(y|xi , s0i ) 6= p(y|s0i ) [KJ97].
2
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In other words, Xi is weakly relevant if there is a subset of variables Si0 for which Xi is locally
strongly relevant.
Relying on the previously established conditional probability distribution based definitions of
strong and weak relevance R. Kohavi et al. define relevance as:
Definition 9 (Relevance) A variable Xi is relevant with respect to Y if it is strongly relevant or
weakly relevant, otherwise it is non-relevant [KJ97].
2
Note that relevance can be defined formally in multiple ways, e.g. it can be defined specifically to
the applied model class used as predictor or to the applied optimization algorithm and loss function.
In contrast, this definition does not depend on such properties.
Similarly to the concept of (in)dependence, certain conditions can modify the relevance property
of a variable. For example, it is possible that a variable Xi is individually irrelevant with respect to Y ,
however given condition Xj they are jointly relevant with respect to Y . This notion can be formalized
as conditional relevance.
Definition 10 (Conditional relevance) Let Si denote a conditioning set {Xj1 , Xj2 , . . . , Xjm } ⊂
V for variable Xi such that ⊥
6⊥(Y, (Xi ∪ Si )) and (Xi ∩ Si = ∅), which means that (Xi ∪ Si ) is
relevant with respect to a target variable Y . Then Xi is conditionally relevant with respect to Y
given Si if ⊥
⊥ (Y, Xi ) and ⊥
6⊥(Y, Xi |Si ) holds.
2
In addition, there is a special case where only one particular value (or value configuration) of the
conditioning set modifies the original property. This special value (or value configuration) is called
a context. Such a specialization can be defined both for conditional independence and conditional
relevance (for an application related to Bayesian networks see [Bou+96]).
Definition 11 (Contextual independence) Let X and Y denote random variables and Z a set of
random variables of domain V (such that X, Y ∈ V, Z ⊂ V, X, Y ∈
/ Z). Furthermore, let C denote
a disjoint set of context forming random variables (C ⊂ V,C ∩ Z = ∅), and c0 denote the context.
Moreover, let x, y, z represent possible values and value configurations for X, Y and Z respectively.
Then X and Y are contextually independent given Z and context c0 denoted as ⊥
⊥ c (X, Y |Z, c0 ) if
0
0
0
and only if ∀x, y, z: p(y|x, z, c ) = p(y|z, c ) when p(x, z, c ) > 0 [12].
2
Note that context c0 is a specific value configuration of possible values C = c. The contextual
independence of X and Y given Z and c0 essentially means that the conditional independence of X
and Y is only valid in case of C = c0 .
An analogous specialization for conditional relevance can be defined, although in this case contextuality is relevant from both relevance and irrelevance perspectives. Contextual irrelevance means
that an otherwise relevant variable Xi becomes irrelevant given context c0 .
0
Let Ci denote the context forming set, and ci denote the context (a specific value configuration
of Ci ) for variable Xi with respect to target variable Y .
Definition 12 (Contextual irrelevance) Let us assume that ⊥
6⊥(Y, (Xi ∪ Ci )) and (Xi ∩ Ci = ∅),
that is (Xi ∪ Ci ) is relevant with respect to Y . Then Xi is contextually irrelevant with respect to Y ,
0
0
if there exists a context ci such that ⊥
⊥ (Y, Xi |ci ) holds.
2
In contrast, contextual relevance means that an irrelevant variable becomes relevant only in case
0
of Ci = ci .
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Definition 13 (Contextual relevance) Let us assume ⊥
⊥ (Y, Xi ), that is Xi is irrelevant with respect to Y and (Xi ∩ Ci = ∅). Then Xi is contextually relevant with respect to Y , if there exists a
0
0
context ci such that ⊥
6⊥(Y, Xi |ci ) holds.
2
In other words, Ci is a contextual modifier of Xi which renders Xi relevant with respect to the
0
target Y given ci .
The modeling of contextual relevance requires special local dependency models allowing an ex0
plicit representation of contexts defined by value configurations Ci = ci , whereas other dependencies are defined on the higher abstraction level of variables. The Bayesian network model class is
capable of modeling contextual relevance by applying decision trees or decision graphs as local dependency models [Bou+96]. Moreover, there are network-based non-Bayesian methods which can
address contextual relevance (implicitly) such as multifactor dimensionality reduction [Moo+06] and
logic regression [RKL03].
Furthermore, identifying the contextual relevance of variable Xi can be challenging or even infeasible in certain cases. For example, if variable Xi has only a moderate effect size (with respect
to the target Y ) in the context, or if the context is rare within the available sample. In such scenarios, statistical identification of contextual relevance may not be possible without prior knowledge. In
addition, since Xi is irrelevant without the context, the observation of the context is a prerequisite,
and thus multivariate modeling based analysis is required for the detection of contextual relevance
of Xi [8].
Finally, association is another essential concept frequently utilized in machine learning and statistics. In contrast with relevance, association is related to unconditional statistical dependence [UC14].
Definition 14 (Association) An association relationship exists between variables Z and W if
p(Z, W ) 6= p(Z)p(W ), that is Z and W are statistically dependent.
2
Measures based on either the concept of conditional probability based relevance or on association
can describe a form of relevance (i.e. importance), though from a distinct perspective. Due to the
difference between the approaches an association between variables Z and W does not necessarily
entail that e.g. Z is strongly relevant with respect to W , and vice versa.

3.2

Relevance in feature subset selection

Feature subset selection is a frequently used technique in machine learning and in statistics. Its aim
is to select relevant features with respect to a selected target with a specified accuracy. The target is
a special variable (an attribute) of each sample that allows the classification of samples into various
groups. In several research scenarios the goal is to investigate the relationship of the target to other
factors. Depending on the approach of the study, one may wish to explore the dependency patterns,
mechanisms concerning the target or to identify a number of key factors that allow to predict the
target. For example, if one wishes to create a classifier then FSS determines its complexity and accuracy. The former is accomplished by discarding irrelevant features that do not influence the target,
and the latter is done by selecting (i.e. not discarding) relevant ones. In other words, both the number
of selected features and the relevance of selected features plays and important role. In many cases the
ultimate goal is to select the most relevant features and also the smallest number of features that are
sufficient to predict the target.
In many domains there can be as many as several thousands or hundreds of thousands of input
features. Therefore, the application of FSS methods greatly influences the tractability of such prob-
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lems. Straightforwardly, the learning rate is remarkably different if it is based on e.g. a set of ten
relevant features or if it is based on several hundred features some of which are irrelevant.
Generally, the term FSS is interpreted as the selection of a subset of features, though in a broader
sense feature ranking can also be considered FSS [GE03]. Feature ranking methods apply various
metrics that produce a score for each feature, based on which a ranking can be established. In several
implementations a threshold is applied, and features having a score below that threshold are discarded.
Regarding the application fields of FSS, it has well established roots in data mining and text mining.
Moreover, it became a basic technique of bioinformatics which aims to provide tools for the analysis
and interpretation of biological data. In several subfields of biomedicine and genetics (e.g. genetic
association studies) FSS methods gained a leading role in the analysis of results.
According to Guyon et al. FSS methods can be divided into three distinct groups: (1) filters,
(2) wrappers, and (3) embedded methods [GE03]. The general goal of FSS methods is to create and
improve a predictive model (to achieve an acceptable accuracy) and to prevent over fitting.
Let us consider an example case-control data set related to an allergy association study, which
consist of labeled samples. Let Y denote the class label or class variable which takes the value Y = 1
if a patient has the disease (i.e. it is a case of allergy) and Y = 0 if the patient is a healthy control. In
this study several clinical factors (e.g. white blood cell count) and genetic factors (e.g. a mutation in
a gene related to allergic inflammation) were measured, which we may call as input (or explanatory)
variables. The typical aim of an association study is to discover relationships between the class variable and the measured factors. Among others there are two main approaches towards this goal: (1)
building a classifier that allows to predict the class label based on some relation of input variables, (2)
explore the dependencies among variables both between the class variable and input variables and
also between input variables. Both approaches aim to build a model of the domain that consists of
relevant factors with respect to the class variable.
The first approach focuses on finding the minimal number of relevant variables that allow the
prediction of the class variable. This is typically implemented by applying some learning method that
creates a classifier based on the data. The two main aspects that are taken into account is classifier
accuracy and model complexity. One usually has to accept a trade-off between the two aspects. A
highly complex model may produce results with high accuracy yet it can be impractical. In contrast,
a simple model may have relatively low accuracy yet it can be acceptable for a specific purpose. The
drawback of this approach is that it neglects relationships between input variables which may hinder
the global effort for understanding the mechanisms of the domain.
The second approach is exploration oriented with the global aim of discovering dependency patterns concerning the variables of the domain. Therefore, it applies methods that provide detailed
characterization of dependency relationships. The drawback of this approach is that related methods
are typically more complex than simple classifiers and thus require more computational resources. In
some practical scenarios the aim is to find a handful of relevant factors that approximately determine
the disease state, for which the classifier approach is sufficient.
The application of FSS algorithms has definitive effect in both the aspects of classifier accuracy
and complexity. The selection of relevant variables results in a smaller set of variables (i.e. compared
to the whole set) from which the classifier is built, thus it can severely decrease classifier complexity.
Furthermore, if the selected set contains highly relevant variables then that can lead to a classifier
with high accuracy. On the other hand, FSS itself as an additional step in the process adds to the
complexity.
The main difference between FSS methods is related to the way feature subset selection is connected to model learning. The simplest exhaustive approach i.e. selecting every possible feature
subset is not feasible in almost all cases due to the exponential cardinality of subsets with respect to
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the number of features. Therefore, a search heuristic is needed to guide the search in the space of
features, and also a stopping condition is required to end the process. Several methods apply a greedy
search, in which following an evaluation of a currently selected subset a new subset is formed and
judged whether the change increases accuracy. Forming a new subset is done either by adding new
features (forward selection) or discarding currently included ones (backward elimination). In case it
provides a higher accuracy, the new subset becomes the current subset and the cycle continues. The
stopping condition is either a predefined threshold for some score defined by the algorithm or it is
given in the form of a limit on the number of steps (run length). The straightforward choice is to
select the highest scoring subset as the set of relevant variables.

Wrapper methods integrate the search step of model learning with the feature evaluation step. First,
they conduct a search in the space of possible subsets of features, then the selected subset is evaluated.
The result of the process is the best scoring subset that was found. On one hand, such methods are
resource-intensive and the selected feature subset depends on the type of the classifier. On the other
hand, they are capable of modeling the interactions between variables and they are not independent
from the domain, which means that domain specific knowledge can be utilized (if it is available).
Among the first implementations of wrapper methods there are methods performing a deterministic search such as SFS (Sequetial Forward Selection), SBE (Sequential Backward Elimination) [Kit78]
and Beam-search [SS88]. Although they are simple due to their deterministic behavior, they have some
disadvantageous properties such that the search is frequently stuck in local optima and overfitting
is not prevented. Later, more advanced wrapper methods introduced randomized search schemes to
alleviate the local optima problem to some extent, but overfitting was not handled. Such wrappers included genetic algorithms [Hol75], EDA [Inz+00], simulated annealing and randomized hill-climbing
methods [Ska94]. The OBLIVION algorithm was another related wrapper that applied the nearest
neighbor method [LS94].

In case of embedded FSS methods the search for relevant features is an inseparable part of building
a classifier. Therefore, the implementation is specific to the learning algorithm. An advantage of such
methods is that they can model the dependencies between variables similarly to wrappers. In contrast
with wrappers, embedded methods are computationally less intensive [GE03].

Filter methods select the best features based on reasonably applicable criteria such as high correlation or high mutual information with the class variable, or a dependency test with a significant
p-value. Selected features serve as input for the model learning phase which is independent from
the former. Since the selection of features is based on criteria that are independent from the actual
problem in a given domain, filter FSS solutions are typically less accurate compared to the other two
groups of FSS methods. On the other hand, filters are the simplest methods in terms of computational
complexity, and thus the most efficient ones compared to wrappers and embedded FSS methods. Univariate filters disregard the dependency patterns among features, therefore valuable information can
be lost. Multivariate filters such as Fast correlation based feature selection – FCBF [YL04], take dependency relationships between features into account, however as a result they are computationally
more intensive as well.
One of the simplest filter methods selects features that have the highest correlation coefficient
with the class variable, which is called maximum relevance selection. The RELIEF algorithm uses a
similar approach, though it has a more complex feature evaluation metric [KR92].
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Another aspect of selection of features is to prefer non-redundant features. It is possible that
there are highly relevant features A and B that are closely correlated, therefore if the model contains
e.g. A then including B would not provide additional information. Thus it is sufficient to include
only one of them. The Maximum Relevance Minimum Redundancy (MRMR) algorithm combines the
principles of selecting the most relevant features and discarding redundant ones [DP05]. It can be
shown that this algorithm is more efficient than the simple maximum relevance methods and it also
maximizes the dependence between the joint distribution of selected features and the class variable.
The FOCUS algorithm is another filter FSS which searches for minimal feature combinations that
classify the samples correctly [AD91].
Another possible approach towards filter FSS is to quantify the effect of a feature on classification
results based on the conditional probability distribution of the target variable. The Koller–Sahami
algorithm was one of the first such algorithms that applied Markov blankets to estimate the difference in the conditional probability distribution of the target variable posed by a feature [KS96]. For
additional details see Appendix B.1.
Since then several FSS algorithms emerged (both filters and wrappers) that utilize Markov blankets
for selecting relevant features. The Markov blanket filter algorithm is one of the earliest examples of
a filter FSS, whereas Bayesian relevance analysis is an example for a wrapper FSS [12].

3.3

Relevance aspects

Since one of the main objectives of this work was to extend relevance analysis in order to allow a detailed investigation of multivariate dependency relationships, numerous methods assessing relevance
were examined. Based on these findings three main approaches could be distinguished [2]:
Association based (parametric) approach. Relies on effect size measures which quantify the effect of one variable on another without determining their exact relationship type. This approach
focuses on the parametric aspect of relevance, while it handles structural aspects implicitly.
Structural approach. Places the emphasis on investigating the dependency patterns between variables and identifying relationship types. Related methods utilize the structural properties of
Bayesian networks by which relationships can be characterized based on data. This approach
focuses on the qualitative assessment of relationships (i.e. the existence of corresponding structural properties), that is the structural aspect of relevance.
Causal approach. Assumes a predefined causal structure, which can be used to measure the effect
of a variable on another. The structure defines the causal relationships which can be verified by
testing based on data. Methods such as structural equation modeling focus on causal relevance
[Pea00], which is existential in the sense that there is either a cause-effect relationship between
variables or not, and parametric because it quantifies the change one variable causes in another.
Among these approaches the association based methods are the most frequently applied as they
provide simple, univariate effect size measures which quantify relevance from a parametric aspect.
Related methods typically focus on finding highly predictive input variables (i.e. aiming the prediction
of a selected target variable), and neglect further information on relationships between variables. In
contrast, structural uncertainty based methods are used when the investigation of the underlying
model and the analysis of multivariate dependency relationships are required. The drawback of these
methods is that they focus on a particular aspect of relevance, whereas an integrated analysis of
multiple aspects, e.g. structural and parametric relevance, could provide a more detailed view on
the dependency relationships of variables. In addition, the drawback of methods relying on causal
relevance is the assumption of a fixed structure, and thus the lack of structure learning.
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Bayesian networks as a model class is an ideal candidate for combining structural and parametric
aspects of relevance as they consist of a structure representing conditional (in)dependency relationships in the form of a directed acyclic graph G, and a corresponding parametrization layer θ. Existing
structure learning methods allow the analysis of structural relevance, by identifying various structural properties, but they disregard parametric aspects. Though the parametrization layer could be
used to assess effect size, i.e. parametric relevance.
Each of the described approaches –association based (parametric), structural, causal– focus on a
different aspect of relevance (parametric, structural, and causal aspect respectively), which appear to
be separate dimensions of relevance. The consequence is that parametric relevance does not imply
structural relevance (e.g. strong relevance), and vice versa. For example, an odds ratio (which is a
quantitative measure of parametric relevance explained later) of a variable X can be relevant with respect to a selected target Y just by being over a certain threshold e.g. OR(X, Y ) ≥ 2.5, even though
the structural relation between X and Y is unknown and has no influence on this aspect of relevance.
Conversely, X can be structurally relevant with respect to Y , having a high Markov blanket membership probability, e.g. being an interaction term in MBG(Y, G) (explained later in Section 3.5.1),
yet it can be parametrically non-relevant having a negligible effect size (OR(X, Y ) ∼ 1).
Due to space limitations, in the following sections only association measures and structural relevance measures will be discussed in details. Concerning causal relevance measures, a brief overview
is provided in Appendix C.

3.4

Association measures

Association measures are a large family of relationship descriptors which measure the effect of one
or more variables on a selected variable without determining their exact relationship type in a dependency model. The majority of measures quantify the examined effect between variables, whereas
hypothesis testing based dependency tests only investigate the existence of a relation [Agr02]. The
following subsections provide a short overview on the typically used association measures, particularly those that are used for the analysis of genetic association studies (described in Chapter 6).

3.4.1

Univariate methods

Univariate methods assume that the analyzed variables are independent from each other, or that their
interdependencies are non-relevant. Therefore, each (input) variable is analyzed separately regarding
its relationship with a selected target (outcome) variable. In many cases the goal is to identify only
the most significant variables, thus the assumption of independence of variables is an acceptable
approach, even though it is highly improbable. In such cases the analysis of interactions, dependency
patterns and other properties is only secondary or completely neglected. The application of univariate
methods can be justified with their relative simplicity and efficiency compared to computationally
more intensive, complex multivariate methods. There are numerous association measures that can
be applied to analyze relationships of variables, starting from basic association tests to various effect
size measures such as odds ratios [Agr02].
3.4.1.1

Standard association tests

Classical statistical methods rely on a hypothesis testing framework. There is always a null hypothesis,
which a statistical test aims to refute, and an alternative hypothesis. In case of association tests the null
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hypothesis stands for no association, whereas the alternative hypothesis is a model describing association. The evaluation of hypotheses depend on a computed statistic, which is the key component of
association tests. The null hypothesis is rejected if the p-value corresponding to the computed statistic is lower than an arbitrary significance level. The threshold for significance is typically considered
to be ς = 0.05 [Agr02].
A commonly applied statistic to test association between categorical variables is the Pearson’s chisquare. The calculation of this statistic is usually preceded by the construction of a contingency table
of appropriate size corresponding to the cardinality of variables [Agr02]. An example for two binary
variables is presented in Appendix B.2.
In addition, there is a special case of Pearson’s chi-square test called Cochran-Armitage test for
trend [Coc54; Arm55], which can be utilized to detect an expected trend between variables. Details
on the method are provided in Appendix B.3.
Note that ς is interpreted as the probability of falsely rejecting the null hypothesis (commonly
referred to as type I. error) [She00]. This threshold is reasonably strict for one test, however it is
insufficient for multiple tests on the same data set. For example, in a study of 1000 variables investigated by association tests with the common setting of ς = 0.05, at least 50 variables may be found
significant just by chance. In such cases the number of false positive results would be unacceptably
high. This phenomenon is called the multiple hypothesis testing problem which requires considerable effort to handle. In order to resolve this problem, several methods were created, among which
the most widely accepted approach is to apply a correction on the p-values, such as the Bonferroni
correction [Dun61] or the Benjamini-Hochberg method [BH95]. Alternative methods include the
application of permutation tests to test the validity of results [Goo06].
In case of several application fields (such as GAS) these corrections are typically too conservative,
which prohibits a meaningful analysis [Bal06]. This problem prompted researchers to create new
statistical methods for GAS analysis [SB09]. For example, Bayesian methods became popular in this
field, because they have a “built-in correction” for multiple testing [12].
3.4.1.2

Odds ratios

Contrary to association tests which assess qualitatively whether there is a significant association
between two variables, effect size measures investigate the strength of an association quantitatively.
Odds ratio is one of the most popular effect size measures [SB09], which measures the effect of an
investigated variable X on the ratio of possible target variable values. In the context of case-control
studies, the target variable is a disease state descriptor e.g. with possible values: affected (case) and
healthy (control). The assessed variable X is some clinical, environmental, or genetic factor which
may influence the disease. The odds ratio quantifies the influence of a selected factor on the ratio
of case and control population. In other words, it quantifies whether a factor has risk increasing
(OR> 1), neutral (OR∼ 1), or a protective (OR< 1) role with respect to a given disease. Note that
standard odds ratios do not take multivariate relationships into account.
In the classical statistical framework an odds is defined as the ratio of conditional probabilities [She00].
Definition 15 (Odds) Let X1 , X2 , ..., Xn denote discrete variables that have r1 , r2 , . . . , rn states
respectively, and let Y denote the target variable with y1 , ..., yq possible states. Then Xi = xi1
denotes variable Xi in state xi1 , and an odds is defined as
(j)

Odds(Xi , Y (m,n) ) =

p(Y = ym |Xi = xij )
.
p(Y = yn |Xi = xij )

(3.1)
2
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(j)

This means that the odds is computed for a given value of Xi (denoted as Xi ) using a selected
pair of values of Y (denoted as Y (m,n) ). Typically, the value representing the unaffected (control)
state is used as the basis (i.e. the conditional probability in the denominator Y = yn ), and an other
value is used in the numerator, although other configurations are also valid choices. Consequently,
(k,j)
the odds can be used to compute the odds ratio for a pair of values of variable Xi (denoted as Xi )
given that both odds were computed for the same pair of values of Y (denoted as Y (m,n) ) [She00].
Definition 16 (Odds ratio) An odds-ratio for variable Xi between states xij and xik is given as
(k)

(k,j)

OR(Xi

, Y (m,n) ) =

Odds(Xi , Y (m,n) )
(j)

Odds(Xi , Y (m,n) )

(3.2)
2

In case of case-control genetic association studies (see Section 6.1) the target variable Y is a binary disease indicator such that Y = 0: non-affected (control), Y = 1: affected (case). Then variables
X1 , X2 , ..., Xn represent single nucleotide polymorphisms (SNP), with states {0, 1, 2} that refer to
common (wild) homozygote, heterozygote, rare (mutant) homozygote genotypes respectively [Bal06].
(1,0)
For example, OR(Xi , Y (1,0) ) denotes an odds ratio of heterozygous (1) versus common homozygous (0) genotypes of Xi . For a computational example see Appendix B.4.
3.4.1.3

Confidence interval of odds ratios

Since the odds ratio is based on observed data, it can be interpreted as an estimate of the effect size of a
given factor for the whole population. The reliability of the odds ratio as a point estimate is indicated
by a confidence interval, which is an interval estimate that represents a range of values from which
the odds ratio takes a value if the study is repeated with alternate samples. There is also a confidence
level associated with a confidence interval which describes the frequency that the odds ratio is within
that interval given repeated experiments. The most common choice is the 95% confidence level which
means that the odds ratio lies in the confidence interval in 95 out of 100 experiments. The computation
of a confidence interval for an odds ratio requires the standard error of the corresponding log odds
ratio because its distribution is approximately normal N (log(OR),σ 2 ):
r
σ=

1
1
1
1
+
+
+
,
N00 N01 N10 N11

(3.3)

where Njk denotes the number of cases in which Xi = j and Y = k [Agr02]. Therefore, the 95%
confidence interval (CI95% ) of the log odds ratio (LOR ) can be given as CI95% = LOR ±zς/2 · σ.1 This
means that the CI95% for odds ratio is [OR \ exp(zς/2 · σ), OR · exp(zς/2 · σ)].
For a computational example see Appendix B.4.

3.4.2

Univariate Bayesian methods

Univariate Bayesian methods apply various elements of the basic paradigm of Bayesian theory (see
Appendix E.1). Some methods utilize a prior probability in order to encode a priori knowledge or
additional presumptions in the calculations [SB09]. Other methods focus on the comparison of likelihood scores based on the data [Mar+07] using a univariate Bayesian measure called the log Bayes
factor. A brief description of the measure is provided in Appendix B.5.
1

zς/2 is a two-tailed critical value of a z-test corresponding to CI95% which entails ς = 0.05.
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Multivariate methods

Multivariate methods allow the investigation of complex dependency relationships at the cost of being computationally more complex than univariate methods. There is a large number of multivariate
methods for measuring relevance. For example, multifactor dimensionality reduction [Moo+06] is
such a multivariate association analysis method, which was also utilized in the comparative study
(discussed in Chapter 6). Multivariate variance analysis methods and various forms of general linear
models are further examples [She00]. Furthermore, in case of GAS analysis there are several haplotype association tools which jointly analyze genetic factors [Bal06]. However, the overview of such
methods is out of scope of this dissertation. Among the many applicable methods logistic regression
is a popular choice in case of a binary target variable (for a brief overview see Appendix B.6). It is
a flexible tool which can be used for both multivariate and univariate analysis in case of categorical
variables [Agr02; She00]. In addition, it is frequently used to confirm the results of Bayesian relevance
analysis (see applications in Chapter 6).

3.5

Structural relevance measures

Structural relevance of variables can be determined based on a (in)dependency map describing the
relationships of variables. In a straightforward case with available a priori knowledge, the governing
mechanisms (i.e. causal relationships) of an investigated domain are known, and therefore a graph
based representation of dependencies and independencies can be constructed, e.g. in the form of
a Bayesian network [Pea00]. Such a global (in)dependency map can be used to identify the exact
relevance relationship types between variables. In realistic scenarios however, the mechanisms are
either partially or completely unknown, thus a global (in)dependency map is not available. In fact,
the (in)dependency map is often highly complex and can only be partially reconstructed based on
observations. In such cases the learning of locally identifiable (in)dependency patterns encoded in
structural properties is a viable option [FG96b], [26].
Although structural relevance is an essential concept, its relation to the concepts of association
and effect size is often neglected. Moreover, structural relevance and its subtypes were not analyzed
systematically in conjunction with Bayesian networks. Therefore, we investigated various structural
properties of Bayesian networks related to structural relevance and demonstrated their application in
relevance analysis [8], [26].

3.5.1

Structural relevance types

Bayesian networks allow the representation of structural relevance in various forms. These are called
structural relevance (sub)types, and they are connected to specific structural properties. Furthermore,
a connection between association and strong relevance can be established based on structural properties. Table 3.1 presents subtypes of structural relevance along with a graphical model based definition.
Note that this collection of definitions is an adaption of definitions described in Antal et al. [8].
Let us assume that a Bayesian network faithfully describing all dependency relationships between
variables X0 , X1 , . . . , Xn ∈ V of a hypothetical domain is available, and relevant relationships are
investigated with respect to the target variable Y . Direct structural relevance (DSR) means that Xi
is structurally connected to Y by a directed edge, therefore Xi is either a parent (X6 , X7 ) or a child
(X9 , X10 , X11 ) in the DAG structure (see Figure 3.1). These are among the most important relationships of Y because they directly influence or are influenced by Y .
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Table 3.1: Structural relevance types based on a graph of dependency relationships of variables.
Relation
Direct structural relevance
Transitive structural relevance
Causal relevance
Confounded relevance
Interaction based relevance
Mixed conditional relevance

Abbreviation
DSR(X,Y)
TSR(X,Y)
CAR(X,Y)
CFR(X,Y)
INR(X,Y)
MCR(X,Y)

Strong relevance
Weak relevance
Association (pairwise)
Conditional relevance

STR(X,Y)
WR(X,Y)
AS(X,Y)
CNR(X,Y)

Graphical description
There is an edge between X and Y
There is directed path between X and Y
DSR(X,Y) or TSR(X,Y)
X and Y have a common ancestor
X and Y have a common child
There is an undirected path between X and Y
containing a node with converging edges
DSR(X,Y) or INR(X,Y) (also MBM(X,Y))
MCR(X,Y) or INR(X,Y) or CFR(X,Y)
DSR(X,Y) or TSR(X,Y) or CFR(X,Y)
INR(X,Y) or MCR(X,Y)

Figure 3.1: Structural relevance subtypes related to strong relevance presented on a hypothetical
Bayesian network structure. Each figure illustrates an example for a relevance subtype by highlighting
the corresponding nodes using type specific coloring. Edges are shown as dashed directed arrows.
The target Y is denoted by a red node. Direct structural relevance (DSR): parents (green) and children
(orange) of the target. Interaction based relevance (INR): other parents (teal blue) of a child (orange)
of the target.

Interaction based relevance (INR) is a unique dependency relationship defined by a v-structure.
The sink of the v-structure Xj is a variable which is in a direct structural relationship with the target
Y , i.e. Xj is a child of Y . The heads of the v-structure are the target Y and ‘another parent’ Xi , e.g.
Y → X9 ← X5 in Figure 3.1. This structure corresponds to ⊥
6⊥(Y, Xi |Xj ), i.e. Xi is conditionally
dependent on Y given Xj . This means that the marginal (unconditional) effect of Xi is negligible
as Xi is independent (unconditionally) from Y . Therefore, Xi is not detected as a relevant variable
by univariate association measures. However, together with Xj as an interaction Xi may have a
strong relationship with Y . Therefore, Xi is referred to as an interaction term and considered relevant
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based on interaction. In a systems-based (multivariate) approach INR variables are part of the Markov
blanket of the selected target and thus they are identified as strongly relevant variables [8].

Figure 3.2: Structural relevance subtypes II. Nodes corresponding to a given relevance subtype are
highlighted by type specific coloring. Edges are shown as directed arrows, the target Y is denoted
by a red node. Transitive structural relevance (TSR): ancestors (purple) and descendants (blue) of the
target. Confounded relevance (CFR): nodes (yellow) that have a common ancestor with the target.

Transitive structural relevance (TSR) means that Xi is either an ancestor (e.g. X0 , X3 ) or a descendant (e.g. X12 , Xn ) of Y , which means that there is a directed path between them. This means that Xi
influences Y to some extent (or it is influenced by Y if it is a descendant), however this effect is considerably limited compared to direct structural relevance. However, if there is a strong dependence
between Xi and the intermediate variables then the effect of Xi on Y (or vice versa) can be relevant.
If the Bayesian network admits a causal interpretation, i.e. the causal Markov assumption is applicable (see Appendix A.2.2 for details), then direct and transitive structural relevance can be interpreted
as direct and transitive causal relevance respectively. Straightforwardly, direct causal relevance (DCR)
consists of direct causes and direct effects of Y , whereas transitive causal relevance (TCR) includes
all such relationships in which there is a causal path between Xi and Y . Direct and transitive causal
relevance can be jointly referred to as causal relevance (CR).
Confounded relevance (CFR) means that Xi and the target Y has a common ancestor which influences both (e.g. for X8 the common ancestor with Y is X7 , see Figure 3.2). This relationship type is
relevant for association measures as it can be detected as an association.
Mixed conditional relevance (MCR) is a weakly relevant relationship between Xi and Y such that
there is an undirected path between Xi and Y containing a v-structure, e.g. X1 according to path
X1 → X4 → X9 ← Y , see Figure 3.3.

Relying on these basic structural relevance types, more abstract concepts such as strong relevance,
weak relevance, association and conditional relevance can be compared (see Figure 3.4). In addition,
note that some of these structural relevance types are not mutually exclusive, e.g. the same variable
can be directly and transitively relevant.
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Figure 3.3: Structural relevance subtypes III. Nodes corresponding to the given relevance subtype are
highlighted by type specific coloring. Edges are shown as directed arrows, the target Y is denoted by
a red node. Mixed conditional relevance (MCR): nodes (light brown) that are connected to the target
with an undirected path.

Strong relevance (see Def. 7) includes direct structural relevance and interaction based relevance.
Strongly relevant variables are the most relevant dependency relationships in terms of structural
relevance. Weak relevance (see Def. 8) includes transitive structural relevance, confounded relevance
and mixed conditional relevance. Based on its definition, all those relevance types which are not
included in strong relevance are related to weak relevance.

Figure 3.4: The relation between association, strong relevance and relevance based on structural relevance subtypes [8].
Association includes direct structural relevance, transitive structural relevance and confounded
relevance. This means that pairwise association includes relevance subtypes that are forms of weak
relevance, whereas it excludes interaction based relevance which is a form of strong relevance. These
differences between pairwise association and strong relevance lead to the consequence that an asso-
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ciation does not entail strong relevance (e.g. in case of a confounded relationship detected as association), and strong relevance does not entail association (e.g. in case of an interaction term, which is
not detectable by pairwise association measures).
These properties also confirm that parametric relevance which is related to association is a unique
aspect of relevance. It contains both strong and weak relevance forms, therefore an association detected by an association measure, which does not rely on a systems-based method, cannot be mapped
exactly to a dependency structure.
Conditional relevance includes relevance subtypes INR and MCR formed by unique dependency
patterns, which are not identifiable by univariate (pairwise) methods. A conditionally relevant variable has a relevant joint effect on the target together with its conditioning variable(s), which implies
that only multivariate statistical tools can detect such relevance relationships, for which the observation of the conditioning variable(s) is a prerequisite. Parametrically, the conditionally relevant variable
can have a moderate effect size with respect to the target individually, however it is also possible that
it has no individual effect (i.e. main effect) at all [Cul+02].

3.5.2

Strong relevance in local structural properties of Bayesian networks

The wide variety of structural relevance types were presented relying on a global (in)dependency map
represented by a Bayesian network. This is a preferable choice, since given the conditions explained
in Section 2.3, a Bayesian network can faithfully represent the (in)dependency map entailed by the
joint probability distribution of variables. However, such a global model is only available if it is
constructed based on prior knowledge, and possibly verified by appropriate experiments. In realistic
cases however, the learning of the precise global (in)dependency structure based on observations alone
is typically not feasible due to observational equivalence (see Def. 20). Furthermore, depending on
the number of variables in the investigated domain, the complexity of learning the global dependency
map may be prohibitively high. There are several possible approaches for learning the dependency
structure. Here, only two practical choices are highlighted which will be explored in subsequent
sections. First, to focus on local structural properties related to the target variable [FG96b], [26].
Second, to consider multiple possible models and apply Bayesian model averaging [Hoe+99].

3.5.2.1

The relationship of strong relevance and the Markov blanket property

Since in most cases model learning involves one (or more) target variable(s), it is a reasonable choice
to investigate local dependency patterns with respect to the target(s). In most cases, the learning of
local structural properties of an underlying Bayesian network can be facilitated even if the global
model cannot be precisely learned [TAS03; ATS03; Ali+10; FG96b], [8], [12], [26].
The structural property which encodes relevant dependency relationships with respect to the
target is its Markov blanket set and related properties such as Markov blanket graph and Markov
blanket membership (see Theorem 3, Def. 6, and Def. 5). The last sections of the previous chapter detailed the stability condition under which the DAG structure of a Bayesian network unambiguously
represents the conditional (in)dependencies of the underlying joint probability distribution (see Section 2.3). Furthermore, the theorem of Tsamardinos et al. was also discussed, which had two major
consequences: (1) given that the joint probability distribution P is stable with respect to DAG G, a
unique and minimal Markov blanket can be defined based on G, and (2) variable Xi is a member of
the Markov blanket of Y if and only if it is strongly relevant with respect to Y [TA03]. According to
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the graph based definition of the Markov blanket set, MBS(Y, G) consist of nodes that are parents or
children of Y , or other parents of the children of Y (see Theorem 3). 2
As discussed in the previous section on structural relevance types (see Table 3.1), parents and
children of Y correspond to DSR (with respect to Y ), and the ‘other parents’ correspond to INR. Since
strong relevance consists of DSR and INR, all members of the Markov blanket set are strongly relevant.
Given the stability condition, the Markov blanket set MBS(Y, G) based on G is minimal, therefore it
contains all the strongly relevant variables with respect to Y .
Based on these properties, we may conclude that in case we aim to identify the strongly relevant
variables with respect to a target, it is sufficient to learn the Markov blanket set of the target instead of
the whole structure (assuming multinomial sampling and global parameter independence [HGC95]).
In other words, learning a local dependency pattern (Markov blanket set) with respect to a target can
be a viable alternative to learning the global (in)dependency map [8],[26].
Straightforwardly, the corresponding Markov blanket graph MBG(Y, G) also contains all
strongly relevant variables with respect to a target Y . In addition, it provides details on the dependency relationship types, i.e. whether a variable Xi is directly relevant with respect to Y , or whether
it is an interaction term and has a joint effect on Y together with another variable. Thus the Markov
blanket graph has an essential role in the interpretation of mechanisms and interactions related to
the target, and also in its prediction [8], [11], [26].
3.5.2.2

The role of stability in learning Markov blankets

According to the probabilistic definition of Markov blanket (see Def. 3), in case of a set of random
variables V and a target variable Y there can be multiple sets Si ⊆ V which serve as Markov blankets
for Y , i.e. ⊥
⊥ (Y, V\Si |Si ). On the other hand, the graph based definition of Markov blanket states that
given a DAG G, the set of variables mbs(Y, G) is a Markov blanket assuming the Markov compatibility
of G and the joint probability distribution P (see Section 2.3). In other words, a single set mbs(Y, G)
is defined based on the structural properties of the underlying Bayesian network with DAG structure
G. The corresponding set of nodes is denoted as MBS(Y, G).
In order to distinguish between the probabilistic and the graph based interpretation of Markov
blankets, the latter will be referred to as Markov blanket set and represented by MBS(Y, G) (assuming
Markov compatibility of P and G) as a structural property of the underlying Bayesian network.
Although MBS(Y, G) could be extended to include additional variables and still fulfill the criterion
of being a Markov blanket, we can say that a given structure G uniquely defines a Markov blanket
set for target Y as the set MBS(Y, G) (assuming that G faithfully represents P ). This is an essential
property of the graph based definition as it defines mutually exclusive and exhaustive events for a
variable being a member of the Markov blanket set, i.e. it avoids the multiplicity of Markov blankets.
These mutually exclusive and exhaustive events form a sample space which is necessary to define
a probability distribution over the sets of variables that are Markov blanket set members. Note that
the graph based definition fulfills the probabilistic definition assuming a Markov compatible joint
probability distribution with DAG G.
The stability condition is required in order to state that the unique Markov blanket set MBS(Y, G)
according to G is minimal. In general, MBS(Y, G) is a Markov blanket set of Y and the Markov
blanket membership function MBM(Xi , Y, G) reflects whether a variable is relevant with respect to
Y given G. However, in case of a stable distribution, MBS(Y, G) is a minimal Markov blanket set
2

Recall that the Markov blanket of Y as a set of variables relying on its probabilistic definition is denoted as MBSp (Y ),
and the corresponding graph based property (i.e. a set of nodes assuming Markov compatibility of DAG G and the joint
probability distribution P ) is referred to as Markov blanket set and denoted as MBS(Y, G).
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and MBM(Xi , Y, G) indicates whether a variable is strongly relevant with respect to Y [8]. This
means that stability implies stronger statements regarding the relevance of variables. From a technical perspective non-stable distributions are rare, because non-stability requires a specific parameterization which introduces non-conditional independencies that are not encoded in the structure
(see Section 2.3 and Appendix A.3). Generally, a continuous parameter distribution p(θ|G) is utilized, therefore the joint probability distribution P (V) of a set of random variables V is stable with
probability 1 [Ali+10].
Therefore, MBM(Xi , Y, G) almost certainly represents strongly relevant variables (Xi ) with respect to Y [8]. In addition, according to the stability theorem, the Markov blanket membership
MBM(Xi , Y, G) relation relying on the graph based definition of MBS(Y, G) is equivalent to the
probabilistic strong relevance relation (see Def. 7) assuming a stable distribution which is Markov
compatible with G [TA03].
3.5.2.3

Markov blanket based structural relevance measures

As it was discussed in the previous sections, a Markov blanket set MBS(Y, G) of target variable Y
based on DAG G contains all the strongly relevant variables with respect to Y , assuming that G is
Markov compatible with the joint probability distribution P , and that P is stable. In other words, the
Markov blanket set provides a multivariate characterization of a set of variables by indicating their
strong relevance (structural relevance) with respect to a target variable.
In case of structural uncertainty, i.e. when the DAG structure defining the conditional
(in)dependency relationships is not known explicitly, there can be multiple possible Markov blankets (compatible with the observations) entailed by various possible DAG structures G. An applicable Bayesian approach is to investigate several possible DAG structures, i.e. examine multiple models describing dependency relationships, and perform Bayesian model averaging [Hoe+99]. There
are several established methods for this purpose [FK03; Mad+96], such as Bayesian relevance analysis [12], [8].
The essential result of such methods is that a posterior probability for each Markov blanket set is
computed. The range of posterior probabilities (posteriors) is [0, 1] by definition, and the sum of all
Markov blanket set posteriors add up to 1. The posterior probability reflects the likeliness of a given
Markov blanket set being the ‘true Markov blanket set’ entailed by the underlying dependency map,
i.e. the DAG structure representing dependency relationships given the observations. Therefore, the
posterior probability of Markov blanket sets can be used as a measure of relevance. Straightforwardly,
the higher the posterior probability, the more relevant the Markov blanket set is. This measure reflects
the structural relevance of a set of variables with respect to a target, because the Markov blanket set
contains either directly relevant variables or interaction terms (i.e. variables that are structurally
relevant based on an interaction with a directly relevant variable.)

3.6

Bayesian relevance analysis

Bayesian network based Bayesian multilevel analysis of relevance (which is referred to as Bayesian relevance analysis in subsequent sections) is a multivariate, model-based Bayesian method which allows
the analysis of dependency relationships [12], [25], [26]. It can be utilized as a general purpose feature subset selection method, but it also allows the refined analysis of complex dependency patterns.
Bayesian relevance analysis enables the identification of relevant variables, relevant sets of variables,
and interaction models of relevant variables. These are different abstraction levels of relevance which
can be analyzed by evaluating the posterior probability of corresponding structural properties of an
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underlying Bayesian network (e.g. a relevant set of variables correspond to a Markov blanket set). In
order to estimate these posterior probabilities a Bayesian model-averaging framework is used.

3.6.1

Foundations of Bayesian relevance analysis

Bayesian relevance analysis was proposed as a systems-based methodology relying on the Bayesian
statistical framework, more specifically on Bayesian inference over structural properties of Bayesian
networks. Its key component is a Bayesian network model BN (G, θ), in which G represents the
multivariate dependency relationships of variables, and θ quantitatively defines the dependency relationships by conditional probability distributions (see Appendix A.2). According to the Bayesian
paradigm, the posterior probability of a multivariate dependency model (expressed as a Bayesian network) is
P (G, θ|D) ∼ P (D|G, θ) · P (G, θ) ,

(3.4)

where the likelihood P (D|G, θ) is a probability measure indicating the probability that the data
D was generated by BN (G, θ). The prior P (G, θ) encodes prior knowledge on the multivariate
dependency model, i.e. the structural pattern of dependency relationships and their parameterization,
as structure and parameter priors respectively.
Based on the posterior for the dependency model P (G, θ|D) related posteriors for various model
properties can be derived. More specifically, the posteriors for structural properties are of interest since the main goal of this method is the discovery of the dependency structure. Note that in
specific cases the parametric layer θ can be analytically averaged out [HG95]. Structural properties of Bayesian networks express various forms of structural relevance (see Section 3.1), such as
strong relevance (see Def. 7). That essential relevance measure is related to the Markov blanket set
structural property (see Section 3.5.2). Given a target variable Y the Markov blanket set of Y defines those variables Xi that are in either direct structural relationship with Y or that are interaction
terms (see Section 3.5.1), i.e. the most relevant variables with respect to Y . It was shown that if
a variable Xi is strongly relevant with respect to Y then it is a member of the Markov blanket set
of Y (see Section 3.5.2.3). Let the indicator function of Markov blanket membership of Xi with respect to Y for a given structure G be denoted as IMBM(Xi ,Y,G) , which takes the value of 1 if Xi is a
member of the Markov blanket of Y in DAG structure G. Then the probability of strong relevance
P (MBM(Xi , Y, G|D)) can be defined by model averaging (see e.g. [Hoe+99]) based on the posteriors
of possible DAG structures P (G|D) as
EP (G|D) [IMBM(Xi ,Y,G) ] =

X

P (G|D) · IMBM(Xi ,Y,G) ,

(3.5)

G

where EP (W ) [.] is the expectation function over the probability distribution of P (W ). Such
Bayesian inference was described previously in the work of Buntine, in which a probabilistic knowledge was proposed for the analysis of Bayesian network models [Bun91]. Posterior probabilities were
conditioned on a given ordering of variables. Later, Cooper and Herskovits proposed the utilization of
posteriors for Bayesian network structures to compute the posterior probability of arbitrary structural
features [CH92].
Since Markov blanket membership MBM(Xi , Y, G) depends only on the Markov blanket graph
MBG(Y, G), the membership function and the indicator can be reformulated based on Markov blan-
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ket graphs as MBM(Xi , Y, MBG) and IMBM(Xi ,Y,MBG) respectively [8].
P (MBM(Xi , Y, G|D)) =

X

P (mbg|D) · IMBM(Xi ,Y,mbg) ,

(3.6)

mbg

In general, for an arbitrary the posterior probability can be defined in the following general form:
EP (G|D) [IF (Z,G)=f ] =

X

P (G|D) · IF (Z,G)=f ,

(3.7)

G

which means that only those P (G|D) DAG structure posteriors are considered for which the
structural property F(Z, G) = f holds [8]. In other words, the general task of Bayesian relevance
analysis would be to compute the expectation function of structural properties such as Markov blanket graphs over the space of DAG structures. However, the exact computation of such posteriors
is generally infeasible due to the high cardinality (super exponential with respect to the number of
variables) of possible DAG structures.
In order to approximate such Bayesian inference Madigan et al. proposed a Markov Chain
Monte Carlo (MCMC) scheme over the space of directed acyclic graphs (DAG) using an auxiliary
ordering of variables [Mad+96]. Meanwhile Heckermann et al. proposed the application of a full
Bayesian approach to causal Bayesian networks [HMC97]. Several improvements were suggested for
the DAG-based MCMC method, such as new operators by Giudici and Castello [GC03] and others
[GH08],[NPK11]. Then, Friedman and Koller developed an MCMC method over the space of variable
orderings [FK03]. Subsequently, Koivisto and Sood introduced a method to perform exact Bayesian
inference over modular features [KS04]. A related randomized approach was presented by Pena et
al. [Pen+07].
In order to efficiently estimate posteriors of structural properties of Bayesian networks, we proposed specialised MCMC methods. Earlier, we presented a variable ordering based MCMC method to
estimate the posteriors of Markov blanket graphs and Markov blanket sets [26]. Then we proposed
a DAG-MCMC method which is better suited for complex structural features [12]. In fact, this latter
method can be applied for the estimation of the posterior of any structural property F(Z, G) = f provided that an efficient computation exists for the evaluation of the property and for the unnormalized
posterior P̃ (G|D).
A set of assumptions was derived that allow the derivation of efficiently computable unnormalized
posteriors for structural properties of Bayesian networks [HG95; CH92]. These assumptions are (1)
a complete data set containing only (2) discrete variables, produced by (3) multinomial sampling.
Furthermore, the application of a (4) uniform structure prior and (5) Dirichlet parameter priors (see
Section E.2).
The unnormalized posterior is utilized by an MCMC sampling method which performs a random
walk in the space of DAGs. The transition between states (i.e. between various DAG structures) is
facilitated by DAG operators which delete, insert or invert edges in the DAG structure [GC03]. The
default strategy is to apply these operators with a uniform probability in the proposal distribution.
In a standard scenario, the MCMC process reaches a stationary state, i.e. convergence is established after a number of steps. This interval is called the burn-in, during which the sampled states of
the random walk are discarded. Only the samples collected after the burn-in are utilized for the computation of posteriors. The eventual length of the MCMC sampling process, i.e. the number of steps,
depends on the distribution entailed by the investigated Bayesian network model, i.e. it is influenced
by the number of variables and the size of the data set.
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Note that there are several parameters of the DAG-MCMC method which can be used to fine
tune the sampling, such as the number of chains, i.e. the number of parallel sampling processes.
These will not be discussed here as they are out of scope of this dissertation (for details see [8]). The
convergence of the MCMC sampling can be investigated by corresponding quantitative measures such
as the Geweke Z-score and Gelman-Rubin R-score [Gel+95]. In addition, the confidence intervals for
the posteriors can also be utilized as an indicator, which can be computed based on the standard error
of the MCMC sampling [CSI12].
The MCMC process results in a sequence of DAG structures which is used to estimate the posteriors of structural properties. The crucial step for the relevance analysis is the determination of the
Markov blanket graph with respect to a selected set of targets given each DAG structure visited during the random walk. In a basic scenario of a single target variable Y , only the Markov blanket graph
of Y is identified. Although, this can be performed for multiple targets at each MCMC step. Apart
from Markov blanket sets, other structural properties can also be identified and evaluated based on
the currently encountered DAG structure. After the identification and evaluation, statistics related to
the investigated properties are updated, e.g. the frequency of the identified Markov blanket graph is
increased. This means that each instantiation of the investigated structural property is registered and
corresponding frequency information is collected.
Following the MCMC process an additional computational phase is executed. This step consist
of computing the relative frequency of each instantiation of the investigated structural properties
F(Z, G) = f which leads to the estimate of the posterior probability values given M samples:

EP (G|D) [IF (Z,G)=f ] ≈

M
1 X
IF (Z,Gi )=f ,
M

(3.8)

i=1

In addition, the statistics of derivative structural properties are also computed in this phase. For
example, the posteriors of Markov blanket sets and pairwise Markov blanket memberships are computed by various levels of aggregation of the observed Markov blanket graph statistics. This is the
essential step which provides strong relevance measures for the Bayesian relevance analysis method.
Furthermore, additional calculation is required for determining relevant k-sized subsets of variables
(called k-MBS) and assessing their posteriors based on that of Markov blanket sets [8], [12].

3.6.2

Bayesian relevance analysis concepts

Bayesian relevance analysis was introduced as a systems-based multivariate association and interaction analysis tool. Its main purpose is to identify strongly relevant sets of variables from an investigated data set by learning and analyzing structural properties of a Bayesian network modeling
the dependency relationships entailed by that data. The basic strong relevance measures provided
by the Bayesian relevance analysis method were discussed previously: Markov blanket graphs (see
Section 2.3.3), Markov blanket sets (see Section 2.3.1), and Markov blanket memberships (see Section 2.3.2).
The interpretation of Markov blanket membership posteriors is straightforward. The higher the
Markov blanket membership posterior probability of a variable is (within the range of [0, 1]), the more
strongly relevant the variable is considered. Since this posterior is an aggregate of models visited by
the DAG-MCMC sampling, a high posterior value is a result of the fact that the particular variable
was frequently a member of the Markov blanket of the investigated target variable in possible models
(for a practical example see Appendix A.4).
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On the other hand, the interpretation of Markov blanket set and Markov blanket graph posteriors
requires additional efforts. The application of a visualization tool is recommended, especially for the
latter case [7]. A Markov blanket set posterior represents the strong relevance of a particular set of
variables. Depending on the number of variables the cardinality of possible Markov blanket sets can
be high. This means that even in case of a sufficiently large data set with respect to the number of
variables, there can be several possible Markov blanket sets with similar posteriors. Therefore, in
most cases the joint analysis of several Markov blanket sets is required, because selecting only the
maximum a posteriori Markov blanket set could lead to imprecise results.
When the data set is not sufficiently large or when the entailed dependencies are relatively weak,
the distribution of Markov blanket sets can be ‘flat’, i.e. closer to uniform, which may result in hundreds (or thousands) of similarly probable Markov blanket sets (depending on the number of variables). In such cases, since the manual evaluation of results is not possible, a viable solution is to
investigate common elements of Markov blanket sets. Such partial multivariate aggregation results in
various k-sized subsets of Markov blankets, which allow the analysis of the co-occurrence of strongly
relevant variables. Markov blanket subsets with high posteriors may indicate that certain variables
have a joint effect. However, based on the posteriors of subsets alone it cannot be distinguished
whether variables are truly in an interaction or they are only co-occurring in the subsets as independently strongly relevant variables. For a further analysis an interaction score can be computed which
utilizes the posterior of the subset containing the investigated variables and the product of their individual Markov blanket membership posteriors. The ratio of these quantities indicates whether there
is an interaction between the investigated variables or rather their joint presence in Markov blankets
is not dependent on one another (for further details see [8], [12]).
Markov blanket graphs provide detailed information on the relationships of relevant variables
with respect to the target. Their cardinality is even higher than that of Markov blanket sets. Therefore, the joint analysis of several possible Markov blanket graphs, by means of averaging results,
is necessary. A visualization tool is indispensable for investigating multiple Markov blanket graphs
simultaneously, i.e. for representing possible edges, averaging edge posteriors and for viewing an
aggregate structure. Similarly to the aggregation of the posteriors of nodes (i.e. Markov blanket
membership of variables), the posteriors of variable relationships represented by edges can also be
aggregated by applying model averaging over all (or over a relevant subset of) Markov blanket graphs
[7]. Furthermore, the posterior probability of various structural relationship types (see Section 3.5.1)
can also be assessed, such as direct or transitive relationship, or an interaction.
Due to the flexibility of the Bayesian statistical framework applied by the Bayesian relevance
analysis methodology, additional structural properties can be defined an their posterior probabilities
can be estimated. This means that the Bayesian relevance analysis tool set can be extended according to the requirements of various application areas. In addition, parametric properties can also be
investigated utilizing the parametric layer of Bayesian networks.
Previous implementations of Bayesian relevance analysis neglected the analysis of parametric
properties, however applications related to genetics and biomedicine require such analyses, particularly the investigation of the effect size of variables. Since the analysis of genetic association studies
became the main application domain of Bayesian relevance analysis, the development of new Bayesian
effect size measures became necessary. This motivated the research presented in the following chapter
in Thesis 1 and Thesis 2 which resulted in novel Bayesian relevance measures which rely on structural
and parametric properties of Bayesian networks.

Chapter 4

Bayesian association measures
This chapter describes new results related to Bayesian effect size measures (Thesis 1) and Bayesian
decision theoretic, a priori knowledge driven measures (Thesis 2).

4.1

Bayesian effect size measures

This section presents Thesis 1: the proposed novel hybrid Bayesian relevance measures using a Bayesian
network based Bayesian statistical framework to enable the joint analysis of structural and parametric
aspects of relevance.
In this thesis I propose to utilize the structural and parametric properties of Bayesian networks
in order to assess the effect size of variables in a Bayesian statistical framework. First, the motivation for the integration of structural and parametric relevance is discussed (Section 4.1.1). Then a
hybrid Bayesian effect size measure, the structure conditional Bayesian odds ratio (SC-BOR) is introduced (Section 4.1.2), which combines the structural and parametric aspects of relevance (subthesis
1.1). Thereafter, the application of Markov blanket graphs (MBG) to represent the structural aspect
of relevance in the structure conditional effect size measure SC-BOR (subthesis 1.2) is described, followed by an algorithm for the estimation of the MBG-based Bayesian odds ratio measure (MBG-BOR)
(Section 4.1.3). Finally, a multivariate extension of MBG-OR (subthesis 1.3) is presented to allow the
analysis of the joint relevance of multiple variables (Section 4.1.4). Subsequent sections describe experimental results (Section 4.1.5) and applications (Section 4.1.6).
Publications related to the results of Thesis 1 are the following: [1], [2], [4], [6], [7], [11].

4.1.1

Motivation for the integration of structural and parametric relevance

Although relevance is a central concept, a wide range of interpretations exists, and consequentially
there are several methods to facilitate its analysis. The previous chapter illustrated, that the investigated three main aspects of relevance: the structural, the parametric, and the causal aspects have
their unique related measures and applications. For some scenarios it is practical to apply association based methods providing simple, univariate effect size measures which quantify relevance from
a parametric aspect, whereas in others the investigation of multivariate dependency relationships is
required by utilizing a systems-based modeling approach, which reveals structurally relevant variables. Selecting an appropriate measure can be a challenging task. Furthermore, in case of applying
different types of measures, the joint interpretation of results may also require a considerable effort.
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In our earlier works, we applied a Bayesian network based Bayesian framework for the analysis of
strong relevance. This structural relevance analysis method relies on the learning of structural properties of possible Bayesian networks based on the available data [26]. The created methodology (based
on multiple implementations of the method) provided a rich, graph-based language to investigate various structural aspects of relevance [12]. It was successfully applied for feature subset selection (FSS),
and was proven superior to several existing FSS methods [27]. However, it disregarded the parametric
aspect of relevance. The structural properties of Bayesian networks allowed the formulation of refined statements regarding the structural relevance of variables. This means that Bayesian relevance
analysis provided qualitative results, i.e. whether a variable is part of the dependency patterns related
to the target variable. However, the quantitative effect of one variable on another, typically measured
by effect size measures, was not investigated, despite the fact that Bayesian networks consist of a
parametrization layer that can be utilized for such a purpose.
Existing structure learning methods allow the analysis of structural relevance, by identifying various structural properties or whole DAG structures, but they disregard parametric aspects in terms
of relevance (for an overview on structure learning methods see e.g. [KN12]. The parametric layer
of Bayesian networks is typically analytically averaged out, i.e. bypassed, which is preferable if only
structural properties are of interest. On the other hand, there are earlier works related to Bayesian
effect size measures, which however do not utilize the structural properties of Bayesian networks.
Such earlier approaches include the inference of posteriors for mutual information using a Bayesian
framework [HZ05], a Bayesian estimation of log odds ratios in presence of prior information [DH08],
and a Bayesian method for the non-informative prior case [RZZ10].
As discussed previously, structural relevance and parametric relevance does not entail each other
necessarily. Therefore, exploring both aspects may provide a more detailed analysis of relevance.
Furthermore, quantitative assessment of effect size is required in several application fields related to
biomedicine and genetics.
This motivated the research to investigate the incorporation of effect size measures into the existing Bayesian framework based on Bayesian networks. The advantage of implementing effect size
measures in this framework, is that it inherently supports their connection with structural relevance
due to its Bayesian network based foundation. The underlying Bayesian network BN (G, θ) allows
the investigation of structural relevance manifested by its structural component DAG G, and enables
effect size computations based on its parametrization θ. Therefore,
Thesis 1 I propose novel Bayesian relevance measures using a Bayesian network based
Bayesian statistical framework to enable the joint analysis of structural and parametric aspects of relevance.

4.1.2

Structure conditional Bayesian effect size

The drawback of existing methods is that they focus on a particular aspect of relevance, whereas an
integrated analysis of multiple aspects, e.g. structural and parametric relevance, could provide a more
detailed view on the dependency relationships of variables. Bayesian networks as a model class is an
ideal candidate for the task as they consist of a DAG structure G in the form of a directed acyclic
graph, and a corresponding parametrization layer θ.
Therefore, I propose a hybrid Bayesian measure of effect size, the structure conditional Bayesian
odds ratio OR(Xi , Y |θ, G) which relies on both the directed acyclic graph structure G and its
parametrization θ of the underlying Bayesian network BN(G, θ). The effect size is expressed as an
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odds ratio (see Def. 16 in Section 3.4.1.2), due to its wide-spread use in key application domains and
easy interpretation [Bal06].
The structure conditional Bayesian odds ratio (SC-BOR) denoted as OR(Xi , Y |θ, G) is a random
variable with distribution P (θ, G|DN )), in which parametrization θ depends on a specific structure
G, and DN denotes data.
A further reason for using structural properties integrated with an effect size measure is that there
is no closed form for the posterior of effect size measures, such as odds ratio. Consequentially, the
odds ratio posterior has to be estimated. This also entails that properties such as mean and credible interval (explained later) for the posterior of odds ratios cannot be analytically derived. The estimation
can be facilitated in various ways, utilizing structural properties to ‘guide’ the estimation is a possible
solution. This means that only such parameterizations are considered which correspond to possible
structures or structural properties. However, learning the whole structure from data is computationally infeasible in practical scenarios. In addition, it can be redundant in the sense that typically not
the whole DAG structure is structurally relevant with respect to a target. Thus by learning the whole
DAG structure resources would be spent on learning structurally irrelevant components. A more viable solution is to learn substructures or structural properties which encode structural relevance with
respect to a target.
Proposition 1 In order to integrate the aspects of structural and parametric relevance I propose to compute the effect size of variable Xi based on such structures Gj where Xi is structurally relevant, i.e.
strongly relevant.
2
The Bayesian network based interpretation of strong relevance (see Section 3.5.1) is related to
Markov blanket sets (see Section 2.3.1), as it was discussed in Section 3.5.2. The importance of Markov
blanket sets and other structural properties of Bayesian networks is that they are able to encode
structural aspects of relevance. Assuming unambiguous representation, for a given structure G all
the strongly relevant variables Xi with respect to Y are in the Markov blanket set of Y denoted as
MBS(Y, G). Based on MBS(Y, G) a pairwise relation can be defined, thus involving the investigated
variable Xi directly. This relation is the Markov blanket membership (see Def. 5 in Section 2.3.2)
denoted as MBM(Xi , Y ) (in general), and as MBM(Xi , Y |G) in case of a specific structure G indicating whether Xi is a member of MBS(Y, G). The posterior probability indicating whether Xi is
strongly relevant given all possible structures is denoted as p(MBM(Xi , Y )).
The structure conditional Bayesian odds ratio (SC-BOR) can be defined based on the concept of
Markov blanket membership as follows:
Proposed definition 1 (Structure conditional Bayesian odds ratio) Let the indicator function of
Markov blanket membership for a given structure G be denoted as IMBM(Xi ,Y |G) , which is 1 if Xi ∈
MBS(Y, G) and 0 otherwise. Then the structure conditional odds ratio OR(Xi , Y |IMBM(Xi ,Y |G) ) is a
random variable with a probability distribution P (OR(Xi , Y |IMBM(Xi ,Y |G) )) computed as
P (OR(Xi , Y |IMBM(Xi ,Y |G) )) =

P (OR(Xi , Y, IMBM(Xi ,Y |G) ))
.
P (IMBM(Xi ,Y |G) )

(4.1)

This means that the odds ratio is computed for each possible structure G, but only those cases
contribute to the distribution P (OR(Xi , Y |IMBM(Xi ,Y |G) )) in which IMBM(Xi ,Y |G) = 1, that is Xi is
strongly relevant in that structure.
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4.1.3

Markov blanket graph-based Bayesian effect size

SC-BOR can be implemented by applying Bayesian model averaging over structures and parameters using computationally intensive Markov chain Monte Carlo simulation [Mad+96]. However,
given the number of possible structures and their parameterizations this computation is highly redundant. Therefore, instead of learning the whole structure I propose to sample the parameters from
the Markov blanket graph of the target variable, because this structural property contains all the
strongly relevant variables (see Def. 6 in Section 2.3.3).
Proposition 2 The structure conditional Bayesian odds ratio can be computed using the posterior of
Markov blanket graphs parameterized by the data set.
2
A detailed proof is provided in Appendix D.1. The key notion is that if a variable Xi is a member
of the Markov blanket set of the target variable Y , then the probability of a specific value of the target
Y can be estimated based on the MBG(Y, G) and a specific instantiation of Xi [Pea88]. Therefore,
instead of taking into account the whole structure G, the conditional probabilities required for odds
ratio computation can be estimated using only MBG(Y, G).
In summary, this means that structure conditional Bayesian odds ratio can be implemented based
on Markov blanket graphs. This leads to an applicable Bayesian hybrid effect size measure: the MBGbased Bayesian odds ratio.
Proposed definition 2 (Markov blanket graph based Bayesian odds ratio) The
MBG-based
Bayesian odds ratio (MBG-BOR) is computed by averaging over the estimates of odds ratios based on
possible MBGs as follows

MBG-BOR(Xi , Y |D) =

m
X

OR(Xi , Y | MBGj (Y, G)) · p(MBGj (Y, G)|D) · I(Xi ∈MBGj (Y,G)) ,

j=1

where m is the number of MBGs with a posterior p(MBGj (Y, G)|D) > 0. The indicator function
I(Xi ∈MBGj (Y,G)) is 1 if Xi ∈ MBGj (Y, G) and 0 otherwise.
The implementation of MBG-BOR is described in Algorithm 1. Given a selected variable Xi for
which the odds ratio is computed with respect to a target variable Y , the prerequisite for the computation is set of Markov blanket graphs {MBGj }nj=1 (i.e. each one is a graph structure containing a
set of strongly relevant variables {Xk }rk=1 with respect to a target Y , and corresponding
edges, see
P
Def. 6), and their corresponding posterior probability {p(MBGj )}nj=1 such that nj=1 p(MBGj ) = 1.
For each MBGj m number of parameterizations θk are drawn such that all variables Xk 6= Xi are
instantiated θk = (Xk1 = xk1 , . . . , Xkr = xkr ). Then for each θk the conditional probabilities
P (Y = 0|Xi = xi , θk ) are estimated by applying a PPTC algorithm [HD96], i.e. it is used to create the necessary graph structure according to the MBGj , then to set the values of Xk 6= Xi , and
then to compute the conditional probability for a given value of Xi and Y . These values (xi , y) are
defined according to the requirements of the odds ratio (see Def. 16 in Section 3.4.1.2). For exam(1,0)
ple, if OR(Xi , Y (1,0) ) is required, then Odds(Xi = 1, Y (1,0) ) and Odds(Xi = 0, Y (1,0) ) are
computed based on the appropriate conditional probabilities, and finally the odds ratio is computed.
When for all m parameterizations the odds ratio is calculated for a given MBGj , then the mean value
OR(Xi | MBGj ) is computed, and the histogram is updated which is needed for the computation of
the credible interval , which is the Bayesian equivalent of the confidence interval (see Section 3.4.1.3).
In both cases the probability of the current MBGj is utilized. When for all n Markov blanket graphs
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MBGj the mean value OR(Xi | MBGj ) is available, then a final averaging is performed over MBGj
leading to MBG-BOR(Xi , Y |D). The last step is the calculation of the 95% credible interval (CR)
for MBG-BOR(Xi , Y |D).
Algorithm 1 Calculation of MBG-BOR(Xi , Y |D) and its credible interval
Require: n, m, MBG(Y, G), D
for MBG1...n do
for θ1...m do
draw parametrization θk = (Xk1 = xk1 , . . . , Xkr = xkr )
for all Xk ∈ MBGj , so that Xk 6= Xi .
estimate P (Y = 0|Xi = xi , θk )
(Y =1|Xi =xi ,θk )
compute Odds(Xi = xi , θk ) = PP (Y
=0|Xi =xi ,θk )
Odds(X =x1 ,θ )

compute OR(Xi , θk ) = Odds(Xi =xi0 ,θk )
i
i k
end for
P
compute OR(Xi | MBGj ) = m
θk =1 OR(Xi , θk )
update ORhistogram (Xi )
end for
P
MBG-BOR(Xi , Y |D) = nMBGj =1 OR(Xi , Y | MBGj ) · p(MBGj |D)
calculate credible interval for MBG-BOR(Xi , Y ) based on ORhistogram (Xi )

4.1.4

MBG-based Multivariate Bayesian effect size

Proposition 3 The MBG-based Bayesian odds ratio measure can be extended to a set of variables, allowing the assessment of the joint effect size of multiple variables.
2
Proposed definition 3 Given a set of random variables V, let X = {X1 , X2 , . . . , Xn } denote a
selected subset of variables X ⊆ V for which the multivariate odds ratio is to be computed, and
let Y denote the target variable. Then the MBG-based multivariate Bayesian odds ratio denoted as
MBG-BOR∗ (X, Y ) is calculated as

MBG-BOR∗ (X, Y ) =

m
X

OR(X, Y | MBGj (Y, G))·

j=1
∗
· p(MBGj (Y, G)) · I(∀X
,
i ∈X:Xi ∈MBGj (Y,G))

(4.2)

∗
where the indicator function I(∀X
is 1 if for all Xi ∈ X it holds that Xi ∈
i ∈X:Xi ∈MBGj (Y,G))
MBGj (Y, G), and 0 otherwise.

Correspondingly, the MBG-based multivariate odds for a set of variables X is given as
Odds∗MBGj (Y,G) (X, Y ) =

p(Y = 1| MBGj (Y, G), X1 = x1 , . . . , Xn = xn )
,
p(Y = 0| MBGj (Y, G), X1 = x1 , . . . , Xn = xn )

(4.3)

where x1 . . . xn are instantiations of variables Xi ∈ X that are in MBGj (Y, G).
The expression of the multivariate MBG-OR presented in Eq. 4.2 is restrictive in the sense that
if not all of the investigated variables X are present in a given Markov blanket graph MBGj , then
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that MBGj is excluded from the computation. In case there is no Markov blanket graph in which all
variables X are present then multivariate MBG-OR takes the non-standard value of 0.1
An alternative choice is to treat those MBGj in which variables X are partially present or not
present at all as instances in which the effect of X is neutral, i.e. OR(X, Y | MBGj (Y, G)) = 1.
However, this may cause a substantial drift of the credible interval of the MBG-OR towards the neutral
odds ratio not only in the previously discussed case (in which it is preferable), but also in other cases
in which there is a considerable number of Markov blanket graphs lacking (some or all) variables X.
A further option is to use an alternative ‘permissive’ formulation of multivariate MBG-OR which
measures a loosely joint effect. This can be achieved by substituting the original indicator function
∗
with I(∃X
. This ‘permissive’ indicator function takes the value 1 if at least one
i ∈X:Xi ∈MBGj (Y,G))
variable Xi ∈ X is a member of a given Markov blanket graph MBGj (Y, G), and otherwise it is 0.
The difference compared to the restrictive version is that those Markov blanket graphs in which not
all (but at least one) Xi ∈ X variables are present, are also taken into account when computing the
multivariate MBG-OR. This approach can be practical if the joint effect of several variables (n>4) is
investigated, or if the investigated variables are relevant but redundant, i.e. the co-occurrence of the
variables in Markov blanket graphs is low because if one of the variables is a member then the others
are not needed to form a Markov blanket [12].
Note that there is an additional prerequisite for multivariate odds ratio computation in general,
which is the selection of the base-odds, i.e. the odds computed for a selected value configuration
X1 = x1 , . . . , Xn = xn , which serves as the denominator for odds ratios. Such a base-odds are
typically selected based on a priori knowledge.

4.1.5

Experimental results

The properties of MBG-based Bayesian odds ratio were investigated on an artificial data set (AI-GAS1) which was generated in a two step process. First, a Bayesian network model BN(G, θ) was learned
from the real-world GAS data. This included the learning of the maximum a posteriori structure
using the K2 learning algorithm [CH92], and a corresponding multinomial maximum a posteriori
parameterization (assuming local and global parameter independence). Second, based on this model
a data set was generated using random sampling (via a Monte Carlo method [RN10]).
The data set consisted of 5000 samples, a single binary target variable and 115 discrete, binary or
ternary genetic variables which corresponded to single nucleotide polymorphisms (SNPs) of the real
data set. Smaller subsets of 300, 500, and 1000 samples were created by truncating the original data
set. MBG-based Bayesian odds ratios and corresponding credible intervals (CR) were estimated using
possible Markov blanket graphs learned by Bayesian relevance analysis based on the aforementioned
data sets. In addition, standard odds ratios (see Section 3.4.1.2) and corresponding confidence intervals
(CI) (see Section 3.4.1.3) were computed and adjusted for multiple hypothesis testing.
Table 4.1 presents classical odds ratios, confidence intervals, and Bayesian credible intervals for
two selected strongly relevant variables with a large effect size with respect to the target given 1000
and 5000 samples. In the latter case (see also Figure 4.1), due to the relatively high structural certainty
entailed by the relatively high sample size, the Bayesian CRs are smaller than classical CIs, and also
(1,0)
each CR is within the corresponding CI, e.g. ORS2 CI95% : [2.54, 4.51], whereas CR95% : [3.32, 3.46].
Given less samples (e.g. 1000) the size of each CI increases, because the data provides less evidence and
(1,0)
thus the uncertainty is higher. For example, ORS1 CI95% : [4.41, 7.12] and [3.79, 11.87] given 5000
1
In case of the standard univariate odds ratio the value 0 only arises if the number of samples containing a particular
value of the investigated variable is zero, i.e. it cannot be interpreted as an odds ratio due to missing samples.
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and 1000 samples respectively. In case of CRs, the effect of increased uncertainty primarily effects the
distribution of Markov blanket sets, which leads to a flatter posterior distribution, i.e. several possible
Markov blanket sets with moderate or low posterior probability. Furthermore, the difference between
the posteriors of relevant and non-relevant variables also decreases to some extent. These effects may
lead to a changed CR interval size and the shifting of the CR towards the neutral effect size of 1, e.g.
(1,0)
ORS1 CR95% : [4.42, 5.08] and [5.05, 5.73] given 1000 and 5000 samples respectively.

Figure 4.1: Comparison of confidence intervals (CI) and credible intervals (CR) of selected variables
based on the data set of 1000 and 5000 samples. S1:1 vs. 0 and S2: 1 vs. 0 denote odds ratios of
heterozygous (1) versus common homozygous (0) cases of variable S1 ans S2 respectively. Results
indicate that, due to the high certainty entailed by the large sample size, the length of the Bayesian
credible intervals are smaller than that of confidence intervals.

Table 4.1: Bayesian credible intervals (CR95% ) and confidence intervals (CI95% ) in case of a data set of
1000 and 5000 samples. Suffixes ‘L’ and ‘U’ denote the Lower and the Upper boundaries of an interval
respectively.
S-1000
S1: 1 vs 0
S2: 1 vs 0
S-5000
S1: 1 vs 0
S2: 1 vs 0

OR
6.71
3.23
OR
5.60
3.38

CI-L
3.79
1.76
CI-L
4.41
2.54

CI-U
11.87
5.91
CI-U
7.12
4.51

CR-L
4.42
2.93
CR-L
5.05
3.32

CR-U
5.08
3.49
CR-U
5.73
3.46

Since the MBG-based Bayesian odds ratio relies on previously learned Markov blanket graphs,
data insufficiency may have a considerable impact on results. If the data is insufficient to learn MBGs
which entails remarkably different Markov blankets graphs with low posteriors, then the CR can
become a set of disjoint intervals. Figure 4.2 presents such a scenario in which the Bayesian odds
ratio is computed separately for the top 10 MBGs (having the highest posteriors) given 300 samples.
Results indicate that the estimation of a joint CR (i.e. based on all MBGs) can be problematic in
such cases, although there is a straightforward solution achieved by considering the lower and upper
boundary of the lowest and highest subintervals respectively.
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Figure 4.2: MBG-based Bayesian odds ratios of a selected variable in case of a data set of 300 samples.
Credible intervals (1-10) shown on the horizontal axis correspond to the 10 highest ranking Markov
blankets. The additional 11th item illustrates a hypothetical joint credible interval.

Although the credible interval is an important descriptor of Bayesian effect size measures, the posterior distribution of effect size values may provide a more useful tool for the characterization of effect
size. The essential properties of such a distribution can be visualized by a distribution curve which
depicts the outline of a histogram of possible odds ratio values (within the CR95% ). The peakedness of
the curve reflects the posterior probabilities of possible odds ratio values. Thus, a peaked distribution
curve indicates one ore more distinct odds ratio values with high certainty, whereas a flat curve indicates several possible odds ratio values with low certainty. For example, a single high peak indicates
that all MBGs support approximately the same odds ratio for the investigated variable with respect
to the target. Multiple peaks on the other hand, indicate that dependency models expressed by MBGs
support two or more remarkably different odds ratios, i.e. a proportion of MBGs support a particular
effect size value whereas others support a different one. Furthermore, a plateau in the curve indicates
that a proportion of MBGs support a range of similar odds ratio values instead of a distinct odds ratio.
An example set of MBG-based Bayesian odds ratio distribution curves is shown in Figure 4.3.
The MBG-based Bayesian odds ratios were computed for three trichotomous variables (V3 , V10 , V11 )
with respect to a dichotomous target variable T . The possible values of trichotomous variables were
labeled as 0, 1, 2. The basis for odds ratio calculation was the odds corresponding to the value 0. In
each plot only the odds ratios within the 95% credible interval are shown.
Assuming that T is a binary disease descriptor and values 0, 1, 2 are possible variants of genetic
factors (V3 , V10 , V11 ), results can be interpreted as follows. Both variant 1 (CR:[3.32, 3.47]) and variant 2 (CR:[7.81, 8.38]) of V3 highly increased the risk of the disease compared to variant 0. In case
of variant 1 the posterior distribution curve is highly peaked, which means that all MBGs support
approximately the same odds ratio describing a large effect size with respect to T . In contrast, the
posterior distribution curve of MBG-based Bayesian odds ratios in case of variant 2 is less peaked. This
indicates that various MBGs entail somewhat different odds ratios, however the difference between
the possible values is small.
The effect size characteristics of variable V11 is significantly different from that of V3 , yet both
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Figure 4.3: MBG-based Bayesian odds ratios of selected variables. Bayesian odds ratio values are
shown on the horizontal axis, whereas corresponding probability values are displayed on the vertical
axis. Each curve depicts the outline of a histogram of possible odds ratio values (only those parts of
the curve are shown that are within the 95% credible interval). Results indicate that variant 1 of V3
and V11 have a large and a moderately large effect size respectively (with respect to the target) with a
compact credible interval. Variant 2 of both V3 and V11 has a very large effect size, in the latter case the
corresponding credible interval is extremely wide indicating a considerable uncertainty concerning
possible values. Regarding V10 , both variants display a protective effect with respect to the target
with a relatively larger credible interval in case of variant 1.

variables are strongly relevant with respect to the target. The posterior distribution curve of the MBGbased Bayesian odds ratio of variant 1 of V11 is highly peaked (similarly to variant 1 of V3 ), however it
indicates only a moderate effect size (CR:[1.34, 1.40]) with respect to T . In contrast, the effect size of
variant 2 (V11 ) is considerably larger, but with an extremely large credible interval (CR:[4.0, 12.0]). Its
flat distribution curve indicates that MBGs entail remarkably different odds ratio values. In addition,
the flatness also indicates insufficient sample size with respect to variant 2 of V11 , that is the frequency
of variant 2 is relatively low within the sample.
Both variants 1 and 2 of variable V10 have odds ratios less than 1 which indicate a protective effect
compared to variant 0, i.e. the odds of getting the disease given variant 1 or 2 is lower than that of
variant 0. Although the size of credible intervals is small for both variants 1 (CR:[0.22, 0.37]) and
2 (CR:[0.039, 0.065]), the corresponding distribution curves of MBG-based Bayesian odds ratios are
relatively flat which indicates that the frequency of both variants are relatively low in the data set.
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4.1.6

Applications

The MBG-based Bayesian odds ratio as a hybrid Bayesian measure of effect size was applied in the
analysis of multiple genetic association studies in order to characterize the parametric and structural
relevance aspects of genetic variables. Applications of this measure in real-world problem domains
include the following:
• A candidate gene association study was performed to investigate the role of folate pathway
genes with respect to acute lymphoblastic leukemia (ALL) [4]. SNPs of candidate genes were
analyzed by Bayesian relevance analysis and by Bayesian effect size measures. The MBG-based
Bayesian odds ratio confirmed the heterogeneous nature of the ALL phenotype in terms of effect
size properties, results are presented in Section 4.1.6.1. For additional details on the leukemia
CGAS see Section 6.4.5 and Appendix H.5.
• The significance of interactions between environmental and genetic factors with respect to
depression phenotypes was investigated in a candidate gene association study [6]. MBG-based
Bayesian odds ratios were utilized to characterize the effect size of a genetic factor in various
environmental contexts. A summary of the results is presented in Section 4.1.6.2, for additional
details and results see Section 6.4.4 and Appendix H.4.3.
• The association between rheumatoid arthritis and SNPs of KLOTHO and GUSB genes were
investigated in a CGAS study which was one of the first application domains of Bayesian relevance analysis. Later, it was published as a case study [7]. The extended analysis involved
the application of MBG-based Bayesian odds ratios discussed in Section 4.1.6.3. A summary of
the study is presented in Section 6.4.1. Details on the analysis and corresponding results are
provided in Appendix H.1.
• In a comparative study of structural equation modeling and Bayesian systems-based modeling,
a case study related to impulsiveness and depression phenotypes was presented [1]. Multiple
implementations of Bayesian structure conditional odds ratio were utilized to investigate the
effect size of a selected SNP of the HTR1A gene. Details on the study and a summary of the
results are provided in Appendix H.4.5.
4.1.6.1

Leukemia CGAS

Bayesian effect size analysis was performed to characterize the effect of SNPs rs1076991 in MTHFD1
and rs3776455 in MTRR on ALL (for details on the leukemia CGAS see Section 6.4.5 and Appendix H.5).
Table H.19 shows 95% credible intervals of MBG-based Bayesian odds ratios for these SNPs with
respect to ALL and its subtypes. Figure 4.4 presents the corresponding posterior distribution of MBGbased Bayesian odds ratios. The genotype AA served as basis for odds ratios. In case of disjoint
intervals, the probability mass of the distribution of Bayesian odds ratio values within each subinterval
was computed.
In case of rs1076991 in MTHFD1 both AG and GG genotypes entailed an increased risk of ALL.
The distribution of odds ratios were highly peaked in both cases, and the corresponding credible
intervals were narrow (AG vs AA: [1.44, 1.53] and GG vs AA: [1.88, 2.01]). These results indicated
that all possible models (via MBGs) supported the considerable ALL risk increasing effect of rs1076991.
This effect could also be observed in the B-cell ALL subgroup with similarly peak distributions and
narrow credible intervals (AG vs AA: [1.48, 1.56], GG vs AA: [1.96, 2.11]). In contrast, in the T-cell
ALL subgroup the credible intervals were larger (AG vs AA: [1.38, 1.68], GG vs AA: [1.79, 2.08]) and
the posterior distribution was less peaked. This phenomenon is induced by multiple factors: the
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Figure 4.4: Posterior distribution of MBG-based Bayesian odds ratios of rs1076991 (MTHFD1) and
rs3776455 (MTRR) with respect to acute lymphoblastic leukemia (ALL) phenotypes. Results indicate
that in case of rs1076991 both the AG and the GG variants have a relevant risk effect with respect to all
ALL phenotypes, the latter variant having the larger effect size. In contrast, the effect of rs3776455 on
ALL phenotypes is more complex. The results concerning both the AG and GG variant are ambiguous.
In case of the AG variant, the majority of MBGs support a neutral effect with respect to ALL and BALL, and a moderate risk effect in case of HD-ALL. In case of the GG variant, the majority of MBGs
support a protective effect with respect to ALL and B-ALL, and a highly relevant protective effect
with respect to HD-ALL.

low relevance of rs1076991 with respect to T-cell ALL, and the higher uncertainty entailed by the
relatively smaller sample size of the T-cell subgroup. Both of these factors are reflected by MBGs thus
influencing MBG-based Bayesian odds ratios. Moreover, rs1076991 in MTHFD1 had a negligible effect
with respect to HD-ALL.
The other SNP rs3776455 SNP in MTRR, which was only moderately relevant with respect to ALL,
had an interesting posterior distribution of MBG-based Bayesian odds ratios for both genotypes. Both
distributions had multiple local maxima with disjoint credible intervals (AG: [0.62, 0.71], [0.96, 1.13],
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[1.22, 1.3]; GG: [0.34, 0.6], [0.73, 0.99], [1.25, 1.39]). This means that the underlying dependency
models supported three distinct effects. In case of the AG genotype the majority of the models (75%)
supported a neutral odds ratio [0.96, 1.13], whereas a smaller proportion (18%) supported a risk
increasing effect [1.22, 1.30], and the smallest proportion of models (7%) entailed a protective effect
[0.62, 0.71]. This indicates that the MBG-based Bayesian odds ratio can reflect the heterogeneity of
the ALL phenotype. In the current case, it is plausible that the same genotype entailed different effects
with respect to the different subtypes of ALL. In fact, the AG genotype moderately increases the risk
of HD-ALL [1.19, 1.27], whereas in case of B-cell ALL a neutral effect [0.99, 1.04] is predicted by the
majority of the dependency models (75%). Results indicated that B-cell ALL subgroup may also be
heterogeneous as a minority of the dependency models (25%) supported an increased risk.
The GG genotype of the rs3776455 SNP mainly (84%) had a strong protective effect with respect
to ALL [0.34, 0.60], although there were two additional local maxima in the posterior distribution of
MBG-based Bayesian odds ratios constituting a minor proportion of the distribution mass. In case of
B-cell ALL the posterior distribution was bimodal for GG genotype (similarly to AG) with a major
proportion (75%) supporting protective effect [0.53, 0.54] and a minor proportion (25%) supporting
increased risk [1.30, 1.56]. The bimodality of the posterior distribution of MBG-based odds ratios of
both AG and GG genotypes and the entailed opposite effects with respect to B-cell ALL may explain
the non-relevance of rs3776455 with respect to B-cell ALL. However, it also showed that for a subpopulation of the B-cell ALL data set it may be relevant to some extent. Regarding the HD-ALL subgroup,
the GG genotype rs3776455 had a strong protective effect against HD-ALL [0.09, 0.20]. This strong,
unambiguous effect with respect to HD-ALL confirms the strong relevance of rs3776455 (MTRR).

4.1.6.2

Serotonin transporter study

In order to investigate the relationship between the serotonin transporter related genetic variant (5HTTLPR) and recent negative life events (RLE - as an environmental variable) a Bayesian effect size
analysis was performed using the MBG-based Bayesian odds ratio measure (for a short summary on
the serotonin CGAS see Section 6.4.4). Table H.15 presents credible intervals (95%) and the corresponding mean value for MBG-based Bayesian odds ratios. For each RLE subgroup the Bayesian odds
ratio was computed for depression phenotypes DEPR, BSI-DEP, BSI-ANX by comparing the ss genotype (containing two risk alleles) to ll genotype (for details see Section H.4.3). Figure 4.5 displays the
distribution of possible MBG-based Bayesian odds ratio values for each RLE group.
In case of lifetime depression (DEPR) the effect of recent negative life events is clearly visible. In
the medium and high RLE groups the effect size of 5-HTTLPR was relevant (RLE-M: 1.51, RLE-H: 2.13),
indicating an increased risk of depression for subjects with ss genotype compared to ll. In contrast,
in the low RLE group the effect size of 5-HTTLPR was non-relevant with a low protective effect (RLEL:0.91). The posterior distribution of MBG-based Bayesian odds ratios was highly peaked in the latter
case with a small credible interval. In case of the RLE-M group the posterior distribution was bimodal
indicating that some of the Markov blanket graphs supported an alternate odds ratio. Furthermore,
in the RLE-H case the posterior distribution of MBG-based Bayesian odds ratios had a similarly large
credible interval to RLE-M, and it was less peaked compared to RLE-L. The latter effect is entailed by
the increased uncertainty (i.e. decreased posterior probability values) due to the relatively low sample
size of RLE-H.
The effect of 5-HTTLPR on BSI-DEP given various RLE contexts was similar. Increased RLE exposure entailed higher effect size for 5-HTTLPR, such that the MBG-based Bayesian odds ratio for
the RLE-L group was not relevant (1.09), whereas it was relevant for RLE-M and RLE-H. The poste-
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Figure 4.5: Posterior distribution of MBG-based Bayesian odds ratios of 5-HTTLPR with respect to
phenotypes DEPR, BSI-DEP, BSI-ANX for subpopulations according to recent negative life events
(RLE). RLE-L, RLE-M, and RLE-H denote subpopulations according to low, medium and high RLE
exposure respectively. Results indicate that in case of DEPR and BSI-DEP phenotpyes the MBG-based
Bayesian Bayesian odds ratio increases as the RLE exposure increases. In case of RLE-M and RLE-H
subpopulations the effect size of 5-HTTLPR is highly relevant compared to RLE-L in which it is nonrelevant. In contrast, there is no such trend in case of BSI-ANX phenotype for which the effect size
of 5-HTTLPR is relevant in all RLE subpopulations.

rior distribution of MBG-based Bayesian odds ratios for the RLE-H case was relatively flat indicating
several possible values with low or moderate certainty.
In contrast with the previous phenotypes, 5-HTTLPR had a relevant effect on BSI-ANX irrespectively of RLE subgroup. Although the mean value for the MBG-based Bayesian odds ratio increased
to some extent as RLE severity increased, the corresponding credible intervals overlapped. This in-
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dicated that for the BSI-ANX phenotype RLE was not an appropriate context in the sense that there
was no considerable difference between the effect size of 5-HTTLPR in the corresponding subgroups.
Instead, further analysis revealed that there was a significant difference with respect to the effect size
of 5-HTTLPR between ≤ 30 and > 30 age groups [6].

4.1.6.3

Rheumatoid arthritis study

A rheumatoid arthritis (RA) CGAS investigated the genetic background of RA and other clinical factors which possibly influence the severity of the disease. First, a basic analysis was carried out using
Bayesian relevance analysis to estimate strong relevance posteriors of the measured SNPs. Subsequent
analyses involved clinical variables, and additional relevance measures were utilized, for details on
the analysis see Appendix H.1. Later, the RA CGAS analysis was published as a case study which
included the application of Bayesian effect size measures [7]. The MBG-based Bayesian odds ratio
measure was used to demonstrate a Bayesian approach towards effect size measures on selected SNPs
of the KLOTHO and GUSB genes.

Figure 4.6: Posterior distribution of MBG-based Bayesian odds ratios of KLOTHO 2 and GUSB2 SNPs
with respect to RA. The vertical axis displays posterior probabilities, the horizontal axis displays
MBG-based Bayesian odds ratios. Results indicate a protective effect for GUSB2 and a dominantly
neutral effect for KLOTHO 2 with respect to RA.

Figure 4.6 displays the posterior distribution of MBG-based Bayesian odds ratios of KLOTHO 2
and GUSB2 SNPs in the heterozygous versus common homozygous case. Results indicate a protective
effect of GUSB2 (MBG-OR:0.56) with respect to RA with a credible interval of [0.41, 0.68], which
can be considered relevant as the credible interval does not intersect with the neutral effect size, and
the interval is of acceptable length. In terms of structural relevance, GUSB2 was also found strongly
relevant (see Appendix H.1). In contrast, KLOTHO 2 was found non-relevant both from the structural
and the parametric aspect of relevance. The distribution of the MBG-based Bayesian odds ratio of
KLOTHO 2 is bimodal with a large peak at the neutral effect size (1) and a second smaller peak (1.37)
indicating a risk effect with respect to RA; the corresponding credible interval is [1, 1.45]. This means
that the majority of MBGs (75%) support a neutral effect size, i.e. the parametric non-relevance of
KLOTHO 2. Investigating RA subpopulations, in which KLOTHO 2 is relevant having a risk effect,
would be a possible choice, however it would require a data set with a larger sample size.
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A priori knowledge driven Bayesian relevance measures

This section presents Thesis 2: the proposed novel Bayesian measure of relevance based on parametric
properties of Bayesian networks, which allows the application of evaluation specific a priori knowledge.
In this thesis I propose a novel approach towards measuring existential (structural) relevance. I
propose to utilize the Bayesian effect size distribution related to a selected variable and the target
variable to measure the existential relevance of the selected variable with respect to the target variable.
First, the motivation for the a priori knowledge driven approach is discussed Section 4.2.1. Then
the novel Bayesian relevance measure called the effect size conditional existential relevance (ECER)
is introduced (subthesis 2.1), which allows the expression of evaluation specific a priori knowledge
by relying on an a priori defined interval (C ) of negligible effect size (Section 4.2.2). Thereafter,
an algorithm based on the parametric Bayesian odds ratio (PAR-BOR) for implementing ECER is
presented (Section 4.2.3). Finally, the contextual extension of ECER called C-ECER (subthesis 2.2) is
introduced, which allows the expression of the a priori knowledge related to relevant contexts, thereby
enabling the detection of contextually relevant dependency relationships (Section 4.2.4). Subsequent
sections describe experimental results (Section 4.2.5) and applications (Section 4.2.6).

Publications related to the results of Thesis 2 are the following: [5], [10], [12].

4.2.1

Motivation for priori knowledge driven Bayesian relevance measures

The classical hypothesis testing framework enables the transformation of a priori knowledge into
consistent hypotheses and their subsequent investigation [Bor98]. However, the required correction
for multiple hypothesis testing (MHT) prohibits the applicability of this framework in case of domains with complex, multivariate dependency patterns [Nob09]. This is a serious issue in biomedical
domains in which a viable hypothesis may provide an essential focus in the data analysis process.
There are several classical statistical [BH95; Dun61] and Bayesian [Sto02] solutions to mitigate the
MHT problem. However, multivariate Bayesian methods have a built-in correction for MHT [GHY12;
NC06]. For example, in case of Bayesian relevance analysis the posterior probability of a structural
property is a result of Bayesian model averaging, which takes possible models, i.e. hypotheses into
consideration instead of selecting a single best hypothesis. This means that this Bayesian framework
allows the exploration of dependency relationships without a specific focus. Furthermore, the correction arises by taking those models into account in which the investigated property is non-relevant.
In cases when a priori knowledge is available, multivariate Bayesian methods can utilize it in the
form of various structure and parameter priors [HGC95; PS12]. However, some aspects of a priori
knowledge cannot be transformed into priors because they belong to a different phase of research.
More specifically, knowledge related to the phase of evaluation and reporting of results may prove to
be inapplicable in the phase of exploratory analysis. In this case, evaluation means the interpretation
and further utilization (i.e. translation) of results. For example, results of a study can be compared to
previous studies, accepted benchmarks (i.e. ‘gold standards’) or other domain knowledge present in
the corresponding literature. In such cases, the interpretation of results (e.g. expected or unexpected,
acceptable or possibly erroneous) depends on the references they are compared to. Subsequently, results are utilized in research related decision making, e.g. whether to publish results, design additional
experiments or try an alternative approach. Researchers are frequently faced with such decisions,
however these decisions typically remain unformalized.
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A possible solution for this is to apply a decision theoretic framework by utilizing loss functions
and corresponding measures. Loss functions are special utility functions that can be used to specify
the loss for various scenarios of interest [RN10]. For example, given an experimentally validated factor
with a known effect size, a loss function can be formulated to use this effect size as a benchmark
for relevant effect sizes. In addition to the loss function, this requires a specific measure that can
incorporate this evaluation specific prior knowledge.
Another aspect of such a priori knowledge is the knowledge of relevant context. In complex
mechanisms contextuality can play a relevant role, as some effects only occur in a specific context
[WB10; Bou+96]. In such cases the knowledge regarding contextuality, i.e. the fact that an effect is
presumably contextual, and the knowledge of possible factors providing a context is vital, because
it may not be possible to detect the effect with general, context insensitive measures. For example,
dependencies present only in a subset of the data (i.e. a subpopulation) may be neglected by association measures if the size of the subset is relatively small compared to the whole data based on which
the dependencies are evaluated. Figure 4.7 illustrates such an example in which the effect size of the
investigated variable is non-relevant given the complete sample (as the mean value of the Bayesian
effect size distribution is close to the neutral effect size, i.e. OR = 1), whereas if various contexts are
considered (i.e. the sample is divided according to the value configuration of one or more variables)
then a relevant effect can be found. In case of ‘Context-3’ the effect size of the investigated variable is considerably larger [2.26, 2.34] than that of the other two contexts [0.96, 1.02] and [1.04, 1.2].
Without the knowledge of the context an important effect would not be detected.
In order to cope with contextuality a context sensitive loss function and a corresponding measure
can be defined, which allow the detection of contextually relevant variables.

Figure 4.7: Illustration of contextual parametric relevance based on posterior distributions of Bayesian
parametric odds ratios of a hypothetical variable Xi . A trichotomous environmental variable served
as context, according to which the complete sample was divided into subgroups denoted as Context1, Context-2 and Context-3. The first example (left) shows the parametric irrelevance of Xi with a
relatively large credible interval centered around the neutral effect size given the complete sample.
The second example (right) shows that Xi is parametrically relevant only in case of Context-3.
The utilization of evaluation specific priors in conjunction with a corresponding decision theoretic
framework requires special measures that directly rely on a priori knowledge and are applicable in
the established Bayesian framework. Therefore,
Thesis 2 I propose a novel Bayesian measure of relevance based on parametric properties of
Bayesian networks, which allows the application of evaluation specific a priori knowledge.
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Effect size conditional existential relevance

Association measures provide the means of measuring parametric relevance in several forms (see
Section 3.4). Particularly, the odds ratio is commonly applied to provide information on the effect size
of one variable on another (see Section 3.4.1.2). However, in terms of evaluation, the relevance of odds
ratio results may vary from scenario to scenario. It is trivial, that the closer the odds ratio is to the
neutral effect size OR(Xi , Y ) = 1, the less relevant it is considered. Moreover, in a classical statistical
framework, if the confidence interval of an odds ratio intersects with the neutral effect size 1, then (the
difference between) the odds ratio (and the neutral odds ratio) is considered non-significant [She00].2
On the other hand, there is no definite threshold for the minimum size of the odds ratio. In some
domains even a high odds ratio can be considered non-relevant (e.g. OR(Xi , Y ) = 2), whereas in
others even a small effect size (e.g. OR(Xi , Y ) = 1.2) can be regarded as relevant. This type of
domain knowledge can be utilized in the evaluation of subsequent analyses of effect sizes in related
or similar domains. Therefore,
Proposition 4 I propose a novel Bayesian existential relevance measure, the effect size conditional
existential relevance (ECER) based on the Bayesian effect size distribution P (OR(Xi , Y |Θ)), which
allows the direct application of evaluation specific a priori knowledge by defining an interval of negligible
effect size.
2
The formalization of ECER requires a C interval of negligible effect size which is defined around
the neutral odds ratio of 1. For example, in a symmetric case  = 0.3 means that OR(Xi , Y ) ∈ C
if 0.85 < OR(Xi , Y ) < 1.15. Furthermore,  can be selected and ‘distributed’ among interval parts
[0, 1) and [1, +∞) such that it defines a symmetric C interval in the scale of log odds ratios, e.g.
 = 1.5 can be distributed as C : [0.5, 2], which is [−0.3010, 0.3010] in terms of log odds ratios.
Although it can be practical, it is not necessary to define C as a symmetrical interval.
Proposed definition 4 (Effect size conditional existential relevance - ECER) Given an interval of negligible effect size C with size  ≥ 0, and a distribution of effect size P (OR(Xi , Y |Θ)) for
variable Xi with respect to a selected Y , let I{ECER (Xi ,Y )} denote that OR(Xi , Y |Θ) ∈
/ C that is the
effect size of variable Xi is relevant as it is outside the C interval. In the Bayesian framework the posterior of effect size conditional existential relevance ECER (Xi , Y ) can be defined as p(I{ECER (Xi ,Y )} )
[10].
Note that OR(Xi , Y |Θ) denotes the random variable of the Bayesian effect size of Xi with respect
to Y , P (OR(Xi , Y |Θ)) denotes its distribution, and Θ is a random variable of possible parameterizations.
Proposition 5 The distribution mass of P (OR(Xi , Y |Θ)) in the intersection of C and the credible
interval for OR(Xi , Y |Θ) quantifies the parametric irrelevance of variable Xi with respect to Y [10]. 2
C defines the interval of negligible effect size, i.e. parametric irrelevance. If the credible interval
for OR(Xi , Y |Θ) intersects with interval C then Xi is parametrically irrelevant to some extent. The
greater the mass of P (OR(Xi , Y |Θ) ∈ C ) the less parametrically relevant Xi is (for an illustration
see Figure 4.8).
2

A z-test can determine whether the difference between the odds ratio and the neutral odds ratio is significant. If
the difference is significant, then the confidence interval may not intersect the neutral odds ratio of 1. Conversely, if the
confidence interval intersects the neutral odds ratio then the difference between the odds ratio and the neutral odds ratio
cannot be significant.
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If the credible interval of OR(Xi , Y |Θ) does not intersect with C , that indicates that Xi is parametrically relevant as the effect size distribution P (OR(Xi , Y |Θ)) only consists of non-negligible
values.

Figure 4.8: An example for the relationship between the C interval of negligible effect size and the
credible interval CR of a posterior distribution of a Bayesian effect size measure of variable Xi . In the
presented case CR intersects with C , thus Xi is parametrically irrelevant to some extent given the
specific C .

Proposition 6 If the credible interval of OR(Xi , Y |Θ) does not intersect with C then variable Xi is
existentially relevant with respect to Y [10].
2

The fact that p(OR(Xi , Y |Θ) ∈ C ) = 0 means that for a given C there is no parametrically
encoded independence between Xi and Y . Assuming an underlying Bayesian network BN(G, θ), for
which G faithfully represents all conditional independencies and the joint probability distribution is
stable (see Def. 4 in Section 2.3), the above declared statement means that Xi and Y are dependent
not only on the parametric level, but also on the structural-existential level. In other words, based
on the parametric relevance of Xi with respect to Y it can be stated, that there exists a dependency
relationship between Xi and Y (i.e. Xi is existentially relevant with respect to Y ).
Existential relevance is a special form of structural relevance. According to the condition of stability (Section 2.3), all conditional independencies entailed by the joint probability distribution are
reflected by the structure and the parametrization. In other words, there can be no parametrically
encoded independence that is not reflected in the structure. Therefore, if a relationship is not irrelevant parametrically (i.e. the effect size is outside the negligible interval), then it should also manifest
structurally. However, the information regarding the structural relevance type of the dependency is
not available, thereby missing an essential property of structural relevance. Thus one may only state
that there exists a relevant relationship between Xi and Y due to an unknown structural property,
hence it is called existential relevance.
Note that this approach relies on the appropriate selection of the negligible interval C . This
assumption can only be applied if there is corresponding a priori knowledge that can be utilized to
guide the selection.
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Implementation of ECER based on parametric Bayesian odds ratio

In order to compute ECER a posterior probability distribution of odds ratios is required, since the
intersection of that distribution and the C interval of negligible effect size needs to be analyzed.
There are multiple existing approaches for inducing a posterior distribution of odds ratios [LL12; ZS80;
FA02; Bro13], and there is also a more general approach for modeling uncertainty of any parameter
of Bayesian networks [All+08]. However ECER aims to establish a connection between parametric
relevance and a form of structural-existential relevance, which is connected to Bayesian networks.
Therefore, such an odds ratio measure is required which relies on the posterior probability distribution
of parameterizations P (Θ|D) related to an underlying Bayesian network induced by the data D [10].
Hence, I propose a method for computing p(ECER (Xi , Y )) the posterior for effect size conditional
existential relevance of Xi with respect to Y given C and the probability distribution of the parametric
Bayesian odds ratio P (OR(Xi , Y |Θ)) (see Def. 17 below) [10].
From a Bayesian perspective, the classical odds ratio is a point estimate for which the odds ratio is
calculated for each possible parameterization, and then the parameterization is analytically integrated
out.
Z
OR(Xi , Y |D) = OR(Xi , Y |θ)p(θ|D)dθ = Eθ (OR(Xi , Y )|θ, D),
(4.4)
where OR(Xi , Y |θ) is an odds ratio given parameterization θ and p(θ|D) is the probability of
that parameterization given data D. The last term is an alternative form of the expression based on
the conditional expectation of OR(Xi , Y ) given θ and D.
Based on this expression the parametric Bayesian odds ratio is defined as follows:
Definition 17 (Parametric Bayesian odds ratio) The
parametric
Bayesian
odds ratio
OR(Xi , Y |Θ) is a random variable induced by the distribution P (Θ|D), where Θ is a random
variable of possible parameterizations. The posterior distribution of the parametric Bayesian odds
ratio is denoted as P (OR(Xi , Y |Θ)).
2
Note, that an odds ratio is considered parametric, i.e. related to parametric relevance (see Section 3.3) by default. The term ‘parametric’ in parametric Bayesian odds ratio is used to emphasize
that this Bayesian effect size measure is only related to the parameterization layer of Bayesian networks, in contrast with the previously introduced structure conditional Bayesian odds ratio (Def. 2).
However, based on Equation 4.4 several key properties (such as mean and credible interval) of the
posterior of odds ratios cannot be analytically derived. Therefore, an estimation method is required.
Assuming Dirichlet priors and a multinomial sample (D), the posterior distribution P (Θ|D) arises
in the from of a Dirichlet distribution (due to the conjugacy of Dirichlet distribution with the multinomial distribution, see Appendix E.2) [HG95]. Thus, a possible solution is to sample the parametrization θk from the posterior Dirichlet distribution Dir(ν|α) where ν:{ν1 , ..., νk−1 } denote probabilities
of possible instantiations of a variable, e.g. p(U = uj ), and α:{α1 , ..., αn } denote corresponding
hyperparameters defined by data D (for further details see Appendix E.2).
d i , Y |D) is given as
Based on M samples the estimated Bayesian odds ratio OR(X
M
X
d i , Y |D) = 1
OR(X
OR(Xi , Y |θk ).
M

(4.5)

k=1

Apart from computing the effect size estimate, the distribution P (OR(Xi , Y |Θ)) can be used
d i , Y |D), which satisfies p(OR(Xi , Y |Θ) ∈
to define a Bayesian credible interval (CR95% ) for OR(X

CHAPTER 4. BAYESIAN ASSOCIATION MEASURES

58

CR) = 0.95 [Gel+95]. In general, a Bayesian credible interval for a parameter of interest can be
determined by various procedures [CSI12; Cur05; EC03]. In the current scenario, given the M samples
of the distribution P (OR(Xi , Y |Θ)) an efficient method based on median absolute deviation can be
applied [HMT83; RC93].
Algorithm 2 describes the method according to which ECER is computed using DM 0 ⊂ DM
samples from P (OR(Xi , Y |Θ)), such that these samples are within its 95% credible interval.
Algorithm 2 Calculation of ECER (Xi , Y )
Require: C , DM 0 : ∀dk ∈ CR95% [P (OR(Xi , Y |Θ))]
for each sample dk : OR(Xi , Y |Θ), k = 1 . . . M 0 do
if dk ∈
/ C then
SECER ← SECER + 1
end if
end for
ECER
p(ECER (Xi , Y )) = SM
0
In addition to the samples, defining the C interval of negligible effect size is also a prerequisite
of the computation. As discussed previously, C is the parameter which reflects prior knowledge
regarding the expected range of effect size of relevant factors, i.e. the interval of negligible effect size
is defined as its complement. The main component of the algorithm determines whether each sample
dk of P (OR(Xi , Y |Θ)) (which is an odds ratio) is within C or not. Finally, based on the proportion of
samples with a relevant effect size (dk ∈
/ C ) the probability of ECER is computed (p(ECER (Xi , Y )))
for variable Xi with respect to Y .

4.2.4

Contextual extension of ECER

Dependency relationships between variables are often influenced by exogenous factors, e.g. in case of
gene regulation mechanisms environmental factors frequently have a substantial effect. In some cases,
the exogenous factors have a decisive role on the dependency relationships such that a dependence
between variables is only present in a specific configuration of exogenous factor values. The latter set
of variables is called a context forming set, a value configuration of these variables is called a context,
and the dependency relationship present only in a specific context is called a contextual dependency.
In addition, a variable Xi which is strongly relevant with respect to Y in a given context C = c is
called contextually relevant (see Def. 13 in Section 3.1).
Formerly, the concept of contextuality was defined from the contextual irrelevance perspective [12], i.e. focusing on the independence of variable Xi from the target Y given context C = c
(Def. 12 in Section 3.1). However, recent applications showed [6], [5] that approaching contextuality
from the opposite aspect, i.e. the dependence of variable Xi from the target Y given context C = c,
is a useful concept [10].
Contextually relevant variables can be difficult to identify. Moreover, they may not be identifiable
at all if the relevant context is relatively rare in the available sample. In such scenarios only context
related prior knowledge can enhance the analysis of such relationships. Therefore,
I propose to extend ECER to C-ECER to detect contextually relevant dependencies, given an
a priori defined set of context forming variables C .
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Proposed definition 5 (Contextual ECER (C-ECER)) Given an interval of negligible effect size C
with size  ≥ 0, and a distribution of effect size P (OR(Xi , C = cj , Y |Θ)) for variable Xi with respect
to a selected Y , and a context C with c1 , c2 , . . . , cr possible values, let I{ECER (Xi ,C=cj ,Y )} denote that
OR(Xi , C = cj , Y |Θ) ∈
/ C that is the effect size of variable Xi given context C = cj is relevant as it
is outside the C interval.
Then let I{C-ECER,C=c (Xi ,Y )} denote that Xi is contextually ECER relevant if there exist a context
j
C = cj for which I{ECER (Xi ,C=cj ,Y )} = 1.
This means that Xi is
S C-ECER relevant if there exists a context in which it is ECER relevant:
I{C-ECER,C=c (Xi ,Y )} = ccrj =c1 I{ECER (Xi ,C=cj ,Y )}
j
The algorithm implementing C-ECER is similar to that of ECER if a specific value configuration
for the context C = cj is available a priori, i.e. ECER is computed for a subset of samples for which
C = cj . In practical scenarios however, it is more common, that only the variables forming the context are predefined a priori, and the specific value configuration, in which the analyzed variable Xi
possibly has a contextual effect, is not available. In such cases ECER is computed for the various
value configurations, thus the computational complexity of the algorithm depends on the cardinality
of context forming variables.
Moreover, an additional threshold ζ is required to define the value of the indicator function,
i.e. I{ECER (Xi ,C=cj ,Y )} = 1 if p(ECER (Xi , C = cj , Y )) ≥ ζ. In other words, Xi is considered
ECER relevant with respect to Y in a specific context C = cj if the corresponding ECER probability
p(ECER (Xi , C = cj , Y )) is greater than or equal to the selected threshold ζ. Consequentially, Xi is
contextually ECER relevant, i.e. C-ECER relevant, if there exist at least one context C = c0 in which
p(ECER (Xi , C = c0 , Y )) ≥ ζ.
The threshold ζ can be considered as a tolerance threshold as 1 − ζ expresses the proportion of
the odds ratio posterior allowed within the C interval of negligible effect size. Since  is typically
based on a priori knowledge, ζ can be selected to be restrictively high, e.g. ζ = 0.99 means that no
more than 1% of the posterior odds ratio distribution can intersect with C .

4.2.5

Experimental results

The performance of ECER was investigated using a variant of the artificial data set (AI-GAS-1B)
described in Section 4.1.5. The data set contained 115 variables and 5,000 samples. Standard performance measures of accuracy, sensitivity and specificity were utilized for the evaluation based on an
a priori known reference set. The ECER posterior was computed for all variables given three different intervals of negligible effect size C1 : [0.9, 0.1], C2 : [0.66, 1.5], and C3 : [0.5, 2.0]. The
computations were carried out using data sets of sizes 300, 500, 1000, 5000, where the smaller data
sets were created by truncating the original data set. A variable Xi was considered ECER relevant if
the corresponding posterior was above the applied threshold of 0.95, i.e. p(ECER (Xi , Y )) > 0.95.
In other words, ECER relevance required that the mass of the effect size distribution (of a variable)
within C is negligible.
Table 4.2 presents performance measures with respect to the reference network (Appendix D.2).
Note that for this evaluation (from the reference set) only variables with direct structural relevance
with respect to the target were considered relevant. Interaction terms were excluded since their detection requires multivariate methods.
In case of C2 and C3 , results indicate a high specificity (> 0.9) of ECER for all sample sizes,
whereas the sensitivity is low for C2 (0.71) and even lower for C3 (0.57) regardless of sample size.
In contrast, the specificity related to C1 is relatively lower compared to the other intervals, although
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it increases with sample size. In addition, the corresponding sensitivity (0.86) is relatively higher for
sample sizes ≥ 500.
Table 4.2: The performance of ECER for various sample sizes (Size) and for multiple negligible effect
size intervals. C1 , C2 , C3 denote negligible effect size intervals [0.9, 0.1], [0.66, 1.5], and [0.5, 2.0]
respectively. For each case the sensitivity (SENS), specificity (SPEC) and accuracy (ACC) measures
are displayed.
Size
300

500

1000

5000

C
C1
C2
C3
C1
C2
C3
C1
C2
C3
C1
C2
C3

SENS
0.71
0.71
0.57
0.86
0.71
0.57
0.86
0.71
0.57
0.86
0.71
0.57

SPEC
0.68
0.92
1
0.52
0.97
1
0.67
0.97
0.99
0.91
0.98
0.99

ACC
0.59
0.90
0.97
0.54
0.95
0.97
0.68
0.96
0.97
0.90
0.97
0.97

The sensitivity measures indicate that ECER correctly detects the majority of relevant variables
in case of C1 and C2 . However, in case of C3 the sensitivity is considerably lower, which indicates
that C3 : [0.5, 2.0] is possibly too large as it ignores relevant variables with moderate effect size. On
the other hand, in terms of overall accuracy (due to its high specificity) C3 remains a possible choice
for some data sets. Based on these results C2 : [0.66, 1.5] has the best trade-off between sensitivity
and specificity.
Furthermore, the presented results also show that the appropriate selection of C is essential
and should be based on prior knowledge. Depending on the application domain, a small interval of
negligible effect size such as C1 can be appropriate, whereas in other cases even a large interval
such as C3 can be considered insufficient, i.e. not discriminating sufficiently between relevant and
non-relevant variables.
In addition, ECER posteriors were compared to strong relevance posteriors in order to investigate
the relationship between Bayesian network based ’pure’ structural relevance and the effect size based
structural relevance. Related results are presented in Appendix D.3.

4.2.6

The application of ECER in a Bayesian decision theoretic framework

Bayesian decision theory provides an appropriate framework to formalize preferences and expectations using informative losses. Loss functions are special utility functions that allow the expression
of evaluation specific background knowledge, i.e. knowledge related to the interpretation and translation of results. For example, a commonly accepted benchmark, a ‘gold standard’ can be used to
assess the parametric relevance of results. Allowing or ignoring contextual dependencies is another
example, i.e. a decision regarding the interpretation of results, which can be formalized.
A loss function based Bayesian decision theoretic framework used in case of parameter estimation
can be summarized as follows [Gel+95]. Let L(θ̂|θ) denote the loss function for selecting θ̂ instead of
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θ. Furthermore, let D denote observations, and p(θ) the prior. Then the optimal estimate θ̂ minimizes
the posterior expected loss
Z
%(p(θ), θ̂|D) = L(θ̂|θ)p(θ|D) dθ.
(4.6)
The loss function L(θ̂|θ) is the essential component which can be defined to reflect a priori preferences. The novel ECER measure can be used in conjunction with this framework, as it directly
applies the preferences expressed by the loss function. In such cases the parameter θ of the generic
expression of the loss function corresponds to a Bayesian odds ratio of a variable X with respect to a
target Y , and the estimate θ̂ is related to the interval of negligible effect size C such that θ̂ ∈
/ C . This
latter relation can be specified in multiple ways, the following examples illustrate such possibilities.
Let us assume, that there is a validated factor with an effect size τ with respect to an investigated
target, and that we wish to use this as a threshold for relevant effect size. Then a threshold loss
function can exactly quantify whether θ is less than this reference:

L(Aτ |θ) =

0 if θ < τ
else 1,



where Aτ denotes the action of reporting that the effect size θ is below the threshold τ . Straightforwardly, the loss is 0 if θ < τ holds, which means that θ is non-relevant, and that fact is reported.
Assuming normalized loss, the loss is 1 in other cases where θ ≥ τ , that is θ is relevant, but nonrelevance is reported.
Another variant of the threshold loss function can be applied if the factor used as reference is
included in the analysis. Then the threshold is not an externally predefined parameter, instead it
is determined by the analyzed data set. Let θr denote the effect size of the reference Xr , then a
comparative loss can quantify whether the effect size θ of a variable X is lower than θr :

L(AX≺Xr |θ, θr ) =

0 if θ < θr
else 1,



where AX≺Xr denotes the action of reporting that the effect size of X is lower than the threshold
defined by the reference variable Xr . Note that if θr is based on the classical odds ratio or the mean
value of the Bayesian parametric odds ratio of Xr then the possible interactions between Xr and
other factors are neglected.
An interval loss function can be defined to select effect sizes in an η-tolerance interval with respect
to a predefined effect size θ̂. Let us assume that θ̂ = 1.5 is a commonly accepted benchmark for
relevant effect size, and that the aim is to find variables with an effect size θ within the tolerance interval of the benchmark with size 0.2, e.g. between [1.4, 1.6] (assuming a symmetric interval centered
around θ̂ = 1.5). Then an interval loss function can be defined to quantify whether the effect size θ
of a variable X is in the η-tolerance interval of a selected effect size θ̂:

Lη (Aθ̂ |θ) =

0 if |θ̂ − θ| < η
else 1.
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In the current example given a symmetrical η-tolerance interval of [1.4, 1.6] the parameter η is 0.1.
In case of a one-sided asymmetric interval with the same size (0.2), e.g. [1.5, 1.7], the loss condition
changes to 0 < θ − θ̂ < η and η = 0.2. Such loss functions can be applied if results are wished to be
compared to one ore more benchmarks. For example, if benchmarks are available for low, moderate
and high effect sizes.

The ECER measure can be interpreted as special case of the interval loss where the reference point
is the neutral effect size θ̂ = 1 and η corresponds to the  interval of negligible effect size. Since the
neutral effect size θ̂ = 1 represents parametric independence, the loss function related to ECER can
also be seen as an expected loss for reporting parametric independence (Aθ̂=1 ):

L (Aθ̂=1 |θ) =

0 if |θ̂ − θ| < 
else 1.



Furthermore, context-sensitive loss functions can be defined to represent the preference of accepting contextual dependencies as relevant relationships. The essential feature of such losses is that
given a threshold for parametric relevance (τ ), an effect size is regarded relevant if there exists at
least one context, i.e. value configuration of context forming variables, in which it is relevant. For
example, let us assume that there is a single context forming variable Z with {z1 , z2 , . . . , zk } possible values, and a variable of interest X whose effect size is investigated with respect to a target
variable Y . Furthermore, let us assume that Z has a relevant effect size with respect to Y (θZ ≥ τ ),
whereas θX is not relevant without a context (θX < τ ). A context-sensitive loss function allows the
evaluation of relevance in each possible context, in this case Z = {z1 , z2 , . . . , zk }. If there exists a
context zi in which θX ≥ τ , then X can be regarded as contextually relevant, despite the fact that
it is non-relevant given one or more possible values of Z. In terms of dependence relationships this
means that given ⊥
6⊥(Y, Z), there is some context Z 6= zi for which X is contextually independent of
Y , that is ⊥
⊥ (Y, X|Z 6= zi ), whereas for Z = zi contextual dependence ⊥
6⊥(Y, X|Z = zi ) holds. A
corresponding context-sensitive loss function can be defined as follows:
L(Aτ |θX , Z) = min L(Aτ |θX , zi ),
i

where L(Aτ |θX , zi ) denotes the threshold loss under the condition Z = zi . The fact that the
minimum of losses for possible contexts is taken into account expresses the notion that at least one
relevant context is required for contextual relevance.

The presented informative loss functions can be used to express evaluation specific prior knowledge
in the form of thresholds and intervals which could not be applied directly otherwise. In addition,
context-sensitive losses can also express domain specific expert knowledge if candidates are provided
for context forming variables. Note that it is possible to apply multiple loss functions within the
same analysis. The ECER measure provides a practical implementation for various informative loss
functions. Although it can also be used when no a priori knowledge is available, such an application
can be challenging since the C interval of negligible effect size has to be defined. A possible solution
for such scenarios is to utilize the effect size of relevant variables identified by other methods based
on the analyzed data.

4.2. A PRIORI KNOWLEDGE DRIVEN BAYESIAN RELEVANCE MEASURES

4.2.7

63

The application of ECER on GAS data

A case study for the application of ECER is presented in Appendix H.4.4. The described scenario is
based on the results of two candidate gene association studies (CGAS) performed on the same population: a CGAS investigating the role of galanin system genes [5], and a CGAS examining a serotonin
transporter gene variant [6] with respect to depression phenotypes given various environmental contexts. Results of the latter study were used as reference to evaluate the results of the former study.
The aim of this case study was to quantify the relevance of galanin system genes with respect to
5-HTTLPR from a parametric aspect using the ECER measure. Relying on the effect size of 5-HTTLPR
as a benchmark for parametric relevance (denoted as τ ), an  interval of negligible effect size can be
defined, i.e. an odds ratio is considered negligible if < τ . Then ECER can measure the intersection of
the distribution of Bayesian parametric odds ratio of a selected galanin gene with the C interval of
negligible effect size based on 5-HTTLPR. The distribution mass related to odds ratios ≥ τ quantifies
the parametric relevance of an examined gene. In other words, the examined effect size distribution
has to have higher possible odds ratios than that of 5-HTTLPR in order to be identified as relevant.
In case of GAL-R2, Figure 4.9 and Figure 4.10 show the Bayesian parametric odds ratio distributions
and related ECER probabilities with respect to lifetime depression for RLE-M and RLE-H subpopulations respectively. In both cases the effect size of 5-HTTLPR was used to define the C interval of
negligible effect size. ECER was performed for both the heterozygous versus common homozygous
(denoted as 1 vs. 0) and the rare homozygous versus common homozygous (denoted as 2 vs. 0) cases.

Figure 4.9: ECER probabilities and posterior distributions of Bayesian parametric odds ratios of GALR2 with respect to lifetime depression given moderate exposure of recent negative life events (RLEM). The negligible effect size interval (C ) was defined according to the effect size of 5-HTTLPR. The
posterior distribution of Bayesian odds ratio for GAL-R2 is mostly contained within C in the 1 vs.
0 case, thus entailing a negligible ECER posterior. The 2 vs. 0 case presents an opposite scenario
in which the intersection of the posterior distribution with C is minimal, thus entailing a highly
relevant ECER posterior.
Results indicated that both 5-HTTLPR and GAL-R2 had negligible effect sizes in the RLE-M group
for the 1 vs. 0 case. The credible interval of GAL-R2 CR95% : [0.91, 1.09] closely matched C :
[0.93, 1.08] entailing a low ECER probability (0.024). In the 2 vs. 0 case however, the credible interval
of GAL-R2 CR95% : [1.4, 1.97] considerably exceeds C : [0.7, 1.43] (with a minimal intersection)
entailing a high ECER probability (0.939). In case of the RLE-H group GAL-R2 has a very high ECER
probability (p = 1) in the 1 vs. 0 case as its credible interval does not intersect with C = [0.69, 1.46]
and it contains considerably higher effect sizes (> 1.85). In contrast, GAL-R2 has a lower effect size
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in the 2 vs. 0 case (than in the 1 vs. 0 case), which means that in this RLE-H subgroup the risk
effect is non-additive, i.e. the risk of depression does not increase with the number of rare alleles.
The consequence of this phenomenon is that the credible interval of GAL-R2 CR95% : [1.05, 1.8] is
completely contained in C : [0.48, 2.07] entailing p = 0 ECER probability.

Figure 4.10: ECER probabilities and posterior distributions of Bayesian parametric odds ratios of GALR2 with respect to lifetime depression given high exposure of recent negative life events (RLE-H).
The negligible effect size interval (C ) was defined according to the effect size of 5-HTTLPR. Results
indicate two opposite scenarios in which the posterior distribution is either completely contained
within C , or there is no intersection with C .
In summary, according to the effect size of the heterozygous genotype (1 vs. 0) GAL-R2 is ECER
relevant in the RLE-H context with respect to lifetime depression, and according to the effect size of
the rare homozygous genotype (2 vs. 0) GAL-R2 is ECER relevant in the RLE-M context.

Chapter 5

The effect of non-informative priors
This chapter discusses Thesis 3: the effects of non-informative parameter priors on Bayesian relevance
and effect size methods.
In this thesis, I propose the application of non-informative parameter priors based on various criteria. First, the theoretic background of priors is described, followed by previous research related to
non-informative priors, and the motivation for the analysis of priors (Section 5.1). Then the results
describing the connection between the virtual sample size parameter of the Bayesian Dirichlet metric
and the a priori effect size distribution (subthesis 3.1) are presented. Thereafter, the selection of virtual
sample size parameter according to the expected distribution of effect size (subthesis 3.2) is discussed.
Finally, experimental results on the effect of priors are presented, followed by related applications.
Publications related to the results of Thesis 3 are the following: [2], [3], [7], [8], [9].

5.1

The role of priors

Priors are essential components of Bayesian learning which express a priori knowledge of experts,
previous research studies, related literature, or even common practice related to the investigated domain. In short, priors express knowledge that is already available, which can be used to guide the
Bayesian learning process (for an overview see Appendix E.1).
However, the selection of an appropriate prior for Bayesian methods, i.e. selecting a suitable type
of prior with adequate parameters, can be a challenging task. Whether to apply an informative or
non-informative prior depends on the specific task and the available a priori knowledge. In case of
structure learning this manifests as the choice of applying various structure priors, i.e. the probability
of certain structures is higher (or lower) than that of others, or applying a uniform prior, i.e. each
possible structure is equally probable. Furthermore, there is also a choice regarding parameter priors
which are related to the likelihood metric (for details see Appendix E.1).
Although, typically non-informative priors are used in real-world cases with limited a priori
knowledge, there is no general method for prior selection in a multivariate case. In addition, even
non-informative parameter priors have user defined parameters which require a proper setting. Such
is the case of Bayesian Dirichlet prior (BD) which is a widely used non-informative parameter prior for
structure learning in case of random discrete variables [Bun91; HG95] (for details see Appendix E.2).
Through the application of Bayesian relevance and effect size measures within the Bayesian relevance analysis framework we experienced that the various settings of the BD parameter prior may
considerably influence results, especially in case of low or moderate sample size (with respect to the
65
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number of variables). This motivated the systematic analysis of the non-informative BD parameter
prior [1]. Furthermore, since our main application domain is genetic association studies, in which
the odds ratio is the most popular effect size measure, we investigated the effect of prior parameter
selection on the distribution of effect size.

5.1.1

Related works and motivation

Due to the popularity of Bayesian Dirichlet prior (BD), particularly a likelihood equivalent uniform
variant called BDeu, considerable effort was devoted to analyze its properties and its effect on learning
structures. For the definition of variants BDe, BDeu and CH see Appendix E.2.
R. Bouckaert observed that given a relatively small database compared to the number of variables,
the learned network structures will likely contain a large number of excess arcs [Bou94]. H. Steck
and T.S. Jaakkola demonstrated that as the free parameter of the BD prior (called equivalent sample
size - ESS) asymptotically went to zero in case of a large sample, the metric favored the deletion
of arcs in the learned Bayesian network structure. In contrast when ESS became large, then the
addition of arcs was favored resulting in structures with several extra arcs [SJ02]. T. Silander and P.
Myllymaki investigated the role of ESS in structure learning, and compared the CH and BIC scores
using various ESS values [SM06]. Their results confirmed that increasing the ESS given a large sample
size causes the addition of several extra arcs in the learned structures. Subsequently, Silander et al.
performed experiments to identify the optimal ESS, however results were inconclusive in this regard,
and indicated high sensitivity to the selected ESS [SKM07]. They concluded that averaging out for
ESS, i.e. computing the BDeu metric for several ESS values and taking the average of the scores could
be a possible solution, although this approach is computationally expensive. Thereafter, H. Steck
showed that the optimal ESS value is approximately independent of sample size and of the number of
variables in the domain [Ste08]. A further conclusion was that the optimal ESS-value is small if the
data implies a skewed distribution or strong dependencies between the variables.
In addition, M. Ueno provided an asymptotic analysis of log-BDeu and also the general form of
BDeu [Uen10]. It was shown that, the log-BDeu score is decomposed into a penalty term (for complexity) and a log-posterior reflecting the non-uniformity of the distribution. Ueno also investigated
the complex behavior of ESS, which is involved in both the log-posterior and penalty terms thereby
influencing blocking and adding arcs simultaneously. The conclusion of the analysis was that small
ESS value should be selected in case of skewed conditional distributions to prevent the overfitting of
BDeu. In contrast, the application of a large ESS value was recommended to avoid underfitting in case
of non-skewed distributions. These results indicate that ESS expresses the belief (of a user) regarding
the uniformity of the conditional probability distributions entailed by the data [Uen11].
Through the application of Bayesian relevance analysis in several domains we found that results
were sensitive to the applied parameter prior. Therefore, we conducted experiments on simulated data
sets to identify the effect of different parameter settings of BDeu (and other variants) on relevance
analysis [2]. The other aim of this work was to establish a connection between the user defined free
parameter of the BD and an effect size measure. This free parameter is the previously mentioned ESS
in case of BDeu, but in general for all BD variants it can be referred to as virtual sample size (VSS). The
reason behind this notion is that the connection of VSS with an easily interpretable quantity would
allow a better understanding of the effect of various VSS values, and based on the a priori expected
value of that quantity, the VSS setting could be defined.
Since we applied Bayesian relevance analysis mainly in the field of genetic association studies,
we investigated the relationship between VSS and the most typically used effect size measure in that
field, the odds ratio [SB09]. The concept of creating an a priori distribution for odds ratios using a
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Bayesian approach was pioneered by D. J. Balding in the field of genetics [Bal06], even though the
priors were only considered for univariate Bayesian methods. In their seminal work, Stephens and
Balding investigated priors with a normal distribution or a mixture of normal distributions, and priors
with a normal exponential gamma (NEG) distribution [SB09]. In all cases the priors were defined in
order to reflect the expected effect size in the form of a log odds ratio. The normal priors required
an additional parameter, the proportion of variables having non-negligible effect size.1 These priors
defined such probability distributions for the effect size of SNPs that allowed moderate and small
effect size, but restricted the probability of a large effect size. This can be explained by the ‘small tail’
property of normal distributions. In order to alleviate this problem, Stephens and Balding applied NEG
priors with various shape and scale parameters which have a ‘fat tail’ property. In other words, the
NEG distribution is (approximately) bimodal having a large peak around log odds ratio 0, and a small
peak around log odds ratio 1, thus the probability of relatively large effect size values is higher than
in the case of normal priors. On the one hand, the NEG prior does not require a predefined parameter
such as the normal priors. On the other hand, the setting of the scale and shape parameters of NEG
is not as straightforward as defining a normal distribution.
However, both the normal and NEG priors are defined on the abstraction level of log-odds ratios,
and thus cannot be directly applied in case of Bayesian structure learning. This is due to the fact that
parameter priors used in structure learning are related to conditional probabilities in local models, i.e.
the parameter prior is defined on a lower abstraction level than the univariate priors. Since the odds
ratio is a compound expression based on conditional probabilities (by definition), a transformation
function can be defined and applied to the conditional probability related Bayesian Dirichlet parameter prior to achieve an odds ratio related prior [2]. This concept leads to Thesis 3 presented in the
subsequent sections.

5.2

The relation of non-informative parameter prior and effect size

Although the Bayesian Dirichlet parameter prior is classified as non-informative, its user defined
free parameter called virtual sample size does express a belief regarding the non-uniformity of conditional probabilities (entailed by the data) [Uen11]. However, the interpretation of this relation is
not straightforward, which makes the selection of the virtual sample size challenging. Therefore, if
the virtual sample size can be related to a well known and easily interpretable quantity, that would
lead to a more sophisticated selection process, and consequentially entail more reliable results within
the Bayesian framework. Odds ratio, as a popular effect size measure in genetics and biomedicine,
is a viable candidate for this purpose. In Thesis 3 the relationship between the Bayesian Dirichlet
prior and odds ratio is identified. First, in Section 5.2.1 the expression connecting the virtual sample
size parameter and the odds ratio is presented, then in Section 5.2.2 a selection policy for the virtual
sample size parameter is proposed.

5.2.1

The relation between virtual sample size and a priori effect size

The expression connecting the virtual sample size parameter of the Bayesian Dirichlet prior and odds
ratio can be derived by applying the log odds transformation function to the prior[2].
Let us recall that given a discrete random variable W with k possible states, the probabilities νi
denote the probability that W is instantiated with value wi , i.e. ν1 , p(W = w1 ), and the probabil1

Stephens and Balding suggested 10−4 that is 1 out of 10,000 [SB09].
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ity density function over parameters νi follows a Dirichlet distribution Dir(ν1 , ..., νk−1 |α1 , ..., αk ),
where αi denotes the virtual sample size corresponding to parameter νi (for details see Def. E.2).
In order to estimate the a priori distribution of a log odds ratio, the probability density function
of the parameters νi needs to be transformed according to the computation of odds ratio.
Given a variable W with k possible values and a binary target variable Y the log odds ratio is
defined using conditional probability parameters ν 0 as:
0
0
ν1|1
ν1|0
p(Y = y1 |W = w1 )
p(Y = y1 |W = w0 )
log
− log
= log 0 − log 0 .
p(Y = y0 |W = w1 )
p(Y = y0 |W = w0 )
ν0|1
ν0|0

(5.1)
ν0

Due to the binary target assumption both log odds terms can be simplified leading to log 1−ν1|10 and
1|1

0
ν1|0

log 1−ν 0 . Thus the required transformation on the a priori probability density function of parameters
1|0

ν
is t(ν) = log 1−ν
.
Note that the binary target assumption is not a real constraint as even in case of a multi valued
target only two selected values of the target are considered for an odds ratio at time (by definition),
for an example see Appendix E.3.
ν
transformation on the Dirichlet distribution results in a transformed
Applying the t(ν) = log 1−ν
function g(z) as follows

g(z) = Dir(t−1 (z)) · (t−1 (z))0 ,

(5.2)

where the inverse function and its derivative are given by
1
1 + e−z
e−z
(t−1 (z))0 =
(1 + e−z )2
t−1 (z) =

Therefore, the general form of the transformed Dirichlet distribution can be given as:
g(z) =

Dir( 1+e1−z |αi ) · e−z
(1 + e−z )2

(5.3)

Based on the general form of the Dirichlet distribution (see Eq.(E.2)), and utilizing the fact that
the Beta function β(α) can be expressed as terms of the Γ(.) function, the alternate form of Eq. 5.3
can be expressed as
!
Qk
k
αi −1
Y
Γ(α
)
1
e−z
i
i=1
g(z) = P
·
·
.
(5.4)
1 + e−zi
(1 + e−z )2
Γ( ki=1 (αi ))
i=1

Assuming the uniformity of virtual sample sizes α1 = α2 = ...αk , Eq. 5.4 can be simplified by
exploiting the properties of the Γ() function.
α−1 !
k 
Y
1
e−z
Γ(α · k)
·
·
(5.5)
g(z) =
1 + e−zi
(1 + e−z )2
Γ(α)k
i=1

This assumption means that all νi parameters are treated equally by having the same αi hyperparameter, which is reasonable since otherwise a priori knowledge or a predefined heuristic is required
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for the determination of each distinct αi . In the former case, given a priori known αi , the uniformity
assumption can be relaxed and αi values can be introduced into Eq. 5.4. However in the latter case,
when additional parameters are utilized to compute αi based on a chosen heuristic, the simplification step based the uniformity of αi is not possible. Such an example is the conventional BDeu prior
which utilizes possible parental configurations (related to the hypothetical structure) for the setting
of the virtual sample size parameter (see Section E.2). In such cases the adoption of the uniformity
assumption for αi may result in a considerable deviation of the estimated odds ratio distribution from
the actual distribution entailed by the prior.
A further simplified form can be derived in case of a binary selected variable W (the variable for
which the odds ratio was initially computed with respect to a target Y ). This implies that k = 2,
and that the product in the central expression takes the (u)α−1 · (1 − u)α−1 form, where u denotes
1
. Moreover, the external term (1+e1−z )2 can be simplified using (u)α−1 resulting in (u)α+1 .
1+e−z
These changes lead to the following simplified form for the binary case [2].
g(z) =

1
1
Γ(2α)
·(
)α+1 · (1 −
)α−1 · e−z .
2
−z
Γ(α)
1+e
1 + e−z

(5.6)

The presented expressions (Equations 5.4-5.6 ) define the a priori distribution of log odds based on
a prior Dirichlet distribution for conditional probability parameters νi given the virtual sample size
hyperparameter α.
However, the transformed distribution g(z) is analytically intractable in the sense that the exact
identification of the high probability density region of the distribution is not feasible. On the other
hand, the distribution can be sampled using various virtual sample size parameters α, thus allowing
the investigation of its effect on the a priori probability density function of log odds [2], [7].

5.2.2

Selection of virtual sample size parameter

The importance of the derived expression (see Eq. 5.5 ) is that it allows the analysis of the effect of
virtual sample size on the probability density function of effect size. The sampling of the transformed
distribution function g(z) given a specific αi provides an estimate of the prior distribution of effect
size related to the chosen αi . By performing the sampling using various αi values, multiple estimates
can be investigated from which the one closest to the expected a priori distribution of effect size can
be selected.
Experimental results indicate (see Figure 5.1) that as virtual sample size increases the credible
interval of the a priori distribution of log odds decreases. This means that high virtual sample size
values express the a priori belief that high odds values are less likely.
Proposition 7 In a practical approach, this connection can be used to define the parameter prior by
setting the virtual sample size according to an expected a priori distribution of effect size [2], [7].
2
Although, one could formally define a difference metric between the a priori expected and the
estimated distribution, it is not necessary, as in most cases only the identification of the upper boundary of the high probability density region is required. This means that the parameter of interest is
the highest possible effect size with non-zero probability. The viability of this approach is backed by
the fact that in practice experts rarely define a proper a priori distribution for effect size. Instead,
typically an expected range of odds ratios or the maximum a priori expected odds ratio is specified.
In the latter case, an estimate of the effect size distribution (based on the transformed distribution
g(z) having a virtual sample size parameter α) can be considered acceptable, if it is compatible with
the maximum a priori expected odds ratio ORmax , i.e. its probability is non-zero.
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Figure 5.1: Probability density function of log odds given various prior settings. VSS denotes virtual
sample size, log odds are shown on the horizontal axis, and the probability density function (pdf) is
displayed on the vertical axis. Results indicate that as the VSS increases the distribution of log odds
becomes more peaked around the neutral effect size, and its credible interval decreases.

This typically applied ‘OR-MAX approach’ also explains the sufficiency of applying the log odds
transformation instead of the log odds ratio. Since the odds ratio is a quotient of odds, it achieves its
highest possible value if the numerator is as high as possible given that the denominator is as low as
possible. Let us assume, that the odds ratio calculation can be formulated such that given a random
discrete variable X and its possible values x0 , x1 , . . . , xk the odds (Odds(X = xj , Y )) corresponding
to each value X = xj of variable X and the target variable Y are non-decreasing with respect to their
index j, that is Odds(X = xj , Y ) ≤ Odds(X = xj+1 , Y ), and that the numerator of the odds ratios
has a higher index than their denominator. This assumption expresses that (1) on the log scale odds
are expressed within the [0, ∞) interval, and that (2) the denominator of the odds ratio is not higher
than the numerator. The first part (1) of the assumption means that if e.g. Odds(X = xj , Y ) = 0.5
and Odds(X = xj+1 , Y ) = 0.4 with a corresponding odds ratio of 0.5/0.4 = 1.25 then it can be
transformed by having its reciprocal which results in Odds−1 (X = xj ∗ +1 , Y ) = 2, Odds−1 (X =
xj ∗ , Y ) = 2.5, and the odds ratio of 2.5/2 = 1.25. Note that the index of the inversed odds changed
according to their new values. The second part (2) of the assumption ensures that given the odds
are expressed within the [0, ∞) interval on the log scale, their quotient also falls into that interval,
i.e. Odds(X = xj , Y ) ≤ Odds(X = xj+1 , Y ), Odds(X = xj , Y ) ≥ 1, Odds(X = xj+1 , Y ) ≥ 1,
therefore
OR(X (j+1,j) , Y ) =

Odds(X = xj+1 , Y )
≥ 1.
Odds(X = xj , Y )

(5.7)

By taking the logarithm of this equation the log odds ratio is expressed as
log OR(X (j+1,j) , Y ) = log Odds(X = xj+1 , Y ) − log Odds(X = xj , Y ) ≥ 0.

(5.8)
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Since both log odds terms on the right hand side are non-negative based on the applied assumption, the log odds ratio would have a maximal value if the second odds term is 0 and the first odds term
is as high as possible. Therefore, the highest possible value of log odds can serve as a good estimator
for the log odds ratio.

5.3

Experimental results

The effect of parameter priors was investigated by applying Bayesian relevance analysis [12] on an
artificial data. This data set was generated by applying random sampling on a parameterized Bayesian
network modeling the (in)dependencies of a candidate gene association study [2]. The structure of the
Bayesian network was learned from real-world CGAS data using the K2 learning algorithm [CH92],
then a parameter learning (assuming local and global parameter independence) was executed leading
to a multinomial maximum a posteriori parameterization.
The original data set contained 115 variables and 10000 samples. The analysis was performed using data subsets of various sizes (100, 300, 500, 800, 1000, 2000, 5000) created by truncating the original
data set. Two frequently applied variants of the Bayesian Dirichlet prior: BDeu and Cooper–Herskovits
(CH) priors were used with various parameter settings, α = 1, 5, 10, 20, 50 (see Appendix E.2). In case
of BDeu (recall that α is referred to as equivalent sample size: ESS by some of the literature), the α
0
= riα·qi , whereas in case of CH the VSS was set to
values entailed a virtual sample size (VSS) Ni,j,k
0
= α = 1, 5, 10, 20, 50.
the α values directly, i.e. Ni,j,k
For every combination of data set size and VSS, five parallel runs of Bayesian relevance analysis
were executed focusing on the strong relevance of variables, i.e. the posterior probability of Markov
blanket memberships. The results of the parallel runs were averaged, i.e. the ones with the same
setting, in order to provide a robust base for the analysis.
Standard statistical measures of performance, such as sensitivity, specificity, accuracy and
AUC score were computed based on the posterior probability of Markov blanket memberships
MBM(Xi , Y ). A threshold of p(MBM(Xi , Y )) ≥ 0.5 was used to assess results, i.e. a variable Xi
with an MBM posterior probability higher than the threshold was considered strongly relevant. The
Bayesian network from which the data was generated was used as reference for the performance measures. More specifically, the Markov blanket set containing all strongly relevant variables with respect
to target Y was identified in the reference model. This set was used to evaluate the strongly relevant
variables (based on the p(MBM(Xi , Y )) posterior) learned from the data. Note that the threshold for
strong relevance was selected to enable the use of performance measures. From a strictly Bayesian
viewpoint, there is no need for such a threshold. Furthermore, it cannot be defined generally, rather
it should be selected based on the distribution of posteriors. The threshold of 0.5 is appropriate in
the current case, whereas it would be considered prohibitively high in scenarios with relatively small
sample size with respect to the number of variables. In such cases it is possible that even the MAP
posterior is lower than 0.5 but it may still indicate the relevance of the corresponding variable.
The comparison of the performance measures given BDeu and CH priors is displayed in Figure 5.2,
detailed results are provided in Appendix E.4. Results indicate that BDeu is an inappropriate choice
for small sample size cases, that is when the sample size is not an order of magnitude higher than the
number of variables. CH definitely performs better than BDeu in terms of sensitivity in small sample
size cases. In addition, better sensitivity scores are achieved given CH prior than given BDeu in large
sample size cases as well. On the other hand, BDeu is less prone to false positives, and has very high
specificity in all cases compared to CH.
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Figure 5.2: The comparison of sensitivity (left), specificity (right) and AUC measures in case of CH
and BDeu priors for different sample sizes. Results indicate a considerable difference in sensitivity
between CH and BDeu priors in the small and moderate sample size cases. CH outperforms BDeu in
most cases, but especially in the aforementioned cases. In terms of specificity, BDeu preforms slightly
better.

Based on AUC scores, CH prior is the appropriate choice in domains with small or moderate
sample size. For domains with large sample size, both CH and the BDeu priors are appropriate. In
the latter case, even their parallel usage could be beneficial allowing a Bayesian model averaging over
priors.
In addition to the investigation of the basic effect of CH and BDeu priors, the effect of the virtual
sample size (VSS) parameter was also examined. Using various VSS settings (1, 5, 10, 20, 50) of the CH
prior, the sensitivity and the specificity measures for different sample sizes were computed (similarly
to the basic case described previously).
According to the results displayed in Figure 5.3 the effect of varying sample size is considerably
larger than that of VSS settings. However, VSS has a distorting effect on the Markov blanket membership posteriors towards the extreme probability values. This means that the larger the VSS, the
more extreme the posterior probability of variables get. Straightforwardly, posteriors of non-relevant
variables are shifted towards 0, and posteriors of relevant variables are shifted towards 1. This phenomenon is observable in Figure E.1 for large sample sizes.
In case of BDEu prior, the effect of the equivalent sample size parameter (ESS) was investigated
given data sets with different sample sizes. Sensitivity (left) and the specificity (right) measures were
computed similarly to the basic case based on Markov blanket membership posteriors of variables.
Results are shown in Figure 5.4 for ESS values 1, 5, 10, 20, 50. Analogously to the case of CH priors,
the effect of varying sample size dominates the effect of ESS.
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Figure 5.3: Sensitivity (left) and specificity (right) measures based on MBM posteriors in case of CH
prior for different sample sizes and VSS settings. VSS denotes the virtual sample size parameter for
CH. Results indicate that the effect of varying sample size outweighs the effect of VSS.

Figure 5.4: Sensitivity (left) and specificity (right) measures based on MBM posteriors in case of BDeu
prior for different sample sizes. ESS denotes the equivalent sample size parameter for BDeu. In terms
of specificity, larger ESS appears to entail lower values, although the difference is small. Concerning
sensitivity, larger ESS appears to entail higher sensitivity, although the effect is perturbed by the effect
of varying sample size.

In summary, the experimental results confirmed that CH prior is an adequate choice for most realworld applications with non-asymptotic sample size with respect to the number of variables. In addition, results also indicated that (assuming a CH prior) a low VSS setting should be applied due to the
distorting effect, particularly in applications for GAS analysis in which moderate or weak dependencies can be present.

5.4

Applications

The selection of priors and corresponding parameters are an essential step for applying Bayesian relevance analysis, as in case of all Bayesian learning methods. This can be particularly challenging
when the analyzed data contains moderate or weak variable dependency relationships, such as in
case of several genetic association studies. We published a case study of applying Bayesian relevance
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analysis on CGAS which included recommendations on selecting the virtual sample size for the parameter prior [7]. Corresponding results related to the rheumatoid arthritis study are discussed in
Section 5.4.1 (for a summary of the study and additional results see Section 6.4.1 and Appendix H.1
respectively).
The experimental results of the VSS analysis based on the artificial data set were utilized in realworld applications of Bayesian relevance analysis for the selection of parameter prior type and virtual
sample size. Although a systematic investigation concerning the effects of parameter prior selection
was not reported in our recent CGAS analyses, the selection of VSS was investigated in most cases.
The earliest such study was the asthma-allergy CGAS in which the moderate sample size with respect to the relatively large number of variables made the selection of parameter prior parameters
challenging [3]. Related results are presented in Section 5.4.2 (for details on the study and additional
results see Section 6.4.3 and Appendix H.3 respectively). Note that this investigation prompted the
research on non-informative parameter priors which lead to Thesis 3.

5.4.1

The effect of VSS selection in the RA study

The effects of VSS selection were investigated on MBM posteriors which provide an aggregate view
on strong relevance for each variable and thus can be utilized as an efficient indicator. The basic RA
data set (RA-G) consisted of a few SNPs and a target variable given an adequate sample size (for details
on the study see Appendix H.1). The expected effect size was low (OR < 1.3) or moderate (OR < 2)
entailing a low VSS setting (VSS< 5) as appropriate. Figure 5.5 presents MBM posteriors of GUSB
SNPs with respect to RA given the CH prior and varying VSS values. Results indicate that the VSS
setting does not affect the highly relevant variables of GUSB3 and GUSB5 with an already maximal
posterior (1) at VSS=1. Furthermore, the variation of the MBM posterior of the non-relevant GUSB4
due to increasing VSS is also negligible. Only the MBM posterior of GUSB2 shows variation (between
0.88 and 0.99) due to increasing VSS.

Figure 5.5: MBM posteriors of GUSB SNPs with respect to RA for varying VSS values given the CH
prior. The vertical axis displays Markov blanket membership (MBM) posterior probability, the horizontal axis displays virtual sample size (VSS). Results indicate that the increase of VSS has a limited
effect on the MBM posteriors in this particular scenario. The variation of MBM posteriors is only
visible in case of GUSB2.
From a quantitative viewpoint, at VSS= 4 the MBM posterior reaches 0.97 after which the change
is minimal, therefore such a VSS would be an acceptable choice. However, VSS should not be evaluated
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based on a single variable, since in most cases the choice is not straightforward. Instead, a qualitative
evaluation is more appropriate, that is investigating the trend of posteriors with respect to increasing
VSS. In the examined case only the trend of GUSB2 posteriors is non-stagnant, although the change is
not significant in the sense that GUSB2 can be considered a highly strongly relevant variable even at
VSS=1. From that perspective, since VSS changes do not significantly alter posteriors in this particular
scenario, the choice of VSS=1 is also acceptable.

5.4.2

The effect of VSS selection in the asthma-allergy study

Similarly to the RA study, the effect of VSS selection was investigated on MBM posteriors in the
asthma-allergy study. However, the analyzed data had considerably different characteristics, as the
number of investigated genetic factors were of a magnitude larger, whereas the sample size was only
approximately three times larger in the asthma-allergy CGAS than in the RA CGAS (for details see
the detailed description of studies in Appendix H.1 and Appendix H.3).

Figure 5.6: MBM posteriors of two selected SNPs from FRMD6 and PRPF19 genes with respect to
asthma for various VSS values and priors. The vertical axis displays Markov blanket membership
(MBM) posterior probability, the horizontal axis displays virtual sample size (VSS). Results indicate
that BDeu and CH prior based MBM posteriors are considerably different which is due to the inadequate performance of BDeu given relatively small sample size. Consequently, BDeu based results
were disregarded from further analysis. In case of the CH prior, the increasing VSS decreases the
MBM posteriors which is in line with expectations regarding a small sample size case.
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In other words, the asthma-allergy data was on the threshold of data sufficiency, thus it was
more sensitive to parameter prior settings. Therefore, a minimal VSS setting was expected to be
appropriate. Figure 5.6 displays MBM posteriors for two selected SNPs from genes FRMD6 and PRPF19
given various virtual sample size settings and parameter prior types.
A major conclusion of these results was that the two investigated priors (CH and BDeu) entailed
remarkably different MBM posteriors, and acted differently to increasing VSS. The study based on
artificial CGAS data showed that BDeu may provide poor results given inadequate sample size (i.e.
relatively low sample size compared to the number of variables) which is the case in the asthmaallergy CGAS. The FRMD6 and PRPF19 SNPs were among the most relevant SNPs of the study (with
respect to asthma). In fact, the FRMD6 SNP was the most relevant result validated by several classical
statistical methods such as association tests (with MHT correction), logistic regression and the multifactor dimensionality reduction method [Moo+06]. Thus BDeu results were disregarded from further
analysis. Results based on the CH prior indicate that increasing VSS decreases the MBM posteriors
which is in line with expectations in cases where the sample size is barely sufficient. The increasing
VSS gradually suppresses the effects of variables entailed by the data. The decreasing trend of posteriors is non-monotonous in both cases, which can be explained by the multivariate nature of Markov
blanket sets upon which the aggregate MBM posteriors are based. The PRPF19 remains highly relevant given most VSS values (p > 0.7), whereas the FRMD6 SNP becomes moderately relevant as
VSS increases. Based on the fact that the strong relevance of both variables was validated, the VSS=1
setting, which provided the highest posteriors, seemed appropriate.

Chapter 6

The application of Bayesian relevance
measures in GAS
This chapter focuses on the application perspective of Bayesian relevance and effect size analysis,
and it is organized as follows: First, the aims and characteristic features of genetic association studies
(GAS) are presented. Thereafter, the general applicability of Bayesian relevance analysis for GAS
analysis is discussed, and then the proposed application guideline is introduced. Finally, application
case studies are presented.
Related publications are the following: [1], [3], [4], [5], [7], [8], [9], [12], [17], [27].

6.1

Introduction to genetic association studies

Genetic association studies (GAS) investigate the relationship between genetic factors and a given
set of phenotype variables, e.g. disease state descriptors. This approach is based on the concept that
genetic variants influence susceptibility to various diseases.
In case of monogenic diseases, the presence or absence of a single genetic variant typically predicts
whether the individual is affected by the disease or not. Although the severity of the disease or the
age of onset may be influenced by other factors, the inheritance pattern can be easily identified. In
contrast, most common diseases have a complex genetic background which means that several genetic
and environmental factors are involved in the disease mechanism. In addition, risk factors behave in
a probabilistic way, that is instead of determining disease susceptibility unambiguously, each factor
contributes to the chance of disease occurrence [Man+09]. In fact, this means that there can be a
large number of common genetic variants that influence the susceptibility to common diseases, but
due to the individual weak effect of such factors their identification is often challenging. Common
diseases with such genetic complexity include heart disease, asthma, obesity, diabetes, depression,
and hypertension.
Recent advances in measurement technology enabled the detection of several genetic variation
types, such as single nucleotide polymorphisms (SNPs), restriction fragment length polymorphisms,
variable number tandem repeats, microsatellites, and insertion-deletion polymorphisms [Hir+02].
Furthermore, high-throughput measurement methods were developed, especially for the measurement of SNPs, which are commonly occurring DNA sequence variations within a population [Las+13].
More specifically, if at a given position of the DNA sequence, a proportion (≥ 1%) of the population has a different nucleotide than the rest, then it is called a SNP. Technically, SNPs are stable
point mutations which means that their position is fixed and alternative variants called alleles exist
77
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in the population. For example, the SNP rs6314 on chromosome 13 at position 46834899 is a variation between alleles C and T leading to the corresponding sequences of GAAAGCAG[C]ATT and
GAAAGCAG[T]ATT respectively.1 In contrast, random point mutations may occur by chance at any
DNA sequence position due to a number of possible internal and external causes, and therefore are
specific to an individual.
Most SNPs are biallelic, which means that there are two possible variants: a more frequent and a
less frequent variant called major and minor allele respectively [Las+13]. Typically, a polymorphism
is considered a stable SNP only if the minor allele frequency (MAF) is greater than 1% (although a
different threshold can be applied [Bal06]). Note that MAF can be as high as 0.5 which means an
equal distribution of alleles in the population. In humans most cells (excluding gametes) are diploid,
that is they contain two copies of each chromosome, one from maternal and one from paternal origin.
This means that each (non gametic) cell contains two copies of alleles which is called a genotype
[Las+13]. A genotype may contain two identical alleles (homozygous genotype) or two different
alleles (heterozygous genotype). If the homozygous genotype consists of major alleles (with respect
to a population) then it is called a common (or wild) homozygote. In the opposite case, if a genotype
consists of two minor alleles then it is called a rare (or mutant) homozygote. Straightforwardly, a
heterozygote genotype consists of a major and a minor allele. The genotype of SNPs is of particular
interest for various measurement methods. In some cases the genotype has an effect on the observable
features of the organism, i.e. its phenotype, but not necessarily [Las+13]. This means that it is possible
that on the genomic level there are different SNP genotypes which appear to have no effect on the
phenotype. On the other hand, it is also possible that a variant causes a disfunctionality of some
component of the organism.
Based on the biological samples of affected (cases) and unaffected (healthy controls) individuals,
genetic variants such as SNP genotypes can be measured, and the results can be integrated into a
data set upon which statistical analyses can be performed. The goal of such analyses is to determine
whether there is an association between a given SNP and the absence or presence of a disease or
condition, hence the name genetic association study [Hir+02]. More specifically, the frequencies of
the various genotypes of a SNP are compared between the case and the control samples (assuming
a standard case-control setup). A significant difference of genotype distributions between cases and
controls may indicate that a given SNP influences the susceptibility to the disease. A genotype or
allele with a higher frequency in affected individuals is often termed as the risk (increasing) genotype
or risk allele correspondingly.
In a conventional GAS a case-control setup is used typically, that is genetic factors (mostly SNPs)
are measured in individuals, and samples are labeled by a binary disease indicator, i.e. non-affected
or affected. In more sophisticated realizations of GAS additional sets of clinical, environmental and
phenotypic variables are also measured, e.g. disease related features and symptoms, or population
related features, allowing more complex analyses, and consequently a more detailed investigation of
the background of multifactorial diseases. Such studies could lead to the integration of measured clinical and genetic factors, and subsequently to personalized diagnostics and treatment, i.e. personalized
medicine [God+12].
From a statistical point of view, a GAS requires the testing of several hundreds to millions of
genetic variables for association with respect to a given set of target variables, i.e. disease descriptors
or other phenotypic variables. The highly varying requirements of various types of GASs induced a
wide range of statistical research ranging from the selection of relevant variables to the reconstruction
1
According to the dbSNP [Say+11] based on the GRCh38 assembly,
http://www.ncbi.nlm.nih.gov/projects/SNP/snp_ref.cgi?rs=6314
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of dynamic biological networks.
There are two significant challenges regarding the application of conventional statistic methods
for the evaluation of GAS results. First, assuming the standard hypothesis testing framework and the
application of the standard significance threshold of p < 0.05, the number of false positive results can
be unacceptably high, which is due to the high number of genetic variables that are need to be tested.
A possible solution for this problem is to apply a correction factor for multiple testing. However, such
corrections can be overly strict and hinder analysis efforts. Second, the typically applied univariate
methods, e.g. pairwise statistics do not allow the investigation of multivariate dependency patterns,
i.e. gene-gene and gene-environment interactions, which is essential for exploring the genetic background of multi-factorial diseases.
Several GAS analysis tools appeared applying different approaches either classical statistical or
Bayesian, model-based or conditional. Some tools were specifically tailored for detecting gene-gene
and gene-environment interactions [Cor09]. Concerning the applicability of various methods, it is
reasonable to distinguish between genome-wide association studies (GWAS) and candidate gene association studies (CGAS).
A GWAS requires the measurement and analysis of genetic factors in the order of 103 − 106 as
such studies aim the exploratory analysis of the genome. A GWAS may identify susceptibility genes
with respect to an investigated disease or define candidate regions for further studies, e.g. for a more
focused CGAS. A CGAS aims to investigate selected genomic regions, and provide a detailed analysis
of the dependency patterns (including interactions) between a target and the measured genetic factors
which are in the order of at most 103 .
The relatively high number of variables in GWAS prohibits the direct application of most multivariate and model-based methods. Instead, a preliminary filtering is typically applied before the
application of other methods, such as the ones used in CGAS. Therefore, for the analysis of GWAS
either simple univariate methods are utilized or CGAS analysis methods are applied with a suitable
filter method.

6.2

The applicability of Bayesian relevance analysis in GAS

A systematic evaluation of Bayesian relevance analysis was performed in a comparative study with
two objectives: (1) the evaluation of Bayesian relevance analysis with respect to other feature subset selection methods, and (2) to confirm the applicability of Bayesian relevance analysis in genetic
association studies (GAS). The study compared the performance of general purpose FSS tools and
dedicated GAS analysis tools on a semi-artificial data set resembling real-world GAS data (for details
see Appendix F).
The conclusion of the study was that Bayesian relevance analysis correctly identified all relevant
variables entailed by the reference model given adequate sample size. This showed that Bayesian relevance analysis (BN-BMLA) is (1) an appropriate FSS method which provides adequate performance,
and that it is (2) applicable in the GAS context [27]. In addition, a subsequent analysis compared
the capabilities of Bayesian relevance analysis and structural equation modeling, and assessed their
applicability for the analysis of genetic association studies [1].
One of the first applications of Bayesian relevance analysis in real GAS was in an asthma candidate gene association study (CGAS) [3], after which several applications followed (see Section 6.4).
Furthermore, an application guideline for applying Bayesian relevance analysis in GAS was proposed
[7].
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The asthma CGAS was a joint research in collaboration with the Department of genetics, celland immunobiology (DGCI), Semmelweis University. The study design, sample collection, measurement procedures, and classical statistical analysis was carried out by DGCI researchers. I contributed the Bayesian analysis and its statistical interpretation [3]. In further joint collaborations
with DGCI, we applied Bayesian relevance analysis in GASs related to leukemia [4] and rheumatoid
arthritis [7], [14], [15], [16].
In collaboration with the Department of Oralbiology, Semmelweis University, we participated in two
genetic association studies investigating the genetic background of hypodontia [17], and parodontitis
(not published) within the Hungarian population. Bayesian relevance analysis was applied in both
cases.
In addition, we formed a research collaboration with MTA-SE Neuropsychopharmacology and Neurochemistry Research Group. In a joint research we aimed to identify relevant environmental and
genetic factors related to depression using the Bayesian relevance analysis methodology [1]. In a recent study, by applying Bayesian relevance analysis we identified the Galanin gene-system as a novel
therapeutic target for depression [5]. Furthermore, the Bayesian relevance analysis methodology extended by Bayesian effect size measures was utilized in a depression related GAS investigating the
interactions of the serotonin-transporter-linked polymorphic region (5-HTTLPR) and related environmental factors [6].
The Bayesian relevance analysis methodology also played an essential role in two application oriented, interdisciplinary research projects: GENAGRID and KOBAK.
GENAGRID project. One of the main goals of GENAGRID was to develop new analysis tools
and methodologies for bioinformatic applications. We participated in this project in collaboration
with DGCI. Bayesian relevance analysis was tested and applied in related studies [3] and subprojects [27], [11].
KOBAK project. KOBAK aimed to create teaching materials ([20], [21], [22], [24]) and software
tools to enhance the learning of biotechnology and bioinformatics. Software tools included analysis tools for various genetic measurements, such as genetic association studies. Bayesian relevance
analysis and its extensions were utilized in this project.

6.3

A guideline for the application of Bayesian relevance analysis
in GAS

The successful application of Bayesian relevance analysis requires a series of pre-analysis steps and
the appropriate setting of numerous parameters, and most importantly the adequate selection of relevance measures to be used for the analysis. Based on recent applications ([4], [17], [5]), I have collected
best practices and recommended parameter settings and proposed a guideline for the application of
Bayesian relevance analysis in genetic association studies [7].
The Bayesian network based framework of Bayesian relevance analysis provides a rich, graphbased language which can be used to form complex queries on relevance. This provides a wide variety
of relevance measures and related analysis tools. The utilization of an appropriate analysis tool set
matching the properties of the application domain is recommended.
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• A basic relevance analysis should be performed using basic measures such as Markov blanket
sets in case of a single target variable and few predictor variables.
• An exploratory analysis should be applied in case of more complex domains containing multiple
targets and several predictor variables. The aim of such analyses is to identify the nature of
dependency relationships between factors relying on Markov blanket graphs (MBG) as they
allow the distinction between direct relationships, interactions and transitive relationships.
• A complex exploratory analysis is required in case of highly complex domains where data sufficiency issues may arise. Due to the typically low number of samples compared to the high
number of variables, further analyses are required in addition to an exploratory analysis in order to appropriately characterize the dependence relationships of variables. For example, the
investigation of relevant subsets of variables (i.e. variables that are common elements of probable Markov blanket sets) is recommended.
• A hybrid analysis which aims to investigate both parametric and structural relevance properties of predictor variables should apply the hybrid Bayesian effect size measure, the MBGbased Bayesian odds ratio in addition to the previously described measures. The utilization of
this measure is also recommended in cases where subpopulations may express different effects
induced by factors, as it allows the detection of such phenomena.
• A decision theoretic analysis and interpretation is applicable in cases where a priori knowledge
exists concerning the expected effect size or the possibly relevant context. The ECER measure
should be used in addition to the basic analysis options.

6.3.1

Preliminary steps and parameter settings

In order to apply Bayesian relevance analysis a set of applicability conditions has to be met. These
include complete data, discrete variables, variable variability, and variable dissimilarity. The first two
conditions are entailed by the applied Bayesian inference algorithm, whereas the latter two conditions
are required to avoid small sample size issues and to reduce redundancy of variables. The variable
variability condition requires that each variable has at least two possible values, and that the frequency
of the rare value type is higher than a predefined threshold, e.g. 1% of the sample size. In case of GAS
data this condition is essential since genetic variables may have a singular value due to measurement
errors, population sampling bias, or population homogeneity. Such variables should be removed from
the data set. The variable dissimilarity condition requires that every pair of variables take different
values at least in a proportion of samples defined by a threshold, e.g. 1% of the sample size. This
condition is relevant for GAS data because in extreme cases of SNP linkage2 , it is possible that the
measured values of different SNPs are completely or nearly identical in each sample. Including both
variables in a multivariate analysis would be redundant, and therefore one of the involved variables
should be removed.
In order to ensure these conditions a series of data transformation steps may be required which
include the following:
1. Filtering: ensures variable variability and dissimilarity.
2. Imputation: ensures complete data.
3. Discretization and variable transformation: ensures discrete variables.
Details on related considerations and recommended methods are presented in Appendix G.1.
2

A high correlation between values of different SNPs located in close proximity to each other [Bal06]
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The Bayesian framework allows the incorporation of prior knowledge as parameter and structure
priors, the latter consisting of two subtypes: the constraint based ‘hard’ priors and the quantitative
‘soft’ priors. The selection of the appropriate combination of priors and corresponding settings for
a given application domain is a delicate task. Several parameters such as the number of variables,
available sample size, expected model complexity and the expected strength of dependency relationships should be taken into consideration [7]. Recommendations regarding the setting of priors are
presented in Appendix G.2.

6.3.2

Selection of relevance measures

Genetic association studies, particularly candidate gene association studies can have diverse characteristics depending on their aims and available resources. A CGAS can include a rich set of phenotype
descriptors and other clinical and environmental background variables apart from the genetic variables, or only contain genetic variables and a single phenotype. In the former case the investigation of
interdependencies of various variables can be the focus of the study, whereas in the latter case identifying individually relevant genetic variables can be the central goal. Depending on the sample size
and the strength of dependencies defined by the data, a CGAS can aim to describe the complex model
of variable dependency relationships. In sample size restricted cases however, only a less detailed
analysis is feasible. Therefore, a flexible analysis framework such as Bayesian relevance analysis is
required to process GAS data. Since Bayesian relevance analysis provides a large palette of applicable
relevance measures, it is essential to utilize the ones that are most appropriate for a given application
domain. In the following sections typical application scenarios and recommended relevance measure
selections are described.

6.3.2.1

Basic relevance analysis

The most basic measures of strong relevance utilized in the Bayesian framework are Markov blanket
set and Markov blanket membership posteriors (see Section 3.6.2). The former is the basic multivariate
strong relevance measure for a set of variables, and the latter is a corresponding univariate aggregate
to measure the individual relevance of variables. In all practical scenarios Bayesian relevance analysis
relies on the posterior probabilities of these structural properties of Bayesian networks. Depending on
the aims and features of a study, Markov blanket set and Markov blanket membership posteriors can
be complemented by a series of additional measures. In some cases on the other hand, the estimation
of Markov blanket set and membership posteriors are adequate and no further analysis is necessary,
e.g. in a simple feature subset selection scenario when the single goal is to identify a set of strongly
relevant variables. Furthermore, in cases with low model complexity, e.g. only few variables are
investigated, more complex measures may not be efficiently applied. In such cases the automatic
correction for multiple testing provided by the Bayesian framework is the main benefit of applying
Bayesian relevance analysis.
In practice, basic relevance analysis is frequently a first step of an iterative analysis process, in
which initial results are augmented with analyses involving additional relevance measures, such as
in case of the rheumatoid arthritis study [7] discussed in Section 6.4.1, and the depression related
galanin study [5] presented in Section 6.4.4. In both studies, the number of investigated variables was
low and thus a basic relevance analysis was carried out. Based on these results further analyses were
performed to investigate additional aspects of variable relevance.
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Exploratory analysis

One of the key capabilities of Bayesian relevance analysis is that it allows the exploration of multivariate dependency relationships by structural relevance measures. More specifically, Markov blanket
graph properties allow the identification of structural relationship types of variables with respect to
a target. Therefore, it provides an essential tool to determine whether a relationship between to variables is direct or whether it is mediated by an other variable.
The exploratory analysis extends basic analysis with the application of Markov blanket graph
measure thus providing a detailed analysis on the structural aspect of relevance. Although the cardinality of Markov blanket graphs can be extremely high (super exponential in the number of variables)
which typically leads to a flat distribution of Markov blanket graph posteriors. In other words, the
individual posterior of each Markov blanket graph can be prohibitively low thereby making model
averaging inevitable. For example, if the posteriors of the hundred most probable Markov blanket
graphs is lower than 0.001, then instead investigating them individually, an averaged model should
be examined. This requires a corresponding analysis and visualization tool [7].
In practice, exploratory analysis is typically performed when creating a multivariate model of
dependency relationships of variables or identifying interactions is among the main goals. Therefore, it can be considered as standard for domains with moderate or high complexity, such as the
hypodontia study [17] presented in Section 6.4.2, and several other studies with sufficient sample size
[19],[Lau+12], [Var+12], [Ver+13].
6.3.2.3

Complex exploratory analysis

In several practical scenarios the exploratory analysis has to deal with data sufficiency issues. In such
cases the number of samples is relatively small compared to the number of variables, i.e. sample size is
typically considered sufficient if it is an order of magnitude larger than the number of variables. The
result of data insufficiency is the overall flatness of the posterior distribution of complex structural
properties such as Markov blanket sets or Markov blanket graphs. This means that in terms of possible
models representing the relationships of variables, the data does not sufficiently confirm a single
model. Instead, a large number of similar models are found likely possible which leads to structural
properties with low posteriors.
Although model averaging is preferable and applied in most practical cases, it is inevitable in cases
with data sufficiency issues. Markov blanket membership posteriors are entailed by model averaging
and can be utilized in such circumstances as model-based univariate measures of relevance. However, an exploratory analysis requires a multivariate assessment of relevance as well, even though the
posteriors of Markov blanket sets and Markov blanket graphs may provide less conclusive results in
such scenarios. Especially if the number of investigated variables is high, e.g. ≥ 100, the analysis of
interactions can be hindered. A possible solution is to investigate subsets of Markov blanket sets [12].
The so called k-mbs sets are k-sized subsets of relevant variables identifying commonly occurring
members (i.e. variables) of Markov blanket sets. The k-mbs posteriors can be utilized to complement
Markov blanket set posteriors, especially if the Markov blanket sets contain a large number of variables. Furthermore, a score measuring interaction and redundancy can be defined based on k-mbs
posteriors to enhance the multivariate analysis of relevance [12], [8].
The data sufficiency issues can be considered common in GAS, thereby requiring the application
of measures such as k-mbs. Regardless of data sufficiency an analysis based on k-mbs posteriors
can be a useful addition in domains with a high number of variables such as the asthma study [3]
presented in Section 6.4.3.
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Hybrid analysis

The previously described basic and exploratory analysis options focused on structural relevance and
corresponding measures. The measures presented in Thesis 1 and Thesis 2 (see Chapter 4) extend
the capabilities of Bayesian relevance analysis to allow the investigation of parametric aspects of
relevance. The hybrid analysis utilizes these results since it consists of the investigation of both parametric and structural relevance properties of variables. Multiple types of Bayesian odds ratios can be
applied which provide a Bayesian alternative to the commonly used odds ratio measures. Furthermore, for each Bayesian odds ratio a Bayesian credible interval is estimated which provides essential
information on the corresponding distribution of effect size (see Section 4.1.5). Moreover, the Markov
blanket graph based Bayesian odds ratio (Section 4.1.3) presents a hybrid view unifying parametric
and structural relevance aspects, and also allows the detection of subpopulations in which the effect of
a factor is differently expressed. Such phenomena can be identified by the analysis of the distribution
of the corresponding MBG-based Bayesian odds ratio.
In order to analyze structural relevance, the measures discussed in exploratory analysis are utilized.
In addition, Markov blanket graphs are also used by the MBG-based Bayesian odds ratio measure. This
means that in case of data insufficiency issues entailing a large number of Markov blanket graphs
with low posteriors, an additional strategy needs to be implemented. The number of Markov blanket
graphs taken into account for the Bayesian odds ratio computation may be limited according to the
distribution of Markov blanket graph posteriors, e.g. the top 20 Markov blanket graphs with the
highest posteriors which cumulatively cover e.g. 97% of the posterior distribution.
The applicability of the hybrid approach was shown in multiple CGAS such as the serotonine
transporter study [6] presented in Section 6.4.4, and the leukemia CGAS [4] presented in Section 6.4.5.
6.3.2.5

Decision theoretic analysis and interpretation

In cases where a priori knowledge exists and can be applied to direct the investigation, a decision
theoretic analysis can be carried out. This consists of applying the ECER measure presented in Thesis
2 (Chapter 4) in addition to the basic analysis options exploring structural relevance. ECER is particularly suitable to incorporate knowledge related to evaluation, i.e. to express expected properties of
results (see Section 4.2.2). More specifically, an expectation concerning relevant effect size given by
a complementary interval of negligible effect size, and relevant context can be defined. Thus ECER
allows the formalization of commonly applied assumptions, and provides insight into the parametric
aspect of relevance. In addition, ECER also provides limited information on the structural aspects of
relevance.
The decision theoretic analysis is mainly applied if sufficient a priori knowledge is available in an
appropriate form, otherwise the usability of ECER posteriors can be limited. Additionally, ECER can
also be applied to compare measured odds ratios to previously defined ‘gold standard’ values. The
applicability of this approach is demonstrated on a cross study investigation of SNPs of the galanin
genes and the serotonin transporter (5-HTTLPR) presented in Appendix H.4.4.

6.4

Applications

The main application field of Bayesian relevance analysis and corresponding Bayesian effect size
measures has been genetic association studies. Even though the methodology is not limited to that
particular field, the requirements and challenges posed by various GAS domains induced the research
and development of several of its methods. In this section a few selected applications are presented to
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the demonstrate the capabilities of Bayesian relevance analysis framework: particularly its flexibility
and rich semantics. All discussed applications resulted from collaborations between the COMBINE
work group of the Department of Measurement and Information Systems, Budapest University of
Technology and Economics (BME-MIT) and other research groups of Semmelweis University (SE).

6.4.1

Rheumatoid arthritis case study

Rheumatoid arthritis (RA) was one of the first domains in which Bayesian relevance analysis was applied. There were several related studies performed by the Department of Genetics, Cell and Immune
biology (DGCI) of Semmelweis University and BME-MIT [14], [15], [16], [7]. This joint research was
lead by prof. Dr. Edit Buzas (SE-DGCI) and Dr. Peter Antal (BME-MIT).
The first study investigated the association of KLOTHO and GUSB gene related SNPs and RA.
Initially, only a basic Bayesian relevance analysis was performed involving Markov blanket set and
Markov blanket membership posteriors. Later this analysis was extended and published as a case
study for the application of the Bayesian relevance analysis framework [7]. Details on the analysis
and corresponding results are provided in Appendix H.1.

6.4.2

Analysis of the genetic background of hypodontia

Tooth agenesis related research is one of the main focuses of the Department of Oralbiology (OB) at
Semmelweis University which conducted a candidate gene association study to investigate the genetic
background of hypodontia in the Hungarian population. Bayesian relevance analysis was applied to
learn a multivariate dependency model of relevant tooth agenesis factors. Details are presented in
Appendix H.2.

6.4.3

Asthma and allergy candidate gene association study

Asthma and various forms of allergy involve inflammatory abnormalities which is one of the main
research fields of DGCI-SE. The genetic background of asthma was intensively studied, and multiple genetic association studies were performed in recent years [3], [18]. The primary candidate
gene association study on asthma was carried out as a joint research project between SE-DGCI and
BME-MIT within the framework of the GENAGRID project [3]. This was one of the first domains in
which Bayesian relevance analysis was applied, several of its methods were tested on related data sets.
Bayesian relevance analysis was applied to provide a detailed characterization of relevance relationships concerning the investigated genetic and clinical variables. Analyses included the investigation
of the potential causal roles of variables and the analysis of interactions and redundancies of variables.
In addition, multitarget analyses were also performed. Related results are presented in Appendix H.3.

6.4.4

The role of genetic and environmental factors in depression

Depression is a common mental disorder influenced by multiple environmental and genetic factors.
On one hand, this disease is highly polygenic which means that several genes contribute to related
biological mechanisms. On the other hand, the variability of the disease explained by genetic factors
is considered moderate. This means that identifying the effect of individual genes is challenging
which requires an innovative approach and specialized methods. The investigation of the genetic
background of depression is one of the main research fields of the Neuropsychopharmacology and
Neurochemistry Research Group (MTA-SE NNRG) founded by the Hungarian Academy of Sciences
and Semmelweis University. In a long-term research cooperation with BME-MIT, advanced statistical

86

CHAPTER 6. THE APPLICATION OF BAYESIAN RELEVANCE MEASURES IN GAS

methods such as Bayesian relevance and effect size analysis were applied to analyze depression related
CGAS [1], [5], [6]. Details on the analyses and results related to the galanin study [5] and serotonin
transporter study [6] are presented in Appendix H.4.2 and Appendix H.4.3 respectively. In addition,
the latter study involved the application of the novel Bayesian effect size measures in order to provide
a detailed view on the parametric aspects of relevance of variables [6]. Furthermore, a case study
utilizing the ECER measure for the comparison of results is presented in Appendix H.4.4. Finally, the
results of the impulsivity and depression related study [1] are described in Appendix H.4.5.

6.4.5

Leukemia research

Leukemia, more specifically childhood acute lymphoblastic leukemia (ALL) is another main research
field of SE-DGCI. Several CGAS were designed and performed to study various genetic aspects of ALL.
Similarly to asthma research, a long-term collaboration was formed between SE-DGCI and BME-MIT
to analyze ALL related GAS using Bayesian statistical methods [Lau+12],[4],[19]. In addition to the
application of Bayesian relevance analysis, the novel Bayesian effect size measures were also applied
in the folate pathway related ALL study [4]. Related results are presented in Appendix H.5.

Chapter 7

Conclusion and future work
7.1

Summary of the research results

This section summarizes new results and discusses the achievements with respect to the defined objectives.

7.1.1

Bayesian hybrid relevance measures

Thesis 1 I propose novel Bayesian relevance measures using a Bayesian network based
Bayesian statistical framework to enable the joint analysis of structural and parametric aspects of relevance.
The results of Thesis 1 are presented in Chapter 4 of the dissertation. Related publications are the
following: [1], [2], [4], [6], [7], [11].
Subthesis 1.1: Structure conditional Bayesian effect size (SC-BOR)
I propose a hybrid Bayesian measure of effect size, the structure conditional Bayesian odds ratio
OR(Xi , Y |θ, G) which relies on both the graph structure G and its parametrization θ of the underlying
Bayesian network BN(G, θ).
Proposition In order to integrate the aspects of structural and parametric relevance I propose to compute
the effect size of Xi based on such structures Gj where Xi is structurally relevant, i.e. strongly relevant.
The structure conditional Bayesian odds ratio (SC-BOR) can be defined based on the concept of
Markov blanket membership as follows:
Proposed definition (Structure conditional Bayesian odds ratio) Let the indicator function of
Markov blanket membership for a given structure G be denoted as IMBM(Xi ,Y |G) , which is 1 if Xi ∈
MBS(Y, G) and 0 otherwise. Then the structure conditional odds ratio OR(Xi , Y |IMBM(Xi ,Y |G) ) is a
random variable with a probability distribution P (OR(Xi , Y |IMBM(Xi ,Y |G) )) computed as
P (OR(Xi , Y |IMBM(Xi ,Y |G) )) =

P (OR(Xi , Y, IMBM(Xi ,Y |G) ))
.
P (IMBM(Xi ,Y |G) )

This means that the odds ratio is computed for each possible structure G, but only those cases
contribute to the distribution P (OR(Xi , Y |IMBM(Xi ,Y |G) )) in which IMBM(Xi ,Y |G) = 1, that is Xi is
strongly relevant in that structure.
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Subthesis 1.2: MBG-based Bayesian effect size (MBG-BOR)
Proposition The structure conditional Bayesian odds ratio can be computed using the posterior of
Markov blanket graphs parameterized by the data set.
This leads to an applicable Bayesian hybrid effect size measure: the MBG-based Bayesian odds
ratio.
Proposed definition (Markov blanket graph based Bayesian odds ratio) The
MBG-based
Bayesian odds ratio (MBG-BOR) is computed by averaging over the estimates of odds ratios based
on possible MBGs as follows

MBG-BOR(Xi , Y |D) =

m
X

OR(Xi , Y | MBGj (Y, G)) · p(MBGj (Y, G)|D) · I(Xi ∈MBGj (Y,G)) ,

j=1

where m is the number of MBGs with a posterior p(MBGj (Y, G)|D) > 0. The indicator function
I(Xi ∈MBGj (Y,G)) is 1 if Xi ∈ MBGj (Y, G) and 0 otherwise.
The implementation of MBG-BOR is described in Algorithm 1.
Algorithm Calculation of MBG-BOR(Xi , Y ) and its credible interval
Require: n, m, MBG(Y, G), D
for MBG1...n do
for θ1...m do
draw parametrization θk = (Xk1 = xk1 , . . . , Xkr = xkr )
for all Xk ∈ MBGj , so that Xk 6= Xi .
estimate P (Y = 0|Xi = xi , θk )
(Y =1|Xi =xi ,θk )
compute Odds(Xi = xi , θk ) = PP (Y
=0|Xi =xi ,θk )
Odds(X =x1 ,θ )

compute OR(Xi , θk ) = Odds(Xi =xi0 ,θk )
i
i k
end for
P
compute OR(Xi | MBGj ) = m
θk =1 OR(Xi , θk )
update ORhistogram (Xi )
end for
P
MBG-BOR(Xi , Y |D) = nMBGj =1 OR(Xi , Y | MBGj ) · p(MBGj |D)
calculate credible interval for MBG-BOR(Xi , Y ) based on ORhistogram (Xi )

Subthesis 1.3: MBG-based Multivariate Bayesian effect size
The MBG-based Bayesian odds ratio measure can be extended to a set of variables, allowing the assessment of the joint effect size of multiple factors.
Proposed definition Given a set of predictors V = {X1 , X2 , . . . , Xn } the multivariate MBG-BOR
is calculated as
m
X
∗
MBG-BOR (V, Y ) =
OR(V, Y | MBGj (Y, G))
j=1
∗
· p(MBGj (Y, G)) · I(V∈MBG
,
j (Y,G))
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∗
where the indicator function I(V∈MBG
is 1 if for any Xi ∈ V it is true that Xi ∈ MBGj (Y, G),
j (Y,G))
and 0 otherwise.

7.1.2

A priori knowledge driven Bayesian relevance measures

Thesis 2 I propose a novel decision theoretic Bayesian measure of existential relevance based
on parametric properties of Bayesian networks, which allows the application of evaluation
specific a priori knowledge.
The results of Thesis 2 are presented in Chapter 4 of the dissertation. Related publications are the
following: [5], [10], [12].
Subthesis 2.1: Effect size conditional existential relevance (ECER)
I have proposed a Bayesian existential relevance measure, the effect size conditional existential relevance (ECER) which is based on the Bayesian effect size distribution P (OR(Xi , Y |Θ)). I have shown
that ECER allows the direct application of evaluation specific a priori knowledge by allowing the selection
of an interval of negligible effect size.
Proposed definition (Effect size conditional existential relevance - ECER) Given an interval
of negligible effect size C with size  ≥ 0, and a distribution of effect size P (OR(Xi , Y |Θ)) for variable
Xi with respect to a selected Y , let I{ECER (Xi ,Y )} denote that OR(Xi , Y |Θ) ∈
/ C that is the effect
size of variable Xi is relevant as it is outside the C interval. In the Bayesian framework the posterior of
effect size conditional existential relevance ECER (Xi , Y ) can be defined as p(I{ECER (Xi ,Y )} ) [10].
Proposition The distribution mass of P (OR(Xi , Y |Θ)) in the intersection of C and the credible interval for OR(Xi , Y |Θ) quantifies the expert knowledge based parametric irrelevance of variable Xi with
respect to Y [10].
Proposition If the credible interval of OR(Xi , Y |Θ) does not intersect with C then variable Xi is
‘existentially relevant’ with respect to Y [10].
Subthesis 2.2: Contextual extension of ECER
Proposed definition (Contextual ECER: C-ECER) Given an interval of negligible effect size C
with size  ≥ 0, and a distribution of effect size P (OR(Xi , C = cj , Y |Θ)) for variable Xi with respect
to a selected Y , and a context C with c1 , c2 , . . . , cr possible values, let I{ECER (Xi ,C=cj ,Y )} denote that
OR(Xi , C = cj , Y |Θ) ∈
/ C that is the effect size of variable Xi given context C = cj is relevant as it
is outside the C interval.
Then let I{C-ECER,C=c (Xi ,Y )} denote that Xi is contextually ECER relevant if there exist a context
j
C = cj for which I{ECER (Xi ,C=cj ,Y )} = 1.
This means that Xi is
S C-ECER relevant if there exists a context in which it is ECER relevant:
I{C-ECER,C=c (Xi ,Y )} = ccrj =c1 I{ECER (Xi ,C=cj ,Y )}
j

7.1.3

The effect of non-informative parameter priors

Thesis 3 Following a systematic method I identified the effects of non-informative parameter
priors on Bayesian relevance analysis.
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The results of Thesis 3 are presented in Chapter 5 of the dissertation. Related publications are the
following: [2], [3], [7], [8], [9].
Subthesis 3.1: The connection between the virtual sample size parameter and effect size
In this subthesis I derive an expression that connects the virtual sample size parameter of the a priori
distribution of parameters related to a given variable W and the effect size of variable W in the form
of a log odds [2].
Proposed definition The general form of the transformed Dirichlet distribution assuming uniform
virtual sample size can be given as:
g(z, α) =

Dir( 1+e1−z |α) · e−z
(1 + e−z )2

Proposed definition The simplified form of the transformed Dirichlet distribution is defined as
g(z, α) =

Γ(2α)
1
1
·(
)α+1 · (1 −
)α−1 · e−z .
Γ(α)2 1 + e−z
1 + e−z

This expression defines the a priori distribution of log odds, and shows that the virtual sample
size α plays an influential role.
Subthesis 3.2: Selection of virtual sample size parameter
The transformed distribution g(z, α) (defined previously in Eq. 5.5. ) is analytically intractable in
the sense that the exact identification of the high probability density region of the distribution is
not feasible. However, the distribution can be sampled using various virtual sample size parameters
α, thus allowing the investigation of its effect on the a priori probability density function of log
odds [2], [7].
Experimental results indicate an expected effect that as the virtual sample size increases the credible interval of the a priori distribution of log odds decreases. This means that high virtual sample
size values express the a priori belief that high odds values are less likely.
Proposition In a practical approach, this connection can be used to define the parameter prior by setting
the virtual sample size according to an expected a priori distribution of odds ratios [2], [7].

7.1.4

Discussion

One of the main objectives was to devise methods for the purposes of intelligent data analysis. More
specifically, to create relevance measures that enable the analysis of multiple aspects of relevance. As
discussed in Chapter 3, relevance can be interpreted from various aspects such as parametric, structural and causal aspects. There are several existing methods that are specialized towards a specific
aspect of relevance. Association measures, such as effect size descriptors, focus on the parametric aspect of relevance, whereas measures related to structure learning methods focus on the dependencyindependency map consisting of dependency relationships between variables. Furthermore, the investigation of the causal aspect of relevance requires distinct methods.
However, Bayesian network based methods applied in a Bayesian statistical framework provide
a unique opportunity to investigate both parametric and structural aspects of relevance. Chapter 2
discussed the structural properties of Bayesian networks and Chapter 3 presented their relationship
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with structural relevance. In addition to the structure layer, Bayesian networks possess a parametric
layer that can be utilized to investigate parametric aspects of relevance.
Chapter 4 detailed Thesis 1 and Thesis 2. Thesis 1 extends the Bayesian relevance analysis methodology with hybrid Bayesian effect size measures. Subthesis 1.1 presented the key notion of combining
structural and parametric properties of a Bayesian network to create a structure conditional Bayesian
effect size measure. Subthesis 1.2 provided a Markov blanket graph based practical implementation
of the structure conditional Bayesian effect size measure (referred to as: MBG-based Bayesian odds
ratio). Subthesis 1.3 introduced a multivariate extension of the MBG-based Bayesian odds ratio.
The MBG-based Bayesian odds ratio integrates structural relevance –as it relies on Markov blanket graphs– and parametric relevance –as it involves computing an odds ratio. This hybrid measure
complements previous Bayesian structural relevance measures, as they aim to provide a detailed characterization of dependency relationships of variables. Thesis 2 introduced another class of relevance
measures which allow the application of evaluation specific a priori knowledge, i.e. consistent representation of preferences. Subthesis 2.1 described the effect size conditional existential relevance
(ECER) measure which utilizes an a priori defined interval of negligible effect size. Subthesis 2.2 presented a contextual extension of the ECER measure.
ECER can be utilized in a Bayesian decision theoretic framework which provides the necessary
means for a formal evaluation of preferences. The key notion is that ECER allows the incorporation of
prior information such as (non-)relevant interval of effect size and relevant context; and the resulting
posteriors measure the parametric relevance with respect to the preferences. A formal decision can
be facilitated based on predefined loss functions.
The novel relevance measures presented in Thesis 1 and Thesis 2 provide new insight on various
aspects of relevance and allow a more detailed relevance analysis. All in all, the Bayesian relevance
analysis methodology extended by the novel Bayesian effect size measures provide a wide variety of
applicable tools for intelligent data analysis.
The second main objective was the investigation of the effect of non-informative priors. Bayesian
methods, such as Bayesian relevance analysis, are able to incorporate a priori knowledge. However,
the translation of a priori knowledge into applicable structure and parameter priors is typically challenging. Furthermore, if there is no adequate a priori knowledge then non-informative priors have
to be used, whose appropriate setting is essential as they considerably influence learning in practical scenarios. Particularly in case of parameter priors, which function as complexity regularization
parameters, an appropriate setting is crucial.
Chapter 5 presented the results of Thesis 3 which details the effects of non-informative parameter
priors on Bayesian relevance analysis. Subthesis 3.1 described the connection between the virtual
sample size parameter and effect size. Subthesis 3.2 discussed a selection strategy for the virtual sample
size parameter.
The significance of Thesis 3 is that it describes a connection between the non-informative parameter prior and a parametric property related to an investigated domain thus enhancing the Bayesian
multivariate modeling, i.e. structure learning in practical application scenarios.
The third main objective was the application of Bayesian network based multivariate modeling,
more particularly Bayesian relevance analysis in genetic association studies. Chapter 6 discussed the
characteristic features of genetic association studies, and that their analyses require the capabilities of
Bayesian multivariate methods. Thereafter, real-world applications were presented which confirmed
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the applicability of Bayesian relevance analysis in GAS. In addition, Chapter 6 discussed a proposed
guideline for the application of Bayesian relevance and effect size analysis in GAS.
In summary, real-world applications provided evidence that Bayesian relevance analysis is a valuable tool for GAS analysis, because it (1) provides the required multivariate modeling capabilities,
(2) facilitates correction for multiple testing due to Bayesian model averaging based on the Bayesian
statistical framework, and (3) together with its novel extensions by Bayesian effect size measures it
provides a detailed characterization of relevance.

7.2

Future work

The last section discusses the remaining open questions, which can direct future work.
The interpretation of multivariate odds ratios that is the joint odds ratio of multiple variables can
be challenging, which concerns the multivariate extension of the MBG-based Bayesian odds ratio. In
case of a univariate odds ratio the interpretation of results is straightforward, given that the computation follows the conventions. For an odds in a case-control setting, the case related value is in
the numerator and the control population related value is in the denominator. A typical odds ratio
is computed such that the odds related to the smallest variable value (e.g. common homozygote in
case of SNP) serves as the basis (denominator). However, in case of multivariate odds ratios there are
no such conventions. Basically any value configuration of the investigated variables can serve as a
basis, and the entailed result is a valid measure of effect size, but its interpretation can be problematic.
Depending on the cardinality of variables there could be a large number of possible odds ratios.
A possible solution is to investigate alternative measures of association, such as mutual information. A Bayesian approach towards mutual information was previously proposed by Hutter and
Zaffalon [HZ05]. Similarly to the odds ratio, a Bayesian mutual information measure could be created
and integrated into the current Bayesian framework.
Concerning ECER, it is possible to devise alternative implementations. For example, instead of the
current parametric odds ratio based implementation, the computation could be based on the MBGbased Bayesian odds ratio. This would allow the expression of Bayesian odds ratio specific preferences, such as preferences concerning the modality or the highest local maxima of the Bayesian odds
ratio distribution. In addition, other measures such as Markov blanket membership could be used
in conjunction with ECER to enable the evaluation of more complex decisions within the decision
theoretic framework.
Regarding parameter priors utilized in learning Bayesian networks, the family of Bayesian Dirichlet priors is the most frequently applied in case of discrete variables. Alternative variants could be
investigated and their effect on learning in practical scenarios could be assessed. This would provide
further options for future applications.
Finally, in a broader perspective, the Bayesian relevance analysis framework could be enhanced
to cope with genome wide association studies or similar feature subset selection tasks with highdimensional data, which would require the upscaling of current methods and additional considerations such as prefiltering. Another possible extension of Bayesian relevance analysis is the integration
of imputation methods into the current framework which would allow a Bayesian handling of missing data. Moreover, the integration of the robust features of structural equation modeling with the
Bayesian statistical framework is another promising line of future research.

Appendix A

Basic concepts and related examples
A.1

A Bayesian network example

This example illustrates the structural and the parametric aspects of a Bayesian network defined
by Def. 2.2.
Let us consider an example Bayesian network containing only binary variables. Figure A.1 details
the dependencies of a hypothetical network describing the symptoms related to influenza. Both fever
and sore throat are common symptoms of this disease, therefore both are connected to influenza as
children. The commonness of influenza related fever is encoded in the conditional probability table
(CPT) of fever with a high conditional probability p(Fever|Influenza = true) = 0.8. In contrast, when
no influenza is present the conditional probability of fever is low p(Fever|Influenza = false) = 0.015.
Similarly, the CPT of every other node is parameterized based on the value configuration of its
parents. Depending on the number of parents the size of the table increases exponentially. Accordingly, the node Discomfort has the largest CPT as there are two parents encoding the fact that both
Fever and Sore throat influences Discomfort.

A.2

Theoretical background of Bayesian network properties

This section provides a more detailed theoretical background for the properties of Bayesian networks discussed in Section 2.2. The presented definitions and theorems provide the connection between the joint probability distribution, the set of conditional (in)dependency relationships, and the
Table A.1: Conditional probability tables of nodes Fever and Sore throat.
Influenza
True
False

P(Fever|Influenza)
0.8
0.015

Influenza
True
False

P(SoreThroat|Influenza)
0.23
0.011

Table A.2: Conditional probability table of the Weakness node.
Discomfort
True
False

P(Weakness|Discomfort)
0.8
0.05
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Figure A.1: An example Bayesian network describing dependency relationships between symptoms
related to influenza.
Table A.3: Conditional probability tables of the Discomfort node.
Fever
True
True
False
False

Sore throat
True
False
True
False

P(Discomfort|Fever,Sore Throat)
0.89
0.2
0.73
0.01

role of the corresponding DAG in case of Bayesian networks. In addition, a causal interpretation of
Bayesian networks is also discussed.

A.2.1

The decomposition of the joint probability distribution

The directed acyclic graph allows the decomposition of the joint probability distribution P defined
by random discrete variables Xi ∈ V given an arbitrary ordering X1 , X2 , . . . , Xn . This can be
performed by the application of the chain rule (see e.g. [Ket99]), which allows the reformulation
of the joint probability into a product of conditional probabilities given an arbitrary ordering.
P (X1 , X2 , . . . , Xn ) =

n
Y

P (Xi |X1 , X2 , . . . , Xi−1 )

i=1

Theorem 4 Let us assume that the probability of variable Xi only depends on a subset of variables that
precede Xi in the given ordering. Let Πi denote this set of variables which is called as the parental set of
Xi . Then given Πi the variable Xi is independent of all variables which precede Xi in the given ordering
(except Πi ).
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(A.1)

Furthermore, if it holds that Πi is minimal, that is there is no subset of Πi that makes Xi independent
of all variables that precede Xi in the ordering, then the variables in Πi are called Markovian parents
[Pea00].
2
Note that in this theorem independence is regarded as complete independence and not pairwise
independence.
Based on this theorem, for each variable Xi a parental set Πi can be determined whose value
configuration allows the specification of the probability of Xi . This Xi − Πi assignment can be portrayed by a DAG such that each variable is represented by a node, and from every node representing
a Markov parent in Πi there exists a directed edge to Xi .
A DAG G built by this method will reflect the conditional (in)dependence relationships encoded
in the joint probability distribution P . However, this requires P to be a strictly positive distribution,
which means that the distribution is void of logical constraints, i.e. the conditional probability of
every possible value configuration of variables is non-zero, otherwise the correspondence between P
and G can be ambiguous.
This leads to the factorability theorem [Nea04].
Theorem 5 For every distribution P for which equation A.1 holds the joint probability distribution can
be decomposed into a product of conditional probabilities based on Xi − Πi pairs.
P (X1 , X2 , . . . , Xn ) =

n
Y

P (Xi |Πi )

2

i=1

Based on this theorem, a compatibility relationship between G and P can be defined.
Definition 18 (Markov compatibility) If a joint probability distribution P allows factorization according to a DAG structure G then it is said that P is Markov relative to P , in other words P and G
are compatible and G represents P [Pea00].
The compatibility property is essential because it is a necessary and sufficient condition for the
faithful representation of P by G.
This means that if the value of each Xi is chosen at random with a probability of P (xi |πi )
based on the previously defined πi values, then the joint probability distribution P of such variables
X1 , X2 , . . . , Xn is Markov relative to G. This is also true in the other way around. Given a joint
probability distribution P which is Markov relative to G, there exists a set of conditional probabilities P (xi |πi ) according to which a value for each Xi can be selected such that their joint probability
distribution yields P [Pea88].
Therefore, based on the parental sets Πi inferred from a DAG G, the application of the random
value selection method results in a joint distribution P which is Markov relative to G. Conversely,
given a joint probability distribution P which is Markov relative to G, the parental sets Πi can be
inferred, and thus the conditional probabilities P (xi |πi ) can be defined as well. However, while the
inference of P based on DAG G in unambiguous, the specification of G based on P is not. This fundamentally determines the representational capabilities of Bayesian networks and related methods.
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There are two additional conditions that allow to determine whether P is compatible with G. The
first is based on an ordering of variables.
Theorem 6 (Ordered Markov condition) The necessary and sufficient condition of a joint probability distribution P to be Markov relative to DAG G is that each variable Xi in G is independent of variables
Xj ≺ Xi given its parents Πi and a predefined ordering of variables which correspond to the directed
edges of G.
2
This means that based on a variable ordering which corresponds to DAG G (i.e. there can be
multiple valid orderings) each of the variables needs to be investigated whether they fulfill the conditional independence condition. A straightforward way to perform such test is to apply the rules of
d-separation which are explained later. Based on the ordered Markov condition an ordering independent condition can be derived [Pea00].
Theorem 7 (Local Markov condition) (or parental Markov condition) The necessary and sufficient
condition of a joint probability distribution P to be Markov relative to DAG G is that each variable Xi
represented by G is independent of its non-descendants given its parents.
2
The significant consequence of local Markov condition is that the distribution P may contain
only such dependencies which exist in (and represented by) DAG G. Therefore, there cannot be such
dependencies that cannot be locally inferred from the structure.
It can be proven that DAG based factorization, the ordered Markov condition, and the local Markov
condition are equivalent criteria with respect to Markov relativity [Pea00]. In addition, there is a
fourth equivalent criterion: the set of conditional independence relationships based on d-separation
applied on DAG G unambiguously define the corresponding distribution P which is compatible with
G.
D-separation treats the DAG structure G as an information transmission network in which information flows according to directions defined by the directed edges. The basic feature of d-separation
is the blocking of the information flow between two nodes. According to Perl [Pea88] d-separation
can be defined as follows:
Definition 19 (d-separation) A path s is d-separated by a set of nodes Z if and only if
1. s contains a chain i → m → j such that m ∈ Z or
2. s contains a fork i ← m → j such that m ∈ Z or
3. s contains a v-structure (sink) i → m ← j such that m ∈
/ Z, and also no descendant of m is in
Z.
2
This means that two nodes X and Y are d-separated by a set of nodes Z if and only if Z blocks
all paths from X to Y .
Let us investigate the Bayesian network structure shown in Figure A.2 in terms of d-separability.
Let us examine whether Z = {X2 , X3 } d-separates X1 from X4 . There are two directed paths from
X1 to X4 , both are chains X1 → X2 → X4 , X1 → X3 → X4 . Therefore, by applying the first
rule of d-separation, the first chain can be blocked by X2 and the second by X3 . A set of nodes Z
containing both X2 and X3 can effectively block all paths from X1 from X4 . Furthermore, according
to the third rule, it must be investigated whether no descendant of X4 is in Z, because there is also a
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v-structure X2 → X4 ← X3 . Since Z does not contain any descendants of X4 it fulfills all criteria of
d-separation, that is X1 is d-separated from X4 by Z = {X2 , X3 }.
In addition, the network structure also entails the d-separation of X2 and X3 by Z = {X1 }. There
are two paths between X2 and X3 : X2 ← X1 → X3 and a v-structure X2 → X4 → X3 . The first
path can be blocked by X1 , therefore the separator set Z may contain X1 , whereas the second path
is a v-structure whose elements have to be excluded from Z. Z = {X1 } fulfills both constraints and
thus it is true that X2 is d-separated from X3 by X1 .

Figure A.2: An illustration for d-separation.

Furthermore, by applying Theorem 9 d-separation statements can be transformed into conditional independence statements. The first d-separation example can be transformed into
⊥
⊥ (X1 , X4 |X2 , X3 )G , which means that X1 and X4 are conditionally independent given X2 and
X3 based on DAG G. Moreover, the second d-separation example can be transformed into
⊥
⊥ (X2 , X3 |X1 )G , and the v-structure X2 → X4 ← X3 can be transformed into a conditional dependency statement ⊥
6⊥(X2 , X3 |X4 )G , that is X2 and X3 are conditionally dependent given X4 .
The significance of d-separation is that d-separation statements can be transformed into conditional
independence statements.
Theorem 8 If variables X and Y are d-separated by a set of variables Z in DAG G, then X is conditionally independent from Y given Z in every distribution which is compatible with G. Similarly, if X
and Y are not d-separated by Z in DAG G, then X and Y are conditionally dependent given Z in at least
one distribution compatible with G [VP88].
The first and the second rules of d-separation correspond to conditional independence statements
such that given variables X and Y and a set of variables Z it holds that ⊥
6⊥(X, Y |∅) and ⊥
⊥ (X, Y |Z). In
other words, variables X and Y are marginally dependent, but when conditioned on Z they become
conditionally independent. On the contrary, the third rule corresponds to statements ⊥
⊥ (X, Y |∅)
and ⊥
6⊥(X, Y |Z). Relying on the correspondence between d-separation statements and conditional
dependency statements, the structural properties of a DAG can be translated via d-separation into
conditional dependency statements [Pea00].
Theorem 9 Let ⊥
⊥ (X, Y |Z)G and ⊥
⊥ (X, Y |Z)P denote the conditional independence statements based
on DAG G and distribution P respectively. For each set of disjunct variables {X, Y, Z} in G and for
every joint probability distribution P it holds that (1) ⊥
⊥ (X, Y |Z)G ⇒ ⊥
⊥ (X, Y |Z)P , when G and P
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are compatible, and (2) if ⊥
⊥ (X, Y |Z)P is true in every distribution P which is compatible with G, then
⇒⊥
⊥ (X, Y |Z)G .
A significant consequence of d-separation is that the translation of structural properties into conditional dependency statements is ambiguous, which means that multiple structures can be translated
into the same set of conditional dependency statements. This poses no difficulty in a fixed (or a priori known) structure scenario where both the DAG G and the distribution P is known, because it
is straightforward to test whether G and P are compatible by applying the local Markov condition.
Furthermore, if only the DAG structure G is known, then by applying Theorem 8 and Theorem 9 the
conditional (in)dependency statements can be extracted from the structure which can be used to construct a joint probability distribution P that is compatible with G. However, if only the distribution
P is known (e.g. observed from data) the related conditional (in)dependency statements can often
be expressed by multiple structures. Even though it is possible to construct a DAG G that is Markov
relative to P it may not be unique to that P . Such a group of DAG structures that express the same
set of conditional (in)dependency statements are called an equivalence class.
Due to the first and second rules of d-separation the simple DAG structures of X1 → X2 → X3 ,
X1 ← X2 → X3 , and X1 ← X2 ← X3 are observationally equivalent, because if conditioned on X2
variables X1 and X3 are conditionally independent in all three cases. In contrast, the structure X1 →
X2 ← X3 called v-structure is unique in its class, which means that there is no other structure that
can express the same conditional dependence ⊥
6⊥(X1 , X3 |X2 ) as the v-structure. According to Verma
and Pearl observational equivalence can be defined based on this unique property as follows [VP90]:
Definition 20 (Observational equivalence) Two directed acyclic graph structures Gi and Gj are
observationally equivalent if and only if
1. Gi and Gj possess the same skeleton, and
2. Gi and Gj have the same v-structures.

2

The first condition means that the nodes in both Gi and Gj represent the same variables, and
there are edges between the same variables, however their direction is not necessarily the same.
The consequence of observational equivalence is that based only on the observation of dependence
relationships the direction of some edges cannot be determined. This can pose a considerable difficulty
when a Bayesian network is constructed from observational data.

A.2.2

Causal Markov condition

In addition, there exists another version of Markov condition which is applicable in case of causal
interpretation. A cause-effect (causal) relationship between variables Xi and Xj means that the action
of changing the value of Xi leads to a change in the value of Xj with some probability. Such a
relationship can be tested by manipulating the value of Xi (i.e. forcing Xi to take some value), and
investigating its effect on Xj . More formally [Nea04]:
Definition 21 (Causal relationship) Xi and Xj are in a cause-effect relationship, such that Xi
causes Xj if there exists a manipulation of Xi that leads to a change in the probability distribution of
Xj .
2
Furthermore, causal relationships can be divided into two groups based on their directness: direct
and mediated.
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Definition 22 (Direct causal relationship) Given a set of random variables V, variables Xi , Xj ∈
V are in a direct causal relationship (Xi → Xj ), if no other variable Xk ∈ V mediates the effect of
Xi on Xj .
2
Consequentially, in case of mediated causal relationship Xi → . . . → Xj there is a set of variables
Xk1 , Xk2 , . . . , Xkm ∈ V which form a causal path from Xi to Xj , i.e. there are intermediary causeeffect relationships.

Causal relationships can be represented by DAGs, similarly to probabilistic relationships (i.e. conditional independencies). The so called causal DAG relies on direct causal relationships.
Definition 23 (Causal DAG) Let us assume a set of random variables V and a directed acyclic graph
G with corresponding nodes. If DAG G contains a directed edge e(Xi , Xj ) between nodes representing variables Xi , Xj ∈ V if and only if variables Xi and Xj are in a direct causal relationship
(Xi → Xj ), then DAG G is considered a causal DAG.
2
Based on causal DAGs the causal Markov condition (based on [Nea04] and [Pea00]) can be formulated as:
Definition 24 (Causal Markov condition) Let G = (V, E) be a causal DAG, which represents the
causal relationships of a set of random variables V, and P be the corresponding joint probability
distribution. If and only if for every Xi ∈ V it is true that Xi is independent of its non-effects (i.e.
non-descendants) given only the value of its direct causes, then the causal Markov condition holds.2
Note that the causal Markov condition is typically utilized when constructing or learning causal
Bayesian networks, and it is often referred to as causal Markov assumption. According to Neapolitan [Nea04] there are three prerequisites which warrant the causal Markov assumption: (1) there are
no hidden common causes, (2) there is no selection bias, and (3) there are no causal feedback loops.

A.3

Non-stable distribution example

In this section a constructed non-stable distribution is presented which emphasizes the necessity
of Def. 4.

Let us consider a simple structure consisting of a single directed path X → U → W between nodes
X and W . Nodes X and W represent binary variables, whereas U represents a variable that can take
three values. It follows from the d-separation rules that ⊥
⊥ (X, W |U ), and also that ⊥
6⊥(X, W |∅),
⊥
6⊥(X, U |∅), ⊥
6⊥(U, W |∅). In a non-stable case it is possible to induce a parametrization such that
⊥
6⊥(X, U |∅) and ⊥
6⊥(U, W |∅) holds, but ⊥
6⊥(X, W |∅) does not, and hence the conditional independence
vanishes. Let us consider a non-stable parametrization in which conditional probabilities are seemingly defined according to conditional (in)dependencies represented by the structure (i.e. in case of
W the related conditional probabilities correspond to the values of its parent which is U ).
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Table A.4: Probable Markov blankets set posteriors and corresponding Markov blankets set member
variables.
Probability
0.61
0.25
0.10
0.03
0.01

Markov blanket set
X4 , X5 , X7 , X8 , X9
X7 , X8 , X9
X4 , X8 , X9
X5 , X8 , X9
X7 , X9

1
1
1
P (W |U = 0) = , P (W |U = 1) = , P (W |U = 2) = ,
2
4
8
13
1
1
P (U = 0|X = 1) = , P (U = 1|X = 1) = , P (U = 2|X = 1) = ,
18
6
9
1
1
25
P (U = 0|X = 0) = , P (U = 1|X = 0) = , P (U = 2|X = 0) = .
36
4
18
The criterion for ⊥
6⊥(X, W |∅) is that P (W |X = 1) 6= P (W |X = 0). Both expressions can be
computed by marginalizing U out, e.g.

P (W |X = 1) = P (W |U = 0) · P (U = 0|X = 1) + P (W |U = 1) · P (U = 1|X = 1) +
1 13 1 1 1 1
30
P (W |U = 2) · P (U = 2|X = 1) = ·
+ · + · = ,
2 18 4 6 8 9
72
and similarly for P (W |X = 0) which also yields 30
72 . The consequence is that parametrically W
and X are independent as opposed to the dependence ⊥
6⊥(X, W |∅) and the conditional independence
⊥
⊥ (X, W |U ) posed by the structure.

A.4

Markov blanket set averaging

This section presents an example for computing Markov blanket membership posterior probabilities based on the averaging of Markov blanket set posteriors discussed in Section 2.3.2.
Let us assume that by using a Bayesian Markov blanket learning method we inferred the probable
Markov blanket sets of a target variable Y based on some hypothetical data set with input variables
X1 , . . . , X10 . Table A.4 shows the probability of each of the Markov blanket sets and their elements.
The probability of Markov blanket membership p(MBM(Xi , Y )) reflects the aggregate probability of Xi being a member of the Markov blanket of Y , i.e. it is the sum of the probability of those Markov blanket sets in which it is included. For example, X9 is included in all
sets, therefore p(MBM(X9 , Y )) = 1, whereas X2 is not a member of any of the sets, therefore
p(MBM(X2 , Y )) = 0. Furthermore, X7 is a member of some of the sets (MBS1 ,MBS2 , MBS5 ),
consequently p(MBM(X7 , Y )) = p(MBS1 ) + p(MBS2 ) + p(MBS5 ) = 0.61 + 0.25 + 0.01 = 0.87.

Appendix B

Methods for measuring association
B.1

A conditional probability based approach towards FSS

This section provides additional details on the background of Markov blanket based FSS algorithms
discussed in Section 3.2.
In case of feature subset selection the effect of a feature on classification (e.g. whether it improves
classification results) has to be quantified. For this purpose the conditional probability distribution
of the target (class) variable Y can be used: P (Y |F = f ), where F denotes a vector of features and
f a possible combination of corresponding feature values. In this context, the term ’feature’ refers to
discrete random variables.
Let us consider an example problem described by three features F = (X, W, Z), with values
f = (x, w, z). Let us presume that W is irrelevant with respect to the class variable and thus it can
be ignored. Therefore, we may create a new feature vector J = (X, Z), from which W is excluded,
with values j = (x, z).
The goal of FSS using a backward approach is to exclude features from the candidate set, such
that the conditional distribution of the class variable changes minimally. Starting from the whole
set of features, this process ends if the change is higher than a selected threshold or the cardinality
of the candidate set reaches a chosen number. The reason behind this method is that the lesser a
feature changes the conditional distribution of the class variable, the less relevant the feature is. Thus
discarding the feature causing the least change means discarding the least relevant variable. This all
means that the difference between distributions P (Y |F = f ) and P (Y |J = j) should be minimal. A
possible choice for a difference metric is the cross entropy from information theory (also known as
Kullback-Leibler distance [KS96]).
D(ρ, η) =

X

ρ(Xi ) log

Xi ∈Ω

ρ(Xi )
η(Xi )

, where ρ and η are two probability distribution over the Ω probability space. It is important to
note that in this measure the two distributions are not interchangeable, ρ is always the original distribution and η is the approximate distribution. More specifically, ρ denotes the conditional probability
distribution of the class variable given the whole feature set (i.e. before feature selection) P (Y |F = f ),
and η denotes the conditional probability distribution after feature selection P (Y |J = j).
In order to measure the error of replacing distribution ρ with η we need to compute the crossentropy for all feature vectors f by taking their frequencies into account. The reason for this is that
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a relatively larger difference is acceptable between the real and the approximated values in case of a
rare vector if this allows a more precise approximation for the common vectors. Therefore, we need
to compute the expected cross-entropy (∆G ) as
∆G =

X

P (F ) · D(P (Y |F = f ), P (Y |J = j))

(B.0)

f

=

X

P (F = f ) · P (Y |F = f ) log

f

P (Y |F = f )
P (Y |J = j)

Although this measure is adequate, its computational complexity is exponential in the number of
features. Furthermore, the actual distribution is typically not available, only its approximation based
on finite data. A possible way to alleviate this problem is to use a Markov blanket based approach.
Let us recall, that according to the definition of Markov blanket, if Fi is a feature (variable) in set
F, and S ⊂ F is its Markov blanket, then Fi is conditionally independent of F \ S. The significance
of this concept is that instead of evaluating all possible feature value combinations it is enough to
investigate Markov blankets. Even though it is still not a simple task, it is typically more tractable.
An early example of Markov blanket based feature selection methods is the Koller–Sahami algorithm [KS96], which relies on the following theorem:
Theorem 10 Let us presume that there is a set of features J such that J ∈ F, Fi ∈ J, and Y ∈
/ J. If
there exists a set S ⊂ J which is a Markov blanket of Fi then in case of J0 = J \ {Fi } it holds that
∆0J = ∆J .
2
This means that if J includes M (the Markov blanket of Fi ), then Fi is isolated by J from all
other variables including the class variable. This indicates that Fi can be discarded if M is known,
because Fi does not carry additional information with respect to the class variable. The equality of
∆0J = ∆J signifies that Fi is non relevant with respect to the class variable as the exclusion of Fi
does not change the cross-entropy. By using various techniques, the appropriate selection of feature
set J can lead to the Markov blanket of the class variable, that is the set of relevant features.

B.2

Pearson’s chi-square

This section provides a binary case example for computing Pearson’s chi-square discussed in Section 3.4.1.1.
The calculation of the Pearson’s chi-square statistic requires the construction of a contingency
table of appropriate size corresponding to the cardinality of variables [Agr02]. In the current example
of two binary variables X and Y a 2 × 2 table can be created.
Table B.1: An example 2 × 2 contingency table for computing Pearson’s chi-square statistic in case
of binary variables.
X=0
X=1

Y=0
N00
N10
C0

Y=1
N01
N11
C1

R0
R1
T

The chi-square statistic is computed using the observed frequencies of X : Y variable value pairs,
and expected frequencies, which are related to the null hypothesis of independence:
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R X
C
X
(Oi,j − Ei,j )2
,
Ei,j
i=1 j=1

where Oi,j denotes the observed value and Ei,j denotes the expected value of a cell in the ith row
and the j th column. Expected values are computed using the row (R) and column (C) subtotals of
observed values:
Ei,j

PR
P
( C
m=1 Oi,m ) · ( n=1 On,j )
=
,
N

where N is the total number of samples. The χ2 T test statistic asymptotically approaches the χ2
distribution with (R −1)(C −1) degrees of freedom. The null hypothesis of independence is rejected,
if the computed χ2 T statistic is higher than the critical value of the χ2 distribution corresponding to
the chosen significance level ς. In terms of p-values this means that the p-value corresponding to the
computed statistic is lower than ς.

B.3

Cochran-Armitage test for trend

The Cochran-Armitage test for trend allows investigation of a possible dependency relationship between a binary and a multi-valued categorical variable [Coc54; Arm55]. It is a special case of Pearson’s
chi-squared test (described in Section 3.4.1.1) with the assumption that the values of the multi-valued
variable (U ) follow a predefined ordering e.g. values 0,1,2 for such a variable can be interpreted as
low, medium, and high respectively. The target variable (T ) is a binary, thus a contingency table of
2 × 3 can be constructed to aid computation.
Table B.2: An example 2 × 3 contingency table for computing the Cochran-Armitage test for trend
statistic.
T =0
T =1

U = 0 (aa)
N00
N10
C0

U = 1 (ab)
N01
N11
C1

U = 2 (bb)
N02
N12
C2

R0
R1
N

Based on the proportions shown in table B.2 the statistic of the Cochran-Armitage test for trend
(CATT ) is computed as:

CATT =

k
X

wj · (n0,j · r1 − n1,j · r0 ),

j=1

where wj represents weights which specify a trend to be tested. The Cochran-Armitage test for
trend can be implemented as a test for normality by computing the quotient of the CATT statistic and
its standard deviation, which asymptotically approaches normal distribution [Agr02].
CATT
p
∼ N (0, 1),
σ 2 (CATT)
where σ 2 (CATT) is defined as the following expression:
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σ 2 (CATT) =

k
k−1 X
k
X
r0 · r1 X 2
(
wi · ci · (N − ci ) − 2
wi · wj · ci · cj )
N
i=1

i=1 j=i+1

In case CATT is applied to case-control genetic association studies a state descriptor (defining
each sample as case or control) can serve as the binary target variable (T ), and then the multi-valued
variable (U ) corresponds to an analyzed single nucleotide polymorphism. Assuming three possible
genotypes, the values {0, 1, 2} can be interpreted as common homozygote, heterozygote, and rare
homozygote respectively [Bal06]. In addition, the weights wj in equation B.3 should be selected
according to the assumed mode of inheritance. Possible settings include the following:
• allele b is dominant with respect to allele a: w = (0, 1, 1),
• allele b is recessive with respect to allele a: w = (1, 1, 0),
• alleles a and b are additive (co-dominant): w = (0, 1, 2).
Since in most cases this test is used for the detection of linear (additive) trends [Pur+07], weights
are typically set to reflect an additive model w = (0, 1, 2). Note that, CATT will only be able to detect
the expected trend (dominant, recessive, or additive) defined by w. However, if the expected trend
is found to be significant, then the statistical power of this test will be greater than that of a general
chi-squared test [Coc54].

B.4

The computation of odds ratio and its confidence interval

Let us assume a hypothetical data set of a case-control study containing a single SNP with the propor(1,0)
tions shown in Table B.3, and that the odds ratio OR(Xi , Y (1,0) ) has to be computed. Therefore,
(1)
(0)
we compute the odds Odds(Xi , Y (1,0) ) and Odds(Xi , Y (1,0) ) which lead to 70/45 = 1.55 and
50/60 = 0.83 respectively. The latter odds shows that in case individuals with homozygous genotype (Xi = 0) there are fever affected than non-affected. In other words, the odds for being affected
given this genotype is 5 to 6 (event: non-event). The other odds for individuals with heterozygous
genotype (Xi = 1) shows the opposite: there are more affected than non-affected (the odds for being
affected is much higher 14 to 9). A more straightforward way to interpret these results is to com(0)
pare the ratios to the neutral case Odds = 1 (i.e. Odds(Xi , Y (1,0) ) = 0.83 < 1 means that the
conditional probability given Xi = 0 for being non-affected is higher than that for being affected,
(1)
whereas Odds(Xi , Y (1,0) ) = 1.55 > 1 means that the conditional probability given Xi = 1 for
being non-affected is lower than that for being affected).
Table B.3: Example data for odds ratio computation.
X=0
X=1
X=2

(1,0)

Y=0
60
45
23
128

Y=1
50
70
44
164

110
115
67
292

Finally, OR(Xi , Y (1,0) ) is computed based on the odds which leads to 1.55/0.83 = 1.87.
This means that the chance of being affected given the heterozygous genotype Xi = 1 is 1.87 times
greater than given the common homozygous genotype Xi = 0. Therefore, one may conclude that
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the heterozygous genotype Xi = 1 increases the risk of being affected compared to the homozygous
common genotype.
(1,0)
In addition, the confidence interval of the odds ratio OR(Xi , Y (1,0) ) relying on the example
data set is calculated as follows:

σ=

p
1/60 + 1/50 + 1/45 + 1/70 = 0.2705

(1,0)
, Y (1,0) )/ exp(1.96 · σ) = 1.87/1.699 = 1.1
CILow
95% = OR(Xi
(1,0)
CIHigh
, Y (1,0) ) · exp(1.96 · σ) = 1.87 · 1.699 = 3.18
95% = OR(Xi

(B.1)
(B.2)
(B.3)

(1,0)

This means that OR(Xi , Y (1,0) ) = 1.87 has a 95% confidence interval of [1.1, 3.18]. Generally, if a confidence interval contains the neutral odds ratio of 1 (i.e. the variable has no effect on the
target) then the odds ratio is considered non-significant [Agr02]. Conversely, when the confidence
interval does not intersect the neutral odds ratio then it can be considered significant, although the
length of the interval may also be taken into account. A large interval indicates high uncertainty
regarding the possible value of the odds ratio, typically due to low sample size.
In case of the example, CI95% [1.1, 3.18] does not intersect with the neutral odds ratio and it has
an acceptable interval length, therefore it can be considered significant.

B.5

Comparison of likelihood scores

This section extends the description of association measures, more specifically the section on univariate Bayesian methods (Section 3.4.2).
A group of univariate Bayesian methods focus on the comparison of likelihood scores based on
the data using a measure called the log Bayes factor. The Bayes factor is a ratio of marginal likelihoods related to models M0 and M1 (both containing variables X and Y ). If M0 is the null model
of independence and M1 is an alternative model describing association between X and Y , then the
Bayes factor can be used to assess whether there is an association between X and Y relying on model
selection. The difference between the models is quantified based on the observed data D, the model
assumptions M0 and M1 , and their parameterizations θ0 and θ1 as
R
P (θ1 |M1 )P (D|θ1 , M1 )dθ1
P (D|M1 )
B=
=R
.
P (D|M0 )
P (θ0 |M0 )P (D|θ0 , M0 )dθ0
This expression can be approximated by using Laplace’s method [Mar+07].

B.6

Logistic regression

This section provides technical details on the logistic regression method discussed in Section 3.4.3.
Logistic regression is a regression analysis method used for binary target (dependent) variables [Agr02]. The aim of this method is to learn a logistic regression model based on explanatory
(input) variables in order to predict the value of the target variable. The key component of this method
is the logistic function:
F (z) =

1
,
(1 + e−z )
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which takes values from 0 to 1. The logistic regression is formed by substituting z with the linear
combination of explanatory variables X1 , X2 , . . . Xk such that
P(X) =

1
(1 +

eκ0 +κ1 X1 +κ2 X2 +...+κk Xk )

.

Then the left hand side P(X) is interpreted as the probability that the target variable is a “case”
P (Y = 1|X). κ0 is called the intercept and the other κi are the regression coefficients. Using P(X)
the log odds can be written as
log Odds(X) = ln

P(X)
= κ0 + κ1 X1 + κ2 X2 + . . . + κk Xk ,
1 − P(X)

which is called the logit function (left hand side) that is equivalent to a linear regression expression
(right hand side). This transformation allows the application of linear regression on log odds.
Usually maximum likelihood estimation is used to estimate regression coefficients κi . Since there
is no closed-form for the coefficient values maximizing the likelihood function, an iterative process
has to be used such as the Newton-Raphson method [Agr02]. This is a step-wise process which tries
to improve an initial solution iteratively. The iteration either ends in a state of convergence (i.e. no
significant improvement is possible), or it turns out that convergence is not possible.
The resulting logistic regression model consists of explanatory variables with non-zero regression coefficients κi . In case of multiple explanatory variables the result is a multivariate model. The
contribution of individual variables to the model can be assessed by performing a likelihood ratio test
or a Wald test. The likelihood ratio compares the log likelihood of a fitted model L(M ∗ |X) (with
κi > 0) with the log likelihood of a null model L(M 0 |X). The likelihood ratio test can be expressed
in the form called deviance D as
D = −2 ln

L(M ∗ |X)
.
L(M 0 |X)

Deviance follows an approximate χ2 distribution, thus the significance can be determined analogously to the previously discussed χ2 statistic based association test.
The Wald statistic is an alternative method to determine the significance of individual variables
in the logistic regression model based on the regression coefficient and its standard error:
W = (κ2i /σκ2i )
The distribution of Wald statistic can be approximated with a χ2 distribution similarly to the
likelihood ratio test.
In terms of relevance, logistic regression expresses parametric relevance through regression coefficients. A variable Xi can be considered parametrically relevant if the corresponding coefficient
κi is non-zero and its contribution to the model is significant. Regarding structural relevance, the
logistic regression model does not contain structural information except in case of interaction terms.
Although a non-zero coefficient κi can be interpreted in such a way that the variable Xi is structurally
relevant to some extent because it is considered in the model. The significance of a regression coefficient κi does not necessarily mean that Xi is in a direct dependency relationship with the target Y or
whether it is a part of its Markov blanket. On the other hand, an interaction, e.g. Xi ∗ Xj corresponds
to a v-structure in a Bayesian network (assuming Markov compatibility). Both in a regression model
and in a Bayesian network the interaction term represents conditional relevance. This means in case
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of the logistic regression model that one or both of the variables Xi and Xj have a non-significant
regression coefficient, whereas the coefficient κij of their interaction Xi ∗ Xj is significant. For example, if κi and κij is significant, and κj is not, then we may conclude that Xi has a significant main
effect on Y , whereas Xj is only jointly significant with Xi with respect to Y . Structurally, this means
that Xi and Xj are closely related, e.g. Xi is the sink of a corresponding v-structure and Xj is a head.
However, this does not mean that Y is necessarily the third component in this v-structure, as it is
possible that the relationship between Y and Xi (or even between Xi and Xj ) is mediated by other
variables.

Appendix C

Causal relevance measures
This section provides details on methods measuring causal relevance referred to in Section 3.3
Most research studies tasked with the exploration of a new domain aim to identify the causal
mechanisms, which define relationships between the entities (variables) of that domain. A causal
relationship between variables X and Y means that there is a structural connection between those
variables in the sense that the state of X affects Y . In other words, given a causal relationship X → Y
a change in the state of X may change the state of Y . Furthermore, the extent of that change (i.e.
effect size) is also relevant. Thus a causal relationship has both structural and parametric aspects.
The structural level is essential for identifying the direct and indirect relationships between variables
(i.e. that a relationship exists), whereas the parametric aspect is necessary to calculate effect size,
which describes the strength of the relationship. Although causal relevance is related to structural
and parametric relevance it also has a unique aspect due to the asymmetric nature of cause-effect
relationships. More specifically, the unambiguous detection of causal relationship X → Y requires
experimentation, i.e. intervention which is facilitated by forcing the variable X to a specific state
and measuring its effect on Y [Pea00]. Note, that the result of such an intervention does not provide
details on the opposite direction Y → X relationship, i.e. whether Y has an effect on X.
However, intervention based data is frequently not available, thus one has to rely on observations.
Although it is possible to infer some causal relationships from observation based data given specific
conditions, it is limited compared to interventions. There are multiple approaches to facilitate the
identification of causal relationships including: structural equation modeling which assumes a known
causal structure [BG11; Pea00], an intervention based semantics (‘do-semantics’) and a related average
causal effect (ACE) measure [Pea00], and a causal interpretation of Bayesian networks [Pea00; GC99;
SGS01; HMC97]. A brief description of these methods is provided in the following sections.

C.1

Effect size in known causal structures

In case of a known causal structure the structural equation modeling (SEM) methodology[Pea00]
provides a straightforward way of defining cause-effect relationships. In SEM the causal structure
(which is a causal DAG containing the variables of interest as nodes and relationships are represented
by edges between them, directed from cause to effect) is translated into a set of structural equations
that define these relationships for each variable Xi . The aim of a structural equation is to define the
mechanism that assigns a certain value xi for variable Xi given a value configuration πi of its direct
causes Πi and an error term εi , which represents errors due to omitted factors. Note, that in the
causal graph structure Πi are the parents of Xi . The equation can be stated in the general nonlinear,
109
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nonparametric form of
xi = fi (πi , εi ), i = 1, ...n
In practical cases however, a standard linear equation form is preferred
xi =

X

λik xk + εi , i = 1, ...n

k6=i

where parameter λik is nonzero in all cases where Xk is in Πi , i.e. it is a direct cause of Xi .
Furthermore, if the common assumption of εi being multivariate normal holds, then Xi is multivariate
normal as well, and thus can be characterized by correlation coefficients ρij . [Pea00]. This in turn
enables the exact computation of a direct causal effect of an arbitrary variable Xi on any other variable
Xj . If there are multiple causal pathways between Xi and Xj then a total causal effect can also be
computed. In terms of causal relevance, it can be stated that if λik is nonzero, then the corresponding
variable Xk is causally relevant with respect to Xi as it is part of the mechanism which defines the
distribution of xi . Straightforwardly, the causal effect size of Xk on Xi is described by λik which can
be interpreted with respect to the other λi coefficients.

C.2

Intervention based approach

Another possible interpretation of SEM is based around the concept of intervention. A straightforward way of deciding whether there is a cause-effect relationship between factors X and Y (written
as X → Y ) is to control (manipulate) the value of X to be x denoted as X = do(x)) and observe the
effect of this intervention on y. The structural equation defining this relationship takes the form of
y = λx + ε, which means that by setting the value of X to x and other variables V(X, Y * V) the
value of Y is given by y = λx + ε, where ε is independent of settings [Pea00]. This also means that
Y is invariant to any other intervention other than X = do(x), which can be written as
P (y|do(x), do(vi )) = P (y|do(x)),
where Vi ⊆ V, Vi = vi and X, Y * V. The term P (y|do(x)) describes the nature of influence
X has on Y . Note, that it states nothing about the relationship in the inverse direction, that is the
effect of setting Y = y on X. The intervention based approach suites the domain of clinical trials
well, in which X = do(x) can be an applied treatment and Y a disease state indicator. Genetics,
particularly gene knock-out studies is another research field that uses these concepts. In order to
define the strength of the effect of X on Y , all possible settings of X should be evaluated. Based on
these terms, the average causal effect ACE(X → Y ) can be computed, which measures the average
change of Y due to the manipulation of X [Pea00].
ACE(X → Y ) = P (y1 |do(x1 )) − P (y1 |do(x0 ))
Originally this measure was defined in terms of a randomized clinical trial, thus x1 denotes receiving a treatment, x0 stands for control (i.e. no treatment), and y1 is a positive response. However,
when there are unobserved factors, an assumption that is likely to hold in most real-world applications, the exact computation of ACE(X → Y ) becomes unfeasible. Let U denote all unobserved
factors that may also influence Y . Then the intervention term can be reformulated based on observed
and unobserved factors as
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P (y|do(x)) =

X

P (y|x, u)P (u)

u

Applying this equation on ACE(X → Y ) results in
ACE(X → Y ) =

X
[P (y1 |x1 , u) − P (y1 |x0 , u)]P (u)
u

which is generally not computable, though upper and lower bounds can be given using observable
quantities [Pea00].
Despite the fact that the whole methodology of SEM was devised in order to quantitatively describe causal relationships and to assess effect size, the constraints on its applicability prohibits its
wide-spread usage. For example, in most gene association studies there is no a priori causal structure,
or the number of possible a priori structures makes this approach infeasible. The direct interventionist approach, though close to some aspects of gene association studies, is also not applicable in a
general case.

C.3

Causal Bayesian networks

Causal Bayesian networks are based on a causal directed acyclic graph (causal DAG see Def. A.2.2),
in which each directed edge represents a direct causal relationship. Causal relationships correspond
to stable and autonomous mechanisms, and in this perspective they can be considered as more robust
relationships than probabilistic ones. Creating a model based on causal relationships conforms with
the processes of human thinking [KST01].
An essential property of causal modeling is the invariance of mechanisms to the changes of other
mechanisms. In other words, a change in a mechanism has only a local effect and does not affect
other mechanisms. This robustness allows to utilize causal models for explanation and prediction of
various phenomena [Pea00].
Causal Bayesian networks rely on the autonomous mechanisms embodied by causal relationships.
Due to the robustness of the latter, causal Bayesian networks can be considered modular, and are able
to model the effect of an intervention. This is a key property as modularity allows the handling of an
intervention by focusing on its local effects, instead of defining a new probability function for each
possible intervention [Pea00]. Furthermore, if the affected mechanism and the applied intervention
is known, then a system-wide global effect can be computed by changing the appropriate factors of
the factorization equation.
Definition 25 (Causal Bayesian network) Let P (v) denote the joint probability distribution of a
set of random variables V, and Px (v) denote the joint probability distribution given intervention
do(X = x), X ⊂ V. In addition, let P ∗ stand for all intervention distributions.
A DAG G is a P ∗ compatible causal Bayesian network structure if and only if the following conditions are satisfied for all P ∗ [Pea00].
1. Px (v) is Markov relative with G.
2. Px (vi ) = 1,

∀Vi ∈ X, if vi is consistent with X = x.

3. Px (vi |πi ) = P (vi |πi ),

∀Vi ∈
/ X, if πi is consistent with X = x.

2

The second condition means that if a variable is set to value vi due to an intervention, then the
probability of that value is one, and the probability of all other possible values is zero. The third
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condition entails that the distribution of variables not affected by an intervention does not change.
This definition allows the compact representation of the space of interventions P ∗ in the form of a
Bayesian network, because a distribution Px (v) induced by an arbitrary intervention do(X = x) can
be described by truncated factorization [Pea00].
Px (v) =

Y

P (vi |πi ),

{i|Vi ∈X}
/

where vi is consistent with x. This truncated factorization enables the investigation of a causal
effect between variables. For example, if the causal effect of variable Xi on Xj is investigated, then
the marginal distribution of Xj needs to be computed relying on the truncated factorization Pxi (Xj )
given intervention do(Xi = xi ) for all possible values of xi . If the distribution is sensitive to the value
of xi and Xj is a descendant of Xi then it can be stated that Xi causes Xj . Note that this method can
only be applied in the cause-effect direction, as the effect of intervention do(Xi = xi ) transforms Xi
into a root node, which is independent from all nodes except its descendants according to the causal
Markov assumption.
Although in general causal relationships cannot be inferred from observations only, if the patterns
of (in)dependency relationships are investigated relying on model minimality, stability, and the causal
Markov assumption, then the direction of some causal relationships can be identified. Basically, the
possible incompleteness of the set of observed variables V cannot be completely excluded, which
means that there can be such variables within the examined domain that were not observed even
though they have an effect on observed variables via some causal relations. These variables are called
hidden variables and the consequence of their presence would mean that an unbounded number of
Bayesian networks could represent a single joint probability distribution. Some could contain more
hidden variables and causal relationships than others. Furthermore, it is also possible to represent any
joint probability distribution with a complete DAG (containing all necessary variables). The solution
is to use a basic principle called Occam’s razor. This minimality principle states that among models
describing the same phenomenon equally correctly, the one with the fewest assumptions should be
chosen. In case of Bayesian networks the minimal model is the DAG structure having the least edges
among its nodes. Furthermore, this leads to a causal modeling assumption, that is all causally relevant
variables are observed, and there are no hidden variables. The application of the minimality principle
has two beneficial consequences: the possibility that the learned structure overfits that data is lower,
and the model itself can be more easily falsified.
However, minimality itself is not sufficient, as special parameterizations can create independencies, which contradict the structure. Such extreme distributions can be avoided by applying the condition of stability, which states that all conditional dependencies must be reflected by the structure (see
Def. 4). The third condition for a causal Bayesian network is the causal adaptation of the local Markov
condition called causal Markov assumption (see Def. A.2.2). Essentially it means, that P may contain
only such (in)dependencies that are induced by the causal DAG G, and all conditional independencies
represented by G are valid in P . This assumption is crucial as it allows to construct a causal Bayesian
network from a set of conditional independence statements.
All in all, the minimality, stability and casual Markov assumptions enable the creation of a causal
Bayesian network relying on a set of conditional independence statements, which are based on observational data. This constructed causal DAG is in the same equivalence class as G∗ , the DAG ideally
representing the joint probability distribution. This means that only such causal relationships can be
unambiguously identified which have the same direction in all DAGs compatible with G∗ . Such edges
are called compelled edges.

Appendix D

Additional details on Bayesian effect
size measures
D.1

The derivation of Markov blanket graph based Bayesian odds
ratio

This section details the proof that the structure conditional Bayesian odds ratio can be computed using
the posterior of Markov blanket graphs parameterized by the data set (discussed in Section 4.1.3).
Proposition The structure conditional Bayesian odds ratio can be computed using the posterior of
Markov blanket graphs parameterized by the data set.
Proof: The first step is to expand Equation 4.1 by averaging over all possible structures Gj which
leads to

p(OR(Xi , Y |IMBM(Xi ,Y |G) )) =

X
1
·
p(OR(Xi , Y ), Gj , IMBM(Xi ,Y |Gj ) ), (D.1)
p(MBM(Xi , Y ))
∀Gj

where the first term serves as a normalization factor. The second step is to factorize the joint
distribution of the odds ratio, the structure and the indicator function of strong relevance according
to the chain rule as
p(OR(Xi , Y ), Gj , IMBM(Xi ,Y |Gj ) ) =p(OR(Xi , Y )|Gj , IMBM(Xi ,Y |Gj ) )·

(D.2)

· p(IMBM(Xi ,Y |Gj ) |Gj ) · p(Gj ),
where p(Gj ) is the prior probability of a structure Gj , and p(IMBM(Xi ,Y |G) |Gj ) is 1 if Xi ∈
MBS(Y, Gj ) for a given Gj and 0 otherwise. Therefore, all those structures can be omitted where Xi
is non-relevant, i.e. p(IMBM(Xi ,Y |G) |Gj ) = 0.
p(OR(Xi , Y |IMBM(Xi ,Y |G) )) =

X
1
·
p(OR(Xi , Y )|G∗j ) · p(G∗j ),
p(MBM(Xi , Y ))
∗
∀Gj

where G∗j denotes structures for which IMBM(Xi ,Y |G∗j ) = 1.
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If Xi is a member of the Markov blanket set of Y , then the probability of a specific value of the
target Y can be estimated based on the MBG(Y, G) and a specific instantiation of Xi [Pea88]. This
in turn allows the estimation of the structure conditional Bayesian odds ratio by substituting graph
structures G with MBGs in Equation D.3 as follows:

p(OR(Xi , Y |IMBM(Xi ,Y |G) )) ∼ γ ·

X

p(OR(Xi , Y | MBGj (Y, G))) · p(MBGj (Y, G)), (D.4)

∀ MBGj (Y )
1
where γ denotes p(MBM(X
, and MBGj (Y, G) denotes those Markov blanket graphs MBG(Y, G)
i ,Y ))
for which IMBM(Xi ,Y |G) = 1, that is Xi is a member of a given Markov blanket of Y .

D.2

Reference model

According to the reference model 11 genetic variables, that is SNPs were considered relevant as they
were part of the Markov blanket set of the target variables. Figure F.1 displays the corresponding
Markov blanket graph, showing the relevant variables and their dependency relationship types (see
Section 3.5.1). Among the relevant SNPs 5 are in a direct relationship with the target, 4 variables are
children of the target: SNP11, SNP23, SNP64, SNP109, and 1 variable is a parent: SNP110. Note that
variables in a child position are all part of V-structures, i.e. multivariate dependency relationships (see
Section 3.5.2), and therefore a strict causal interpretation is not applicable. The other 6 variables are
also parts of v-structures, but as interaction terms: SNP17, SNP27, SNP61, SNP69, SNP81, SNP85. The
essential difference between interaction terms and other variables in direct relationships as children
of the target is, that the former cannot be detected by univariate methods as they have no main effect
on the target.

D.3

Comparison of ECER and strong relevance posteriors

A comparative study of ECER and MBM measures were performed in order to investigate the relationship between Bayesian network based ’pure’ structural relevance (measured by MBM) and the
effect size based existential-structural relevance (measured by ECER). The main difference between
these measures is that the former relies on structural properties, whereas the latter is based on parametric properties which are used to form a statement on structural relevance.
Figures D.1 and D.2 provide an overview on ECER and MBM posteriors for data sets with 500
and 5000 samples respectively. ECER results are presented for two negligible effect size intervals:
C2 : [0.66, 1.5] and C3 : [0.5, 2.0]. Strongly relevant variables that are in a direct relationship
with the target and strongly relevant variables that are interaction terms are marked separately on
all figures, since the latter cannot be detected by ECER.1 Non strongly relevant variables are either
irrelevant or their effect is mediated by other factors (e.g. transitively relevant variables or variables
in a confounding relationship).
In case of 500 samples, there is a considerable difference between MBM and ECER posteriors
because several variables with low MBM posterior, have a reasonably high ECER posterior. This
indicates that the data consisting of 500 samples is insufficient in terms of allowing the discrimination
between relevant and non-relevant variables based on their effect size. The insufficiency of the data
1
If a variable is a pure interaction term with respect to a target, i.e. it only has an effect on the target in conjunction
with other variables, then univariate methods cannot detect such a relationship.
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Figure D.1: The relation of MBM posteriors p(MBM(Xi , Y )) and ECER posteriors p(ECER(Xi , ))
in case of 500 samples. Results are displayed for two different intervals of negligible effect size,
C2 : [0.66, 1.5] and C3 : [0.5, 2.0]. The horizontal axis displays MBM posteriors, whereas the
vertical axis displays ECER posteriors. Variables were divided into three groups according to their
strong relevance with respect to Y . ’Non-SR’ denotes variables that are non strongly relevant. ’SR Direct’ denotes strongly relevant variables that have a direct relationship with the target Y , and ’SR
- Interaction’ denotes variables that are strongly relevant as interaction terms. Results indicate that
the data is insufficient to discriminate between strongly relevant and non strongly relevant variables
based on their effect size alone, i.e. there is a large variance among ECER posteriors of non strongly
relevant variables. The sample size issue is further confirmed by the fact that there are several cases
where even the MBM posterior of known strongly relevant variables is low.

is further confirmed by the fact that there are strongly relevant variables (according to the reference)
whose MBM posterior is low, i.e. they are not detected as strongly relevant. Despite such phenomena,
the majority of directly strongly relevant variables are correctly identified by both measures, resulting
in high p(MBM(Xi , Y )) and p(ECER (Xi , Y )) posteriors (upper right corner). Interaction terms can
only be identified by measures such as MBM, and they typically have a low or moderate individual
effect size. Therefore, correctly identified interaction terms have a relatively high MBM posterior
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Figure D.2: The relation of MBM posteriors p(MBM(Xi , Y )) and ECER posteriors p(ECER(Xi , ))
in case of 5000 samples. Results are displayed for two different intervals of negligible effect size,
C2 : [0.66, 1.5] and C3 : [0.5, 2.0]. The horizontal axis displays MBM posteriors, whereas the
vertical axis displays ECER posteriors. Results indicate that ECER posteriors provide an acceptable
discrimination between strongly relevant and non strongly relevant variables given adequate sample
size, especially using C3 .

and a low ECER posterior (lower right corner). The difference between the results given C2 and
C3 is that in the latter case the larger interval for negligible effect size, i.e. parametric non-relevance,
reduces the number of false positives. In other words, there are less non strongly relevant variables
that have have high ECER posteriors.
In case of 5000 samples, the MBM and ECER posteriors discriminate the strongly relevant and
non strongly relevant variables to a greater extent than in the previous case. As seen on Figure D.2
the majority of non strongly relevant variables have low ECER posteriors as expected, although
there are strongly relevant variables with a moderate effect size that also have low ECER posteriors,
especially in case of C3 : [0.5, 2.0].

Appendix E

Non-informative parameter priors
E.1

An overview on priors

This section provides a brief overview on priors discussed in Section 5.1.
The basic paradigm of Bayesian methods is that the posterior probability P (A|B) can be computed using a prior probability distribution P (A) and a likelihood P (B|A) according to the Bayes’
theorem. Let us assume that there is a set of discrete random variables V = X1 , ..., Xn whose joint
probability distribution P (V) can be faithfully represented by a Bayesian network BN(G, θ), where
G is a directed acyclic graph structure and θ is its parametrization. Structure learning methods aim
to identify the most probable structure(s) based on a given data set D. That is their goal is to estimate
the posterior probability of a structure G as
P (G|D) =

P (G)P (D|G)
.
P (D)

(E.1)

Since P (D) can be neglected as a normalization constant, in order to compute P (G|D) a prior
distribution of possible structures P (G) and a likelihood P (D|G) is required.
P (G|D) ∝ P (G)P (D|G),

(E.2)

The term P (G) can express a priori knowledge as some structures can be presumed more probable
than others e.g. by a field expert. There are two main approaches towards using priors: informative
[AC08] and non-informative [Kon+98]. The informative approach states that a priori knowledge
should be used to a full extent e.g. to guide the search for the most probable structure(s). As a
result, informative priors greatly influence subsequent analysis and evaluation processes. The noninformative approach, on the other hand, argues that prior knowledge should not be used to pose strict
constraints on new research, as it is possible that previous studies or experiments were incomplete
or erroneous. Therefore, non-informative priors have limited influence on subsequent analyses, and
they are typically uniform, i.e. the prior probability is the same for all possible entities.
Theoretically, in the Bayesian statistical framework the effect of a prior gradually diminishes as
more data (evidence) becomes available. In real-world cases however, the available sample size is often
insufficient to override the effect of a prior. Thus even non-informative priors may have a decisive role
in the learning process. In fact, they act as complexity regularization parameters, i.e. they influence
model complexity by penalizing complex structures.
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The term P (D|G) is the likelihood score which measures the probability of the data D given
a chosen structure G. There are several possible choices for the likelihood scoring metric such as
Bayesian Dirichlet (BD) [Bun91], Akaike information criterion [Aka74], Bayesian information criterion [Sch78], and minimum description length (MDL) based metrics [Bou94]. These quality measures
allow the assessment of model quality and thus they are applicable for the purposes of model selection.
Bouckaert performed a comparative analysis of these measures based on their asymptotic and finite sample based behavior [Bou95]. On the one hand, no notable difference was found in the asymptotic case. On the other hand, the measures showed different characteristics in terms of complexity
penalty in the finite sample size case. MDL and information criteria measures allowed structures with
a parental set size limited to logN to have the highest score, whereas in case of Bayesian Dirichlet
this limit was N/2, where N denotes the size of the database.
Bayesian Dirichlet is one of the frequently applied likelihood scoring metrics which allows the
incorporation of a priori knowledge in the form of parameter priors, i.e. various parameters of the
scoring metric can be defined a priori. Due to this feature it is commonly referred to as Bayesian
Dirichlet prior.

E.2

The Bayesian Dirichlet prior

This section provides details on the Bayesian Dirichlet prior and its variants as discussed in Section 5.1.1.
The Bayesian Dirichlet prior, is a conjugate prior for multinomial sampling, and allows the finding
of the maximum a posteriori (MAP) structure (i.e. assigns the highest score to the MAP structure)
[Bun91; HG95; Ber95]. Being conjugate means that the probability distribution function of the prior
and the posterior belongs to the same distribution family under a given sampling model. This means
that given multinomial sampling, if the prior is in the form of a Dirichlet distribution, then the posterior probability distribution will also arise in the form of a Dirichlet distribution. Therefore, conjugacy
can be considered as the key property of BD, because it enables analytical computation [HGC95].
The main assumption of the Bayesian Dirichlet prior is that the conditional probability terms
defining the parametrization θ of the underlying Bayesian network follow a Dirichlet distribution
which can be defined as follows.
Definition 26 (Prior Dirichlet distribution) Let W be a discrete random variable with a multinomial distribution, having k possible values. Furthermore, let νi denote the probability that W is
instantiated with value wi , i.e. p(W = wi ). Then the a priori probability density function over parameters νi for variable W can be defined by a Dirichlet distribution on the Euclidean space with
Rk−1 dimensions as:
k
Y
1
Dir(ν1 , ..., νk−1 |α1 , ..., αk ) =
·
νiαi −1 ,
β(α)

(E.3)

i=1

where αi denotes the virtual sample size corresponding to parameter νi , and the Beta function
denoted as β(α) (serving as normalizing constant) can be expressed in terms of the Γ(.) function as
Qk
β(α) =

Γ(

i=1
P
k

Γ(αi )

i=1 (αi ))

.

2
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Furthermore, in case of a finite data set νi is typically estimated by maximum likelihood estimates
where Ni is the number of observations in which W = wi and N is the size of the data set. Note
that α1 , ..., αk are called either concentration parameters [GB98] or hyperparameters [Bun91].
Relying on the Dirichlet assumption, the Bayesian Dirichlet parametrization can be defined according to the following expression [Bun91]:
Ni
N ,

Theorem 11 (Bayesian Dirichlet parametrization) Given V = {X1 , X2 , ..., Xn } a set of random
discrete variables that take values from the set of possible states 1...ri (e.g. X1 = k means that X1 is in
state k), let G be a Bayesian network structure which represents variables from V. Each variable Xi ∈ V
has a set of parents Πi with qi possible configurations. Let πi,j denote the jth instantiation of the parents.
Then given a dataQset D let Ni,j,k be the number of cases in D in which Xi = k and Πi = πi,j . Furtheri
more, let Ni,j = rk=1
Ni,j,k and let θi,j,k denote a corresponding conditional probability parameter of
G for Ni,j,k . In case of a Dirichlet distribution θi,j,k can be given as
θi,j,k =

0
Ni,j,k + Ni,j,k
0
Ni,j + Ni,j

,

(E.4)
2

0
is the virtual sample size with respect to Ni,j,k .
where Ni,j,k
0
are (hyper)parameters of the corresponding Dirichlet disNote that Πi = πi,j , Ni,j,k and Ni,j,k
tribution. Given Theorem 11 and related assumptions the Bayesian Dirichlet metric is given as follows [HG95]:

Definition 27 (Bayesian Dirichlet metric)
p(D, G) = p(G)

qi
n Y
Y
i=1 j=1

ri
0
0 )
Y
+ Ni,j,k )
Γ(Ni,j,k
Γ(Ni,j
0
0
Γ(Ni,j + Ni,j )
Γ(Ni,j,k
)
k=1

(E.5)
2

There are several variations of the BD metric, such as the likelihood equivalent BD metric (BDe).
Definition 28 (BDe metric) Given a BD metric, if the (hyper)parameters satisfy the following additional condition then the metric ensures likelihood equivalence and thus it is called the Bayesian
Dirichlet equivalence (BDe) metric [HG95].
0
= N 0 · p(Xi = k, Πi = πi,j |G0 ),
Ni,j,k

(E.6)

where G0 is a hypothetical Bayesian network structure encoding prior knowledge, and N 0 is a
free parameter called equivalent sample size (ESS), which is determined by the user.
2
0
In addition, a special uniform case of BDe was described by Buntine using the same value Ni,j∗
=
0
ri ·qi for all Ni,j,k hyperparamaters for a variable Xi [Bun91]. This variant was termed as "BDeu" by
Heckerman et al. [HG95].
Furthermore, there is an alternative variant called the Cooper-Herskovits (CH) prior, which uses
0
a fixed value of virtual sample size Ni,j,k
= 1 for all variables [CH92].
N0

E.3

Binary target assumption

This section provides an example for the relaxation of the binary target assumption in Section 5.2.1.
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Let us assume that the target has three possible values yi1 , yi2 , yi3 . However, the computation of
the odds ratio OR(X (1,0) , Y (yi1 ,yi2 ) ) requires only the samples in which Y = yi1 or Y = yi2 . Since
the odds ratio can be computed using only the required sample counts (d# ), the selected sample subset
D∗ ⊆ D can be considered as a data set with a binary target.

p(Y = yi1 |W = w1 , D)
=
p(Y = yi2 |W = w1 , D)
=
=

E.4

d# (Y =yi1 |W =w1 ,D)
d# (Y =yi1 |W =w1 ,D)+d# (Y =yi2 |W =w1 ,D)+d# (Y =yi3 |W =w1 ,D)
d# (Y =yi2 |W =w1 ,D)
d# (Y =yi1 |W =w1 ,D)+d# (Y =yi2 |W =w1 ,D)+d# (Y =yi3 |W =w1 ,D)

=

d# (Y =yi1 |W =w1 ,D∗ )
d# (Y =yi1 |W =w1 ,D∗ )+d# (Y =yi2 |W =w1 ,D∗ )
=
d# (Y =yi2 |W =w1 ,D∗ )
∗
∗
d# (Y =yi1 |W =w1 ,D )+d# (Y =yi2 |W =w1 ,D )
p(Y = yi1 |W = w1 , D∗ )
p(Y = yi1 |W = w1 , D∗ )
=
p(Y = yi2 |W = w1 , D∗ )
1 − p(Y = yi1 |W = w1 , D∗ )

Comparison of BDeu and CH prior based results

This section provides detailed results on the comparison of BDeu and CH non-informative priors
extending Section 5.3.
Tables E.1 and E.2 present performance measures for the basic case of the CH prior (VSS=1) and
the BDeu prior (ESS=1) respectively. In addition, Figure 5.2 compares sensitivity, specificity and area
under the ROC curve (AUC) measures for CH and BDeu priors given various sample sizes.
Data sets with 1000 or less samples can be considered as small sample size cases given the 115
observed variables, whereas the original data set containing 10000 samples can be considered as an
asymptotic (large sample) case. This categorization is based on the frequently used rule for adequate
sample size, that is the sample size should be an order of magnitude higher than the number of variables. Depending on the skewedness of the underlying probability distribution the practical limit can
be lower [Uen10].
Table E.1: Performance measures for CH prior (VSS=1) for various sample sizes. AUC refers to the
area under the ROC curve
Sample size
100
300
500
800
1000
2000
5000
10000

Sensitivity
0.33
0.53
0.67
0.60
0.53
0.87
1.00
1.00

Specificity
0.85
0.90
0.94
0.95
0.99
0.99
0.99
0.99

Accuracy
0.78
0.85
0.90
0.90
0.93
0.97
0.99
0.99

AUC
0.71
0.92
0.89
0.91
0.97
0.99
0.99
0.99

As shown in Table E.1, the case of 100 samples is definitely a small sample size scenario (using
the CH prior). The AUC score is relatively low (0.71), and only 33% of the relevant variables are
identified correctly. In case of 300 samples, approximately half of the relevant variables are found
(0.53), however the number of false positive results is relatively high indicated by a specificity score
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Table E.2: Performance measures for BDeu prior (ESS=1) for various sample sizes. AUC refers to the
area under the ROC curve.
Sample size
100
300
500
800
1000
2000
5000
10000

Sensitivity
0.07
0.13
0.27
0.40
0.47
0.80
0.87
0.93

Specificity
0.95
1.00
1.00
1.00
1.00
1.00
1.00
1.00

Accuracy
0.83
0.89
0.90
0.92
0.93
0.97
0.98
0.99

AUC
0.59
0.58
0.65
0.77
0.79
0.95
0.99
0.99

(true negative rate) of 0.9, i.e. the 10% of the originally non-relevant variables were found relevant.
Results corresponding to the 500 sample case are better with an acceptable specificity score (0.94) and
moderate sensitivity (0.67).
As the available sample size increases, the gradual increase of both the sensitivity and specificity
scores are expected. However, it is possible in case of interaction terms, which are not directly structurally relevant with respect to the target variable (see Section 3.5.1), that they get excluded from
the Markov blanket set of the target. For example, let us assume that Xi is an interaction term, and
it is jointly relevant with Xj with respect to Y . In addition, let us further assume that there is another variable Xk with similar dependency relationships as Xj . Furthermore, in the original Bayesian
network Xk is strongly relevant, whereas Xj is not. If Xj is removed from the Markov blanket set
(increase in specificity), then Xi will also be excluded (decrease in sensitivity) as long as Xk is not
included. All in all, increasing sample size does not necessarily mean that the posterior of each of the
relevant variables monotonously increase.
Straightforwardly, this affects performance measures resulting in non-monotonous behavior
which can be seen in Table E.1 and Figure 5.2. Examining the measures for data sets with 500, 800, and
1000 samples reveals that while specificity increases (from 0.94 to 0.99) as expected, the sensitivity
decreases (from 0.67 to 0.53). In case of 2000 samples, a relatively high sensitivity, and nearly perfect
specificity is achieved (0.87 and 0.99 respectively). The asymptotic cases of 5000 and 10000 samples
entail almost ideal AUC scores ≥ 0.99, having all strongly relevant variables identified correctly.
In case of the BDeu prior, results displayed in Table E.2 indicate that data sets containing less than
1000 samples entail insufficient performance in terms of sensitivity (0.07−0.47), accompanied by very
high specificity (0.95 − 1.00). Consequently, the AUC scores are low ranging between (0.59 − 0.79)
for data sets with sample size between 100 − 1000. An acceptable sensitivity (0.80) is only achieved
at 2000 samples, which increases to 0.87 and 0.93 for the last two data sets (5000 and 10000). On the
other hand, ideal specificity is reached at 300 samples, which means that no false positive results are
present at larger sample sizes.
In order to approximately characterize the MBM posterior distribution given various VSS settings,
the average of MBM posteriors was computed (for each VSS). Results shown in Figure E.1 indicate that
in case of high uncertainty, that is posteriors are relatively close to 0.5, the average is relatively high.
This is typical in small sample size cases when the data does not confirm either the relevance or the
irrelevance of each variable decisively. As larger data sets provide more evidence, the entailed MBM
posteriors are diversified. Highly relevant variables contribute the most to the average posterior since
their individual posterior gets close to 1. Due to the above discussed distortion effect of VSS, as VSS
increases, the posteriors are shifted towards the extremes. Consequently, the average posterior also
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changes depending on the ratio of relevant and irrelevant variables. In the current case the average
posterior increases, which can be seen in Figure E.1 given VSS≥ 1 and a sample size no less than
1000.

Figure E.1: Average of MBM posteriors in case of BDeu (left) and CH (right) priors for different sample
size and virtual sample size parameters. ESS denotes the equivalent sample size parameter for BDeu,
VSS denotes the virtual sample size parameter for CH. Results indicate that the average posterior is
lower in case of CH prior. Since the ratio of strongly relevant versus non-relevant variables is 1:10 in
the data set, a low average posterior is expected which represents adequate discrimination.

The validity of the MBM based approach and thus the necessity of Bayesian model averaging is
confirmed by the flatness, i.e. relative uniformity of the distribution over Markov blanket sets. The
posteriors of the ten highest ranking Markov blanket sets are displayed in Figure E.2. Even though the
CH prior performed well based on the evaluation of MBM posteriors in small and moderate sample
sized domains, the posterior of the MAP Markov blanket set was lower than 0.05 even given a data set
of 2000 samples. The posterior distribution of Markov blanket sets becomes peaked, i.e. skewed only
in the nearly asymptotic case of the complete data set. This indicates that without model averaging,
the selection of the MAP Markov blanket set would lead to inaccurate results. The aggregation of the
multivariate Markov blanket set posteriors into univariate Markov blanket membership posteriors
is a viable solution, which utilizes model averaging and provides more robust results [26]. Another
possible approach is to identify common elements of Markov blanket sets. This can be performed by
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a partial multivariate aggregation method which aims to find the most probable k-sized subsets of
Markov blanket sets [12].

Figure E.2: Posteriors of the ten highest ranking MBSs in case of BDeu (left) and CH (right) priors for
different sample sizes. Results indicate that in case of CH prior a larger sample entails a higher MAP
MBS posterior and a more peaked (less uniform) distribution. In case of BDeu such an effect is not
reflected by the results.

In contrast with the CH prior, the BDeu prior entails a posterior Markov blanket set distribution
which is relatively peaked for all sample sizes. The posteriors in case of BDeu prior are considerably
higher than in case of CH prior. However, this characteristic does not reflect the typically low sensitivity entailed by the BDeu, i.e. only few variables are correctly identified as relevant, thus there are
few relevant variables in these Markov blanket sets. These results also confirm the necessity to apply
some form of aggregation via Bayesian model averaging.

Appendix F

Systematic evaluation of Bayesian
relevance analysis
In this section the comparative evaluation of Bayesian relevance analysis with respect to other feature
subset selection methods is presented. The aim of the study was twofold: on one hand to investigate
the applicability of Bayesian relevance analysis in the field of genetic association studies (GAS), and on
the other hand to compare Bayesian relevance analysis with other feature subset selection methods.

F.1

Key features of Bayesian relevance analysis

Bayesian network based Bayesian multilevel analysis of relevance (BN-BMLA), referred to as Bayesian
relevance analysis in short, was proposed as a multivariate, systems-based modeling method for the
analysis of dependency relationships between variables [26], [25], [12]. The key feature of this method
is that it unifies the Bayesian statistical framework with the systems-based modeling capabilities of
Bayesian networks. Similar methods typically use only one of these components, either the Bayesian
statistical framework or the Bayesian network as a model class.
The structural properties of Bayesian networks allow the representation of relevance at various
abstraction levels: Markov blanket membership – model-based pairwise relevance, Markov blanket
set – relevance of variable sets, and Markov blanket graph – interaction model of relevant variables.
This systems-based approach towards identifying dependency relationships of variables were utilized
by several methods. Friedman et al. applied a bootstrap framework to provide confidence measures
for structural properties such as compelled edges and Markov blanket memberships [FGW99]. Then,
subgraphs of Bayesian networks were investigated in a bootstrap framework by Pe’er et al. [Pee+01].
Bayesian network based modeling became popular in the field of genetic association studies due to
its capabilities which resulted in several applications [VSW06; JBV10; Xin+11; MSL12], [8].
The Bayesian statistical framework provides a normative model-based combination of prior
knowledge and available data, and has a direct semantics, i.e. the result of Bayesian inference is a posterior probability related to the investigated model or model property entailed by model-averaging.
Therefore, the Bayesian approach provides a built-in automatic correction for multiple testing. Posteriors are affected by model complexity and sample size, as both may induce a ‘flattening effect’, i.e.
posterior probability values become more uniform. An increase of model complexity means there are
more variables to investigate for which the same data set may not be sufficient (see Section 3.5.2.3).
Data insufficiency results in higher uncertainty, e.g. the posteriors of relevant and non-relevant variables are less different from each other, which can be considered as a form of Bayesian correction.
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There are several methods which apply a conditional approach within a Bayesian statistical framework, utilizing various model classes such as logistic regression or multilayer perceptrons [Ant+03;
KR05; Bal06; PB08; PH07; SB09]. Such Bayesian conditional methods are capable of multivariate analysis, and able to model conditional relevance and interactions. However, Bayesian network based
methods provide additional advantages such as:
1. Independence map and causal structure. Graphical representation for the dependence structure,
i.e. dependency relationships of variables, and for causal relations of variables (if conditions of
causal interpretation are fulfilled) [Pea00; GC99].
2. Strong relevance measure. Structural properties provide clear semantics for the explicit, faithful
representation of strongly relevant relationships (see Section 3.1) .
3. Structure posterior. Structure learning bypasses the parametrization layer because parameters
can be analytically marginalized in case of complete data.
4. Multiple targets. Structural properties related to multiple targets can be jointly investigated
[12].
Since the comparative study aimed the investigation of applicable FSS methods for the analysis of
genetic association studies, the appropriate handling of multiple testing, and modeling dependency
relationships were key properties. The multiple testing problem arises due to the large number of
analyzed genetic variables in GAS. In addition, the detailed modeling of dependency patterns is essential in case of GAS related to multi-factorial diseases, because instead of variables with large main
effects with respect to the target, the joint effect of several variables is expected, i.e. several relevant
variables with weak main effects, and interactions. Based on the capabilities of Bayesian relevance
analysis, it can be considered a priori as an adequate choice for the task of GAS analysis.

F.2

Experimental setup

The evaluation of methods was based on the results gained from the analysis of a semi-artificial data
set generated in a two step process relying on a real-world GAS study of a multi factorial disease [27].
First, a Bayesian network model BN(G, θ) was learned from the real-world GAS data, including both
the structure G and a corresponding parameterization θ. Second, based on the learned model a data
set was generated using random sampling. The resulting semi-artificial data set closely resembled a
real data set, while possessing a reference model which can be used to evaluate the applied analysis
methods. The data set consisted of 5000 samples, a single binary target variable and 113 discrete,
binary or ternary genetic variables which corresponded to single nucleotide polymorphisms (SNPs)
of the real data set.
The aim of the analysis was to identify all strongly relevant variables with respect to the target variable, i.e. the members of the Markov blanket set of the target variable. The corresponding
Markov blanket graph, which is referred to as the reference model, consisted of 11 genetic variables
(SNPs). Figure F.1 displays the corresponding Markov blanket graph, showing the relevant variables
and their dependency relationship types (see Section 3.5.1). Among the relevant SNPs 5 are in a direct
relationship with the target, 4 variables are children of the target: SNP11, SNP23, SNP64, SNP109, and
1 variable is a parent: SNP110. Note that variables in a child position are all part of V-structures, i.e.
multivariate dependency relationships, and therefore a strict causal interpretation is not applicable.
The other 6 variables are also parts of v-structures, but as interaction terms: SNP17, SNP27, SNP61,
SNP69, SNP81, SNP85. The essential difference between interaction terms and other variables in direct
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relationships as children of the target is, that the former cannot be detected by univariate methods as
they have no main effect on the target.

Figure F.1: Markov blanket of the reference model containing all relevant SNPs.

The performance of the methods was evaluated by comparing the set of variables found relevant
against the known relevant variables of the reference model. In addition, data sufficiency was also
investigated, i.e. the required adequate sample size for producing acceptable results. Therefore, measurements were performed on data sets with sample sizes 500, 1000 and 5000, where smaller data sets
were subsets of the original data.
Bayesian relevance analysis was applied with default settings, that is uniform prior over structures
and a Cooper-Herskovits type of Bayesian Dirichlet parameter prior VSS=1 (see Section E.2). In addition, a model complexity constraint limiting the maximum number of incoming arcs to a node (i.e.
the size of the parental set) was applied. Regarding the MCMC sampling process, the probability of
applying the DAG operators in the proposal distribution was uniform, the burn-in length and the
sample collection interval was set to 106 and 5 × 106 steps respectively (see Section 3.6.1).
Note that this MCMC simulation length was found to be sufficient in most scenarios with a model
containing approximately 100 variables [7]. MCMC simulation convergence with respect to the estimated posteriors was validated by appropriate Geweke Z-scores and Gelman-Rubin R-scores (≤ 0.1
and ≤ 1.1, respectively) and acceptable confidence intervals (≤ 0.1) [8].

F.3

Investigated methods

Aside from Bayesian relevance analysis two groups of feature subset selection methods were examined which are capable of analyzing case-control type genetic association studies. Analysis
methods dedicated explicitly to GAS analysis formed the first group (SNPassoc [Gon+07], PowerMarker [LM05], SNPMStat [LHH08], BIMBAM [SS07], BEAM [ZL07]), and general purpose feature subset selection methods that can be applied for GAS analysis formed the second (Causal Explorer [ATS03], MDR [Moo+06]). In the following paragraphs a brief description is given for each
method used in the comparative study [27]. The examined dedicated GAS tools included:
• SNPassoc 1.5.8: SNPassoc is an R package designed for the analysis of whole genome association
studies. It applies various generalized linear models depending on the selected genetic inher-
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itance model to identify SNPs (and their interactions) that are in association with the target
variable [Gon+07].
• Powermarker 3.25 : The PowerMarker consists of a set of statistical methods for SNP data analysis. It also provides statistical tools for population genetic analysis [LM05].
• SNPMStat 3.1: SNPMStat is an association analysis tool for case-control studies, providing association tests, odds ratios, standard error estimates, and Armitage trend tests [LHH08].
• BIMBAM: Bayesian IMputation-Based Association Mapping 0.99: The BIMBAM method computes Bayes factors for each SNP, and multivariate Bayes factors for sets of SNPs relying on a
linear or logistic regression of the target variable [SS07].
• BEAM: Bayesian Epistasis Association Mapping 1.0: This method applies a Bayesian partitioning
model to select sets of SNPs and computes the posterior probability of being associated with the
target variable by a Markov chain Monte Carlo method. Possible interactions between variables
are taken into consideration [ZL07].
In addition, general purpose feature subset selection tools that are applicable in the GAS context
were also investigated:
• Causal Explorer 1.4: Causal Explorer consists of causal discovery algorithms implemented in
MatLab. The provided algorithms such as HITON and IAMB are based on Bayesian network
learning theory, and can be used for variable selection [ATS03].
• MDR: Multifactor Dimensionality Reduction 2.0.7: MDR is a general data mining method, which
can be applied to detect associations and nonlinear interactions between discrete genetic and
environmental variables. The analysis tool includes additional feature selection algorithms to
allow the prefiltering of variables [Moo+06].

F.4

Experimental results

The semi-artificial data set (5000 samples) and its subsets (500 and 1000 samples) were analyzed by
all the previously described methods (in Section F.3). In case of methods with several possible parameter settings, multiple options were investigated apart from the default. The applied settings are
indicated for such methods. Each method produced a result set utilizing a method specific measure
(e.g. posterior probabilities, p-values, Bayes factors). Based on these results variables were classified
either as relevant or non-relevant (according to method specific guidelines). Thereafter, results were
compared with the reference model (see Figure F.1), and corresponding performance measures were
computed, such as sensitivity, specificity, and accuracy, as these were applicable for all methods.
Sensitivity values (for identifying relevant variables) are displayed in Figure F.2 for all dedicated
GAS methods. Apart from overall sensitivity, sensitivity values related to relevance subtypes such as
direct relationships and interactions are also presented.
In addition, accuracy of dedicated GAS methods for various sample sizes are shown in Figure F.3.
Results indicate that direct relationships were identified correctly by most dedicated GAS methods, whereas interactions were not detected. The latter is expected, since that requires a multivariate analysis of dependencies which is only supported by BEAM among the dedicated GAS methods.
However, BEAM provided unconvincing results as the posteriors for SNP interaction terms were considerably lower than that of SNPs in direct relationships (using 5 chains, 106 and 5 ∗ 106 steps for
burn-in and length respectively), which contrasts the reference model. Furthermore, the difference
between sensitivity given 5000 samples and lower sample sizes (for all methods) seen on Figure F.2 is
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Figure F.2: The performance of dedicated GAS tools: Sensitivity for selecting relevant variables. The
figure indicates the sensitivity for identifying all associations, and the two main subtypes separately,
i.e. direct relationships and interactions using data sets consisting of 500, 1000 and 5000 samples.
Methods are denoted as follows: PMarker - PowerMarker, MSTAT - SNPMStat, ASSOC-L - SNPAssoc
using a log-additive inheritance model, ASSOC-D - SNPAssoc using a dominant inheritance model.

due to SNP110 which corresponds to a SNP with a rare minor allele, and can only be identified from
the complete data set. The dominantly univariate approach of dedicated GAS tools is acceptable if
the goal is to identify only the most relevant SNPs. This can be practical in case of the analysis of
genome-wide association studies (involving 103 −106 SNPs ) to mark regions for further investigation,
or in case of single locus diseases, i.e. the disease is caused by a single mutation. However, in case of
multifactorial diseases the multivariate analysis is indispensable in order to investigate the complex
dependency patterns of genetic and environmental factors. Therefore, in such cases the univariate
approach is inadequate.
General purpose feature subset selection methods, on the other hand, possess multivariate variable analysis capabilities by default. Sensitivity and accuracy measures of FSS methods are shown in
Figure F.4 and Figure F.5 respectively.
As expected, most of the examined FSS tools identified the interactions correctly, and thus providing a better overall performance than dedicated GAS tools.
The sensitivity, specificity and accuracy measures of the top five methods are displayed in Table F.1
given the complete data set. Specificity values indicate that the occurrence of false positive results
is relatively low among the five best performing methods. Regarding sensitivity, however, there are
remarkable differences which influenced accuracy values accordingly.
The best overall performance was achieved by Bayesian relevance analysis, followed by the HITON algorithm (Causal explorer) with various parameter settings. The next position was taken by
MDR using filter methods ReliefF and TurF. The InterIAMB and Koller-Sahami algorithms (both be-
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Figure F.3: Accuracy of dedicated GAS tools. The figure indicates the accuracy of identifying all
associations, using data sets consisting of 500, 1000 and 5000 samples. Methods are denoted as follows:
PMarker - PowerMarker, MSTAT - SNPMStat, ASSOC-L - SNPAssoc using a log-additive inheritance
model, ASSOC-D - SNPAssoc using a dominant inheritance model.

Figure F.4: The performance of general purpose FSS tools: Sensitivity for selecting relevant variables.
The suffixes for the methods are as follows: G2 - based on G2 statistic, MI - based on mutual information, Kn - uses a local test set size of n. Note that Turf, Relief, Chi and Odds denote filters used for
variable selection with MDR.

ing part Causal explorer) provided moderate performance due to low sensitivity. Other non-listed FSS
methods identified only a fraction of interactions, and failed to identify even some direct associations.
In summary, the presented results indicate that general purpose FSS tools can be applied for GAS
analysis, and may even provide more sophisticated methods for the analysis of the genetic background
of multifactorial diseases than dedicated GAS tools, particularly for detecting interactions.
Results have confirmed that Bayesian relevance analysis is an appropriate FSS method that is
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Figure F.5: Accuracy of general purpose FSS tools. The suffixes for the methods are the same as in
Figure F.4.

Table F.1: Sensitivity, specificity and accuracy of the five best performing methods with different
parameter settings. The listed methods include BMLA-MBM - Bayesian relevance analysis (Markov
blanket membership posteriors), HITON-MB - with G2 statistic and a varying local test set size k,
MDR - with TurF and RelieF as two pre-filters, interIAMB - based on mutual information (MI), and
the Koller-Sahami algorithm (KS).
Method
BMLA-MBM
HITON-MB (G2, k=1)
HITON-MB (G2, k=2)
HITON-MB (G2, k=3)
MDR-TurF
MDR-Relief
KS (k=3)
interIAMB (MI)

Sensitivity
1
0.7692
0.7692
0.6923
0.6154
0.5385
0.4615
0.4615

Specificity
0.99
0.98
0.99
0.99
0.97
0.96
0.97
0.96

Accuracy
0.9912
0.9558
0.9646
0.9558
0.9292
0.9115
0.9115
0.9027

capable of identifying relevant variables successfully. In terms of performance measures it provided
superior results compared to most examined methods. Furthermore, results have shown that Bayesian
relevance analysis is applicable for the analysis of genetic association studies. In cases where a
systems-based approach is required to explore the dependency relationships of variables, Bayesian
relevance analysis is proven to be an adequate choice.
A limitation of Bayesian relevance analysis and similar complex FSS methods is their high computational cost. A possible option is to apply preliminary filtering methods similarly to MDR.

F.5

Additional results

The posterior probabilities for strong relevance, i.e. posteriors of Markov blanket membership with
respect to the target, provide a model-based univariate measure for structural relevance, and therefore
are sufficient to identify the relevant variables. However, based on such posteriors alone the relevance
types cannot be determined, that is whether variables are in a direct relationship with the target or
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are parts of an interaction pattern.
Although in the examined case MBM based results are sufficient to successfully identify the relevant interaction terms of the target variable, however, in several real-world domains a broader, multivariate analysis is required (e.g. for the discovery of gene-gene interactions) such as the investigation
of MBS properties. Note that MBM probabilities are normatively model-based, despite being pairwise
descriptors, since they are generated by Bayesian model averaging.
Table F.2 displays the sensitivity, specificity and the accuracy of the 10 most probable MBSs for
data set with 500, 1000 and 5000 samples. Note that even in the case of 500 samples the sensitivity of
the top MBSs is close to 1.
Table F.2: Sensitivity, specificity and accuracy of the ten most probable MBSs.
Top10 MBS
MBS-1
MBS-2
MBS-3
MBS-4
MBS-5
MBS-6
MBS-7
MBS-8
MBS-9
MBS-10

500 samples
Sens. Spec.
0.909 0.720
0.909 0.790
1.000 0.780
0.909 0.730
1.000 0.760
1.000 0.780
1.000 0.770
1.000 0.770
0.909 0.810
0.909 0.770

Acc.
0.739
0.802
0.802
0.748
0.784
0.802
0.793
0.793
0.820
0.784

1000 samples
Sens. Spec.
1.000 0.990
1.000 0.980
1.000 0.980
1.000 0.980
0.909 0.980
1.000 0.970
1.000 0.970
0.909 0.970
1.000 1.000
1.000 0.980

Acc.
0.991
0.982
0.982
0.982
0.973
0.973
0.973
0.964
1.000
0.982

5000 samples
Sens. Spec.
1.000 0.970
1.000 0.980
1.000 0.960
1.000 0.960
1.000 0.960
1.000 0.960
1.000 0.950
1.000 0.970
1.000 0.970
1.000 0.980

Acc
0.973
0.982
0.964
0.964
0.964
0.964
0.955
0.973
0.973
0.982

In terms of MBS posteriors, in the case of 500 samples, there are hundreds or thousands of MBSs
with low posteriors, i.e. the posterior curve seen on Figure F.6 is flat. The posteriors for data sets
with 1000 and 5000 samples are more peaked, but there are still numerous MBSs with relatively high
posteriors. Although MBSs provide a perfect multivariate view of the examined domain, their cardinality is exponential, therefore their sufficient sample size is larger than that of MBMs (which have
linear cardinality). This is the cause of the phenomenon, that the posteriors for MBS properties are
relatively flat compared to posteriors for MBM properties (average posterior for members: 0.9834 and
non-members: 0.0109). Note that there is also an intermediate level between MBMs and MBSs, the
so called k-MBS property with scalable polynomial cardinality, which was designed especially to be
able to select a posterior with appropriate peakedness (for details see [12]).

Figure F.6: MBS posteriors for data sets of 500, 1000 and 5000 samples.

Appendix G

Application considerations for
Bayesian relevance analysis
G.1

Pre-analysis steps

This section provides additional information on the pre-analysis steps described in Section 6.3.1.

G.1.1

Filtering

The first step is to handle missing data, which may occur due to various factors such as measurement
errors, sample quality issues or data non-availability [22]. In most practical cases the complete removal of all samples containing missing cells is not a viable option. Similarly, from the perspective of
variables, the removal of a variable from the data set due to missing values in some of the samples,
is not a preferred choice. In a more sophisticated approach to handle missing data we can define
thresholds for the acceptable missing rate per sample (MRS) and the acceptable missing rate per variable (MRV) and apply filtering accordingly [7]. This means that variables and samples not fulfilling
the MRV and MRS criterion respectively should be removed, i.e. if a sample (row of the data set) or
a variable (column of the data set) contains more missing cells than the MRS or the MRV threshold
respectively then it is deleted from the data. The remaining missing values are subsequently imputed.
There can be various strategies of applying sample and variable filtering depending on the available sample size and the overall missing rate. In a sample size sensitive scenario1 an iterative approach
can be adopted which applies alternating steps of variable and sample filtering with decreasing MRS
and MRV thresholds. In case of adequate sample size a more simple approach can be utilized, which
consists of the following steps:
1. Discard completely or almost completely missing variables (MRV> 95%).
2. Remove variables with a variability lower than the predefined threshold (e.g. 1%).
3. Discard low quality samples with a high rate of missing cells (e.g. MRS> 50%).
4. Apply variable filtering, i.e. remove variables with a missing rate exceeding the predefined
MRV.
5. Apply sample filtering, i.e. remove samples with a missing rate exceeding the predefined MRS.
6. Remove variables with a dissimilarity lower than the predefined threshold (e.g. 1%).
1

The sample size is low with respect to the number of variables, and the aim is to retain as much samples as possible.
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In case of a large data set with high quality samples a strict MRS threshold is recommended such
as MRS: 5 − 10%. In more typical cases (with moderate quality and adequate sample size), a more
permissive threshold can be applied, e.g. MRS: 10 − 20%. Although, in cases with a low sample size
with respect to the number of variables the MRS can be defined as high as 50% [7].
Similarly, MRV can be defined taking the available sample size into consideration and additionally
the importance of various variables should also be considered. The thresholds of 5%, 10%, and 20%
can be termed as strict, average and permissive thresholds for MRV respectively [7].
In case of GAS data consisting of SNPs, the additional step of testing the Hardy-Weinberg equilibrium (HWE) is required [WCA05], [24]. SNPs failing the test, i.e. having a significant p-value for the
test of disequilibrium in controls, should be removed, because this indicates sampling bias or other
measurement error. The HWE tests should be performed before discarding samples, furthermore an
additional set of tests could be performed on the completed data.

G.1.2

Imputation

Following the transformation steps, the data set can be further processed by imputation methods. The
imputation of missing values is necessary for most multivariate statistical analysis methods since they
require a complete data set, i.e. containing no missing values. Although the statistical method may
have an integrated component handling missing values, typically the imputation is performed by specific imputation tools offering various imputation methods. In case of Bayesian network learning there
are several approaches to handle missing values, such as the well-known Expectation-Maximization
(EM) algorithm which allows the learning of statistical models from incomplete data [Fri98]. It is
also possible to utilize the Markov blanket of the variable with missing values, i.e. values of variables
within the Markov blanket, to facilitate imputation [Rig06]. Additional Bayesian network related
imputation methods include the data augmentation method [TW87] and the bound and collapse algorithm [SR00]. In addition, there are SNP specific imputation methods such as IMPUTE [Mar+07]
which can be applied in case of GAS data.
Note that in most cases the imputation methods assume that the missing occurs at random. This
assumption is called Missing at random (MAR) which means that the probability of missing may only
depend on other observable variables [Gel+95]. If this assumption is not applicable due to known
circumstances, e.g. systematic missing of values, then additional steps are required to ensure proper
imputation.

G.1.3

Discretization and variable transformation

Apart from the completeness of the data, the discrete variable condition also has to be satisfied. This
means that all non-discrete variables have to be discretized, i.e. the possible values of a variable are
sorted into groups called bins, and each original value is replaced by the bin label. This binning
process can be driven by prior knowledge leading to customized rules, or it can be performed by simple methods such as equal-width binning [HKP11]. In addition, Bayesian network based discretizing
methods can also be applied [FG96a]. In case of GAS data genetic variables are typically discretized
by the measurement method prior to analysis, other variables however, such as quantitative phenotypes, clinical and environmental variables need to be investigated. The default approach is that such
auxiliary variables are not imputed, therefore the discretization step is not preceded by an imputation
step (regarding such variables). On the other hand, if imputation is acceptable for such variables then
the discretization step should precede the imputation step.
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Target variables, which serve as focuses for relevance analysis, cannot be imputed, therefore samples missing corresponding values should be discarded. In case of most multivariate analysis methods
the joint analysis of several target variables is possible only if a composite variable is created by variable transformation. In case of GAS analysis, clustering and dimensionality reduction methods such
as principal component analysis are frequently applied for the transformation of target phenotype
variables [Zha+12]. Bayesian relevance analysis on the other hand, allows a joint analysis without
the transformation of target variables [12].
Note that there are further aggregation and transformation options of variables, for example in
case of SNP variables a haplotype reconstruction can also be performed to enable a relevance analysis
on a different abstraction level [24], [7].

G.2

Recommendations regarding priors and settings

This section provides details on recommended priors and settings described in Section 6.3.1.

G.2.1

Hard structure prior

A hard structure prior limits model complexity by posing a constraint on the maximum number of
incoming edges, i.e. the maximum size of the parental set each node may have. This limit should be
defined depending on the sample size and the number of variables. In cases where the sample size is
relatively small compared to the number of variables a low threshold such as 2 or 3 should be selected
[7]. Depending on the results, an iterative approach can be applied which increases the threshold in
each iteration followed by the evaluation of the confidence interval of posteriors. In addition, if the
expected model complexity of the domain is low, then this presumption can also be reflected in a low
threshold.

G.2.2

Soft structure prior

Available domain specific knowledge can be used to create a priori structural properties. This can be
implemented in multiple ways, for example connections between selected variables can be favored, or
even local subgraphs can be predefined. A less direct approach is to define a uniform prior probability
for all parental sets with a size below a predefined threshold [CH92], or alternatively to define a
uniform probability over set sizes and a corresponding uniform probability for sets having the same
size [FK03]. However, in most practical scenarios no such a priori knowledge is available or it cannot
be directly applied. In such cases a uniform structure prior has to be used. Even then, a prior edge
probability can be defined reflecting the expected number of relevant variables. For example, in case
of a CGAS analysis a relatively large prior edge probability (0.1) can be selected, especially if it is a
follow-up study investigating mostly such SNPs that were found relevant in previous studies [7].

G.2.3

Parameter prior

The parameter prior influences the likelihood score in Bayesian learning (see Section E.1). The generally applied Bayesian Dirichlet prior allows the setting of the required strength of evidence in the data
via its virtual sample size parameter (see Section E.2). This means that learning with a large virtual
sample size requires strong evidence for a dependency relationship to be learned. For GAS domains
that consist of dependency relationships with weak or moderate effect size the application of CooperHerskovits prior is recommended (see Section 5.3). This particular prior subtype is also preferred in
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case of relatively small or moderate sample size with respect to the number of variables. The BDeu
prior subtype should preferably be used for asymptotically large data sets with strong dependency
relationships [7].

G.2.4

Additional settings

The burn-in and simulation length parameter (see Section 3.6.1) of the MCMC sampling process applied by Bayesian relevance analysis depends on similar factors as the priors: model complexity, sample size, and the strength of dependency relationships. Furthermore, priors also influence the MCMC
sampling by imposing constraints on the search space of DAGs. However, the sufficient length for
burn-in and sampling cannot be determined analytically, and thus the MCMC sampling process has
to rely on convergence diagnostics (see Section 3.6.1). Experimental results indicate that a burn-in
and sample collection length of 106 and 5 × 106 steps respectively is sufficient in practical cases with
less than 100 variables [8].

Appendix H

Details on GAS analyses
H.1

Rheumatoid arthritis case study

This section provides details on the analysis and results of the rheumatoid arthritis GAS described in
Section 6.4.1.

H.1.1

Background

The collection of biological samples, wet-lab measurements, and genotyping (i.e. the identification of
genetic factors) were carried out by SE-DGCI research personnel. Statistical analysis and evaluation
was performed by BME-MIT researchers.
The study population comprised of 167 RA patients and 302 healthy controls in which the following SNPs were investigated: KLOTHO1 G-395A (rs1207568), KLOTHO2 C1818T (rs564481), GUSB1
(rs709607), GUSB2 (rs906134), GUSB3 (rs9530), GUSB4 (rs12538430) and GUSB5 (rs1880556). In addition, several clinical parameters were recorded such as disease activity score (Activity), C-reactive
protein (CRP) level, rheumatoid factor (RF), erythrocyte sedimentation rate (WE), age of disease onset
(Onset), blood pressure, presence of hypertension (Hypertension), levels of serum cholesterol (Cholesterol), triglyceride (Triglyceride), uric acid (Uricacid), fasting blood sugar (Blood sugar). Bayesian relevance analysis was performed on three data sets: (1) the ‘RA-G’ data set containing only genetic
variables, the (2) ‘RA-CG’ data set containing two additional clinical variables: “Activity” (indicating disease severity) and “Onset” (disease onset), and the (3) RA-CLI data set comprising of only RA
patients with all the measured clinical and genetic variables.

H.1.2

Basic analysis

The basic relevance analysis provided posterior probabilities for strong relevance with respect to RA,
i.e. posterior probability of Markov blanket membership with RA as target. The univariate posteriors
are shown in Table H.1. According to the Bayesian principle there is no strict threshold for relevance,
although a soft categorization can be applied. A posterior in the interval of [1, 0.9], (0.9, 0.7], or
(0.7, 0.5] can be considered as highly relevant, relevant or moderately relevant respectively. Posteriors between (0.5, 0.3] can also be taken into account in some cases, e.g. in studies with data sufficiency
issues.
According to the results GUSB3 and GUSB5 SNPs are highly relevant in case of the RA-G
data set (the posterior is 1 for both SNPs), and moderately relevant given the RA-CG data set
(p(MBM(GUSB3,RA)= 0.5597), p(MBM(GUSB5,RA)= 0.5628)). In addition, GUSB2 can be consid137

APPENDIX H. DETAILS ON GAS ANALYSES

138

Table H.1: Strong relevance posteriors of genetic and clinical variables of the RA-G and RA-CG data
set. P-MBM denotes Markov blanket membership posterior probabilities with respect to RA (disease
indicator). N/A stands for not applicable, indicating that clinical variables (disease) Activity and Onset
are not included in the RA-G data set.
Variable
GUSB1
GUSB2
GUSB3
GUSB4
GUSB5
KLOTHO1
KLOTHO2
Gender
Activity
Onset

P-MBM
RA-G RA-CG
0.2032 0.1412
0.8795 0.6904
1.0000 0.5597
0.0038 0.0008
1.0000 0.5628
0.0399 0.0352
0.0977 0.0811
0.5473 0.5249
N/A
0.9585
N/A
0.9000

ered relevant with posteriors 0.8795 and 0.6904 for data sets RA-G and RA-CG respectively. Gender
is moderately relevant in both cases (0.5473 and 0.5249).
Furthermore, clinical variables “Activity” and “Onset” are highly relevant in the RA-CG case with
posteriors 0.9585 and 0.9 respectively. This is in line with expectations as both variables are related to
the target variable RA (disease indicator). The reason for including these variables in the data set was
to investigate whether they mediate the relationship between genetic variables and RA. Based on these
model-base univariate posteriors we may only conclude that “Activity” and “Onset” clinical variables
have a push out effect on genetic variables, i.e. if these clinical variables are members of the Markov
blanket set of RA, then GUSB variables are less likely to be members as well. The straightforward
result of this effect is a decrease of posteriors in case of GUSB variables. This phenomenon can be
problematic in domains where phenotype descriptors and clinical variables have a significantly larger
effect on the target variable than genetic variables, because it may lead to negligible posteriors for the
latter.
Table H.2: Strong relevance posteriors of genetic and clinical variables of the RA-CLI data set. P-MBM
denotes Markov blanket membership posterior probabilities with respect to the age of disease onset.
WE and CRP refer to erythrocyte sedimentation rate and C-reactive protein level respectively.
Variable
GUSB1
GUSB2
GUSB3
GUSB4
GUSB5
KLOTHO1
KLOTHO2
Gender
Activity

P-MBM
0.0758
0.0326
0.8473
0.1024
0.0153
0.0729
0.0542
0.2641
0.1672

Variable
Blood pressure
Blood sugar
Cholesterol
CRP
Hypertension
Rheumatoid factor
Triglyceride
Uric acid
WE

P-MBM
0.1112
0.3097
0.5529
0.1293
0.9965
0.0325
0.2991
0.1316
0.7925
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Among RA patients represented by the RA-CLI data set (see Table H.2) GUSB3 (with a posterior
for strong relevance of 0.8473) was the only relevant SNP with respect to the age of disease onset. In
addition, multiple clinical factors were found relevant to some extent. The variables with the highest
posterior value were Hypertension (0.9965) and erythrocyte sedimentation rate -WE (0.7925).
The multivariate aspect of strong relevance was also investigated by evaluating Markov blanket
set posteriors. In case of RA-G data set Table H.3 shows the top 10 Markov blanket set having the
highest posterior probabilities. The maximum a posteriori set consist of variables GUSB2, GUSB3,
GUSB5 and Gender (p(MBS-1(RA))= 0.3075), whereas the second most probable set contains the
same SNPs but excludes Gender (p(MBS-2(RA))= 0.2914). Since the RA-G domain has an adequate
sample size given a moderate model complexity, the distribution of Markov blanket set probabilities
is relatively peaked, i.e. the two highest Markov blanket set posteriors represent ∼ 60% of the whole
distribution.
Table H.3: Posterior probability of the 10 most probable Markov blanket sets for the RA-G data set.
P-MBS denotes Markov blanket set posterior probability with respect to the target variable RA.
Rank
MBS-1
MBS-2
MBS-3
MBS-4
MBS-5
MBS-6
MBS-7
MBS-8
MBS-9
MBS-10

P-MBS
0.3075
0.2914
0.0891
0.0766
0.0577
0.0505
0.0296
0.0149
0.0128
0.0115

Members
[GUSB2,GUSB3,GUSB5,Gender]
[GUSB2,GUSB3,GUSB5]
[GUSB1,GUSB2,GUSB3,GUSB5]
[GUSB1,GUSB2,GUSB3,GUSB5,Gender]
[GUSB3,GUSB5,Gender]
[KLOTHO2,GUSB2,GUSB3,GUSB5,Gender]
[GUSB3,GUSB5]
[KLOTHO2,GUSB2,GUSB3,GUSB5]
[KLOTHO2,GUSB1,GUSB2,GUSB3,GUSB5,Gender]
[KLOTHO1,GUSB2,GUSB3,GUSB5,Gender]

In case of the RA-CG data set the results (see Table H.4) are similar in the sense that there are two
Markov blanket sets which are more probable than the others (with posteriors 0.1233 and 0.1163)
containing elements GUSB2, GUSB3, GUSB5, Onset, Activity. The MAP set includes Gender in addition.
The distribution of Markov blanket sets is less peaked (compared to that of RA-G) which is expected
as there are more variables given the same sample size.
Furthermore, the RA-CLI data set contains twice as much variables and less samples than RA-CG,
therefore the corresponding distribution of Markov blanket sets is considerably flatter. The posterior
of the MAP Markov blanket set is less than 0.075. Figure H.1 shows the probability distribution of
the 20 most probable Markov blanket sets for the three data sets: RA-G, RA-CG, RA-CLI. The curves
indicate that as data sufficiency decreases (RA-GRA-CGRA-CLI) the distribution becomes more
flat, which means that the MAP value becomes lower and the steepness of the curve diminishes.

H.1.3

Extended analysis

The presented results confirm the necessity of model averaging. Due to the relatively low number
of variables in case of the RA-G and RA-CG data sets, the univariate aggregation of Markov blanket
set posteriors, which leads to strong relevance posteriors, is adequate. Another option is the partial
aggregation of Markov blanket set posteriors by identifying relevant subsets which is especially useful
in complex domains containing a large number of variables. There are several techniques that allow
the visualization and exploration of such multivariate measures [7], one such option is a dendogram

APPENDIX H. DETAILS ON GAS ANALYSES

140

Table H.4: Posterior probability of the 10 most probable Markov blanket sets for the RA-CG data set.
P-MBS denotes Markov blanket set posterior probability with respect to the target variable RA.
Rank
MBS-1
MBS-2
MBS-3
MBS-4
MBS-5
MBS-6
MBS-7
MBS-8
MBS-9
MBS-10

P-MBS
0.1233
0.1163
0.0915
0.0890
0.0643
0.0588
0.0584
0.0516
0.0286
0.0276

Members
[GUSB2,GUSB3,GUSB5,Gender,Onset,Activity]
[GUSB2,GUSB3,GUSB5,Onset,Activity]
[GUSB2,Gender,Onset,Activity]
[GUSB2,Onset,Activity]
[GUSB3,GUSB5,Onset,Activity]
[Onset,Activity]
[GUSB3,GUSB5,Gender,Onset,Activity]
[Gender,Onset,Activity]
[GUSB1,GUSB2,GUSB3,GUSB5,Onset,Activity]
[GUSB1,GUSB2,GUSB3,GUSB5,Gender,Onset,Activity]

Figure H.1: Posterior probability distribution of Markov blanket sets for the RA-G, RA-CG and RACLI data sets. The horizontal axis shows Markov blanket sets ranked according to their posterior
probability. Only the 20 most probable Markov blanket sets are displayed. The peakedness of the
posterior distribution of Markov blanket sets is the highest in case of the RA-G data set. As the
data sufficiency decreases (RA-G  RA-CG  RA-CLI), which is entailed by an increasing number of
variables and a decreasing number of samples, the posterior distribution becomes flatter in case of
the RA-CG and RA-CLI data sets.

chart in which each node represents a Markov blanket subset with a size equaling the level of the
node, i.e. the length of the path from the root (plus the size of the root node if it is not empty).
Figure H.2 displays a dendogram chart for the relevant subsets of variables with respect to the
target variable RA given the RA-G data set. The root node contains GUSB3 and GUSB5 since they
have a posterior of 1.0 and thus they are part of all Markov blanket sets. The node with the highest
probability on the subsequent level is GUSB2 with posterior 0.8795 which means that the represented
subset is [GUSB3, GUSB5, GUSB2] and its posterior is 0.8795. Continuing on the uppermost path
leads to the subset [GUSB3, GUSB5, GUSB2, Gender] with a posterior of 0.4678. Note that this value
is higher than the actual MAP Markov blanket set which consists of these variables since there are
others which also contain these variables as a subset.
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Figure H.2: Dendogram chart for the relevant subsets of Markov blanket sets with respect to the target
variable RA given the RA-G data set. According to the dendogram, variables GUSB3 and GUSB5 are
part of all probable subsets, and GUSB2 is part of most of the probable subsets.

In case of the RA-CLI data set, the partial multivariate aggregation, i.e. identifying relevant subsets
of Markov blanket sets is more practical than in the previous cases of RA-G and RA-CG, as there are
considerably more variables in this domain. Figure H.3 shows the dendogram chart of relevant subsets
of variables which has an empty set as a root indicating that there is no single variable or a subset that
is part of every other subset. The most relevant subsets of size 1, 2 and 3 are [Hypertension] (0.9965),
[Hypertension, GUSB3] (0.8443), and [Hypertension, GUSB3, WE] (0.7741).

Figure H.3: Dendogram chart for the relevant subsets of Markov blanket sets with respect to the
target variable Onset (age of disease onset) given the RA-CLI data set. According to the dendogram,
Hypertension is part of most of the probable sets, followed by variables GUSB3 and WE as second and
third most frequent members of probable sets.
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Although the dendogram allows to identify relevant subsets of an arbitrary size, it does not provide
information on whether the variables in a subset are relevant individually or whether there is an
interaction between them. This aspect can be explored by applying an interaction-redundancy score
(see Section 3.6.2 and [12]). Figure H.4 shows the interactions of variables with strong relevance
posteriors over 0.2. Results indicate that Hypertension is individually relevant, whereas there is an
interaction between GUSB3 and WE. In addition, a strong interaction is indicated between variables
Cholesterol and Blood sugar, and also other moderate interactions appear: Cholesterol-Triglyceride,
Cholesterol-Gender.

Figure H.4: Interaction diagram based on interaction-redundancy scores for relevant variables with
respect to target variable Onset given the RA-CLI data set. The diagram indicates a strong interaction between Cholesterol and Blood sugar levels, and moderate interaction between Cholesterol and
Triglyceride levels, and Cholesterol levels and Gender. In addition, there is an interaction between
GUSB3 and WE.

A further element of the extended analysis performed on RA-G, RA-CG, and RA-CLI data sets is
the investigation of Markov blanket graphs which allows the detailed analysis of structural relevance
types of variables. In case of the RA-G data set the average of Markov blanket graphs shown in
Figure H.5 consists of GUSB3, GUSB5, and GUSB2 using a cutoff threshold 0.5 for edge posteriors, i.e.
edges with lower posteriors are omitted. The graph indicates that GUSB2 is in a direct relationship
with RA, whereas GUSB3 and GUSB5 forms an interaction and thus GUSB5 is only relevant with
respect to RA in conjunction with GUSB3.
In case of RA-CLI the average of Markov blanket graphs shown in Figure H.6 (using a cutoff
threshold 0.2 for edge posteriors). The graph indicates that variables Hypertension and Cholesterol
(level) are in direct relationship with the target variable Onset, whereas Triglyceride (level) is only an
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Figure H.5: Averaged Markov blanket graph with respect to target variable RA given the RA-G data
set. A cutoff threshold 0.5 for edge posteriors was applied, edges with lower posteriors are omitted.
The graph indicates the direct relevance of GUSB2 with respect to RA, and an interaction in which
GUSB3 and GUSB5 are jointly relevant with respect to RA.

interaction term. Furthermore, the bidirectional edge between Onset and GUSB3 means that some
of the Markov blanket graphs support that GUSB3 and are WE are directly relevant with respect to
Onset, whereas other support that there is an interaction between GUSB3 and WE represented by a
V-structure: Onset→GUSB3←WE.

H.1.4

Related work

Related studies include: (1) a case-control GAS investigating the role of SNPs related to genes Galectin1 (GAL1) and interleukin receptor 2 beta (IL2RB) in myasthenia gravis (MG) (a T cell mediated rare
autoimmune disorder) [15], and (2) a combined GAS examining the effect of a polymorphism of
Galectin-8 (GAL8) in rheumatoid arthritis and myasthenia gravis [16]. The GAL1-ILR2B study was
the first study to reveal a connection between a human disease and a SNP of GAL1. Similarly, the
GAL8 study was the first case of reporting an association of GAL8 with autoimmune diseases. In
both cases Bayesian relevance analysis was only used as an exploratory data analysis method which
allowed the focusing of the investigation on promising results.

H.2

The analysis of the genetic background of hypodontia

This section provides details on the analysis and results of the hypodontia study described in Section 6.4.2.

This collaboration and the SE-OB research group was led by prof. Dr. Gábor Varga, and the BMEMIT group was led by Dr. Péter Antal. The project was funded by Hungarian Scientific Research
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Figure H.6: Averaged Markov blanket graph with respect to target variable Onset given the RA-CLI
data set. A cutoff threshold 0.2 for edge posteriors was applied, edges with lower posteriors are
omitted. The graph indicates the direct relevance of Hypertension and Cholesterol, whereas Triglyceride
(level) is an interaction term. In addition, the relationship type of GUSB3 and WE is equivocal, as some
of the averaged Markov blanket graphs support that both are directly relevant with respect to Onset,
while others support an interaction.

Fund OTKA-75782, TAMOP-4.2.1/B-09/1/KMR-2010-0001, TAMOP-4.2.2/B-10/1-2010-0013 and NKTH
TECH-08-A1/2-2008-0120 (GENAGRID).

H.2.1

Background

Hypodontia is a multi-factorial disease involving both genetic and environmental factors. Previous
genetic association studies of hypo- and oligodontia provided varying results depending on the investigated ethnic groups, therefore it is important to carry out studies on formerly not examined
populations, such as the Central-Eastern European population.
Examinations, sample collection and genotyping was performed by researchers of SE-OB and its
research partners. Statistical analysis and evaluation of CGAS results were performed by researchers
of BME-MIT.
The study population consisted of 192 hypodontia patients and 260 healthy controls. Although
there were an additional 17 patients with oligodontia, due to the low minor allele frequency of examined polymorphisms these samples were excluded from statistical analysis. Altogether 8 SNPs were
measured in all samples: 2 SNPs from the gene PAX9 (-912 C/T,-1031 A/G), 3 SNPs from AXIN2 (8150
A/G,-8434 A/G,-30224 C/T) and 3 additional SNPs (MSX1 3755 A/G, FGFR1 T/C rs881301, IRF6 T/C
rs764093) each from a different gene. Bayesian relevance analysis was applied to perform a multivariate exploratory analysis of this CGAS data.
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Results

Strong relevance posteriors were obtained assuming three possible genetic inheritance models for the
investigated biallelic SNPs (see Section 6.1): additive, dominant and recessive. In the additive case the
common homozygous, the heterozygous and the rare homozygous genotype was coded as 0, 1 and
2 respectively in the data set, which follows the notion that the more minor alleles are present, the
stronger the effect becomes. In the dominant case, the presence of a single minor allele is sufficient
to cause alterations with respect to the ‘normal state’, therefore the heterozygous and the rare homozygous genotypes are coded similarly as 1, whereas the common homozygous variant is coded as
0. In the opposite case of recessive inheritance, both alleles of a genotype are required to be minor
alleles in order to have an altered effect. Thus only the rare homozygous genotypes are coded differently than the others. Table H.5 presents the posterior probabilities of strong relevance of SNPs with
respect to Hypodontia for the three examined models. According to the results both PAX9 SNPs are
highly relevant with posteriors ≥ 0.99 in all three cases. In addition, the MSX1 SNP is relevant given
a recessive model.
Table H.5: Posterior probability of strong relevance of SNPs with respect to Hypodontia given additive,
dominant and recessive genetic inheritance models.
SNP
PAX9 912 C/T
PAX9 +8102 A/G
MSX1 A/G
IRF 6 A/G
FGFR T/C
AXIN2 -8150 A/G
AXIN2 -8434 A/G
AXIN2 +30224 A/G

Additive
0.9950
0.9955
0.0427
0.0028
0.0010
0.0011
0.1287
0.0203

Dominant
1.0
1.0
0.0298
0.0338
0.0295
0.0547
0.3075
0.1974

Recessive
0.9966
0.9966
0.8155
0.1026
0.0354
0.0564
0.0000
0.1018

Standard statistical tests investigating genotype frequencies in control and case (patients with
hypodontia) populations indicated a nominally significant difference in case of PAX9 -912C/T, PAX9
+8102A/G and the MSX1 SNP, however none of them survived the correction for multiple hypothesis
testing (using Bonferroni correction). This seemingly contrasted the high posteriors of strong relevance. However, a Markov blanket membership posterior is a pairwise measure (between a variable
and a target) for strong relevance based on a multivariate dependency model. As an aggregate of
possible Markov blanket sets it conveys the multivariate aspects of relevance. The analysis of the
possible Markov blanket graphs reveals the dependency structure of relevant variables with respect
to the target Hypodontia.
Based on the number of investigated variables (≤ 10) and the available sample size (452) it would
seem that the sample size is adequate. However, the special characteristics of this domain also have to
be considered, such as the relatively low minor allele frequencies for some of the investigated SNPs.
The result of this phenomenon is that some dependency relationships are relatively weak and thus
posteriors of multivariate structural properties such as Markov blanket graphs are relatively low. This
means that the probability distribution of Markov blanket graphs is flat, i.e. there are thousands of
possible variants with low posteriors. Therefore, model averaging is inevitable. Figure H.7 shows the
averaged Markov blanket graph of the recessive case. Due to the high variety of possible Markov
blanket graphs all visible edges (with posteriors above the cutoff threshold of 0.2) were bidirectional,
i.e. some models supported one direction, while others the opposite, therefore the directionality of
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edges was removed.

Figure H.7: Averaged Markov blanket graph with respect to target variable Hypodontia given the recessive inheritance model. A cutoff threshold 0.2 for edge posteriors was applied, edges with lower
posteriors were omitted. The directionality of the edges was removed. Results indicate the strong
relevance of MSX1, Gender and the PAX9 SNPs with respect to Hypodontia. MSX1 and Gender are
directly relevant, whereas the relevance type of PAX9 SNPs is ambiguous. The majority of Markov
blanket graph supports that PAX9 -912C/T is directly relevant, and that PAX9 +8102A/G is an interaction term.
The averaged Markov blanket graph contains both PAX9 SNPs and MSX1 SNP and also Gender. Furthermore, the structure indicates that PAX9 SNPs are in an interaction forming a special
v-structure with the target. More specifically, PAX9 -912 C/T directly influences hypodontia, whereas
PAX9 -1031 A/G is an interaction term, and has a joint effect with PAX9 -912. Note that there is also
a directed edge between PAX9 -1031 A/G and the target since a minority of the possible models supported such a connection.
The individual effect of the PAX9 SNPs on hypodontia was only nominally significant and was discarded by classical statistical methods. However the joint effect revealed by Bayesian relevance analysis was confirmed by multiple statistical methods. Logistic regression analysis (see Appendix B.6)
confirmed the significance of the interaction of PAX9 -912 C/T and PAX9 -1031 A/G [17]. Moreover,
haplotype analysis revealed that the two SNPs are linked and some of their haplotypes were significantly associated with hypodontia [17].

H.3

Asthma and allergy candidate gene association study

This section details the results of the asthma - allergy study described in Section 6.4.3.

The collaboration was lead by prof. Dr. András Falus (SE-DGCI), the asthma research group of SEDGCI was lead by Dr. Csaba Szalai, the BME-MIT research group was lead by Dr. Péter Antal. This
research was supported by OTKA (Hungarian Scientific Research Fund) K81941, TS/2 044707, ETT
(Ministry of Health, Hungary) 415/2009, OTKA-PD 76348, NKTH (National Research and Technology)
TECH-08-A1/2-2008-0120 (GENAGRID), New Szechenyi Plan (Project ID: TAMOP-4.2.1/B-09/1/KMR2010-0002).
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Background

Asthma is a multi-factorial inflammatory disease of the airways in which a high number of genetic
and environmental factors are potentially involved. Based on earlier studies, chromosome regions
11q13 and 14q22 were selected as target domains for a partial genome screening study of asthma.
This study involved 145 SNPs and 436 asthma patients and 765 controls. Data analyses were performed using classical statistical methods and Bayesian relevance analysis. The latter was required
for its multivariate capabilities, to characterize joint relevance of factors and interactions. In addition
to the complete data set referred to as ‘AS-A’ (1201 samples) containing SNPs and a binary disease
state descriptor, two additional subsets were analyzed which contained further variables. These were
considerably smaller data sets as the necessary information related to the further variables was not
available for all patients. The ‘AS-RA’ data set contained 748 samples and an additional allergy descriptor indicating whether the patient was suffering from allergic rhinitis. The smallest data set
‘AS-CLI’ contained 204 samples and additional variables Rhinitis, total Immunoglobulin E level (IgE)
and Eosinophil level (Eosinophil) [3].
The collection of biological samples, clinical measurements, and genotyping were carried out by
SE-DGCI research personnel and their research partners. Statistical analysis and interpretation of
results were performed by BME-MIT researchers.

H.3.2

Exploratory analysis of the basic data set

In case of the AS-A data set, Bayesian relevance analysis identified multiple strongly relevant SNPs
with respect to asthma. Table H.6 shows the top 5 SNPs with the highest posterior probabilities
for strong relevance, i.e. univariate posteriors for Markov blanket membership with respect to the
target Asthma. The SNP rs3751464 in FRMD6 (chromosome 14) had the highest posterior, followed
by rs708502 and rs17197 in the PTGER2 gene (chromosome 14), rs7928208 SNP in the PRPF19 gene
(chromosome 11), and rs17831682 in PTGDR (chromosome 14).
Table H.6: Posterior probability of strong relevance and localization information of the most relevant
SNPs with respect to Asthma given the AS-A data set.
SNP
rs3751464
rs708502
rs17197
rs7928208
rs17831682

Gene
FRMD6
PTGER2
PTGER2
PRPF19
PTGDR

Chromosome
14
14
14
11
14

Location
14q22.1
14q22
14q22
11q12.2
14q22.1

P-MBM
0.86
0.85
0.82
0.73
0.51

The posteriors were averaged over multiple runs (i.e. execution of Bayesian relevance analysis)
in which the burn-in and the length of MCMC sampling was 5 · 106 and 2 · 107 respectively using 4
chains (see Appendix G.2) and the Cooper-Herskovits prior with VSS=1 (see Appendix E.2). Figure H.8
displays the averaged Markov blanket graph for a selected run using a 0.4 as cutoff threshold (i.e. variables with lower posteriors are omitted). In this particular case in addition to the top5 SNPs (denoted
with gene specific coloring), a further PTGER2 SNP rs12587410, two WDHD1 SNPs (rs17253619 and
rs1201378) and rs3759666 in DLG7 had posteriors close to 0.5.
The joint relevance of variables was further analyzed by the systematical investigation of Markov
blanket subsets (denoted as k-MBS). Table H.7 presents posterior probabilities for the 10 highest ranking (i.e. having the highest posterior probability) k=2 and k=3 sized subsets. Results indicated that
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Figure H.8: Averaged Markov blanket graph with respect to target variable Asthma given the AS-A
data set. A cutoff threshold 0.4 for edge posteriors was applied, edges with lower posteriors were
omitted. The 5 most relevant SNPs with respect to Asthma are represented with colored nodes according to the corresponding genes: rs3751464 (FRMD6), rs7928208 (PRPF19), rs17831682 (PTGDR),
rs708502 and rs17197 (PTGER2).

SNPs rs7928208 (PRPF19), rs3751464 (FRMD6), rs708502 (PTGER2), and rs17197 (PTGER2) were jointly
strongly relevant in most possible combinations as subsets, which entailed possible joint effects and
interactions between these factors. The statistical interactions between rs3751464 (FRMD6), rs7928208
(PRPF19), and rs708502 (PTGER2) were verified by logistic regression analysis [3].
Table H.7: Posterior probability of Markov blanket subsets of size 2 with respect to Asthma given the
AS-A data set.
Rank
1
2
3
4
5
6
7
8
9
10

2-MBS subset
[rs7928208 (PRPF19), rs3751464 (FRMD6)]
[rs7928208 (PRPF19), rs708502 (PTGER2)]
[rs3751464 (FRMD6), rs17197 (PTGER2)]
[rs7928208 (PRPF19), rs17197 (PTGER2)]
[rs708502 (PTGER2), rs3751464 (FRMD6)]
[rs708502 (PTGER2), rs17197 (PTGER2)]
[rs7928208 (PRPF19), rs17253619 (WDHD1)]
[rs17253619 (WDHD1), rs1201378 (WDHD1)]
[rs7928208 (PRPF19), rs1201378 (WDHD1)]
[rs17253619 (WDHD1), rs3751464 (FRMD6)]

Posterior
0.851
0.616
0.601
0.598
0.598
0.597
0.554
0.488
0.479
0.478

Subsets with larger sizes can also be investigated although the posterior distribution of subsets
becomes flatter (i.e. the MAP posterior value is smaller and the distribution appears more uniform)
as cardinality increases. This phenomenon can be seen in Figure H.9 which presents a proportion
of the posterior distributions of subsets with sizes k = 2, 3, 4. Subsets of a given size are ordered
according to their posterior, thereby creating a ranking in which the highest posterior gets the lowest
rank. Apart from the MAP subset (Rank 1) which is relatively peaked, the 4-MBS posteriors are more
uniform compared to 2-MBS and 3-MBS posteriors.
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Table H.8: Posterior probability of Markov blanket subsets of size 3 with respect to Asthma given the
AS-A data set.
Rank
1
2
3
4
5
6
7
8
9
10

3-MBS subset
[rs708502 (PTGER2), rs3751464 (FRMD6), rs17197 (PTGER2)]
[rs7928208 (PRPF19), rs3751464 (FRMD6), rs17197 (PTGER2)]
[rs7928208 (PRPF19), rs708502 (PTGER2), rs3751464 (FRMD6)]
[rs7928208 (PRPF19), rs708502 (PTGER2), rs17197 (PTGER2)]
[rs7928208 (PRPF19), rs17253619 (WDHD1), rs1201378 (WDHD1)]
[rs7928208 (PRPF19), rs17253619 (WDHD1), rs3751464 (FRMD6)]
[rs7928208 (PRPF19), rs3751464 (FRMD6), rs12587410 (PTGER2)]
[rs7928208 (PRPF19), rs3759666 (DLG7), rs3751464 (FRMD6)]
[rs17253619 (WDHD1), rs1201378 (WDHD1), rs3751464 (FRMD6)]
[rs7928208 (PRPF19), rs1201378 (WDHD1), rs3751464 (FRMD6)]

Posterior
0.584
0.569
0.565
0.564
0.479
0.469
0.463
0.437
0.406
0.399

Figure H.9: The 10 most probable Markov blanket subsets of size k = 2, 3 and 4, denoted as 2-MBS,
3-MBS and 4-MBS respectively. Posteriors for a given size k are ordered, thereby creating a ranking.
The horizontal axis denotes the rank (e.g.: the number 2 means the second highest posterior), and
the vertical axis denotes posterior probability. Results indicate that both the MAP and the average
posterior value decreases as the set size increases.

H.3.3

Analysis of extended data sets

Following the analysis of the basic AS-A data set, the two additional data sets of AS-RA and ASCLI were also analyzed. From the aspect of variables these data sets can be considered extended as
they contain additional variables with respect to AS-A. In terms of sample size, AS-RA (748 samples)
is a subset of AS-A (1201 samples), and AS-CLI (204 samples) is a subset of AS-RA. The additional
clinical variables allowed a more detailed modeling of variable dependencies and the investigation of
relevance with respect to multiple target variables. These tasks were facilitated by advanced features
of Bayesian relevance analysis.
As a first step, univariate strong relevance posteriors were analyzed. Table H.9 summarizes such
strong relevance posteriors with respect to Asthma and also with respect to a set of targets Asthma
and Rhinitis. In the former case Rhinitis was treated as an explanatory (non-target) variable. Results
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indicate that the presence of Rhinitis, which was highly relevant with respect to Asthma, had a considerable influence on the relevance of variables by forcing some SNPs out and drawing other SNPs into
possible Markov blanket sets. SNPs rs11231128 and rs11827029 of the AHNAK gene and rs1565970 of
TXNDC16 were found strongly relevant indirectly to Asthma through their dependency with Rhinitis. On the other hand, Rhinitis decreased the relevance of FRMD6 and PTGER2 SNPs, whereas the
relevance of PRPF19 and PTGDR SNPs were not changed to a large extent.
Table H.9: Posterior probability of strong relevance for the most relevant SNPs in case of the AS-RA
data set. Asthma denotes the basic case when the target variable is Asthma, whereas Asthma + Rhinitis
denotes a multi-target case when Asthma and Rhinitis are both targets.
Gene
AHNAK
AHNAK
PRPF19
TXNDC16
PTGDR
PTGER2
PTGDR
PTGER2
FRMD6
PTGER2
MS4A2

SNP
rs11231128
rs11827029
rs7928208
rs1565970
rs17831682
rs17197
rs17831675
rs12587410
rs3751464
rs708498
rs569108

Asthma
0.801
0.798
0.801
0.754
0.542
0.380
0.371
0.367
0.324
0.248
0.098

Asthma + Rhinitis
0.826
0.810
0.781
0.717
0.598
0.371
0.365
0.348
0.280
0.206
0.151

In case of the AS-CLI data set the additional clinical variables of IgE and Eosinophil are both highly
relevant with respect to Asthma, therefore similarly to Rhinitis they also considerably influence the
Markov blanket membership of variables, i.e. the posteriors for strong relevance. Table H.10 presents
such posteriors with respect to Asthma and with respect to a set of targets Asthma, Rhinitis, IgE
and Eosinophil. In the former case Rhinitis, IgE and Eosinophil were treated as explanatory variables.
According to results PTGER2 SNPs rs17197 and rs12587410, and the SNP rs569108 of gene MS4A2 were
the most relevant based on the AS-CLI data set. In contrast, the relevance of rs1565970 (TXNDC16),
rs7928208 (PRPF19) and rs3751464 (FRMD6) was considerably decreased. In addition, there was a
significant difference between posteriors related to the single target and the multi-target case. In
case of the AHNAK and TXNDC16 SNPs the difference indicated that they are less relevant directly to
Asthma, instead the relationship is mediated by the additional clinical variables (particularly Rhinitis).
In order to characterize the nature of relationships with respect to Asthma more explicitly, posteriors for the main structural relevance types (see Section 3.5.1) were computed for relevant SNPs
related to AS-RA and AS-CLI data sets. The computation of various structural relevance types was
based on the corresponding edges of Markov blanket graphs. The main purpose of such an analysis
is to determine whether a relationship is direct or it is mediated by other variables transitively or
through an interaction. This is particularly interesting in case of SNPs as a direct relationship may
indicate a potential causal role in the disease mechanism (depending on the investigated variables).
It is also possible that a variable affects a target both directly and transitively via an alternate path.
Table H.11 displays the posterior probabilities of structural properties such as strong relevance,
direct relevance, transitive relevance, and interaction for selected SNPs with respect to the target
variable Asthma given the AS-RA data set. In addition, Figure H.10 allows a visual comparison of
these results.
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Table H.10: Posterior probability of strong relevance for the most relevant SNPs in case of the ASCLI data set. Asthma denotes the basic case when the target variable is Asthma, whereas Multitarget
denotes a set of targets including variables Asthma, Rhinitis, IgE, and Eosinophil.
Gene
PTGER2
PTGER2
MS4A2
AHNAK
PTGDR
AHNAK
PTGER2
PTGDR
TXNDC16
PRPF19
FRMD6

SNP
rs12587410
rs17197
rs569108
rs11827029
rs17831682
rs11231128
rs708498
rs17831675
rs1565970
rs7928208
rs3751464

Asthma
0.772
0.596
0.441
0.426
0.466
0.394
0.557
0.424
0.235
0.145
0.039

Multitarget
0.922
0.881
0.787
0.774
0.703
0.684
0.688
0.669
0.484
0.449
0.267

Table H.11: Posterior probability of structural relevance types for a selection of relevant SNPs with
respect to Asthma given the AS-RA data set.
GENE

SNP

AHNAK
MS4A2
PRPF19
PTGDR
PTGER2
TXNDC16

rs11231128
rs569108
rs7928208
rs17831682
rs17197
rs1565970

Direct
relevance
0.029
0.087
0.718
0.524
0.350
0.008

Interaction
0.708
0.024
0.125
0.000
0.004
0.713

Strong
relevance
0.736
0.111
0.843
0.578
0.354
0.722

Transitive
relevance
0.535
0.633
0.822
0.863
0.604
0.189

In case of SNPs rs11231128 (AHNAK) and rs1565970 (TXNDC16) the posterior probability for direct relevance with respect to Asthma is very low (0.087 and 0.008 respectively), whereas the posterior probability of interaction is high (0.708 and 0.713 respectively). This indicates that these SNPs
are strongly relevant with respect to Asthma, but their relationship is mediated by another variable,
possibly Rhinitis based on previous results.
In contrast, rs7928208 (PRPF19) has a high posterior for direct relevance (0.718) which indicates a
direct relationship with Asthma. In addition, the posterior for transitive relevance is also high (0.822)
which may indicate that the SNP affects Asthma through multiple causal pathways.
Similarly, SNPs rs17831682 (PTGDR ) and rs17197 (PTGER2) have high posteriors for transitive
relevance (0.863 and 0.604), but relatively lower posteriors for a direct relationship (0.524 and 0.350).
In these cases a transitive relationship with Asthma, i.e. mediated by more than one variables on a
causal path, is a more probable (though not exclusive) explanation. In contrast, the transitive nature
of the relationship of rs569108 (MS4A2) with Asthma seems more definite as its posterior is relatively
high (0.633) compared to other relevance types.
In case of the AS-CLI data set the posterior probabilities for phenotype related relevance was
examined. More specifically, strong relevance posteriors with respect to each of the phenotype descriptor variables Asthma, Rhinitis, Eosinophil, IgE was computed (1) separately, (2) jointly and (3)
exclusively. The first option investigated the relevance of SNPs with respect to each target variable
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Figure H.10: Comparison of posterior probabilities of possible structural relevance types for a selection of relevant SNPs with respect to Asthma given the AS-RA data set. Results indicate, that
rs11231128 (AHNAK) and rs1565970 (TXNDC16 SNPs are strongly relevant due to an interaction
with Asthma, whereas direct relevance is minimal. On the other hand, the SNP rs7928208 (PRPF19
is strongly relevant probably due to a direct relationship with Asthma, although an additional transitive relationship is also possible. In the remaining cases transitive relevance is the dominant relevance
type, accompanied by moderate or low probability of strong relevance.

individually, whereas the second option investigated joint relevance, i.e. with respect to the set of targets. The third option examined the posterior probability of a SNP being strongly relevant exclusively
with respect to one of the targets.
Table H.12 presents results related to selected SNPs from PTGER2, PTGDR and MS4A2 genes given
the AS-CLI data. Figure H.11 and Figure H.12 allows a visual comparison of these posterior probabilities. Besides ‘individual’ and ‘exclusive’ posteriors, an approximation of joint strong relevance based
on the individual posteriors (IA-M) is also presented to allow a comparison with the true joint strong
relevance computed for multiple targets.
Table H.12: Posterior probability of individual, exclusive and joint strong relevance for selected SNPs
with respect to phenotype variables given the AS-CLI data set. Target variables Asthma, Rhinitis, IgE
and Eosinophil are denoted as AST, RHI, IGE and EOS respectively. Joint strong relevance for multiple
targets and its individual posterior based approximation are denoted by MT and IA-M respectively.
GENE
PTGER2
PTGER2
PTGDR
PTGDR
MS4A2

SNP
rs17197
rs708498
rs17831675
rs17831682
rs569108

IGE
0.08
0.09
0.52
0.59
0.31

Individual
EOS RHI
0.17 0.22
0.04 0.05
0.41 0.48
0.53 0.53
0.47 0.37

AST
0.73
0.61
0.44
0.53
0.43

IGE
0.01
0.03
0.09
0.06
0.06

Exclusive
EOS RHI
0.03 0.05
0.01 0.02
0.06 0.08
0.05 0.05
0.12 0.08

AST
0.43
0.50
0.06
0.05
0.10

Joint
IA-M MT
0.84 0.85
0.68 0.67
0.92 0.66
0.96 0.71
0.87 0.77

Posteriors for individual targets indicate that the examined PTGER2 SNPs are strongly relevant
with respect to Asthma with relatively high posteriors (0.73 and 0.61), whereas they are not relevant
with respect to other targets indicated by corresponding posteriors ≤ 0.25. In case of PTGDR SNPs
posteriors were less selective with respect to targets (posteriors are within the [0.4, 0.6] interval).
Although the posteriors for IgE are the highest (0.52 and 0.59), the difference between individual pos-
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teriors is relatively small. This indicated that PTGDR SNPs might affect these phenotypes trough
various mechanisms, instead of influencing one directly. This phenomenon is also reflected in low
posterior values for target exclusiveness (≤ 0.1), that is a SNP is strongly relevant only to a specific
target. In contrast, PTGER2 SNPs have relatively higher posteriors for being strongly relevant exclusively with respect to Asthma (0.43 and 0.50) than to other phenotypes (≤ 0.05). The individual
strong relevance posterior for Eosinophil was relatively higher (0.47) than the posteriors for other
targets (0.31, 0.37, 0.43) for the SNP of MS4A2, but this difference was not considerable.

Figure H.11: Posterior probability of strong relevance of selected SNPs with respect to phenotype
variables Asthma, Rhinitis, Eosinophil and IgE given the AS-CLI data. Results indicate that the PTGER2
SNPs are strongly relevant with respect to Asthma (nearly) exclusively, and non-relevant with respect
to any other phenotype. In case of the other SNPs no such exclusivity is present.

Regarding joint relevance for multiple targets the examined SNPs had relatively high posteriors
(≥ 0.66), which was closely matched by the individual posterior based approximation (IA-M) only
in case of PTGER2 SNPs which were strongly relevant with respect to only one phenotype (see Figure H.12). Results indicate that in case of moderate individual posteriors with respect to all members
of a target set, the individual posterior based approximation over-estimates the joint strong relevance
(MT) computed for that target set. This can be explained by the fact that the multiple target approach
takes the dependencies between targets into account, while the approximation treats the targets as
independent variables. In the current case, the targets are interdependent thus the main assumption
of the approximation does not hold.

H.4

The genetic background of depression

This section provides details on analyses and corresponding results of depression related GAS
desribed in Section 6.4.4.

The collaboration and the MTA-SE Neuropsychofarmacology and Neurochemistry Research Group
was lead by prof. Dr. György Bagdy (Department of Pharmacodynamics - SE), the depression research
group was lead by prof. Dr. György Bagdy and Dr. Gabriella Juhász, and the BME-MIT research
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Figure H.12: Posterior probability of exclusive and joint strong relevance of selected SNPs with respect to phenotype variables Asthma, Rhinitis, Eosinophil and IgE given the AS-CLI data. Multitarget
denotes the joint relevance with respect to this set of phenotype variables, and IA-M its individual
posterior based approximation. The diagram displays posteriors for exclusive strong relevance to a
certain phenotype (i.e. the probability that the SNP is relevant with respect to a selected phenotype
and non-relevant with respect to others), and it also presents posteriors for joint strong relevance (i.e.
with respect to multiple phenotypes). Results indicate that the PTGER2 SNPs are strongly relevant
with respect to Asthma (nearly) exclusively, and non-relevant with respect to other phenotypes. In
addition, the individual phenotype based approximation overestimates the joint relevance compared
to the multiple phenotype based posterior in the non-exclusive case, which confirms the necessity of
applying a multivariate approach in case of multiple phenotypes.

group was lead by Dr. Péter Antal. This research was supported by the National Development Agency
(KTIA_NAP_13-1-2013-0001), Hungarian Brain Research Program - Grant No. KTIA_13_NAP-A-II/14.

H.4.1

Study population and phenotypes

Subjects were recruited for a large-scale study of mood disorders by NewMood (New Molecules
in Mood Disorders, Sixth Framework Program of the EU, LSHM-CT-2004-503474) in Budapest and
Manchester. Altogether 2361 subjects aged 18-60 years were admitted into a context rich GAS which
required (1) filling of questionnaires that examined psychological and social factors, personality traits,
and health status; and (2) providing a DNA sample. Some of the phenotypes were identified based on
the evaluation of corresponding questionnaires such as BSI (current) anxiety (BSI-ANX ) and BSI (current) depression (BSI-DEP), whereas other phenotypes such as lifetime depression (DEPR) were self
reported, i.e. each subject had to report whether he or she had had a diagnosed depression previously.
The data set used for the investigation of galanin genes [5] and the serotonin transporter [6]
consisted of the corresponding genetic factors, age, gender, three depression related phenotypes: BSIDEP, BSI-ANX, DEPR, and two environmental factors: recent negative life events (RLE) and childhood
adversity (CHA). Both RLE and CHA were highly correlated with all depression phenotypes, as the
increase of RLE or CHA exposure entailed a higher ratio of affected patients.
In order to investigate the relationship between environmental and genetic factors, both RLE and
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CHA were quantized into three groups (‘L’ - low, ‘M’ - medium, ‘H’ - high), and subpopulations were
created accordingly (e.g. RLE-L: subjects with low RLE exposure).

H.4.2

Galanin gene system

This section presents the results of the galanin GAS described in Section 6.4.4.
Galanin is a neuropeptide which is involved in the modulation and inhibition of neurotransmitter release. It possibly has a role in stress-related disorders as in animal experiments it was found
increasingly expressed in response to stress [5]. A CGAS was performed to investigate the role of the
galanin system, i.e. galanin (GAL) and its receptors (GAL-R1, GAL-R2, GAL-R3), in depression and
anxiety given environmental stress factors childhood adversity and recent negative life events.
Basic Bayesian relevance analysis was applied to investigate strong relevance of galanin genes
with respect to depression phenotypes. Table H.13 presents strong relevance posteriors for galanin
genes: GAL, GAL-R1, GAL-R2, GAL-R3 given the complete data set and also for subpopulations according to childhood adversity (CHS) and recent negative life events (RLE). Results were in line with
the well known observation that environmental factors have a major effect on depression. In fact,
genetic factors were only relevant in the context of high exposure to RLE or CHS. In case of the total
population, none of the investigated genetic factors were relevant (posteriors were ≤ 0.01). Similarly,
in subpopulations with low or medium exposure (RLE-LM, CHS-LM) strong relevance posteriors of
all galanin genes were very low (≤ 0.01 and ≤ 0.03 for RLE-LM and CHS-LM respectively). In the
high exposure RLE-H and CHS-H subpopulations some of the galanin genes had high posteriors for
strong relevance. Aside from Table H.13, Figure H.13 presents a visual comparison of different results
related to RLE-H and CHS-H.
Table H.13: Posterior probability of strong relevance with respect to a set of depression related phenotypes for galanin genes. Results are presented for the total population denoted as ‘Total’, and for
subpopulations according to recent negative life events (RLE) and childhood adversity (CHS). Suffixes
‘LM’ and ‘H’ denote low plus medium and high exposure subpopulations respectively.
Gene
GAL
GAL-R1
GAL-R2
GAL-R3
Age
Gender

Total
0.002
0.008
0.007
0.006
1.000
1.000

RLE-LM
0.006
0.004
0.008
0.004
1.000
1.000

RLE-H
0.317
0.272
0.752
0.513
0.947
0.659

CHS-LM
0.002
0.002
0.009
0.027
1.000
1.000

CHS-H
0.111
0.964
0.163
0.163
0.503
0.664

In case of the high RLE subpopulation (RLE-H), GAL-R2 had the highest posterior (0.752), followed
by the moderate posterior of GAL-R3 (0.513). The other genes were considerably less relevant (GAL:
0.317, GALR-R1: 0.272). In contrast, in the CHS-H subpopulation GAL-R1 was the only strongly
relevant gene with a high posterior (0.964), the others were non-relevant with low posteriors (≤ 0.2).
The fact that GAL-R1 was highly relevant in case of high childhood adversity, whereas GALR2 (and GAL-R3 to some extent) was relevant in case of high number of recent negative life events
indicates that galanin genes influence susceptibility for depression through multiple mechanisms.
In summary, the results of Bayesian relevance analysis indicated that the galanin system is involved in the development of depression in humans. The significance of the galanin system with
respect to the investigated depression phenotypes was confirmed by a classical statistical multivariate method involving general linear models [5].
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Figure H.13: Posterior probability of strong relevance of galanin system genes with respect to a set of
depression related phenotypes for subpopulations according to recent negative life events (RLE) and
childhood adversity (CHS). RLE-LM and RLE-H denote subpopulations according to RLE exposure,
low plus medium and high respectively. Similarly, CHS-LM and CHS-H denote subpopulations according to CHS, low plus medium and high respectively. Results indicate that galanin system genes
are strongly relevant only in high exposure subpopulations, furthermore different genes are strongly
relevant in CHS and in RLE subpopulations. The GAL-R1 gene has the highest posterior for strong
relevance in the CHS-H subpopulation, whereas in the RLE-H subpopulation GAL-R2 has the highest
posterior, followed by GAL-R3 with a moderate posterior.

The effect of galanin genes were only observable in subpopulations with high level of exposure
to childhood adversity or recent negative life events which suggests that galanin variants affect the
vulnerability to recent psychosocial stress and also to childhood stress.

H.4.3

Serotonin transporter study

This section presents the results of the serotonin transporter CGAS described in Section 6.4.4.
The serotonin transporter gene (SLC6A4) has a functional repeat polymorphism in the promoter
region (5-HTTLPR) which influences serotonin transporter protein levels. Long (l) and short (s) variants of the polymorphism can be distinguished, the latter being the risk variant which is associated
with a 50% reduction in serotonin transporter protein and increased susceptibility to depression after
negative life events. 5-HTTLPR is considered as a definitive example for gene-environment interaction by many studies as its effect was only significant in subjects with high exposure to negative life
events. The current CGAS aimed to further characterize the effect of 5-HTTLPR on depression phenotypes by taking environmental factors such as childhood adversity (CHA), and recent negative life
events (RLE) into account based on the NewMood data.
Bayesian relevance analysis was performed to investigate the strong relevance of 5-HTTLPR. Results indicated that 5-HTTLPR is contextually relevant, which means that it is strongly relevant only
in specific contexts formed by age, childhood adversity (CHA), and recent negative life events (RLE).
Table H.14 shows strong relevance posteriors with respect to multiple depression phenotypes including BSI-DEP, BSI-ANX, DEPR. Results indicated that the age of patients is highly relevant, because
5-HTTLPR may have multiple effects on depression which are modulated by the age of a patient. If
age is not taken into account (see ‘ALL’ in Table H.14) then the posteriors for strong relevance of 5-
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HTTLPR are low or moderate. On one hand, the difference between different RLE subgroups is clearly
visible, i.e. higher RLE entailed higher strong relevance posteriors for 5-HTTLPR (e.g. RLE-Low: 0.035,
RLE-Medium: 0.115, RLE-High: 0.455 within the CHA-0 patient group). On the other hand, CHA-1
posteriors were not substantially higher than CHA-0.
Table H.14: Posterior probability of strong relevance with respect to a set of depression related phenotypes for various patient subgroups created according to age, recent negative life events, and childhood adversity. RLE-L, RLE-M, and RLE-H denote patients with low, medium and high number of
recent negative life events respectively. CHA-0 denotes patients with low exposure to childhood adversity, whereas CHA-1 denotes medium or high exposure. ALL denotes the total population, whereas
Age≤ 30 and Age> 30 denote patients with age below or equal to 30 and with age above 30 respectively.
Population

Variable

ALL

5-HTTLPR
Age
Gender
5-HTTLPR
Gender
5-HTTLPR
Gender

Age≤ 30
Age> 30

RLE-L
0.035
0.936
1.0
0.044
0.996
0.048
0.954

CHA-0
RLE-M RLE-H
0.115
0.455
0.767
0.613
0.992
0.508
0.178
0.444
0.969
0.660
0.473
0.912
0.943
0.878

RLE-L
0.056
0.469
0.991
0.178
0.780
0.077
0.989

CHA-1
RLE-M RLE-H
0.331
0.481
0.626
0.856
0.644
0.394
0.911
0.690
0.854
0.670
0.399
0.822
0.621
0.695

Figure H.14 presents a graphical comparison of results. In the subgroup of patients over 30 there
was an RLE trend similar to that of the whole population (higher RLE entails higher relevance), however posteriors for the subgroup of high RLE (RLE-H) were considerably higher (e.g. Age> 30/CHA1/RLE-H: 0.822 versus ALL/CHA-1/RLE-H: 0.481). Interestingly, the low exposure subgroup of CHA-0
had somewhat higher posteriors (for RLE-M, RLE-H) than CHA-1. In contrast, the group of younger
patients with age below or equal to 30 is different from the aspect of relevance posteriors. Among patients with high CHA exposure (CHA-1), the subgroup with medium RLE exposure (RLE-M) entailed
the highest strong relevance posterior for 5-HTTLPR (0.911), the high RLE exposure group (RLE-H)
had a high but smaller posterior (0.690). This phenomenon can be explained possibly by a saturation
of RLE induced stress, which means that given severe childhood adversity the number of recent negative life events may reach a threshold above which additional events do not worsen the susceptibility
to depression.
In addition, to further investigate the relationship between 5-HTTLPR and RLE (as an environmental variable) a Bayesian effect size analysis was performed using the MBG-based Bayesian odds
ratio measure. For each RLE subgroup the Bayesian odds ratio was computed for depression phenotypes DEPR, BSI-DEP, BSI-ANX by comparing the ss genotype (containing two risk alleles) to ll genotype. Table H.15 presents credible intervals (95%) and the corresponding mean value for MBG-based
Bayesian odds ratios. Figure 4.5 displays the distribution of possible MBG-based Bayesian odds ratio
values for each RLE group. Results are discussed in the application section of MBG-based Bayesian
odds ratios (Section 4.1.6.2).
In summary, Bayesian effect size analysis showed that ‘ss’ (short allele) carriers had an increased
risk of depression related phenotypes. The 5-HTTLPR × RLE (gene × environment) interaction was
also indicated by Bayesian relevance analysis in case of lifetime depression (DEPR) and current depression (BSI-DEP) phenotypes. Furthermore, in case of BSI-ANX a direct effect of 5-HTTLPR was
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Figure H.14: Posterior probability of strong relevance of 5-HTTLPR with respect to a set of depression
related phenotypes for subpopulations according to recent negative life events (RLE) and childhood
adversity (CHA) and age. RLE-L, RLE-M, and RLE-H denote subpopulations according to low, medium
and high RLE exposure respectively. Similarly, CHA-0 and CHA-1 denote subpopulations with low
and medium or high childhood adversity exposure respectively. Results indicate two main trends: (1)
the relevance of 5-HTTLPR increases as the RLE exposure increases in most cases, and (2) 5-HTTLPR
has a greater relevance in CHA-0 subpopulations with patients above 30. In addition, results indicate a
different effect in CHA-1 subpopulations, in which 5-HTTLPR has higher relevance in subpopulations
RLE-L and RLE-M with patients aged below or equal to 30.

Table H.15: Markov blanket graph based Bayesian odds ratios and corresponding credible intervals of
5-HTTLPR with respect to depression related phenotypes for subpopulations according to recent negative life events (RLE). Suffixes ‘L’, ‘M’ and ‘H’ denote low, medium and high exposure subpopulations
respectively.

RLE-L
RLE-M
RLE-H

DEPR
MBG-OR CR-L
0.91
0.89
1.51
1.24
2.13
1.85

CR-H
0.93
1.77
2.40

BSI-DEP
MBG-OR CR-L CR-H
1.09
1.06
1.12
1.32
1.29
1.39
2.08
1.67
2.40

BSI-ANX
MBG-OR CR-L CR-H
1.36
1.32
1.45
1.57
1.47
1.75
1.62
1.45
1.93

revealed. Even tough childhood adversity by itself was not a relevant environmental factor with respect to 5-HTTLPR, results showed that it modulated the effect of 5-HTTLPR in case of individuals
with age ≤ 30.

H.4.4

Comparing the relevance of 5-HTTLPR and galanin

This section presents a case study of the application of ECER based on the galanin and serotonin
transporter studies in Section 6.4.4.
In order to confirm the relevance of the galanin system genes with respect to depression phenotypes given a high exposure to negative life events, a Bayesian relevance analysis involving the 5HTTLPR polymorphism was performed. The analysis used an extended data set of the galanin study,
i.e. 5-HTTLPR was included. Based on previous findings in the literature, 5-HTTLPR was considered

H.4. THE GENETIC BACKGROUND OF DEPRESSION

159

as an experimentally validated reference from a systems biological point of view. Therefore, it could
be used as a benchmark to compare the relevance of other results with.
Focusing on GAL-R2, which had the highest posterior for strong relevance (0.752, see Table H.13)
among galanin genes with respect to multiple depression phenotypes given high exposure of RLE
(RLE-H), its posterior did not change considerably (0.734) when 5-HTTLPR was included in the model.
In contrast, in case of 5-HTTLPR, which had a moderate posterior in case of RLE-H (0.55, data not
shown), its posterior for strong relevance decreased (0.34) in the joint model. This indicates that the
presence of GAL-R2 in the Markov blanket set suppressed the presence of 5-HTTLPR, which can be
interpreted as GAL-R2 being the more relevant.
Another option to investigate the relevance of galanin system genes and 5-HTTLPR is to analyze
and compare their effect size. A possible approach for such an analysis is to treat 5-HTTLPR as a
benchmark. In order to quantify the relevance of galanin system genes with respect to 5-HTTLPR
from a parametric aspect, the ECER measure (see Section 4.2) can be applied. The discussion of the
results is presented in the application section of ECER (Section 4.2.7).

H.4.5

Impulsivity study

This section presents details on the impulsivity study described in Section 6.4.4.
In a comparative study of structural equation modeling and Bayesian relevance analysis the dependence relationships between rs6295 (HTR1A) and impulsivity, and between rs6295 (HTR1A) and
depression were investigated [1].
The data set consisted of 953 individuals who provided DNA sample and filled out questionnaires
measuring their impulsiveness, depressive state and relevant environmental factors such as childhood
adversity and recent negative life events. The depressive state was measured by the ZSDS score, and
impulsivity was measured by the Barratt Impulsiveness Scale (BIS-11) using its second-order factors:
non-planning, motor and cognitive impulsiveness scores (for details see [1]).
The candidate SNP of the study rs6295 is a functional polymorphism in the promoter region of
the HTR1A gene [1]. Previous studies found an association between rs6295 and psychiatric disorders
[Mek+11], and also with personality traits [Ben+10].
Bayesian relevance analysis was applied to assess the strong relevance of factors with respect to
depression and impulsivity. In the former case the discretized ZSDS score (denoted as Zung) served
as a target, whereas in the latter case the set of discretized second-order BIS factors served as targets.
Table H.16 shows the posterior probabilities of strong relevance for both cases.
Table H.16: Posterior probability of strong relevance of factors with respect to depression and impulsivity.
Factor
Gender
Recent negative life events
Childhood adversity
rs6295 (HTR1A)

Impulsivity
0.056
0.997
0.057
0.247

Depression
1.000
0.005
0.938
0.011

Results indicated that Gender and Childhood adversity were strongly relevant with respect to depression (1.0 and 0.938 respectively), and non-relevant with respect to impulsivity (0.056 and 0.057
respectively). In contrast, recent negative life events was strongly relevant only with respect to impulsivity (0.997) and non-relevant with respect to depression (0.005). The rs6295 SNP was non-relevant
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with respect to depression (0.011), and only moderately relevant with respect to impulsivity (0.247).
Although that latter posterior was low, it was still considerably higher than that of definitely nonrelevant factors.
In addition, Bayesian effect size analysis was carried out to examine the effect of rs6295 with
respect to impulsivity and depression. Table H.17 summarizes the results including standard odds
ratios, MBG-based odds ratios and Bayesian MBG-based odds ratios. The difference between the two
MBG-based measures is that the latter is a weighted average which takes into account the probability
of each Markov blanket graph, whereas the former is unweighted. Furthermore, the Bayesian MBGbased odds ratio was applied with a strict correction for structural uncertainty, that is all Markov
blanket graphs that did not contain rs6295 were treated as neutral effects, i.e. OR=1. This strict
version of Bayesian MBG-based odds ratio better reflects the hybrid approach of joint structural and
parametric relevance than the permissive version, however it is also less comparable to other effect
size measures.
Table H.17: Effect size measures related to rs6295 with respect to depression (DEP) and impulsivity
(IMP). Depression and cognitive impulsivity scores were discretized into 3 categories: low (L), medium
(M), and high (H). Odds ratios were computed using the low category and the CC genotype of rs6295
as basis. OR, M-OR, and B-OR denote the (classical) odds ratio, the MBG-based (unweighted) odds
ratio, and the Bayesian MBG-based odds ratio respectively.

DEP-M vs. DEP-L
DEP-H vs. DEP-L
IMP-M vs. IMP-L
IMP-H vs. IMP-L

OR
0.818
0.627
1.245
1.770

GC vs. CC
M-OR B-OR
0.817
0.999
0.626
0.997
1.246
1.058
1.775
1.184

OR
0.895
0.358
1.969
2.011

GG vs. CC
M-OR B-OR
0.895
0.999
0.358
0.995
1.971
1.230
2.016
1.241

Results indicated that both GC and GG genotypes of rs6295 have a minor protective effect (in terms
of OR) in the DEP-M individuals compared to the CC genotype (and DEP-L). Furthermore, for DEPH subjects GC and GG genotypes showed a stronger protective effect (compared to CC genotype),
however the confidence of these values were low due to the small DEP-H subpopulation.
The correctional effect of B-OR was significant, shifting all depression related effect sizes to a
neutral odds ratio (B-OR> 0.99) due to the extremely low structural certainty, i.e. strong relevance
posterior of rs6295 with respect to depression (0.011, see Table H.16). The correction was more apparent in case of DEP-H subjects as even the major protective effects vanished.
On the other hand, the effect of rs6295 with respect to impulsivity proved to be more robust. In
case of the GC genotype an increased risk of impulsivity was indicated by OR and M-OR measures (a
minor effect in case of IMP-M, M-OR= 1.246 and a stronger effect in case of IMP-H, M-OR=1.775).
The structural uncertainty correction of B-OR decreased these odds ratios due to the relatively low
posterior of rs6295 with respect to impulsivity (0.247, see Table H.16). In case of IMP-H subjects the
risk effect diminished but was not negligible (B-OR=1.184). Furthermore, the GG genotype showed a
major risk effect for both IMP-M (M-OR=1.971) and IMP-H (M-OR=2.016) subjects. The correctional
effect decreased these odds ratios as well due to the low strong relevance posterior, however in this
case both survived the correction (IMP-M: B-OR=1.230, and IMP-H: B-OR=1.241) confirming the
increased risk of GG genotype of rs6295 with respect to impulsivity.
In summary, Bayesian relevance and effect size analysis revealed a minor, but existing relationship
between rs6295 and impulsivity, and allowed the characterization of corresponding effects.

H.5. LEUKEMIA RESEARCH
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Leukemia research

This section details the results of the leukemia study described in Section 6.4.5.
The leukemia research group of SE-DGCI was lead by Dr. Csaba Szalai, the BME-MIT research
group was lead by Dr. Péter Antal. This research was supported by OTKA (Hungarian Scientific
Research Fund): K81941, TS/2 044707, GVOP 3.1.1-2004-05-0022/3.0, OTKA-PD:76348 NKTH (National
Research and Technology) TECH_08-A1/2-2008-0120 (GENAGRID), New Széchenyi Plan (Project ID:
TÁMOP-4.2.1/B-09/1/KMR-2010-0002).

H.5.1

The relationship of ALL and the folate pathway

Childhood acute lymphoblastic leukemia is hematopoietic malignancy severely impacting the immune system of affected children. There are multiple possible therapies to treat ALL, including
chemotherapeutic drugs, however treatment response varies to a large extent, in which genetic variants may play a significant role. Folate is essential for proper DNA synthesis and the DNA methylation
process. Without the presence of an adequate concentration of folate, alterations may occur in DNA
synthesis which may lead to malignant cell production. Therefore, genetic variations in genes related
to the folate metabolic pathway, i.e. which influence the available folate in cells, may alter the risk to
childhood ALL (for further details see [4]).
In order to investigate the role of folate pathway related genes with respect to ALL, a CGAS was
performed on a population of 543 ALL patients and 529 controls [4]. The data set included 67 SNPs
in 15 genes, aside from the age and gender of subjects, and a binary disease descriptor (ALL affected
or control). In addition, subpopulations were defined according to ALL subtypes: T-cell ALL, B-cell
ALL, and Hyperdiploid (HD) ALL. These data sets were subsets of the original data set consisting of
controls and patients with a particular subtype of ALL.
The collection of biological samples, clinical measurements, and genotyping were carried out by
SE-DGCI research personnel and their research partners. Bayesian relevance and effect size analyses
and additional statistical analyses were performed by BME-MIT researchers.

H.5.2

The relevance of folate pathway related genes

Bayesian relevance analysis was applied to investigate the strong relevance of SNPs in genes related
to the folate pathway. Table H.18 shows the posterior probability of strong relevance for the five most
relevant SNPs with respect to ALL and its subtypes.
Table H.18: SNPs with the highest posterior probability of strong relevance with respect to ALL and
its subtypes.
SNP
rs1076991
rs1004474
rs1532268
rs3776455
rs1222809

Gene
MTHFD1
TYMS
MTRR
MTRR
DHFR

ALL
0.65
0.00
0.00
0.35
0.00

B-ALL
0.53
0.00
0.03
0.08
0.01

T-ALL
0.13
0.26
0.21
0.02
0.12

HD-ALL
0.00
0.66
0.68
0.76
0.43

The SNP rs1076991 of the MTHFD1 gene had the highest posterior for ALL (0.65). Furthermore,
it had a moderate posterior with respect to B-cell ALL (0.53), whereas low posteriors for T-cell (0.13)
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and HD-ALL (0.00). This indicated that the MTHFD1 gene played a relevant role only in B-cell ALL.
Moreover, no other SNP was found relevant with respect to B-cell ALL.
Interestingly, among the other relevant SNPs rs3776455 of MTRR was the only one that had a low
but non-negligible posterior (0.35) for strong relevance with respect to ALL in the complete sample,
and a relatively high posterior with respect to HD-ALL. In contrast, the other SNPs rs1532268 in
MTRR, rs1004474 in TYMS, and rs1222809 in DHFR were only strongly relevant with respect to HDALL (with posteriors 0.68, 0.66, 0.43 respectively). Although these SNPs also had low posteriors with
respect to T-cell ALL, these relationships were considered non-relevant.
In addition, Bayesian effect size analysis was performed to characterize the effect of SNPs
rs1076991 in MTHFD1 and rs3776455 in MTRR on ALL. Table H.19 shows 95% credible intervals of
MBG-based Bayesian odds ratios for these SNPs with respect to ALL and its subtypes. Results are
discussed in the application section related to MBG-based Bayesian odds ratio (Section 4.1.6.1).
Table H.19: Posterior distribution of MBG-based Bayesian odds ratios of SNPs rs1076991 (MTHFD1)
and rs3776455 (MTRR) with respect to acute lymphoblastic leukemia (ALL) and its subtypes B-cell
ALL (B-ALL), T-cell ALL (T-ALL), and hyperdiploid (HD-ALL). CR-L and CR-U denotes the lower and
the upper boundary of the 95% credible interval of a MBG-based Bayesian odds ratio respectively.
P-W denotes the proportion of the distribution mass corresponding to an interval.
rs1076991
MTHFD1
AG vs AA
GG vs AA
rs3776455
MTRR
AG vs AA

GG vs AA

CR-L
1.44
1.88
CR-L
0.62
0.96
1.22
0.34
0.73
1.25

ALL
CR-U
1.53
2.01
ALL
CR-U
0.71
1.13
1.30
0.60
0.99
1.39

P-W
100%
100%
P-W
7%
75%
18%
84%
7%
9%

B-ALL
CR-U
1.56
2.11
B-ALL
CR-L CR-U
0.99
1.04
1.33
1.39
CR-L
1.48
1.96

0.53
1.30

0.54
1.56

P-W
100%
100%
P-W
75%
25%
75%
25%

T-ALL
CR-U
1.68
2.08
HD-ALL
CR-L CR-U
1.19
1.27
CR-L
1.38
1.79

0.09

0.20

P-W
100%
100%
P-W
100%

100%

In summary, the application of Bayesian relevance analysis revealed the strong relevance of the
rs1076991 (MTHFD1) and rs3776455 (MTRR) with respect to ALL and the strong relevance of rs1004474
(TYMS) and rs1532268 (MTRR) with respect to HD-ALL. The Bayesian effect size analysis supplemented these results in case of rs1076991 (MTHFD1) and rs3776455 (MTRR). Results also indicated
that MBG-based Bayesian odds ratio is able to detect the heterogeneity of a population with respect
to a target. This study provided further evidence that SNPs in genes related to the folate metabolic
pathway can influence ALL susceptibility.
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