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Abstract— High availability is not anymore a designated 

property of critical applications, but an important quality of 

service requirement even for common applications. This way, 

minimizing downtime, even under extremely high workload, has 

been a fundamental requirement. Capacity planning is the art of 

allocating sufficient and necessary resources to the applications.  

Achieving both is even more complex when the workload is 

extremely bursty. 

Overestimating the workload in the case of peaks leads to 

inefficient resource utilization and all the financial drawbacks 

originating in it. Frequently, the designer has an influence on the 

end-to-end process, including the shaping of the workload. 

This paper investigates basic workload-resource leveling 

mechanisms in the context of a bursty workload environment. 

Keywords—Extreme Value Analysis, peak workload 

management, burstiness, workload shaping, system dimensioning 

1 INTRODUCTION 

The phenomenon of system failure due to overloading has been 

around since humanity started using tools and machines. 

Consequently, over time, multiple different solutions have been 

developed to manage this issue (e.g. over-provisioning, 

queueing, auto-scaling, etc.) [1] [2]. 

Among others, estimating the characteristics of the system load 

(using models) and using the estimated maximum value as a 

basis for system dimensioning has been a very basic idea. 

However, modeling the maximum (peak) workload is far from 

trivial in many cases. 

Dimensioning a system to an overestimated peak workload 

could lead to a waste of resources due to underutilization. This 

is especially true in the case of a workload ridden with rare but 

highly bursts. Here the deviation from the average workload is 

extremely large, necessitating a number of resources multiple 

times larger than in the average case. However, as the peak 

bursts are rare, their worst case values serving as a basic input 

for dimensioning is extremely hard to predict. 

This paper analyses two basic peak workload mitigation 

strategies: (1) 5-day rolling average peak mitigation, (2) first-

in-first-out (FIFO) queueing with a constant maximum capacity 

and infinite queue length, using R with several specialized 

packages [3] [11] [12] [13] [14]. 

In order to highlight the differences between low variance and 

high variance (bursty) workload, we evaluated two approaches 

to dimensioning: Facebook Prophet, a sophisticated approach 

aiming at dimensioning by focusing on the average load, and 

Extreme Value Analysis (EVA) targeting the worst case (peak 

workload). 

1.1 Prophet 

Facebook is a non-mission critical application with over 2 

billion users across the globe served by a world-spanning 

extremely large infrastructure. The geographical distribution of 

its user base acts as a natural load balancer and statistical 

multiplexing can be assumed, owing to the large number and 

heterogeneity of its users. 

Consequently, Facebook Prophet was designed for efficient 

resource utilization in focus, which in effect suppresses the 

outliers. Due to the nature of Facebook, this can be acceptable 

because availability or timeliness guarantees of the service 

under a peak workload are highly relaxed. 

The heart of Facebook Prophet is a decomposable model aimed 

at modeling the following mutually relatively independent 

factors [9] [10]: 

(1) Trends: increasing market penetration (e.g. shops, 

restaurants etc.) and growth in the user base 

(2) Seasonality: weekly, monthly, yearly (e.g. going out 

with friends or family during the weekend, summer 

vacations etc.) 

(3) Holidays and events (e.g. Christmas, Black Friday, 

Presidential election in the USA) 

CI Max / average load Availability 

95,00% 8,5 98,39% 

96,00% 8,7 98,53% 

97,00% 8,9 98,59% 

98,00% 9,5 98,93% 

99,00% 9,5 98,93% 

99,90% 11,1 99,20% 

99,99% 11,8 99,20% 

1. Table Dimensioning with Facebook Prophet 

8



Dimensioning the system based on the worst case scenario of 

Facebook Prophet requires around 12 times the average 

capacity and can achieve 99% availability (Table 1). 

Considering critical applications requiring four nines or more 

availability, the 99% availability of Facebook Prophet is 

insufficient, as the non-peak periods over dominate the sample 

from the point of view of the algorithm estimating the necessary 

resources. 

1.2 EVA 

EVA is a branch of statistics aimed at modeling the extremely 

deviant values (the values usually labeled as outliers in 

traditional model fitting context) [4] [5] [6]. 

The classic question of EVA, originating from hydrology, is as 

follows: “What is the maximal expected level of a flood in the 

next 100 years based on historical data?” When using EVA, a 

usual answer is the return level N 𝑙(𝑁), which is the maximal 

level that is expected to occur once every N time intervals (100 

years in the case of the example), along with the respective 

confidence intervals (CI). 

Let 𝜒 = 〈𝑋1, 𝑋2, . . . , 𝑋𝑛〉 be a sequence of independent and 

identically distributed random variables with cumulative 

distribution function 𝐹 and let 𝑀𝑛 = max(𝑋1, 𝑋2, … 𝑋𝑛) denote 

their maximum. Essentially, EVA aims at analyzing𝑀𝑛. 

𝑃(𝑀𝑛 ≤ 𝑦) = 𝑃(𝑋1 ≤ 𝑦, 𝑋2 ≤ 𝑦,…𝑋𝑛 ≤ 𝑦) =∏𝑃(𝑋𝑖 < 𝑦)

𝑛

𝑖=1

= [𝐹(𝑦)]𝑛 

Equation 1. Computing the exact distribution of the 

maximum if F is known 

Provided 𝐹 is known, the exact distribution function of 𝑀𝑛 

could be computed, due to the independence of the random 

variables 𝑋𝑖 (Eq. 1). 

However, when F is not exactly known (estimated, or 

approximated), computing [𝐹(𝑦)]𝑛 potentially ends in useless 

results because the otherwise relative small estimation errors 

are multiplied. In contrast, EVA takes a different approach by 

approximating[𝐹(𝑦)]𝑛instead of F. 

Essentially, there are two EVA models: the block maxima 

model backed by the Fisher–Tippett–Gnedenko theory, and the 

threshold exceedance model backed by the Pickands–

Balkema–de Haan theory [4]. 

In our analysis, the threshold exceedance model was used, 

because it makes better use of a limited dataset. Threshold 

selection was based on visual exploratory analysis. [7] [8] 

2 VCL 

The first analyzed dataset corresponds to the real-life workload 

of a shared resource: a Virtual Computing Lab (VCL) operated 

by the department between 2013 and early 2017. The workload 

is computed by summarizing the concurrent virtual machine 

reservations in the system reservation log. 

The VCL has two distinct purposes: 

a) IaaS platform for the various student labs and research 

projects 

b) Homework submission platform for a core course with 

a large number of students 

The workload originating from the IaaS offering has moderate 

variance in the workload due to the managed scheduling of the 

laboratories and the computationally heavy research projects. 

On the other hand, the homework submission system is prone 

to extreme workload spikes because the majority of the students 

submit their homework just before the deadline. 

 
1. Figure Visualizations of the VCL data series 

To sum up, the overall workload consists of a background load 

and spikes recurring every semester, with the largest spike 

being around 250 concurrent sessions. (Fig 1.) 

2.1 5-day smoothing 

 
2. Figure Visualization of the VCL data series with 5-days 

rolling average applied 

Applying a 5-day rolling average to the workload reduced the 

amplitude of spikes as expected, with the largest peak reduced 

from 250 to 140 concurrent sessions. (Fig 2.) 

With the original and the smoothed dataset at hand, Prophet and 

EVA were conducted. For demonstration, the 𝑁 = 100 days 

return level is presented. Figure 3 represents the predictions of 

Prophet based on the smoothed dataset. With Prophet 

repressing the outliers, its predictions are clearly off the marks 

regarding peaks. 

The 100 days return level of the original dataset expects a 

workload around 502 concurrent sessions with 16 concurrent 

sessions at 95% lower CI bound and 988 concurrent sessions at 

95% upper CI bound. On the other hand, the smoothed dataset 

resulted in a 100 days return level of 215 concurrent sessions 

with 88 concurrent sessions 95% lower CI bound and 342 

concurrent sessions upper 95% CI bound. (Fig. 3) 
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3. Figure Comparing the different cases 

Comparing the EVA 100 days return levels results, the required 

static capacity can be reduced by a factor around 2x-3x by using 

a simple 5-day rolling average peak workload mechanism. 

2.2 Queuing 

The queueing mechanism was simulated by linearly parsing the 

system reservation log, and putting all the tasks in a FIFO that 

would exceed the predefined maximum capacity. 

Essentially, the reservations where re-scheduled and the delay 

was computed from the difference between the original start 

time and the new start time. 

 
4. Figure Plot of the re-scheduled data series with maximum 

capacity set to 60 concurrent sessions using FIFO queuing 

The effects of queuing become clearly visible when the new 

data series is plotted. (Fig 4.) 
max. capacity max. delay(h) total delay(h) average delay(h) 

10 862,03 3976586,14 125,058 

20 291,66 785925,72 24,716 

30 136,11 324575,07 10,207 

40 58,95 149764,04 4,710 

50 35,44 70412,73 2,214 

60 19,64 39209,23 1,233 

70 13,24 21169,35 0,666 

80 10,76 12923,49 0,406 

90 8,75 7851,06 0,247 

100 7,25 5052,87 0,159 

110 6,13 3284,56 0,103 

120 5,00 2141,47 0,067 

130 4,25 1393,62 0,044 

140 3,49 892,36 0,028 

150 2,75 546,29 0,017 

160 2,45 351,98 0,011 

170 2,00 240,20 0,008 

180 1,50 166,26 0,005 

190 1,25 116,17 0,004 

200 1,00 80,42 0,003 

210 0,77 52,14 0,001 

220 0,75 30,14 0,001 

230 0,50 13,81 0,000 

240 0,25 2,09 0,000 

250 0,00 0,00 0,000 

2. Table 

In our case, queuing is a trade-off between the maximum 

capacity needed and the delay induced by waiting in the queue 

(Table 2).  

2.2.1 Queueing with priority 

It is well known that long tasks can dramatically increase 

maximum and the average queueing time when using FIFO 

queuing, because they unreasonably uphold the queue. 

 
5. Figure The effect of prioritizing workload by length 

Clearly, in our case, when the capacity is scarce (less than 30 

concurrent sessions), the maximum and average delay is 

significantly higher compared to the other cases. 

As an idea, we filtered out the reservations longer than 24-hours 

to see the effects. (Fig. 5) Comparing the maximum delay, the 

result was that filtering out long-term reservations can really 

help in resource-scarce scenarios. 

As a conclusion, when managing the peak workload, 

redirecting the background load to a separate infrastructure can 

really help, thus workload classification, prioritization are both 

viable alternatives. 
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3 NEPTUNE 

The second dataset corresponds to the workload of a university-

wide student portal sampled at the start of a class registration 

for a semester.  Similar to the VCL load, the average load is 

small compared to the peaks occurring when class registration 

starts. Consequently, in our case, the load is measured in the 

number of class registrations per hour. 

Traditionally, class registration starts at 18:00, and the effect of 

peaks end in 8 hours, narrowing the window of our analysis.  

 
6. Figure Workload distribution during peak hours 

Fig 6. depicts the different proceedings of class registrations. 

Visibly, the first three hours are critical. Due to the extremely 

limited dataset, EVA was not applied, only queueing was 

investigated. 

The dataset consists of hourly numbers (“there are buckets for 

each hour”), thus, in this case, capacity means the maximum 

amount of class registrations the system can process in an hour 

(“the bucket size”). Moreover, FIFO queuing means, moving 

class registrations from one bucket to another bucket (re-

scheduling them), which means that re-scheduling is delaying 

class registration by integer hours. 

capacity max. delay(h) total delay(h) average delay(h) 

15000 7 169 3 

20000 5 89 2 

25000 4 49 2 

30000 3 34 1 

35000 2 17 1 

40000 2 15 1 

45000 2 11 1 

50000 1 6 1 

55000 1 5 1 

60000 1 4 1 

65000 1 2 1 

70000 0 0 0 

3. Table 

Looking at the results, by embracing 3 hours of maximum 

delay, the required capacity could be halved. 

4 CONCLUSION AND FUTURE WORK 

The basic dataset used for the EVA is quite narrow in the 

statistical sense as it contains only a very limited number of 

semesters. Moreover, each semester has its own dynamics in 

the terms of the behavior of the students before the submission 

deadline. Early analysis indicates a high level of similarity 

between the individual semesters (the psychology of students 

seems to be invariant…). In these terms, a combined 

methodology of aggregating the data similar to the block 

maxima principle before using the threshold exceedance 

algorithm seems the most promising one. 

However, note that the same phenomena appear in many 

technical systems as well, where the operating time periods and 

accordingly the number of log data collected go beyond the 

strict limitations of the pilot example presented. 

Based on our analysis, as expected, even the simplest peak 

management mechanisms can greatly reduce the required 

capacity in bursty workload environments, which could 

significantly increase the overall utilization of a system. 

During the analysis of the VCL dataset analysis, only a single 

dimension was used: the number of concurrent virtual 

machines. Multidimensional analysis, where the CPU and 

memory usage are investigated, seems an evident and 

interesting area to research. 

When queuing was analyzed, only a simple FIFO queue was 

implemented. However, considering the many queueing 

algorithms available, there is much to be researched here. 

Moreover, a basic workload classification and prioritization 

idea (filtering larger than 24 hours reservations) seemed viable 

in peak workload management (especially when the capacity is 

limited), thus further investigations seem promising. 
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