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Abstract
The amount of visual data in our world has exploded in the last few
decades. This is mainly a result of the huge number of sensors that
have appeared in the world. However, visual data is really hard to
understand because a computer program needs to extract high-level
abstraction from low-level pixel data. In other words, the semantic
gap needs to be bridged. In this dissertation, image retrieval and analysis is addressed from the point of semantic information extraction.
In Chapter 1, a brief overview is given about the most common types
of convolutional neural networks because the theses are built on them.
Besides different architectures, the basic algorithms applied in data
preprocessing, weight initialization, regularization, and training are
also reviewed.
In Chapter 2, a fast content-based image retrieval method is proposed
based on hash function and semantic information extracted from convolutional neural networks. Unlike previous methods, semantic information is derived from the last fully-connected layer directly, instead
of a separate hash layer. Furthermore, it learns semantic-level and
feature-level similarity in an implicit manner, simultaneously. Experimental results are presented on three publicly available benchmark
databases.
In Chapter 3, semantic information stored in huge pretrained convolutional neural networks are applied to colorize natural and cartoon
images automatically. It is demonstrated that hypercolumn feature
extraction from convolutional nets are able to provide rich feature
representation for colorizing a wide range of grayscale images. Subsequently, we demonstrate that reference constrained learning is possible by introducing cross-domain connections between convolutional
neural networks. Finally, it is shown that a trained network is able to
provide plausible colors for cartoon images as well.
We address the problems of pedestrian detection and person re-identification in surveillance videos in Chapter 4. Specifically, in Section 4.3
we present a novel feature extraction method based on the proposed
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multi-scale center-symmetric local binary pattern (CS-LBP) operator
and our occlusion handling scheme using an extensive pool of part
detectors. Moreover, all the modules (foreground segmentation, feature pyramid construction, training, and occlusion handling) of our
proposed method are introduced in detail including design and implementation. Experiments and comparisons on Context Aware Vision
using Image-based Active Recognition (CAVIAR) database and other
video sequences are also presented. Inspired by the applied occlusion handling method, we propose an end-to-end, deep person reidentification approach, which incorporates the two phases of person
re-identification (i.e., feature extraction and distance metric learning)
into a single architecture. Furthermore, a novel convolutional feature
representation is suggested with a novel contrastive loss function in
order to facilitate the optimization of a Siamese (sometimes called
twin network) CNN. Experimental results are presented on Viewpoint
Invariant Pedestrian Recognition (VIPeR) and ETHZ datasets.
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Chapter 1
Introduction
The amount of visual data in our world has exploded in the last couple of years.
This is mainly a result of the huge number of sensors in the world. Probably
most of us are carrying around smartphones, and each smartphone has one, two,
or maybe even three cameras on it. As a result of the huge amount of imaging
sensors, there is a massive amount of visual data being produced in the world
each day. However, visual data is hard to understand. Why? Because a computer
or machine needs to have a higher-level abstraction from low-level pixel data.
Bridging this semantic gap may lead to very effective methods. Furthermore,
computer vision is an interdisciplinary field which connects to many different
areas of science and engineering, such as optics, biology, psychology, statistics,
and computer science. Optics help us to understand image formation. Biology
and psychology are essential to understand how animal and human brains and
nervous systems process visual information. Statistics is used to discover patterns
in the visual data. Computer science is unavoidable when we implement our
algorithms. A brief history of computer vision is given first. One of the early
cameras is from the Renaissance. This was the camera obscure. Specifically,
pinhole camera theories are based on this. Actually it is very similar to the
early eyes of the first living creatures during the evolution. In essence, it is a
hole that collects and projects light to back of a plane. As already mentioned,
nowadays there are cameras everywhere. It became the most popular sensors
people use. On the other hand, biologists began studying the mechanism of
animal and human vision. One of the most significant research was done by
Hubel and Wiesel in the ’60s [21], [22]. Specifically, they studied the structure
of the visual systems of mammals. They put some electrodes in the back of a
cat’s brain. Subsequently, they observed what visual stimuli make the neurons
in the primary visual cortex respond strongly. As a result, they pointed out
that there are many types of cells in the visual cortex. Simple cells respond to
oriented edges when these edges move in certain directions. Although there are

1

Chapter 1 Introduction

Figure 1.1: Top-5 error rate on ImageNet [1] database over time, for humans
(green), traditional computer vision algorithms (cyan), and deep learning algorithms (red).
also more complex cells in the visual cortex, but they clearly pointed out that
visual processing starts with the simplest structures that is oriented edges. Later,
it was also discovered that the brain builds up the visual information pathway
until it is able to recognize the extremely complex visual world. Since then the
area of computer vision has become an independent research field with thousands
of researchers and engineers, however the most fundamental problems of vision
remained unsolved. However, in the early 2000s many benchmark data sets have
began to appear that enable researchers to measure the progress of computer
vision algorithms. For object recognition, Pascal Visual Object Challenge [23]
is the most influential benchmark. On the other hand, ImageNet [1] database
consists of 1.4 million images across 1, 000 classes and is the most important
image classification benchmark.
The latest generation of computer vision algorithms heavily rely on deep learning techniques which basic motivation evolved from the already mentioned Hubel
and Wiesel [21] experiment. Deep learning based techniques have achieved enormous success in all fields of computer vision. For example, image classifiers
utilizing deep learning techniques have recently outperformed human level accuracy. Figure 1.1 illustrated the top-5 by year on ImageNet [1] database. It can be
clearly seen that AlexNet [24] was the breakthrough. Namely, in 2012 the error
rate was dropped by 10% to 16%.
As vaguely indicated, the history of neural networks or deep learning did not
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begin with the success of AlexNet [25]. The names of the same field have varied
over the past decades:
• threshold logic units (1940s to mid 1960s),
• connectionism (early 1980s to mid 1990s),
• and deep learning (mid 2000 to the present).
The models developed in the first period processed Boolean inputs and generated Boolean outputs and they used threshold activation functions. McCullogh
and Pitts [26] published a computational model of biological neurons. The key
concept for the neuron was the summation of inputs followed by a threshold function. Donald Hebb [27] published a book in 1949 which explained the creation of
lasting memory in animals known today as Hebbs postulate. Frank Rosenblatt
[28] developed the perceptron model and an error-correcting training method for
updating weights. As it was not clear at that time how to train networks with
multiple layers referred to as credit assignment problem.
In 1980s researchers began to reevaluate the early criticism of neural networks.
Two developments characterized this second period - named connectionism - the
Hopfield network and the backpropagation algorithm. Hopfield [29] in 1982 described a network that was able to function as an associative memory. Backpropagation algorithm, which lead to the use of differentiable activation functions in
multilayers networks, has been invented a number of times. It is a two stage
process. In the first stage (known as forward pass) an input is presented to the
network and an output is generated. In the second stage (known as backward
pass) the error at the output is backpropagated and the weights of the whole network are updated. However the vanishing gradient problem arose because of the
multiplication terms in the chain rule. Backpropagated errors diminished exponentially with respect to distance from the output layer and weights in the early
layers could not be updated. The solution of this problem was the introduction
of another type of activation function.
In the area of deep learning, graphical processing units have been used to
train very deep networks. It have been proved that computational power coupled
with huge amount data is able to significantly outperform state-of-the-art results
in almost all fields of image processing. Other factors also contributed to this
success for example the above mentioned new activation functions, new weight
initialization methods, layerwise pretraining using autoencoders, etc. but the
key step is beyond doubt the huge computational power and labeled benchmark
databases.
Another important observation was the following. One can take on a huge
database pretrained convolutional neural network that has already learned to
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extract powerful and informative features from natural images and use it as a
starting point in a new task or even in a new domain [30]. This process is called
transfer learning. As already mentioned, the publicly available pretrained nets are
trained on the ImageNet database and they have been trained on more than one
million images and can classify into 1, 000 object categories. Using a pretrained
network features is usually much faster and easier than training a network from
scratch. To sum it up, pretrained nets can be used as a feature extractor by
using the layer activations as features. These features can also be applied to
train another traditional machine learning model. On the other hand, one can
take out from or add layers to the already trained network and fine-tune them
on a new data set [31].

1.1

Overview of Neural Networks and Convolutional Neural Network building blocks

A neural network is an artificial network, composed of artificial neurons or nodes.
It is widely used for solving machine learning problems. The connections of the
biological neurons are modeled as weights and an activation function controls
the output. A convolutional neural network (CNN) is a class of deep neural
networks, commonly applied to analyzing visual imagery. In a convolutional
layer, neurons receive input from only a restricted subarea of the previous layer
(see Figure 1.2). CNN was inspired by the visual system structure that exists
in mammals. Namely, the visual cortex contains a complex arrangement of cells
that are sensitive to sub-regions of the visual field. A CNN typically (see Figure
1.3) consist of a series of convolutional layers followed by additional layers such
as pooling, fully connected and normalization layers. The hyperparameters of a
convolutional layer are its spatial filter size, depth, stride, and padding. They
have to be chosen carefully in order to generate the desired output.
• The filter size corresponds to the spatial extent (width and height) of the
filters that are convolved with the input image at different spatial locations.
Generally, the filters are quadratic and all filters of a particular convolutional layer have the same filter size.
• The depth of the output volume controls the number of trainable filters
that connect to the same region of the input volume. All of these filters
will learn to activate for different features of the input.
• The stride parameter controls how the filter convolves around the input
volume. The amount by which the filter shifts is the stride. Stride is
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normally set in a way so that the output volume is an integer and not a
fraction.
• The padding parameter allows to control the spatial size of the output
volumes by extending the input volume e.g. with zeros at its outer edges.
Sometimes it is desirable to exactly preserve the spatial size of the input volume. Two commonly used methods are reflection and repetition padding.
Reflection padding mirrors the border content of the image outwards. Repetition padding fills the padded areas with the same values as the outer
edges in the original image.

Figure 1.2: Filter, input and output in a convolution layer.

Neurons in a fully connected layer have full connections to all activations in
the previous layer, as seen in regular neural networks. Their activations can
hence be computed with a matrix multiplication followed by a bias offset. It is
sometimes referred to as linear or affine layer. The fully connected layer can be
viewed as high-level reasoning in a convolutional neural network and is therefore
typically inserted after the convolutional layers. The main limitation of the fully
connected layer is the assumption that each input feature, e.g. pixel in the image,
is completely independent of neighboring pixels and contributes equally to the
predictive performance. Furthermore fully connected layers do not scale well
to high dimensional data such as images. The main difference between fully
connected and convolutional layers is that the neurons in the convolutional layer
are connected only to a local region in the input, and that many of the neurons
in a convolutional volume share parameters. However, the neurons in both layers
still compute dot products, so their functional form is identical.
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Figure 1.3: Main components of CNN.

Pooling layers are a form of non-linear downsampling. The pooling layer
partitions the input volume into a set of non-overlapping rectangles and, for each
subregion, outputs a given activation. Max-pooling e.g. outputs the maximum
value. Another common pooling is the average pooling. The function of the
pooling layer is to reduce the spatial size of the representation, to reduce the
amount of parameters and computation in the network. It is common practice
to periodically insert a pooling layer in between successive convolutional layers.

1.1.1

Activation functions

Activation function — also known as transfer function — introduces non-linearity
in the model implemented by the network. There are several activation functions
in use today, the most common of which are explained in this section.
Sigmoid and the hyperbolic tangent activation functions can be seen as saturating nonlinearities. In recent years, they have been replaced with so-called
rectifiers.
• The sigmoid activation function (1.1) squashes a real-valued number into
the range between zero and one.
σ(x) =

1
1 − e−x

(1.1)

Historically it has an interpretation as the firing rate of a neuron. Recently
it is rarely used since it has two major drawbacks: (1) it saturates at either
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tail of zero or one and the gradient at these regions is very close to zero,
(2) its output is non-zero centered.
• The hyperbolic tangent activation function squashes a real-valued number to the range between negative one and one:
tanh(x) =

1 − e−2x
.
1 + e−2x

(1.2)

Its activation saturates as that of the sigmoid function, but its output is
zero centered.
Recently activation functions such as rectifiers have become increasingly
popular since they were found to greatly accelerate the convergence of stochastic
gradient descent.
• The ReLU — Rectified Linear Unit — activation function is linear and
simply threshold at zero:
ReLU (x) = max(0, x).

(1.3)

It is also highly preferred because of the simple mathematical operation it
performs, in comparison to more complicated expressions involving exponent term used in hyperbolic tangent.
• Leaky ReLU introduces a small number α for the case when x ≤ 0
(
x if x > 0
LReLU (x) =
α otherwise

(1.4)

where α is a small constant such as 0.001.
• The parametric ReLU activation function (PReLU) can be seen as a
generalization of the leaky ReLU (LReLU). Instead of the function being
zero when x ≤ 0, a leaky or parametric ReLU will have a small negative
slope as in
(
x
if x > 0
P ReLU (x) =
αx otherwise
where α is a learnable parameter.
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• Exponential linear unit (ELU) is similar to the rectifiers above but has
smooth negative values as in Equation (1.6)
(
x
if x > 0
ELU (x) =
x
α(e − 1) otherwise

(1.6)

where α controls the value to which an ELU saturates for negative inputs.

1.1.2

Data Preprocessing

The performance of CNN depends on its ability to extract adequate features from
the input data. Data preprocessing makes this feature extraction process effective. Two of the main data preprocessing techniques used in literature are:

• Global Contrast Normalization (GCN) aims to prevent images from
having varying amounts of contrast by normalizing each channel — e.g.
RGB channels — of an input image to zero mean and unit standard deviation. It makes the network more robust to illumination and contrast
variations. For an image of height H, width W and Z number of channels,
GCN value can be computed as per equations (1.7), (1.8) and (1.9).
ˆ y, z) = I(x, y, z) − µ(z)
I(x,
σ(z) + c

(1.7)

H W
1 XX
µ(z) =
I(x, y, z)
H ∗ W i=1 j=1

(1.8)

v
u
u
σ(z) = t

H W
1 XX
(I(x, y, z) − µ(z))2
H ∗ W i=1 j=1

(1.9)

Here Iˆ is the GCN value of a pixel at location (x, y, z) and intensity I(x, y, z).
µ(z) and σ(z) are the mean and standard deviation computed along the z
channel. c is a positive constant that prevents the division by zero.
• In Local Contrast Normalization (LCN) contrast is normalized across
each small window rather than the entire image. It can be done by removing the mean of a neighborhood from a particular pixel and dividing by
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the variation of the pixel values. This method can be associated with the
concept of local receptive fields in mammalian vision [32].
For an image of height H, width W and Z number of channels with window
size k × k, LCN value can be computed as in equations (1.10), (1.11) and
(1.12).
ˆ y, z) = I(x, y, z) − µ(z)
I(x,
σ(z) + c
k−1

k−1

2
2
X
1 X
µ(z) = 2
I(x + i, y + j, z)
k
k−1
k−1

i=−

2

j=−

2

j=−

(1.11)

2

v
u
k−1
k−1
u
2
2
u1 X X
σ(z) = t 2
(I(x + i, y + j, z) − µ(z))2
k
k−1
k−1
i=−

(1.10)

(1.12)

2

Here Iˆ is the LCN value of a pixel at location (x, y, z) and intensity I(x, y, z).
µ(z) and σ(z) are the mean and standard deviation computed along the z
channel. c is a positive constant that prevents the division by zero.

1.1.3

Weight Initialization Methods

As the depth of the neural networks increases weight initialization becomes a crucial issue. A poorly initialized network may suffer from problems of vanishing or
exploding gradients by having reduced the variation of weights. This way the flow
of information is impaired and the deeper layers can not extract useful features
from it. Thus weight initialization is of vital importance and many methods have
been proposed over the years.
• Gaussian Distribution — used e.g. in [24] — also called LeCun initialization proposes to sample weights from a multi-modal Gaussian distribution
with zero mean and small standard deviation.
• Data-Dependent Initialization [33] was inspired by batch normalization.
All layers are first initialized with a non-zero Gaussian distribution of small
standard deviation. Then a layer-wise fine-tuning follows with the help of
the activations produced using a subset of training data. For a given layer,
the weights are fine-tuned using the following equations:

9

Chapter 1 Introduction

N

σB2

1 X
∗
(x − µB )2
=
N i=1

(1.13)

W
WI = p 2
.
σB + c

(1.14)

Here x is the input data, µB and σB2 are the computed mean and variance
across the mini-batch, N denotes the size of a mini-batch, and c stands for
a positive constant to prevent division by zero. For each layer, Equations
(1.13) and (1.14) are repeated until Equation (1.15) is satisfied.
|σB2 − 1| ≥ T olvar

(1.15)

T olvar is named tolerance variance and its value is set between 0.001 and
0.1.
Other papers — e.g. [34] — propose similar methods of data-dependent
weight initialization techniques:
– within-layer normalization,
– between-layer normalization and
– unsupervised pre-initialization.

• Xavier Initialization [35] also initializes weights from a zero-mean Gaussian distribution but the standard deviation is calculated from Equation
(1.16):
s
σ=

1
ninputs

(1.16)

where ninputs is the number of inputs to the layer. Equation (1.16) is proposed for tanh and sigmoid activation functions while Equation (1.17) for
layers using ReLU.
s
σ=

10

2
ninputs

(1.17)
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• Batch Normalization (BN) [36] is not only a weight initialization method
in itself but is a technique to provide any layer in a neural network with
inputs that are zero mean/unit variance. This method reduces the internal covariance shift so it allows the usage of higher learning rates. When
it is applied in the network and not for weight initialization; BN adds an
additional step between the layers.
Equations (1.18), (1.19), (1.20) and (1.21) give the mathematical expression
for batch normalization method.
N
1 X
µB =
x
N i=1

(1.18)

y = γ ∗ x̂ + α

(1.19)

x − µB
x̂ = p 2
σB + c

(1.20)

N

σB2

1 X
∗
(x − µB )2
=
N i=1

(1.21)

N is the size of the batch, x is the input and y is the output of the batch
normalized layer. νB and σB2 are the mean and the variance for the whole
mini-batch. Here γ scaling and α shifting parameters are both trainable.
During testing there are no batches so usually the running mean and variance is calculated and used in the above equations.
When batch normalization is applied not only for weight initialization but
also between neural network layers, due to the increased number of mathematical operations it means significant increase in computational budget.

1.1.4

Reducing Overfitting, Regularization

• Weight Regularization introduces an additional term to the loss function
such that the total loss is a combination of data loss and regularization loss
as in Equation (1.22):
LR (W ) = L (W ) + λR(W ),
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where L is the loss function, W is the matrix of parameters, R(W ) is the
regularization penalty and λ is a hyperparameter that controls the regularization strength. Regularization is not applied to network biases because
biases do not interact with the data in a multiplicative fashion and have
little effect on the objective function.
The most popular regularization penalties are discussed below.
– Lasso or L1 (Least Absolute Shrinkage and Selection Operator) regularization — Equation (1.23) — shrinks the less important feature’s
coefficient to zero so this works well for feature selection in case we
have a huge number of features:
LR = L + λ ∗ |W |.

(1.23)

– Ridge or L2 regularization adds squared magnitude of coefficient as
penalty term to the loss function and it encourages small terms. It is
the most popular choice:
LR = L + λ ∗ W 2 .

(1.24)

– Elastic net regularization combines L1 and L2 regularizations. Elastic net tends to have a grouping effect, where correlated input features
are assigned equal weights. It is commonly used in practice and is
implemented in many machine learning libraries:
LR = L + λ ∗ (β ∗ W 2 + |W |).

(1.25)

• Dropout and dropconnect Dropout (Figure 1.4 (b)) unlike weight regularization, does not modify the loss function but the network itself. This
method randomly drops units from the neural network during training thus
preventing the co-adaptation of features. At each training stage, individual
nodes are either dropped out of the network with a given probability or
kept.
Dropconnect — see Figure 1.4 (c) — can be seen as a generalization of the
dropout mechanism. Instead of randomly dropping neurons during training,
only the connections between them are set to zero and disregarded during
backpropagation. A comparison of dropout and dropconnect in a fully
connected layer is presented in Figure 1.4.
• Early stopping deals with overfitting by interrupting the training procedure when the models performance on a validation set gets worse. Early
stopping effectively tunes the hyperparameter number of epochs/steps.
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Figure 1.4: Comparison of dropout and dropconnect layers: (a) fully connected
layer (b) dropout layer (c) dropconnect layer.

• Data augmentation is technique for increasing the number of images in
a small dataset. An overfitting model can can be improved if learning
algorithm processes more training data. While an existing dataset might
be limited for some machine learning problems there are ways of creating
synthetic data. For images some common techniques include translation,
rotation, scaling and jittering. For classification problems it is common
practice to inject random negatives.
There is no general rule how to generate synthetic data. The general principle is: a dataset should be expanded by applying operations which reflect
real world variations.

1.1.5

Backpropagation in neural networks

CNN layers can be described as functions y = f (x) where both input x ∈
RH×W ×C and output y ∈ RĤ×Ŵ ×Ĉ are tensors. The derivative of function f
with respect to x has a total number of Ĥ × Ŵ × Ĉ × H × W × C elements which
is computationally unmanageable.
Using vec operator, which visits each element of a tensor in lexicographical
∂f
can be expressed as in Equations (1.26)
order and produces a vector x and ∂x
and (1.27) respectively:
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...
...
∂x111
∂x211
∂xH11
∂x121
∂xHW C
(1.27)
A neural network is a function mapping data x0 — e.g. an image — to an
output xL where fL is the objective function. This function fL ◦ fL−1 ◦ . . . ◦ f1 is
the composition of simpler functions fl which are computational blocks or layers.
Each intermediate output xl = fl (xl−1 ; wl ) is computed from the previous output
xl−1 and the wl parameters applying function fl as in Figure 1.5.
Backpropagation or backward propagation of errors is used in conjunction
with gradient descent optimization methods without explicitly computing the
Jacobians as in Equation (1.28). It computes the gradient of the loss value xL
(output) with respect to each network parameter wl :
df
d(vec wl )

T

=

∂y111
∂x111
∂y211
∂x111
..
.

∂y111
∂x211
∂y211
∂x211
..
.

∂y111
∂xH11
∂y211
∂xH11
..
.

∂y111
∂x121
∂y211
∂x121
..
.

dvecfL (xL−1 ; wL )
dvecfl+1 (xl ; wl+1 ) dvecfl (xl−1 ; wl )
...
. (1.28)
T
d(vec xL−1 )
d(vec xl )T
d(vec wl )T

The idea behind backpropagation algorithm is to compute the derivatives
required for learning without incurring this huge memory cost. During the backward pass, the model computes the gradient of the objective function with respect
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Figure 1.5: Feedforward neural network scheme.

to the current parameters, after which the parameters are updated by taking a
step in the direction of minimized loss. The basic mathematics of the backpropagation procedure is highlighted e.g. in [37], [38] and [39].

1.1.6

Gradient Descent Optimization

Gradient descent is a technique to minimize an objective function L (W ) parameterized by a matrix of model parameters W by updating the parameters
in the opposite direction of the gradient of the objective function ∇W L (W ).
The learning rate η determines the size of the steps we take to reach a (local)
minimum.
Sign ←− means that the terms and variables on the right-hand side are computed at time (t − 1) and given to variables at time t on the left-hand side.
Based on the amount of data used for the computation of gradients, gradient
descent algorithm can be classified into three main types.
• Batch gradient descent computes the gradient of the cost function with
respect to network parameters for the whole training dataset. It can be
very slow and and is intractable for datasets that do not fit in memory:
W ←− W − η · ∇W L (W ).

(1.29)

• Stochastic gradient descent performs a parameter update for each training example. Because of frequent updates it results in a very noisy gradient:
W ←− W − η · ∇W L (W ; x(i) ; y (i) ).
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• Mini-batch gradient descent employs a subset of the dataset, called
a mini-batch, for computing the gradient. The mini-batch must be large
enough to escape local minimum, but also small enough to help converge
in a reasonable number of epochs:

W ←− W − η · ∇W L (W ; x(i:i+n) ; y (i:i+n) ).

(1.31)

The most important of gradient descent optimization techniques are explained
that differ in ways the network parameters are updated.

• Vanilla is the simplest method for updating network parameters. Equation
(1.32) gives the mathematical expression for vanilla update:
W ←− W − η ∗ ∇W L (W ).

(1.32)

• Momentum is a method that helps accelerate SGD in the relevant direction and dampens oscillations when cost function has the form of a long
shallow ravine. It adds a fraction γ of the update vector of the past time
step to the current update vector:
W ←− W − ν,

(1.33)

ν ←− γ ∗ ν + η ∗ ∇W L (W ).

(1.34)

Some implementations exchange the signs in the Equations (1.33) and
(1.34). Here ν is the momentum parameter that is initialized to zero in
the starting, and γ is the momentum term. The function of variable γ is
to dampen the velocity and oscillations in the system. As a result, we gain
faster convergence and reduced oscillation.

16

Chapter 1 Introduction

• Nesterov Accelerated Gradient (NAG) [40] aims at achieving faster
convergence by giving the momentum term some kind of prediction about
the next step. Computing W − γ ∗ ν gives an approximation of the next
position of the parameters (the gradient is missing for the full update), a
rough idea where our parameters are going to be, thus it helps in increasing
the responsiveness of the updates:
ν ←− γ ∗ ν + η ∗ ∇W L (W − γ ∗ ν),

(1.35)

W ←− W − ν.

(1.36)

In Equations (1.35) and (1.36) — similar to momentum method — ν is the
momentum parameter that is initialized to zero in the starting and γ is the
momentum term. There are several variants of the Nesterov momentum
method.
The gradient descent optimization methods discussed so far manipulate all
parameters equally since they employ a global learning rate. Three adaptive
optimization methods — Adagrad, Adadelta, ADAM — are highlighted.
The cache variables c in the adaptive methods below are to be interpreted
as a tensor of the same shape as the parameters W .
• Adagrad [41] is well-suited for dealing with sparse data. It adapts the
learning rate to the parameters, performing smaller updates (i.e. low learning rates) for parameters associated with frequently occurring features, and
larger updates (i.e. high learning rates) for parameters associated with
infrequent features.
It incorporates knowledge of the geometry of the data in form of a cache
variable as in Equation c (1.37) that allows more informative learning based
on the updates in earlier iterations:
c ←− c + (∇W L (W ))2 .

(1.37)

The SGD update — see Equation (1.38) — for every parameter W at each
time step then becomes:
∇W L (W )
,
W ←− W − η √
c+
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where the cache variable c has the same shape as the gradient and keeps
track of the per-parameter sum of squared gradients thus normalizing the
parameter update step element-wise. The smoothing term  provides numerical stability as a small number used to avoid division by zero.
• Adadelta [42] is an extension of Adagrad method that attempts to reduce
its aggressive, monotonically decreasing learning rate used in Adagrad. Instead of accumulating all past squared gradients, Adadelta restricts the
window of accumulated past gradients to some fixed size w.
It uses a moving average of squared gradients, which can be formulated as
c ←− γc + (1 − γ)(∇W L (W ))2 ,

(1.39)

∇W L (W )
,
W ←− W − η √
c+

(1.40)

where γ is a hyperparameter that denotes the decay rate. The update
is identical to Adagrad but Adadelta modulates the learning rate of each
parameter based on the magnitude of its gradients. It has the beneficial
equalizing effect but unlike Adagrad, the updates do not become monotonically smaller.
• Adaptive Moment Estimation(ADAM) [43] computes adaptive learning rates for each parameter. It keeps an exponentially decaying average of
past gradients m and squared gradients ν:
ν ←− β2 ∗ ν + (1 − β2 ) ∗ (∇W L (W ))2 ,

(1.41)

m ←− β1 ∗ m + (1 − β1 ) ∗ ∇W L (W ).

(1.42)

The authors of ADAM reason that — as m and ν are initialized — they are
biased towards zero, especially during the initial time steps, and especially
when the decay rates are small (i.e. β1 and β2 are close to 1).
To counteract these biases bias-corrected first and second moment estimates
are computed in Equations (1.43) and (1.44). This time all the variables
are computed at the same time t:
ν̂ =

ν
,
(1 − β2 )
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m̂ =

m
.
(1 − β1 )

(1.44)

Equation (1.45) is the ADAM update rule:
η ∗ m̂
W ←− W − √
.
( ν̂ + )

(1.45)

The smoothing term  is to avoid division by zero. The authors propose
default values of 0.9 for β1 , 0.999 for β2 and 10−8 for .
• Second order methods speed up the training by estimating not only the
gradient but also the curvature of the loss function. Having the curvature,
one can estimate the approximate location of the actual minimum and not
only taking a step into the direction of the negative gradient. Thus in the
update steps not only the Jacobian matrix (see Equation (1.46)) but also
the Hessian matrix (see Equation (1.47)) will be incorporated:
J = ∇W L ,

(1.46)

H = ∇2W L .

(1.47)

The parameter update then becomes Equation (1.48) that incorporates
knowledge about the loss curvature, which is essentially Newton’s method
for iterative optimization
W ←− W − ηH −1 ∇L ,

(1.48)

where H −1 denotes the inverse of the Hessian matrix.
The Hessian is a n × n matrix, where n denotes the number of learnable
parameters and computing the inverse of such a huge matrix is a very costly
procedure.
Several approximation algorithms have been developed in order to avoid
the direct computation of the inverse Hessian matrix e.g. the Conjugate
Gradients method [44] and the Broyden-Fletcher-Goldfarb-Shanno (BFGS)
[45] algorithm.
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1.1.7

Hyperparameters

The initial learning rate must be set properly if it is too large the loss will
increase or the local minima will be missed. If it is too low the network might
converge very slowly. A good practice is to choose the largest initial learning rate
that does not cause divergence.
Learning rate decay can be viewed as a sort of regularization. The most
common learning rate decay methods are as follows.
• Step decay — sometimes called adaptive decay — reduces the learning rate
by some factor every few epochs. These number of epochs and decreasing
factor depend on the type of the problem and the model. Typical values
might be e.g. reducing the learning rate by a half every 5 epochs, or by 0.1
every 20 epochs.
• Linear decay decreases the learning rate linearly until a minimum learning
rate is reached after a fixed number of iterations or epochs:
η = η0 − t

η0 − ηmin
.
tlim

(1.49)

Here η0 is the initial learning rate, t is the number of iterations or epochs
and tlim is the number in which ηmin should be reached.
• In quadratic decay the learning rate decreases quadratically:
η=

η0
.
(1 + kt)2

(1.50)

Here k is a hyperparameter and η0 is the initial learning rate.
• 1/t decay — sometimes called power decay — method decreases the learning rate by the formula:
η=

η0
,
1+k∗t

(1.51)

where η0 initial learning rate, k are hyperparameters and t is the number
of iterations or epochs.
• Exponential decay decreases the learning rate proportional to its current
value:
η = η0 e−kt .

(1.52)

Here η0 , k are hyperparameters and t is the number of iterations or epochs.

20

Chapter 1 Introduction

• Scheduled decay is often employed when the dynamics of convergence for
a specific architecture/model and dataset have been explored. It specifies
a manual schedule, either for specific number of epochs or iterations.
Large mini-batch sizes shift the convergence behavior towards batch gradient descent, whereas small mini-batch sizes should result in a behavior similar to
pure stochastic gradient descent. The effect of the mini-batch size hyperparameter must also be examined with respect to batch normalization.
Hyperparameter selection is performed with manual search, grid search, and
random search.
• Manual search refers to selecting one hyperparameter intuitively and testing its performance on the validation set.
• Grid search refers to a technique where several hyperparameters such as
the learning rate and the batch size are limited within intervals and step
sizes in order to find the optimum performance on the validation set.
• Random search refers to hyperparameter selection with fixed intervals
while the step sizes are chosen randomly.

1.1.8

Major Types of CNN Architectures

Since the introduction by LeCun et. al [46] CNN models have demonstrated their
impressive strength in the fields of classification, localization, object detection
etc. They also demonstrated improved results on ImageNet [1], CIFAR-10 [47],
PASCAL VOC [48], and NORB [49] datasets.
Factors that are responsible for improvements as follows.
• New types of CNN models.
• Novel model regularization strategies.
• Powerful GPU implementations, parallel processing techniques.
• Datasets with millions of labeled images.
Each network which is mentioned in this chapter contains either a novel architecture or a method which is widely used since its publication. This overview
is partially based on our publication [50] dealing with the image noise sensitivity
of major CNN architectures trained on ImageNet [1] database.
AlexNet [24] was a breakthrough as a deep network using dropout and local response normalization. Experiment has been carried out with a four-layer
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convolutional neural network with ReLU and with tanh activation function. The
network with the non-saturating ReLU reached a given error rate six times faster
than the network with tanh function which has saturating nonlinearities. Naturally this effect depends on the network architecture but the trend is the same.
Overfitting was reduced by data augmentation and dropout. Two data augmentation schemes were used: (1) image translation and horizontal reflection (2)
altering the intensities of RGB channels. At that time dropout was new technology, the output of each hidden neuron was set to zero with a probability of
0.5.
Many CNN models were submitted in 2013 to ILSVRC but the winner was a
network built by Matthew Zeiler and Rob Fergus [51] named ZFNet. Its architecture was a fine-tuned AlexNet and it achieved an error rate of 11.2 %. Although
the architecture was not new, the authors tried to investigate the inner mechanism of CNN and introduced DeConvNet (Deconvolutional Network) because
they state that the development of models is a trial-and-error process without a
clear understanding how they work. At each layer of the model a deconvolution
is attached which has a path back to the image pixels. To investigate a given
convnet activation all the other activations were set to zero and the activity in
the layer was reconstructed by unpooling, rectifying and filtering. Max-pooling is
naturally non-invertible but by recording the location of the maxima in forward
pass in each pooling region a variable called switch is set. In backward pass the
unpooling operation uses this switch. Rectification is reconstructed with ReLU
nonlinearity and filtering with the transposed version of the given filter. This
way DeConvNet will reconstruct the approximate version of convnet.
VGGNet (VGG16, VGG19) [3] has two main characteristics: simplicity
and depth. Simplicity exhibits in the simple architecture and the consequent
use of 3 × 3 convolutions. Parameters of VGG models were fixed and the depth
was steadily increased by adding convolutional layers. As the spatial size of the
input volumes at each layer decrease, the depth of the volumes increases and
the number of filters doubles after each maxpooling layer. It was the winner of
ILSVRC 2014 with 7.3 % error rate.
The effect of the convolutional network depth has been investigated on image
recognition accuracy in case of six network configurations, where the number of
weight layers was varied between 11 and 19 and one 11 weight layer model was
built with Local Response Normalization.
For training a fixed size — 224 × 224 × 3 — of images has been used and a
simple image preprocessing by subtracting the mean RGB value from each pixel.
Scale jittering was applied as data augmentation technique. Spatial resolution
was preserved after convolution by adequate padding. CNN layers strictly used
3 × 3 filters with stride and pad of 1, along with 2 × 2 maxpooling layers with
stride 2. Although a stack of 3 × 3 convolution layers was applied instead of a
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7 × 7 receptive field — which was used in [51] and cover the same area — but
these two solutions are not equivalent. The three 3 × 3 layers three non-linear
rectification layers of instead of one of the 7 × 7 layer and the former method
makes the decision more discriminative. Furthermore this way the number of
parameters was decreased.
In [52] a novel deep network structure was proposed named Network in
Network (NIN). Instead of the conventional convolutional layer consisting of
a linear filter which is followed by a nonlinear activation function a micro neural
network with a multilayer perceptron — named mplconv layer — is used as a
function approximator. This micro network is slided over the receptive field in a
similar manner as a convolution kernel and the network is less prone to overfitting
as conventional CNNs. This way the model discriminability can be enhanced for
image patches. The training procedure of the network built on these principles
was like of that AlexNet’s [24].
The idea behind Network in Network architecture is that a convolutional filter
in classic CNNs is actually a generalized linear model for the image patch. An
mplconv layer which uses a micro network structure enhances the abstraction
level. This micro network which is a general nonlinear function approximator is
built from the elements of overall deep network.
For two reasons a multilayer perceptron was chosen as a micro network. First,
it is compatible with the structure of CNNs and it can be trained using backpropagation. Second, multilayer perceptron can be a deep model itself.
A novel strategy named Global Average Pooling (GAP) is introduced to replace the fully connected layers which are prone to overfitting. The average of
each feature map is calculated and fed — in case of classification — into the
softmax layer. This way there is no parameter to optimize, overfitting is avoided
and the model is more robust to spatial translations of the input.
GoogLeNet [53] is a 22 layer deep CNN and was the winner of ILSVRC 2014
with a top 5 error rate of 6.7 %. Depth and width of the network was increased
but not simply following the general method of stacking the layers on each other.
A new level of organization was introduced codenamed Inception module. In
GoogLeNet not everything happens sequentially, pieces of the network work in
parallel.
Inspired by a neuroscience model in [54] where for handling multiple scales a
series of Gabor filters were used with a two layer deep model. But contrary to
the beforementioned model all layers are learned and not fixed. In GoogLeNet
architecture Inception layers are introduced and repeated many times.
In NIN approach [52] the representational power of neural networks has been
enhanced by replacing the convolutional filter with a micro neural network. In
NIN 1 × 1 convolutional layers are added in order to increase the depth of the
network however in GoogLeNet 1 × 1 layers have the purpose to remove compu-
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tational bottlenecks by dimension reduction.
The most obvious way of improving the performance of deep neural networks is
increasing the size — depth or width — but bigger neural network size also means
a larger number of parameters, increased chance of overfitting and increased requirement for computational resources. A uniform increase in the number of
filters results in a quadratic increase of computational budget. The computation
resources are finite especially in embedded applications.
By simulating biological system one solution would be to introduce sparcity.
In [55] was stated that if the probability distribution of a dataset can be represented by a very sparse deep neural network, then the network topology can
be constructed layer after layer. But non-uniform sparse models require sophisticated methods and today’s computer infrastructures are not efficient on sparse
data structures. So in GoogLeNet the optimal sparse structure was approximated
by available dense building blocks.
Inception (Inception-v2, Inception-v3 and Inception-v4) was called
GoogLeNet, but subsequent improvements have been called Inception-vN where
N refers to the version number put out by Google.
Inception-v2 was refined by the introduction of batch normalization. Inceptionv3 [56] was improved by factorization ideas. Factorization into smaller convolutions means for example replacing a 5 × 5 convolution by a multi-layer network
with fewer parameters but with the same input size and output depth. In order
to train faster three types of factorizations have been investigated: (19 factorizing convolutions with large filter size, (2) factorization into smaller convolutions
and (3) spatial factorization into asymmetric convolutions. Inception-v3 was
benchmarked on the ILSVRC 2012 classification challenge validation set and it
demonstrated gains over the state of the art: top-1 error rate 17.3 % vs. 21.2 %
and top-5 error rate 3.5 % vs. 5.6 %.
Inception-v4 [57] contains uniform choices for Inception blocks for each grid
size. It was the last Inception variant before the introduction of hybrid InceptionResNet versions. Inception-v4 is highly tunable by changing the number of filters
in the various layers without affecting the quality of the trained network. Training
speed can be optimized by tuning the layer sizes and balancing the computation
between the model sub-networks.
In [58] a new architecture has been designed for the training of very deep
networks named highway network (HighwayNet). Paths through which information flows across layers without attenuation are called highways and the
network containing such paths is called highway network. It uses adaptive gating
units to regulate the flow of information.
A plain network — that simply stack layers — has usually an affine transform followed by a non-linear activation function. Highway networks define two
additional transforms (1) a transform gate and (2) a carry gate which determine

24

Chapter 1 Introduction

how much of the output is produced by transforming the input or carrying it.
Depending on the state of the gates a highway layer can vary its behaviour between the characteristics of a plain network layer or that of a layer which passes
its input through. Both convolutional and fully connected highway layers can be
built.
For plain deep network using proper weight initialization is of crucial importance because otherwise stochastic gradient descent will stall. The variance of the
signals during forward and backward propagation must be preserved otherwise
the gradient vanishes. For highway architectures it was found that the model
convergence is not sensitive to the weight initialization. In highway networks a
simple initialization method is possible which is independent of the affine transformation. The bias term in the transform gate will be initialized with a negative
value so the network has carry behaviour.
It is difficult to optimize deep plain networks even after adequate weight initialization. A series of experiment have been carried out on MNIST digit classification database in order to compare plain networks and highway networks with
the same architecture. Plain networks with 10 layers showed excellent performance but their performance decreased as the depth increased. On the other
hand highway networks did not show such a phenomenon and they always converged faster than plain networks. Depth variants with 10, 20, 50 and 100 layers
has been compared.
It was found that training of highway networks with number of parameters and
operations was practically without problems. Both thinner and deeper variants
have been investigated: a 19-layer highway network with ∼ 1.4M parameters and
a 32 layer network with ∼ 1.25M parameters. Generalization performance has
been carried out according to Fitnets [59] proposed by Romero.
In the original paper [60], the authors reason that it is easier to optimize the
residual mapping than to optimize the original unreferenced function. ResNet
does this by using shortcut connections directly connecting input of nth layer to
some (n+x)th layer. The authors also mention that such representation has been
applied e.g. VLAD [61] — Vector of Locally Aggregated Descriptors — that
encodes by residual vectors with respect to a dictionary but only as a shallow
representation.
The authors reason that training this form of residual networks is easier than
training simple deep convolutional neural networks and also the problem of degrading accuracy is resolved. Degradation problem may mean that the solvers
have difficulties in dealing with identity mappings through nonlinear layers. Using parallel shortcuts in residual learning framework in case of identity mappings
the solver drives the weight towards zero. In these residual blocks there are addition operations so during the backward pass the gradient will flow easily through
the graph.

25

Chapter 1 Introduction

They proposed 5 different structures of ResNet; ResNet-18, ResNet-34 as
baseline architectures and ResNet-50, ResNet-101 and ResNet-152.
Inception-ResNet [57] combines the Inception architecture with residual
connections and achieves 3.08 % top-5 error on the test set of the ImageNet
classification challenge.
In a detailed investigation two pure Inception models — Inception-v3 and
Inception-v4 — have been compared to similarly complex Inception-ResNet variants in top-1 and top-5 error rates. Inception-ResNet variants exhibited better
accuracy but only with a narrow margin. The main benefit in combining Inception with residual connection is the significantly accelerated training.
ResNeXt [62] (X suggesting the next generation or dimension) outperforms
on ImageNet classification all the ResNet and Inception-ResNet architectures.
ResNeXt is modularized and consists of a stack of residual blocks having the
same topology. As an example a 101 layer ResNeXt achieves better accuracy
than ResNet-200 but has only 50% complexity.
In a simple neuron the inner product can be viewed as a specific form of
aggregation analogous to the split-transform-merge strategy of Inception models.
In ResNeXt the aggregation is generalized to a sum of arbitrary functions. The
number of arbitrary functions C is the cardinality. Each of the arbitrary function
has a bottleneck-shape architecture that is, the first layer 1 × 1 produces lowdimensional embedding. This way the aggregated transformation equation is
analogous to that of a neuron.
ResNeXt extends VGG-like strategy as all summed functions have the same
topology unlike Inception or Inception-ResNet modules. The same topology allows extending to any large number of transformations.
ResNeXt blocks follow two rules: (1) if spatial maps of the same size are
produced, the blocks share the same hyper-parameters (width and filter sizes),
and (2) when the spatial map is downsampled by a factor of 2, the width of
the blocks is multiplied by the same factor so the computational complexity —
measured in FLOPs — remains the same in each block. Following these two rules
a template module can be designed and all the other modules will be generated
accordingly.
Residual block that enables to train very deep networks can be at the same
time a weakness as gradient may flow through the layer without training it.
This problem was named as diminishing feature reuse and a highway network
framework [58] was proposed in which the flow of information is gated and the
parameters of the gates are learned. Another solution [63] to this problem can
be viewed as a special case of dropout, addressing the problem by randomly
disabling the residual blocks during training called deep network with stochastic
depth. This method works also as a regularizer.
In the paper [64] the authors conducted a detailed study on the architecture
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of ResNet blocks and proposed a novel architecture — named Wide Residual
Network (WRN) — by increasing the width of residual networks but decreasing the depth. Traditional residual networks consists of basic blocks — batch
normalization, ReLU, convolutions — and bottleneck blocks — convolutions surrounded by conv1×1 layers — where in the latter the 1×1 filters have a reducing
or expanding role.
A wide residual architecture was presented which has 50× fewer layers and is
2× faster than a traditional residual network.
There are three obvious ways to increase the representational power of residual
blocks:
• adding more convolutional layers per block,
• widening the convolutional layers by adding more feature planes
• or increasing filter sizes in convolutional layers.
Small filters showed their effectivity so only 3 × 3 filters have been used.
Research focus was on two factors: (1) deepening factor and (2) widening factor.
Deepening factor is the number of convolutions in a block and widening factor
multiplies the number of features. This way four types of residual blocks were
investigated and compared — basic, bottleneck, basic-wide and wide-dropout.
The number of parameters increases linearly with the number of ResNet blocks
and the magnitude of deepening factor. The computational complexity and the
number of parameters are quadratic in the widening factor.
Wide networks have also a positive effect on computational efficiency because
thin and deep residual networks with their sequential structure are not suitable
for parallel GPU computing. Experiments showed that forward-backward update
times can be reduced — using cuDNN and Titan X GPU — by a factor of 2-8 in
case of wide networks.
Several networks have been built where total number of convolutional layers,
widening factor and type of blocks has been varied.
The authors argue that dropout should be inserted between convolutional
layers and not in the identity part of the block and they added dropout layer into
each residual block between convolutions and after ReLU.
Experiments were conducted on using dropout in blocks and significant improvements could be observed in both thin and wide network cases. Although
image classification error was not improved significantly but wide network model
ran 2× faster and were more robust.
FractalNet [65] is a novel design strategy for neural network macro-architecture
based on self-similarity. The authors argue that fractal architecture is simpler
than ResNet while achieving performance which matches that of ResNet.
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FractalNet tries to demonstrate that residual representation is not fundamental to the performance of deep network that is, path length is fundamental for
training deep networks and not residual representations. This architecture is a
generalization of network techniques. Fractal architecture is generated by a simple expansion rule where the base case consists of a single layer of chosen type
(it may be a custom layer too) and join layers which compute elementwise mean.
Blocks are created from base and join layers and stacking the blocks yields a
network. These networks contain interacting subpaths of different lengths but
no signals are privileged in FractalNet contrary to ResNet which distinguishes
pass-through and residual signals. According to experiments the extraction of
high-performance subnets is possible where a subnet consists of a single line.
Dropout technology has been generalized by the introduction of drop-path regularization. Dropout [66] modifies interactions between sequential layers in order
to prevent co-adaptation. During stochastic depth process [63] blocks are disabled
randomly while in highway network [58] the blocks are gated and the parameters
for gates are learned. Drop-path in FractalNet discourages co-adaptation of parallel paths by randomly dropping operands of the join layer. With drop-path it
is possible setting trade-off between speed and accuracy.
Two sampling strategies are used for the paths: (1) local — it drops each
input with a fixed probability but ensures the survival of at least one — and (2)
global — selecting a single path for the entire network. Apart from regularization
drop-path serves as a diagnostic tool because monitoring the individual columns
provides insight into the training process.
Deep Network with Stochastic Depth [63] addresses to train short network and use deep network at test time. To overcome this seemingly contradictory
goal a subset of layers is bypassed randomly during training.
Network depth is an important factor for model effectiveness but training of
deep networks has several challenges: vanishing gradients, diminishing feature
reuse and long training time.
Vanishing gradients hinder the backpropagation of information and information may become ineffective in earlier layers. Approaches to reduce this effect
are: selection of adequate weight initialization schemes, hidden layer supervision
and Batch Normalization [36].
Diminishing feature reuse means loss of information during forward propagation. Features computed by earlier layers may be “washed out” and the later
layers can not learn from the diminished information.
Training time is in linear proportion with the depth of the network in a given
architecture.
In general multiple CNN architectures can be constructed that achieve the
same accuracy level. Smaller CNN architectures offer three main advantages:
(1) less communication across servers while working in parallel (2) they require
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less bandwidth to export for example as update to an autonomous car and (3)
deployment is easier on FPGAs or ASICs with limited memory. The authors [67]
propose a small CNN architecture named SqueezeNet with AlexNet accuracy
on ImageNet with 50× fewer parameters and which is about 500 times smaller in
size in compressed state.
The authors introduce the term CNN microstructure referring to a particular module, CNN macrostructure as the system-level organization and bypass
connection which is a connection type — also used in ResNet [60] or Highway
networks [58] — that additively connects activations.
This class of models [68] as the name implies is for mobile and embedded applications that having a streamlined architecture focuses on both size and speed.
They are small, low-latency, low-power models parameterized with two hyperparameters that ensure trade off between latency and accuracy. MobileNets
demonstrated their effectiveness not only in object detection but also in large
scale geo-localization applications.
The two hyperparameters — width and resolution multipliers — allow the
model builder to choose the right-sized model. While the hyper parameter width
multiplier thins the network uniformly at each layer, the resolution multiplier
has the task to reduce the computational costs. These terms make the easy
exploration of network topologies possible.
MobileNets (later named MobileNetV1) are built primarily from depthwise
separable convolutions used in Inception models [36] which factorize a standard
convolution into a depthwise convolution and a 1×1 convolution called a pointwise
convolution in order to reduce computation and model size. MobileNet replaces
the standard convolutional layer (convolution, batch normalization, ReLU) by
depthwise separable convolution (depthwise convolution, batch normalization,
ReLU, 1 × 1 pointwise convolution, batch normalization and ReLU).
MobilNet models were trained in TensorFlow using RMSprop [69] with asynchronous gradient descent [70]. RMSprop divides the learning rate by an exponentially decaying average of squared gradients like Adadelta [42] resolving the
diminishing learning rate problem. Asynchronous gradient descent enables the
application of scalable parallel (distributed) software architecture. This method
works in several directions and these directions vary because they are computed
from the asynchronously updated parameters at the beginning of each mini-batch.
It is like a region-based optimization.
Experiments have been carried out to compare MobilNet model built with
full convolutions to a model with depthwise separable convolution. Tested on
ImageNet the accuracy of the latter was reduced by 1% but it exhibited improvement on mult-adds (from 4866M to 569M) and on the number of parameters (from
29.3M to 4.2M). Mult-adds stands for the number of multiplication-addition pairs.
The Xception architecture [71] was proposed by François Chollet, who is the
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creator and chief maintainer of the Keras library.
In this neural network architecture the Inception modules are replaced by
depthwise separable convolutions. None of the existing Inception architectures
were applied but a new Xception architecture — see below — was developed.
Convolution and depthwise separable convolution lie at both extremes while
Inception modules are between them. This architecture outperforms Inceptionv3 on the ImageNet and other large datasets. The name Xception stands for
”Extreme Inception“.
Xception architecture consists of a linear stack of depthwise separable convolution layers with residual connections. The design makes it easy to define
and modify. It has 36 convolutional layers for feature extraction functionality
which are grouped into 14 modules having linear residual connections around
them. Convolutional and separable convolutional layers are followed by batch
normalization. Architecture is divided into three parts: (1) entry flow,(2) middle
flow and (3) exit flow. Unlike Inception-v2 or Inception-v3 the Xception model
is extremely simple to be defined, modified and coded in high-level libraries such
as Keras or TensorFlow.
In [72], the authors utilize the observation that CNNs can be deeper, more accurate and efficient to train if they contain connections between layers. A model
is introduced called Dense Convolutional Network (DenseNet), which connects each layer to every other layer in a feedforward fashion.
As the authors argue, DenseNet has three main advantages.
• Error signal propagates directly to the layer ensuring an implicit “deep supervision” [73] meaning that individual layers receive additional supervision
from the loss function through direct connection.
• Diversified features.
• It maintains low complexity features that is, the classifier uses features of
all complexity level.
DenseNet is implemented consisting of dense blocks and transition layers and
in dense blocks each layer is connected to other layers in a feedforward way. This
way each layer has access to all the preceding feature-maps in its block. The
global state can be accessed from everywhere within the network. Transition
layers between dense blocks have the task of downsampling — changing the size
of the feature-maps — doing convolution and pooling. Each DenseNet model
has a hyperparameter called growth rate of the network which is the number of
layers. It regulates information contribution of layers to the global state. In order
to improve compactness of the models the transition layers were used to reduce
the number of feature-maps at block transitions.
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ResNet and DenseNet layout may seem similar but in contrast to ResNet
features, are not combined by addition but by concatenation.
Four DenseNet models have been investigated each having three dense blocks
but various growth rates and depth. All the networks were trained employing
minibatch (with minibatch sizes 64, 128 and 256) and gradient descent, gradually
lowering the learning rate and using Nesterov momentum without dampening.
NASNet [74] is based on Neural Architecture Search (NAS) [75] framework.
NAS uses reinforcement learning search method to optimize architecture configurations. NASNet is a type of architecture engineering that reduces the search
space to cells (convolutional layers) and searches for the best convolutional architecture that can be built from these cells. Direct application of NAS to large
dataset is computational rather expensive so the authors use small datasets and
then transfer the learned architecture to large dataset. CIFAR-10 was used as
small dataset and the architecture called NASNet was transfered to ImageNet.
This way the architecture engineering of neural network image classification models can be simplified. Although the computational costs exceed those of the
state-of-the-art models but the model achieves in top-1 accuracy by 1.2 % better
results.
In NAS framework a controller Recurrent Neural Network (RNN) with given
weights samples child networks with various architectures. These child networks
are trained up to a certain degree of accuracy on a validation set. The results
are then used to update the controller and the controller generates better child
networks.
A novel search space named NASNet search space was designed that consisted
of motifs (combinations of convolutional filter banks, nonlinearities, connections
etc. ) and it is supposed that the controller is able to suggest a generic convolutional cell using the motifs as building blocks.
Each CNN type has its own main area of application and characteristics. Inception type networks are very stable and can be adapted to various requirements
while MobileNet is small, fast and suitable for mobile devices. Disadvantage is
that this method is very sensitive of image noise. Neural Architecture Search
(NAS) requires huge ressources. Table 1.1 shows an overview of the networks
with the main characteristics.
As we used a Siamese-like network in Chapter 3, I give a brief overview about
it. A Siamese neural network [76] works on two copies of the same network.
Often a precomputed first output vector is the baseline and the second output
vector is compared against it. In computer science this procedure is described as a
distance function for locality-sensitive hashing [77] (some authors name it locality
preserving hashing) which hashes similar input items into the same ”buckets”
with high probability. It differs from traditional hashing techniques because hash
collisions are maximized and not minimized. Let us describe the central idea
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behind Siamese networks by image recognition as in Figure 1.6. The two randomly
chosen input vectors (or images) x1 and x2 are passed through the convolutional
networks which possesses the same weights. Presupposing a proper training of the
two networks the distance between the features h(x1 ) and h(x2 ) will be similar to
the distance of input vectors meaning that small differences in x1 and x2 will result
in small distance values between h(x1 ) and h(x2 ). Distance metric depends on
the type of the problem, it should have the well-known properties; non-negativity,
identity of discernible, symmetry and triangle inequality.

Figure 1.6: Architecture of Siamese network for image classification.

This architecture shows its suitability when it has to learn with limited data
having no complete dataset, like one shot learning tasks - explained later in this
subsection. It has a wide range of application, as inputs can be anything; numerical data (in this case the subnetworks are usually formed by fully-connected
layers), image data (with CNNs as subnetworks) [78] [79] or even sequential data
such as sentences or time signals with recursive neural networks as subnetworks.
One shot classification - which can be applied by Siamese network - differs
from standard classification in the following. Standard classification requires a
huge number of images for each of the classes. When the network is trained on
a certain number of images then we can not expect proper classification on not
trained images. On the other hand, in case of one shot classification we may
require only one training image for classes, this explains the name ”one shot“. In
Siamese network - having two parallel inputs - we need to feed random pairs for
training and testing phases. The model should output 1 if the inputs belong to
the same class otherwise it should result in 0.
Usually, Siamese networks perform binary classification, classifying if the in-

32

Chapter 1 Introduction

puts are of the same class or not. Different loss functions may be used during
training, one of the most popular loss functions is the binary cross-entropy loss.
Some authors [80] use the triplet loss. Siamese networks have wide range of applications. One shot learning where Siamese network first learns discriminative
features for a large specific dataset can be used to generalize this knowledge to
entirely new classes. Papers were presented in medicine [81] and in railway technologies [82]. Pedestrian tracking for video surveillance [83]. The authors apply a
two-stage learning process. First, a Siamese CNN is trained to learn descriptors
between two image patches including aggregating pixel values and optical flow
information. In the second stage a set of contextual features are combined with
the CNN output by means of a gradient boosting classifier. This way the final
matching probability is generated. The results meet state-of-the-art standards in
multiple people tracking. Deep Siamese network architecture can also be used for
learning a similarity metric on variable-length character sequences. This model
[84] combines a stack of character-level bidirectional LSTMs (Long Short-Term
Memory) with a Siamese architecture. The ability of the system to learn the
invariances - spelling variation, synonym replacements and superfluous words stems from the contrastive loss function combined with the stack of recurrent layers. But in learning it is crucial to add these sources of invariance to the system
otherwise it will negatively affect the performance of the system. The authors
also suggest using a stronger baseline which can be a basis for further development. Object cosegmentation addresses the problem of finding similar objects
and segmenting them as foreground. The authors using deep Siamese network
[85] propose an end-to-end pipeline to segment similar objects simultaneously.
Extensive numerical evaluations are presented by training the Siamese network
with generated object proposals. The performance of various object proposal generation schemes on Siamese architecture are also compared by average precision
and Jaccard similarity.

1.2

The goal of the dissertation

In this dissertation, the goal is to present our results related to image retrieval
and image analysis. More specifically, we deal with the following question. How
can be the semantic information of images extracted using convolutional neural
networks? To answer this question, three fields from computer vision were chosen, such as content-based image retrieval, colorization of natural and cartoon
images, and pedestrian detection/re-identification. First in Chapter 2, contentbased image retrieval is examined from this perspective. In this case, the semantic
information is obtained from AlexNet and we demonstrate an algorithm that is
able to retrieve images at state-of-the-art accuracy level with significantly reduced
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Table 1.1: Overview of networks discussed.
Networks

Characteristics:

AlexNet

dropout, local contrast normalization

ZFNet

used also for deconvolution visualization

VGGNet

simplicity, depth

Network in Network

micro neural network instead of convolution

GoogLeNet, Inception-vN

Inception module, Hebbian principle

HighwayNet

transform and carry gates
for controlling information flow

Residual Networks

shortcut connections

ResNeXt

bottleneck-shape blocks, cardinality,
split-transform-merge strategy

Wide Residual Network

widening factor

FractalNet

fractal structure, local and global dropout path

Network w. Stochastic Length

survival probability for connections

SqueezeNet

for embedded applications,
depthwise separable convolutions

MobileNet

for embedded applications, small, sensitive to noise
fire module with hyperparameters

Xception

stack of depthwise separable convolutions
with residual connections

Densely Connected Network

forward connection of each layer in a block

NASNet

Neural Architecture Search space,
automated architecture engineering

Siamese network

two copies of the same network,
one-shot learning, limited data

computational costs.
Next in Chapter 3, semantic information is also extracted from convolutional
neural networks to predict colorful counterparts of grayscale images. We demonstrate that semantic information extracted from an on ImageNet [1] database pretrained convolutional neural network in form of hypercolumn tensors are capable
to provide effective knowledge representation for this heavily ill-posed problem.
Subsequently, we demonstrate an algorithm and method which is able to facilitate the stabilization of the true semantics from external knowledge using crossdomain connections between convolutional neural networks. Finally, we prove
that automatic cartoon colorization is possible via training of convolutional nets.
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Chapter 4 is seemingly out of this line because the features for pedestrian detection are hand-crafted and a traditional machine learning technique is applied,
but re-identification is realized with training of multi-scale convolutional neural
networks, deep multi-instance learning, and a contrastive loss layer.

35

Chapter 1 Introduction

36

Chapter 2
Fast content-based image
retrieval using convolutional
neural network and hash function
The goal of this chapter is to present our results related to content-based image
retrieval. More specifically, this chapter deals with the problem of similarity image retrieval. To put it simply, the goal is the following: given a query image,
find the most similar or the similar ones from a large image database. In contentbased image retrieval, both image representation and computational cost play an
essential role. Image representation has been a key factor in computer vision and
image processing for decades. Over the years, many hand-crafted features have
been introduced by many researchers and engineers for almost all possible tasks.
The early stage of computer vision research was characterized by a feature revolution. SIFT [86], HOG [87], LBP [88], Fourier descriptors [89], Bag-of-Features
[90], etc. were established at this time. Later, combined features have gained
popularity [91]. However, learning the mapping from these representations to
complex semantic structures is a very challenging and difficult problem, because
they are hand-crafted features and their ability is not satisfactory to capture the
semantic information of natural images. In this chapter, we consider the following
question. Can we utilize a pretrained convolutional neural network model to learn
semantic information and binary representation simultaneously? Namely, several
on ImageNet database pretrained convolutional neural network models — such as
AlexNet [92] — have appeared recently. These networks have been trained over a
million images and can classify into 1.000 semantic categories (such as keyboard,
coffee mug, pencil, and many animals). As a consequence, these networks have
learned rich feature representations for a wide range of images. These networks
take an image as input and output a label for the object in the image together
with the probabilities for each of the object categories. In this chapter, we demon-

37

Chapter 2 Fast content-based image retrieval using convolutional neural network
and hash function

strate among others that the feature representation provided by AlexNet [92] can
be utilized for fast image retrieval. The material and results are based on the
following publication.
• Domonkos Varga, Tamás Szirányi, ”Fast content-based image retrieval using convolutional neural network and hash function”, IEEE International
Conference on Systems, Man, and Cybernetics, 2016 [93]
The specific contributions of this chapter in bullett points are as following:
• End-to-end supervised learning framework for fast content-based image retrieval.
• The introduced framework learns probability-based semantic-level similarity and feature-level similarity simultaneously.
• The semantic information from the last fully-connected layer is derived
directly, instead of a hash layer.
• Hashing codes and image representations are learned in an implicit manner.
• This algorithm is able to reduce computational cost but preserving stateof-the-art accuracy.
The rest of this chapter is organized as follows. Section 2.1 presents a short
introduction to image retrieval and binary hashing and our contributions are put
into context. Next, Section 3.1 reviews the major state-of-the-art methods in
content-based image retrieval. Section 2.3 presents our proposed algorithm in
detail. Subsequently, Section 2.4 demonstrates experimental results and analysis
on publicly available databases. Finally, a conclusion is drawn and our thesis is
declared in Section 2.5.

2.1

Introduction to image retrieval

Today the availability of image capturing devices and the general use of Internet
make possible the creation and storing of huge image databases in different areas
including fashion, publishing, remote sensing, architecture, medicine, etc. Image
retrieval methodologies are important in order to manage these image databases
in an effective and efficient way. General purpose image retrieval system can be
grouped:
• Text-based image retrieval uses text which is associated with the image at storing to determine what the image contains. It is used in almost
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every general purpose image retrieval systems because it is easy to implement, fast and robust but sometimes it fails to retrieve relevant images.
The disadvantages of this methodology: manual annotation which may be
inaccurate and the same words may refer to several images [94].
• Content-based image retrieval consists of four parts: data collection,
building up image database, searching in the database and ranking, ordering the results [95]. The features employed by the system include texture
(structural or statistical representations) [96], color [97], shape [98], wavelet
coefficients [99] and similarities between images are handled on the basis
of distances. Data collection uses Internet crawler (spider) programs that
automatically collect images while interviewing web pages. Building up
features may happen on the basis of indexing. The collected images are
analysed and feature information is extracted. Searching the images uses
various search engines and then the similarity distances are calculated and
several related images are provided to the user. A post-processing step may
include the followings. If the user is not satisfied with the results, he or she
can repeat the retrieval process by changing some parameters. Figure 2.1
depicts the basic steps of a content-based image retrieval system.
• Sketch-based image retrieval uses sketches as inputs and based on these
the relevant images are retrieved [100]. More specifically, the input sketch
is drawn in a high-level of abstraction, while the galery images are realistic
photographs or art works. It is useful on touch screen based devices. Figure 2.2 illustrates the high-level overview of a general sketch-based image
retrieval system.
• Hybrid approaches fuse basic techniques together, for example text-based
and content-based methods [101].
In this chapter, the focus is on content-based image retrieval. The field of
content-based image retrieval consists of a lot of different indexing structures,
schemes, and methods aiding the related retrieval tasks. The goal of the indexing
structures is to take an available dataset, and produce a concise and easier to
handle index which can be used to search for similar content. In content-based
image retrieval, both image representations and computational cost play an important and unavoidable role. Binary hashing has attracted a lot of attention due
to computational and storage efficiencies of binary hash codes. It tries to map
high-dimensional image data to compact binary codes in a Hamming-space while
keeping several notions.
Due to the explosive increase of online images, rapid similarity search is critical for large-scale image retrieval. Benefiting from the compact binary codes,
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Figure 2.1: Basic steps of a content-based image retrieval system.

Figure 2.2: High-level overview of a sketch-based image retrieval system.
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fast image search can be measured via Hamming distance and binary pattern
matching, which significantly reduces the computational overhead and further
optimizes the efficiency of the search. The success of deep learning techniques
— such as convolutional neural networks — motivated us to explore its applications in providing compact binary codes directly. To address this problem, a
deep semantic hashing algorithm is proposed in this chapter, which is based on an
ImageNet [1] database pretrained convolutional neural network to learn semantic
information and binary representations simultaneously.

2.1.1

Contributions

As already mentioned, the main contributions of this chapter are as following.
An efficient end-to-end supervised learning framework is presented for fast image
retrieval that learns probability-based semantic-level similarity and feature-level
similarity simultaneously. Unlike previous methods, the semantic from the last
fully-connected layer is derived directly, instead of hash layer. Different from
other supervised methods that learn an explicit hash function directly to map
binary code features from images, the implemented method learns hashing codes
and image representations in an implicit manner. The main advantage of our
novel hashing scheme that it is able to reduce the computational cost of retrieval
significantly at the state-of-the-art efficiency level. Comprehensive experiments
are reported on publicly available databases, such as Oxford [2], Holiday [102],
and ImageNet 2012 [17] retrieval datasets.

2.2

Related work

Due to the ever-growing large-scale web data, information retrieval and other
related problems have become more challenging, and hashing has turned into a
very popular solution. Namely, the short binary codes make retrieval efficient
both on storage and computation. The existing hash methods can be roughly
divided into two categories: data-independent and data-dependent. However,
in the early stage of hash research, algorithms were mainly data-independent.
In this section, the focus is mainly on data-dependent hash methods which are
related to the proposed algorithm. A typical example is Locality Sensitive Hashing (LSH) that uses random projection to construct hash functions [103]. In
contrast, data dependent hash methods aim to learn hash functions from a training set. Unsupervised methods utilize unlabeled data as training set, such as
spectral hashing [104], semantic hashing [105], and kernelized locality sensitive
hashing [106]. For example, spectral hashing [104] is based on stacked restricted
Boltzmann machines [107].
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Broadly speaking, content-based image retrieval algorithms can be classified
into traditional and deep learning based ones. Traditional algorithms utilize
hand-crafted features, while the other line of works utilizes different deep learning
techniques. Silpa-Anan and Hartley [108] improved the KD-tree search for various
types of image descriptors. From the same dataset, the authors create multiple
KD-trees. Specifically, increased performance was achieved by exploiting SIFT
descriptor and principal component analysis. In contrast, Muja and Lowe [109]
tried to increase the performance by an effective matching of nearest neighbors
which is rather time-consuming. On the other hand, Fei-Fei et al. [110] took a
Bayesian approach. Namely, prior information was utilized heavily. Penatti et
al. [111], [112] presented a comparative study for content-based image retrieval
using color descriptors. More specifically, a set of descriptors was compared on
the basis of extraction and distance function complexities.

As already mentioned, convolutional neural networks have achieved amazing
success in modeling large-scale data, recently. Specifically, it has been demonstrated to be very effective in various computer vision and image processing tasks
including pedestrian detection [113], face detection [114], image classification [24],
image super-resolution [115], automatic image colorization [6] etc. Convolutional
neural network based methods have been applied on the task of image retrieval,
recently. The work of Babenko et al. [116] focuses on exploring the features
of different layers, and to improve the retrieval performance with dimensional
reduction. Xia et al. [117] presented an image retrieval method that uses a
two-stage framework in order to accurately preserve the semantic similarities of
image pairs. In the first stage, given the pairwise similarity matrix over training images, a scalable coordinate descent method is proposed to decompose the
similarity matrix. In the second stage, a feature representation is learned simultaneously for the input images as well as a set of hash functions. Zhao et al.
[118] proposed a deep semantic ranking based method for learning hash functions
in order to preserve multi-level semantic similarity between multi-label images.
CNNs were incorporated into hash functions to jointly learn feature representations and mappings from them to hash codes. A ranking list was applied to
encode the multi level similarity information. Wang et al. [119] proposed a finegrained image similarity learning method that captures efficiently between-class
and within-class image differences. A ranking loss based convolutional neural
network architecture was proposed on triplet sampling to learn image similarity
metric. Developing the convolutional architecture, Gong et al. [120] integrated a
warp approximate ranking algorithm into a convolutional neural network.
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2.3

Our approach

In general, a hash function h : RD → {0, 1} is treated as a mapping that projects
a D-dimensional input onto a binary code. Let us assume that we are given a set
of images and their labels I = {(xn , Yn )}, where each image x ∈ RD is associated
with a subset of possible labels Y ⊆ L. In previous works, the main objective was
to learn a similarity function which mapped low-level image representation to a
similarity value. Unlike previous methods [118], [119], [120], we obtain first the
mid-level features from raw image data, then these mid-level features are used to
estimate the probabilites of the semantic labels and to compute the hash codes
of convolutional neural network feature vectors.

Figure 2.3: The architecture of the proposed and implemented image retrieval
algorithm.
As shown in Figure 2.3, our algorithm consists of two main steps. In the first
step, the image representation is obtained via a convolutional neural network —
AlexNet [24] — which is pretrained on the ImageNet [1] database and fine-tuned
on the target dataset. Krizhevsky et al.’s model [24] contains five convolutional
layers, two fully-connected layers, and a softmax classifier. This model incorporates a huge amount of semantic information, since it was trained on more than
1 million images.
Unlike [118], the semantic information from the last fully-connected layer is
derived directly, instead of a hash layer. The output of the last fully-connected
layer is split into two branches. One branch leads to a n-ways softmax classifier
where n stands for the number of categories of the target dataset. The other
branch is a hash-like function which converts the convolutional neural network
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feature maps to hash codes. The main advantage of the proposed structure is the
followings. Due to the lack of a separate hash layer, the whole architecture fits
into the memory of a NVidia TitanX GPU. Although multi-scale information is
able to improve the performance of image retrieval [18]. On the other hand, it
significantly increases the memory demand.
The mid-level features are extracted from the last fully-connected layer, and
softmax classifiers are trained for each semantic class simultaneously. We interpret the output of the classifiers as probabilites of semantic. The layers FC6
and FC7 are connected to the deep hash layer in order to encode a wide variety of information of visual appearance. FC6 and FC7 are the two last fullyconnected layers in AlexNet [24] from where deep features can be obtained. The
last 1000−way softmax layer provides the semantic information since it gives the
probabilities of semantic categories. In the following subsections we will define
our feature vector and the computation of the hash function.

2.3.1

Probability-based semantic-level similarity

In case of hard assignment of semantic categories, we are given the semantic
labels L = {1, ..., C} and the similarity between two images a and b is measured
how much their indicator functions match. Let δi (a) ∈ {0, 1} be the indicator
function of image a which has semantic i, so the semantic information of image
a can be denoted as LC
i (a) = {δi (a)|i = (1, ..., C)}, s.t. there must be one and
only one δi (a) = 1. The similarity between images a and b is defined as
X
ζ(a, b) =
δi (a)Sij δj (b),
(2.1)
(i,j)

where S ∈ RC×C and Sij is a matching score between semantic i and j.
As pointed out in [121], natural semantic categories always overlap and are
inherently ambiguous, so using hard-categories to recognize objects always leads
to failure. On the other hand, perfect classification of semantic is unrealistic.
In order to solve this problem and improve performance, a probability-based
semantic-level similarity is proposed in this chapter.
Let us assume that image a has semantic label i. Let us denote the probability
P (δi (a) = 1|a) to indicate that image a has semantic i. Obviously, the semantic
label of the image will be:
i = max(P (δi (a) = 1|a)).
i

(2.2)

As already mentioned L = {1, ..., C} stands for the set of semantic labels and
I denotes the set of images. For each m ∈ L, a+
m denotes the set of images
−
that are relevant to the semantic i, and am stands for the set of irrelevant ones.
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The semantic relevance is defined by the matrix RIL : I × L → R+ , where
−
RIL (a+
m , m) > 0 and RIL (am , m) = 0 for all m ∈ L. Images were treated as
being conditionally independent:
P (a, b|m) = P (a|m)P (b|m)

(2.3)

for any given image a, b and semantic m. The joint image-image probability can
be computed as a relevance measure
X
X
P (a, b) =
P (a, b|m)P (m) =
P (a|m)P (b|m)P (m).
(2.4)
m∈L

m∈L

To improve scalability, two images were considered to be related, if their joint
distribution exceeded a cutoff threshold t. In short, it can be written:
RII (a, b) = [P (a, b)]t ,

(2.5)

where t denotes the cutoff threshold that is [z]t = z if z > t otherwise 0.

2.3.2

Feature-level similarity

Given an image a, we first extract the output of the fully-connected layers as
image representation which is denoted by a D-dimensional feature vector g(a),
where g(·) is the convolution transformation over all previous layers. Then, a
q-bit binary code is obtained by a hashing function h(·). For each bit i = 1, ..., q,
the output of the binary hash codes will be:
(
1 if σ(xi ) − M ean(σ(xi )) > 0
Hi =
(2.6)
0 if σ(xi ) − M ean(σ(xi )) ≤ 0,
where Hi ∈ {0, 1}q stands for the binary codes of each image I, M ean(·) denotes
the average value of a vector, and σ(x) = 1+e1−x is the sigmoid function. Given a
query image x, its binary codes are used to identify the other images from image
set I. Moreover, Euclidean distance was applied to define feature-level similarity.
Specifically, the smaller the Euclidean distance, the higher similarity of the two
images, and top k ranked images are identified.

2.3.3

Fusion of semantic-level and feature-level similarity

After defining the semantic-level and feature-level similarity, a hierarchical similarity is defined between images a and b by:
ζ(a, b) = (p(a), Ha )T S(p(b), Hb ) = RII (a, b) × (1 − d(q, i)),
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where 1−d(q, i) is the feature-level similarity and RII (a, b) was defined by Eq. 2.4
and 2.5. First, the semantic relevance RII (a, b) is determined between the target
and the query image, if it equals to zero the target image will be disregarded.
After the semantic relevance checking, a set of candidate images is obtained. The
feature-level similarity will be computed over this set.

2.4

Experimental results and analysis

We used the Oxford [2] and Holidays [102] datasets to compare the implemented
method with other state-of-the-art algorithms and ImageNet 2012 [17] was used
for large-scale experiments. Specifically, the Oxford [2] retrieval dataset contains
5062 images which were collected from Flickr by searching for particular Oxford
landmarks. This collection was manually annotated to generate a comprehensive
ground-truth for 12 different landmarks (souls, ashm, ball, bodle, christ, corn,
hert, keble, magd, pitt, red), each represented by 4 possible labels (Good, Ok,
Bad, Junk). Specifically, 1, 670 images were selected for the validation dataset
and other 3, 392 images for the training dataset.
In contrast, the Holidays [102] dataset contains 1, 491 images belonging to
500 semantic categories which represent distinct scenes or objects. 500 query
images were selected to the validation dataset, while the other 991 images were
in the training dataset. The amount of training images is extremely important for
training a convolutional neural network. That is why, we were forced to extend
the number of images of each category to 1, 000 using among others horizontal
flipping, rotation, and brightness transformations.
On the other hand, ImageNet 2012 [17] consists of appx. 1.2 million training
images and 50, 000 validation images. Moreover, roughly 1, 200 − 1, 300 images
belong to each of the 1, 000 categories. For tuning parameters, the original validation set was separated into two parts. More specifically, 10, 000 images for
parameter selection, 40, 000 for testing and performance evaluation. The evaluation criteria is given in [122]. Furthermore, Oxford [2] and ImageNet 2012
[17] were used to compare the mean average precisions and retrieval times, while
Holidays [102] was used only for time comparison.
The proposed method and the other state-of-the-art algorithms were evaluated
under exactly the same testing conditions. Moreover, all deep learning based
methods were tested under Linux environment using a PC with AMD FX(tm)8320 Eight-Core Processor and NVidia TitanX GPU.
Figure 2.4 and 2.5 illustrate some query results. More specifically, the query
image can be seen on the left and the top-5 retrieved images to the query images
can be found on the right. In the followings, qualitative results are given in
order to prove that the proposed algorithm is suitable for preserving the semantic
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Figure 2.4: Query image and images retrieved by the proposed algorithm.
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Figure 2.5: Query image and images retrieved by the proposed algorithm.
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knowledge. As a consequence, the target images will be similar to the query
images.

Figure 2.6: Combining probability-based semantic-level similarity with different
thresholds. Measured on Oxford [2] dataset.
Figure 2.6 illustrates the mean average precision curves measured on the Oxford [2] dataset with different threshold t. As already mentioned, higher thresholds will filter out more semantic dissimilarities. On the other hand, it may
exclude similar categories, especially for complex scenes. From the measured
curve, it can be concluded that t = 0.2 is a good choice. As a consequence,
t = 0.2 is used everywhere during the evaluation of our algorithm.
Table 2.1 illustrates the comparison to other state-of-the-art algorithms on
ImageNet 2012 [17] dataset using mean average precision as evaluation metrics.
It can be observed that the deep Spatial Pooling [18] produces the best results
among all examined methods. Our approach gives the second best result and
it outperforms the other two deep approaches (CNNaug-ss [30] and MOP-CNN
[123]) and all traditional ones. In Table 2.2, the comparison on Oxford [2] dataset
is demonstrated. It can be observed that the overall result of our approach is
the second best. Moreover, Spatial Pooling [18] produces the best results in
this case as well. Finally, Table 2.3 illustrates the retrieval times on the three
publicly available benchmark databases. It can be clearly seen that our method
significantly outperforms the other three deep methods. Moreover, it is slightly
faster than the best traditional algorithm (LMNN [121]) on ImageNet 2012 [17].
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On the relatively small Oxford [2] and Holidays [102], the difference between the
best performing methods is not too remarkable. The advantage of our proposed
method can be observed on ImageNet 2012 [17]. Namely, the proposed method
is able to reduce the computational costs significantly at state-of-the-art level
accuracy.
Table 2.1: Mean average precision (MAP) comparison to state-of-the-art methods
on ImageNet 2012 [17] dataset measured on 100 categories. The best result is
typed by bold, the second best is typed by italic.
Method
Neural Codes [116]
Compressed Fisher [124]
Compressed BoW [61]
CVLAD [125]
OASIS [126]
MCML [127]
LEGO [128]
LMNN [121]
Spatial Pooling [18]
CNNaug-ss [30]
MOP-CNN [123]
Ours (t = 0.2)

2.5

MAP on ImageNet 2012
0.247
0.324
0.305
0.273
0.342
0.315
0.142
0.183
0.605
0.563
0.493
0.580

Conclusion

In this chapter, a novel end-to-end supervised learning framework was introduced
that learns probability-based semantic-level similarity and feature-level similarity simultaneously. Unlike [116], [123], [30], [18] previous methods the semantic
data were derived from the last fully-connected layer directly instead of a hash
layer. Due to the proposed architecture, hashing codes and image representations
are learned in an implicit manner. We demonstrated on three publicly available
databases that our proposed architecture is able to significantly reduce computational cost at state-of-the-art accuracy level. Based on the previous sections, we
demonstrate our first thesis.
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Table 2.2: The detailed mean average precision (MAP) results of each categories
on Oxford [2] dataset. The best result of each categories is typed by bold, the
second best is typed by italic. Our algorithm achieved the best result in four
categories and the second best result in two categories. Overall it provides the
second best result after Spatial Pooling [18].

Method

souls

ashm

ball

bodle

christ

corn

hert

keble

magd

pitt

red

Average

Neural Codes [116]

0.566

0.486

0.439

0.802

0.597

0.385

0.936

0.434

0.285

0.68

0.958

0.605

Compressed Fisher [124]

0.581

0.513

0.424

0.813

0.604

0.938 0.503

0.234

0.790

0.597

0.98

0.634

Compressed BoW [61]

0.667

0.621

0.225

0.506

0.537

0.084

0.704

0.143

0.617

0.112

0.713

0.448

CVLAD [125]

0.536

0.425

0.120

0.587

0.544

0.231

0.621

0.109

0.474

0.310

0.754

0.428

OASIS [126]

0.286

0.686

0.615

0.178

0.598

0.292

0.135

0.713

0.761

0.677

0.818

0.523

MCML [127]

0.321

0.756

0.685 0.143

0.563

0.327

0.096

0.748 0.831

0.642

0.853

0.542

LEGO [128]

0.697

0.321

0.338

0.463

0.217

0.267

0.287

0.579

0.734

0.112

0.180

0.381

LMNN [121]

0.845

0.700

0.324

0.727

0.832

0.450

0.631

0.503

0.811

0.206

0.351

0.580

Spatial Pooling [18]

1.0

0.945 0.483

0.956

0.923

0.246

0.99

0.425

1.0

0.295

1.0

0.751

CNNaug-ss [30]

0.905

0.794

0.375

0.959 0.913

0.245

0.990

0.476

0.843

0.679

0.990

0.742

MOP-CNN [123]

0.963

0.917

0.521

0.802

0.833

0.29

1.0

0.440

0.739

0.280

1.0

0.707

Ours (t = 0.2)

0.968

0.939

0.496

0.907

0.936 0.277

1.0

0.439

0.913 0.287

1.0

0.744
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Table 2.3: Comparison of retrieval times (ms) on three publicly available
databases. The best result is typed by bold, while the second best one is typed
italic.
Method
Number of Categories
Neural Codes [116]
Compressed Fisher [124]
Compressed BoW [61]
CVLAD [125]
OASIS [126]
MCML [127]
LEGO [128]
LMNN [121]
Spatial Pooling [18]
CNNaug-ss [30]
MOP-CNN [123]
Ours (t = 0.2)

Holidays [102]
500
0.16
0.21
0.2
0.15
0.16
0.15
0.19
0.15
2.1
1.3
1.8
0.15

Oxford [2]
12
67.8
73.4
69.3
64.32
24.2
30.1
27.45
27.9
145.1
122.2
165.4
27.46

ImageNet 2012 [17]
1000
230.45
242.1
232.7
214.5
68.8
75.5
89.5
55.2
390.6
370.6
387.3
53.92

Thesis 1 With slight modifications to a pretrained convolutional
neural network, an algorithm was presented that learns probabilitybased semantic-level feature and hashing-level feature for image representation simultaneously. It was demonstrated on three publicly
available benchmark databases that the introduced feature representation is able to reduce computational cost at state-of-the-art
accuracy level for content-based image retrieval [93].
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The goal of this chapter is to present our results related to the automatic colorization of natural and cartoon images. Automatic image colorization addresses
the problem how to add realistic colors to grayscale images without any or very
little user intervention. It has some useful applications such as colorizing old photographs or movies, artist assistance, visual effects, and color recovering. Apart
from the practical applications, it is a very good model for many image processing
tasks where the goal is to predict one or more values from the image data itself,
such as image quality or aesthetics assessment [129]. As already mentioned in the
previous chapter, image representation has been a key factor in computer vision
and image processing. Although many hand-crafted features achieved excellent
results in several image processing tasks, they mostly failed in automatic image
colorization due to the unsatisfactory representation power.
In this chapter, some learning algorithms are introduced which are able to
derive useful semantic information from convolutional neural network to automatically colorize grayscale images. Furthermore, we introduce the so-termed
cross-domain connection in convolutional neural networks which is used to influence the final color prediction for an input image by a reference image [130]. This
way, we could incorporate the principle of the traditional example-based coloring
into a deep architecture. Before this, we present a simple learning-based approach
to demonstrate that plausible colorization is possible relying on semantic features
from pretrained convolutional neural networks [131]. Similarly, we demonstrate
that automatic cartoon colorization is also possible at a certain degree. To our
best knowledge, no research paper or studies dealt with cartoon colorization using
deep learning techniques until the publication date of our conference paper [132].
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The material and results of this chapter are based on the following publications:
• Domonkos Varga, Tamás Szirányi, ”Fully automatic image colorization based
on Convolutional Neural Network”, International Conference on Pattern Recognition, 2016 [131],
• Domonkos Varga, Tamás Szirányi, ”Convolutional neural networks for automatic image colorization“, Képfeldolgozók és Alakfelismerők Társaságának 11. Konferenciája, 2017 [133],
• Domonkos Varga, Csaba Attila Szabó, Tamás Szirányi, ”Automatic cartoon colorization based on convolutional neural network”, International
Workshop on Content-Based Multimedia Indexing, 2017 [132],
• Domonkos Varga, Tamás Szirányi, ”Twin deep convolutional neural network
for example-based image colorization”, LECTURE NOTES IN COMPUTER SCIENCE, 2017 [130].
The specific contributions of this chapter in bullett points are as following.
• An algorithm is introduced for automatic natural image colorization relying
only on semantic features from convolutional neural networks.
• The principle of traditional example-based colorization algorithms are successfully incorporated into a convolutional neural network based model using cross domain connections.
• The first cartoon colorization algorithm relying on convolutional neural networks is presented.
The rest of this chapter is organized as follows. In Section 3.1, previous
and related research papers and studies are reviewed. More specifically, we give
a comprehensive overview about the different approaches and the major algorithms. Section 3.2 presents our algorithm for natural image colorization based
on VGG-16 [3]. In this section, we demonstrate that relying on the features of
a large convolutional neural network a plausible colorization of natural images
is possible. In Section 3.3, a learning-based but reference constrained algorithm
is introduced. Namely, the principle of traditional example-based colorization
algorithms is incorporated into convolutional neural networks using cross domain
connections. In Section 3.4, it is demonstrated that convolutional neural networks
are able to provide powerful feature representation not only for natural images
but for cartoon images, as well. Finally, a conclusion is drawn in Section 3.5.
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3.1

Related work

Image colorization has been intensively studied since 1970s. Broadly speaking,
the existing algorithms can be divided into three groups: scribble-based, examplebased, and learning-based approaches. In this section, we mainly concentrate
on reviewing learning-based approaches. Automatic cartoon colorization is a
more difficult task than natural image colorization because the illustrator’s or the
designer’s individual style implies an additional factor in the ill-posed problem.
Consequently, the emphasis is placed on creating plausible colorization that is
convincing and aesthetic for a human observer.
Scribble-based approaches interpolate colors in the grayscale image based
on color scribbles produced by a user or an artist. Levin et al. [11] presented an
interactive colorization method which can be applied to still images and video
sequences as well. The user places color scribbles on the image and these scribbles
are propagated through the remaining pixels. Huang et al. [134] improved further
this algorithm in order to reduce color blending at image edges. Yatziv et al. [135]
developed the algorithm of Levin et al. [11] in another direction. The user can
provide overlapping color scribbles. Furthermore, a distance metric was proposed
to measure the distance between a pixel and the color scribbles. Combinational
weights belong to each scribbles which were determined based on the measured
distance.
Example-based approaches require two images. These algorithms transfer
color information from a colorful reference image to a grayscale target image.
Reinhard et al. [136] applied simple statistical analysis to impose one image’s
color characteristics on another. Welsh et al. [8] utilized on pixel intensity values
and different neighborhood statistics to match the pixels of the reference image
with the pixels of grayscale target image. On the other hand, Irony et al. [9]
determine first for each pixel which example segment it should learn its color
from. This was carried out by applying a supervised classification algorithm that
considers the low-level feature space of each pixel neighborhood. Then each color
assignment is treated as color micro-scribbles which were the inputs to Levin et
al.’s [11] algorithm. Charpiat et al. [10] predicted the expected variation of color
at each pixel, thus defining a non-uniform spatial coherency criterion. Then graph
cuts were applied to maximize the probability of the whole colored image at global
level. Gupta et al. [7] extracted features from the target and reference images at
the resolution of superpixels. Based on different kind of features, the superpixels
of the reference image were matched with the superpixels of the target image
and the color information was transfered to the center of the superpixels of the
target image with the help of micro color-scribbles. Then these micro-scribbles
were propagated through the target image.
Learning-based approaches model the variables of the image colorization
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process by applying different machine learning techniques and algorithms. Bugeau
and Ta [137] introduced a patch-based image colorization algorithm that takes
square patches around each pixel. Patch descriptors of luminance features were
extracted in order to train a model, and a color prediction model with a general
distance selection strategy was proposed. Deshpande et al. [4] colorize an image
by optimizing a linear system that considers local predictions of color, spatial consistency, and consistency with an overall histogram. Cheng et al. [6] introduced
a fully-automatic method based on a deep neural network which was trained by
hand-crafted features. Three levels of features were extracted from each pixel of
the training images: raw grayscale values, DAISY features [138], and high-level
semantic features.
In recent years, convolutional neural network based approaches have appeared
to tackle the colorization problem. Iizuka et al. [139] elaborated a colorization
method that jointly extracts global and local features from an image and then
merge them together. In [131], the authors proposed a fully automatic algorithm
based on VGG-16 [3] and a two-stage convolutional neural network to provide
richer representation by adding semantic information from a preceding layer. Furthermore, the authors proposed quaternion structural similarity [140] for quality
evaluation. Zhang et al. [12] trained a convolutional neural network to map
from a grayscale input to a distribution of quantized color values. This algorithm
was evaluated with the help of human participants asking them to distinguish
between colorized and ground-truth images. In [141], the authors introduced a
patch-based colorization model using two different loss functions in a vectorized
convolutional neural network framework. During colorization patches are extracted from the image and are colorized independently. Guided image filtering
[142] is applied as postprocessing. Larsson et al. [143] processed a grayscale image through VGG-16 [3] architecture and obtained hypercolumns [144] as feature
vectors. The system learns to predict hue and chroma distributions for each pixel
from its hypercolumn. Deshpande et al. [145] proposed a conditional model for
predicting multiple colorizations. The low dimensional embedding of color fields
was learned by a variational autoencoder. Similarly, Cao et al. [146] worked with
a conditional model but a conditional generative adversarial network was utilized
to model the distribution of real-world colors. Limmer and Lensch [147] proposed
a method for transferring the RGB color spectrum to near-infrared images using
deep multi-scale convolutional neural networks. The transfer between RGB and
near-infrared images is trained.
Cartoon colorization algorithms can be divided into scribble-based or examplebased approaches. To our knowledge, no existing paper dealt with cartoon colorization using deep learning until the publication of our paper [132]. Since then,
two other learning-based cartoon colorization approaches have appeared. Specifically, the algorithm of Shah et al. [148] applies VGG-16 based architecture to
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colorize cartoons to be consistent with a given reference image. The latter is
intended to influence the color histogram of the colorized frame. The reference
images are live-action adaptations of the cartoons. The method of Chybicki et
al. [149] incorporates an encoder-decoder convolutional neural network and is
dedicated to the colorization of vintage cartoons.
Sykora et al. [150] modeled the dynamic part of a scene by a set of outlined
homogeneous regions which covers the static background. The authors developed
an unsupervised segmentation algorithm for black-and-white cartoon animations
which was also able to produce segmentation. Qu et al. [151] proposed a method
similar to Levin’s method [11] but Gabor wavelet filters were applied to measure
pattern-continuity. The algorithm is initialized by a curve at the user-provided
color scribbles and evolves until it achieves boundaries of regions of interest. The
progression of the moving facade depends on local and global features as well.

3.2

Natural image colorization based on convolutional neural network

An overview of the proposed colorization algorithm can be seen in Figures 3.1 and
3.2. As pointed out in [6], semantic information has an important and unavoidable
role in colorization. However the authors of [6] provided this by a hand-crafted
feature vector. Namely, each pixel was annotated by a category label (e.g., sky,
sea, animal, car, etc.) in the training data of Cheng et al.’s [6] algorithm.

Figure 3.1: Feature extraction from VGG-16 [3] for image colorization.
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Figure 3.2: Prediction of colors from the extracted features.

In order to effectively colorize any images, the system should have information
about the semantic composition of the scene and its localization. For example,
the color of leaves on a tree may be some kind of green in spring, but they could
be brown in autumn. That is why we have used in our work the pretrained VGG16 model [3] with slight modifications. As already mentioned in the Introduction
chapter, these kind of models incorporates a huge amount of semantic information, since they were trained on ImageNet classification database (more than 1
million image).
The input of VGG-16 is a fixed-sized 224 × 224 RGB image. Since the input
in our case is a single-channel grayscale image, the input grayscale image is concatenated one after another three times. We have extracted several layers from
VGG-16 as can be seen in of Figure 3.1. Specifically, the outputs of the input
layer (practically the grayscale image concatenated one after another three times)
and the outputs of ’conv1 2’, ’conv2 2’, ’conv3 3’, ’conv4 3’ convolutional layers
were extracted, upscaled to 224 × 224, and finally concatenated. This feature extraction method was directly motivated by the method of Hariharan et al.’s [144]
— called hypercolumns — for object segmentation. As pointed out by [144], the
resulted hypercolumn tensor is suitable for object segmentation and localization,
since it contains a huge amount of semantic information due to the training of
VGG-16 [3] on ImageNet database. In this chapter, we prove that these hypercolumns are also an excellent starting point for automatic colorization of grayscale
images.
The training set is given as L = {(UVi , Yi )}N
i=1 , where UV denotes the target
U and V values, Y stands for the corresponding brightness channel, and N is
the number of training images. The relatively old Y U V standard was applied,
since it had been developed to add color channels to the luminance value (Y ).
That is why this color space may fit the most to the present approach of finding
additional colors. Furthermore, Y U V minimizes the correlation between the three
coordinate axes. Moreover, our experience has shown that HSV color space is not
the optimal choice. Namely, the circular property of the hue channel deceives the
gradient descent algorithm. The standard CIELAB ∆E is also not an optimal
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choice, since ”it is suitable for use on large uniform color targets, but not on
images, because color sensitivity changes as a function of spatial pattern“ [152].
The architecture that transforms the hypercolumns into U and V channels
can be seen in Figure 3.2. As one can see on this figure, there are no pooling
operations in this network because the goal is to predict the color channels. In
the training process, stochastic mini-batch gradient descent algorithm was used
with a learning rate of 8 · 10−4 , a weight decay of 8 · 10−7 , and a step decay of
0.5 for every 300 epochs. As a result, during training the following mapping was
learned:
UVp = F (T),
(3.1)
where T is the hypercolumn matrix obtained with the help of VGG-16 [3], and
UVp consists of the predicted U and V values. Different loss functions were
tested, since we found that the Euclidean loss function produced desaturated
results. That is why, a cross entropy like loss function was applied:
L(UVp , UV) = −

1 X
UV · log(UVp ),
W ·H

(3.2)

where UVp contains the predicted U and V values, while UV contains the
ground-truth color channels. Moreover, W and H stands for the width and height
of the input image, respectively. Since VGG-16 base architecture was applied,
H = 224 and W = 224. The network was trained on a NVidia GTX Titan GPU
with 5 images per batch due to the memory limitation.

3.2.1

Experimental results and analysis

Figure 3.3 presents several colorization results obtained by the proposed method
with respect to the inputs and ground-truth colorful images. Figure 3.4 shows
a subjective comparison to the method of Deshpande et al. [4]. It can be seen
that we could produce more realistic and less desaturated color images. The
ground-truth images were taken from the abbey and castle categories of the SUN
database [5]. Similarly, Figure 3.5 presents a comparison to the state-of-the-art
algorithm of Cheng et al. [6] It should be noted that our method do not utilize
any post-processing procedure like [6].
Unfortunately, a methodical quality evaluation, by showing colorized images
to human observers, is slow, expensive, and very subjective. That is why, we have
to ignore this type of evaluation here. The quality of colorization may be measured using some objective image quality indices. The simplest and most widely
used quality metrics are the mean squared error and the peak signal-to-noiseratio. However, there are obvious disadvantages of mean squared error and peak
signal-to-noise-ratio. That is why, quaternion structural similarity [140] was also
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Figure 3.3: Colorized results. In the first row the output of the proposed algorithm can be seen. The second row presents the grayscale input images. In the
third row the ground-truth colorful images can be seen.

Figure 3.4: Comparison to the algorithm of Deshpande et al. [4] using the castle
and abbey categories from the SUN [5] database.
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Figure 3.5: Comparison to the algorithm of Cheng et al. [6] using some images
from the SUN [5] database.

Figure 3.6: Comparison to state-of-the-art example-based colorization algorithms, such as Gupta et al. [7], Welsh et al. [8], Irony et al. [9], and Charpiat
et al. [10].
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Figure 3.7: Comparison to the state-of-the-art algorithm of Levin et al. [11] It can
be observed that placing color scribbles require practice, routine, and more user
intervention. The proposed algorithm colorizes complex scenes fully automatic.

Figure 3.8: Illustration about the limitations of the proposed algorithm. If the
VGG-16 [3] is not able to resolve the semantic information of the image, it is
unable to produce realistic colors. In this case, the human intervention is unavoidable.
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Figure 3.9: Illustration about the limitations of the proposed algorithm.

used in the quantitative evaluation because it is a theoretically well based measure and accepted in the color research community. In general, higher quaternion
structural similarity values indicate better quality and more reasonable colors
in colorization. 60 images were randomly selected from the abbey, castle, and
cathedral outdoor categories of the SUN [5] database. In Tables 3.1 are 3.2, the
values of quaternion structural similarity, mean square error, peak signal to noise
ratio, normalized cross correlation, average difference, structural content, maximum difference, and normalized absolute error are illustrated. It can be observed
that our method in most metrics outperforms the method of Deshpance et al. [4]
Figure 3.6 illustrates a comparison to the major state-of-the-art examplebased colorization algorithms. As already mentioned, example-based approaches
focus on transferring the color information from a reference color image to a
target grayscale image. As a consequence, the performance of these algorithms
heavily depends on the suitability of the given reference image. In other words,
the results of these methods can be very convincing, if the reference image is
semantically very close to the grayscale target image.
As already mentioned, the main disadvantage of scribble-based colorization is
the need for a very extensive human interaction, if an image with a complex scene
— such as landscapes or articulated building textures — have to be colorized. It is
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Figure 3.10: Colorized results.
Table 3.1: The quantitative comparison to the state-of-the-art algorithm of Deshpande et al. [4] using two categories (cathedral outdoor, castle) categories of the
SUN database [5]. The better result is typed in bold.

Quaternion Structural Similarity
Mean Square Error
Peak Signal to Noise Ratio
Normalized Cross Correlation
Average Difference
Structural Content
Maximum Difference
Normalized Absolute Error

cathedral outdoor
Deshpande et al. [4]
0.934
0.151
56.35
0.99
0.098
1.002
8.92
9.36e-04
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Ours
0.927
0.18
59.44
0.99
0.1
1.01
13.45
0.003

castle
Deshpande et al. [4]
0.878
0.067
59.88
0.99
0.022
1.01
7.43
3.39e-04

Ours
0.903
6.5e-04
79.96
1.00
-1.526e-05
1.00
1.56
4.3e-06
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Figure 3.11: Colorized results.

Table 3.2: The quantitative comparison to the state-of-the-art algorithm of Deshpande et al. [4] using the abbey category of the SUN database [5]. The better
result is typed in bold.
abbey
Deshpande et al. [4]
0.899
0.22
54.66
0.99
0.05
1.01
10.23
7.56e-04

Quaternion Structural Similarity
Mean Square Error
Peak Signal to Noise Ratio
Normalized Cross Correlation
Average Difference
Structural Content
Maximum Difference
Normalized Absolute Error
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Ours
0.910
0.38
54.78
1.0
-0.001
1.0
13.27
0.001
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Figure 3.12: Colorized results.
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Figure 3.13: Colorized results.
very common that the human manipulator does not provide the most appropriate
color scribbles for the first time. In other words, it requires practice from the
user. Figure 3.7 illustrates our point. It can be observed that the colorization of
complex scenes requires practice and routine from the user. On the one hand, our
algorithm is fully automatic and able to produce realistic colors even for complex
scenes due to the huge amount of semantic information stored in VGG-16 [3]. On
the other hand, the proposed algorithm has its own limitations as well. Figure
3.8 illustrates one of the limitations. Specifically, there are many cases when
the VGG-16 [3] is not able to resolve the semantic information of the image. In
such cases, the algorithm tends to blur the whole image with some kind of sepia
tone effect. Another important limitation of the algorithm is that it tends to
transfer the color of big semantic parts to the surrounding subtler details, but
with different semantics (see Figure 3.9).
Figures 3.10, 3.11, 3.12, and 3.13 depict further colorization results obtained
by the proposed method.
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3.3

Twin deep convolutional neural network for
example-based image colorization

The objective of the proposed framework in this section is to combine examplebased and learning-based approaches in order to produce more realistic and plausible colors. To capitalize on the advantages of example-based and learning-based
methods as well, we propose a novel architecture which is shown in Figure 3.14.
Our architecture consists of two parallel convolutional neural networks which are
called Input CNN and Reference CNN. These have the same structure. In the
following, this structure is firstly described and then the co-operation of the two
networks is discussed.

Figure 3.14: The architecture of the proposed method. The input and the reference convolutional neural network (CNN) have the same structure. First, only
the reference convolutional neural network is trained then the input net and the
reference net are trained simultaneously. Information is transmitted from input
net to reference net and vice versa using element-wise addition operator to certain
convolutional blocks.
The main advantage of our method — described in the previous section — is
the effective utilization of semantic information stored in the pretrained VGG-16
[3] network. However, the hypercolumn feature extraction requires huge amount
of memory in the GPU. As a consequence, 5 images could be fit in one batch
using an NVidia TitanX GPU. This increased the training time significantly, as
well. These facts motivated us to explore or try another architectures.
The algorithm of [12] was reimplemented using Keras [153] deep learning
library. Namely, this algorithm has some appealing properties. First of all, the
authors elaborated a class rebalancing method because the distribution of a and b
values (using Lab color space) in natural images is biased towards low a, b values.
Second, colorization is treated as multinomial classification instead of regression.
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This means that the a, b output space is quantized into bins with grid size 10 and
keep the Q = 313 values which are in gamut. Similar to the methods of numerical
analysis a certain amount of experiment was necessary in [12] to determine the
network architecture of the proposed network (size, topology, etc.).
The SUN database [5] was used to compile our training database. Specifically,
a reference image is denoted by R and an input image is denoted by I. Moreover,
our database can be defined as L = {(Ii , Ri )|i = 1, ..., N } where N stands for the
number of image pairs. Furthermore, reference image Ri is semantically similar
to input image Ii . That is why, we opted to utilize SUN database [5] as a source
of images, since it contains images grouped by their semantic information. Figure
3.15 illustrates the empirical distribution of pixels in a, b space in our collected
database. Figure 3.16 depicts the empirical and smoothed empirical distribution
of a, b pairs in the quantized space.
First, the Reference CNN is trained using only the reference images. To
this end, ADAM [154] optimizer and early stopping [155] were utilized with the
following parameters: α = 0.0001, β1 = 0.9, β2 = 0.999, d = 0.0, and  = 1e − 8
where α is the learning rate,  is the fuzz factor, and d is the learning rate
decay over each update. Second, the Input CNN and the Reference CNN are
trained simultaneously using the whole Li = {(Ii , Ri )|i = 1, ..., N } database.
As already mentioned, the Input CNN and the Reference CNN has the same
structure. Information is transmitted from Input CNN to Reference CNN and
vice-versa using element-wise addition operator to certain convolutional blocks
as can be seen in Figure 3.14. The image pairs (Ii , Ri )N
i=1 are given to the input
of the two convolutional neural networks. The values of the third convolutional
block in the Reference CNN are added element-wise to those in the Input CNN.
Next, the values of the fourth convolutional block in the Input CNN are added to
those in the Reference CNN. This process repeats to the second last convolutional
block. Specifically, ADAM [154] optimizer and early stopping [155] was applied
with exactly the same parameters that were used in the training of the Reference
CNN. This way, the color information of the reference image is applied to facilitate
the color prediction for the input image. On the other hand, information from the
input image helps to identify the areas which holds essential information about
the color scheme of the scene. The proposed framework was trained on 60.000
image pairs collected from the SUN database.
To train our network, Euclidean loss function is not an optimal choice [131]
because it will result in the so-called averaging problem. Namely, the system
will produce grayish sepia tone effects. That is why, a cross-entropy like loss
function is applied to compare predicted Ẑ ∈ [0, 1]H×W ×Q against the ground

69

Chapter 3 Automatic colorization of natural and cartoon images using
convolutional neural networks

Figure 3.15: Empirical probability distribution of ab values in our database,
shown in log scale. The horizontal axis represents the b values and the vertical axis represents the a values. The green dots denote the quantized ab value
pairs.
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Figure 3.16: Empirical (blue curve) and smoothed empirical distribution (red
curve) of ab pairs in the quantized space of our image database.
truth Z ∈ [0, 1]H×W ×Q
H,W

L(Ẑ, Z) = −

X

Q=313

c(Zh,w )

X

Zh,w,q · log(Ẑh,w,q ),

(3.3)

q=1

h=1,w=1

where Q = 313 is the number of quantized a, b values (as illustrated in Figure
3.15), v(·) is a weighting term used to re-balance the loss based on color-class
rarity, and H and W denote the height and the width of the training images,
respectively. The weighting term v() is obtained using the smoothed empirical
distribution of a, b pairs in the quantized space (see Figure 3.16). For all details
of the weighting term, we refer to [12].

3.3.1

Experimental results and analysis

Figure 3.17 presents several colorization results obtained by our proposed method
with respect to the input images, ground-truth color images, and the reference
images. Figure 3.17 also illustrates the results of [12] which were obtained using
their web application. Note that the digital watermarks in the lower right corners
were embedded by this application. From this qualitative comparison, we can see
that our method is able to reduce visible artifacts, especially for detailed scenes,
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objects with large color variances (e.g. building). The color filling is nearly
flawless. The proposed method was able to reduce the amount of false edges near
object boundaries. Figure 3.18 depicts further results of our method.
Figure 3.19 shows a comparison with major state-of-the-art example-based
colorization algorithms, such as [8], [9], [10], and [7]. It can be seen that we could
produce more realistic and plausible colors than most state-of-the-art examplebased colorization algorithms.
Unfortunately, there is no widely used quality metrics which clearly indicates
the quality of a colorization algorithm. As already mentioned, methodical quality
evaluation by showing colorized images to human observers is slow, expensive,
and subjective. That is why, QSSIM (Quaternion Structural Similarity Metrics)
[140] objective image quality metrics was chosen for quantitative evaluation. The
main idea behind Structural Similarity Metrics (SSIM) [156] is to make a distinction between structural and non-structural image distortions, because the human
visual system is mainly sensitive to the latter ones. Specifically, SSIM is determined at each coordinate within local windows of the distorted and the reference
images. The distorted image’s overall quality is the arithmetic mean of the local
windows’ values. Later, advanced forms of SSIM have been proposed. Quaternion image processing provides a true vectorial approach to color image quality
assessment which was utilized by Kolaman and Pecht [140] to create a structural
similarity index. As a consequence, it is a theoretically well established objective
color image quality measure. Moreover, it was tested on all major image quality
assessment benchmarks [140], [157], [158].
The QSSIM distribution was measured on 1,500 test images collected from
the SUN database. Figure 3.20 illustrates the QSSIM distribution provided by
our method, Cheng et al.’s [6], and Deshpande et al.’s [4]. It should be noted
that a higher QSSIM value indicate better image quality. It can be seen that our
proposed method is able to outperform the two other state-of-the-art methods.

3.4

Cartoon colorization using convolutional neural networks

As already mentioned, automatic cartoon colorization is more difficult than automatic natural image colorization due to the drawer’s or designer’s individual
style which can be considered as an additional factor in the inherently ill-posed
problem of image colorization. As a consequence, the emphasis is only on the
plausible and aesthetic colorization for human observers. To our best knowledge, no existing research papers or studies addressed the problem of cartoon
colorization until our paper [132].
The main goal of this section is the introduction a deep learning technique
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Figure 3.17: Colorized results. In each row the first image is the reference image,
the second is the grayscale input, the third is our colorized result, and the fourth
is the result of Zhang et al. [12], and the fifth is the ground-truth image. Digital
watermarks in the lower right corners were embedded by the web application of
[12].
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Figure 3.18: Colorized results.
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Figure 3.19: Comparison with other state-of-the-art example-based colorization
algorithms. The results of the methods of Gupta et al. [7], Welsh et al. [8], Irony
et al. [9], and Charpiat et al. [10].

Figure 3.20: Illustration of the QSSIM distribution provided by our method (red),
Cheng et al.’s [6] (blue), and Deshpande et al.’s [4] (green). A higher QSSIM value
indicates better image quality.
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for plausible colorization of grayscale cartoon images. More specifically, a deep
convolutional neural network based automatic color filling method is presented
for cartoons. This section is organized as follows. First, the proposed approach
is introduced. Next, experimental results are presented.

3.4.1

Proposed approach

Figure 3.21: The architecture of the proposed and implemented cartoon colorization algorithm.
Figure 3.22 illustrates the empirical distribution of pixels in Lab color space,
gathered from our cartoon database which consists of 100,000 images. It can
be observed that this distribution significantly differs from those of that natural
images. Unlike [12], two convolutional neural networks are trained separately for
a and b channels in order to boost performance (see Figure 3.21). Given an input
image G ∈ [0, 1]H×W ×1 grayscale image where H and W stands for the height
and the width of the image, respectively. Furthermore, one convolutional neural
network learns a mapping Â = F1 (G), while the other one learns B̂ = F1 (G)
mapping. As pointed out in many research studies, Euclidean loss function is not
an optimal solution because it results in the so-called averaging problem. As a
consequence, the algorithm will produce grayish sepia tone effects. That is why,
a cross entropy like loss function is applied to compare the predicted Â quantized
channel against the ground-truth A quantized channel:
H,W

L(Â, A) = −

X

Q1 =33

v(Zh,w )

X
q=1

h=1,w=1
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where A ∈ [0, 1]H×W ×Q1 and Â ∈ [0, 1]H×W ×Q1 are quantized to Q1 = 33
values (see Figure 3.22), v(Zh,w ) stands for the weighting term that is applied
to re-balance the loss function with respect to the color distribution, and Z ∈
[0, 1]H×W ×Q is applied for to search the nearest quantized a, b bin, where Q = 313
stands for the number of the quantized a, b value pairs. The loss function for the
other convolutional neural network is exactly the same but the b values are predicted instead of the a values:
H,W

L(B̂, B) = −

Q2 =20

X

v(Zh,w )

X

Bh,w,q · log(B̂h,w,q ),

(3.5)

q=1

h=1,w=1

where B ∈ [0, 1]H×W ×Q2 and B̂ ∈ [0, 1]H×W ×Q2 are quantized to Q2 = 20 values
(see Figure 3.22), and the meaning of the other terms is the same as in Eq. 3.4.
Moreover, each pixel is weighted by w ∈ RQ with respect to its closest ab bin:
v(Zh,w ) = wq∗ ,

(3.6)

q ∗ = arg max Zh,w,q

(3.7)

where
q

and
w ∝ ((1 − λ)p̃ +

λ −1
) .
Q

(3.8)

Furthermore, p̃ is the smoothed empirical distribution which is obtained from
the empirical distribution of colors in the quantized ab space with a Gaussian
kernel Gσ . In our experiments, λ = 12 and σ = 5 values were used. Figure 3.23
illustrates the empirical distribution and the smoothed empirical distribution.
Next, the two convolutional neural networks were trained on our database
using ADAM [154] optimizer and early stopping with the following parameters:
α = 0.0001, β1 = 0.9, β2 = 0.999, d = 0.0, and  = 1e − 8, where α is the learning
rate,  is the fuzz factor, and d is the learning rate decay over each update, respectively. As already mentioned, the collected cartoon image database contains
100, 000 samples. In Table 3.3, the used cartoon movies are enumerated with
respect to the title, country of origin, release date, and the number of sampled
frames. In order to avoid sampling similar scenes, the video sequences were sampled randomly but with the criteria that the temporal distance between any two
frames must be at least 20 frames and the number of sampled cannot exceed the
5% of the total frames. In total, the frames of four video sequences (Les Maı̂tres
du temps, Tiny Heroes, C̆udnovate zgode šegrata Hlaplića, Luky Luke) were used
for testing, and the remaining ones for training. As a result, there were 70, 732
resized images in the training database, and 29, 277 ones in the test database.
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Figure 3.22: Empirical probability distribution of ab values in our cartoon
database, shown in log scale. The horizontal axis represents the b values and
the vertical axis represents the a values. The green dots denote the quantized ab
value pairs.
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Figure 3.23: Empirical (blue curve) and smoothed empirical distribution (red
curve) of ab pairs in the quantized space of our cartoon database.

3.4.2

Experimental results

The proposed cartoon colorization approach was implemented in Keras and is able
to colorize properly various kind of cartoon images fully automatically. Figure
3.24 presents several colorization results obtained by the proposed method with
respect to the grayscale inputs and ground-truth colorful cartoons. It can be
seen that we could produce plausible colors. Moreover, neighboring regions with
different grayscale values always get different ab values. Furthermore, the amount
of artifacts by edges is minimal. The color filling within a region is nearly flawless,
there are only few false edges within adjacent regions. These occur mainly in
homogeneous wide backgrounds.
Unfortunately, methodical quality evaluation by showing colorized cartoon
images to human observers to rate the quality is slow, expensive, and subjective.
Although there is no exact index number which could tell perfectly the quality
of a cartoon colorization method, several objective metrics was applied, such as
mean square error, peak signal-to-noise ratio, normalized cross-correlation, average difference, structural content, maximum difference, and normalized absolute
error. The definition od these metrics can be found in the work of Gupta and
Pareek [19]. Table 3.4 illustrates the values of these objective metrics measured
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Figure 3.24: Colorized results. In every sequence the first image is the groundtruth, the second is the grayscale input, and the third is the colorized results.
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Table 3.3: Our database contains 100,000 cartoon images. This table describes
our sources with respect to the title, country of origin, release date, and the
number of sampled frames.
Title
Les Mondes Engloutis
Hófehér
Az erdő kapitánya
Il était une fois ... l’homme
The Princess and the Goblin
A nagy ho-ho-horgász
Nu pogodi!
Fabulák
Macskafogó
Les Maı̂tres du temps
Tiny Heroes
C̆udnovate zgode šegrata Hlaplića
Luky Luke

Country of origin
France
Hungary
Hungary
France
Hungary-UK-Japan
Hungary
Soviet Union
Hungary
Hungary
Hungary-France
Germany-USA-Hungary
Croatia-UK-Germany
France-USA

Original Release
1985
1983
1988
1978
1992
1986
1980
1989
1986
1982
1997
1997
1971

Number of frames
9076
5119
5487
7668
8860
8872
9788
6661
9201
7427
5567
9511
6772

Table 3.4: Quantitative evaluation using image quality metrics. The source code
of Gupta and Pareek [19] is used.
Index number
Mean Square Error
Peak Signal to Noise Ratio
Normalized Cross-correlation
Average Difference
Structural Content
Maximum Difference
Normalized Absolute Error
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Value
0.43
60.5 dB
0.96
0.2
1.01
23.9
0.05
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on our test set. The lower values are better. It should be noted that the in the
field of image compression, if peak signal to noise ratio is 30 dB then the quality
of the compression is considered to be good. Until our paper [132], no existing
papers or research studies have addressed cartoon colorization using deep learning techniques. Since the result of other techniques heavily depends on the user’s
artistic skills or the quality of the reference cartoon image, we did not compare
them to our method.

3.5

Conclusion

First, this chapter introduced a novel, fully automatic colorization algorithm
based on hypercolumn extracted from a VGG-16 [3] network. Specifically, VGG16 provided rich and powerful semantic information in form of hypercolumns
to another convolutional neural network architecture to predict U and V color
channels. Comprehensive experiments were conducted to on the images of SUN
database to prove that the proposed method is able to colorize a wide range
of grayscale images. On the other hand, the limitations of the proposed method
were also pointed out. To address at least partially the limitation of the proposed
method, we introduced cross-domain connections between two convolutional neural networks which enables us reference constrained learning. Finally, we pointed
out that a trained convolutional neural network is able to provide plausible colorization for cartoon images as well. Our second thesis is the following.
Thesis 2 I proved that hypercolumn feature extraction from a pretrained convolutional neural network can be used to effectively colorize a wide range of grayscale images [131], [133]. Cross-domain
connections between two convolutional neural networks are suitable
for a reference constrained coloring of grayscale images [130]. Convolutional neural networks’ representational power can also be used
in automatic cartoon colorization [132].
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Chapter 4
Pedestrian detection and person
re-identification in camera
systems
The goal of this chapter is to present our results related to vision-based pedestrian
detection and re-identification in surveillance camera systems. The pedestrian
detection part of this chapter slightly differs from the previous ones. Namely,
hand-crafted feature vectors are utilized to this end in this chapter. Although
the introduced pedestrian detector extracted features with the help of the local
binary pattern operator, the occlusion handling part was a direct point of origin
for the framework of deep multi instance learning for the re-identification task. In
contrast to detection, the main goal in re-identification is to determine whether
two images belong to the same identity or not.
This chapter is organized as follows. After a short introduction in Section
4.1, we shortly review related and previous work in Section 4.2. Section 4.3
presents our novel pedestrian detection method for video surveillance videos.
Subsequently, we present our novel architecture inspired by the occlusion handling
module of our pedestrian detector in Section 4.4. Finally, a conclusion is drawn
in Section 4.5. The material and the results of this chapter were published in the
following papers:
• Domonkos Varga, Tamás Szirányi, ”Robust real-time pedestrian detection in
surveillance videos”, Journal of Ambient Intelligence and Humanized
Computing, Springer, 2017 [159],
• Domonkos Varga, Tamás Szirányi, ”Person re-identification based on deep
multi-instance learning”, 25th European Signal Processing Conference, IEEE, 2017 [160],
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• Domonkos Varga, Tamás Szirányi, ”Detecting pedestrians in surveillance
videos based on convolutional neural network and motion”, 24th European
Signal Processing Conference, IEEE, 2016 [161],
• Domonkos Varga, Tamás Szirányi, ”A robust, real-time pedestrian detector
for video surveillance”, VIII. Magyar Számı́tógépes Grafika és Geometria Konferencia, NJSZT, 2016 [162],
• Domonkos Varga, László Havasi, Tamás Szirányi, ”Pedestrian detection in
surveillance videos based on CS-LBP feature”, International Conference
on Models and Technologies for Intelligent Transportation Systems (MT-ITS), IEEE, 2015 [163].

4.1

Introduction

Pedestrian detection has been one of the most extensively studied problems in
computer vision. One reason is that pedestrian detection is the first step for
a number of applications such as smart video surveillance, people-finding for
military applications, human-robot interaction, intelligent digital management,
and driving assistance system. Pedestrian detection is a rapidly evolving area, as
it provides the fundamental information for semantic understanding of the video
footages. Because of the various style of clothing in appearance, different possible
body articulations, different illumination conditions, the presence of occluding
accessories, frequent occlusion between pedestrians, etc., the pedestrian detection
is still a challenging problem in computer vision.
Person re-identification has also captured severe attention in the computer
vision and pattern recognition community in recent decades. The goal of person
re-identification is to determine whether two pedestrian images from two different
camera views without common field of view possess the same identity or not. It
is a challenging task due to the illumination, scale, pose, and occlusion that can
change across viewpoints. In contrast to pedestrian detection, the main challenge
in person re-identification is the high inter-class similarities rather than intra-class
similarities.
On the other hand, person re-identification is an essential part of intelligent
video surveillance systems. It is a necessary objective to help security staff to
monitor the pedestrian’s movement and behavior at a broad range but with low
costs. In a regular real-world application, a gallery set of pedestrian images is
given and the goal is to match a new probe image with one of those individuals
in the gallery set.
In this chapter, our second goal is to introduce a novel person re-identification
system based on deep multi-instance learning. Traditional algorithms in person
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re-identification are usually based on hand-crafted feature extraction and distance metric learning. Because of the small person re-identification datasets, the
problem of over-fitting often appears in the case of deep learning architectures.
To overcome this problem, we propose a deep multi-instance approach.

4.1.1

Contributions

In this chapter, we address the problems of pedestrian detection and person reidentification in surveillance videos. More specifically, we present a new feature
extraction method based on multi-scale center-symmetric local binary pattern
(LBP) operator. Furthermore, all the modules (foreground segmentation, feature
pyramid construction, training, and occlusion handling) of our proposed method
are introduced with their details in design and implementation. Experiments on
Context Aware Vision using Image-based Active Recognition (CAVIAR) [14]
and other video sequences are also presented.
Inspired by the applied occlusion handling method, we propose an end-toend, deep person re-identification approach which incorporates the two phases of
person re-identification (i.e feature extraction and distance metric learning) into
a single architecture. Moreover, a novel convolutional feature representation is
suggested with a novel loss function in order to facilitate the optimization of a
Siamese-like CNN [164]. Furthermore, to capture effectively intra-class diversities
and inter-class ambiguities of persons, a multi-scale CNN is applied with a novel
contrastive loss function.
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4.2

Related works

There is extensive literature on pedestrian detection algorithms. An extensive
review on these algorithms is beyond the scope of this section. We refer readers
to comprehensive surveys for more details about existing detectors [165], [166].
In this section, we review only the works related to our method.
Broadly speaking there are three major types of approaches for visual pedestrian detection: model-based, part-based, and feature-classifier-based. In modelbased pedestrian detection, an exact pedestrian model is defined. Then we search
the image for matched positions with the predefined model to detect pedestrians. Model-based pedestrian detection corresponds to the generative models in
pattern recognition. Most of the matching process is under the framework of
the Bayesian theory to estimate the maximum posterior probability of the object
class. In consideration of the distinct pedestrian contours, the shape models are
the most commonly used ones in model-based pedestrian detection. The shape
models can be discrete or continuous. Discrete shape models mean a set of contour exemplars which are usually used for edge image matching. Gavrila [167]
presented a probabilistic approach to hierarchical, exemplar-based shape matching. A template tree was constructed in order to represent and match the variety
of shape exemplars. This tree was generated offline by a bottom-up clustering approach using stochastic optimization. Applying coarse-to-fine probabilistic
matching strategy, Chamfer distance was used as the similarity measurement between two contours. Similarly, Lin and Davis [168] used part-based exemplar tree
while the pose-specific detector was combined to validate the matching result.
Part-based models have a long history in computer vision for object detection in general and for pedestrian detection in particular [169], [170]. There
are two main components in part-based models. The first component uses lowlevel features or classifiers to model individual parts of a pedestrian. The second
component models the topology of the pedestrian to enable the accumulation of
part evidence [171]. Though this approach is attractive, part detection itself is a
difficult task. There are many ideas for how many and which parts of pedestrians’ images to apply. Furthermore, the integration of part detectors into a final
detection is also not a straight-forward task. Mohan et al. [172] trained first
head, arm and leg detectors in a supervised manner. Subsequently, the results of
these detectors were combined to fit a rough geometric model. Similar two-stage
approaches have been proposed in [173] and [174].
In feature-classifier-based pedestrian detection the detection windows are extracted (usually sliding-windows search) from video frames first. Next, features
are extracted from the detection window. A classifier is trained based on a large
number of training samples. The classifier groups the feature vectors as pedestrian class or non-pedestrian class. The feature-classifier-based algorithms differ
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from each other in two ways. They use different features or different classification
algorithms. As a consequence, implementation of this approach follows a standard procedure for processing the image data that consists of creating a densely
sampled image pyramid, computing features at each scale, performing classification at all possible locations, and finally performing non-maximal suppression to
generate the final set of bounding boxes. Two representative works in featureclassifier-based pedestrian detection are the Viola-Jones (VJ) detector and the
HOG detector [175]. The VJ detector achieved a very fast detection speed with
the help of simple Haar-like features and a cascade of boosted classifiers. In HOG
detector, first, each detection window is decomposed into cells of size 8 × 8 pixels
and each group of 2 × 2 cells are integrated into a block with an overlap of 50%.
A 9-bin histogram of oriented gradients is computed for each cell. Each block
is represented by the concatenated histograms of all its cells. This concatenated
histogram is normalized to an L2 unit length. Each 128 × 64 detection window is
represented by 15 × 7 blocks, giving a 3,780 dimensional feature vector per detection window. These feature vectors are then used to train a linear SVM classifier.
Later, Wang et al. [176] combined HOG feature vector with a local binary pattern (LBP) operator to improve detection performance and cope with partial
occlusions. Similarly, Walk et al. [177] combined HOG features with color and
motion information to integrate spatial and temporal information. Later, many
extensions of HOG have been proposed [178], [179], [87], [180], [181], [182]. Dollár
et al. [183] proposed integral channel features (ICF) which effectively integrated
multiple color and gradient features by using integral images. Inspired by the
success of ICF, many successful variants were proposed [184], [185], [186], [187],
[188].
Based on VJ detector, Viola et al. [189] proposed a pedestrian detection
system that integrates image intensity information with motion information. A
detection style algorithm was used that scans a detector over two consecutive
frames of a video sequence. AdaBoost was trained to take advantage of both motion and appearance information to detect a walking pedestrian. Based on HOG
[175], Felzenszwalb et al. [190] proposed the deformable part based model (DPM)
which made a breakthrough in pedestrian detection. The system relies heavily on
deformable parts. The authors combined a margin-sensitive approach for data
mining hard negative examples with latent SVM. Latent SVM is semi-convex,
but the training problem becomes convex once latent information is specified for
the positive examples.
Early CNN-based pedestrian detectors [191], [192] relied on the region-based
CNNs (R-CNN) [193], which provided sound region proposals in the image to
achieve good performance. Specifically, selective search algorithm [194] was applied to extract appx. 2,000 region from an input image. These extracted regions
are called region proposals. Subsequently, the generated regions are used to pro-
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duce the final detections. The main problem with R-CNN based approaches
were that they cannot be implemented in real-time. Furthermore, the selective
search algorithm is not a machine learning based one. Consequently, its finetuning is difficult and laborious. Later, Fast R-CNN [195] was proposed to solve
the problems of R-CNN. Faster R-CNN [196] completely eliminated the need for
the selective search algorithm and the network itself learns the region proposals.
Namely, a separate network is used to predict the region proposals instead of
selective search. In contrast to the above mentioned methods, You Only Look
Once (YOLO) [197] algorithm predicts bounding boxes and probabilities using
a single CNN. This method splits an input image into an S × S grid. Furthermore, m bounding boxes are taken within each grid. For each bounding box,
the network gives a class probability. Subsequently, all bounding boxes above a
threshold value is selected and used to generate object location in the image.
Person re-identification is also a very essential part of intelligent video surveillance systems. It is a necessary objective to help security staff to monitor the
pedestrian’s movement and behavior at a broad range but with low costs. In a
regular real-world application, a gallery set of pedestrian images is given and the
goal is to match a new probe image with one of those individuals in the gallery
set.
Person re-identification has captured severe attention in the computer vision
and pattern recognition community in recent decades. The goal of person reidentification is to determine whether two pedestrian images from two different
camera views without common field of view exhibit the same identity or not.
It is a challenging task due to the illumination, scale, pose, and occlusion that
can change across viewpoints. In contrast with pedestrian detection, the main
challenge in person re-identification is the high inter-class similarities rather than
intra-class similarities. Person re-identification is also a very hot research topic
because the results are extensively applied in person retrieval [198], activity understanding [199], and object recognition [200].
Broadly speaking, person re-identification algorithms can be divided into two
groups. The first one primarily concentrates on hand-crafted feature extraction
and distance learning. The second one applies different deep architectures in
order to learn feature representation and distance metrics in a unified framework.
In the rest of this section, we review first methods based on hand-crafted features
then deep architectures.
Early papers mainly concentrate on the construction of effective feature representation. Numerous feature vectors are used or proposed for person re-identification, many of them are lent from pedestrian detection systems. Examples of
hand-crafted features incorporate color histograms, texture histograms, gradient
histograms, symmetry-driven local features, and the combination of the aforementioned features. The approach of Li and Wang [201] automatically partitions
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the image spaces of two different camera views into subregions and learns a different feature transform for a pair of configurations. Four types of features were
combined together such as local binary patterns (LBP), HSV color histogram,
Gabor features, and HOG features. Corvee et al. [202] introduced an appearance
model based on spatial covariance regions extracted from human body parts to
cope with pose variations. Similarly, Cheng et al. [203] proposed a method based
on Pictorial Structures which was improved by modeling the common appearance
of a given person within multiple images.
In addition to elementary and complex features, some specialized representations have been also discussed. For instance, Implicit Shape Models [204], Spin
Image [205], Panoramic Maps [206], or Bag-of-Words [207] based descriptors were
employed to person re-identification.
Another line of works concentrate on metric learning. Weinberger et al. [121]
introduced an algorithm that utilizes k-Nearest Neighbors classification by minimizing the distance between each training sample and its k nearest same labeled
neighbors, while maximizing the distance from all the other samples. Zheng et
al. [208] proposed a Probabilistic Relative Distance Comparison (PRDC) method
for person re-identification in order to maximize the likelihood of true matches
having smaller distance than that of a mistaken match pair. Instead of generic
metric learning, Li et al. [209] introduced a transferred metric for different candidate sets. Furthermore, this work was improved by locally aligned feature
transforms across views in [201] and by applying locally adaptive thresholding
rule in the distance metric function in [210]. Zhao et al. [211] applied the dense
patch matching weighted scheme by salience in order to deal with large body
pose changes. Specifically, a Mahalanobis metric function was learned where the
distance between true matched pairs is significantly smaller than those of a false
pair.
Recently, works have appeared that learn feature representation and similarity
metric from raw image data utilizing deep learning techniques. Yi et al. [212]
applied a Siamese CNN with two symmetrical, independent sub-networks which
are connected by cosine function. Wu et al. [213] introduced PersonNet which
takes a pair RGB images as input that is passed through a pile of convolutional
layers, a matching layer, and higher layers estimating relationships between them,
and gives back a similarity value. Dong et al. [214], [212] applied a Siamese CNN
to map image pairs to a target feature space where cosine distance between a
true pair is smaller than those of a false pair.
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4.3

Pedestrian detection in surveillance videos

The goal of this section is to introduce our pedestrian detection algorithm applied on the images of surveillance video cameras. The rest of this section is
organized as follows. We introduce all modules of the system such as training, foreground segmentation, feature extraction, feature pyramid and occlusion
handling in Subsection 4.3.1. Furthermore, this subsection also demonstrates experimental results and analysis using publicly available and private databases as
well.

4.3.1

Proposed system architecture

Figure 4.1 presents our system overview, the input video frames are segmented
in order to determine the foreground. Using the result of the foreground segmentation, we rapidly filter out negative regions, while keeping the positive regions.
The detection system scans the image all relevant positions and scales to detect a pedestrian. The so-called feature pyramid is derived from the standard
image pyramid in order to accelerate the feature extraction. The detection window scans the feature pyramid and extracts the feature vector with the help of it.
The feature component encodes the visual appearance of the pedestrian, while the
classifier component determines for each sliding-window independently whether
it contains a pedestrian or not.
To train our system, we gathered a set of 13, 500 gray-scale sample images of
pedestrians as positive training examples, together with their left-right reflections.
The positive examples have been aligned and scaled to the dimensions 128 × 64.
The images of the pedestrians were taken from public pedestrian datasets [215]
and from our surveillance and traffic videos. We made a database of negative
samples too, which consists of 16,000 non-pedestrian images. In order to improve
the performance we put 7, 000 vertical structures like poles, trees or street signs to
the negative samples. The vertical structures are common false positive detections
in pedestrian detection.
4.3.1.1

Foreground segmentation

In order to reduce detection time and eliminate false detections from background,
multi-scale wavelet transformation (WT) using frame difference was applied to
segment foreground. A signal is broken into similar (low-pass) and discontinuous
(high-pass) sub-signals by the low-pass and high-pass filters of WT. HSV color
space was applied because it separates chromaticity and luminosity. More the
hue (H) was ignored at later stages because shadows strongly influence this color
channel [216].
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Figure 4.1: Architecture of our pedestrian detection system. Using foreground
segmentation, negative regions are filtered out. Subsequently, the detection system scans the image all relevant positions and scales to detect a pedestrian using
the so-called feature pyramid methodology. The detection window scans the feature pyramid and extracts the feature vector with the help of it. Finally, the
feature component encodes the visual appearance of the pedestrian, while the
classifier component determines for each sliding-window independently whether
it contains a pedestrian or not.
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Function Ψ (x, y)’s average has to be equal to 0 to be a wavelet. The WT of
f (x, y) at scale 2j and position (x, y) is
Wj f (x, y) = f ∗ Ψj (x, y),

(4.1)

where ∗ stands for the convolution operator. The 2D WT proposed by Mallat
and Zhong [217] at scale 2j and orientation k is
Wjk f (x, y) = f ∗ Ψjk (x, y), k = 1, 2.

(4.2)

Furthermore, two oriented wavelets Ψjk can be constructed using Θ(x, y)’s firstorder derivatives, where Θ(x, y) is a 2D differentiable smooth function
Ψj1 (x, y) =

∂Θ(x, y)
,
∂x

(4.3)

Ψj2 (x, y) =

∂Θ(x, y)
.
∂y

(4.4)

and

As a consequence, Wj f (x, y) is proportional to the first derivative of f (x, y)
smoothed by Θ(x, y). Moreover, the 2D WT given by 4.3 and 4.4 results in
the gradient of f (x, y) smoothed by Θ(x, y) at dyadic scales:
∇j f (x, y) =

1
∇f ∗ Θj (x, y).
2j

(4.5)

The spatial positions of rapid changes in image f (x, y) can be determined:
q
Ej f (x, y) = (Wj1 f (x, y))2 + (Wj2 f (x, y))2 .
(4.6)
We define a foreground mask in the following way:
(
1, E∆V ≥ T∆V ∧ E∆S ≥ T∆S ,
Pf =
0, otherwise,

(4.7)

where ∆V and ∆S are the difference between the two successive frames of the
value and the saturation component, respectively; E∆V , E∆S stand for multi-scale
WT across ∆V and ∆S, respectively; T∆V , T∆S represent a threshold value of
∆V and ∆S, respectively.
In order to remove ghost effects the WT-based edge detection is used to extract
edges of current frame,
(
1, E∆V ≥ T∆V ,
Pe =
(4.8)
0, otherwise,
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where V is the value component of current frame, T∆V stands for a threshold
value for E∆V . A bitwise AND operation is applied on Pf and Pe to extract the
whole foreground region mask:
P = Pf • Pe .

(4.9)

Since the hue component might fluctuate strongly depending on the strength of
shadows [216], it was ignored.
4.3.1.2

Multi-scale center-symmetric local binary pattern operator

The original LBP operator labels the pixel of an image by thresholding the 3-by-3
neighborhood of each pixel with central pixel value and the result is taken as a
binary number (see Figure 4.2). Later extensions of the LBP operator use neighborhoods of different circular sizes because applying a circular neighborhood and
bilinearly interpolating values at non-integer pixel coordinates allow any radius
and number of pixels in the neighborhood. The notation (P, R) is used for the
neighborhood description, where P is the number of sampling points on a circle
of radius R. See Figure 4.3 for examples of different number of sampling points
(P ) and radius (R). Formally, given a pixel at (xc , yc ) location, the resulting LBP
value can be expressed as:
p=P −1

LBPP,R (xc , yc ) =

X

f (ip − ic ) · 2p ,

(4.10)

p=0

where ic and ip are gray-level values of the central pixel and P surrounding pixels
in the circle neighborhood with a radius R (bilinearly interpolated at non-integer
pixel coordinates). The function f (·) is defined as:
(
1, if x ≥ 0,
f (x) =
(4.11)
0, if x < 0.
The center-symmetric local binary pattern (CS-LBP) was introduced by Heikkilä et al. [218] In CS-LBP, pixel values are not compared to the center pixel but
to the opposing pixel symmetrically with respect to the center pixel (see Figure 4.4). We can see that for 8 neighbors, original LBP produces 28 = 256
different binary patterns, whereas for CS-LBP this number is only 24 = 16.
The idea of multi-scale center-symmetric local binary pattern is based on the
simple principle of varying the radius R of the CS-LBP operator and combining the resulting histograms [219]. The neighborhood is described with two
parameters P, R = {R1 , R2 , ..., RnR }, where nR is the number of radii utilized
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in the process of computation. Each pixel in multi-scale CS-LBP image is described with nR values. The multi-scale CS-LBP histogram for different values of
R = {R1 , R2 , ..., RnR } can be determined by summing h(1) , h(2) , ..., h(nR ) vectors:
h=

nR
X

h(i) .

(4.12)

i=1

In our experiments, we used the following parameters: P = 8, R1 = 1, R2 = 2,
R3 = 3, and nR = 3.

Figure 4.2: Original LBP operator. It labels the pixel of an image by thresholding
the 3-by-3 neighborhood of each pixel with central pixel value and the result is
taken as a binary number.

4.3.1.3

Feature extraction

In this subsection, we introduce the implementation details of our feature extraction method. The key steps are as follows.
1. We normalize the gray-level of the input image to reduce the illumination
variance in different images. After the gray-level normalization, all input
images have gray-level ranging from 0 to 1.
2. We obtain 11 layers of the input image in the following way: first, we
compute the gradient magnitude of each pixel of the input gray-scale image
(detection window), then we repeat this computation ten times on resized
versions of the input image (bilinear interpolation and scale factor 1.02) to
improve the robustness against scaling. As a consequence, one layer consists
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Figure 4.3: Illustration of circular LBP with different number of sampling points
(P ) and radius (R) examples.

Figure 4.4: Computation of CS-LBP descriptor. Unlike traditional, circular LBP,
pixel values are compared to the opposing pixel symmetrically with respect to
the center pixel.
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of the original or resized input image and its gradient map counterpart.
Considering the speed of the computation, we compute an approximation
of the gradient using Sobel operator.
3. The detection window and each of the 11 layers of the detection window
are split into equally sized overlapping blocks. The rate of overlapping is
50%. In our case, the size of the detection window is 128 × 64 and the size
of the blocks is 16 × 16.
4. We take the detection window and the multi-scale CS-LBP histograms
(P = 8, R1 = 1, R2 = 2, R3 = 3, nR = 3) are extracted from each block
independently. Let vi be the unnormalized descriptor of the ith block, f be
the descriptor of the detection window. We obtain f in the following way:
• f = [v1 , v2 , ..., vN ];
• f ←− √

f
.
||f||1 +ε

5. We take each layers one after the other and the multi-scale CS-LBP histograms are extracted from each block independently. Let vi,j be the unnormalized descriptor of the ith block in the jth layer, gj be the descriptor
of the jth layer. We obtain gj in the following way:
• gj = [v1,j , v2,j , ..., vN,j ];
• gj ←− √

gj
||gj ||1 +ε

.

6. We obtain the feature vector of the detection window in the following way:
F=f+

11
X
j=1

4.3.1.4

1
g.
j+1 j

(4.13)

Feature representation

In many applications such as video surveillance, detection speed is as important
as accuracy. A standard pipeline for performing multi-scale detection is to create
a densely sampled image pyramid then the detection system scans all images
of the pyramid to detect a pedestrian. In order to accelerate the scanning and
feature extraction process, we define a feature pyramid using a standard image
pyramid.
We obtain the eleven layers of an image of the standard pyramid as described
in the previous subsection. The multi-scale CS-LBP operator (P = 8, R1 =
1, R2 = 2, R3 = 3, nR = 3) is applied to the image and its eleven layers. In
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this way, we correspond 12 values to each pixel of the image. An image of the
standard pyramid can be substituted by an (W − 2 · R3 ) × (H − 2 · R3 ) × 5 array
where W stands for the width of the image and H is the height of the image.
Using the feature pyramid derived from a standard image pyramid, the time of
the feature extraction and thereby the scanning process can be reduced.
4.3.1.5

Occlusion handling

The linear SVM finds the optimal hyperplane that divides the space between
positive and negative samples. Let x ∈ R n be a new input then the decision
function of the holistic classifier can be defined as:
H(x) = β + wT x,

(4.14)

where w stands for the weighting vector, and β represents the constant bias of
the learned hyperplane.
In our occlusion handling method, we determine first whether the score of
the holistic classifier is ambiguous. The response of a linear SVM classifier is
ambiguous if it is close to 0 (given by a predefined constant). When the output
is ambiguous, an occlusion inference process is applied (see Fig. 4.5).

Figure 4.5: Proposed occlusion handling scheme. First, we determine whether
the score of the holistic detector is ambiguous. If it is ambiguous, the occlusion
handling procedure is applied. Specifically, the trained part detector are applied
first. Next, the output of the part detectors are unified.
We consider pedestrian as a rigid object and define a human body grid of
2m × m, where 2m and m indicate the number of cells in horizontal and vertical
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Figure 4.6: Part prototype example, (x, y, w, h, i) is defined in Eq. 4.16. The
head-shoulder part with 2 grids in height and 4 grids in width is given as an
illustration.
direction, respectively. Each cell is a square and has equal size. We ensure each
part to be a rectangle. The possible sizes of the parts can be defined as
S = {(w, h)|Wmin ≤ w ≤ m, Hmin ≤ h ≤ 2m, w, h ∈ N + },

(4.15)

where w and h stand for the width and height of a part in terms of the number
of cells they contain. Wmin and Hmin are used to avoid subtle parts. Then, for
each (w, h) ∈ S, we slide a h × w window over the human body grid to generate
parts at different positions. The entire part pool can be defined as follows
P = {(x, y, w, h, i)|x, y ∈ N + , (w, h) ∈ S, i ∈ I},

(4.16)

where x and y stand for the coordinates of the top-left cell in the part and i
is a unique id. For instance, the part representing the full body is defined as
(1, 1, m, 2m, I1 ).
In our implementation, we have used the following parameters m = 4, Wmin =
2, Hmin = 2, and the step size is one. For each part, a linear SVM was trained.
If the output of the holistic detector is ambiguous, we run the part detectors.
We take only into account the results of the part detectors with the five highest
scores.
4.3.1.6

Detection

In the final steps, visual features are extracted for each of the scanning detection
windows using the previously constructed feature pyramid. These are evaluated
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and it is determined whether pedestrians are present in the detection windows
based on the proposed visual features and classification component. As already
mentioned, this operation is performed over multiple scales on the input image.
The detections found on any scale are projected back to the input image. In the
final post-processing step, overlapping boxes are combined into a single bounding
box using the non-maximum suppression algorithm [220]. Namely, the idea of this
method is to reduce the number of detections in a frame to the actual number of
objects present.
4.3.1.7

Experimental results and analysis

We performed the experiments on CAVIAR (Context Aware Vision using Imagebased Active Recognition) sequences1 [13], [14], [15], which is captured by a
surveillance camera in a corridor of different emporiums with 384 × 288 pixels.
Specifically, a number of video clips were recorded acting out different scenarios
of interest, such as people walking alone, meeting with others, window shopping,
entering and leaving shops, fighting, passing out, and leaving a package in a public
space. The first group of videos were recorded with a wide angle camera lens in
the entrance lobby of the INRIA Labs at Grenoble, France. While the second
group of videos were recorded using also a wide angle lens along and across the
hallway in a shopping center in Lisbon, Portugal. Consequently, there are two
time synchronized videos — one with the view across and the other along the
hallway — for each sequence. Tables 4.1 and 4.2 summarize the contents of the
INRIA and Lisbon sequences, respectively. Figures 4.7 and 4.8 show video frames
from the INRIA and Lisbon sequences, respectively. Furthermore, Figure 4.9
demonstrates an example of a marked frame from Lisbon sequences in CAVIAR
dataset [13], [14], [15].
In our study, we used per-image performance, plotting detection rate versus false positives per-image (FPPI). Specifically, we used all Lisbon sequences
from CAVIAR dataset [13], [14], [15] to evaluate the performance of our proposed method. Figure 4.10 shows the detection performance of the proposed
method with respect to the number of applied layers. It can be seen that a larger
layer number means better detection performance. However, we were not able to
point out significant improvement over eleven layers. Moreover, a comparison to
other state-of-the-art methods were also carried on these video sequences. Figure
4.11 demonstrates a comparison to six other state-of-the-art pedestrian detector
(Haar+AdaBoost, Haar+SVM, HOG+AdaBoost, HOG+SVM, PHOG+HIKSVM,
ACF) with the help of FPPI curves. From the FPPI curves, it can be clearly seen
that the proposed method managed to outperform these six state-of-the-art algorithms.
1

Available: https://homepages.inf.ed.ac.uk/rbf/CAVIAR/gt.htm
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Table 4.1: INRIA sequences from CAVIAR dataset [13], [14], [15]. INRIA sequences were recorded with a wide angle camera lens in the entrance lobby of the
INRIA Labs at Grenoble, France.
Datafile
fomdgt2.xml
mc1gt.xml
mwt2gt.xml
fcgt.xml
mws1gt.xml
ms3ggt.xml
fra1gt.xml
fra2gt.xml

Sequence
Fight OneManDown
Meet Crowd
Meet WalkTogether2
Fight Chase
Meet WalkSplit
Meet Split 3rdGuy
Fight RunAway1
Fight RunAway2

Comments
only targets marked: 0,1,4
all marked
all marked
all marked
all marked
only targets marked: 0
only targets marked: 7
only targets marked: 4

Table 4.2: Lisbon sequences from CAVIAR dataset [13], [14], [15]. Lisbon sequences were recorded with a wide angle camera lens along and across the hallway
in a shopping center in Lisbon, Portugal.
Datafile
c2es1gt.xml
fsa1gt.xml
csa1gt.xml
c3ps1gt.xml
f3ps1gt.xml
f2es1gt.xml
fosow2gt.xml
cosow2gt.xml
cosme2gt.xml
c3ps2gt.xml
f3ps2gt.xml

Sequence
TwoEnterShop1cor
ShopAssistant1front
ShopAssistant1cor
ThreePastShop1cor
ThreePastShop1front
TwoEnterShop1front
OneShopOneWait2front
OneShopOneWait2cor
OneStopMoveEnter2cor
ThreePastShop2cor
ThreePastShop2front
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Comments
no gaze directions annotated
all marked
all marked
all marked
all marked
all marked
all marked
all marked
only targets marked: 0,2,11
all marked
all marked
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Figure 4.7: Frames extracted from INRIA sequences of the CAVIAR dataset [13],
[14], [15]. These video sequences were recorded with a wide angle camera lens in
the entrance lobby of the INRIA Labs at Grenoble, France.
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Figure 4.8: Frames extracted from Lisbon sequences of the CAVIAR dataset [13],
[14], [15]. These video sequences were recorded with a wide angle camera lens in
a shopping center in Lisbon, Portugal.
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Figure 4.9: An example of a marked frame from Lisbon sequences in CAVIAR
dataset [13], [14], [15].

Figure 4.10: Detection rate versus false positive per image (FPPI) curves for
pedestrian detectors. 2 × 2 is the step size and 1.09 is the scale factor of the
sliding-window detection.
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Figure 4.11: Detection rate versus false positive per image (FPPI) curves for
pedestrian detectors. 2 × 2 is the step size and 1.09 is the scale factor of the
sliding-window detection.
In order to prove the discriminative power of our feature extraction method,
we also applied the proposed pedestrian detector to the video frames of an infrared surveillance camera. The presented feature extraction method captures
mainly gradient information and some texture and scale information. Figure
4.15 and Figure 4.16 show sample detections in infrared images. Namely, the
proposed pedestrian detector was applied in PRedictive ReasOning and Multisource Fusion Empowering AntiCipation of Attacks and Terrorist Actions In
Urban EnVironmEnts1 (PROACTIVE) project to detect pedestrians in a camera system containing optical and thermal cameras.

1

More information: mplab.sztaki.hu/node/43
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Figure 4.12: Some sample detections produced by the proposed pedestrian detector on CAVIAR sequences.
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Figure 4.13: Some sample detections produced by the proposed pedestrian detector on CAVIAR sequences.
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Figure 4.14: Some sample detections produced by the proposed pedestrian detector on CAVIAR sequences.
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Figure 4.15: Some sample detections produced by the proposed pedestrian detector on infrared images. Source: mplab.sztaki.hu/node/43.
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Figure 4.16: Some sample detections produced by the proposed pedestrian detector on infrared images. Source: mplab.sztaki.hu/node/43.
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Table 4.3: Speed comparison measured on CAVIAR sequences.
Method
Haar+AdaBoost
Haar+SVM
HOG+AdaBoost
HOG+SVM
PHOG+HIKSVM
ACF
Ours

4.4

Speed (fps)
15.63
13.56
9.48
4.27
6.19
14.03
9.68

Person re-identification in surveillance videos

The structure of the proposed person re-identification algorithm can be seen in
Figure 4.17. Our main goal is to construct a feature space where feature vectors
extracted from the same identity lie near each other in the feature space, while
feature vectors extracted from different identities lie wide apart from each other
(see Figure 4.18). To this end a novel deep architecture is proposed which is
driven by a novel loss function.
Image feature learning and distance metric learning are fused together by
approximating the non-linear functions FW (·) where W are the parameters. In
order to approximate these functions, we propose a Siamese-like structure which
incorporates two convolutional neural networks (CNN) with multi-scale convolution. Multi-scale convolution facilitates to capture robust, discriminative features
because persons can occur in many scales. The whole structure is driven by a
novel contrastive loss function.
Our architecture contains two CNNs which have the same structure and share
the same parameters. These CNNs consist of five convolutional layers followed by
max pooling operator, one concatenating layer, and two fully-connected layers.
The first three convolutional layers are parallel whose filters are 3×3, 5×5, and 7×
7 correspondingly. In order to get the same output size, the input data are padded
with circular repetition of elements within the dimension. The sizes of the filters
in the two other convolutional layers are 5 × 5 and 3 × 3, respectively. As it can
be seen, three different kernel sizes were used to extract visual features from the
input images. Namely, pedestrians occur in many different scales in the training
images. Moreover, a convolution with a small kernel size (3 × 3) is able to capture
effectively information from lower scales, while a 7×7-sized convolution is effective
at higher scales. As already mentioned in previous chapters, a certain amount of
experiments is necessary to determine the architecture of neural networks (size,
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topology, etc.) As for determining the learning algorithm and the effectiveness of
network topologies, I followed the recommendations of [221]. In our system, ReLU
is utilized as an activation function because it can speed up the convergence of
the training process [92].

4.4.1

Deep multi-instance learning

First of all, we have to create our database. Let denote Icp the image of person p
from the point of view of camera c. The multi-instance set is created by sampling
Icp with the help of a scanning rectangle (0.4h, w) where h and w stand for the
height and the width of the person’s image. The scanning rectangle is moved
downwards until it reaches the bottom of the image in such a way that five
overlapping instances can be sampled (see Figure 4.19). Formally, the instance
set of person p from the point of view of camera c can be defined as Scp = {Rcp,i |i =
1, 2, ..., 5} where Rcp,i stands for ith sample from Icp .
These samples are divided further into six sub-samples which are in different
instance spaces. We just take the left, middle, and right chunks and their mirrored
versions (that is why the 21 in some equations) to produce a so-called bag. In
Figure 4.19, the three moving windows are in blue squares. These three windows
and their mirrored versions form the first bag. In total, five bags are extracted
|j = 1, 2, ..., 6, k = 1, 2, ..., 6}
from a person’s image. Formally, Bcp,i,j = {xp,i,j,k
c
p,i,j,k
p,i
p,i,j
is the kth chunk in bag Bcp,i,j . A
where Bc is the jth bag of Rc and xc
chunk is actually a window but without the distortion of edges. Five instance
spaces are created from all the images, one for each bag. Hence, five instance
spaces (i = 1, 2, .., 5) are characterized as following:
Li =

[

Bcp,i,j .

(4.17)

j,p,c

In the above equation, P stands for the number of person identity and C denotes
the number of different cameras in the system.
The next step is the approximation of a nonlinear function for each instance
space in order to jointly model feature representation and distance metric. Let
P = {(x1 , x2 , y)}N
i=1 be a set of sample pairs, where x1 and x2 are image chunks
from the same instance space but from different camera views, y is 1 if x1 and x2
belongs to the same identity and 0 if not, and N is the number of training pairs.
As already mentioned W stands for the parameters of the nonlinear function and
FW (·) is the nonlinear function for each bag.
Unlike traditional loss functions, such as mean squared error loss, that sum
over individual samples, the proposed contrastive loss function runs over pairs of
samples. The loss function for the whole training sample pairs in the batch can
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(a) Overall architecture.

(b) The architecture of the CNN.

Figure 4.17: The proposed architecture for person re-identification.
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(a) Different identitites.

(b) Same identitites.

Figure 4.18: Goal of feature space construction. Feature vectors extracted via
CNN from image chunks belonging to different identities lie wide apart from each
other, while feature vectors from same identities lie near each other.

Figure 4.19: The scheme of the proposed sampling process. The scanning rectangle is moved downwards along the dashed red lines. Each instance is sampled
further into bags (blue rectangles).
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be written as:
L=

N
X

l((x1 , x2 , y)i ),

(4.18)

i=1

where l((·, ·, ·)i ) denotes the loss generated by the ith sample pair and N is the
number of samples in a mini-batch. The initial point of the loss function’s deduction is the following constraint that we would like to satisfy:
||FW (x1 ) − FW (x2 )||2 |y=1 < ||FW (x1 ) − FW (x2 )||2 |y=0 .

(4.19)

This means that the loss produced by a true pair (y = 1) must be always less
than the loss produced by a mistaken pair (y = 0). To satisfy this constraint, the
loss produced by a true pair is constructed as:
1
l|y=1 = ||FW (x1 ) − FW (x2 )||22 .
2

(4.20)

On the other hand, the loss produced by a mistaken pair is determined as:
1
l|y=0 = max(0, m − ||FW (x1 ) − FW (x2 )||2 )2 ,
2

(4.21)

where m is a margin and is equal to 1. Specifically, the margin defines a radius
around FW (x). False pairs (if y = 0) contribute to the loss function if their
distance is within the radius or margin (see Figure 4.20). The 12 indicates that
mirrored image chunks were also taken into consideration.
Based on Eq. 4.20 and Eq. 4.21, the loss for one pair is determined as:
1
l(x1 , x2 , y) = y · l|y=1 + (1 − y) · l|y=0 = y · ||FW (x1 ) − FW (x2 )||22 +
2
1
+ (1 − y) · max(0, m − ||FW (x1 ) − FW (x2 )||2 )2 . (4.22)
2
Let us denote
DW (x1 , x2 ) = ||FW (x1 ) − FW (x2 )||2 ,

(4.23)

then Eq. 4.22 can be rewritten as
1
1
l(x1 , x2 , y) = y · (DW (x1 , x2 ))2 + (1 − y) · max(0, m − DW (x1 , x2 ))2 . (4.24)
2
2
The above loss function determines the penalties of the relationship between
a pair of samples. For instance, penalties are always produced for a true pair
(y = 1) as long as DW (x1 , x2 ) 6= 0. As a consequence, minimizing the loss
function compels the model to map the members of a coherent pair near to each
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Figure 4.20: The blue curve is the loss for true pairs (y = 1) and the red curve is
for false pairs (y = 0). The margin is equal to one.
other in the feature space. Hence, our model is able to identify the common
features that are present in distinct samples of the same identity.
To minimize the loss function given by Eq. 4.24, we optimize it using stochastic gradient descent with batches. The partial derivatives of the loss are the
followings:
∂DW (x1 , x2 )
∂lW (x1 , x2 , y)i
|y=1 = DW (x1 , x2 )
,
(4.25)
∂W
∂W
(
0, if DW (x1 , x2 ) ≥ m
∂lW (x1 , x2 , y)i
|y=0 =
(4.26)
(x1 ,x2 )
∂W
(DW (x1 , x2 ) − m) ∂DW∂W
, otherwise.
Based on the above two equations, the model’s parameters — denoted by W
— can be learned during the backpropagation algorithm for each instance space
separately.

4.4.2

Training

First, each image is represented as a multi-instance set containing 5 bags which
are in distinct instance spaces. For each instance space, a set of sample pairs for
training is constructed. If the ratio between true pairs and mistaken pairs are
strongly imbalanced, reducing the loss would conduct to the breakdown of the
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training process by equalizing all parameters to zero. That is why, we set this
ratio to 0.2. This means that the number of mistaken pairs is five times greater
than the number of true pairs. After generating the sets of pairs, 5 models are
trained separately for each instance space. Figure 4.17 depicts the structure of
the trained CNNs.
We have adopted VIPeR [16] database (consists of 632 image pairs) as our
training data because it is the most challenging collection of pedestrians in outdoor environment. We have used 380 identities for training and 252 identities for
testing. The system was trained on VIPeR [16] and was tested on VIPeR [16]
and ETHZ [20]. Figure 4.21 shows some image pairs from VIPeR [16] database
as an illustration.

4.4.3

Metrics

As we described, the images in the test set are present in the form of multiinstance sets. As also mentioned, a model has been trained for each instance
space and every instance is projected to one point in the multi-instance feature
space. According to the number of bags, there are five points in every single
feature space which belongs to one identity in one camera view. We determine
the distance for each bag between a person p in a gallery (G) instance and a
probe (P) instance whose identity is q as:
(p,i,j,k)

d(xp,i,j,k
, xq,i,j,k
) = ||FW (xG
G
P

(q,i,j,k)

) − FW (xP

)||2 .

(4.27)

Subsequently, Chamfer distance [222] is applied to figure out the distance between
a bag in the probe set and another one in the gallery set. The formula of the
distance is derived as followings:
d1 (xp,i,j,k
, BPq,i,j ) = min{d(xp,i,j,k
, xq,i,j,k
)|k = 1, ..., 6},
G
G
P

(4.28)

p,i,j
d2 (xq,i,j,k
, BG
) = min{d(xq,i,j,k
, xp,i,j,k
)|k = 1, ..., 6},
P
P
G

(4.29)

p,i,j
Dch (BG
, BPq,i,j ) =

6
6
X
1 X
p,i,j
q,i,j
(
d1 (xp,i,j,k
,
B
)
+
d2 (xq,i,j,k
, BG
)).
G
P
P
2 × 5 j=1
j=1

(4.30)

Note that Eq. 4.30 consists of Eq. 4.28 as first term and Eq. 4.29 as second term.
Eq. 4.28 is the sum of the minimal distances between an instance in the gallery
set and every instance in the probe image. Eq. 4.29 is just the opposite. These
results are integrated. The overall distance between a probe image and gallery
images is computed from Eq. 4.30 (which equation applies for individual bags):
D(SGp , SPq ) =

5
X

p,i,j
Dch (BG
, BPq,i,j ).

i=1
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(a) Images from the point of view of camera A.

(b) Images from the point of view of camera B.

Figure 4.21: Sample image pairs from VIPeR [16] database.
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Finally, the gallery set is ordered against the probe image with respect to Eq.
4.31.

4.4.4

Experimental results and analysis

Our system was implemented with the help of Keras deep learning library. In
the training process, we used mini-batch stochastic gradient descent with initial
learning rate of 0.01. If the training loss stopped reducing, we divided the learning
rate by ten. We evaluated the performance of the proposed system and other
state-of-the-art algorithms on VIPeR1 [16] and ETHZ2 [20] datasets.
We compared our method to several state-of-the-art methods such as ELF
[223], salience [211], RPML [224], LMNN [225], SCR [202], PRDC [208], Transfer [209], and DML [212]. DML is based on deep metric learning, while the
other algorithms apply hand-crafted feature representations and metric learning.
These state-of-the-art methods were trained and tested under exactly the same
conditions as ours (380 identities were used for training and 252 for testing from
VIPeR).
Cumulative match characteristics (CMC) was used to evaluate the performance of a person re-identification algorithm. CMC indicates how well an identification framework ranks the identities in a database with respect to a new image.
CMC is widely used in the literature to measure the performance of identification and recognition algorithms based the precision for each rank. Specifically,
the identification performance is measured based on the relative ordering of match
scores corresponding to each sample [226]. Figure 4.22 shows the CMC of our
proposed system measured on VIPeR database [16].
Table 4.4 demonstrates that our system outperforms most of the state-ofthe-art methods. Although our top 10 and 20 are somewhat lower than DML
[212]. On the other hand, our method outperforms DML [212] by 3.6% in top-1
and by 0.1% in top-5 accuracy, respectively. We attribute these improvements
to the observation that our method is better in avoiding the overfitting problem.
Furthermore, with the help of the multi-scale convolution our method is able to
capture more discriminative features.
As already mentioned, our algorithm was trained on VIPeR [16]. In order to
study our system’s generalization ability, we carried out comparison on ETHZ
person re-identification database [20]. The results are summarized in Table 4.5.
As one can see, our method outperforms all the other state-of-the-art algorithms
in this case. Consequently, our algorithm has a good ability for generalization.
To evaluate the robustness of our system, we tested it on artificially modified
1
2

Available: https://vision.soe.ucsc.edu/?q=node/178
Available: http://www.ssig.dcc.ufmg.br/ethz-dataset-for-appearance-based-modeling/
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Figure 4.22: Performance of the proposed system on VIPeR database [16]. The
vertical axis represents the Cumulative Matching Rate (CMR) and the horizontal
axis shows the rank between 1 and 50.
VIPeR [16] test images. Namely, we added salt-and-pepper noise to the test
images with different intensity levels. Subsequently, we measured the cumulative
matching rate for various noise densities. The results are summarized in Table
4.6. We can see that our system is rather robust to salt-and-pepper noise and the
significant disimprovement of the performance begins approximately at 0.2 noise
density.
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Table 4.4: Comparison to other state-of-the-art methods on VIPeR [16]. The
table demonstrates the top ranked cumulative matching rate (%) with respect to
the rank. If the data cannot be purchased, we indicate it by -. The best result is
typed by bold, the second best result is typed by italic.
Method
ELF [223]
salience [211]
RPML [224]
LMNN [225]
SCR [202]
PRDC [208]
Transfer [209]
DML [212]
Ours

rank = 1
12.0
26.7
27.0
6.3
7.3
15.7
15.9
28.2
31.8

rank = 5
31.0
50.7
19.7
18.3
39.3
38.1
60.0
60.1

rank = 10
41.0
62.4
69.0
32.6
39.4
53.7
52.4
73.4
72.2

rank = 20
58.0
76.4
52.3
50.5
71.0
68.0
86.4
85.1

Table 4.5: Comparison to other state-of-the-art methods on ETHZ [20]. The
table demonstrates the top ranked cumulative matching rate (%) with respect to
the rank. The number of identities in the test set is 70. If the data cannot be
purchased, we indicate it by -. The best result is typed by bold, the second best
result is typed by italic.
Method
ELF [223]
salience [211]
RPML [224]
LMNN [225]
SCR [202]
PRDC [208]
Transfer [209]
DML [212]
Ours

rank = 1
64.3
60.4
53.6
57.5
48.8
58.7
56.2
80.5
80.9

rank = 5
82.1
67.9
78.2
62.7
77.6
70.4
89.0
89.8
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rank = 10
90.1
86.0
76.6
86.3
78.3
85.2
83.7
92.4
93.9

rank = 20
95.2
91.9
92.8
79.1
91.8
86.8
97.3
97.8
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Table 4.6: Performance evaluation in the presence of salt & pepper noise. Noise
density is abbreviated by ’dens.’. Measured on VIPeR [16].

dens. = 0
dens. = 0.025
dens. = 0.05
dens. = 0.1
dens. = 0.15
dens. = 0.2
dens. = 0.25

4.5

rank = 1
31.8
30.9
30.5
28.4
25.3
10.8
6.7

rank = 5
60.1
59.1
58.7
58.2
53.2
44.7
32.5

rank = 10
72.2
72.0
71.9
70.4
65.5
49.5
44.7

rank = 20
85.1
84.1
83.9
83.1
78.1
61.6
60.3

Conclusions

In this chapter, we introduced our novel pedestrian detection system and reported
on experimental results using among others the CAVIAR sequences. Specifically,
we have presented our novel feature extraction method and feature pyramid relying on the multi-scale center symmetric local binary pattern operator and image
gradients [159], [162], [163]. Furthermore, we applied foreground segmentation
in order to efficiently filter out possible false detections [159]. Subsequently, we
have described a novel occlusion handling procedure using an extensive pool of
part detectors. Finally, the FPPI curves and sample detections were presented
on CAVIAR sequences and on infrared images.
Inspired by the occlusion handling method, we have also introduced a novel
person re-identification system based on deep, multi-instance learning [160]. In
order to predict an identity efficiently, we have applied multi-instance deep learning and a novel architecture incorporating multi-scale convolutional layers and
a contrastive loss function. We have reported on experiments and comparisons
to other state-of-the-art algorithms using publicly available databases such as
VIPeR and ETHZ.
In total, two theses can be declared in this chapter. Specifically, the first
thesis of this chapter is about pedestrian detection and the second one is about
person re-identification.

121

Chapter 4 Pedestrian detection and re-identification in camera systems

Thesis 3 An architecture was proposed for vision-based pedestrian
detection in surveillance videos using a novel feature extraction
method relying on CS-LBP operator and image gradients with a
novel occlusion handling method based on an extensive pool of part
detectors [159], [162], [163], [161]. It is demonstrated with experimental results that the proposed architecture outperforms other
state-of-the-art feature-classifier-based detectors in terms of accuracy and is comparable to the state-of-the-art methods in run times
measured on the publicly available CAVIAR sequences.

Thesis 4 An end-to-end deep multi-instance learning framework
for pedestrian re-identification was proposed which allowed us to
integrate the two steps of pedestrian re-identification (i.e., feature
extraction and metric learning) into a unified architecture. It was
demonstrated that the proposed algorithm is able to outperform
most state-of-the-art methods on the publicly available ETHZ and
VIPeR databases [160].
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Summary
In this dissertation, the goal was to present our results related to image retrieval
and analysis. Specifically, we addressed the problem how the semantic information stored in a convolutional neural network can be used in image retrieval and
analysis. To deal with this task, three problems from computer vision were chosen, such as content-based image retrieval, colorization of natural and cartoon
images, and pedestrian detection/re-identification.
Chapter 1 introduces the most common convolutional neural network architectures. Furthermore, it summarizes the related algorithms, such as data preprocessing, weight initialization, regularization, back propagation, and gradient
descent.
Second in Chapter 2, content-based image retrieval was in the focus. As in
the other two problems, image representation has an essential role in retrieval.
Specifically, this chapter showed a solution which learns semantic information
and binary representation simultaneously utilizing AlexNet. Namely, an endto-end supervised learning framework for fast content-based image retrieval was
presented which learns semantic-level and feature-level similarity as well. Unlike other state-of-the-art methods, the semantic information was derived from
the last fully-connected layer directly, instead of a separate hash layer. Moreover,
hashing codes and image representations were learned in an implicit manner. Experimental results on three publicly available databases (Holidays, Oxford, and
ImageNet 2012) show that the proposed method significantly reduces computational cost at state-of-the-art level accuracy.
Third in Chapter 3, the semantic information stored in convolutional neural
network was used for automatic image colorization. We demonstrated that VGG16 is able provide rich and powerful semantic information in form of hypercolumns
to another convolutional neural network architecture to predict U and V color
channels. Comprehensive experiments were conducted on the images of SUN
database to prove that the proposed method is able to colorize a wide range of
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grayscale images. On the other hand, we pointed out how to develop further the
proposed method. To address these developments of the proposed method, we
introduced cross-domain connections between two convolutional neural networks
which enabled reference constrained learning. Finally, we pointed out that a
trained convolutional neural network is able to provide plausible colorization for
cartoon images as well.
Our results related to vision-based pedestrian detection and re-identification
have been presented in Chapter 4. Specifically, an architecture was introduced
for vision-based pedestrian detection in surveillance videos using a novel feature
extraction method relying on CS-LBP operator and image gradients. Experimental results were presented on publicly available and private databases. Moreover, an occlusion handling procedure was also proposed relying on an extensive
pool of part detectors. Experimental results and analysis were presented on the
publicly available CAVIAR sequences. Specifically, we applied per-image performance by plotting detection rate versus false positives per-image (FPPI). On
the top of that, we presented a rich image gallery demonstrating sample detections on CAVIAR sequence and on sequences captured within the framework of
PROACTIVE project. Inspired by the occlusion handling scheme of the proposed
pedestrian detector, a vision based pedestrian re-identification method was also
introduced based on deep multi-instance learning, a deep multi-scale convolutional neural network, and a contrastive loss function. A novel feature space was
constructed where feature vectors extracted from the same identity lie nearby
in the feature space, while feature vectors extracted from different identities lie
far away from each other. Experimental results and comparisons to other stateof-the-art algorithms were presented using publicly available databases, such as
VIPeR and ETHZ.

5.1

Possible directions of future research

In this section, we outline the possible further improvements of our contributions.
• Replacing AlexNet in our content-based image retrieval algorithm with
more powerful models will further improve performance.
• Studying the effect of different color spaces and features extracted from
pretrained convolutional neural networks in the colorization problem.
• Developing strong reference constrained deep models for automatic colorization of natural and cartoon images.
• Applying deep reinforcement learning [227], [228] in colorization.
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• Utilizing advanced deep learning techniques in image colorization, such as
generative adversarial networks [229].
• Incorporating visual attention [230] or visual saliency [231] models into deep
learning architecture.
• Incorporating knowledge about the eye movement [232] into deep learning
architectures.
• Pedestrian detection have become an essential part of autonomous driving
and intelligent video surveillance. The accuracy and speed of the algorithms
may be improved, especially in relation to the use of cheap input devices,
such as web cameras or smartphone cameras.
• Another important topic in pedestrian detection is the fusion of optical visual sensors with radars or LiDARs to further improve accuracy. Moreover,
improving the accuracy by applying multiple optical cameras needs to be
researched further.
• In our re-identification algorithm, it is worth to study how to utilize intraclass diversities and inter-class ambiguities of input visual samples across
cameras for improving the discriminative capability of the deep neural network.
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[159] D. Varga and T. Szirányi, “Robust real-time pedestrian detection in surveillance videos,” Journal of Ambient Intelligence and Humanized Computing,
vol. 8, no. 1, pp. 79–85, 2017. 83, 121, 122
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