
BUDAPEST UNIVERSITY OF TECHNOLOGY AND ECONOMICS
DEPT. OF TELECOMMUNICATIONS AND MEDIA INFORMATICS

EFFICIENT SAMPLING

IN WIRELESS SENSOR NETWORKS
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Abstract
of the Ph.D. Thesis of Gergely Öllös,

‘‘Efficient sampling in wireless sensor networks’’

A Wireless Sensor Network (WSN) is a collection of sensor nodes interconnected by
wireless communication links, where each node can monitor a wide variety of ambient
conditions. These networks have been in the center of interest among researchers since the
early 1990s. At that time, there was a trend to move from a single centralized, super reliable,
powerful and expensive sensor platform to a large number of small, cheap, decentralized
and potentially unreliable sensor nodes that as a group are capable of far more complex
tasks than any individual super node. So the sensor nodes and their components embarked
on a road of miniaturization, with one exception, the power source. Since the capacity of
an electrochemical cell (battery) is always proportional to its size (volume), the tiny sensor
nodes are bound to have limited (and usually irreplaceable) power sources. This makes the
energy efficiency of a node to be of paramount importance.

The objective of this dissertation is to develop fully distributed, adaptive methods that
can exploit the redundancy in time-driven wireless sensor networks, as well as semi-logical
patterns in event-driven networks, with the purpose of enabling autonomic sleep scheduling
in a constantly changing environment. A large number of scheduling mechanisms were
already proposed in the literature; however, virtually none of them supports dynamic
environments or mobility[1]. The results presented in this dissertation can be divided into
three phases.

In the first phase of my research I investigated the possibility of using different extrapola-
tion techniques to enable independent (i.e., without cooperation or external assistance) sleep
scheduling based on the current error gradient[2]. The method is used when (temporarily
or permanently) no cooperation is possible among the nodes. The proposed architec-
ture requires minimal computational overhead, and it allows sleep scheduling without
communication overhead.

Based on the knowledge and experience obtained during the first phase, in the second
phase of my research I developed a novel correlation-aware distributed sleep scheduling
scheme that can support dynamically changing environments. In contrast to classical sleep
scheduling solutions like EC-CKN[3] the proposed method exploits the spatial correlation
structure of the measurements, and can achieve significant energy savings even if the
correlation structures are constantly changing.

Finally, in the third phase I proposed distributed rare event forecasting schemes for
event-driven sensor networks[4][5] that are based on explicit (such as fuzzy rules, time-space
signatures) rather than implicit (such as neural network-like black box modeling) knowledge,
that has a steep learning curve, can forecast various discrete events in the network, and
can provide (reliable) confidence levels with each new forecast. This method can be used
in many applications, including dynamic sleep scheduling.

The proposed models have been empirically examined by comparative simulations,
partially studied analytically, and implemented on TinyOS/MicaZ motes where the schemes
proved their usefulness in real-life situations.



5

Kivonat
Öllös Gergely Ph.D. disszertációjából,

’’Hatékony mintavételezés vezetéknélküli szenzorhálózatokban’’

A vezeték nélküli szenzorhálózatok (WSN) szenzor csomópontok olyan halmazát jelentik,
melyek vezeték nélküli módon kommunikálnak egymással és ahol minden csomópont egy
vagy több környezeti paramétert képes monitorozni. A fókusz már a 90-es évek elején elmoz-
dult a költséges, egyedülálló, nagy megb́ızhatóságú csomópontokról a nagyszámú, alacsony
költségű csomópontokra, ahol a szenzorok összteljeśıtménye szignifikánsan magasabb, mint
bármely más egyedülálló szupercsomóponté. A technológia fejlődősével a szenzorok és kom-
ponenseik elindultak a miniatürizáció útján, az energiaforrást kivéve. Sajnos elkerülhetetlen
tény, hogy a klasszikus telepek kapacitása csak úgy növelhető, ha az elektrolit és elektróda
anyagának mennyiségét növeljük, ami nagy kih́ıvást álĺıt a miniatürizálással szemben. Ha
nem tudjuk a telepek kapacitását növelni, a szenzorcsomópontok teljeśıtményfelvételét kell
csökkenteni.

E disszertáció célkitűzése az, hogy teljesen elosztott, mobilitást támogató adapt́ıv
eljárásokat mutasson be, melyek a hatékony mintavételezés érdekében kiaknázzák a
mintákban rejlő redundanciákat, mind idő-, mind esemény-vezérelt esetben. Bár több
alvásütemező megoldást is számon tartanak az irodalomban, a felmérések azt mutatják[1],
hogy a dinamikus környezet és a mobilitás még mindig nem támogatottak.

A disszertációm három fontos részre bontható. Az első részben megvizsgálom a független
alvásütemezés lehetőségét arra az esetre, ha az elosztott működés a környezet dinamikája
vagy a hálózat állapota miatt nem megengedhető. Az eljárás, mint egy vésztartalék, főleg
tranziens fázisokban alkalmazandó, amikor a csomópontok közötti kooperáció nem lehetséges
(pl. szegmentált a hálózat) vagy az nem hoz hasznot (pl. függetlenek a minták). A javasolt
architektúra minimális erőforrás (számı́tási kapacitás, memória) igényre optimalizált, a
kommunikációs költségek növelése nélkül. A megoldás adapt́ıv, működése pedig a mintákban
rejlő időbeni redundanciára alapoz.

Az első rész tapasztalataira és eredményeire támaszkodva, a második részben a teljesen
elosztott és idővezérelt hálózatokra fókuszáltam, ahol a cél egy kooperáló, alvásütemezett
mintavételezési rendszer kidolgozása, mely a tradicionális megoldásokkal ellentétben, mint
például az EC-CKN[3] protokoll, támogatja a dinamikusan változó környezetet valamint a
mobilitást is. A javasolt eljárás egy felhasználó által specifikált kompromisszumot nyújt
a minták információtartalma és a hálózat energiafelhasználása között. A javasolt eljárás
kiaknázza a térbeli korreláció mindenkori állását és szignifikáns mennyiségű energiát képes
megtakaŕıtani még akkor is, ha a korrelációs mintázat dinamikusan változik.

A kutatásom harmadik része eseményvezérelt, teljesen elosztott hálózatokra koncentrál.
A célja kidolgozni egy teljesen elosztott, adapt́ıv, ritka esemény szekvenciát előrejelző meg-
oldást, amely explicit (Fuzzy szabályok, téridő léırók) és nem implicit (fekete doboz, neurális
háló tudásreprezentációja) tudáson alapul. A javasolt eljárás meredek tanulógörbével rendel-
kezik, és minden előrejelzéshez megb́ızhatósági faktort is nyújt. A rendszer több területen
alkalmazható, beleértve a dinamikus mintavételezést is.

A kutatásom során kidolgozott eljárásokat a számos szimuláción alapuló összeha-
sonĺıtás valamint analitikus elemzésen ḱıvül TinyOS/MicaZ platformon, valós szenzor-
csomópontokon is implementáltam, bizonýıtva használhatóságukat valós környezetben
is.
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Chapter 1

Introduction

Distributed sensor networks were in the focus of researchers since the early 1990s. The
trend was to move from centralized, highly reliable platforms to a large number of cheap,
decentralized components that as a group are capable of more complex tasks than any
individual super-node. These wireless sensor networks (WSN) are formed by one or more
base stations (sinks), where the collected information or data is sent, and a large number
of sensors distributed over the monitored area and connected through radio links. Sensors
are low-cost and low-power tiny nodes equipped with limited sensing, computing, power,
memory and radio communication capabilities. They typically have an irreplaceable power
source and are deployed in an unplanned manner.

Since the life-cycle of a sensor node typically ends when it’s energy source is depleted, the
energy efficiency of the network is of paramount importance. There are several techniques
to achieve energy efficiency. The Medium Access Control (MAC) protocols for sensor
networks are usually optimized for power consumption through some kind of distributed
synchronization, such as the use of duty cycles[6] or based on pre-constructed energy-
balanced topology[7]. Another low level solution is the usage of a second radio, called wake
up radio, which does not need data processing capabilities, and is therefore highly energy
efficient; this radio is just used for waking up the neighboring nodes when needed[8]. Energy
efficiency can be achieved on higher levels as well. In the literature many energy efficient
routing algorithms were proposed, such as [9], as well as data aggregation techniques[10] for
reducing the overall traffic. One can say that usually the energy efficient solutions trade
energy for throughput and latency[11].

Sleep scheduling is also a very efficient way to reduce energy consumption, and the family
of sleep scheduling protocols, like[12][13][14][15][16], is the closest to my approach. The
main assumption of such protocols is that the network is over-deployed and the nodes close
to each other are measuring similar values. Their goal is therefore to keep as many nodes
in sleep mode as possible, while maintaining the sampling integrity as well as a coherent
topology, so as to provide access to the sink from each awaken node in the network, by
means of multi-hop routing. Since the sleep scheduling methods proposed in the literature
are usually unaware of measurements, they can’t adapt to a changing environment, which
might cause significant sampling errors. Further, as shown in a survey[1], they do not
support mobility either. Another disadvantage of existing sleep scheduling solutions like[17]
arises in event driven sensor networks. The dynamically occurring and disappearing events
render existing sleep scheduling techniques unusable. Thus, in an event driven environment
some level of distributed and adaptive event forecasting is required.

As I mentioned in the abstract, I approached the problem in three relatively distinct
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phases. First, I have exploited the energy saving potentials of a single (measurement aware)
node, without cooperation, in a time-driven environment. Second, I have examined the
same potentials in case of cooperating nodes, and finally I have focused on event-driven
environments where I proposed solutions building on the distributed event forecasting
potentials of cooperating sensor nodes.

In the first phase, I have analyzed the statistical properties of samples collected from a
real, over-deployed sensor network and I proposed an adaptive local prediction technique
(Local Extrapolation) which significantly outperforms the zero-order hold (ZOH) signal
reconstruction scheme as well as the static local extrapolation method. The proposed
approach is based on continuous adaptation, dynamic prediction and error rate monitoring
related to the measurements of a given sensor. The method exploits and monitors the
redundancy (like autocorrelation) in the measurements of a single node.

As a short description, before a node that performs local extrapolation (LE) samples
the environment, it makes a prediction. The predicted sample is compared to the actual
one, and based on the feedback an adaptation step is made. After the adaptation, based
on the latest mean square error and the user specified threshold, the node can estimate
how many samples are safe to predict. Following the prediction, the extrapolated data is
sent to the sink and the node enters the sleep mode for a time that covers the prediction.
When the node wakes up, it assesses and adjusts its environmental model and begins its
cycle again. The first phase of this research is carried out and documented in Chapter 2 of
this dissertation.

In the second research phase I have studied the spatial redundancies between nodes,
and I proposed an adaptive sleep scheduling method that is aware of measurements and
can dynamically exploit the spatial correlation between nodes, as well as balance the energy
consumption of the network. The basic idea is that the nodes in the network are partially
monitoring each other’s measurements, dynamically learn the linear relations among them
(if any), eliminate (send to sleep) the redundant nodes, and estimate the deficient data.
Special attention has been given to the continuity of performance degradation in case
the measurements get independent. Therefore, the method can be gradually enabled on
the network, i.e., from a deterministic operation, when the detection time of events is
guaranteed, to the fully adaptive mode, when the protocol spares as much energy as the
correlation patterns and the user specified threshold permit. The results of this second
phase are presented in Chapter 3 of this dissertation.

Finally, in the last (third) phase I focused on event driven environments and I proposed
an event forecasting framework and an O(n2) anytime instance-based method for forecasting
rare events in wireless sensor networks. The method provides bounded confidence for each
forecast, it is fully distributed and robust, and it does not require hard time synchronization,
or localization. During this phase I developed a signature extraction method in procedural
as well as in iterative form. The procedural version requires both the past and future events
to be present as input and then based on double hierarchical clustering it can provide the
extracted event descriptors. The iterative form is continuous and does not require either
the future-, or the past events to be present as input. It processes the events one-by-one
as they come and it does not store the past events explicitly, but updates its internal
state appropriately. The method is inspired by the unsupervised (Hebbian) competitive
learning used in self-organizing Kohonen maps, and it can provide the approximate event
descriptors. These event descriptors are converging to the descriptors provided by the
procedural scheme as the events occur in time and are handled as inputs of the method.
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The results of this third phase are provided in Chapter 4 of this dissertation. Finally, in
Chapter 5 I summarize the findings and their applicability.

1.1 Methodology

In this section I describe the methodology used throughout this work in three subsections
for the three main parts of this dissertation. As I described earlier the goal is to propose
concepts and practical algorithms that can provide efficient sampling of environmental
variables exploiting various redundancies for the favor of system lifetime extension. The
goal of a practical result and the collection of real world samples for sensible evaluation
entail not only theoretical but practical research also. In turn the practical approach
demands some level of experimentation making the methodology partly experimental which
stresses the importance of description and identification of major hardware tools used in
particular phases. In spite of the fact that much fieldwork lies behind this work, the nature
of the problem makes correlation and or regression analysis the dominant methodology. In
the following sections we summarize the tools and approaches behind each major part of
this dissertation.

1.1.1 Independent Sleep Scheduling

As the name of this subsection entails (the first of the three major parts of the dissertation)
can be thought of as a preliminary exploration of some of the problems as well as oppor-
tunities to form a common framework in which the problem is well defined. To go into
details, here I present the used test network with its topology, and give some background
on the data collection.

As a preliminary proof-of-concept, I collected and analyzed samples from five sensors
deployed in a live dormitory room. Through the collection period, the room residents
were living their everyday life without interruption or alterations. As I will describe it
later, these samples where used (among others) to evaluate different versions of algorithms
concerning the first phase of my research, namely independent sleep scheduling without
the possibility of neighboring (in different metrics) node cooperation.

Figure 1.1: Map of the deployed sensors (marked as numbered circles)

The five sensors were identical, and were deployed as Fig. 1.1 shows. They are marked
as points (small circles) with numbers that identify them. As an example, the fifth node is
close to the heater and the windows, therefore this node received the greatest temperature
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interference. The light sources are marked with ’’L’’ or ’’Lamp’’ where space allows. As
an example, the third sensor has the largest light interference since its proximity to a
reading lamp marked L. Naturally, the room residents cause additional disturbances. For
instance the human body generates air turbulences during movement as well as heat roughly
equivalent to a heat source dissipating 80W in its environment (depending upon current
metabolic/physical activity as well as other variables). This arrangement guaranteed
real-world measurements in the confines of this experiment. The used nodes were Crossbow
MICA-Z motes [18] running TinyOS [19] operating system on a LR-WPAN IEEE 802.15.4
stack (on PHY and DLL layers) and a Crossbow mesh networking stack (on NET layer).
They were equipped with an ISM radio transceiver (in the 2.4 GHz band) with a maximum
data rate of 250kbps and had 4kbytes of internal memory. They were equipped with
sensors in the form of data acquisition cards plugged into the mote that collected luminosity
and temperature measurements. The sampling period was 60s and the network operated
three days (10bit ADC with or without oversampling). Thus, I collected temperature
and luminosity samples from five independent sensors over a three day period sampled
every minute (or to be more precise in case of oversampling, one point covering every
minute) without interruption. The collected data was statistically examined and used to
evaluate the performance of the proposed local extrapolation (LE) method by feeding the
measurements to the simulator.

1.1.2 Dynamic Sleep Scheduling

As it is explained later, the first part of the dissertation proposes a method which assumes
nothing about the surrounding environment of a node. This is intentional, not only by
the preliminary nature of the first part of this dissertation but also by design. See, if
the environment is such that radio contact (in a particular time-frame) is unavailable,
undesirable or of no benefit, the node can always fall back on lifetime extension by local
extrapolation. However, if possible, the use of external information can dramatically extend
the network lifetime.

Since during the development of the framework for local extrapolation, spatial correla-
tions were not considered nor exploited, there was no rush to collect additional real-world
samples for testing. However, to be on the safe side, we also generated (on demand during
simulations) a wide variety of samples covering a whole spectrum of linear relations (within
a certain parameter space changing in time). The exact method of generation as well as
the theory behind is carefully explained in chapter3.3. Later in this work (section 3.6.1)
we generated samples with varying higher order statistics as well. For mobility testing,
we generated samples using a further technique using metric multidimensional scaling
described in chapter3.7.1.

In reaction to healthy criticism we collected additional real-world samples using a
variety of topologies and applications in mind, for which we used the MICA-Z motes. The
latest data collected was using a calibrated, purpose made hardware, namely the BDV01/02
professional data logger (when used explicitly noted). Using this logger and a sensing
head the measurement range was −35◦C to 80◦C, typical accuracy ±0.5◦C (manually
calibrated to ±0.2◦C), has a default resolution of 0.1◦C (which can be further increased),
64kbytes memory capacity (i.e. total 32,000 readings for all channels), the sample rate was
selectable from 10s to 12h. After collection, the user can plug this data logger straight
into the PC’s USB port and read the logged samples, name channels, synchronize time,
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input calibration constants, select modes and rates, etc. by using the software called
DGraphTM. This software is able to export the samples in csv format which we then
imported in Matlab/Simulink. Many of these samples are uploaded to the author’s personal
site (https:// sites.google.com/ site/ gergelyollos/) for the reader’s convenience.

Further to strengthen the confidence in the proposed method, the students I super-
vised (here I would like to acknowledge Andras Biro who carried out most of the work)
implemented the DSS on MICA-Z motes which were deployed and demonstrated on many
occasions. Above simulations and MICA-Z implementation, Andras Biro had its own Java
based simulator which was not based on my MATLAB exports. The result were published
in his lab report (please note, this is an early implementation).

Generally, real-world samples were not pre-processed (except cutting); they were fed
directly to the discrete event simulator (if conditioning was needed to highlight some
feature, I note this explicitly before I discuss the results). The type and scope of samples
are broad and rich, both natural, real-world samples with or without human interference
as well as wild and extreme, parameter space sweeping artificial.

1.1.3 Rare Event Forecasting

The natural progression or flow of my work may seem disturbed by this chapter, but
please, let me argue the reasoning that made me step into this direction before I discuss
its methodology. So far we collected samples that are discrete representations of some
continuous process (temperature, luminosity). We used first and second order statistics to
shed light on possible redundancies.

As great as statistics is, there are some powerful relations among sensor nodes lying on
a field that cannot be sensibly grasped by it. I feel we must approach the problem from the
viewpoint of Logics if we are to exploit the endless possibilities of such relations without
prior knowledge.

In the general application of field monitoring by sensor nodes, I’m of the opinion that if
one is to exploit and discover causalities, logics behind the raw samples (without many
assumptions that drastically restricts the application) one need to inevitably view the
problem from a different, maybe more abstract perspective. Rather than propose a strict
model (for instance mobility model, or some other framework) for a particular problem, I
made the attempt to find a solution to the problem of efficient sampling using the least
restrictive semi-continuous model possible.

By standing on the shoulders of giants like Lotfi A. Zadeh I feel the need to assume at
least the existence of soft Fuzzy Events in order to be able to meaningfully continue my
work within my allotted time, and in the same time not to restrict myself to a particular
application. Based on my own research, any closer to the continuous realm and learning a
continuous model autonomously in a distributed fashion, on-the-fly, in the after-mentioned
application is beyond reach for the lack of analytical tools. Since we are now focusing
on events rather than samples, the way I look at samples changed but the collection
remained the same. I used the same MICA-Z nodes to collect events, what changed was the
synchronization of nodes, which become more rigid. A simple algorithm for synchronization
was implemented. One of the nodes was designated as a clock reference which more or less
(sampling was higher priority) periodically broadcasted a timestamp to others, which in
turn were syncing to it. Time synchronization to tens of milliseconds was easily achieved
and was more then enough for our purposes. Since I did not want to seem one-sided,
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instead of luminosity and temperature we sampled a microphone. Our choices were mainly
dictated by the hardware available.

There is a chapter (chapter 4.3.1) explicitly on this subject so I do not repeat it here.
However, let me mention that as a source of samples we chose the most accessible and
richest source available to us, the automotive field. Please note, that we do not made
assumptions that are particular to this field. The model does not presuppose this application
nor exploit any specific constraint from this field. For instance, we also generate patterns
that cannot be described by moving entities (it would entail disappearing and reappearing
cars, collapsing and jumping through space, non causal relation of a car with its future or
past, etc.).



Chapter 2

Independent Sleep Scheduling
Architecture

2.1 Introduction

With the advancement of technology, sensor nodes began their journey on the way of
miniaturization, the final goal being the so-called “smart dust”, i.e., sensors of the size
of dust motes. In the same time however, the evolution of electrochemical cells lagged
behind. Multicellular batteries are the most popular energy sources since the 18th century,
when Alessandro Volta devised his first galvanic cell. It is though well known that the
capacity of such a cell can only be raised through additional electrolyte and electrode
material (using the same chemistry) which effectively means larger and heavier batteries.
As this obviously contradicts the efforts towards miniaturization, the only solution was to
dramatically decrease the power consumption of nodes.

Power consumption can be lowered by hardware and/or software solutions. In my
research I focused only on energy efficient software architectures that implement environ-
mental sampling. The goal is to develop an adaptive and distributed sleep scheduling
strategy that would enable nodes to enter sleep mode while still maintaining the overall
sensing capabilities of the network. The adaptive sampling architecture that I propose
addresses the problem of energy efficient sensing by adaptively coordinating the sleep
schedules of nodes.

In a dynamic, event-driven WSN (e.g., a system to support road traffic management)
information dissemination is a complex task, and the disseminated data can turn obsolete
before it reaches its target. In addition, the correlation between nodes can change constantly.
It could frequently happen that we have no external information that could help us to
extrapolate samples. The causes could be numerous. For instance, the measurements might
be nearly independent or just beyond the recognition ability of the detection technique. The
system could also be in a transient state, so that we have no time to map the environment’s
correlation structure. Or, for some reason (interference, or a mobile node wondering away
from the group) the node might not be able to communicate with its neighbors.

Since power consumption is essential, for transients, where other methods fail, local
extrapolation might be considered, especially since this does not suffer from any com-
munication overhead. The architecture I propose (called Independent Sleep Scheduling
Architecture) handles such (usually transient) situations as a last line of defense. Therefore,
it should not be used alone, but paired with more cooperative methods, such as those that
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are outlined in the later chapters of this dissertation. For future reference please note that
the local extrapolation, abbreviated ’’LE’’, is the function of the proposed independent
sleep scheduling architecture. I will use this abbreviation consistently throughout this
dissertation.

The overall flow of the LE method is as follows. Numerous studies showed that the
radio modules of a sensor node are consuming significant energy even if they are in idle
mode [20]. Thus, the most efficient way to save energy is to enter sleep mode. The LE
algorithm operates as follows. When the node is powered up, it has no information about
the measured phenomena (the samples); thus, it will forecast some default value. Then,
the sensor takes a sample, stores it, and sends a copy towards the sink. After the data
is sent, the adaptation or learning process computes the forecast error and based on the
current gradient (described later) an adaptation step is made. After the adaptation is done,
the stored sample is deleted, but the last n prediction errors are stored.

After these steps it re-computes the mean square error (MSE) from the latest n prediction
errors. If this MSE is below a user specified threshold, the method forecasts some samples
ahead and sends them to the sink. The number of forecasted samples is a function of the
latest MSE. After the samples are sent, the node starts a wake-up timer and goes to sleep
mode. When the timer expires, the node wakes up and starts the procedure again.

If the environment is highly not stationery we “age” the MSE after the node wakes up
or before the sleep procedure shuts down the sensor. This means that the value of the MSE
(i.e., the prediction error) is artificially increased by a value proportional to the length
of the sleep phase. In short, prior to a new sleep cycle, in case of highly not stationary
environment, we have to be sure that the statistical properties of the measured phenomena
are still the same, and the samples are still predictable. If we increase the MSE, the system
is forced to switch back to learning state, until it can push the MSE back to a low level. Is
it necessary?

When I describe the LE method in detail we can see that the aging of the MSE in the
case of temperature, luminosity, humidity, or similar highly (auto)correlated measurements
is usually not needed. After the node wakes up, every time it makes a prediction based on
the old model, then it compares the result to the environment. After this, it calculates the
squared error and updates its MSE, as well as its model (one learning step). So after each
wake-up, there is at least one sample acquired and one system update. If the node makes
(lets say) in average 5 predictions, then every 6th sample is used to trim (or fine-tune)
the model, so it is always up-to-date. If one trim is not enough (MSE went high), then
the system will not enter sleep mode, but will continuously trim (or learn) its model, till
is accepted (by a user specified threshold), on its own. Generally, there is no need to
artificially force upon the system more than one awake period after wake-up (which is
equivalent to rising the MSE i.e. ”aging”).

In this chapter as a proof-of-concept example I analyze and describe temperature and
luminosity samples taken from five independent sensors which operated three days in a
dormitory room, focusing on the redundancies and prediction opportunities. After that
I make my assumptions and propose the architecture in form of a pseudo-code. Then I
describe the core of the system in analytic detail and evaluate it by means of simulations
and comparisons, before finally concluding the section.
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2.2 Related Work

Numerous techniques have been proposed and examined for reducing energy consumption
(and therefore prolonging the lifetime of the network), including multi-hop communication,
data compression, aggregation techniques, or energy-aware routing. The early papers on
energy efficiency were discussing fault tolerance [21] or energy-efficient routing [22], but
sleep scheduling, i.e., sparing the energy of the network by placing a subset of nodes into
sleeping mode, is a relatively new approach [23].

Sleep scheduling has proved to be an exceptionally efficient strategy [24] [20] [23] [25] [26]
[21]. Numerous such algorithms have been devised, but virtually without any considerable
support for dynamic event-driven systems. Dynamically occurring events, the constantly
changing environment or the presence of mobile elements in the architecture make existing
sleep scheduling techniques far too rigid. In such environments dynamic adaptation can be
obtained through learning.

In the last few years, many papers discussed a wide range of solutions for WSN sleep
scheduling: [26] discussed localized sleeping algorithms based on distributed detection for
differential surveillance, [23] presented system issues and focused on prototyping, while
[24] focused on the detection of rare events. However, all of those solutions are based on
static and not adaptive methods; therefore, they do not support dynamic environments.
Again, note that my framework does no relay on separate learning and/or monitoring
cycles, like other methods do [27]. The monitoring state is the learning state as well, since
the adaptation is continuous.

The model is adapted using LMS (least-squares method). I relied on it since its
robustness and the fact that it is well researched. It was first described way back in the
times of Napoleon by A.M. Legendre[28] in 1805 and later justified in the field of statistics
by Gauss[29] in 1880. One of its spectacular early use was in 1801, when it was used to
predict the movement of celestial bodies and according to some historians, this was the
point, when it become famous. Later Gauss proved its optimality[30][31] and since then,
it became one of the most celebrated optimization technique of today. Its applications
are endless. In statistics, LMS is used to fit various functions to a set of data, as well as
interpolate or extrapolate samples. In the field of Artificial Intelligence Widrow and Hoff
used it do train perceptrons[32] and later feed forward neural networks. Gabor proposed
the idea of a non-linear adaptive filter[33] and six year later he built it as well[34], etc. I
went and stood on the shoulders of giants, looked around and carefully considered, later
opted to use this popular method ”as-is” to tune some of the system parameters of the LE
(Local Extrapolation Architecture) which later in this dissertation was integrated into DSS
(Dynamic Sleep Scheduling system) as a fallback mechanism.

There are several efficient algorithms for time series forecasting in the literature [35]
[36] [37]. In the first part of this dissertation I propose a linear time algorithm based on
a hybrid FIR (Finite Impulse Response), IIR (Infinite Impulse Response) architecture
and a slightly modified gradient descent method. There are three key advantages to the
solution. First, the predictor does not need any separate learning cycles or phases, so it can
continuously adapt to the environment, even if this is constantly changing. Second, there
is no need to store any samples, so it is a memory friendly solution which is important for
sensor nodes that have limited storage and/or computational resources. Third, the average
risk involved with the prediction can be controlled by the user.
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stat SumLum SumTemp

N Valid 24760 24760
Mean 379 430
Median 318 437
Range 983 100
Minimum 0 359
Maximum 983 459

Table 2.1: Descriptive statistics of measured samples (rounded to integers)

2.3 Exploratory Data Analysis

In this section I will analyze the data discussed earlier and explain the collection method. I
will examine and point out some exploitable properties, such as the redundancies in the
collected data, and suggest some techniques to make profit of it.

In Table 2.1 we can see the basic descriptive statistics of the measured samples. As I
described earlier, there were five sensors deployed, and all of them measured luminosity and
temperature. The SumLum column shows the statistics of all the taken luminosity samples
and similarly, SumTemp shows the statistics of all the temperature samples. There were
49,520 samples in total, which covers 4,952 minutes (divided by 5 nodes times 2 streams),
that is 3.4 days. We can see that the range of the luminosity values, the deviation and
variance are much larger than the values of the temperature samples. The table is included
only for completeness.
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Figure 2.1: Histograms of temperature (a) and luminosity (b) samples (taken from the
4th sensor). The continuous line over the temperature samples is the normal probability
density function with harmonized parameters.

In Fig. 2.1 we can see an approximation of the form of the density function using
absolute frequencies displayed on a histogram, for both luminosity and temperature data.
The continuous line on the left (a) hand side figure is the normal probability density function
with parameters to match the empirical density function and scaled to the histogram. We
can see that the temperature samples of the whole three day measurement on the fourth
sensor approximately follow a normal distribution around the mean room temperature.

As opposed to this, the measured luminosity samples can be assigned to two clusters
(probably daytime or nighttime with lights on vs. nighttime with lights off) and cannot be
considered as normal.
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2.4 Toward Independent Sleep Scheduling

After a basic data description, I continue to analyze the samples, focusing on the key points
necessary for local extrapolation. First I will shortly examine the autocorrelation of the
samples, and then approximate the system order needed for forecasting or extrapolation.
Finally, I will discuss the suggested adaptive Finite Impulse Response digital filter (FIR)
and later its Infinite Impulse Response (IIR) forecasting mode.

2.4.1 Autocorrelation Analysis

One of the key features of a time series to be examined before suggesting an extrapolation
method is its auto-correlation structure (if I mention correlation I mean the definition, i.e.,
only the linear component of the association). In case of a linear predictor the worst case
would be an impulse at lag 0 with the remaining values close to zero. This would indicate
that there are no linear relations between time shifted samples.
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Figure 2.2: Temperature (a)(c) and luminosity (b)(d) autocorrelation structure where
the bottom figures are the magnified versions of the upper ones (the lines correspond to
different sensors)

In Fig. 2.2 we can see the autocorrelation structure of all the measurements. The
sampling period was 1min, and the lag is depicted in days as well as in minutes. Earlier I
pointed out that the luminosity samples follow a complex distribution with large variations;
however, Fig. 2.2 shows that the autocorrelation structure is more promising. The
temperature samples taken by the fifth sensor have a slightly different structure, which
is because, as Fig. 1.1 shows, the fifth sensor is deployed very close to the heater and it
follows the periodicity of the heating schedule of the dormitory (and the daily ventilation
habit of students, since above the heater are the windows too), and not the natural ambient
temperature. Thus, as the room occupants ventilate the room, they are interfering.

In the fifth sensor’s measurements there is a slight long range autocorrelation, because
the room occupants periodically open and close the windows in the same time during each
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day. As the autocorrelation structure of the temperature readings indicates long term linear
extrapolation is not suggested, but on short term this is possible. The analysis indicates
that a 20min range autocorrelation is usually better than 0.8 (see the magnified figures
at the bottom), which suggests that a short term forecast is possible, with reasonable
accuracy. The autocorrelation diagram for the luminosity samples indicates promising
forecast potentials, as Fig. 2.2 (d) (bottom, right) shows, according to which a 35min range
autocorrelation is usually better than 0.8, which suggests that the short term forecast is
possible with a reasonable accuracy (better than in the case of temperature). The long
term forecast in this case is also possible. Even a two day forecast might also be possible,
based on the 0.8 correlation (tagged on (b) the up, right figure), but a one day forecast
surely is, as the autocorrelation is 0.92 in that particular case for lum5 (also tagged on
the figure). The measurements of the light sensors are usually similar to those delayed by
24 hours. This periodicity is too long for my purposes, so I will focus on the short term
correlations. In the next part I will discuss and investigate how many previous samples are
needed for an accurate forecast.

2.4.2 System Order Estimation

In the previous section I stated that a long term prediction is possible, but unusable in my
case; however, a short term prediction can be well considered. Fig. 2.2 (bottom) shows
that the actual forecast must be within 20-30 samples, which in my case is 20-30 minutes.
For such a forecast, I will analyze how many previous samples are needed. Recently
a new method was proposed for identifying orders of input-output models for unknown
nonlinear dynamic systems based on their Lipschitz index[38]. This approach is founded
on the continuity property of the nonlinear functions that represent input-output models
of continuous dynamic systems. The interesting and attractive feature of this approach is
that it solely depends on the system’s input-output data measured by experiments.
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Figure 2.3: Typical Lipschitz indexes of the temperature (a) and luminosity (b) samples
(taken from the 4th sensor). Please note that the granularity of the y axis is different in
the two cases.

In Fig. 2.3 we can see a typical Lipschitz function (made up of Lipschitz indexes) of
the temperature and luminosity samples (this index is based on 300 consecutive samples).
The most prominent break or fracture in the Lipschitz function indicates the estimated
NFOR or NARX system order. For further information please consult[38]. It can be seen
that there is a point at around n = 6 that tells us that a sixth-order model would be
advantageous, taking into account both temperature and luminosity indexes.
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In the next section I will suggest and describe in detail an adaptive FIR learning and
IIR forecasting model, which uses five and four previous samples for a local forecast. This
particular system order applies to our environment (which considers both significant human
as well as artificial interferences) and is suitable for most applications involving temperature
or humidity measurements; however for other applications the Lipschitz functions should
be reevaluated.

2.5 Local Extrapolation Method (LE)

In this section I will describe the proposed algorithm, the adaptive FIR learning filter,
then its slight modification the IIR forecasting filter. After the model is described, I will
evaluate it through chaotic time series (among others), obtained as a normalized intensity
data recorded from a Far-Infrared-Laser in a chaotic state used in a competition known as
Santa Fe Forecasting Competition[39].

2.5.1 Assumptions

For LE I do not need to state any hard assumption that could narrow the applicability
of the protocol, since the only significant parameter (extrapolation error) is indirectly
monitored. The only assumption is that the samples are short-range (auto) correlated and
weakly stationary for the time of forecasting. However, if the samples are not correlated or
stationary, the system detects the fault rate and exits the extrapolation mode, as described
later. This type of sleep scheduling is virtually always applicable, and if there is a significant
autocorrelation in the measured samples, the power consumption is significantly reduced.
At the end of this study I will show that the system can extend the lifetime of the network
by a factor of 3-5, where the average error computed for a sample is lower than 0.2% in
the studied scenario.

2.5.2 LE Pseudo-Code Description

The LE algorithm 1 requires three parameters that the user has to set and two parameters
for which I give a method to estimate.

The parameter N is the system order of the FIR (Finite Impulse Response digital
filter) system where its IIR (Infinite Impulse Response digital filter) mode have an order of
N − 1, µ is the (gradient descent) stepping factor described later, Uerr is the user specified
error rate, and finally Atp and Btp (which I can estimate) define the linear relation between
the error rate and the number of sleep periods (Algorithm 1, line 10).

For simplicity and clarity, the following pseudo code follows MATLAB’s matrix ma-
nipulation syntax. First (line 1-2) we initialize the e error vector, the b FIR parameters
and the x input buffer. The first step in the main cycle (line 3) is to try to forecast a
sample ahead (line 4) in order to monitor the actual forecasting error. Then, we sample the
environment (line 5) and store the sample in the x vector (line 6). After that, we compute
the squared forecasting error and store it in the e error vector (line 7); then, we adapt the
model to the sample (line 8).

If the mean of the squared errors stored in e is below the Uerr user specified error (line
9), then I recursively forecast tp samples ahead (line 11-13) and send them to the base
station (line 14). In this case, the forecasted samples are fed back to the FIR filter which
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Algorithm 1 Local extrapolation (LE) algorithm (N , µ, Uerr, [Atp, Btp])

1: e = ones(N, 1)
2: b = [0, 0, .., 0]T ; x = [1, 0, .., 0]T

3: while (true)
4: y = bTx //forecast
5: l = sample() //sampling the environment
6: x(3 : end) = x(2 : end−1); x(2) = l
7: e(2 : end) = e(1 : end−1); e(1) = (l − y)2

8: bnew = bold + 2µe(1)x //adaptation
9: if (mean(e) ≤ Uerr)
10: tp=round((Uerr −mean(e)) ∗ Atp +Btp)
11: for i = 1 to tp
12: yp(i) = bTx //forecast
13: x(3 : end) = x(2 : end−1); x(2) = yp(i) //this is now IIR node!
14: send(to bts, yp) //multiple forecast for BTS
15: goToSleepMode(tp) //sleep for tp

makes it into a IIR filter for the time of forecasts. Please note, that there is no learning
based on the forecasted samples, only further forecasts. Without this feedback, the missing
samples caused by the shift in samples would have to be replaced by independent fillings
(most likely constants usually zero), which would make the system less effective, but on
the other hand, would retain the FIR architecture (which is always stable). I opted to use
both, which means I adapt the system in open-loop as FIR and forecast in closed-loop as
IIR. The tp number of forecasted samples is directly proportional to the Uerr −mean(e)
error (line 10). After the multiple forecast, the node goes to sleep mode (line 15) for a tp
interval, and when the node wakes up, it begins the main cycle (line 3) again.

2.5.3 Atp and Btp Parameter Estimation

The Atp and Btp parameters describe the relation between the model error and the affordable
number of forecasts. Fig. 2.4 (a) depicts the histogram of (Uerr −mean(e)) values, which I
denoted as ∆error.
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Figure 2.4: Adaptation error (a) and forecast histogram (b)

This data is collected during LE execution between the lines 9 and 10 in algorithm 1
(the physical samples are collected by a WSN deployed in a dormitory room as I discussed
earlier). By the help of this histogram I can determine the Atp and Btp parameters. Please
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note that the larger is the ∆error, the better is the model since the minus sign before the
mean of the forecasting errors.

The ∆error = 0 indicates that the (FIR/IIR) model barely describes the data and
reached the maximal user specified error Uerr when forecasting is allowed. In this context,
the Btp parameter simply defines how many sleep periods can we afford at this point.
Similarly, the Atp parameter implicitly defines ∆S which is the number of additional sleep
cycles (above Btp) in case the forecasting error should reach zero. In this interpretation
Atp = ∆S/Uerr.

Since the forecasting model is only an approximation, it cannot achieve zero mean
error, however estimation theory can provide a statistical Emin value that the system
can consistently achieve assuming that the measured error is random with probability
distribution dependent on the parameters of interest. Determining whether or not an
observation is an outlier is ultimately a subjective exercise, and there are plenty of methods
that can select outliners which are deemed to be unlikely based on various assumptions,
however this is not the focus of this dissertation.

In my example, for simplicity I assumed that 10% of the low extremes are outliners,
so the window between 0 and Emin is extended until it covers 90% of samples. Since ∆S
defines the number of additional sleep cycles when Emin is reached, I can calculate the
Atp = ∆S/Emin (steepness) of the linear relation (depicted in Fig.2.4 (a)). These two
parameters describe the relation between the model error and the number of forecasts
(algorithm 1, line 10). I chose Btp = 2 and Atp = ∆S/Emin = 2/25 ∗ 10−8 = 8 ∗ 106 which
resulted in a prediction number distribution depicted in Fig.2.4 (b).

In order to assess the usefulness of varying the number of predictions based on the mean
square error of the predictor, I distinguish two systems: the local extrapolation method
with static predictions, called LE(S), and the default LE method with dynamic predictions,
called LE(D) or just LE. As you can see in Fig. 2.4 (b), the LE(D) method most of the
time made 5 predictions in this scenario. Seven prediction were made only if the ∆error
was larger than Emin. Based on this histogram I have set to 5 the number of forecasts
of the LE(S) static method (for better comparison). Therefore, it can be said that LE(S)
made always 5 predictions (if the error was below the user specified threshold) in contrast
to LE(D) which made in average 5 predictions as well, but if the MSE of the predictor was
large it made only 4, and if it was small it made 6 predictions (in the next chapter I will
give the exact parameters for both variants).

2.5.4 Adaptation and the Forecasting Module

The forecasting module is an IIR filter where the adaptation is in open-loop FIR[40] mode
based on the gradient method. The gradient descent algorithm is used frequently as part
of many adaptive systems or learning mechanisms[41]. The model of the predictor consists
of a tapped delay line TDL and a linear predictor. Since the IIR mode for prediction
is nothing more than a FIR with a feedback, I will first describe the FIR model and its
adaptation, and later I will discuss the stability of the IIR predictor. The output of a FIR
system can be described by the following formula:

y = b0xn + b1xn−1 + ...+ bNxn−N (2.1)

where y is the output of the FIR model, namely the weighted sum of the current sample xn,
and the previous samples xn−1, .., xn−N . In my case I have to discard the current sample
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as it is not at my disposal; I would like to predict it instead from the previous N samples.
Thus, my working model will be:

y = b0 + b1xn−1 + ...+ bNxn−N (2.2)

As equation 2.2 shows, I discarded the current sample xn (extrapolated by the system
with y), but I kept the b0 parameter in the model. This step was necessary to ensure a
larger freedom for the mapping relation. The field of the b = [b0, .., bN ]T parameter vector
expands a hyper plain. For example in three dimensional space it is a plain given by b1
and b2. In this 3D example we can move the plain on the vertical axis with the help
of the b0 parameter. The x = [1, xn−1, .., xn−N ]T vector represents the previous samples
and the y = bTx scalar represents the predicted sample. The ε error can be defined as
ε = l − y, where l is the learning sample, or in other words the correct answer that the
predictor has to predict in any given iteration. This parameter is available if the system is
in learning phase, since this is the latest measured sample. Every time before we sample
the environment we predict a value from the previous samples and compare it with the
taken sample. Then, based on the obtained ε prediction error we adjust the FIR model.
The ε error should not be a negative number; thus, I will work with ε2 = (l − y)2. I do not
use the absolute function because of differentiation problems. At this point I have defined
the error, so I simply have to find the minimum error. The ε2 error in the expanded form
is described as follows:

ε2 = (l − bTx)2 = l2 − 2lbTx+ bTxxT b (2.3)

It can be seen that the error is simply a quadratic function of the b parameter vector. As I
did not use an absolute, but a quadratic function for the error definition, I will have no
problem to differentiate. The second important point is that there is a definitive minimum
point and the error surface is a simple and smooth quadratic plane. The gradient descent
method (takes µ steps to the negative gradient of the function at the current point) in my
case is the following:

bnew = bold + µ(
−∂ε2

∂b
) (2.4)

where µ is the stepping factor. In other form,

bnew = bold + ∆b (2.5)

where

∆b = −µ∂ε
2

∂b
= −2µε

∂ε

∂b
= 2µεx (2.6)

Thus, the equation of the adaptation step for any given iteration is:

bnew = bold + 2µεx (2.7)

This is an iterative LMS (Least Mean Squares) solution to update the parameters of the
FIR system. Please note that adaptation toward the negative gradient is common and well
known. By no means I suggest that the adaptation module of this architecture is novel,
but I carefully chose this approach to adapt the weights of the forecasting module. After
the adaptation the forecast is recursive, where the last forecasted sample will be fed back
to the FIR filter and make the system temporarily IIR.
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2.5.5 Discussion

There are five points that I need to discuss here. The cost of exchanging the ξ expected
value to ε2, the convergence of the learning method, the stability of the IIR predictor, the
concept of reused feedback and the effect of parameter sharing among models.

Exchanging ξ for ε2

The ε2 error was not defined by the ξ expected value. Therefore, in every iteration we
will have a different ε2 error function, different error planes. In other words, the gradient
method (taking a µ long step toward the negative gradient in order to reduce the error)
will step in every iteration but always on different error surfaces, defined by the actual ε2

error in a particular iteration.
A better situation is where we have a ξ expected error surface that would be the

estimation of the average surfaces of all iterations, but we do not know in advance how
many iterations we will have, or the ε2 errors either. However, the LMS algorithm in my
case is converging to the b∗ [42] (any parameter labeled with a star ∗, are the optimal
parameters toward which the real parameters -without the star- supposed to converge),
namely E(limk→∞ b(k)) = b∗, where b(k) is the kth adapted parameter vector. Even if the
gradient method has to operate in each iteration on different error surfaces, the long term
result is still b∗[42].

The convergence of the learning mode

The question of convergence a.i. how far do we have to step forward (the µ parameter)
in order to have fast convergence. Basically, we pay here with an unknown µ for the
removal of the inverse auto covariance matrix and for the lack of samples measured in
the future. This parameter has to be set intuitively. Theoretically, if the µ parameter is
positive and it is not bigger than the reciprocal value of the maximal eigenvalue of the
R auto covariance matrix, then the method is convergent, but we know nothing about
the convergence speed and the R matrix at the time of the sampling [42]. We could
begin with a small µ parameter and try to adaptively increase its value to a maximal
(statistically determined) safe threshold, or just use a small static parameter. In the next
section I will evaluate this forecasting method (among others) on a normalized intensity
data recorded from a Far-Infrared-Laser in a chaotic state, acquired from the Santa Fe
forecasting competition.

The stability of the IIR predictor

Since only the latest predicted value is fed back to the FIR filter, it will be equivalent to a
linear IIR filter with a single (non zero) pole. This system will be stable, as long as the pole
resides inside the unity circle (on the complex plane). In practice, as long as |b1| < 1 holds,
where b1 is the second component of the b = [b0, .., bN ]T weight vector, the IIR predictor
will be stable1. Please note, that even if |b1| during forecasts is greater than one, the system
will perform just as well as before.

The reason for it is that the number of recursions is limited and after the tp forecasts,
the open-loop FIR system will always be stable (all the poles are zero). In other words

1The b0 is the bias and b1 is the weight for the latest sample which, in IIR mode is the feedback
multiplier.
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when a forecast is made, and is divergent (since it may well be, that this is the appropriate
trend for the limited samples being forecasted) as long as this time series is close to the
future samples, we do not care what happens after tp forecasts. Just consider the case
of linear extrapolation, which is virtually always divergent for multiple forecasts (except,
when it is constant i.e. the extrapolating f(x) = a ∗ x + b line is parallel to the x axis
a = 0). Therefore the stability of the IIR mode in our application is entirely not relevant,
and allows us to make powerful extrapolations with a minimum number of weights.

The reuse of feedback samples

As Algorithm 1 line 13 shows, that during forecasts the model is not adapted (to itself), but
the extrapolated samples are retained in the vector of sampled data (x). This vector will be
partially used for training, when the first real sample is acquired, after the node wakes up
(line 8). What does this mean? There are two possibilities. To retain the forecasted data,
or discard them from the model. If we discard them, and the samples are not stationary
(lets say the mean is slowly changing) then when the node wakes up, the samples in its
buffer will be significantly outdated, and the adaptation will not be efficient. On the other
hand, if we retain them, and (and stick to the assume) that the forecasted data is close
to the real samples, then the adaptation will be faster and better. As long as the IIR
forecasts (which are continuously evaluated (line 9)) are better than an approximation
using tp samples from the past, it is better to keep the forecasts to speed up the adaptation.

Parameter sharing among learning and forecasting models

To minimize the memory usage as well as the complexity of the system, there are two
modes of operation; one to learn and one to forecast. This section illustrates how different
are these modes in spite of the fact, that they fully share all the parameters. Lets consider
the following filter parameters: b0=02, b1=-0.2, b2=0.4, b3=-0.7, b4=0.5, b5=-0.6 for both
FIR and IIR modes, and construct their transfer functions.

Let us suppose, u is the input vector, by which I mean the samples from the environment
and y is the output i.e. the forecasts. Then the output of the 5th order FIR filter (in
open-loop learning mode) will be as follows:

y[n] = b1 ∗ u[n− 1] + b2 ∗ u[n− 2] + b3 ∗ u[n− 3] + b4 ∗ u[n− 4] + b5 ∗ u[n− 5] (2.8)

Then the transfer function of (2.8) using the discrete Laplace transform (z-transform),
will be the following:

H(z) =
b1 ∗ z−1 + b2 ∗ z−2 + b3 ∗ z−3 + b4 ∗ z−4 + b5 ∗ z−5

(1− 0)5
(2.9)

Just as an illustration, I depicted the poles of the filter (it has 5 poles and 4 zeros). When
the system switches to closed-loop forecasting mode, the FIR filter becomes IIR, but the
parameters stays the same. The difference equation for this configuration where y[n− 1]
approximates u[n− 1] is as follows:

y[n] = b1 ∗ y[n− 1] + b2 ∗ u[n− 2] + b3 ∗ u[n− 3] + b4 ∗ u[n− 4] + b5 ∗ u[n− 5] (2.10)

2We can consider the bias compensated at the input.
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And the transfer function of (2.10) is:

H(z) =
b2 ∗ z−2 + b3 ∗ z−3 + b4 ∗ z−4 + b5 ∗ z−5

(1− 0)3(1− b1 ∗ z−1)
(2.11)

In our IIR example, b1 is the only non zero pole (it has 4 poles and 3 zeros), which is inside
the unity circle in the z-plane, so the system is said to be bounded-input, bounded-output
(BIBO) stable. The FIR mode is always stable, since all its poles (2.9) are zero.
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Figure 2.5: FIR (open-loop learning) and IIR (closed-loop forecasting) filter comparison:
magnitude (a) and phase (b) diagrams (5th and 4th order)

Here in Fig. 2.5 (a), we can see, how different these two systems are, even if the
parameters are the same. In FIR mode, we basically have a light high pass filter and in the
moment we apply the feedback it becomes (more or less) a -30dB notch filter. When we
look at the phase diagram, in Fig. 2.5 (b), we can also observe a drastic change in behavior.
One interesting point in this case, is that in IIR mode, (in this configuration) there is a
frequency range when the phase difference is increasing. This causes a negative group
delay3 in that particular frequency range, which makes some fiber-optic people confused,
when a response (light) pulse arrives before the initiating pulse4.

frequency [#: rad/sample] (a)
0 0.2 0.4 0.6 0.8 1

gr
ou

p 
de

la
y 

[s
am

.]

-5

0

5

10

real part (b)
-2 -1 0 1 2

im
ag

in
ar

y 
pa

rt

-1

0

1

4th order IIR

IIR FIR

3+5

5th order FIR

reaches -45!

Figure 2.6: FIR (open-loop learning) and IIR (closed-loop forecasting) filter comparison:
group delay (a) and pole-zero map (b) (5th and 4th order)

Here in Fig. 2.6 (a), I depicted the group delays explicitly. Here we can see, that the
effect of the feedback caused a (14 sample long) group delay to vanish, and a significant
negative group delay (around -45 samples) to appear. Finally, in Fig. 2.6 (b), we can

3This is not unique to IIR filters though.
4The system remains causal of course, only the envelope of a sinusoidal pulse appears sooner, since the

filter is forecasting the signal.
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similarly observe, that after mode change, not only the positions of poles and zeros are
changed, but some are created and others are destroyed as well, in spite of the fact, that the
b parameters remained the same. Generally, the distinction between modes is significant,
where the IIR mode is powerful to forecast and the FIR is quick to learn, as we will see
during different evaluations.

2.6 Evaluation

In this section I will provide short case studies on the efficiency of the LE forecasting
architecture, will evaluate the model using luminosity, temperature, artificially generated
as well as on chaotic infrared-laser intensity samples. I will conduct simulations and
evaluations as well as comparisons of my architecture to two other different systems.

2.6.1 Short Case Studies

In this subsection I argue that the chosen IIR predictor with a open-loop FIR using a gradient
descent adaptation is a good choice to my architecture. I also introduce a distinction
between the local extrapolation method proposed in this dissertation abbreviated LE or
LE(D) (D for dynamic), and a simpler version of the same system which makes constant
predictions called LE(S) (S for static). This distinction is needed in this section so that I
can argue the necessity of variable predictions.

Local Extrapolation on a System Level
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Figure 2.7: LE(S) FIR weight adaptation (a) and stable IIR forecasting versus ZOH (b)
(system order 5 and 4, respectively)

In Fig. 2.7 (a), we can see evolution of the weight vector after every adaptation. Special
attention was given to the second component of the weight vector, namely b1, since during
forecasting (closed-loop IIR mode) this is the feedback multiplier, and in the same time
the single (non zero) pole of the IIR filter. If this constant becomes greater than 1 (or less
than -1) the IIR will operate in a unstable configuration.
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In Fig. 2.7 (b), we can observe the continuous learning of the proposed system. As you
can see the number of predictions is forced to be constant, this is the simplified, or static
version of the proposed method LE(S). The ”samples” are sinusoidal in order to make
easy the observation of the continuous learning and the improvement of the predictions.
The static local extrapolation ”LE(S) extpol” is compared to the zero order hold ”ZOH
extpol” model. The zero order hold model reconstructs (extrapolates) the missing samples
by simply holding the value of the last sample until a new sample is taken (let me delay
the explanation of this choice). The LE(S) extpol curves denote the extrapolated intervals,
i.e., the samples where logically the node executing LE(S) is sleeping. The ZOH model
uniformly skips and reconstructs as many samples as many were extrapolated by the local
extrapolation algorithm, in order to match the power consumption and therefore make
possible the comparison. As it can be seen, the ZOH model is better until LE(S) adapts to
the samples, then (at around the 100th sample) the local extrapolation achieves significantly
lower error rates (exact numerical assessments will follow).
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Figure 2.8: LE(S) FIR weight adaptation (a) and unstable IIR forecasting versus ZOH (b)
(system order 5 and 4, respectively)

As you can see in Fig. 2.8, the instability of the IIR filter is of little to no concern
(recall the case of the linear extrapolator). The simulation pack in Fig. 2.7 differs from that
of Fig. 2.8 only by the fact, that I started the simulation where the b1 component of the
weight was 1.3, to illustrate the system behavior in an unstable closed-loop mode. Again,
as long as the IIR filter mimic the future tendency (at least for tp samples) of samples, we
do not care if it is in stable or unstable mode.

In Fig. 2.9, we can see the process of varying the number of forecasts based on the
system MSE. Here I used real world measurements. The first forecast was 6 samples long
since the previous samples (not seen on the figure) were modeled well (low MSE). However,
on the figure a transition can be seen in the temperature profile. After the node woke
up (4104th sample) it begins to adapt the FIR module using the formulas derived earlier.
Since there was a large error (the difference between the adaptation point and the 4104th
sample) the adaptation continues without forecast, until the squared average of the latest
5 (five is the FIR system order (learning component) as determined by the system order
analysis discussed earlier) adaptation errors becomes lower than the user specified threshold.
This happens at the 4127th sample where a 4 samples long sleep phase begins (this is the
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Figure 2.9: LE(D) dynamic forecasting (FIR system order 5, IIR 4)

minimum number of sleep cycles). After this point (4131st sample) the temperature profile
becomes smoother and a better MSE can be achieved, so the next sleep phase soon begins
(4137th sample) and is 5 samples long. Based on the current MSE the process continues as
before.

The FIR/IIR Predictor for Long Range Predictions

325 330 335 340 345 350
sample [#] (a)

380

382

384

ra
w

 A
D

C
 v

al
ue

extrapolated
desired
adapted

325 330 335 340 345 350
sample [#] (b)

940

950

960

970

ra
w

 A
D

C
 v

al
ue

extrapolated
desired
adapted

Figure 2.10: Single run temperature (a) and luminosity (b) sample extrapolation (not
oversampled nor filtered) covering 22 minutes, average sample error 0.5 0/00 and 0.4 0/00
respectively (FIR system order 30, IIR 29)

In Fig. 2.10 we can see two graphs, namely temperature (a) and luminosity samples
(b) taken from the fifth sensor (the most chaotic one, as I pointed out in section 1.1.1). I
predicted 22 samples using the IIR predictor based on 305 previous samples as a demon-
stration of complex predictions. Please note, this is not a demonstration of the LE method
(no algorithm is run), only of the power of the IIR predictor used for a single but long
recursive forecast.

On each figure we can see three curves. The first is labeled as extrapolated, and contains
the samples predicted by the IIR predictor. The second is labeled as desired, and represents
the measured samples that had to be predicted. The third curve, labeled as adapted,

5In the previous version of this dissertation this number was suspiciously (and unnecessarily) big (110),
so we checked against the original 2009 publication[C1] (p.3), which reported 30.
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represents the samples that the extrapolator was trained on. Based on the previous samples,
the FIR predictor recursively (IIR mode) predicted 22 samples in advance (beyond 22
samples the predictor was too inaccurate). It can be seen that the prediction of temperature
samples is more than acceptable for our purposes, MAE6< 1. The prediction of luminosity
samples is MAE6≈ 9, where if we take into account the range of the data (Table 2.1), we
can see that they are similar. The mean prediction error projected to a single sample for
temperature is 1000/(22 ∗ 100) = 0.45 0/00 and luminosity (9 ∗ 1000)/(22 ∗ 983) = 0.42 0/00.
As the next study points out, this recursive predictor can perform well even in a chaotic
environment using low system order and short predictions.
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Figure 2.11: Single run extrapolation of intensity data recorded from a Far-Infrared-Laser
in a chaotic state, acquired from the Santa Fe forecasting competition, average sample
error 3.2 0/00 (FIR system order 10, IIR 9)

In Fig. 2.11 and Fig. 2.12, we can see the extrapolation of intensity data recorded from
a Far-Infrared-Laser in a physical chaotic state, acquired from the Santa Fe forecasting
competition[39] (the last 30 points from the Fig. 2.11 is zoomed out in Fig. 2.12). Here I
also note, this is not a demonstration of the LE method (no algorithm is run), only of the
power of the IIR predictor used for a single but long recursive forecast.

This competition was a neural network forecasting race, where the organization by
Weigend et al. was supported by Nobel laureate Clive Granger in 2001. After forecasting
the very same time series using only a 9th order IIR, the average error projected to a single
sample was ((16/20)/253) ∗ 1000 = 3.2 0/00, where MAE6≈ 16 is the cumulative error, 20
the number of forecasts, and 253 the range of the data.

Before Assessments and Comparisons

Before I begin the assessments and comparisons section, please consider the flowing remarks.
First and foremost, I would like to comment on the nature of MSE (Mean Square Error)

as a metric, when used on temperature, or similar numerically small range data (which

6The Mean Average Error is a common measure of forecast error in time series analysis, where
MAE = 1

N

∑N
n=1(|extpoln − desiredn|). In this subsection I’m using MAE instead of MSE, since there is

no study of the LE system (only of the filters), and the different time series have significantly different
ranges. To remain comparable throughout the 3rd party inputs, the relative error is calculated using MAE,
thru dividing it by the data range times N.
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Figure 2.12: Single run extrapolation of intensity data recorded from a Far-Infrared-Laser
in a chaotic state, acquired from the Santa Fe forecasting competition zoomed, average
sample error 3.2 0/00 (FIR system order 10, IIR 9)

does not automatically mean it is slowly changing, or simple in nature). Please note the
extrapolations on Fig. 2.9, which are not extremely precise, and in spite of this, the MSE
of the predictions seems to be extremely low (in the range of 10−5 and even 10−6), and this
is not even for the full time series, which will be still smaller.

In the following section, we compute the MSE for the whole time-series as produced
by the proposed method (to remain comparable with other methods). Since the whole
time series contains not only extrapolated, but significant number of directly measured
(zero error) samples (collected during learning phases when the node is awake), the MSE is
generally lower than the MSE calculated for the segments illustrated on Fig. 2.9.

This metric is one of the most celebrated tools used to compare time-series data, so
please, do not let yourself to be disturbed by its small range (10−6 or even 10−8), it is
inherited from, and amplified (the squared nature of MSE doubles the negative exponent)
the ”smallness” of the input data range. To get an idea7 on the mean absolute error per
sample, you must take the square root of this value (which empirically halves the exponent),
and please take into consideration the fact, that this includes directly sampled data as
well (this is the only way to remain system independent during comparisons of time-series
originating from different systems).

Another important note on Fig. 2.9, that it may imply to the reader, that we are able
to sample the temperature using a ±0.01◦C resolution sampler, which (we wish, but) is
not the case. In order to decrease the quantization noise, increase the resolution, suppress
random spikes, one of the standard approaches in signal processing (particularly where
ADC resolution is limited, as in our case) is to over-sample and decimate and/or filter the
signal. This creates intermediate points, which does contain some additional information
(where the sensor is the ultimate information bottleneck).

Please also note, that it is possible for a model to perform under (or better than) ADC
resolution, which is not inconsistent, but has a potential to be futile (when oversampling
did not produced enough excess resolution8). Our implemented model uses floats (after

7The goodness of this estimation depends on the dispersion of samples, but is generally good enough for
orientation.

8For every additional bit of quantization resolution, the signal must be oversampled at least four times
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preprocessing) to forecast and calculate, and if this process results in better than ADC
resolution good, but if it is not, or is not needed, it can always be traded for increased
network lifetime (longer forecasts, more sleep, less energy consumed).

And finally, please note that the proposed method was not solely intended nor optimized
by any means (except the user specifiable open parameters) for temperature measurements.
It was designed to perform well over a wide range of physical signals, such as humidity,
pressure, or other signal sources. Please take this into consideration, when considering the
range, accuracy, or other details during evaluations.

2.6.2 Assessments and Comparisons

In order to explore the model’s capabilities, I’ve empirically analyzed the behavior of
LE method, while I changed the order of the predictor (FIR is depicted, the IIR is
N − 1 as discussed before) and the stepping factor. For simulations I used the MATLAB
& SIMULINK numerical computing environment and fourth-generation programming
language. In this section I will empirically show that the local extrapolation method with
dynamic predictions outperforms the same method with static predictions, which at its
turn outperforms the Zero Order Hold (ZOH) signal reconstruction scheme.
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Figure 2.13: Comparison of ZOH with static (LE(S)) and dynamic (LE(D)) predictions, in
terms of mean square error (FIR system order 5, IIR 4)

In Fig. 2.13, we can see that, provided that each method has the same power consump-
tion, the dynamic LE(D) method has the lowest mean sampling error. The second lowest
is the static LE(S) and the ZOH performed the worst.

In Fig. 2.14, we show that the LE(S) and LE(D) methods are matched in a way to
ensure that both the static and dynamic methods ensure equal sleeping ratios and therefore
equal power consumption. I also matched the ZOH method to both LE(S) and LE(D).
This ensures a valid comparison of the sampling errors they make.

Please note that one of the frames of reference, the ZOH method was chosen because
it represents different systems that are periodically sampling the environment. As we

(other restrictions still apply). In case of temperature samples, where the sampling period is 1 minute, there
is a great opportunity to raise the sampling rate (for instance a 100Hz sampling frequency can provide
up-to 6 bits of additional resolution -and get a total of 16 bits-) where the data is stored every minute as
before.
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Figure 2.14: Comparison of ZOH with static (LE(S)) and dynamic (LE(D)) predictions, in
terms of sleep ratio (FIR system order 5, IIR 4)

explained previously, the zero order hold model reconstructs (extrapolates) the missing
samples by simply holding the value of the last sample until a new sample is taken.

When we change the sampling frequency we can either downsample or upsample
the environment (we are rarely sampling with the Nyquist frequency). Since the signal
(represented by the samples) from the environment is rarely constant in bandwidth, it
has dynamically changing two extremes for any window, namely the highest frequency
component and the lowest. If we deploy a WSN with static sampling rate (as usual) we
have to sample the environment at least two times the period of the highest frequency
component that is expected to be occur, which is a grave waste of resources. I showed that
the ZOH method (at any constant sampling rate) is wasteful even for such low spectrum
signals as temperature change.

I also point out that the error made by the ZOH method is the lowest in the range
where the sleep ratio is below 50% (the skipped samples are extrapolated by the immediate
neighbor). The reason is that the sampled signals are (usually) more or less continuous
and the differences between the neighboring samples are small. If we skip less than 50%
of samples (with uniform downsampling) the skipped samples are extrapolated by the
(previous) direct neighbor. However, if we skip more than 50% of samples, the error
made by the ZOH begins to increase, since there will be more and more samples that are
extrapolated by distant neighbors (ZOH is forced to throw out consecutive samples). For
the sake of clarity I compared the ZOH method in the range where it performs the best.

In Fig. 2.15 and Fig. 2.16, I measured the sampling error (MSE) and sleep ratio of
three schemes (LE(S), LE(D), ZOH), where I changed the user specified error constraint.
By changing the ZOH sleep ratio I get different static monitoring networks with different
sampling rates. The LE(S) Static Local Extrapolation is now set to extrapolate constantly
tp = 5 samples ahead, based on 5 previous samples. All the simulations are based on real
measurements collected in a dormitory room as described earlier.

Throughout this evaluation the main goal was to match the MSE curves of LE(S) and
LE(D) so that I can produce a realistic comparison of other performance indicators. In
Fig. 2.16 I depicted the sleep ratio curves that managed to achieve an approximate match,
which is also depicted. The sleep ratio curves that could achieve the MSE match can be
seen on the right (b) hand side figure (LE(S) sleep ratio and LE(D) sleep ratio) and the
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resulting match on the left (a) hand side (LE(S) MSE and LE(D) MSE). The match is only
approximate since the MSE of a system is not an independent parameter (it is a reversed
workflow). These four curves are the basis of this experiment, where the rest of the curves
(two on the left (a) figure, one on the right (b)) depicting ZOH performance parameters
under different conditions.

1 1.5 2 2.5 3 3.5 4
user specified error (U

err
) [MSE] #10-7

1

2

3

4

er
ro

r 
[M

S
E

]

#10-6

ZOH MSE (LE(S) S.R. adjusted)

LE(S) MSE

LE(D) MSE

ZOH MSE (LE(D) S.R. adjusted)

Figure 2.15: Comparison of ZOH with static (LE(S)) and dynamic (LE(D)) predictions in
terms of MSE, when the user specified error is increased (FIR system order 5, IIR 4)

In Fig. 2.15, two parallel ZOH methods are running in the same environment (same
samples) with variable sampling rate, where the sampling rate (in each simulation point) is
artificially matched to the average sampling rate of LE(S) (ZOH MSE LE(S) S.R. adjusted
curve) and LE(D) (ZOH MSE LE(D) S.R. adjusted curve). Here I can conclude that if we
change the ZOH sleep ratio (analogues to sampling frequency) so as to match the sleep
ratio of LE(S) or LE(D) we cannot achieve as low sampling error as LE(S) or LE(D) can
achieve. The reason is that although the sampling rate is changed in each run (for different
user specified error), but during a run the ZOH has a constant sampling rate (that of the
LE(S) or LE(D) in average) and does not make dynamic predictions (neither constant
length as LE(S) does or variable as LE(D) does).

In Fig. 2.16, another ZOH method is running in the same single environment, where
the MSE of this ZOH method is matched to the average MSE of LE(S) and LE(D) which
are also matched (as I described earlier and can be seen on the left (a) hand size). The
resulting sleep ratio is depicted by the constant. Since the MSE of the ZOH method is a
dependent variable, we cannot match the MSE of the ZOH method point by point in an
exact manner, so I took the average MSE of LE(D) and LE(S) and matched it only ones,
so the resulting ZOH sleep ratio is a constant 9.

Here in Fig. 2.16), I can conclude that LE(D) has the highest, while the ZOH method
has the lowest sleep ratio virtually for any Uerr. In other words the proposed method with
dynamic prediction can achieve the highest energy savings where the sampling error of
each method is the same. The proposed extrapolation scheme can perform better than any
static monitoring network with any sampling rate in my scenario while it does not have

9The reason why the matching on the right (b) hand side could be done point by point in a consistent
manner is that the sleep ratio of the ZOH method is an independent variable (sampling rate) and not a
dependent one as the MSE is.



34

1 1.5 2 2.5 3 3.5 4
user specified error (U

err
) [MSE] #10-7

0.1

0.2

0.3

0.4

0.5

sl
ee

p 
ra

tio

LE(S) sleep ratio
LE(D) sleep ratio

ZOH sleep ratio (LE(S)&LE(D) MSE adjusted)

Figure 2.16: Comparison of ZOH with static (LE(S)) and dynamic (LE(D)) predictions in
terms of sleep ratio, when the user specified error is increased (FIR system order 5, IIR 4)

any communication, neither significant memory nor computation overhead.

2.7 Conclusions

I described and examined temperature and luminosity data from a set of sensors, and
proposed an independent sleep scheduling architecture performing local extrapolations that
can extend the lifetime of the network by a factor of 2 or more even for a strict error target,
without internode cooperation.

The method dynamically varies the length of forecasts and it adapts to the environment
in the same time. When the environmental samples contain no redundancy, the system
automatically and (which is more significant) continuously degrades back to a constant
sample rate mode. Its lightweight architecture makes it useful through heavy transients as a
last line of defense when more sophisticated systems like correlation aware sleep scheduling
temporarily or permanently fail.

The proposed approach is based on continuous open-loop FIR adaption, and closed-loop
IIR prediction and error rate monitoring related to the measurements of a given sensor.
If the model MSE becomes lower than a user specified bound, the system recursively
predicts multiple samples ahead, sends them to the base station (or may temporarily
store them), and the node goes to sleep mode for a time that covers the prediction. The
lengths of predictions are dynamically adjusted based on the current MSE. One of the
major advantages of the system is that it only requires minimal computation and memory
resources. The adaptation is simple and only the last few samples are stored (memory usage
is constant). Other benefit of the system is that the learning and extrapolation phases are
scheduled dynamically. Further, there is a proof that the system is converging toward the
optimal parameters which assures the best linear model possible.

One of the properties of the proposed system can be interpreted as a variable rate
sampling method, but it is more. The variable rate sampling algorithms typically contin-
uously assessing the PSD (Power Spectral Density) of the signal in a short window, and
change the sampling frequency accordingly. The proposed LE not only reacts to signal
bandwidth (highest frequency component) but also to its power spectrum structure. For
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instance, oversampling causes significant increase in short time (lag) autocorrelation which
the system detects and exploits. This is because there is a strong relation between the
autocorrelation function (ACF) and the power spectrum density (PSD) of a signal. In fact,
both represent the same information and are mutually convertible (both PSD and ACF
does not retain phase information). Oversampling causes short term positive correlation
but not negative. The proposed solution can exploit negative correlations as well. In short,
the proposed LE method reacts and exploits not only the bandwidth of the signal, but also
its structure, which is more visible in ACF then in PSD form.

The simulation results show that the proposed solution can achieve significantly lower
error rates than the ZOH model without the need of external assistance. The simulation
results further show that in my scenario the dynamic LE(D) method outperforms any static
sampling network for luminosity and temperature measurements. Therefore, dynamically
adjusting the length of forecasts in the proposed manner is advantageous.



Chapter 3

Dynamic Sleep Scheduling

3.1 Introduction

Since energy efficiency in wireless sensor networks is a major issue, one of the goals is to
reduce the energy consumption of WSN systems. Sleep scheduling solutions proved to
be exceptionally effective strategies to achieve this goal. Numerous such algorithms have
been proposed and examined, but virtually without any considerable support for dynamic
systems[1]. In this chapter I propose and analyze an adaptive, soft-state, fully distributed
and robust sleep scheduling method that can easily cope with frequent node failures. The
proposed scheme can dynamically eliminate the redundancy and estimate the deficient data
based on learned relations in a way to ensure low and balanced energy consumption. This is
done without the need for offline pre-computations, dedicated phases, time synchronization,
localization, or base station assistance.

There is an essential difference in my terminology, as compared to the usual one, related
to cluster definition. By cluster I indicate a subset of entities that could be potentially
monitored, and not a subset of sensor nodes; thus, in my terms, cluster formation mainly
depends on the error bound, environment and the nature of the field in which we would
like to find the redundancy. The entity is an interface to the word through a node can
measure certain variables. A node can measure multiple variables1 through a single entity,
but cover only one entity at a time. So the entity represents a footprint that a node
with its sensors can cover. Please note, that clusters can move under the nodes (changing
correlation patterns) or nodes can move above the entities (in the mobile version of the
proposed method). Usually, the concept of entities is just a discretization of space, as the
following example illustrates.

Let F be a set of entities that could be potentially monitored, and has the property
of location as well as footprint (which depends on the nature of sensors). In a particular
point in space there can only be a single entity, so every entity has a different location
property. Then, fi ⊆ F is the i-th cluster, i.e., a subset of F in which each of the entities
can be mutually described based on another arbitrary entity in the same set, within a
certain threshold. Thus, we need to sample only one of the entities in the fi cluster, and
then estimate any other entity within that cluster. The number of entities depends on the
nature of the sensors and the way we discretized the field (application dependent). Please
note, one sensor can cover only a single entity (the entity definition depends on the sensors
used).

1We assume each node monitors only a single variable per entity for the sake of simplicity.

36
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Now, consider a practical example. Let there be a grassland with occasional trees within
it (1km by 1km), and let the field represent the field of temperature over the surface of the
land. Now lets discretize this field into a 10m grid pattern so there are 10000 potential
points where we can sample the field of temperature. Lets assume we have 100 nodes at
our disposal. Now the set of entities F is made up of 10000 potential places where we can
place a sensor. The i-th cluster fi can be made of of 97 discrete places where a shadow is
cast onto the area, by a group of trees. The temperature under the trees is similar, the
temperature on places with direct sunlight are also similar, but the temperatures between
these groups are quite different. Similarly, there can be other spots on the field, which
can make up the next group fj using the same metrics we used before. The goal is to
measure each cluster using only a single node. However, these clusters are unknown prior
to deployment2, and can change in time as well (as the wind blows, the sun and clouds are
moving over the sky, etc.). Lets continue with some new definitions.

When cluster fi is monitored using k nodes, we call it k-coverage, where the redundancy
is 1:k; thus, k−1 nodes can be sent to sleep mode. The number and the topology of the
clusters f depend on several factors such as the monitored phenomena or the metric.

When ∀j∃!i:ni 7→fj ⊆ F , where ni 7→fj means that node ni measures one of the entities
in cluster fj (and remember a node can monitor only one entity at a time by definition), I
call the coverage perfect. Perfect coverage can be achieved only if N ≥ |f | where |f | is the
number of clusters and N is the number of nodes. Since the structure of clusters is unknown,
we tactically over-deploy the field F in order to increase the probability P (∀j∃i:ni 7→fj).
Therefore, the global lifetime of the network GL (i.e., the time while ∀j∃i : ni 7→fj holds)
can be estimated as:

GL = min
∀j


|Mj |∑
i=1

BM i
j

C

 (3.1)

where Mj is a set of nodes that measure entities in cluster fj , M
i
j is the i-th node’s index in

this cluster, Bi is the battery capacity of node ni (in [mA/h]), and C is the current required
by a particular node to function in [mA] (i.e., I suppose that all of the nodes are similar
and have the same power requirements). As this simple model shows, by over-deploying
the environment we can not only provide functional redundancy, but we also can increase
the lifetime of the network if and when a suitable adaptive protocol is applied.

The main idea upon I found my protocol is as follows. First I assume that ∀j∃!i : ni 7→fj
(the coverage is perfect). Every sensor ni tries to model other nj node in its vicinity. If ni
approximates successfully (beyond a user specified bound) the measurements of another nj
node, then one of them is going to sleep mode for a Tp interval, and during this time the
node left awake will extrapolate the measurements of the sleeping one.

This chapter is organized as follows. Section 3.2 discusses the related work, while in
Section 3.3 I show a short real-world case study to emphasize the linear association between
temperature measurements; based on the described properties, I propose a simple model for
analysis done in the next sections, which is needed for the following two main reason. First,
the system exploits spatial correlations in the data, and in contrast to the previous chapter
(Local Extrapolation) there is more than one node in the field, and are networked together
in-order to cooperate. There are many possible combinations of data relations which can

2And even after that, only parts of it will be revealed, depending on the number of nodes deployed, so
the notion of a cluster remains a theoretical construct.
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be complex and diversified indeed. To test and demonstrate the system in its whole range,
it is virtually impossible to collect the necessary sample sets from the environment (the
samples are not independent neither in time nor space). The second reason is, that I do not
want to restrict the model to a single kind of input signal per node in the network. This is
the reason (among others) that we will not see so extremely low MSE values (10−6 range
and such) during comparisons (typical for sleep scheduling on temperature data3), but a
more diversified range as we go from simulation pack to simulation pack. In any case, each
time, before presenting some results, the environmental as well as system parameters will
be rigorously defined and specified.

In Section 3.4 I propose, analyze and compare the Adaptive Regression Method (ARM),
which is the main component of the Dynamic Sleep Scheduling protocol (DSS), while in
Section 3.5 I present the complete, fully distributed network level solution. In the next
sections I analyze the DSS protocol. I describe the model used for sample generation, define
the deterministic clustering to which I compare my solution, describe the DSS mobility
model and investigate the DSS power balancing capability. In section 3.6 I provide the
static (without mobility) analysis and comparisons, while in section 3.7 I provide the
dynamic analysis and comparisons of the proposed system. Finally, in section 3.8 I conclude
this chapter.

3.2 Related Work

The early papers on energy efficiency were discussing fault tolerance [43] or energy-efficient
routing [27], but sleep scheduling, i.e., sparing the energy of the network by placing a subset
of nodes into sleeping mode, is a relatively new approach [24]. It is true that sleep based
protocols are common in wireless networks generally, as battery energy can be significantly
preserved if the mobile device is in sleep mode. However, sleep scheduling in wireless sensor
networks is a much more sophisticated problem. Sensors are not standalone devices, they
are responsible together for the monitoring task. Therefore, a sleep scheduling protocol
should enable sensors to take turns in sleeping and preserve their energy while ensuring
however, that the monitoring quality is not affected. In the last few years, many papers
discussed a wide range of sleep-scheduling solutions. For instance [20] discussed localized
sleeping algorithms based on distributed detection for differential surveillance, [24] discussed
system issues and focused on prototyping, while [23] focused on the detection of rare events.
However, all of these solutions are based on static, and not adaptive methods. In this
chapter I discuss an application layer approach, as opposed to many other methods and
protocols that achieve higher energy efficiency operating on lower layers, like the MAC -
medium access control layer[25][26][21]. Similar ideas to my method are also explored in
[37] and [18].

In [44] authors proposed a similar coverage-preserving node-scheduling scheme which
can reduce energy consumption and therefore increase system lifetime by turning off some
redundant nodes. They presented a basic model for coverage-based off-duty eligibility rule
and then extended it to several different scenarios. Each node in the network autonomously
and periodically makes decisions on whether to turn itself on or off, using only local neighbor

3Please note that during sleep scheduling, when the node is awake, makes no error by definition, which
significantly lowers the MSE of the system. In contrast to this, the distributed system we will present in
this chapter, is statistical, and the network as a whole ALWAYS produces some error, though it can be
well managed.
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information. To preserve sensing coverage, a node decides to turn itself off when it discovers
that its neighbors (sponsors) can help in monitoring its whole working area. To avoid blind
points, which may appear when two neighboring nodes expect each other’s sponsoring, a
backoff-based scheme is introduced to let each node delay its decision with a random period
of time. This method assumes however that nodes know their position and sensing range,
which in addition is circular and has the same radius for all nodes. Further, this method
can’t fully exploit the linear correlations between the measurements and it is not able to
balance the available power levels in the network.

In [35] authors proposed a scheme in which the lifetime of a sensor node is divided into
epochs. For each epoch, the base station computes a minimum set of active nodes, based
on the current level of coverage requirement, i.e., each sensor samples the field only if it is
chosen by the base station to do so. In [36] the authors’ approach has two phases. The
first one is the development of models (offline) for predicting the measurements of one
sensor using data from other sensors. The second is the creation of the maximal number of
subgroups of disjoint nodes so that for each such subgroup the measured data is sufficient
to recover the measurements of the entire sensor network. For prediction of the sensor
measurements, the authors introduced a new optimal non-parametric polynomial time
isotonic regression. To capture the evolving dynamics of the instrumented environment,
they monitor the prediction errors occasionally to trigger adaptation of the models.

These schemes usually assume a static level of coverage, but even if adaptivity is
ensured, either the parameters of the adaptive model are computed offline, or the adaptive
algorithm is controlled by a central base station, or the used model is too restricted. There
are three main disadvantages to an adaptive, but centralized approach. First, there is a
significant communication overhead. Second, the response time to dynamic events might
be unacceptably high. Third, if the base station is temporarily unavailable, the sleep
scheduling on the whole network is disrupted; as a result, the sensor network cannot
continue to function efficiently.

My proposed method differs from existing works, since the adaptation to dynamic
events is online and continuous; there is no need for dedicated phases, nor base station
assistance, since the measurements of sleeping nodes are approximated locally. Also, my
proposed method can support mobility, it’s fully distributed, can be gradually enabled on
the network, doesn’t need position information, the model has no restriction on sensing
range and finally it’s a robust solution in terms of node failures.

3.3 Short Case Study

In this section I will shortly describe the correlation and statistical properties of temperature
and luminosity samples, in order to support my model. I consider again the same setup
of sensors in a dormitory room that I described in chapter 1.1.1. I used identical sensors,
deployed as shown by the numbered points in Fig. 3.1 (a).

We can see that node 5 was close to the heater and the windows, it had therefore the
greatest temperature interferences. On the same figure the light sources are marked L or
lamp. We can thus see that node 3 had the largest light interference from a reading lamp
marked L. Naturally, the room residents caused additional interferences.

In Fig. 3.1 (b) we see a scatter plot that illustrates the internode correlations between
measurements, represented on specific graphs for each pair of nodes. For instance, let’s
take the graph that describes the relations between temperature readings of nodes (temp3)
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(a) (b)

Figure 3.1: Deployment (left) and a scatter plot illustrating internode correlation (b)

and (temp2). For any given time t there is a corresponding point on the graph, with the
readings on node 3 represented on the x axis, and the readings of node 2 on the y axis. As
it can be seen, every graph has its inverse, which does not hold extra information, because
the sub graphs are symmetric, i.e., [temp3, temp2] is the exact inverse of [temp2, temp3].
We can see that node 2 is well correlated with the measurements of node 3, because they
are close to each other and are far from the windows. By contrast node 3 and node 4 are
closer to each other, but node 4 is close to the window as well, and it is thus exposed to
significant temperature disturbances (the room residents often ventilated the room). In
my measurements a significant spatial correlation can be observed, which I exploit in my
solution.
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Figure 3.2: Two typical normal probability plots of (short-term) luminosity (a) and
temperature (b)

Fig. 3.2 presents the sampled luminosity and temperature4 data; superimposed on the
plot is a line joining the first and third quartiles of the samples. This line is extrapolated
out to the ends of the sample to help evaluate the linearity of the data. The purpose of
a normal probability plot is to graphically assess whether the data could come from a
normal distribution or not. If the data are normal, the plot will be linear, while other
distribution types will introduce curvatures in the plot. We can see that the samples in
short range approximately follow a normal distribution (only for window sizes of several
minutes), mainly due to uncertainty and local disturbances. The model developed based on

4The Mote’s ADC output can be converted to degrees using the Steinhart-Hart equation.
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the normal distribution is not used to extrapolate distant samples since in long term the
temperature, and this is exceptionally true for luminosity samples are not i.i.d. (independent
and identically distributed) normal.

Since the strong linear correlation in an over-deployed sensor network is typical, espe-
cially when monitoring temperature, humidity, light, etc., I have chosen a simple linear
regression model. Another reason is the well-known fact that if the samples are normally
distributed then the relation between the measurements could only be linear. Please note
that even if the samples originating from short time-intervals can be assumed weakly
normal, I not build on this. Rather, I exploit the significant inter-node correlation between
the measurements of different nodes.

I will generate a number of artificial samples for two nodes of different (linear) correlation
structure, in order to observe and compare the adaptation response and behavior. The
first node’s (ni) measurements X ∈ N(µ2, σ2) are modeled by normal distribution. The
second node’s (nj) measurements Y are modeled through a linear relation, as follows. Let
Z ∈ N(µ1, σ1) then:

Y = (1− k)(aX + b) + kZ (3.2)

where a, b are the parameters that affect the linear relation, while k affects the strength of
the relation between X and Y . If (3.2) is true then:

Y ∈ N
(
a(1− k)µ2 + kµ1 + b(1− k);

√
a2(1− k)2σ2

2 + k2σ2
1

)
(3.3)

The α and β parameters of the linear regression according to (3.13)(3.14) Y ≈ αX + β are
as follows:

α =
cov(X, (1− k)(aX + b) + kZ)

σ2(X)
=
cov(X, (1− k)(aX + b)) + cov(X, kZ)

σ2(X)
(3.4)

=
cov(X, aX(1− k)) + cov(X, kZ)

σ2(X)
=
a(1− k)cov(X,X) + kcov(X,Z)

σ2(X)

=
a(1− k)σ2(X)

σ2(X)
= a(1− k)

β = E(Y )− αE(X) = E((1− k)(aX + b) + kZ)− a(1− k)E(X) (3.5)

= E(X(a− ka) + b− kb)− a(1− k)E(x)

= a(1− k)E(X) + b(1− k)− a(1− k)E(X) = b(1− k)

Further the Pearson product-moment correlation coefficient or PPMCC for this model is:

r =
cov(X, Y )

σ(X)σ(Y )
=
cov(X, (1− k)(aX + b) + kZ)

σ(X)σ(Y )
=
a(1− k)σ2(X)

σ(X)σ(Y )
(3.6)

= a(1− k)
σ(X)

σ(Y )
=

a(1− k)σ2√
a2(1− k)2σ2

2 + k2σ2
1

This coefficient is zero (no relationship) if k = 1 and there is an exact linear relationship
(Y = aX + b) if k = 0:

rk=1 = 0, σ1, σ2 6= 0 (3.7)
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rk=0 =


1, a > 0
0, a = 0 σ1, σ2 6= 0
−1, a < 0

(3.8)

And finally the expected error of this model, where α and β are parameters of the linear
regression according to (3.13)(3.14), and is made by ni when extrapolates nj:

E[(Y − αX − β)2] = σ2(Y )− cov2(X, Y )

σ2(X)
=
cov(X, (1−k)(aX+b)+kZ)

−σ2(X)
(3.9)

+ σ2(Y ) = a2(1− k)2σ2
2 + k2σ2

1 −
a2(1− k)2σ4

2

σ2
2

= a2(1− k)2σ2
2 + k2σ2

1 − a2(1− k)2σ2
2 = (kσ1)

2

and the same on the other side of the regression, that is, the expected error which is made
by nj when extrapolates ni (the expected error is not symmetric):

E[(X − αY − β)2] = σ2(X)− cov2(X, Y )

σ2(Y )
(3.10)

= σ2(X)− cov(X, (1− k)(aX + b) + kZ)

σ2(Y )

= σ2
2 −

a2(1− k)2σ4
2

a2(1− k)2σ2
2 + k4σ2

1

=
[kσ1σ2]

2

[aσ2(k − 1)]2 + [kσ1]2

This inter-node correlation model will be assumed throughout analytical evaluations of
the proposed protocol (or for sample generation during simulations, if not stated differently).

3.4 The Adaptive Regression Method (ARM)

In this section I describe the main component of my Dynamic Sleep Scheduling Protocol
(DSS), the adaptive regression (ARM) method. This method is used to track other nodes
in the network and extrapolate the measurements of those nodes if needed. Thus, the
ARM deals only with two nodes: the local node that executes the ARM method and a
distant node being tracked by the local node. We opted for single node extrapolation for
two main reasons. Robustness, simpler nodes and limited over-deployment. From practical
standpoint there is no significant difference in protocol if we implement multiextrapolation
i.e. when a DSS node can extrapolate more than one distant node. If a DSS node would fail
during extrapolation (the works case scenario), then more than two series of samples would
be lost. Further, if a node extrapolates only one node instead of two, the computation
overhead is halved, which allows for cheaper hardware. And third, multi-extrapolation
would entail a field where the network is more than +100% over-deployed, which is rarely
economically feasible (if it happens the initial survey was too inaccurate).

The adaptation, i.e., the adaptive regression method is simple. The main idea is as
follows. In each iteration (when a sample arrives from the distant node) the local node,
let’s say ni, samples the environment as well and pushes the sample pair (local and distant
measurement) into a sample FIFO buffer. I use this buffer for estimating the linear
regression parameters and the expected error. For each monitored nj neighboring node, the
local node has a separate FIFO buffer, and each newly received distant sample is pushed
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into the proper buffer, along with the latest local measurement. Then, the node recalculates
the parameters of the linear regression when needed.

If the local node ni finds a neighboring node nj that can be approximated beyond a
user specified expected error it declares that nj is in its cluster and sends a message to it,
containing its own battery status Bi and the inverse parameters of the linear regression
that ni calculated. Since node nj knows also its own battery status Bj, the two nodes will
agree on who should approximate the other: the node with less energy left will go to sleep
mode for a predetermined time tp while the other node will approximate its measurements.

The length of the FIFO buffer in an ideal situation is 2 since this is enough to determine
the linear relation. However, in real world measurements there is a significant noise;
therefore, we need to have more than two samples. The optimal number depends on the
amount of noise present (lower bound) and on how fast the correlation structure changes
(upper bound). Basically, the length of the FIFO should be empirically determined; however,
there is a trade-off between correlation detection time and noise immunity.

The method can dynamically determine if two different clusters fi and fj (represented
by two nodes) can be approximated by one another5 (if there is a strong linear relation),
switch off the redundant node and therefore prolong the global lifetime GL (3.1) of the
network. In the beginning, I assume that ∀j∃!i : ni 7→fj; the coverage is perfect, N ≥ |f |
is satisfied. Let x[t] be a sample from one of the entities in cluster fi (a realization of X),
sampled by node ni at moment t. Similarly, let y[t] be a sample from one of the entities in
cluster fj (a realization of Y), sampled by node nj at the same moment. Two clusters fi
and fj can be approximated by each-other at moment tk, for a period tp, if ∃a(tk), b(tk) so
that:

1

tp

∫ tk

t=tk−tp
{y(t)− a(tk)x(t)− b(tk)}2dt ≤ Uerr (3.11)

or in discrete form:
1

tp

tk−1∑
t=tk−tp

{y[t]− a[tk]x[t]− b[tk]}2 ≤ Uerr (3.12)

where Uerr is the user specified mean square error (MSE). Naturally, I have to know the
MSE of my model before we send nodes ni or nj to sleep mode for a tp time interval. We
continuously estimate the mean square error of the model, and if (3.12) is satisfied, I assume
that the process is weak stationary for another tp interval. Then, we send one of the nodes
to sleep mode for tp, while the awaken node will regress the sleeping node’s measurements
(based on the estimated regression line) and send them to the sink, on behalf of the sleeping
node.

The parameter estimation (line 7) in case of linear regression [19][45] is well known, so I
only summarize the equations. Let {x[tk], y[tk]}, {x[tk+1], y[tk+1]}, .., {x[tk+ tp], y[tk+ tp]}
be the discrete samples from clusters fi and fj, sampled by nodes ni and nj. If

a[tk] :=
Sxy
Sx

2 ≈ a =
cov(X, Y )

σ2(X)
(3.13)

and

b[tk] := M(y)− a[tk]M(x) ≈ b = E(Y )−cov(X, Y )

σ2(X)
E(X) (3.14)

5The association of unmonitored entities in cluster fi or fj remains unknown and assumed to be similar
and not overlapped. This is a theoretical constraint and has no practical relevance.
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Algorithm 2 Adaptive Regression on node ni (SFifoSize, Uerr, tp)

1: sampleFIFO = zeros(length(SFifoSize))
2: a = 1; b = 0 //first forecast is the same x sample
3: while(true)
4: x = sample() //local node ni sampling the environment to x
5: [y,Bj] = receive(′[y,B]′, nj) //receiving a distant sample and power status
6: push(sampleFIFO, [x, y]) //storing the [local:x, distant:y] data pairs
7: [a, b, ainv, binv] = LinReg(sampleFIFO) //updating the linear parameters
8: if(expErr(sampleFIFO,Bi, Bj) ≤ Uerr)
9: send(ni to nj, goSleep(Bi, ainv, binv))
10: if(Bi < Bj)
11: sleep(tp) //sleeping for a tp interval
12: else
13: for i = 1 to tp
14: x = sample() //ni sampling the environment
15: send(ni to bts, x) //ni sending the sample to the bts
16: y = ax+ b //ni approximating the sleeping nj node’s sample
17: send(nj to bts, y) //sending it in behalf of the node nj

the sum specified in (3.12) will be minimal; thus, the linear model is optimally set. In
my algorithm I’m continuously pushing the [x, y] pairs to a FIFO queue, and with each
new learning pair I update the latest a, b, ainv, binv parameters. For all of the monitored f
clusters, node ni can have separate and independent FIFO queue (as in the distributed
sleep scheduling DSS algorithm described later).

The adaptive regression is a continuous algorithm. After the initialization (lines 1-2), in
each iteration (line 3) we sample the environment and wait for a distant sample to arrive
from the monitored node nj (along with the node’s actual power level Bj) (line 4-5). After
a sample has arrived we push the sample pair into the sample FIFO buffer (line 6) which
is used to estimate the actual regression parameters (line 7, equation 3.13-3.14) and the
expected error (line 8, described below). If the latest expected error6 is lower than the
user specified error7, either ni will sleep (line 11) or sends nj to sleep mode (lines 13-17),
whichever node has the lowest energy reserve (line 10). The awaken node will extrapolate
the sleeping node’s measurements.

The sum specified in (3.12) is the estimation of the expected error. For simplicity let
{x[tk], y[tk]}, {x[tk + 1], y[tk + 1]}, .., {x[tk + tp], y[tk + tp]} be the discrete samples from
clusters fi and fj, sampled by node ni and nj.

1

tp

tk−1∑
t=tk−tp

{y[t]− a[tk]x[t]− b[tk]}2 ≈ E[Y − aX − b)2] (3.15)

Lemma 1: If (3.13-3.14) is true then

E[Y − aX − b] = 0 (3.16)

6On the proper side of the relation which represents the node with the lowest energy reserves.
7This metric is extended in the DSS algorithm, as described in section 3.5.1.
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Proof:

E[Y − aX − b] = E[Y − cov(X, Y )

σ2(X)
X − (3.17)

E[Y ] +
cov(X, Y )

σ2(X)
E[X]] = E[Y ]− cov(X, Y )

σ2(X)
E[X]−

E[Y ] +
cov(X, Y )

σ2(X)
E[X] = 0

The expected error calculated by the expErr(X, Y,Bi, Bj) function (line 8) is

E[(Y − aX − b)2] = E2[Y − aX − b]︸ ︷︷ ︸
=0 Lemma1

+σ2(Y − aX − b) = (3.18)

σ2(Y − aX − b) = σ2(Y − aX) = σ2(Y ) + a2σ2(X)−

2a cov(X, Y ) = σ2(Y ) +
cov2(X, Y )

σ2(X)
− 2

cov2(X, Y )

σ2(X)

= σ2(Y )− cov2(X, Y )

σ2(X)

If the local node has more energy left (Bi > Bj) it needs to calculate the expected error
related to itself ni. In this case the algorithm swaps the two (x and y) vectors and then
calculate (3.15).

As I pointed out earlier, if the expected error is lower than the error specified by the user,
one of the nodes goes to sleep mode, depending on which node has less energy remaining;
this will ensure proper power balancing, which extends the GL (3.1) global lifetime of the
network.

In the next section I will compare the adaptive regression; the main module of DSS, with
deterministic clustering and will provide performance and parameter sensitivity analysis.

3.4.1 Simulation and Comparison Results

In this section I present three sets of simulations in order to evaluate the proposed scheme.
The first pack demonstrates the speed and accuracy of adaptation, the second pack
shows the sleep scheduling process and different error rates in contrast to deterministic
clustering, while the third pack evaluates the parameter sensitivity of the proposed scheme
for parameters Uerr and SFifoSize.

Evaluation of Accuracy and Adaptation Speed

In Fig. 3.3 we can see the adaptation speed of the ARM module. First we generated x
and y correlated samples based on the discussed model in Section 3.3. I choose a simple
sinusoidal correlation pattern in order to better visualize the correlation tracking. The
parameters of my algorithm are [SFifoSize=20, Uerr=0.5, tp=5].

The asim and bsim parameters are the simulated linear correlation coefficients, showing
how the relation between the two x and y generated samples change over time. The aest and
best estimated parameters represent the parameters estimated by the adaptive regression
module while it performed its function. As it can be seen in Fig. 3.3 there is a delay and
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Figure 3.3: Adaptation process

limited uncertainty in recognizing the new correlation pattern caused mainly by ARM sleep
periods. If we would decrease the size of the sample buffer (SFifoSize), the adaptation
would be quicker, but the noise sensitivity would get higher. The minimal value for the
SFifoSize parameter is 2, since this is the minimum number of points that can describe
a linear relation. In the next subsection I demonstrate the regression phases of the same
ARM process.

The Sleep Scheduling Process

In Fig. 3.4 we can see the sleep scheduling process of the ARM module. This is the
same simulation run discussed in Sec. 3.4.1, where the parameters of my algorithm were
[SFifoSize = 20, Uerr=0.5, tp=5].
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Figure 3.4: The phases of regression

The blue bars in the histogram indicate the actual error (on the proper side of the
regression, depending on the power levels) in each iteration (algorithm 2, line 8), during the
learning phase, when the node is awake. The red bars in the histogram indicate the squared
estimation error projected toward the sleeping node. The red and blue bars are alternating;
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when on one of the nodes the error decreases below Uerr, the node which has less energy
left goes to sleep mode. Then, after a sleeping period, a new learning phase starts. In Fig.
3.4, the sleeping period is tp = 5, which corresponds to the number of red bars in each sleep
stage. The crosses8 represent the error made by the traditional cluster based technique, in
which there are similarly two nodes, but one of them is always sleeping in a round-robin
fashion and the method supposes that the sleeping node would be measuring the same
values as the awaken one (the principle of over-deployment). Thus, the error made by such
approach is Clusterr = (x− y)2 in each step.

As you can see, the extrapolation error of the ARM module is significantly smaller, but
the power consumption is slightly higher (which I show in the next simulation pack). If the
sleeping period tp would be smaller, then the extrapolation error would be smaller as well,
since the model is frequently updated. Generally, it can be said, that the expected error
is decreasing until it reaches the user specified error. The extrapolation error increases
because the learned parameters are becoming outdated. Note that there is a noise factor as
well in the linear relation used by my model (as shown in equation ref(eqn sampGenModel)),
which explains the jumps in the consecutive error bars.

Parameter Sensitivity Analysis

In this pack of simulations I demonstrate how the model behaves if we change its parameters.
There are four model indicators in each figure that I examine: the average of the expected
error per run, the mean squared extrapolation error per run, the power consumption and the
number of sleep periods per run (i.e., the number of sleep phases multiplied by tp) . Lastly,
in each sensitivity analysis I also compare the power consumption and the extrapolation
error to the ones obtained from the deterministic clustering method. The generated x and
y samples are as I discussed in Section 3.3. The default parameters (except those that we
are changing) are SFifoSize=20, tp=5, Uerr=0.5].
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Figure 3.5: SFifoSize parameter sensitivity

In Fig. 3.5, we can see that the size of the sample buffer greatly affects the extrapolation
error and there is a minimal error where the buffer size is 6 (for the simulation parameters

8For the sake of visibility when there is no ’’+’’ marker at a particular sample time, let the reader know
that the error is above 4 SE and the marker resides above the visual field of the figure.
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I considered). If the sample buffer is too large then the adaptation is too slow, and if it is
too small, the noise negatively affects the regression; in both cases the extrapolation error
increases.
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Figure 3.6: Uerr parameter sensitivity

In Fig. 3.6, we can see that if the user specified error rate Uerr is growing, the power
consumption is getting smaller, but the extrapolation error will grow. This is an expected
behavior. When the user specified error is increasing, the power consumption is decreasing
to around 0.6 (where 1 is obtained for both sensors being awake), which means that one of
the nodes is sleeping 80% of the time (please note that the vertical axis is in logarithmic
scale to fit all the curves).

The global power consumption of my model, in contrast to the cluster based approach, is
always slightly higher (around 5-10%, depending on the measurements) but the extrapolation
error is at least an order of magnitude lower in most cases. In a deterministic (static)
cluster based approach the power consumption will always be less than in any adaptive
approach, since except of a single node, every other sensor is blindly sleeping, independently
of the error they make. Such a solution achieves the theoretically maximal energy saving,
but for the price of enormous extrapolation error in a dynamic environment.

In this section I compared and analyzed the adaptive regression algorithm which
is the main component of the dynamic sleep scheduling protocol (DSS). The proposed
scheme can monitor two arbitrary sensors in the field and dynamically learn the linear
relation among their measurements; thus the algorithm can eliminate (send to sleep mode)
the redundant node, and estimate its measurements, without the need for offline pre-
computations, dedicated phases, nor base station assistance. The adaptive regression is
based on continuous correlation monitoring and estimation, where the extrapolation error
can be influenced by a user specified error threshold. The simulation results show that
the proposed scheme can save significant amount of energy in a dynamic environment,
nearly as much as the deterministic cluster techniques, however providing an order of
magnitude lower error rates (depending on statistical parameters of samples) in a dynamic
environment.

In the next section I propose, analyze as well as compare the dynamic sleep scheduling
protocol (DSS) where several instances of the adaptive regression method are operating
concurrently on each of the nodes throughout the network.
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3.5 The Dynamic Sleep Scheduling Protocol (DSS)

A few years ago there was an overall survey [1] conducted on energy-efficient scheduling
mechanisms in sensor networks, which indicated that there were virtually no protocols that
supported mobile environments (see Fig. 3.7).

Figure 3.7: A survey of energy-efficient scheduling mechanisms

Since that time, in a last few years, there were new approaches published in the literature,
as I detailed it in the related work section. These schemes usually assume a static level of
coverage, but even if adaptivity is ensured, either the parameters of the adaptive model
are computed offline, or the adaptive algorithm is controlled by a central base station, or
the used model is seriously restricted and simplified.

The DSS is an adaptive energy-efficient sleep scheduling mechanism that is able to
handle dynamic environments, mobile nodes and moving patterns. The main module of the
DSS is the ARM method described earlier. The proposed solution is fully distributed, can
cope with frequent node failures, and balances energy consumptions of nodes, which can
significantly extend the network lifetime. The solution is adaptive, since it can dynamically
detect and learn the existence of linear relations among measurements, eliminate the
redundant node, and estimate the deficient data based on the learned relation. The
extrapolation error can be well controlled by user-specified parameters.

First I illustrate the protocol’s mechanisms in general through some explanatory figures,
and then discuss the main phases. In the second subsection I define the protocol using
pseudo code and discuss its functions in detail. In the third subsection I discuss the protocol
properties not covered in previous sections and finally in the fourth subsection I analytically
analyze the relations of estimation errors.

3.5.1 DSS Overall Description

Each sensor node that executes the Dynamic Sleep Scheduling protocol (DSS) operates in
three phases: adaptation, bargaining, and extrapolation. Moreover, the bargaining phase
has three steps: extrapolation request, extrapolation response, and election. The protocol is
composed of (and can be well discussed by) three distinct, extended, finite state machines
(EFSMs), described in the next section. My solution exploits a potential that I pointed out
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in Section 3.3, namely that the nodes close to each other are (usually) well correlated. I
also assume that those nodes can communicate with each other as well, and that the base
station (one or more) has more sensitive receivers (or high gain antennas) and can transmit
data using higher transmission power (powered by the local power grid) than the nodes
can.

(a) (b) (c) (d) (e)

Figure 3.8: Adaptation (a), bargaining (extrapolation request (b), extrapolation response
(c), election (d)) and extrapolation (e) phases

In Fig. 3.8 (a) we can see the adaptation phase. We will focus on node X and its Yn
surrounding nodes. Each node in the adaptation phase grabs packets from its surroundings
(nodes that it can receive from). In this example nodes Y1, Y2, Y3 can receive the packets
transmitted by node X and execute an instance of the adaptive regression method (ARM)
for this node. On the other hand, let’s say that node Z receives the packets as well, but it
does not monitor node X, since it does not have enough resources (the maximum number of
monitored nodes has been already reached). The unlabeled nodes can’t receive the packets
of X, since they are too far away. With each new sample that X sends to the base station,
the Y nodes capture and adapt their model as described earlier.

In Fig. 3.8 (b) we can see the extrapolation request step of the bargaining phase.
In order to decrease the communication overhead, the extrapolation request is implicit,
meaning embedded into the packet which carries the latest measurement. The nodes are
sending extrapolation requests using uniform distribution. The probability of sending the
request could be increased based on the available power level, gradually enabling therefore
the sleep scheduling in the network. Since the extrapolation request is included in a packet
that carries the samples, only those nodes can hear the request which have heard the
samples and potentially adapted their model to node X. An extrapolation request does not
generate any unnecessary overhead (since it is embedded), since if some node replies to it,
an extrapolation phase will certainly follow (i.e., one of the nodes will certainly sleep). The
energy spared during sleeping is much more than the energy spent for replying9, therefore
increasing the probability to send a request will probably result in more energy savings.
When this probability is 1 (constantly sending the requests), then the DSS protocol spares
as much energy as the user specified quality threshold and the correlation structure of the
measurements permits.

In Fig. 3.8 (c) we can see the extrapolation response step of the bargaining phase.

9Worst case each neighbor can send one single reply.
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Only those nodes (from the vicinity of node X) answer the extrapolation request whose
model’s expected inaccuracy is below the user specified threshold TEq. Here I extended
the adaptive regression method with a quality definition. The expected inaccuracy is a
weighted sum of the expected error (as described in Section 3.4) and the average age of the
sample pairs in the sample FIFO queue, based on which I calculate the parameters of the
linear regression. In distributed environments this extension is necessary since we have
more than two nodes in the network and they can constantly move as well. It can easily
happen that the monitored node X moves out of the receiving range of nodes Yn, and then
later it moves back, which would cause the samples to be fragmented in time in the sample
buffer of nodes Yn. In other words, the samples in the FIFO queue will either be too old or
current, but nothing between; the samples will not be uniform in time, which distorts the
regression. I can detect and control the effects of this distortion since the average age of
the samples is increasing with the dispersion of the age of sample pairs.

In this example, let’s say that the dispersion of the age of sample pairs in the buffer
of node Y1 is high; thus, the expected inaccuracy of regression is high as well, which
results in node Y1 not answering the request of node X. Since node Z did not monitor the
measurements of node X, it does not answer the request either. Nodes Y2 and Y3 answer
the implicit extrapolation request of node X using an extrapolation response that carries
the particular node’s actual power level and its inverse regression parameters.

In Fig. 3.8 (d) we can see the election step of the bargaining phase. After node X
received the actual power level and inverse regression parameters of the candidate nodes
(Yn) , it selects the node with the minimal power level (in my example Y2). At this point,
we determined which pair to involve in the regression phase. However, node X has also to
decide which of the two nodes (X or Y2) will go to sleep. The decision is simple: the node
with less energy remaining. After the decisions, node X informs the winner candidate, and
the selected node goes to sleep mode for a predetermined time interval Tp.

In Fig. 3.8 (e) we can see the extrapolation phase. In my example node Y2 goes to
sleep for a predetermined interval Tp, and during that period node X extrapolates its
samples and sends them to the base station on behalf of node Y2. In order to extrapolate
the measurements of node Y2, node X uses the inverse regression parameters that Y2 has
sent in the extrapolation response step of the bargaining phase. Nodes X and Y2 are in
extrapolation and sleeping mode, respectively. During this state, sleep request from other
nodes (in this example nodes A and B) are ignored. Since the protocol is soft state and
fully distributed, it can handle frequent node failures as well. If a node fails during the
adaptation or extrapolation phase, this is equivalent with the situation when the failed
node doesn’t have a good model for extrapolating the requesting node’s measurements (i.e.,
it does not answer the request in any way). The worst case scenario is of course when the
node doing the extrapolation fails; however, even in this unfortunate situation, we only
lose the measurements of that cluster (two nodes) for a single Tp time interval. After that,
the protocol naturally recovers from the failure through the next extrapolation request.

The operation of the DSS protocol can be well described by three district EFSMs which
I will describe in detail in the next subsection.

3.5.2 DSS Detailed Description

In this subsection I will give a detailed description of the dynamic sleep scheduling protocol.
As I mentioned it earlier, the protocol can be divided into three distinct finite state machines.
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I will describe those EFSMs using the same pseudo code as before (MATLAB’s matrix
manipulation syntax). The first EFSM is called sampler, and it is independent of the
others; the second is called gather and respond and the third model updater. Both gather
and respond and model updater are locally synchronized (within the node itself) to the
sampler EFSM, in order to guarantee stable sampling period.

Sampler EFSM

This is the simplest EFSM in the dynamic sleep scheduling protocol and is running all
the time (when the node is awake) and has the highest priority among the EFSMs. Its
responsibility is the continuous sampling of the environment. As you can see, the sampler

Algorithm 3 Sampler EFSM on ni
1: while(true)
2: x = sample() //local node ni samples the environment
3: send(ni to bts, [x, extReq])
4: sleep(sample period)

sends the x sample to the BTS (Base Transceiver Station) along with a boolean variable
extReq which indicates (or not) an implicit extrapolation request toward the nodes in the
neighborhood. As I pointed out earlier, this variable can be a statistical variable distributed
uniformly where the user can specify the P (extReq == true) probability or it can be set
proportionally to the actual power level. By doing so, the sleep scheduling can be gradually
enabled on the network. If P (extReq == true) = 0 there will be no sleeping at all and if
P (extReq == true) = 1 then the DSS spares as much energy as the user specified threshold
permits.

Gather and Respond EFSM

The gather and respond EFSM is invoked when node ni sends an implicit extrapolation
request. After the extrapolation request is sent, the timer2 (line 1) is started and until

Algorithm 4 Gather and Respond EFSM on ni
1: start(timer2) //gathering timer
2: while (timer2)
3: if (chkInpBuff(′extAnswer′))
4: extAnswerList = [extAnswerList, getPck()]
5: if (size(extAnswerList) > 0)
6: NID = selectMinPwr(extAnswerList)
7: if (NID.Bj < Bi)
8: send(ni to broadcast, [NID.ID,NID.ID])
9: adaptRegression(NID.a, NID.b, ′extrapolate′, NID.ID)
10: else
11: send(ni to broadcast, [NID.ID, ID])
12: sleep(Tp)

it expires it collects the received extrapolation answers from the surrounding Yn nodes,
and stores it (line 2-4) in the extAnswerList list (bargaining phase extrapolation response
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step). After timer2 expires and at least one extrapolation answer arrived (line 5) it select
the node that reported the minimal power level (line 6). If the local node ni has more
power left than the winner node Yn then ni sends the election message (line 8) to the
surrounding nodes in which it broadcasts the ID of the node that won the competition as
well as the ID of the node that will go to sleep. The second argument of the send function
is a two element list. The first indicates the winner and the second the node that has to
sleep. After the election message is sent the local ni node extrapolates the distant nodes
measurements using the adaptive regression method (line 9) discussed in Section 3.4. The
NID.a and NID.b parameters are the inverse linear regression parameters originating from
the answering node (generated by the Model Updater EFSM). If the local node ni has
less energy left than the winner Yn then ni sends the election message (line 11) to the
surrounding nodes in which advises them of who won the competition and which node will
sleep. In this case (line 11-12) the local node ni will sleep (line 12) and the distant node
will extrapolate its measurements using the adaptive regression method. In order to the
adaptive regression method be able to extrapolate other node’s measurements, it needs the
parameters of that linear regression. These parameters are calculated based on the sample
pairs. The learning mechanism is the main function of the model updater extended finite
state machine (EFSM), which I discuss next.

Model Updater EFSM

The model updater EFSM has the lowest priority among EFSMs. It is invoked when node
ni receives a distant sample from one of the Yn nodes and there are no other events.

Algorithm 5 Model Updater EFSM on ni
1: garbageCollector(ALLOC, SFIFO, timer3)
2: if (!tryRegister(ALLOC, samp)) return()
3: push(SFIFO, samp.src, [x, samp.x])
4: if (samp.extReq! = true) return()
5: Eq = calcExpInacc(SFIFO, samp.src, Bi, samp.Bj)
6: if (Eq > TEq) return();
7:

8: [a, b, ainv, binv] = linReg(SFIFO)
9: send(ni to samp.src, [Bi, ainv, binv])
10: start(timer1)
11: while (timer1)
12: if (chkInpBuff(′electionMsg′))
13: pck = getPck()
14: if ((pck.src == samp.src)&&(pck.winner == ni))
15: if (pck.slpID==ni) sleep(Tp)
16: else adaptRegression(a, b,′ extrapolate′, samp.src)

As I mentioned it earlier the X node is always the local node (in this case ni) and the Yn
are the nodes in the vicinity of X (or ni), these are the nodes that can receive the packets
transmitted by X. When there are two or more events (scheduled sampling, extrapolation
request sent, sample received) the highest priority belongs to the sampler EFSM that
samples the environment. Medium priority belongs to the gather and respond EFSM that
answers the extrapolation request and as I mentioned the lowest priority belongs to the
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model updater EFSM that processes the arriving samples. If there are simultaneous events,
the highest priority event is processed by calling the proper EFSM and the rest is discarded
(not queued in any way). In the course of the Model Updater EFSM description, the local
node ni is now represented by (Y ) which executes the EFSM. So the distant node from this
perspective is X. This labeling is consistent with the illustrations in the previous sections.

Each node maintains an ALLOC register which consists of node ID-s belonging to nodes
that a particular node is tracking. When a sample arrives from one of the surrounding
nodes, the local node inspects the the ALLOC register. If it finds a record that identifies a
tracked node, for which the model (maintained by the local node) has not been updated
for more than Timer 3 seconds, then it deletes this record from the ALLOC register (so
the node is tracked no more).

There are several reasons this may happen. For instance, if X moves out of range
(node ni did not receive a sample packet from it) for longer than Timer 3 seconds, then it
declares the node being down (unavailable) and will release the allocated resources, making
them available for a new tracked node. This is implemented in the garbageCollector()
(line 1) function, which has three parameters of his own: ALLOC is the allocation register,
SFIFO is the FIFO queue that stores the sample pairs along with their timestamps (when
was the sample pair pushed into the FIFO), and Timer 3 which is the tracker time out
limit.

After garbage collection is done (line 1), it tries to register (lines 2) the node that
sent the sample. If the source node cannot be registered (it is a new source and there is
no free space in the ALLOC register) then it will discards the sample. If it is already
registered or there was a free slot in the ALLOC register, it pushes the sample to the
sample FIFO (line 3). The SFIFO consist of multiple FIFO queues (for each tracked node
an independent FIFO). The FIFO queues are operating on triplets [local measurement,
distant measurement, time stamp] and the ALLOC register determines for which node
which FIFO is allocated. The ALLOC vector is as long as the number of queues in the
SFIFO (composite) queue. For instance ALLOC = [12,−1, 8] means that the maximum
number of tracked nodes is 3, the first queue in SFIFO contains the distant samples of
node ID = 12 with the ni node’s local measurements and its time stamps. The middle
track in the SFIFO is free and the third position is allocated for the tracking of node
ID = 8.

Next step is to determine if the node that sent the sample wishes to be extrapolated
or not (line 4). If not, the method returns, but already updated the model of the tracked
node even if it does not wanted to be extrapolated. If the X distant node wishes to be
extrapolated, the EFSM will compute the expected inaccuracy of extrapolation (line 5).
Since the expected inaccuracy is not symmetric (proof in next sections), therefore, it has to
compute the expected inaccuracy on the appropriate side of the regression line, which is
determined by the node’s power level.

For instance if the local node ni (or Y ) has less energy left, then the distant node
(X) is doing the regression and therefore, it computes the expected inaccuracy for the
local node, and vice versa; that’s why the calcExpInacc() function needs the power level
of the local node (Bi) as well as of the distant node (samp.Bj) as well. If the expected
inaccuracy is less than or equal to the user specified threshold (line 6), it answers the
implicit extrapolation request (line 9) via an extrapolation response (line 9) which contains
the inverse parameters of the linear regression calculated by the linReg() function (line 8).
So the extrapolation response contains the actual power level of the local node ni (or Y )



55

and the inverse regression parameters.

Once it sent out the response, it starts timer1 (line 10) and for the duration of that time
(line 11) it waits for the election result. If an election message arrives (line 12-13) from the
tracked X node and it won (line 14), the local node is going to sleep mode provided it has
the lowest power level (line 15) determined by the distant node X. In the opposite, case
when X has the lowest power level, the node ni (or Y ) will extrapolate X (line 16).

3.5.3 Discussion

There are several details still to discuss. As I mentioned, the EFSMs are triggered based
on local events, except the Sampler EFSM which has absolute priority in order to ensure
the precise timing (which is not essential for the protocol but rather desired by the user).
The protocol is consistent in a way that there can be no situation, when both nodes (X
and a particular Yn) of a pair are sleeping or extrapolating each other in the same time.
When both nodes (X and Yn) send to each other implicit extrapolation requests (in the
same time), both adapt their model and switch to extrapolation response mode (gather and
response EFSM is activated on both nodes). Since this EFSM cannot send extrapolation
responses, it is assured that the nodes (after the collection timers - Timer 2 - expire on
both sides) will not interact with each other in this particular iteration. Further, the
conflict probably will not occur again in a cyclic manner, since other nodes that heard the
extrapolation requests (from X or Yn will answer the call and break the cycle (if any).

The DSS protocol takes into account the nodes power level, in order to ensure proper
power balancing, and a consistent metric of the expected inaccuracy. Since the expected
inaccuracy, as a statistical measure, is less reliable, further the power balancing is an
important task (to extend the global lifetime of the network), the protocol ensures that
the node (selected from the vicinity, the local node itself included) with the lowest energy
level will sleep. On the other hand, please remember, that only those nodes will answer the
extrapolation request, whose expected inaccuracy (composed of the expected error and the
average age of samples) is lower than a user specified threshold, so we are not selecting the
nodes solely based on their power level.

Since the DSS protocol is strictly a soft state protocol, there are (three) timers defined.
The Timer 1 in the Model Updater EFSM defines the maximum amount of time that ni
(Yn) is willing to wait for the result of election (which node won the competition) after it
has sent the extrapolation response to X. The Timer 2 in the Gather and Respond EFSM
limits the time interval while the ni node that runs the EFSM (in this case X) collects
extrapolation answers from the surrounding Yn nodes (competition applications). The
Timer 3 in the Model Updater EFSM limits the maximum amount of time that a tracked
node is allowed to be silent. If this timer expires, node ni assumes that the tracked node is
gone for good and unregisters it from the ALLOC vector (tracking register). Naturally
sampPeriod > timer1 > timer2 > RTT . Both timers have to be set to a longer time
period than the round trip time (RTT ), since this is the minimum time frame in which an
answer can arrive. Both timers have to be set to a shorter period than the sampling period
in order to ensure that the mechanism completes before a new sample is taken. Finally,
timer1 > timer2 since the election message that carries the winner’s ID arrives only after
the collection timer timer2 expires on the other side.

Let me explain why the distant (Yn) nodes are sending back their inverse regression
parameters to the local node X, in the extrapolation response step. When a particular Yn
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node answers the X node’s extrapolation request, it means, that the Yn node is tracking
the X node’s measurements. Since it is not certain, that node X is tracking Y as well, the
safe move is to send the inverse parameters to X in case Y has less energy left and needed
to be extrapolated. The inverse parameters are only temporarily stored and used, and does
not influence any other parameters that X maintains.

Relations of the Introduced Errors

In this section I will discuss the relations of errors made by the adaptive regression algorithm.
In the first subsection I will discuss the asymmetry of the expected inaccuracy metrics,
which is made of the expected error (discussed earlier) and the average age of samples. In
the second subsection I will systematically analyze the regression further, and express the
results analytically.

Asymmetry of the Expected Inaccuracy Metrics

In the dynamic sleep scheduling protocol (DSS) the expected inaccuracy of the regression
is measured as a weighted sum of the expected error and the average age of samples. Since
the expected error is not symmetric, I have to calculate the expected inaccuracy on both
sides of the regression. The average age of samples is symmetric, since I calculate the
average age of learning points from the same buffer, for each side. The symmetry of the
average age of samples is straightforward; however, the asymmetry of the expected error
needs a minor explanation.

Figure 3.9: Asymmetry of the expected inaccuracy metrics

Lemma 2: If the standard deviations of the measurements of two nodes X, Y (Fig.
3.9) are finite, nonzero and both of them are different, further the Pearson product-moment
correlation coefficient is not ±1, then the expected error (as I defined it in Section 3.4) is
not symmetric:

E[(Y − aX − b)2] 6= E[(X −mY − n)2] (3.19)

Proof: Let us suppose the opposite of what the lemma states, namely that:

E[(Y − aX − b)2] = E[(X −mY − n)2]

σ2(Y )− cov2(X, Y )

σ2(X)
= σ2(X)− cov2(X, Y )

σ2(Y )

cov2(X, Y )(
1

σ2(Y )
− 1

σ2(X)
) = σ2(X)− σ2(Y )

cov2(X, Y )

σ2(X)σ2(Y )
= 1

R2(X, Y ) = 1

R(X, Y ) = ±1
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The Pearson correlation is 1 in the case of an increasing linear relationship, -1 in the case
of a decreasing linear relationship, and has some value between -1 and 1 in all other cases,
indicating the degree of linear dependence between the variables. The closer the coefficient
is to either -1 or 1, the stronger the correlation between the variables. In my case the only
way that the expected error could be symmetric is if the standard deviations are equal or
the relation is deterministic and linear, which is usually not the case.

Discussion on Regression

This part serves as a peripheral discussion on the general subject of regression, beyond the
model we use in the proposed framework. The adaptive regression algorithm utilizes the
classical linear regression method as its forecasting core, which is well defined in (3.13-3.14).
Its function is to forecast the samples of a sleeping node based on it own samples in the
past. Here we explore the question, what would happen if we used an already foretasted
value to forecast another in a chain. What will be the error and when will it be made.

Figure 3.10: Errors introduced by the adaptive regression

Fig. 3.10 depicts the model which sheds light on this question. I divide the relation
between each of the nodes to a linear part, which can be explained by a linear relation
(constant parameters a, b, c, d, e, f), and a nonlinear part (M,N,K statistical variables).
Since the adaptive regression cannot express the nonlinear part of the relation, this part
will (mainly) introduce the error to the estimation. In the previous sections I expressed
analytically the expected error introduced by the adaptive regression so we know that:

Lemma 3: If the standard deviations of three X, Y, Z node’s measurements (Fig. 3.10)
are finite,nonzero, and the absolute value of the Pearson product-moment correlation
coefficient between [X, Y ] and [Y, Z] is 1, then there are no introduced errors (∀i : Mi =
0, Ni = 0 and Ki = 0 as well, where i denotes the i-th realization of the indexed statistical
variable).

Proof: If the absolute value of the Pearson product-moment correlation coefficient
between [X, Y ] is |R(X, Y )| = 1 then the expected error of the linear regression is E[(Y −
aX − b)2] = 0. In other words, there is no non-linear component in the relation, i.e.,
∀i : Mi = 0.

|R(X, Y )| =
∣∣∣∣∣ cov(X, Y )

σ(X)σ(Y )

∣∣∣∣∣ = 1
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R2(X, Y ) =
cov2(X, Y )

σ2(X)σ2(Y )
= 1

cov2(X, Y )

σ2(X)
= σ2(Y )

σ2(Y )− cov2(X, Y )

σ2(X)︸ ︷︷ ︸
E[(Y−aX−b)2]

= 0

E[(Y − aX − b︸ ︷︷ ︸
M

)2] = E(M2) = 0⇒ ∀i : Mi = 0

The same logic can be applied for the [Y, Z] pair, so ∀i : Ni = 0 as well. Since Y = aX + b
and Z = cY + d, then naturally Z = acX + bc+ d (e = ac, f = bc+ d and k = 0), so there
is no introduced error.

Thus, if the absolute value of the Pearson product-moment correlation coefficient is 1, there
is no error introduced. However this is usually not the case, so I formulated a more general
lemma regarding the limitations of the adaptive regression method.

Lemma 4: If the standard deviations of three X, Y, Z nodes’ measurements (Fig. 3.10)
are finite, nonzero, if the M and N noise processes are not correlated with the measurements
of node X and further the expected value of both noise variables MandN is zero, then the
adaptive regression method cannot compensate for the errors introduced by M and N .

Proof: The proof of this lemma is simple, since we have to compute the linear regression
line between the nodes X and Z and determine when the regression line is unaffected by
the M and N noise. First we compute the e parameter (depicted in Fig. 3.10):

e =
cov(X,Z)

σ2(X)
=
cov(X, cY + d+N)

σ2(X)
=
c cov(X, Y )

σ2(X)

+
cov(X,N)

σ2(X)
=
c cov(X, aX + b+M)

σ2(X)

+
cov(X,N)

σ2(X)
= ac+

c cov(X,M) + cov(X,N)

σ2(X)

The f parameter of the linear regression is:

f = E(Z)− eE(X) = E(cY + d+N)− eE(X) =

= cE(Y ) + d+ E(N)− eE(X) = cE(aX + b+M)

+ d+ E(N)− eE(X) = bc+ d+ cE(M) + E(N)

− cE(X) cov(X,M)

σ2(X)
− E(X) cov(X,N)

σ2(X)

Naturally the K (in this context compensation variable) consists of components where
the M or N noise variables are present; therefore, the adaptive regression algorithm’s
compensation for the M and N noise is as follows:

K = X
c cov(X,M) + cov(X,N)

σ2(X)
+ cE(M) +

+ E(N)− cE(X) cov(X,M)− E(X) cov(X,N)

σ2(X)
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As you can see the K compensation for M and N noise is zero if M and N noise processes
are not correlated with the measurmenets of node X and further the expected value of
both noise variables MandN are zero. In other words, these kinds of non-linear noises
mainly increment the extrapolation error of the adaptive regression method.

In the next sections I analyze, discuss and compare the behavior of the dynamic sleep
scheduling protocol (DSS) in order to support the validity of the proposed model.

3.6 DSS Static Analysis and Comparison

First I discuss the sample generation process and its statistical properties. Then, I introduce
the reference model to which I compare the proposed method through this dissertation. I
provide then performance and overhead analysis, and finally I analyze the power balancing
property of my protocol, which significantly extends the lifetime of the network.

3.6.1 Sample Generation and Analysis

First, I generated samples for 25 nodes (for each node 10000 samples). The sampling
frequency of the nodes was 1Hz and they were able to execute 100 logical operations in 1
second (100 EFSM state transitions per second). The typical sample buffer length was 20,
so there was a 20 long FIFO in which we shifted the samples (pushed one to the top, and
discarded one from the bottom), while we continuously computed the statistical properties
of the samples in the FIFO. In Fig. 3.11 we can see the typical statistics between a pair of
generated measurements as we modulate the available parameters (the analytical details
are available in Section 3.3).
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Figure 3.11: Typical statistics of generated samples over time

As we can see, the covariance, dispersion, and the expected error on both nodes are
continuously changing (as I discussed in Section 3.3). The range and profile of the curves
are similar between each pair of measurements, but the maximum and the inflection points
are differently situated. What is typical for each pair is the significant fluctuation of the
determination index (or coefficient).
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The reason why I generated such samples needs a short explanation. The variation
of the samples is made up of two parts: the part that can be explained by the regression
(this is the determination index) and the part that can’t be. The determination index can
have many different definitions, depending on the class of the problem. In my case (linear
regression) the determination index (or coefficient) is exactly the square of the Pearson
product-moment correlation coefficient or PPMCC.

According to Lemma 1 and the definition of the expected error (in Section 3.4):

E[(Y − aX − b)2] = σ2(Y )− cov2(X, Y )

σ2(X)
(3.20)

Since the regression function f(X) in my case is linear f(X) = aX + b:

R2
f = 1− E[(Y − f(X))2]

E[(Y − E(Y ))2]
= 1− E[(Y − aX − b)2]

σ2(Y )
= 1−

σ2(Y )− cov2(X,Y )
σ2(X)

σ2(Y )

=
σ2(Y )− σ2(Y ) + cov2(X,Y )

σ2(X)

σ2(Y )
=

cov2(X, Y )

σ2(X)σ2(Y )
= R2(X, Y )

Therefore, according to Lemma 3 if the determination index is 1, there is no introduced
error by the adaptive regression (there is an exact linear relation between the measurements
of the local and the distant node). As the determination index is decreasing, the performance
of the adaptive regression (ARM) is declining. If the determination index is zero then the
linear regression can’t explain the variance of the extrapolated node by definition. In this
case, if the samples are normally distributed they are independent as well.

3.6.2 Deterministic Clustering

The deterministic clustering approach is (implicitly) widely used in existing sleep scheduling
protocols. The main idea is that if we form clusters based on topological distances in an
overdeployed network (the nodes that are close to each other form a cluster), then using the
measurements of single node in such a cluster, can approximate the measurements of others
in that particular cluster (they measuring approximately the same values, as discussed in
Section 3.3). The idea is to select a cluster head which measures the environment and
the rest of the nodes are going to sleep mode until the cycle ends. In each cycle a new
node (from the same cluster) assumes the role of the cluster head in a deterministic or
probabilistic manner. These protocols are unaware of measurements, so they do not support
dynamic environments, where the correlations between nodes are changing.

My reference model (referred to as deterministic clustering) is as follows. I divide the
network into two-node clusters (if there if the number of nodes is odd, then the last cluster
consists of three nodes) in order to be comparable with the DSS protocol which dynamically
creates two-node clusters as well. In each cluster, one of the nodes is always sleeping,
while the awake node samples the environment and sends the measurement to the sink on
behalf of both. In each cycle (sampling period) the nodes assume reverse roles, in order
to sustain the power dispersion. The error that this model makes is approximately the
squared difference between the measurements of the awake and the sleeping node. If we
compute the average error in the network for each cluster, we get the mean squared error
(MSE) of the deterministic clustering in a given cycle.
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Figure 3.12: Deterministic clustering versus DSS

In Fig. 3.12 we can see the comparison between the MSE obtained for the deterministic
clustering scheme (not aware of measurements) and the DSS scheme, which is aware of the
measurements and the correlation structure. The reason for the high MSE values between
seconds 10 and 40 is that the dispersion of the measurements between the samples is
higher10. After 60 seconds of simulation, the dispersion becomes significantly smaller, which
means that the nodes are measuring similar values (that’s why the blind deterministic
clustering performs so well). As you can see, the DSS can adapt to dynamic environments.
In the rest of the analysis, I will compute the average MSE of the protocol per simulation
run. In this case, for 80 seconds of simulation (one run) the average error made by the DSS
scheme is approximately 27, while the average error made by the deterministic clustering
scheme is approximately 103.

3.6.3 Static Performance and Comparison

In this section I compare and analyze the static behavior of the dynamic sleep scheduling
protocol (DSS). First I explain in detail the cooperation process between nodes by means
of simulations, and provide parameter sensitivity analysis for the length of the sample
buffer and the user specified threshold of expected inaccuracy, then discuss the protocol’s
overhead.

Cooperation Process

By cooperation in this context I mean the bargaining phase of the DSS which has three
steps: extrapolation request, extrapolation response, and election. In this section I will
discuss this phase by means of simulations or snapshots in great detail.

In Fig. 3.13 we can see the bargaining phase of the DSS protocol in a distributed
environment. There are four nodes in the network and I visualized three of them (node n1
at the top, node n2 below, and node n4 at the bottom).

There are three arrows depicted that help to visualize the steps in the bargaining phase.
Arrow A is the implicit extrapolation request indicating that n4 sampled the environment
(denoted by a red circle) and starts its timer2, which is the extrapolation response collecting

10In real life situations, it can be for node mobility.



62

30 30.5 31 31.5

va
lu

e
-0.2

0
0.2
0.4

--
--

--

--
-o

node n
1

xxo

waiting for election result
collecting extpol responses
forced sleeping (inverted)
accepted sleeping (normal)
estimation error (estimation) [se]
expected inacc. (learning) [val]

30 30.5 31 31.5 32

va
lu

e

-0.2
0

0.2
0.4

o

o

--
-

--
-o

--
--

--

xx

node n
2

o

simulation time [sec]
30 30.5 31 31.5 32

va
lu

e

-0.2
0

0.2
0.4

--
--

--

--
-o

node n
4

xo

BA E

HG

C

---  "you extpol me" [in:SID,out:winner]
---  extpol response [in:SID,out:DID]
---  "I extpol you" [in:SID,out:winner]

sampling [in:-,out:-]

Figure 3.13: DSS protocol visualization

timer (yellow line). Node n2 receives the extrapolation request carried along with the
sample in the same packet and since the expected inaccuracy of node n2 is below the user
specified threshold (TEq), it answers the request by sending an extrapolation response (B
arrow) to n4. Then, it waits for the election result (until timer1 expires, denoted by a cyan
line). Since there is no other node that answers the request (in the time frame of timer2,
denoted by a yellow line) when timer2 expires, node n4 chooses n2 as a winner and sends
the message (C arrow) to n2, as well as to the surrounding nodes (as targeted broadcast).
Node n2 receives this message and when the next sampling event is scheduled, it starts to
extrapolate the measurements of node n4 (E arrow) for Tp sampling periods, while n4 is in
sleep mode (green bar). Please note that the longer vertical dashed lines encode transmit
events and the shorter receive events.

There are two more events that are useful to discuss. The G arrow indicates that n2
sampled the environment and sent an implicit extrapolation request (similarly as the A
arrow indicates) but the n1 node did not answer the request since the expected inaccuracy
(for n2) was not below the user specified threshold. I did not depict it with a similar arrow,
but as you can see n4 received and rejected this request as well (blue cross11 with a bar
for n4 at 30.5 seconds). The H arrow indicates that n1 has sent the election result to the
surrounding nodes, and n2 received that message as well. Since the winner is not n2 (but
n3 which is not depicted for simplicity) and n2 at that moment is waiting for an answer
from n4 and not from n1 (cyan line) the message is discarded by n2.

SFIFO Size Sensitivity Analysis

In this subsection I will investigate how is the DSS protocol affected by changing the size
of the sample buffer. I simulated two cases using the following parameters: there were 25
nodes in the network (5x5 grid), the simulation time was 1000 seconds, and the speed of

11Please note that the blue cross is not a separate symbol; its part of the blue bar. If the expected
inaccuracy would be zero, the blue bar would not be visible; however the blue cross is always visible,
therefore a blue cross without a blue bar indicates a learning step with zero expected inaccuracy.
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EFSMs was 100 ticks/sec. For a sleeping node I chose the power consumption to be 0.001
units/tick and for the awake node 0.01 units/tick.
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Figure 3.14: Sample buffer length sensitivity on sleep cycles and number of sent packets
(a) and on power consumption (b)

In Fig. 3.14 (a), we can see the DSS protocol’s behavior if we change the length of
the sample FIFO (queue) buffer, as well as its effect on the protocol overhead. As it can
be expected, if we increase the size of the sample buffer, the response time of the DSS
protocol increases. In other words, if the correlation structure between two monitored
nodes changes (relatively) quickly, the expected inaccuracy will not decrease below the user
specified threshold (TEq) so rapidly; therefore, the extrapolation request will be rejected
and there will be thus less sleep cycles (in general), as the figure shows. The protocol
overhead is measured in the number of extra packets sent, which is strongly correlated
with the number of sleep cycles. In order to avoid redundancy, I will discuss this issue in
detail later.

If the number of sleep cycles is decreasing, then naturally the power consumption is
increasing. Fig. 3.14 (b), shows the average power consumption per node, for both the
DSS protocol and the deterministic clustering. Given the parameters, it is easy to compute
the average power consumption of a node for the deterministic clustering: it is 550 units in
this scenario (550 = 500 ∗ 100 ∗ 0.01 + 500 ∗ 100 ∗ 0.001) since each node is sleeping half the
time. Given that the deterministic clustering has no sample FIFO, this consumption is
independent of the FIFO size; that’s why in the figure it appears as a straight line. If we
increase the length of the sample FIFO, the adaptation to correlation changes is slowing
down; many of the old samples are still in the FIFO, they overweight the new samples, and
thus the protocol can’t exploit short term correlations. This means that the number of sleep
cycles is decreasing (as we can see in Fig. 3.14 (b)) and, therefore the power consumption
is slightly increasing.

As we described it in section 3.4.1, several quality metrics show a certain optimum
in regard to the size of the sample FIFO. However, if for some reason, only the power
consumption would be of any significant interest, a size 1 sample buffer12 would be preferable.
This configuration offers the quickest response, but then it results in a poor sampling quality,
similar to a blind ZOH in a worst case scenario depending on the dynamics and correlation
structure of samples.

12That holds a single pair of measurements.
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TEq Sensitivity Analysis

In this subsection I will investigate how is the DSS protocol affected when we change the
user specified threshold of expected inaccuracy (TEq). I also discuss the effects of the
threshold on the protocol overhead.
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Figure 3.15: TEq static sensitivity analysis: estimation error

In Fig. 3.15, we can see that if we increment the user specified threshold of expected
inaccuracy, the extrapolation error is increasing. The simulation configuration is as I
described earlier. There were 25 nodes (in a 5x5 grid arrangement) in the network, where
they are not moving. The samples that are fed to the network are as I described in section
3.6.1. Each node can track up to 8 nodes, and in the 5x5 grid each node has maximum of 8
neighbors. The simulation time is 1000 seconds and the sample buffer length is 15. Like
in the previous comparison, in this static environment the DSS protocol outperforms the
deterministic clustering roughly 3-4 times regarding the estimation error. Please note that
the samples between nodes are virtually not correlated in 30% of time (as I discussed in
section 3.6.1).
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Figure 3.16: TEq static sensitivity analysis: overhead and sleep cycles (a) power consump-
tion (b)

As I mentioned it earlier, the blind deterministic clustering scheme achieves the theo-
retically minimal energy consumption (using same sized clusters). Fig. 3.16 (a), indicates
how much the power consumption of the Dynamic Sampling Protocol converges to this
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minimum. However, as the power consumption is decreasing, the extrapolation error is
increasing (Fig. 3.15).

In Fig. 3.16 (b), we can see the average number of sleep cycles per node and the average
number of sent messages per node, as we change the TEq (threshold of expected inaccuracy)
parameter. As I pointed it out earlier, if the parameter increases, the number of sleep
cycles increases as well, and thus the power consumption decreases. Before each sleep cycle,
there is a three step negotiation, with the first step (extrapolation request) being implicit
(carried in the packet along with the sample). The remaining two steps result in overhead
packets, the average overhead per node (in sent packets) is therefore strongly correlated
with the number of sleep cycles, and is increasing as the TEq parameter is increasing.

The number of overhead packets is approximately equal to the number of sleep cycles
times two; however, this relation varies strongly from node to node, although, in average
(per node) this is a close estimation, as shown in Fig. 3.16 (b). This overhead could slightly
increase in case of dense neighborhood, since in this case more nodes can apply for the
competition (send an extrapolation response). The increase in node density means that
a node will probably have more neighbors. Since the number of nodes that a particular
node can track has a fixed upper bound, the number of answers to extrapolation requests
in the network, has also an upper bound. When I simulated the network, I have set this
parameter to be equal to the number of neighbors, maximizing thus the potential power
consumption of nodes. I did this so the power consumption is not limited by a theoretical
resource constraint. Of course, this could mean a highly stressed communication channel,
but in reality, since the small size of frames and the distributed nature of the protocol,
this would not cause a significant change in performance. Please note the communication
efficiency; the small number and size of protocol messages.

3.6.4 Power Balancing

In this section I discuss the power balancing capability of the Dynamic Sleep Scheduling
protocol.
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Figure 3.17: Power dispersion comparison

In Fig. 3.17, we can see the comparison of power balancing capabilities of the Dynamic
Sleep Scheduling protocol and the deterministic cluster approach. The deterministic
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operation of cluster based systems ensure a periodic detection window (in probabilistic
operation expected detection window). This capability causes a constant power dispersion
throughout the network over time, which could significantly decrease the global lifetime,
or can make the network segmented. As we can see in Fig. 3.17, the Dynamic Sleep
Scheduling protocol balances the energy reserves of the network, and increases thus the
global lifetime of the network (3.1). The measure of dispersion is σ(.), standard empirical
dispersion (sometimes referred to as std(.)) with Bessel’s correction (since we estimate the
mean as well).
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Figure 3.18: Network power level: state at 1s (a) and at 45s (b)

Fig. 3.18 (a) is a snapshot of energy reserves in the network, during the first second of
the simulation. As I mentioned it earlier, the nodes were arranged into a 5x5 grid. The
user specified threshold of expected inaccuracy was 0.15, the samples buffer size was 20,
and the initial power dispersion was uniform random. As we compare the snapshots from
the 1st and 45th second (3.18 (b)), it can be observed, that the nodes with higher energy
reserves consume more energy, than the others.

In other words, the Dynamic Sleep Scheduling protocol (DSS) has the ability to as it
were “distribute“ the energy reserves among the nodes, so to extend the network lifetime
(3.1).

3.7 DSS Dynamic Analysis and Comparison

In this section I analyze and compare the dynamic properties of the dynamic sleep scheduling
protocol. In order to remain comparable with previous results, I continue to use the
clustering class of protocols that achieve the theoretically maximal energy savings even if
the network is mobile. The notion of deterministic clustering thus is extended to mobile
environments where the nodes are moving, so the basic assumption that the nodes that are
close to each other are well correlated cannot be exploited anymore.
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This is because the deterministic or probabilistic approach to cluster formation by
definition cannot adapt to the environment. Instead, the network retains its initial cluster
structure even if the nodes are constantly moving13. In view of the fact that this gives us
the theoretically maximal energy saving14 (achievable with two sized clusters) this is a
hard but suitable reference for DSS.

First I will discuss the used mobility model, and then I will explain the behavior of the
DSS tracking register.

3.7.1 DSS Mobility Model

In this section I describe how are the node trajectories generated during simulations.
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Figure 3.19: Node trajectories (see Fig. 3.20 also)

In Fig. 3.19, we can see the trajectory of four mobile nodes. The procedure was
as follows. First I generated four via points, for each path, and then interpolated the
coordinates with a 2D cubic spline. A tridiagonal linear system (with, possibly, several
right sides) was being solved for the information needed to describe the coefficients of
the cubic polynomials which makes up the splines[46][47][48], which is the path that a
particular node will take during simulations.

In Fig. 3.19, the crosses represent the points in time when the node updates its position
(usually after each sampling cycle). In order to enhance the model, the destination points are
not chosen randomly. First I estimate the determination index of the generated (or received)
sample pairs, and then I optimize the positions of via points. This optimization method
in statistics is known as metric multidimensional scaling (MMDS). The multidimensional
Scaling (MDS) is a method for visualizing dissimilarity data [49][50]. This type of data
arises when we have some set of objects (measurements), and instead of measuring the
characteristics of each object, we can only measure how similar or dissimilar each pair of

13Please note that this is a theoretical model that assures the minimum power consumption, since in
real life it would need at least time synchronization between the nodes of a particular cluster, which alone
would raise the power consumption. Still, as a reference is very useful, since its power consumption is
optimal, and can highlight the asymptotic convergence to this theoretical threshold.

14Assuming perfect coverage i.e. every ∀fi ⊆ F is monitored by one and only one node, further it uses
deterministic timing which means that in any given iteration, only one node is active at a time, and
therefore achieve optimal power consumption.
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objects is (so called known distances). The super set of classical MDS that generalizes the
optimization procedure to a variety of loss functions and input matrices of known distances
is known as Metric Multidimensional Scaling (MMDS).

In my case the known distances between points are the scaled determination indexes
Dist(X, Y ) = 500(1−R2

f (X, Y )) and the goal is to find a configuration of 2D points in the
plane that are close to the so called known distances (the typical goal of MDS is to create
a configuration of points in one, two, or three dimensions, whose interpoint distances are
”close” to the original dissimilarities [51][52]). This optimization step makes the trajectories
of nodes consistent with the correlation structure of samples (the lower the determination
index between two nodes the further thet are from each other, as observed in Section 3.3).

3.7.2 The Tracking Register

In this section, I describe the DSS tracking register in detail. In order to facilitate the
explanation, I manually chose the destination points and visualized a snapshot of the
registration process. Please note, that by no means are the destination points during
simulations chosen manually.
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Figure 3.20: Tracking register of node n1 (see Fig. 3.19 also)

Each node has a so called tracking register (first row of the ALLOC vector, Fig.
3.20). In this register a particular node can store which nodes are tracked in its vicinity.
The ALLOC vector is as long as the MaxNM (maximum number of monitored nodes)
parameter permits, so the tracking register is of finite entries, where MaxNM nodes can be
stored. In Fig. 3.20, it can be seen how the nodes are tracked (registered and unregistered)
based on their distances from the monitoring node (in this case node n1). The lower
sub-figure has four curves which indicate the distances between node n1 and the rest of the
nodes (n2, n3 and n4 for simplicity) in time. A horizontal line indicates when a particular
node is in the communication15 range of n1.

All the nodes are sampling the environment each second, so this is the minimum
detection time. The garbage collector timer (Timer 3) is set to 20 seconds, i.e., as I
explained it earlier if node n1 (in this scenario) has not heard about a particular (already

15Please note that there is a difference between sensing and communication ranges. Usually the former
is smaller.
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registered) node by the expiration of this timer, it un-registers it, and by doing so it allows
other nodes to be registered. On the upper subfigure of Fig. 3.20, we can see which node
is registered, and for how long (when is the particular node tracked by n1). The two
sub-figures are time-synchronized. For instance, the second node n2 is being tracked by
n1 from16 second 12 to second 76, because n2 is in its sensing range since16 second 2 and
goes out of range for only 18 second (from second 14 to second 32). Since 18 second are
covered by the garbage collector timer, n1 will not un-register it. However, when n2 goes
out of range for the second time, starting at the 56st second, after 20 seconds16 node n1
un-registers it.

3.7.3 Dynamic Performance and Comparison

In this section I discuss the sensitivity of the user specified threshold of expected inaccuracy
(TEq) parameter in mobile environment, as well as make comparisons with the deterministic
cluster approaches described earlier. After it, I provide overhead analysis. There will be
three figures. One, which describes the estimation error, one, which describes the power
consumption as well as asymptotic behavior, and finally one, which describes the number
of sleep cycles as we change the TEq parameter. The simulation parameters were as
follows. There were 25 nodes in the network, all of them mobile. Each node had a 140
unit communication range, each node could monitor up to 8 nodes (MaxNM = 8). The
simulation duration was 200 seconds, the paths taken by nodes were as explained earlier
and finally the buffer length was 15.
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Figure 3.21: TEq dynamic sensitivity analysis: estimation error

In Fig. 3.21, we can see the profile of the estimation error as we change the TEq
parameter, as well as the comparison with its reference. As expected, the profile is quite
similar to the case of static environment, except that the extrapolation error is slightly
higher due to mobility. The DSS protocol still outperforms the reference, but not by as
much as in the static environment. The estimation error is increasing as we increase the
TEq parameter as desired and expected.

16Please note that (as I mentioned it earlier) the Model Updater EFSM has the lowest priority and since
this automaton implements the garbage collection (line 1), the registering and un-registering process can
wary in time depending on how many higher priority events interfered.
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Figure 3.22: TEq dynamic sensitivity analysis: overhead and sleep cycles (a) and power
consumption (b)

In Fig. 3.22 (a), we can see the average number of sleep cycles per node and the average
number of sent messages per node, as we change the TEq parameter. The maximum
number of sleep cycles is 20 because the simulation run time is 200 seconds, each sleep
cycle takes 5 seconds, and at least one node in the dynamic cluster formed by the DSS has
to be awake 20 = (200/5)/2.

In Fig. 3.22 (b), we can see the mean power consumption per node (the same consump-
tion model as I described during the static scenario). The speed of the EFSMs was 100
ticks/sec, for a sleeping node I chose the power consumption to be 0.001 units/tick and
for the awake node 0.01 units/tick. Given the parameters is easy to compute the average
power consumption of a node for the deterministic clustering, which is 110 units in this
scenario (110 = 100 ∗ 100 ∗ 0.01 + 100 ∗ 100 ∗ 0.001) since each node is sleeping in half of
the time, this is the theoretical threshold in this scenario.

As you can see if we increase the TEq parameter, the power consumption is converging
to the threshold, but of course the estimation error is increasing during this time as well
(being still significantly below the reference, as Fig. 3.21 indicates).

Since there is always a protocol overhead (in the bargaining phase when both of the
nodes have to be awake, no matter how well are their samples correlated) we cannot achieve
20 second long cumulative sleep time; that’s why the DSS power consumption is converging,
but never achieves the power consumption level of the deterministic clustering method. Of
course, as I explained it earlier, this is a theoretical reference, since deterministic clustering
does not support dynamic environments and even if it would, it would probably have some
communication overhead as well, which would cause this protocol to only (in the best
scenario) converge to this minimum. As we can see on the second curve, the overhead is
strongly correlated with the number of sleep cycles, according to the earlier discussions.
The number of overhead packets is approximately the number of sleep cycles times two;
however, this relation is strongly varying from node to node, although in the average
(per node) this is a close estimation. This overhead could slightly increase, in case the
neighborhood is denser, since in this case, more nodes can apply for the competition (i.e.
send an extrapolation response).

3.7.4 Power Balancing

In this section I discuss the power balancing capability of DSS in dynamic environment, as
well as compare it to the reference. There were (similarly) 25 nodes in the network, all of
them mobile, each node had a 140 units communication range, each node could monitor or
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track up to 8 nodes (MaxNM = 8). The simulation duration was 200 seconds and the
buffer length was 15. The initial power distribution was uniform random.
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Figure 3.23: Power dispersion comparison

In Fig. 3.23, we can see the power dispersion in time. The measure of dispersion is σ(.)
standard empirical dispersion (sometimes labeled std(.)) with Bessel’s correction (since we
estimate the mean as well). As shown, the DSS protocol has a strong power balancing
capability, since the dispersion of power among nodes is continuously decreasing; it is being
equalized. That’s because from all of the candidates, the node with the lowest energy
reserves will sleep. It is unlikely that this particular node will be out of range, and if it
even is, the node with the next lowest energy reserves will sleep. Thus, if the mobility of
nodes causes the network only to be temporarily fragmented, the power dispersion profile
will be retained, and so does the network lifetime GL (3.1) will be approximately the same,
although the estimation error will increase.

In Fig. 3.24 (a), we can see the power level status in the first second of simulation. In
Fig. 3.24 (b), we can see the same in the 45th second. I chose the initial power dispersion
to be the same as in the course of the static analysis (uniform random), so the profiles are
comparable (Fig. 3.18 (b) and Fig. 3.24 (b)). Please note that since this is a dynamic
analysis, the (X, Y ) spatial positions of nodes are only logical and thus only serve as labels.

As it can be observed, the outcome is similar to the outcome in the static case. The
nodes with higher energy reserves tend to be left awake, and the nodes with lower energy
reserves tend to sleep.

3.8 Conclusions

The dissertation in this chapter, proposes the Dynamic Sleep Scheduling protocol (DSS), a
fully distributed WSN scheme. Some of the applications of DSS are efficient environmental
monitoring, surveillance, early warning systems and similar. In DSS, the nodes in the
network are monitoring each others neighborhood, dynamically learn the linear relations
(if any), eliminate (send to sleep) the redundant nodes, and estimate the deficient data,
without the need for offline pre-computations, dedicated phases, nor base station assistance.

There is no need for time synchronization, nor localization either. The system is
prioritized. The Sampler EFSM has the highest priority, so during distributed operation
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Figure 3.24: Dynamic network power level: state at 1s (a) and 45s (b)

the sampling period is assured (precision is only limited by the node’s local timer precision
and jitter) which is usually a desired trait. The algorithm is based on continuous estimation
and correlation monitoring, where the extrapolation error can be well controlled by the
user, using the user specified threshold of expected inaccuracy parameter.

DSS can be gradually enabled on the network, i.e. from a deterministic timing, when the
detection time is guaranteed, to the full adaptive mode, when DSS spares as much energy as
the correlation patterns and the user specified threshold permits. Another advantage of the
DSS protocol is the strong energy balancing capability, which can significantly extend the
lifetime of the network. The DSS protocol is designed to support changing environments
and as the survey [1] indicates, at the time of development it was the first of its kind. DSS
is robust, and can function even if the network has broken up to isolated segments, and it
can easily cope with frequent node failures as well. Further, the protocol overhead is small
both in frequency and size, it is well correlated with the number of sleep cycles, which can
be controlled by the TEq parameter (as simulations showed). Since the communication
is local, the power requirements for the overhead frames are minimal. Also, there are no
network level interferences introduced, as opposed to base station centralized approaches.
If the measurements are not correlated, then the DSS switches back to deterministic mode,
but only on the segment where the network is affected.

Through this dissertation, I provided and discussed an excessive amount of simulation
results, analytical analysis as well as comparisons. The main component of the DSS
protocol is the Adaptive Regression Method (ARM core) which I first analyzed separately
in great detail. I demonstrated my assumptions using a short case study and discussed
the properties of the measurements. In order to better understand the model, I described
the DSS in two levels. First the overall function using illustrations, and then, defined the
extended finite state machines using pseudo-code. I have also analytically analyzed the
relations of errors and formulated as well as proved four lemmas regarding the behavior
and limitations of regression. Based on this knowledge, I generated samples in order to
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generalize the results. The simulations results were divided into two parts. First the static,
and later the dynamic analysis. During both, I provided extensive parameter sensitivity
analysis and many comparisons. I demonstrated the power dispersion lowering capability
of DSS, study its overhead, while I also described and showed the process of trajectory
generation as well as the behavior of the tracking register.

The results show that DSS outperforms the cluster based approaches, in both static
and dynamic environment. It converges to the theoretically minimal energy consumption
in both scenarios. Further I showed, that the power balancing capability of DSS is strong,
and mobility did not affect significantly its power dispersion profile. Finally, the DSS
protocol has been implemented on MICZ sensor nodes and presented and demonstrated on
several occasions.



Chapter 4

Rare Event Forecasting

4.1 Introduction

A Wireless Sensor Network (WSN) is a collection of sensor nodes interconnected by wireless
communication links, where each node can monitor a wide variety of ambient conditions
such as temperature, humidity or, in my case, vehicular movement. A significant part
of the problems that are distributed in nature, like vehicular movement detection, can
be represented and studied through discrete event models, where each event occurs at
an instant in time and marks a change of state in the system. As a result, the lowest
abstraction questions concern the occurrence and type of a particular event in the system,
where the information regarding future events can especially benefit many applications
like target localization, distributed track prediction, surveillance, early warning systems,
etc. Dynamic sampling protocols (DSPs) predict the network segments a new event will
probably affect; based on this information, only these selected segments will be in high
resolution sampling mode, generating high energy savings and extending thus the network
lifetime.

A significant part of the problems that are distributed in nature, like dynamic sampling
or vehicular movement detection, can be represented and studied through discrete event
models, where each event occurs at an instant in time and marks a change of state in the
system. As a result, the lowest abstraction questions concern the occurrence and type of a
particular event in the system, where the information regarding future events can especially
benefit many applications. In a time driven sampling or monitoring application the main
concern is to insure that the sampling period is stable, the network is power efficient, and
stays coherent so that the data can reach the sink. In contrast to time driven sampling,
there is no need in event driven environments to sample continuously without interruption.
Only the appropriate physical property of the phenomenon marked by the event needs to
be sampled.

The system can monitor the environment by a resource optimized sampler which is
only to detect events and not to store or process any samples. When scheduled the
high resolution sampler is activated to sample the appropriate physical property of the
phenomenon marked by the event, via resolution optimized hardware. Since it takes time
to detect an event (triggered by the signal we already ought to sample) and to power up
the high resolution, or special resource intensive sampler, we must start the sampling before
the signal is detected. This calls for dynamic event forecasting, which is the main feature
of the proposed system.

74
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Let’s consider an example, in which a sensor network is used to collect classification
and weigh in motion (WIM) data on a particular road segment. Based on this data,
road authorities can estimate the class-specific average annual daily traffic (AADT) and
the average annual daily load (AADL). We assume that a sensor node is able to detect
passing vehicles using magneto resistive passive sensing technology, which can detect
three-dimensional changes in the Earth’s natural magnetic field if a large metal object, e.g.,
a car or a truck passes by. This causes the sensor’s outputs to switch and send a wakeup
call to the sensor which registers the event, but misses (al least half) the vibration profile.
Using the event information, the node schedules its sampler, which turns on and samples
the built-in tri-axial acceleration meter before the next event occur, and based on the full
profile of road vibrations can safely classifie the passing vehicle.

The forecasting method that I propose is an instance based algorithm[53]. These
algorithms delay the processing of training examples until they must label a new query
instance; thus, they do not need to form an explicit hypothesis of the entire target function
over the entire instance space[54][55]. The main advantage of instance based algorithms
is the ability to model complex target functions by a collection of less complex local
approximations, and the fact that the training examples are never lost, in contrast to other
soft computing models like neural networks.

My method is fully distributed and robust. Each node collects information about events
that occurred near (in time) the target event I want to predict. The information is stored
in time-space signatures (TSSs). When a forecast is requested, the latest event sequence
(history) is matched over the stored TSSs.

The proposed method is also anytime. Most algorithms either run to completion, or they
provide no useful solution. Anytime algorithms, however, are able to return a partial answer,
whose quality depends on the amount of computation they were able to perform[56][57].
This allows a highly dynamic use of computation resources.

In this chapter, I describe the event forecasting method in an event driven[58][59]
environment and its framework which heavily relies on a clear, artifact free event signature
database. I also introduce a procedural, as well as a competitive signature extraction
scheme, which can provide and maintain a clear event signature database. These schemes
can continuously keep the events signature database low on artifacts, they can dynamically
estimate the number of sequences, and by doing so they are able to continuously extract
the event signatures from noisy, overlapped events detected by different sensors in a
distributed environment, where the information for a reliable forecast is scattered among
the measurements. I also propose a stochastic non i.i.d. aperiodic event generator to
describe events generated by local sequences (in our example originating from vehicular
movement) and a single event/single sensor method to estimate the velocity of cars.

The chapter is organized as follows. In Section 4.2 I discuss the related work, whilein
Section 4.3.1 I propose the single event/single sensor velocity estimation method, after
which in Section 4.4 I propose and evaluate the non i.i.d. event generator.

In Section 4.5, I propose the anytime event forecasting scheme and in Section 4.6 I
formulate the problem of signature extraction. To resolve this problem, in Section 4.7 I
propose a procedural, and in Section 4.8 an iterative signature extraction method. Both
methods have their different advantages, nonetheless they solve the same problem. Finally
in Section 4.10 I conclude this chapter. Each part is evaluated analytically or empirically
by means of simulations or real world measurements.
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4.2 Related Work

In recent years several time series forecasting solutions were proposed based on statistical
methods [60] or fuzzy logic[61]; nevertheless, these approaches are often not usable in
a cooperative and distributed wireless sensor network, in which the sensing of an event
sequence by a particular sensor is partial and the measurements of several nodes are
needed to build the complete information. As a result, novel distributed event forecasting
techniques are required to be devised.

For the problem of position forecasting in distributed environments there are specific
solutions, such as the Distributed Prediction Tracking (DPT) algorithm[62] for example.
This algorithm is based on a simple mobility model, as it uses a linear predictor that takes
into account only the previous two locations to predict the next one. Usually, several sensors
are simultaneously needed to track a specific target, which implies coordination questions[63].
The mobility of devices can result in significant challenges, but great opportunities as
well[64].

Please note however that event forecasting is a more general problem than position
forecasting. For example, let’s consider that we have a wireless sensor network based early
warning system installed in a small factory in order to predict unwanted events like gas
compressor overloads for example. We can observe several events in a row at different
locations inside the factory indicating such a case. My goal is to predict these events
based on dispersed, noisy and partial observations without a teacher. There are several
approaches (e.g., [65]) to robustly detect events in real-time; however, causal relations
between events are usually not considered. To my knowledge there were no other studies
on adaptive event forecasting based on causal relations in general for WSNs at the time of
publications.

Related to the problem of signature extraction I will proposed a scheme which can
off-line extract the event signatures from the measurements. The difficulty with this
approach was that the method is procedural (not iterative or continuous) and caused huge
fluctuations in the amount of available resources. Therefore, later on I focued on the
problem of continuous signature extraction scheme, which builds and maintains an event
signature database continuously. Since the procedural approach has its strong advantages
(e.g., it is more discriminating) I propose both methods, but for different applications and
environments.

This dissertation also proposes a stochastic non-i.i.d. (Independent and Identically
Distributed) aperiodic event generator. The closest to my approach are the traffic generators.
In the literature there are many traffic models proposed based on self-organizing cellular
automaton [66], on a stochastic model [67] containing purely random motions, on a traffic
stream model [68] based on hydrodynamic phenomenon, on a Queue Model [69] where
the roads are modeled by FIFO queues in which the cars are the clients, etc. The closest
work to mine is though [70], in which the authors propose a probabilistic approach to
model aperiodic traffic. However, the authors ignored the auto-correlation of reference
measurements and used an aperiodic work arrival function to feed in aperiodic events.
Further, the model is intended for communication protocols and their goal is to support
more realistic WCRT (Worst Case Response Time) evaluations. In contrast, my model
focuses on, and is validated for vehicle traffic, where the auto-correlation of samples and
its burstiness is addressed and reproduced. Please note, that the proposed model does not
generate traffic, but events, that would be caused by such traffic in our model.
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4.3 Moving Noise Source Speed Estimation

In this section I describe a method that can be used not only to detect events, but to
estimate the speed of a noise source using only minimal hardware as well as software
resources. In this chapter, I first discuss the methodology, then give an analytical model of
the signals, then I propose the speed estimation method and finally evaluate it. The events
collected during this process were used in many sections throughout this dissertation.

4.3.1 Signal Modeling and Sequence Collection

For the collection of events I used a small WSN deployed nearby various types of roads and
crossroads, where the sensors transformed the sampled waveforms generated by vehicles
into event descriptions that included the sensor’s location information, a time-stamp, and
the intensity of the signal as a degree of confidence in its detection.

Figure 4.1: Satellite image of the configuration F used during measurements

One of the eight analyzed topologies can be seen as a satellite image in Fig. 4.1, and
all the topologies as maps in Fig. 4.2. Each node sampled the built-in microphone at
fs = 1/T = 4kHz with q = 8bit quantization. The nodes periodically collected m = 400
samples, computed the

Figure 4.2: The different measurement configurations



78

In[rms] =

√√√√ 1

m

n∗m∑
k=(n−1)∗m+1

(Sk)2 (4.1)

root mean square (RMS) intensity ([I1,I2,I3,...]), where In is the n-th RMS intensity
value, Sk is the k-th sample, and stored it. Thus, the effective sampling resolution was
Res = m ∗ T = 100ms, i.e., each second I had 1/Res = 10 intensity readings, stored in the
node’s FLASH memory.

Figure 4.3: The model of the measurements

In Fig. 4.3, I depicted the model of measurements to help derive the parameters of
the intensity curve I get when a car passes by a microphone. Suppose that the car is an
omni-directional source of sound waves which causes Ps = 1Pa local pressure deviation
from equilibrium atmospheric pressure at a distance Rs = 1m (this assumption will not
impact the model since I’m only interested in ratios).

Since the acoustic pressure decreases with 1/r the distance from an acoustic point source
(in anechoic chamber, no air damping nor frequency dependence included), the sound
pressure at distance Rm from the source (at the microphone) is Pm = (Rs/Rm) ∗Ps, with
good approximation. To calculate Rm, I use the Pythagorean theorem: Rm =

√
l2 + x2;

therefore, Pm = (Rm)−1, assuming Ps = 1Pa and Rs = 1m.
Since the output voltage of a microphone is proportional to the incident sound pressure

Umic = C ∗ Pm the output voltage of the microphone (which is proportionally sampled by
the nodes) is

Umic(x) =
C√
l2 + x2

(4.2)

where C[mV/Pa] is the transfer factor of the microphone.
Since the position of the car is x = v ∗ t where v[m/s] is the velocity of the car and t[s]

is the time, the output voltage of the microphone becomes

Umic(t) =
C√

l2 + (v ∗ t)2
(4.3)

Since I strive to avoid any major calibrations on the nodes, I work with the derivatives

dUmic(t)

dt
= − C ∗ t ∗ v2

(l2 + (v ∗ t)2)3/2
(4.4)
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Figure 4.4: The theoretical dUmic(t)/dt intensity curve

This is the form of the first derivative of the intensity curve captured by the nodes
when a car passes by them, and is depicted in Fig. 4.4. During the sampling I robustly
detect the time difference between the occurrence of the local maximum and minimum of
dUmic(t)/dt which is ∆t =

√
2 ∗ l ∗ v−1. Since I know the distance l, I have a single event

estimator for the v[m/s] = l ∗
√

2 ∗ (∆t)−1 speed of the cars.
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Figure 4.5: The processing of the raw signal

In Fig. 4.5, we can see the main steps of the signal processing. The curve denoted
Umic[rms] is the collection of intensity samples (one sample covers 100ms). The first step
is to differentiate (as I discussed earlier); then, I standardize the measurements (unity
dispersion i.e. σ(.) = 1, zero mean i.e. E(.) = 0), i.e., I basically adjust the amplitude to
the same level for each node. After standardization, I filter the samples with a boxcar filter
(moving average, where the tap is in the center) to eliminate the spikes. Finally, I detect
the local maximum and minimum and compute ∆t, where the estimated event’s occurrence
time is at the center between the extremes and it’s confidence is the Umic[rms] amplitude
at this occurrence time.
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4.3.2 The Method for Speed Estimation
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Figure 4.6: Processed samples and single/multiple event speed estimations

The model developed in the previous chapter shows that for speed estimation we can use
the following equation v[m/s] = l ∗

√
2 ∗ (∆t)−1. In Fig. 4.6 (a) we can see the (normalized)

captured RMS intensity curves from time synchronized nodes n1, n2, n3 and n4 in case of
scenario F. The vertical lines depict the event that has been extracted from the intensity
curves (or humps) above it. Their height represents the noise maximum relative to the
normalized floor (minimum noise level) and is used as a measure of confidence for an event’s
occurrence.

In the lower part of the figure we can see the speed estimations (on the left (b) for
a single event, on the right (c) for multiple events). The configuration of Noise source
Speed Estimation (NSE) based on Multiple Events (ME) is as follows. There are two time
synchronized nodes alongside the road, where the distance between them is known. When
a noise source passes by them, two events are registered. After this, we calculate the time
difference between the events and divide the known distance by the value of this time
difference, and we get a speed estimation (this method I mean when I mention the classical
way or NSE-ME).

In both cases (NSE-ME and NSE-SE) the resolution is not homogeneous (note the
logarithmic scale). The resolution of Noise source (in this case vehicles) Speed Estimation
based on Multiple Events (NSE-ME) at 50km/h is approximately 3km/h and at 100km/h
only 12km/h. The resolution of Noise source Speed Estimation based on a Single Event
(NSE-SE) at 50km/h is approximately 8km/h and at 100km/h only 28km/h1. This
resolution in the case of the NSE-SE is depicted by small circles and to further facilitate
comparison I depicted it on the NSE-ME sub-figure as well (the curve interpolates these
discrete values). The samples were randomized and divided into 10 parts each containing

1Please also note, that we discretized the measured values further to match that of the NSE-SE in order
to provide fair comparison.
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50 events, where the events were not reused. Using these parts, I estimated the 95%
confidence interval, for which normal distribution was assumed resting on the central limit
theorem.

The multiple event (NSE-ME) measurements tend to overestimate the high speed
domain, since it can easily happen during measurements (on a two-way road) that from the
right side a car activates the right node, and before it could reach the left node2, a different
car from the left reaches it. Since the events are not labeled, the system will register a
single car with higher speed than that of the first car.

4.3.3 On the Resolution of Speed Estimation

Here I first discuss the resolution of the noise source speed estimation based on multiple
events (NSE-ME), and then based on a single event from a single node (NSE-SE).

Figure 4.7: Modeling the resolution

Let’s consider the following situation depicted in Fig. 4.7. There are three main objects
I consider: the microphone, which is sampled at T = 100ms, the car which moves in
uniform rectilinear motion at v[m/s] velocity and passes by the microphone, and a vertical
line (on the right) which marks the position of the car at t = 0. The distance between the
microphone and the car’s position at t = 0 is b = v ∗ t.

I calculate the ∆v = v − vd which is the resolution of the measurements, where vd is
the closest discrete measurement possible to v, vd < v. Since vd = b/(t+ ∆tmin) and ∆tmin
is equal to the sampling period T (this is the maximum resolution in time)

vd =
b

b
v

+ T
=

b ∗ v
T ∗ v + b

(4.5)

Therefore, the resolution at speed v is

∆v = v − vd = v − b ∗ v
T ∗ v + b

=
T ∗ v2

T ∗ v + b
(4.6)

For example, let’s say that there are two microphones (synchronized sensor motes sampling
at T=100ms) and the first detects the car and marks it at t0, while the second microphone
b[m] further away also detects the car at t1. Then, the speed of the car is v = b/t where
t = t1 − t0. The resolution at velocity v is

∆v =
T ∗ v2

T ∗ v + b
(4.7)

2Please note that even though the sensors are placed close to the edge of the road (5m from the midpoint)
on a particular side, they can pick up cars on the other side of the road just as well.
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which means the next measurable speed which is lower than v is v −∆v and every velocity
between those two discrete velocities is rounded either to v or to v − ∆v, because of
the distance between the nodes and their sampling period. In the case of NSE-SE single
event measurement the resolution is worse, since the distance b is only b = v ∗ t, where
t = ∆t =

√
2 ∗ l ∗ v−1 (see Fig. 4.4) so b = v ∗ t =

√
2 ∗ l. Therefore the resolution is

∆v =
T ∗ v2

T ∗ v + b
=

T ∗ v2

T ∗ v +
√

2 ∗ l
(4.8)

The impact of speed variability on the estimation method described above is minimal. I
have already mentioned that on our sensors we cannot afford significant computational
overhead (signal processing in frequency domain based on Doppler Effect) so I estimate
the velocity and position of cars based on their noise RMS. Therefore, the cars do not have
to be strictly ballistic, rather the noise made by cars should be relatively constant during
the measurement. The noise made by vehicles consists of the engine noise and the noise
made by the wheels on the road and local atmospheric disturbances(mainly wind). All of
them could be safely assumed to be relatively constant for a time frame typically less than
a half second.

On this time-frame the noise variability mainly consists of spikes which are effectively
filtered out with a tuned 5th order Finite Impulse Response digital filter (illustrated in
Fig. 4.5). The effect on event detection is usually minimal as well (a couple of ms) since
the distortion in dUmic(t)/dt(Fig. 4.4) made by vehicle speed variability stretches or
compresses symmetrically, further since the high momentum of cars and the short time
frame, there is no significant speed variation either.

4.4 Non i.i.d. Event Generator

The basic model is as follows. I define the binary event e = (ID, µ, t) as something that
happened with confidence µ, at a given sensor identified by ID, at time t. I assume that
a localized or distributed signal processing algorithm can detect an event (for instance a
truck passing a sensor node can be detected based on the audio spectrum signature that it
produces) and provide a detection confidence µ ∈ [0..1] for each predefined event e ∈ E,
where E is the set of all possible events. If the µ detection confidence is significant, the
node broadcasts a message about the event where the µ ∈ [0..1] parameter is proportional
to the norm between the reference and the measurement.

As the cars move through the network, they generate different event sequences. A
moving car crossing the monitored field (or part of the road) generates a Global Sequence
(GS), which is a sequence of events in the network. There can be multiple GSs in the
network, which can overlap with each other or even with themselves (multiple cars crossing
the field randomly on a similar path). Each node is aware of only a subset of the global
sequence (GS), either due to its own observations, or by overhearing nodes in its vicinity.
These subsets are called Local Sequences (LS).

For illustration, let us suppose that a sensor field partially covers an uphill road, as in
Fig. 4.8. Cars are moving on the road, and are generating events on the nearby nodes (the
larger circles depict the sensing range). If a car passes on the road on side A, it will be
seen in order by nodes n1, n3, n2, n5, and n4. If I suppose that all these five nodes are in
each other’s radio range, all of them will be informed by the passage of the car next to
any of the other nodes. Thus, when the car arrives next to node n4, this node will see a
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Figure 4.8: An example of a sensor field that monitors an uphill road

corresponding normalized local sequence similar to LS1={(4,0.92,0), (5,0.91,-3), (2,0.95,-5),
(3,0.97,-9), (1,0.9,-11)}, which means that at relative time t = −11 node n1 detected the car
with a confidence µ = 0.9, then node n3 at time t = −9 detected the event with confidence
µ = 0.97 and so on. The confidence values and the detection times here are just some
examples. However, the differences in the successive detection times are an indication of
the vehicle’s speed, and can vary from car to car.

Similarly , if another car running on side B arrives next to node n4, having passed next
to nodes n5, n2, n3, and n1 in this order, the corresponding local sequence on node n4 will
be similar to LS2={(4,0.9,0), (1,0.99,-5), (3,0.92,-7), (2,0.91,-10), (5,0.91,-13)}. Please note
that the first sensor that detects a car on side B is not n4 but n5, since the B side of the
road at the bottom of the hill is not covered by the sensing range of node n4. Since n4 is
the latest that detected the car at the top of the hill, it is the first in the LS description
(as in LS1). The time between car arrivals is exponentially distributed, but once a car
arrives, it continues its way on the road in similar manner as the previous cars. Node n4
covers parts of both road sides, it will thus receive events originating from cars running in
both directions. The events are not labeled, so the node cannot distinguish between events
generated by cars passing on side A or side B of the road. Also, since more than one car can
be on the same road side in the same time, the received sequences can be overlapped even
with themselves. During discussions, this example will be used throughout the chapter.

4.4.1 The Proposed Generator

Based on the retrieved data I devised a model that can generate similar events to what was
observed. Please note, that this model does not meant to generate traffic, but events that
are caused by vehicular movement. Further, it must be consistent i.e. it must adhere to
the norm of sequences in a way that the output of the generator must generate sequences
based on the LSs specified at the input, and by doing so, not introduce events based on
unspecified sequences with regard to the norm. Please also note that this is not a restriction
on the model, but a demand of consistency. I’m free to generate events based on any LSs I
chose.

Algorithm 6 defines the proposed event generator. The input parameters are as follows:
First LS represents the Local Sequences (#LS denotes how many sequences are inside
LS) we want to base our generated events on, where the upper index selects one of these
sequences (lets call the first sequence L = LS1) where the bottom index of L selects the
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Algorithm 6 S = F (LS, sT, Jtλ, [Jmθ, Jmk], Poλ)

1: S = {}
2: for n = 1 to #LS
3: cs = 0
4: while cs ≤ sT
5: L = LSn

6: for m = 1 to |L|
7: Lt(m) = Lt(m) + exp(Jtλ)− Jt−1λ
8: cs = cs+burstProfile(cs, [exp(LSnλ), LS

n
Q, LS

n
P , LS

n
S ])

9: S = S ∪ (Lt(:) + cs);
10: S = S ∪ poissonPointProcess(Poλ)
11: Sµ(:) = gamma(Jmθ, Jmk)

timestamps of events, and the brackets select one of the event. The following parameter sT
represents the time frame the generated events are meant to cover, Jtλ the parameter of the
exponential jitter added to events (mean λ−1), the [Jmθ and Jmk] pairs the parameters of
gamma distribution that generates the confidence of events, and finally Poλ the parameter
of a Poisson point process that generate random events representing false detection (mean
time between events Po−1λ ). Please note, each of the random distributions are exponential
or related, i.e. a gamma(θ, k) distribution with shape parameter θ = 1 and scale parameter
k is exp(k), and the sum of n exp(k) variables is of gamma(n,k) distribution, further
the poissonPointProcess(Poλ) generates events using exp(Poλ) inter-event time (mean
inter-event time is λ−1).

Now let’s take Fig. 4.8 as an example throughout this description and let’s say that we
want to model this scenario. In this instance there will be two local sequences enforced by
the topology, namely LS1 and LS2, as discussed earlier. Further let’s say that we want
to generate events that covers sT [sec] time period. So there is a monitored uphill road
and the question is what events will be generated by the traffic. Please note, that each
LS holds its own burst profile parameters (LSQ, LSP , LSS) as well as the reciprocal value
of its exponential mean start time LSλ). First I discuss how each sequence is successively
merged into a collection of interlaced events, and then I discuss the added noise.

The generated events (line 1) are collected in the set S, which will be the result. For
each LS (line 2-9) we generate the event sequences (line 4-9) by starting the n-th local
sequence multiple times (on the same road multiple cars are passing through), until it
reaches the simulation end time sT . By starting I mean to copy the events of the n-th
LS (Ln) to the S set where the event’s timestamps are shifted (line 9). Between each
start there is an exponentially distributed random delay exp(LSnλ ) (line 8) (in my example
LS1

λ = 1/68 and LS2
λ = 1/45), which represents the time between car arrivals (in this case

there is more traffic on road B, represented by LS2). The notation Lt(:) + cs means (line
9) that we select the time stamp (t) of each ((:)) event from the L local sequence and add
to it cs (this is the shifting), which stores the offset when the L local sequence is started
and merged with the rest of the events in (S).

I also add a time jitter to each event (line 6-7), which follows exponential distribution
(shifted to zero mean) of parameters exp(Jtλ) (line 7). This jitter models the time deviations
between events in a particular sequence (each car has a different speed profile). Then, I
also add noise to the events, using a Poλ rate Poisson point process (line 10), i.e., the time
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between noise events is of λ parameter exponential distribution (mean 1/λ). The noisy
events are uniformly distributed among the nodes. Finally, I generate the µ record for
each event in S which is of ∼ gamma(Jmθ, Jmk) distribution (line 11). This models the
inaccuracy of the detection.

Figure 4.9: The repetitive burst profile function: y=burstProfile(x, [T,Q, P, S]);

As we can see (line 8) the inter arrival time (between sequence starts) is not i.i.d.,
since I introduce a burst profile function (line 8, Fig. 4.9) which modulates the mean
time between sequence starts (car arrivals). Between each sequence start there is an
exponentially distributed random delay (T parameter of the burstProfile) plus a variable
constant to represent the burstiness of the traffic. As it will be evident, the inter arrival
time (between sequence starts) is non i.i.d. (identically distributed and independent), since
the density profile function modulates the mean start of sequences i.e. when vehicles arrive
to the monitored segment.

Fig. 4.9 depicts the burst profile, which modulates the mean (T) start time of sequences,
and has four (T,Q,P,S for each TSS separately) parameters. The mean TSS sequence start
time (T), the mean of the TSS sequence start time in the traffic batch (Q), the end of the
batch region (P), and the length of a batch period (S). The missing parameters (O, V, R
visualized on the figure) can be calculated from the given parameters, which define the
profile.

Since
∫

burstProfile(x)dx = 0 in order (during burst creation) for the average traffic
to stay the same, T1 must equal T2, where T1 = ((P + V )/2) ∗ (T − Q) and T2 =
(((S−Q)+(S−R))/2)∗(O−T ). The burst function is made up of two constant and one linear
function in the middle, where f1(x) = Q, f2(x) = (O−Q)/(R−P )∗x+(QR−OP )/(R−P )
and f3(x) = O, where V = (R(Q−T )−P (O−T ))/(Q−O) can be easily calculated. With
these constraints O = (QR− 2TS+PQ)/(R− 2S+P ) where R = ((S−P )/(100))∗E+P
and the final solution after substitution:

O =
S(EQ− 200T )− PQ(E − 200)

(E − 200)(S − P )
(4.9)

where E is the percentage of the depletion region that the ramp (linear function) occu-
pies (in our case 25%). Please note, that the function is repetitive i.e. burstProfile(x,
[T,Q, P, S])=burstProfile(x+S, [T,Q, P, S]) or in other words x = mod(x, S).

4.4.2 Evaluation of the Event Generator

In this section I present six major comparisons. The real world samples were taken from
topology F, the generator default parameters were as follows: LS1=[4 0; 3 -5; 2 -7.4; 1 -10.2],
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LS2=[1 0; 2 -2.8; 3 -5.2; 4 -10.2;], LS1
λ=1/68, LS2

λ=1/45, sT=9500, Jtλ=0.5, Jmθ=2.75,
Jmk=0.09, Poλ=0.05
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Figure 4.10: Mixed events obtained after multiple executions of LS1 and LS2

Fig. 4.10, illustrates the events generated by the above algorithm and detected by the
five nodes, over a 1500sec simulation period. The burstiness of the traffic can be well seen
(modulated according to the burst profile, line 8, Fig. 4.9).
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Figure 4.11: Run sequence and lag plot comparisons

In Fig. 4.11 (a)(b) (top) I compare the run sequence plots of the data. The run sequence
plot displays the consecutive time gaps between events that the network as a whole received,
indexed by their order of occurrence. As we can see there are no significant shifts or trends,
nor outliers in respect to the reference.

In Fig. 4.11 (c)(d) (bottom) I compare the lag plots of the data, where both axes list
the run sequence (consecutive time gaps between events) as in Fig. 4.11 (top). The lag is
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chosen equal to 1 so the vertical axis is the same as the horizontal, except that it is shifted
forward by one, i.e., the x coordinate of a particular Pk point on the lag plot represents
the time gap before the k − th event, and the y coordinate represents the time gap after
the k − th event. We can see that the structure is similar, and there is neither significant
structure nor trend.
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Figure 4.12: Autocorrelation and various empirical density function profile comparisons

Fig. 4.12 compares different probability density function (p.d.f.) profiles (in the figures
I depicted the absolute frequency instead of the relative one so that the comparison can be
stricter) and the auto-correlation of the inter-event time sequences. Each curve is depicted
with a 95% confidence interval, for which normal distribution was assumed resting on the
central limit theorem. Fig. 4.12 (a) (top, left) depicts the p.d.f. profile of the inter-event
time originating from the network as a whole. The spikes in the profile can be traced back
to the average inter-event time in the local sequences. If we study the p.d.f. profile of
the inter event time on node-by-node basis - Fig. 4.12 (b) (top, right) (just rearranged
events) - the spikes disappear, since then it is a close estimation of the p.d.f. profile of
the time between car arrivals (assuming here the topology from Fig. 4.8). Both profiles
closely match. In Fig. 4.12 (c) (bottom, left) we can see the p.d.f. density profile of the
event occurrence probability, which can be closely approximated by a gamma distribution.
Finally, Fig. 4.12 (d) (bottom, right) shows the auto-correlation of the inter-event time
sequences, which is caused by the burstiness of the traffic. It is well modeled by the
discussed density profile. The 95% confidence intervals (that can bee seen on the figure)
are symmetrical, for which normal distribution was assumed resting on the central limit
theorem.

In order to offer numerical references for the goodness of fit, I provide the results of
hypothesis testing, where H0 hypothesis was as follows: the two sample sets came from
the same distribution, and H1 alternative: they are from different distributions. The
two-sample Kolmogorov-Smirnov test does not rejected the null hypothesis for the samples
depicted in (a) at the standard 5% significance level, where the sample population is
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n = 100, p-value p = 0.12± c where c = 0.068 which is a 95% (ε = 0.05) confidence interval,
based on nc = 16 population. The populations for confidence interval estimations were
not reused, an the complete number of distinct events used to estimate these values were
n ∗ nc ∗ 2 = 3200. Similarly, the results for the distributions depicted in (b) are n = 100,
p = 0.27 ± c, c = 0.11, nc = 16, eps = 0.05 and for (c) n = 100, p = 0.63 ± c, c = 0.14,
nc = 16, eps = 0.05. Neither of these (a)(b)(c)similarity tests were rejected based on the
standard 5% significance level on the whole range of the 95% p-value confidence. Finally,
the 95% confidence interval of the auto-correlation profile of the reference sequences fully
cover the confidence interval belonging to the generated samples.

4.5 Adaptive Event Forecasting

Since the detection confidence cannot be estimated from a single event (the events are not
labeled) I need to start with a fuzzy framework to estimate and define the event’s detection
confidence. As I mentioned it earlier, it will be the norm between the reference and the
measurement. The theoretical background will be introduced here. First, I define the fuzzy
set of events. Let

Fe = {(f, µFe(f), IDf , tf )|f ∈ F} (4.10)

be the fuzzy set of events, where F is a certain feature space of the taken measurements,
i.e., potential events. In fuzzy terminology F is the universe of features f on which the
event e ∈ Fe is defined. µFe(f) is called the membership function for the fuzzy set of
events Fe, which maps each element of F to a membership grade in the [0, 1] interval,
i.e., it expresses the degree to which the feature f belongs to the fuzzy set of events Fe.
IDf is the ID of the node where the feature f was detected, while tf is its detection time.
Let fu(.) be the universe function, which is the feature extraction method that transforms
the signal to the domain of the universe, i.e., it extracts a certain feature, for example
the amplitude of the signal. Now I can define the event detection confidence in order to
simplify the mathematical apparatus. Let

E = {(IDf , µf , tf )|f ∈ F} (4.11)

be the confidence based binary set of events (my working model), where µf is proportional
to µFe(f) by the earlier definition. Since there is no way to estimate the event detection
confidence based on a single event, I define this confidence as the membership value of the
feature. For example, the detection confidence is proportional to the norm between the
reference spectrum and the spectrum of the detected audio sample. Since the probabilistic
definition of an event is binary (the event happened or not) the µ confidence will denote
the uncertainty of the detection. By this definition, as the norm increases between the
sample and the reference, the confidence that the sample represents an event decreases in
accordance with expectations. Let

TSSID,i = {etrg, en−1, en−2, ..., e1|e ∈ E} (4.12)

further be the time-space signature, i.e., a set of events that happened before the occurrence
of the i-th target event etrg on node ID. This information is mostly provided by nearby
nodes. The events en−1, en−2, ..., e1 are sorted in descending order by their time of occurrence
tf .
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For example, let’s say that I would like to detect and forecast events in a wireless sensor
network. In order to keep the model simple, each sensor tries to detect cars by monitoring
the amplitude of the engine noise. A car is detected if the noise is around 70dBSPL. Let’s
say that a car passes by the n3 sensor, which registers at t=15s a peak noise of 75dBSPL. In
this scenario, the universe function which extracts a certain feature from the measurements
(in my case the amplitude) would simply compute the absolute running-sum average of the
taken audio samples (multiplied by some constant). Thus, it transforms the signal to the
domain of universe. The universe F is the collection of all possible amplitudes, and f is a
concrete amplitude (in this example 75dBSPL). The membership function µFe(f) assigns
for each possible amplitude f ∈ F a membership grade between 0 and 1, i.e., to which
grade is the amplitude f an event e ∈ Fe. For instance, this function which expresses
‘‘feature close to 70’’ can be a symmetric Gaussian function; thus, the final fuzzy set of
events for my example (similarly to Zadeh’s original notation [71]) is:

Fe =
∫
R+

e
−(f−70)2

50 /(f, IDf , tf ) (4.13)

Using this membership function, the detected event is fe = (75, 0.6, 3, 15). Now I approxi-
mate the detection confidence with the membership value and by doing so I switch the
mathematical apparatus; the binary event in the working model is thus e = (3, 0.6, 15).

4.5.1 Architectural Overview

In this section we describe the architecture of the system. There are four main components.
First, the event FIFO (First In First Out) queue, to which we will shortly refer as FIFO.
Based on this FIFO we generate the event sequences or TSSs. The second component is a
First In First Out queue of TSS sequences, to which we refer as the TSS queue. Inside this
queue is a constant number of TSSs, to which we refer as the actual TSS cluster, so the
TSS queue holds the TSS cluster. From this cluster will be the signatures extracted (later
referred to as procedural signature extraction or P-SEM). The third component is the event
signature database, which holds the extracted signatures, which are also event sequences.
Based on the actual signatures and the actual state of the FIFO, the forecasting core which
is the fourth component, will forecast the future events. Based on this forecast, the high
resolution sampler will be scheduled. Let us examine the basic system more closely.

Figure 4.13: The overall architecture of the system using P-SEM
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Each sensor node stores the latest n events it detected or heard about in a FIFOID =
{etrg, en−1, en−2, ..., e1|e ∈ E} queue (Fig.4.13, bottom left). When a node detects an event
itself (the target events, depicted by the black squares A, B and C), it broadcasts it to other
nodes in its vicinity, and stores a Time-Space Signature (TSS). TSSID,i = {FIFO} =
{etrg, en−1, en−2, ..., e1|e ∈ E} as we already explained is a set of previous target and remote
(received from others, denoted by white unlabeled squares) events that occurred before the
occurrence of the i− th target event etrg on node ID (there are n events in the TSS). The
target of the TSS is detected last, so it has the zero time stamp and every other event
that preceded this target occurred before so they have negative time stamps relative to
the target. The latest m of these TSSs are stored in the TSS queue (Fig.4.13, up left),
and from the actual TSS cluster we extract the event signatures (in case of P-SEM), and
store them in the event signature database (Fig.4.13, up right). Finally based on the actual
signatures and the actual content of the FIFO queue we forecast the next target event
(Fig.4.13, bottom right) that is supposed to occur on the node that runs the system. There
will be two versions of signature extraction algorithm, namely P-SEM and I-SEM, and we
discuss both in the later chapters.

From the standpoint of software architecture, the system has three EFSM modules: two
parallel processes that collect events, and one forecasting function. The first module is the
Sampler process, which has the highest priority, in order to ensure periodic sampling time;
it collects target events, i.e., local events that have to be forecasted (from the local node’s
point of view). The second is the Receiver process, which has lower priority; it collects
events broadcasted by nearby nodes (or delivered by the routing process, when data is
routed from a remote sensor towards the sink). Each node executes the same modules.
From the local node’s point of view a simple event is an event received from a nearby
node, while a target event is an event detected (sampled) by the local node itself. When
the EPredict(.) function is called on a node ni, the function predicts the next target event
on the same node, i.e., the next event that ni will detect by itself. If the sampler process
detects a target event on the local node ni, it broadcasts the event to others. Every node
that receives the broadcasted event considers it as a simple event, which is processed by
the receiving node’s Receiver process.

4.5.2 The Sampler Process

It is responsible for detecting target events, and has three parameters: sigLen, EThresh, and
smpPeriod. Since this is the highest priority process, it initializes the length of the histFIFO
buffer to sigLen (line 01); this is used as temporary buffer for received or detected events.
The length of the histFIFO buffer determines the length of the TSS (time-space signatures).
After initialization, we start the sampling process cycle (line 02). First we sample the
environment and store the potential event in x. The sample(.) function incorporates
the universe function and the membership function as well, so it directly returns the
membership value mu (in my example the membership value of the signal’s amplitude)
which is the detection confidence.

If the detection confidence of the potential event x is beyond the event threshold EThres,
it is considered as a target event ; if not, it is discarded (line 04). In case of a target event
the process removes the oldest event from the histFIFO (line 05) in order to keep the
FIFO size constant. Since this is an event detected by the local node (target event) and
not one received from others, the process adds a new TSS to the database (line 06) and
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Algorithm 7 Sampler Process, high priority (sigLen, EThresh, smpPeriod)

1: setSize(histFIFO,sigLen); Tdb = 0; TSSDB = {}
2: while (true)
3: [x.time, x.mu, x.ID] = sample()
4: if (x.mu >EThresh)
5: popold(histFIFO)
6: TSSDB{end+ 1} = [x, histFIFO]
7: TSSDB{end}t(:) = TSSDB{end}t(:)− TSSDB{end}t(1)
8: Tdb = min(Tdb, TSSDB{end}t(end))
9: insert(x, histFIFO)
10: send(′broadCast′, x.time, x.mu, x.ID)
11: sleep(smpPeriod)

normalizes it (line 7). Then we register the time frame that the TSSDB database as a
whole covers. This is the TSS in the TSSDB that covers the most time. If the latest TSS
added to this database covers more time than any TSS before (in TSSDB), then this will
be the new time coverage of the database Tdb (line 08). We will use this information
during prediction. After we created a new TSS, we insert the target event to the histFIFO
(line 09). The insert function is used to insert the event to the proper place in order to
keep the histFIFO ordered (since the protocol does not require hard time synchronization),
but will not normalize it. Then, we broadcast the event (line 10) and go to sleep mode for
smpPeriod seconds (line 12).

4.5.3 The Receiver Process

It is responsible for receiving distant events from nearby nodes, and has no parameters.
If an event is detected in the receiver’s buffer (line 02), it reads it (line 03), removes the
oldest event from the histFIFO (line 04), and inserts (line 05) the received event instead
(the insert(.) function keeps the histFIFO sorted but does not normalizes it).

Algorithm 8 Receiver Process, low priority

1: while (true)
2: if (chkReceiverBuffer)
3: [pck.time, pck.mu, pck.ID] = getPck()
4: popold(histFIFO)
5: insert(pck, histFIFO)

4.5.4 The Forecasting Core

The goal of the event forecasting method is to robustly forecast different target events on
the local node based on the observed (noisy, mixed and overlapped) events that occurred
before.

Fig. 4.14 illustrates the idea of the forecasting core. The figure first depicts the events
located in the signature database. In our case TSS1 and TSS2 as well as events in the
FIFO. Above each event (symbolized by a circle) the numeric description can be found
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Figure 4.14: Illustration of the forecasting method

in the same format as we defined it earlier (ID, µ, t). On the bottom of the figure the
matching profiles can be seen, as explained later.

The task is to match the content of the FIFO to each TSS in the signature database
(TSS1 and TSS2) and provide the forecasts. During matching only those two events can
be matched which have the same node ID.

First we compare the FIFO to the TSS1 sequence. As it can be seen only two pairs
of comparable events can be found, namely B and C. Each pair makes a forecast which
is depicted in the TSS1 match profile in the following way. The time difference between
the B pair is −5− (−3) = −2 and the product of the detection probabilities is 1 ∗ 1 = 1,
therefore the B pair makes a 2 sec prediction with a confidence of 1. This prediction is
registered in the TSS1 match bar graph, where the position of the bar encodes the partial
forecast and the height of the bar the confidence. Similarly the C pair makes a partial
prediction which is also visible on the barograph. Now we compare the FIFO to the second
TSS inside the signature database. We have two comparable pairs (A and D), each pair
makes a partial prediction which is visible on the bar graph labeled TSS2 match. We can
see that the confidence for each forecast is only 0.5, since one of the events in each pair
(A and D) has only 0.5 detection probability. Now we have 4 partial forecasts from each
found pair during the comparison process. The cumulated match profile on the lowermost
part of the figure was not discussed so far. As it can be seen, the cumulated match profile
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is nothing more than the sum of the TSS1 match and the TSS2 match profiles. At this
point we have 4 partial forecasts; the question is what will be the final forecast. First we
discuss if we can use the cumulated match profile to make the forecast.
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Figure 4.15: TSSs in a targeted MDS space

In case we use the cumulated match profile to forecast events we lose information. Fig
4.15 depicts some TSSs and their distances scaled to a two dimensional plane using an
appropriate MDS (MultiDimensional Scaling) method. Let’s assume that the MDS loss
function is minimal, and the distance relations depicted here are accurate. The contours
highlight the clusters. The two found similarity groups will be represented as TSS1 and
TSS2 and be stored in the compressed database.

If we use the cumulated profile to predict events, both of the compressed TSSs will
vote on the predicted time. However, cluster analysis revealed two distinct clusters, which
means that more or less the TSSs (in the TSS queue) belong to one or the other group.
There are not many TSSs that are outside these two classes (and they can be considered as
noise according to the parameters).

We need to make separate predictions based on both signatures if we want to take
into account the results of the cluster analysis. After predictions, the highest confidence
prediction will be accepted and the rest rejected. This will be based on the closest cluster
and therefore we ignore the votes of the others.

So each profile makes a partial forecast, but the system chooses the profile with the
highest confidence. The partial forecasts can be made in two ways. In the first strategy,
we choose the closest forecast from the group that has the highest confidence (group, if
there are more than one forecast with the highest confidence). The second strategy is to
choose the closest forecast with any confidence. Each strategy has its applications. If we
would like to maximize the hit ratio we choose the first strategy, and if we would like to
maximize the number of captured events we choose the second strategy.

The ePredict EFSM

According to the description given before, the ePredict(.) function implements the prediction
algorithm. This function can be called any time the node sees it fit. It is responsible for
forecasting the next local event and for giving a confidence value for the forecast.
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Algorithm 9 [t,µ]=ePredict(res, forThr, Tdb, FIFO=histFIFO, TSSDB)

1: FIFOt(:) = FIFOt(:)− FIFOt(1)
2: T = []; j = 0
3: fori = 0 to Tdb− res by −res
4: for k = 1 to #TSSDB
5: cM(k, j) =count(FIFO, TSSDB{k})
6: FIFOt(:) = FIFOt(:)− res
7: T = [T , i]; j = j + 1
8: dM = diff(cM)
9: t(.) = T (fargmax(dM(., :)) + 1); µ(.) =fmax(dM(., :)) //means for each (.) value
10: t = t(fargmax(µ)); µ = µ(fargmax(µ)) //µ and t become scalar (MATLAB syntax)
11: if (µ < forThr)
12: abort() //if the confidence is too small

Algorithm 10 cnt = count(fifo, tss)

1: cnt = 0
2: for j = 1 to |fifo|
3: for k = 1 to |tss|
4: if (fifoid(j) == tssid(k) && (fifot(j) < tsst(k))
5: then cnt = cnt+ fifoµ(j) ∗ tssµ(k)

Algorithms 9 and 10 define the event forecasting method. It has five parameters: the
forecast resolution res, the forecasting threshold forThr, the time coverage of the TSSDB
Tdb, the FIFO buffer which is a copy of the histFIFO, and the database of the time-space
signatures TSSDB. There is one separate TSS entry in the database for each local event
that has occurred. The resolution should be set according to the available resources. The
method returns a negative t value that indicates how much time is left until the next
forecasted local event. It also returns the µ confidence of the forecast.

First (line 1) we normalize the FIFO, which means that the latest event recorded will
be at time 0 and the events proceeding it will have negative relative times of occurrence.
Variable i will take values uniformly between 0 and the time coverage of the TSSDB
database, in res steps (line 3). We count how many events in the FIFO precede events
in a particular TSS (line 4-5, Algorithm 9) that has the same node ID, weighted by the
products of their detection confidence. After each such count, we shift the timestamps of
events in the FIFO by res (line 6), and store the value of the shift in T (line 07).

The resulting shift profiles (Fig. 4.16 up) are stored in the cM matrix, where the n-th
row represents the shift profile between the FIFO and the n-th TSS. In order to detect
accelerations, we differentiate (line 8, Fig. reffig:sproftsslenA bottom) each shift profile.
The derivative directly indicates how many possible event pairs (matching ID) passed each
other during the last shift, where each event pair is weighted with its similarity. After this
operation, I call the resulting curves match profiles (Fig. 4.16 bottom), that are stored in
the dM matrix.

After we built the match profiles, we go through each profile separately (row by row
in dB(rows, columns), line 9). For each row (.) we search for the first maximum, of
which index is returned by fargmax(). The time index of this maximum is in T at the
location fargmax() returned (which is the forecasted time), and the value of this particular
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Figure 4.16: The shift and match profiles

maximum is its confidence. Therefore, for each line (match profile) in dM we have one
forecast with its confidence. From these forecasts (which are as many as many rows in dM)
we chose (line 10) the forecast with the (first) highest confidence. If this confidence is higher
than the user specified forThr threshold, then the forecast is made, or else, discarded.

The match profile (line 8, Fig. 4.16 down) is computed only when making the forecast
(there are three such profiles in our example, one for each TSS in the TSSDB), and since
the match-profile points do not have to be computed sequentially one after another in
res steps, the method is anytime. We can increase continuously and homogeneously the
number of points where we compute the distance in multiple runs, until the computation is
interrupted. In this case the res parameter can be omitted, since the resolution will depend
directly on how much computation resource has been dedicated to the forecasting process.

Basically I am matching a particular history in the FIFO buffer over the stored signatures
in a very robust way. The matching is not sensitive to missing or added events or to small
time variations (jitter). However, as the number of artifacts (e.g., measurements that are
most likely noise and not a real event) is increasing (as the number of TSSs) in the local
TSSDB database, the performance of this algorithm is decreasing. I address this problem
later.

Fig. 4.17 depicts the computational complexity of the forecasting function along two
dimensions: the s number of TSSs in the event signature database and the n size of the
TSSs. Only the s parameter (number of signatures) varies during system execution, and
the complexity along this dimension is linear. If we change the size of the TSSs (more
complex patterns can be forecasted) the computational complexity response is quadratic.
Please note, that since generally there are not many events that can be matched out of the
whole, this complexity is not too steep in its class either. During complexity simulations
the number of nodes was the same as the size of TSSs, and the generated sequences were
random.

4.5.5 Simulation Results

In Fig. 4.18, we can see the sensitivity plot for the TSS signature size (sigLen). There
were 9 nodes in the network and the simulation time for each run was 100 seconds. The
event threshold (EThres) was 99%, the forecasting threshold (forThr) was 5%, the TSS
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Figure 4.17: Real computational complexity of the forecasting method

signature length (sigLen) was 11 events and the profile resolution (res) was 1 second.
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Figure 4.18: TSS length sensitivity diagram

The TSS has an optimum length, since I considered event sequences. For instance, in
the previous example an event sequence is generated by a car crossing a sensor field. Each
crossing generates roughly the same events (in addition to the jitter and noise in the event’s
occurrence), but the delay between crosses is random. If the TSS is larger than the event
sequence, then the random delay is included in the TSS, which decreases the prediction
quality. If the TSS is smaller, then the process has only partial matches, which lead to the
same effect. In Fig. 4.18, I show four protocol characteristics: the number of predictions
the protocol made, the hit ratio in percents (±2 sec error bound), the mean square error of
the hits, and the mean square error of the hits for uniform random forecasts, as a reference.
As we see, an optimal TSS length (in this case 11) can be found. If I increase further
the length of the TSS, the performance of the protocol converges to the performance of a
hypothetic protocol that makes uniform random forecasts. In case of this TSS length the
number of predictions is near to its maxima as well, since if the TSS is too long or too
short, the confidence of each prediction is (on average) getting lower, which causes more
forecasts to be aborted.
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Figure 4.19: Distance profile step size res sensitivity plot

In Fig. 4.19, we can see the distance profile (profRes) resolution sensitivity plot. If we
decrease the resolution, i.e., the number of points in each distance profile (higher step size),
the hit ratio is decreasing as well, since the time resolution of the forecast also decreases.
It can be observed that if we halve the number of points in the profile curves, there are
parameter ranges where the performance of the algorithm is not significantly degraded.
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Figure 4.20: Forecasting threshold forThr sensitivity plot

In Fig. 4.20, we can see the forecasting threshold (forThr) sensitivity plot. The average
number of events in the network was 477. If we increase the forecasting threshold, i.e., we
narrow the confidence expectations on the forecast, the number of predictions is (closely)
linearly decreasing. However, the hit ratio converges to 100%, as expected.

In Fig. 4.21, we changed the mean inter-event time of sequences from half to double,
relative to the previous simulations. In a vehicular analogy, the mean speed of the cars are
changed from double speed to half speed. No other system parameter is changed. As it can
be seen, in spite of the significant speed variations, the protocol is only moderately affected
on the low speed end of the spectrum, since the forecasting resolution is not adjusted. At
the same time, the random forecasts are getting significantly worse, since the time interval
for random forecasts is stretched.
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Figure 4.21: Mean inter-event time change sensitivity plot (left halved, and right doubled)

4.6 The Problem of Signature Extraction

In the TSSs, there can be three types of irrelevant events. Artifacts are events typically
with low µ, i.e., noise. Alien sequences are events that do not belong to the target event’s
local sequence, i.e., the target event is independent from each alien event since it is not
caused by the same source (e.g., car). Finally, when a global sequence (GS) is repeated
before the end of the previous iteration, the local sequences (LS) observed by the local node
can overlap with themselves; these are the overlapped sequences. Each of these irrelevant
events have to be removed from the TSSs. The goal of the signature extraction method is
to extract the unique event sequences that are randomly occurring in the network.

Suppose that there are several global sequences (which is usually the case) GL =
{e1, e2, .., em|e ∈ E} (where E = {(ID, µ, t)}) that are randomly and noisily repeating in
the network, overlapping each other and even themselves. Each node (and its vicinity) can
capture a subset of events from these global sequences (GL), called a local sequence (LS)
LS ⊆ GL. The resulting mixture of events for two local sequences namely LS1 and LS2

can be seen in Fig. 4.10.

Now I revert the problem. Let us suppose that my monitoring WSN returns mixed
results similar to what is shown in this figure. The goal is now to estimate the number of
local sequences involved in that mixture, and extract them (namely in my example LS1

and LS2). Be aware, this is not always possible.

4.7 Procedural Signature Extraction (P-SEM)

In this section I propose the procedural signature extraction method, which is based
on clustering. There are basically two types of clustering; hierarchical and partitional.
Partitional clustering divides the data points (events) to a specified number of groups.
Since I do not know how many similarity groups are present among the TSSs I rather use
hierarchical methods, that divide the data points to a sequence of nested clusters[72]. To
do so, first I introduce the norm between event sequences, which measures numerically the
similarity of two TSSs (or any sequences).
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4.7.1 The Norm Between TSSs

Let’s have two general event sequences SA = {Aem, Aem−1, ..., Ae1|Ae ∈ E} and SB =
{Ben, Ben−1, ..., Be1|Be ∈ E}. To calculate the ||SA, SB|| distance first I calculate the
similarity matrix (between each pair of events) using the following formula:

||Ae,Be|| =

 2 ∗
√
Aeµ∗Beµ

1+|Aet−Bet| ; if AeID=BeID,

0 ; otherwise
(4.14)

where 0 ≤ ||Ae,Be|| ≤ (Aeµ + Eeµ). As we can see, those pairs of events which cannot be
compared since their source identification numbers differ are associated with 0 distances in
the similarity matrix. Then, I find a maximum cost match with the (cubic time) Hungarian
Algorithm[73] (thus, I pair up the events in each sequence in a way that maximizes the
cost in terms of ||Ae,Be|| norm). This problem (to find the max or min cost matching) is
well known as the assignment problem, thus I do not detail it here. After I have the match
with max cost maximum cost, the norm between SA and SB is as follows:

||SA, SB|| = 1− max cost∑
∀e∈SA{eµ}+

∑
∀e∈SB{eµ}

(4.15)

where 0 ≤ ||SA, SB|| ≤ 1, which empirically means the adjusted percentage of µ records
belonging to events that could not be matched, i.e., if ||SA, SB|| = 0 then SA and SB are
exactly the same.

Figure 4.22: An example assignment problem

For instance, consider the assignment problem shown in Fig. 4.22. There are two event
sequences: one has 5 (up), and the other has 7 (down) events in it. In each event there are
two numbers. The first is the ID of the node that detected it, and the second is just a label
so that we can refer to them in this example. The relative horizontal position illustrates
the detection time. The similarity matrix in this example is of 5x7 dimension, and stores
the distances between events according to (4.14). Suppose the µ detection confidence of
each event is 1, and the distance in time between events is |e4t − e8t| = |e5t − e7t| = 1,
|e2t − e6t| = 0. Then, after cost maximization with the Hungarian algorithm [73] the norm
is

D = 1− (µ2 + µ6) + 0.5 ∗ (µ4 + µ8) + 0.5 ∗ (µ5 + µ7)∑12
i=1 µi

(4.16)

This norm (in this example D = 2/3) is used throughout the chapter for event sequence
comparisons (like TSSs or dynamic clusters (DSs) introduced later).

4.7.2 Proposed Solution

So far I defined the norm which measures the similarity of TSSs. As I explained it earlier,
a TSS is basically the collection of a target event and some events that preceded it. Each
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time a node detects an event, it stores a TSS. If this node’s sensing area covers both sides
of the road (as in case of node n4 in the previous illustration, Fig. 4.8), there will be two
TSS similarity groups: one including TSSs corresponding to cars passing on side A of the
road, and one for side B.

(a) (b)

Figure 4.23: Illustration of the double clustering

Therefore, the first step is to cluster the TSSs into groups, i.e., find out how many
similarity groups are there, and which TSS belongs to which group (first clustering),
illustrated in Fig. 4.23 (a). If we have an estimation of which TSSs are in the same group,
we compress each group into a single TSS, so that each group will be represented by a
single TSS per group. This is the second clustering which is applied to each found group
independently, and is illustrated in Fig. 4.23 (b).

Every time when hierarchical clustering is used (be it during the first or second clustering)
we use the furthest neighbor norm during the linking process. In other words when two
clusters are measured the distance between them will be represented by the distance of the
furthest objects among the objects of both clusters. In this case, we will have TSS groups
where the distance between sequences will be less than tssMaxDistInGrp, that is they have
roughly (1-tssMaxDistInGrp)*100% events in common.

20 13 8 18 5 17 3 10 2 12 9 11 4 1 16 6 7 19 14 15
TSS [ID]

0.4

0.6

0.8

m
ax

im
um

 d
is

ta
nc

e 
[n

or
m

]

C1

C2

C3

less than tssMin-
GroupNum

cutting the tree at
tssMaxDistInGrp

Figure 4.24: Dendrogram illustrating the first clustering (the TSS IDs are temporary,
assigned by the clustering procedure)

Fig. 4.24 depicts a typical dendrogram of TSS clusters in our scenario. Remember that
the signatures are extracted from the TSS queue which has a constant size; lets say 20. The
tree has thus 20 leafs, which are partitioned hierarchically. It is cut at the tssMaxDistInGrp
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parameter illustrated by a line, and the tree falls apart to three sub clusters in this example
(dashed line, dotted line, dash-dot line). After TSS grouping we delete the groups in which
there are less than tssMinGroupNum TSSs. In our Fig. 4.23 example we deleted C3 cluster
since there were only two TSSs in it. On the dendrogram, C3 is represented by TSS-11 and
TSS-4, clustered by the dotted line). So we have two parameters for the first clustering.
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Figure 4.25: Illustration of the second clustering (red arrows are the extracted events)

Fig. 4.25 illustrates the TSS cluster compression during the second clustering. The
events are depicted ID by ID, and the clustering is executed independently for each ID
group as many times as many different node IDs exists. Here we can see clearly the event
groups that after the second clustering a single event will represent; an event for each
group (in the final compressed TSS). The figure depicts the events (partitioned by ID)
from each TSS in a particular cluster (I mean after the first clustering) or group being
compressed. Since we use the same clustering method as before, there are two parameters
for the second clustering as well. The evtMaxDistInGrp parameter states the maximum
possible distance (in time) for any pair of events in the group, which will be represented
by a single compressed event. The evtGroupStrength parameter determines the minimum
strength of an event group, which can then form a single event in the compressed TSS.
The strength of a group is the sum of occurrence confidence values of events that formed it.
The final event that represents the group will have the average confidence value of events
that formed the group.

Thus, the whole method has four parameters: two for the first (TSS) clustering and
two for the second (event) clustering. The resulting (compressed) TSSs approximate the
local sequences that generated the input (noisy) event pattern.

4.7.3 Simulation Results

In this section I discuss the performance of the proposed scheme and its parameter sensitivity.
I present the most sensitive parameters of the scheme.

Each sub-plot in Fig. 4.26 measures the performance by the (4.15) norm in a way as
follows. In each iteration I generate 2000 random events (Algorithm 6) for four nodes that
run the proposed method. The method estimates the LS1 and LS2 signatures from the
input (noisy) event sequence. The result is then compared to the actual LS1, LS2 (which
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Figure 4.26: Simulation results: (a) noise sensitivity, (b)(c) time jitter sensitivity and (d)
TSS size sensitivity

the nodes did not see) and the average norm is then returned. For each point in Fig. 4.26
the procedure is iterated a hundred times to form the 95% confidence region (the empirical
probability density function is assumed to be approximately normal since the central limit
theorem applies).

The default parameters of the simulation were as follows. Environmental pa-
rameters: sT=2000, Jtλ=100, Jmθ=2.75, Jmk=0.09, Poλ=0.01. Signature extrac-
tor parameters: tssMaxDistInGrp=0.45, tssMinGroupNum=14, evtMaxDistInGrp=4,
evtGroupStrength=10. There were two LSs simulated, namely LS1 and LS2 that I
presented in Section 4.4, and the default TSS size was 6.

In Fig. 4.26 (a) we can see that as we increase the expected time (Po−1λ ) between
artifact events (less noisy events) the performance of the method is increasing. If the
average (exponentially distributed) time between the arrival of noisy events is greater than
Po−1λ =10, the protocol performs well in this scenario. The robustness of the method against
noise can be improved (or rather balanced against the future forecast resolution) mainly by
the tuning of the tssMaxDistInGrp and tssMinGroupNum parameters.

In Fig. 4.26 (b) we can see that as we increase the time jitter of events, the
method’s performance is decreasing; however the method can be desensitized, again by the
tssMaxDistInGrp, tssMinGroupNum parameters, if the demand on forecast resolution
allows it.

As we can see in Fig. 4.26 (c), the parameters of the second (event) clustering
(evtMaxDistInGrp and evtGroupStrength) are less sensitive than the parameters of the
first (TSS) clustering, since once the parameters are set, the notion of event groups
(how many events can form a group and how slurred that group can be) is more or less
independent of TSS size, jitter or noise.

Finally, in Fig. 4.26 (d) we can see how the size of the TSS sequences in the database
influences the method’s performance. They indicate that if the TSS is too small, the LS
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does not fit in, and if it is too large, the number of artifacts in each TSS is increasing,
which degrades the performance. With the proper adjustment of parameters this sensitivity
can be reduced, and thus the method performs well for a broad range of sequence lengths.
However, as always, this is a tradeoff between accuracy and sensitivity.

4.8 Iterative Signature Extraction (I-SEM)

As I already explained, each sensor node stores the latest n− 1 events it detected or heard
about in a FIFOID = {en−1, en−2, ..., e1|e ∈ E} queue (Fig. 4.27).

Figure 4.27: Visualizing the TSS creation process within the nodes

When a node detects an event itself (the so called target events, depicted by the black
squares A, B and C), it broadcasts it to other nodes in its vicinity, and stores a so called
Time-Space Signature (TSS). TSSID,i = {etrg, F IFO} = {etrg, en−1, en−2, ..., e1|e ∈ E} is a
set of previous target and remote events (received from others, denoted by white unlabeled
squares) that occurred before the occurrence of the ith target event etrg on node ID (there
are n events in the TSS). The time stamps are relative to the latest event in the TSS,
which is at time 0, while the other events have negative time stamps since they occurred
before. Thus, each TSS stores a target event and the events that preceded it.

In the iterative signature extraction method I use the same norm between TSSs as in
the procedural signature extraction method described in Section 4.7.1. In Fig. 4.27, I so
far explained the TSS creation process. The second half (on the right side) depicts the core
of the signature extraction method.

I introduce the notion of a dynamic cluster (DS) of events, which is an ordered collection
of events exactly like the TSSs, except that the events it contains are exposed to various
adaptation procedures discussed later. Each TSS, by their order of creation (when a target
even was received), one-by-one goes through the following process. Suppose that we already
have some dynamic clusters (DSs) in the system, as Fig. 4.27 illustrates. The created TSS
is compared to each dynamic cluster (DS) and is fused with the closest one (lowest norm).
However, if the norm during each comparison does not fall under a certain max norm
threshold, the TSS is fused with a new (empty) dynamic cluster (so a new DS is created).
The rest of the dynamic clusters (that were not involved in the fusing process) are aged.

In Fig. 4.28 we can see the creation and destruction of dynamic clusters. In my example,
where there are two LSs, the usual case is that there will be two representative dynamic
clusters and some temporary transient clusters, due to the noise. If the noise is not too
overwhelming, the average number of dynamic clusters should be around the number of
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Figure 4.28: The registration of dynamic clusters

LSs (similarity groups). The memory requirement is mainly governed by the number of
dynamic clusters which can be easily upper-bounded. The complexity of the method is
O(ns3) since during fusion I use the Hungarian Method (will discuss it later), where ns is
the number of events with the same source in a particular TSS or DS.

The required precision of synchronization for signature extraction is dependent on
the future event sequences and the intended accuracy of forecasts. The clock resolution
(sampling frequency) should be high enough to enable the nodes to discriminate between
events caused by the same source. The clock jitter must be less than the jitter in the
event sequence similarity groups. If the events are caused by mechanical entities, both
requirements could be easily met with an appropriate time synchronization method, such
as [74]. The constant local time differences (between sensor nodes) affect the different parts
of the system differently. We can basically say that if the accuracy of forecast must be
within a certain threshold, then the nodes must be synchronized within the half of this
threshold. In the next section I discuss the process of fusing, aging, creation and destruction
of dynamic clusters.

4.8.1 Dynamic Clusters and Fusion

A dynamic cluster (DS) of events, is an ordered collection of events exactly like the TSSs,
except that the events it contains are exposed to various adaptation steps. The TSS once
created stays the same, a DS is not a constant list of events, but by nature it changes when
an adaptation step is applied to it. To further differentiate the two, in a TSS I call the
events training events; since they are the events we base our adaptation steps on to modify
a DS. In a DS I call the events soft events, since they are not rigid but are changed.

Fig. 4.29, depicts a single dynamic cluster (DS) as it evolves through time (as a
particular box seen in Fig. 4.27. right, or a particular line on Fig. 4.28). Please note, I
did not visualized the target event, since its position is always at time zero, it cannot be
changed or deleted (except if we delete the whole DS). It’s the reference or anchor point for
every other event in the DS. The horizontal axis counts the number of adaptation steps the
DS went through, so Fig. 4.29 does not depict a concrete state of a DS but an evolution of
states through adaptations. In any particular point in time the DS contains the events
along the appropriate vertical axis.
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Figure 4.29: Evolution of a dynamic cluster (DS) after each adaptation step

There are only four adaptation steps we can apply to a DS: creation, tuning, local-aging
and general-aging. As I mentioned, only the soft events belong and are stored in the
DS. The training events belong to a particular TSS we fuse with a DS (which trigger an
adaptation step in a DS). So from the view of events the training events (in a TSS) train
the soft events (in a DS) using certain adaptation steps. Now we discuss which adaptation
step when is triggered and what it does through this example in Fig. 4.29. Remember, a
fusion process triggers every adaptation step! So when a new TSS arrives every single DS in
the node’s memory goes through an adaptation step. The DS to which the particular TSS
was fused (the most similar DS as explained in Section 4.8) will experience creation, tuning
and local-aging (for each ID group in this DS independently, where the configuration of
events in a particular ID group determines the type of the adaptation step used), and the
rest of the DSs will experience general-aging. So when we see a general-aging step in Fig.
4.29, we can be sure that in that particular step, the DS we visualized, was not the closest
to the arriving TSS, and no other adaptation step was made. Lets take a closer look on
our example.

In step 0 the DS is empty (non existent) and in step 1 it receives its first TSS (boxed
in vertically). Five identical soft events are created (creation) according to the training
events, but with half a µ detection confidence. From step (2..4, ID5) we see the tuning of
a single soft event (tuning) by a training event (position moved). In step (3..4, ID2) we see
that if there is more than one soft event with the same source ID, only those events are
tuned (tuning) which are the closest to the training events and the rest is aged (local-aging).
In steps (3, ID1), (16, ID2), (22, ID1) we see that if there are more training events than
soft events a new event will be created (creation) with half a µ. Please note that not all
the adaptation steps are explicitly labeled with a an arrow (every event goes through some
kind of adaptation step, which can be easily identified).



106

The creation and tuning Adaptation Steps

As I mentioned the creation adaptation step creates new event in the DS. So if a new TSS
arrives, and our example DS is selected for fusing, and if there are no soft events in the
vicinity where the train events point, a new soft event is created with half3 a µ detection
probability. On the other hand, if there is a soft event where a train event point, they
will be paired and consequently tuned (tuning, best match adaptation) according to the
following equations:

SEvt =
SEvµ

SEvµ + TEvµ
SEvt +

TEvµ
SEvµ + TEvµ

TEvt (4.17)

SEvµ =
1

2
(SEvµ + TEvµ) (4.18)

where SEv and TEv are a soft event and a training event, respectively, which have been
paired by the Hungarian Method4. As we see, the soft event gets closer to the training
event during tuning ; how close it gets is determined by the µ record of the events (detection
confidence). If the soft event is strong and the training event is weak, the soft event is not
moved very far, and vice versa. The new µ record of the updated soft event is the average
of its own µ record and the µ record of the training event.

The local-aging and general-aging Adaptation Steps

There are two types of aging. General aging occurs when a DS is not chosen for fusion
after a TSS arrived - see (11, ID1-5). Local aging concerns the events of a selected DS (for
fusion), that were not involved in tuning - see (5, ID4), (20, ID1). Aging means that we
decrease the µ record of the affected events by a small aging by constant. When the µ
detection confidence of an event decreases under a min mu threshold (in my case 0.01),
the event is deleted from the DS - see (5, ID4), (21, ID2), (22, ID1). Now, if a particular
DS has less than 2 events, then it’s deleted from the node’s memory. The DSs tend to take
the form of similarity groups (in my model LS1 and LS2) present in the measurements.

4.8.2 Comparison to the Hebbian Learning

As I mentioned it earlier, the core of the learning method is inspired by the Hebbian
learning, so I will compare now these mechanisms.

A network of interconnected neurons, called a neural network, is the main information
processing element in multicellular organisms. For instance, the human central nervous
system (brain) is also a neural network. A neuron in a biological context is a cell capable of
information processing. It can process and transmit information by electrical and chemical
signaling, although on a nanometer scale there is no hard distinction between the two. An
artificial neural network mimics the behavior of a biological neural network.

In Fig. 4.30 we can see a Kohonen network. The Kohonen network is a type of
unsupervised Hebbian network that can be used to solve clustering problems. The outputs

3The reason for the half detection confidence is in the fact that if we tune a non existent soft event
(equivalent to µ=0) with a train event, we get half of the µ of the train event as the new µ of the soft
event.

4Second usage of the method - for instance during (3..4, ID2)-, the first was during norm calculation.
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Figure 4.30: Kohonen neural network with n inputs and m outputs

of such a network are made of the weighted sums of inputs, so the network represents a
linear relation between the inputs and the outputs:

yi =
N∑
j=1

wijxj (4.19)

The weights on the figure are represented by arrows. There are also lateral connections
that provide a negative feedback (negative weights) to the neighbors and positive feedback
(positive weights) to the neuron itself. This is thus a linear component, and the main
question concerns the adaptation of weights, namely how do we find the appropriate weights
to form a particular linear relation between the inputs and the outputs of the network.
One of the answers that aim to solve this question is the Hebbian rule[75].

In a neurobiological context Hebb postulated that if two neurons on either side of the
synapse (that is a weighted connection in the model) are activated simultaneously, the
strength of that particular synapse is increased. Therefore the learning rule in a Hebbian
network modifies the weights of a neuron proportionally to the vector product of the input
vector (or output of some other neuron) and its output, where both the input and weight
vectors are normalized (in order to avoid saturation and consequently information loss):

wij(k + 1) = wij(k) + ryi(k)yj(k) (4.20)

where wij is the weight between the i-th and j-th processing element or neuron. The yi and
yj are the outputs of two different neurons and finally r is the learning rate. If a weight is
between the input and a neuron, then in the formula the output of the first element or
neuron yi is replaced by the input xi. Thus:

wij(k + 1) = wij(k) + rxi(k)yj(k) (4.21)

This was the basic Hebb rule, which was later extended by a built-in normalization and
was followed by a great deal of formulas which were basically the variations of the original
Hebb rule[75].

Since both the input and weight vectors are normalized, only the direction of a particular
vector is important and not its size. During learning, the size of the weight vector of a
particular neuron is always 1 and it points toward a cluster of (iterated) learning points.
Consequently, we can say that the Hebbian rule (in each iteration) modifies the direction
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of the weight vector of a particular neuron toward the actual input vector, or in other
words, the weight vector is dragged toward different learning (input) vectors as the inputs
are presented to the network.

If we replace the notion of a neuron with my soft events (the weight vector of a neuron
could be represented by the t record of the associated soft event) the basic principle
resembles the Hebbian learning, since the soft events are dragged toward the training
events as well. However, in Hebbian learning the rate of learning (or the force of the drag
in my example) is usually constant, so my method (among others) differs in this drag.

In the proposed method the drag is variable, best described as a gravitation force in
physics, where the µ record represents the mass of the objects (events). If the mass (µ
record) of the soft event is high and the mass (µ record) of the learning event is low, the
soft event is only slightly affected (the t-record is only slightly changed) and vice versa,
where after the learning iteration the resulting mass (or µ record) of the soft event is the
arithmetic mean of the training event and the soft event’s initial mass (of µ record).

Please note that not only the t occurrence time record (which is the main target of the
adaptation) is adapted, but the µ record as well (which is the main part of the variable
learning rate mechanism). And if we try to match a Hebbian mechanism to the proposed
method, the training points or input vectors for a particular neuron have to be represented
by neurons as well, since a training event has all the properties of a soft event, but a
training point in a Hebbian network is a far simpler entity than a neuron.

Both the Hebbian learning and the proposed method are implemented in a competitive
way. In a neurobiological context the outputs of the neurons (soft events as an analogy)
compete among themselves to become active. In the proposed method the soft events are
competing for training, and only the soft events that are closest to the training events
are updated and the rest of the soft events are aged. Usually, in a Hebbian network a
topology is defined and only the neuron that wins the competition is strengthened (through
a positive feedback); the other neurons in its vicinity are suppressed (through some negative
synapses).

This mechanism could also resemble some similarity. However, if the weight vector of a
neuron represents the t occurrence time of an associated event, the negative feedback in
the Hebbian learning applies (or modifies) the weight vector of a particular neuron, where
in the case of the proposed method the negative feedback (or aging) does not apply to the
associated t record, but to the µ record (or mass) of the event. These are two different
parameters; the Hebbian learning has only one target (the weight vector of a particular
neuron), but the proposed method has two. This is a significant difference in concept.

A further difference here is that in the case of the proposed learning method the µ
record (drag force) is decremented and since it is a scalar and not a normalized vector, it
can have a meaningful minimum. When a particular µ record (gravitation mass) of a soft
event (neuron) reaches a predefined minimum, the soft event is deleted.

If we compare this functionality to the Hebbian learning, it would mean that the number
of neurons is dynamically adjusted, which is clearly not the case in Hebbian learning. In
the case of a neuron we cannot decide what neurons are to be deleted based solely on its
weight vector, since we do not know the samples and the clusters they form ahead. Only
the nature of the problem allows us to dynamically adjust the number of soft events (that
represent neurons in a Hebbian network) in the proposed learning mechanism.

Therefore, in conclusion, the variable learning rate (drag force), the variable number
of neurons (soft events), the administration of a scalar µ and t record, and further the
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variable number of such neural networks (dynamic clusters) in the system makes the
proposed solution unique and highly targeted, problem specific and different from the
Hebbian learning mechanisms.

4.8.3 Simulation Results

In this section I discuss the performance of the proposed iterative signature extraction
method. I present two groups of simulation results. The first simulation results concern the
convergence of the average number of dynamic cluster (DS) entries to the number of hidden
similarity groups in the measurements. The second set of simulation results concern the
extraction robustness, i.e., how does the continuous evolution of the DSs converge to the
LS1 and LS2 signatures. Each point in the figures represents 600 simulations with random
execution of the two LS1 and LS2 signatures (as described and illustrated in Section 4.6)
and the curves are depicted with a 95% confidence interval. The simulation parameters
were as follows. Environmental parameters: sT=10000, Jtλ=0.05, Jmθ=2.75, Jmk=0.09,
Poλ=0.05). System parameters: max norm = 0.85, fifo size=n=5, aging by = 0.005,
min mu = 0.01 and a DS is deleted if it has less than 2 events.

0 100 200 300 400 500
received event count [#]

0

1

2

3

4

m
ea

n 
nu

m
. o

f d
yn

. c
lu

st
er

s 
[#

]

only LS1

LS1 and LS2

Figure 4.31: Evolution of the average number of registered dynamic clusters

Fig. 4.31, depicts the first set of simulation results. There are two curves for different
numbers of local sequences. If there is only one local sequence, the number of dynamic
clusters (DSs) in average converges to 1.8, and if there are two local sequences, this average
converges to 3.3, in my scenario. The average number of DSs mainly depends on the level
of noise (the three types of irrelevant events) in the system.

Fig. 4.32, depicts the second set of simulation results. In each step I measured the
(best match) average norm between the sequences (LS1 and LS2) and the DS database
according to (4.15) in section 4.8. The result is the (adjusted) percentage of µ records of
events that could not be matched (counting each event in each sequence). For instance, if
there were two DSs in the system, DS1 and DS2, and they would match LS1 and LS2,
respectively, then the norm depicted in the figure would be

D = 1−
∑
∀e∈{LS1∪LS2∪DS1∪DS2}{eµ}∑

∀e∈{LS1∪LS2∪DS1∪DS2∪DS3}{eµ}
(4.22)
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Figure 4.32: Evolution of the average error of the extracted LSs

As we can see, the system adapts the local database of DSs rapidly. Naturally, the more
local sequences we have, the slower is the adaptation.

4.9 System-Wide Simulations

So far, the components of the event driven forecasting sampler, only separately were tested
and analyzed, in order to observe its functions with a noise as low as possible. Here, I
present the simulation results, which tested the solutions on a system level, where the
forecasting module with all its related EFSMs as well as its signature extraction module
(P-SEM) was activated. Here are four groups of simulation packs, where we vary the size
of the sample buffer (FIFO size), the network wide noise (network wide noise [1/Labda]),
the jitter of events (jitter) as well as the size of the TSS queue (cluster size). The system
parameters were as follows.

There were 9 nodes in a network and two global sequences GS1={(9,0.95,0), (8,0.99,-3),
(7,0.94,-4), (6,0.90,-7), (5,0.92,-12), (4,0.99,-13), (3,0.99,-15), (2,0.97,-19), (1,0.97,-20)} and
GS2={(4,0.9,0), (1,0.99,-5), (3,0.92,-7), (2,0.91,-10), (5,0.91,-13)}. Between each start,
there was an exponentially random delay modulated using the burstProfile(.) function.
Default exponential jitter (zero mean) was λ1 = 25 and λ2 = 20. The noisy events were
generated using a λ = 0.1 rate Poisson point process, which were uniformly scattered
among nodes. The µ record for each event was of ∼ Gamma(Jmθ, Jmk) distribution,
where Jmθ = 2.75 and Jmk = 0.088.

For each simulation group we examine the following protocol characteristics: the hit
ratio in percent (hit ratio), which is the ratio between the total number of forecasts and
the hits, the mean size of the signature database (DB size), which for two similarity groups
should be close to two, and the norm between the reference signatures and the signatures
inside the database. The confidence lines are 95% for each result, and it was calculated
assuming the applicability of the central limit theorem where n=100.

The system performance naturally varies by the size of TSS sequences in the database,
as it can be seen in Fig. 4.33. The signature is distorted when the size of TSS sequences
is too large or too small. In the former case, the cause lies in the significant increase of
artifacts in the TSSs, and in the latter case the cause of performance degradation is the
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Figure 4.33: FIFO size and network noise sensitivity

fact that the relevant event sequences does not fit in the TSSs. However, the forecasting
method is not sensitive to small differences against the optimal signature length, and a
near 100% steady hit ratio can be maintained (left, up).

When the expected time between the artifacts is increased, so there is less artifacts,
the performance of the method is naturally increasing Fig. 4.33 (bottom, right) and 4.34
(up, right and left). In this case, when the mean time between the artifacts is greater than
λ−1=4 the method performs well. The noise immunity can be further increased (possibly
worsening the forecast resolution) by tuning the tssMaxDistInGrp and tssMinGroupNum
parameters.

The performance of the system is decreasing, when the variance (or jitter) of the events is
increased (more chaotic profile) Fig. 4.34 (bottom, right and left) and 4.35 (up, left). Again,
the sensitivity can be managed by fine tuning the tssMaxDistInGrp, tssMinGroupNum
sacrificing some forecast resolution. Finally, in Fig. 4.35 (up-right, bottom right and left)
the sensitivity to the cluster size (which is the same as the size of the TSS queue) can be
observed.

As it can be seen, there is an optimal cluster size similarly to the FIFO size parameter,
however beyond a certain threshold the performance parameters are not gravely affected.
Therefore, for both the cluster size and FIFO size parameters, it is better to chose a bigger
than smaller, since the performance degradation is steeper in the lower region.

4.10 Conclusions

Since WSN technology can support a broad range of applications, the related research
activity has been increasing in recent years. Given the strong military influence on
early WSN systems, significant research effort has been dedicated to applications like
target localization, distributed entity tracking, surveillance etc. All these systems, but
also dynamic sampling protocols or early warning systems require some level of event
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Figure 4.34: Network noise and event jitter sensitivity

forecasting.

This chapter proposed an event forecasting fuzzy framework and an O(n2) anytime
instance-based method for adaptive event forecasting in wireless sensor networks. My
method provides bounded confidence level for each forecast, is fully distributed and robust,
and it does not require hard time synchronization nor localization.

The simulation results showed that the proposed solution can predict events from
randomly appearing but similar event sequences (for instance cars crossing the sensor
field). Further, the method behaves well when the confidence expectations are narrowed.
The simulation results also showed that if we halve the computation power allocated to
the forecasting process, there are ranges where the performance of the protocol is only
minimally affected.

I proposed a procedural and an iterative event signature extraction method for wireless
sensor networks, and a probabilistic approach to model non i.i.d. (independent and
identically distributed) event generation, which is then used to demonstrate the effectiveness
of the proposed signature extraction method in support of reliable event forecasting. The
event generator was validated on well documented real world measurements of various types.
I presented numerous comparisons and the main features match the real measurements.

Since the quality of forecasts is declining as the redundancy, the noise, and the size of
the TSS database or queue are increasing, it is imperative to extract the event signatures
from the noisy and mixed event sequences. By discarding the irrelevant events from the
database, we significantly increase the quality of future forecasts.

The proposed methods are able to provide the user (on demand) with a human readable
form of event signatures (in contrast to black-box modeling techniques), which might be of
great help in understanding the events that took place in the monitored environment. I
evaluated the proposed extraction methods by means of simulations and investigated their
parameter sensitivity as well.

The procedural extraction method is based on a TSS forming procedure and double
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Figure 4.35: Event jitter and cluster size sensitivity

hierarchical clustering. I introduced a norm that can measure the similarity of various
event sequences. Based on this norm, I estimated the similarity (TSS) groups and then
I compressed each group to a single TSS which is the hidden signature of various target
events. Simulation results showed that the method can extract the event signatures from
noisy, overlapped and partial LS observations. The sensitivity to noise, time jitter or TSS
length can be significantly reduced by (mainly) the fine tuning of parameters of the first
(TSS) clustering.

The iterative signature extraction method I proposed was inspired by unsupervised
competitive Hebbian learning used in self-organizing Kohonen maps. The solution is fully
adaptive, soft-state, iterative and competitive. Simulation results showed that the method
can continuously extract the sequence signatures from noisy, overlapped and partial LS
observations. The number of dynamic clusters in the system is close to the number of local
sequences (similarity groups) executed. The upper bound of this number depends mainly on
the amount of irrelevant events in collected TSSs. The system keeps the dynamic clusters
database (which is the approximation of the executed local sequences or similarity groups)
updated, and the convergence is fast, provided that there are not too many local sequences.
The method effectively fulfills the criteria needed for reliable event forecasting.



Chapter 5

Summary

The objective of this dissertation is to propose sample or measurement aware adaptive
sleep scheduling methods and distributed forecasting schemes for wireless sensor networks.
All the methods proposed were implemented and demonstrated on several occasions.

5.1 Summary of Theses

Thesis I. [J1] [C1] [C2] [C3] [C4] I’ve proposed a robust Dynamic Sleep Scheduling
(DSS) system equipped with emergency fallback named Local Extrapolation (LE). DSS is
correlation aware, adaptive, supports mobility and balances power without the need for
offline pre-computations or dedicated phases. I have evaluated it module-by-module as well
as on a system level.

Thesis I.1. [C1] [C2] I’ve proposed a low memory footprint, sample aware, adaptive,
sleep scheduling architecture based on a dual-mode FIR/IIR continuous adaptation
and variable length forecaster. I have empirically shown that the proposed Local
Extrapolation (LE) method using the dynamic predictor outperforms the same method
with static predictor by around 40%, and that LE using static predictor outperforms
the Zero-Order-Hold (ZOH) signal reconstruction scheme by nearly 50% in prediction
MSE.

Thesis I.2. [J1] [C3] I’ve proposed an Adaptive Regression Method (ARM), which can
discover correlations among measurements of two nodes, can eliminate the redundancy
using asymptotically optimal power consumption, and equalize the remaining power
among nodes. Its extrapolation MSE is better by a factor of ten than that of its
reference, using the same amount of power.

Thesis I.3. [J1] [C4] I’ve proposed a network level, adaptive, decentralized framework
for ARM called Dynamic Sampling Protocol (DSS) which supports mobility, is network
failure resistant, soft-state and supports gradual activation. Evaluations show, that it
can double the network lifetime even for a strict error target.

Thesis I.4. [J1] [C4] I’ve investigated, by means of simulations, the extrapolation
error made by the protocol in Thesis I.3. in comparison to the measurement-unaware
clustering methods. I showed that the protocol has significantly lower extrapolation
error provided the spatial-correlation of samples, and that it has strong power balancing
capability. It can provide 3 to 4 times lower sampling MSE than its reference for the
price of 8% increase in energy consumption.
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Thesis II. [J2] [J3] [C5] [C6] [C7] I’ve proposed and evaluated a fully distributed, adaptive,
anytime and instance based event forecasting scheme for event driven WSNs. I have also
proposed a procedural and an iterative approach for event signature extraction. Further I
proposed a cheap single event noise source speed estimator, as well as a non i.i.d. event
generator.

Thesis II.1. [C5] I’ve proposed and evaluated a fully distributed Θ(n2) event fore-
casting scheme for event driven WSNs. The method is anytime, instance based,
provides confidence value for each forecast, and is built on explicit white-box signature
database. It achieves 90% hit-ratio opposed to its reference (23%) in the studied
scenario.

Thesis II.2. [J2] I’ve proposed and analytically modeled, as well as evaluated a
method for noise source velocity estimation based on a single event, is cheap to
implement, and there is no need for calibration. I have analytically shown the
resolution of the scheme. Using as low as a 1kHz sample rate, it can estimate the
speed of a noise source (traveling at 70km/h) with a ±0.2km/h uncertainty.

Thesis II.3. [J2] [C6] I’ve proposed a non i.i.d. event generator for event-driven
wireless sensor network development. The model reproduces auto-correlation struc-
tures (among others), is validated against different types of real-world measurements,
and passes the 0.05 confidence two-sample Kolmogorov-Smirnov test.

Thesis II.4. [J3] [C6] I’ve proposed a solution to extract event signatures from noisy,
mixed and overlapped event sequences. The method is procedural and is based on
double hierarchical clustering. It can separate and extract multiple overlapped TSS,
even in an environment, where 10 false events are occurring each second with the
same distribution as the TSS targets.

Thesis II.5. [J2] [C7] I’ve proposed an iterative method, that can keep the TSS
database low on irrelevant events (artifacts, alien and overlapped sequences). The
method is continuous (on-the-fly adaptation), unsupervised and competitive. I’ve
compared it to the competitive Hebbian learning in the context of neural networks. It
can distinguish two TSSs after 20 and separate after 200 events with a 15% noise
count per TSS.

5.2 Publication of New Results

Here we can find the various publications that are relevant to my dissertation. The
proceedings and journals are identified consistently throughout this dissertation as well as
through my theses booklets. At the end of this list, the known independent citations are
recorded.

Journals: peer reviewed, international, foreign language (2x6)

[J3] Gergely ÖLLÖS, Rolland VIDA, Adaptive Multiresolution Sampling in Event-Driven
WSNs, in Springer Telecommunication Systems journal, ISSN 1018-4864, DOI
10.1007/s11235-015-0005-x, March 17, 2015, pp. 1-11. [10 pages]

[J2] Gergely ÖLLÖS, Rolland VIDA, Event Signature Extraction and Traffic Modeling
in WSNs, in Springer Telecommunication Systems journal, ISSN 1018-4864, August
8, 2013, pp. 1-11. [10 pages]
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Journals: peer reviewed, domestic, foreign language (1x4p)

[J1] Gergely ÖLLÖS, Rolland VIDA, Adaptive sleep scheduling protocol in wireless sensor
networks, in Infocommunications Journal, vol. LXV, 2010/IV, pp. 20-30. [11 pages]

Conference Proceedings: peer reviewed, international, foreign language (6x3p)

[C7] Gergely ÖLLÖS, Rolland VIDA, Competitive Signature Extraction in Event Forecast-
ing WSNs, in International Conference on Telecommunications and Signal Processing
(TSP 2011), Budapest, Hungary, August 18-20, 2011. [available in IEEE Xplore and
SCOPUS, 5 pages]

[C6] Gergely ÖLLÖS, Rolland VIDA, Signature Extraction for Event Forecasting in Wire-
less Sensor Networks, in 15th International Telecommunications Network Strategy
and Planning Symposium (NETWORKS’12), Rome, Italy, October 15-18, 2012.
[technically-co-sponsored by IEEE, available in IEEE Xplore, 6 pages]

[C5] Gergely ÖLLÖS, Rolland VIDA, Adaptive Event Forecasting in Wireless Sensor Net-
works, in IEEE Vehicular Technology Conference (IEEE VTC2011-Spring), Budapest,
Hungary, May 15-18, 2011. [available in IEEE Xplore, 5 pages]

[C4] Gergely ÖLLÖS, Rolland VIDA, Sleep Scheduling Protocol for Mobile WSNs, in IEEE
Vehicular Technology Conference (IEEE VTC2011-Spring), Budapest, Hungary, May
15-18, 2011, pp. 1-5. [available in IEEE Xplore, 5 pages]

[C3] Gergely ÖLLÖS, Rolland VIDA, Adaptive Regression Algorithm for Distributed
Dynamic Clustering in Wireless Sensor Networks, in Proceedings of the 2nd. IFIP
Wireless Days, France, Paris, December 15-17, 2009, pp. 133-137. [technically-co-
sponsored by IEEE, available in IEEE Xplore, 5 pages]

[C1] Gergely ÖLLÖS, Rolland VIDA, Adaptive Local Extrapolation in Event Driven
Wireless Sensor Networks, in Proceedings of the BioSense09, Novi Sad, Serbia,
October 14-15, 2009. [4 pages]

Conference Proceedings: domestic, Hungarian language (1x1p)

[C2] Gergely ÖLLÖS, Rolland VIDA, Lokális extrapolálás vezetéknélküli szenzorhálózatokban,
in Informatika Korszerü Technikái (IKT2012), Dunaújváros, 2012. november 16-17.
[7 pages]

Independent Citations (the ID identifies the cited proceeding)

[J3] Matera, Francesco and Listanti, Marco and Pioro, Michal, Recent trends in network
planning to decrease the CAPEX/OPEX cost, Telecommunication Systems, Springer
US, ISSN 1018-4864, DOI 10.1007/s11235-015-9994-8, 2015, pp.1-3.

[J2] Wu, Xueping and Zhang, Dafang and Su, Xin and Li, WenWei, Detect repackaged
Android application based on HTTP traffic similarity, Security and Communication
Networks, ISSN 1939-0122, DOI 10.1002/sec.1170, 2015
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[J2] Wu, Hejun and Cao, Jiannong and Fan, Xiaopeng, Dynamic collaborative in-network
event detection in wireless sensor networks, Telecommunication Systems, ISSN 1018-
4864, DOI 10.1007/s11235-015-9981-0, 2015, pp. 1-16.

[C4] Azevedo, J.; Santos, F.; Rodrigues, M.; Aguiar, L., Sleeping ZigBee networks at the
application layer, Wireless Sensor Systems, IET , vol.4, no.1, pp.35,41, March 2014
doi: 10.1049/iet-wss.2013.0024

[C3] Donglin Hu, Shiwen Mao, Nedret Billor, Prathima Agrawal, On the trade-off between
energy efficiency and estimation error in compressive sensing, Ad Hoc Networks, Vol.
XI, Issue 6, ISSN 1570-8705, August 2013, pp. 1848-1857.

[C3] Aboagela Dogman, Reza Saatchi, Samir Al-Khayatt, Quality of service using a
combination of fuzzy c-means and regression model, in International Journal of
Electronics and Electrical Engineering, vol. VI, pp. 58-65, 2012.

[C3] Donglin Hu, Shiwen Mao, Billor Nedret, On balancing energy efficiency and esti-
mation error in compressed sensing, in Global Communications Conference (IEEE
GLOBECOM), pp. 4278-4283, 3-7 December 2012.

5.3 Applicability of New Results

The method for adaptive local extrapolation proposed in Thesis I.1 can be used to spare
energy when communication overhead is not acceptable. The scheme is adaptive, and it can
detect if the successive measurements are not correlated, in which case it switches back to a
deterministic sampling mode. Researchers and engineers can deploy this method transpar-
ently in an Environment Observation and Forecasting System (EOFS) since environmental
measurements are likely to be correlated (networks like CORIE and LAERT[76]), further
application is in Remote Ecological Micro-Sensor Networks like the PODS[77] project where
the University of Hawaii built wireless network of environmental sensor to investigate why
endangered species of plants will grow in one area but not in neighboring areas. They
collect mainly weather data like temperature, humidity, pressure, etc. that are usually well
correlated so the local extrapolation method can achieve higher energy savings without
significant overhead and by doing so, extend the global lifetime of such networks.

In Thesis I.2-I.4 I proposed a fully distributed spatial-correlation aware sleep scheduling
method, which does not require synchronization or localization. It can be gradually enabled
on the network, ranging from the deterministic mode to the fully adaptive operation, where
the method spares as much energy as the spatial-correlations and the user specified threshold
of expected inaccuracy permit. The solution has strong energy balancing capability and
it supports mobile environments. It is robust, since it can operate even if the network
is broken up to isolated segments or consists of nodes suffering from frequent failures.
The communication is only local, so there is minimal network-wide radio interference
induced. Also, similarly to the local extrapolation method, if there is no spatial-correlation
present, then the network switches back to the deterministic sampling mode, but only on
that network segment where the linear association is under a threshold. Researchers and
engineers can deploy this method in order to significantly extend the global lifetime of
the network, especially in case of applications where the goal is to continuously monitor a
large field with measurements being spatially correlated. It can find applications in habitat



118

monitoring, networks like the Great Duck Island (GDI) system[78], Smart Energy networks
that improve the efficiency of energy-provision chain, which consists of 3 components,
the energy-generation, distribution, and consumption infrastructure, since the energy
consumption between households are well correlated.

The event forecasting method proposed in Thesis II is formulated universally, so it can
be used in several applications. The method is anytime, so the computation resources
can be dynamically allocated to this process. If we increase the computational resources
allocated to the process, the forecasting precision will increase. The method is robust in the
sense that it can tolerate significant noise (missing or noisy events that randomly pop-up)
as well as varying computational resources allocated to the process. The method can be
deployed in applications like target localization[79][80], distributed entity tracking[81][82],
surveillance[83], as already mentioned. These systems, but also dynamic sampling protocols
or early warning systems require some level of event forecasting. Distributed track prediction
techniques predict likely future trajectories based on current information and instruct sensor
nodes to continue tracking the entity. Dynamic sleep scheduling techniques predict the
network segments a new event will probably affect; based on this information, only these
selected segments will be in high resolution sampling mode, generating high energy savings
and extending thus the network lifetime. The single event noise source speed estimator
in Thesis II.2 can be used in cheap hardware like sensor nodes since it only relies on an
inbuilt microphone. The event generator in Thesis II.3 can be independently used in similar
research areas, since it is validated, takes into account the autocorrelation and burstiness
of the traffic the events are based on.
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Appendix

Here in the appendix I further detail the proposed Dynamic Sampling Protocol (DSS). The
DSS was implemented in NesC for demonstration purposes and in Simulink for general
analysis. In Simulink, approximately 30% of the code was implemented graphically which
covers the layers of higher abstraction.

I used two different graphical tools under Simulink. First SimEvents for discrete-event
simulation which represents mainly the communication subsystem, and StateFlow for
developing state charts and flow graphs which will be presented in this appendix.

MATLAB is a high-level language and interactive environment that enables you to
perform computationally intensive tasks faster than with traditional programming languages
such as C, C++, and Fortran[84]. It incorporates both SimEvents and StateFlow as a
toolbox in Simulink.

Simulink is an environment for multidomain simulation and Model-Based Design for
dynamic and embedded systems. It provides an interactive graphical environment and
a customizable set of block libraries that let you design, simulate, implement, and test
a variety of time-varying systems, including communications, controls, signal processing,
video processing, and image processing[85].

SimEvents provides a discrete-event simulation engine and component library for
Simulink. You can model event-driven communication between components to analyze and
optimize end-to-end latencies, throughput, packet loss, and other performance characteris-
tics. Libraries of predefined blocks, such as queues, servers, and switches, enable you to
accurately represent your system and customize routing, processing delays, prioritization,
and other operations[86].

StateFlow extends Simulink with a design environment for developing state charts and
flow graphs. Stateflow provides the language elements required to describe complex logic
in a natural, readable, and understandable form. It is tightly integrated with MATLAB
and Simulink products, providing an efficient environment for designing embedded systems
that contain control, supervisory, and mode logic

Using these tools I first present the communication subsystem which I implemented in
SimEvents and then the basic decision logic which I implemented in StateFlow.

DSS SimEvents R© implementation

In Fig. 5.1 we can see 100 DSS nodes in a network. The nodes are connected through two
unidirectional channels that are set to model the ether.

Simulink demands that these channels are terminated with an appropriate block that
I will describe later. Since the DSS protocol supports mobile environment, a mobility
controller updates the positions of each node. Please note that the position of a node in
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Figure 5.1: Simulation of 100 DSS nodes

Simulink is implemented internally as a parameter of a DSS node. The nodes on the figure
are not moving; it is only the way of Simulink to depict objects. To change the positions
of nodes during simulation is the job of the mobility controller, which in turn changes the
statistical properties of measured samples accordingly. This controller calls the mobility.m
Matlab function to update the position of the simulated nodes in run time.

Figure 5.2: Channel termination and traffic monitoring

In Fig. 5.2 you can see the channel termination. There are two channels one in each
direction (TX and RX). Since a terminator does not transmit anything, there is an event
based generator of which the trigger input is grounded (down). Since the terminator
receives all the entities that occurred during simulation, it is a good idea to monitor the
traffic here. The attribute scope block creates a plot using data from a real scalar-valued
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attribute of arriving entities[86]. It outputs the number of points plotted (the number of
packets plotted in real-time). Based on this information I monitor the channel utilization.
The utilization block is a XY SimEvents scope.

Figure 5.3: Internal structure of a DSS node

In Fig. 5.3 you can see the basic structure of a DSS node. There are five components.
The SimTime real time clock provides the simulation time for the Motor. The Motor
represents the central processing unit of the node. By the help of the T − Junction the
nodes accesses the common communication interface (in my case the ether). There are two
more components the ComposePck and the ReadPck. The former composes a packet based
on a command from the Motor and the latter decodes a packet and sends the attributed
to the Motor. As you can see the Motor is aware of the number of packets in the buffer
through the BuffLen signal, and when ready it commands the ReadPck module to read
a packet from the buffer with the help of the EReadPck signal. First I will look inside the
packet composer block.

In Fig. 5.4 we can see the ComposePck packet composer. The packet composer gets
the attributes of the packet from the Motor by a bus signal. Therefore, on the command
from the Motor it demultiplexes the signal, generates an empty entity and sets its attributes
appropriately. Then it sends it to the ether (PckOut).

In Fig. 5.5 is the ReadPck packet encoder, in which the received packets are stored
with the help of a FIFO queue which reports its size directly to the Motor (through the
BuffLen signal). On the command of the Motor, the ReleaseGate releases a single packet
toward the MuxAttrib box, which extracts the attributes from the arriving packet (or
entity in SimEvents) and sends it to the Motor through the PckInAttribs signal. Then
the entity is destroyed in a sink.

In Fig. 5.6 it can be seen the channel T − Junction. This is a slight modification
of a demonstration model provided by MathWorks. The 3 Replicate boxes reproducing
the same packet (that arrived on their single input) two times on their outputs and the
3 PathCombiner boxes forward the packets that arrived on their inputs toward a single
output. The purpose of these 6 bocks is to receive a copy of a packet that is present on the
ether (originating from both directions) and transmit a packet to the ether (toward both
directions). A MAC and Distance Filter user defined box is implemented to forward only
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Figure 5.4: Packet composer

Figure 5.5: Packet encoder

the packets that have the same MAC address as the receiving node and is in the receiver’s
node range.

In Fig. 5.7 it can be seen the MAC and Distance Filter box in detail. From the local
node it needs the following parameters. The ID of the node in order to compare it with
the destination of the arriving packet, the actual position (PosX and PosY ) of the node
in order to decide if the source of the packet is in the receiving range, and the predefined
receiving range SensRange of the local node. Based on this information the module can
decide if it sinks the packet or forwards it.

Next I will look inside the Motor; the CPU of the DSS node.

DSS StateFlow R© EFSM core

A Stateflow chart is an example of a finite state machine. A finite state machine is a
representation of an event-driven (reactive) system. In an event-driven system, the system
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Figure 5.6: Channel junction model

Figure 5.7: Packet filter

makes a transition from one state (mode) to another, if the condition defining the change
is true[87].

Traditionally, designers used truth tables to represent relationships among the inputs,
outputs, and states of a finite state machine. The resulting table describes the logic
necessary to control the behavior of the system under study. Another approach to designing
event-driven systems is to model the behavior of the system by describing it in terms of
transitions among states. The occurrence of events under certain conditions determine the
state that is active. State-transition charts and bubble charts are graphical representations
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based on this approach[87]. Here I assume that the reader is familiar with basic state
transition charts.

Figure 5.8: Basic stateflow notation[87]

In order to help the reader, in Fig. 5.8 we depicted a basic model with the objects
labeled on it (source [87]). This example uses the hotel check-in process to explain Stateflow
chart semantics. It contains graphical constructs, such as states and history junctions, and
nongraphical constructs, such as conditions and condition actions[87].

Fig. 5.9 depict the first half of the system. In the model, there are five parallel (dashed
line) states that are running independently. It can be thought as different EFSMs running
in parallel. In the top right corner the number denotes in which sequences these states are
updated, and in the top left corner is the name of this state. There are 4 functions defined.
The function snd sends a packet to a destination with 5 attributes. Function clrbuff clear
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 function 
snd (dest, d1, d2, d3, d4, d5, type)

 MATLAB Function 
shw(mod)

 function 
logger

 MATLAB Function 
clrbuff

debu 1
init
Px=PosX; Py=PosY;
du: Px=PosX; Py=PosY;

pwrcnt

4

Logging

5

samp 3
init

befor start wait a random interval

standBy

I can sample the environment if
1sec elapsed and no send
function was called in this tick
and I am not sleeping or
powered down

sampling
x=ml.samp[dt*t][ID];
snd (−1,x,intMe,pwrLevel,0,0,1);
isent=intMe;%intpol sent?

[after(ml.mod(Seed,dt/ 2)+1,tick)&(ID ~= 0)]

[after(dt,tick)&(pwrLevel>=0)&...
~in(al.up.replyLogic.fsleep)&...
~in(al.up.gatherAndResp.sleep)&...
(PckOut[11]!=t)]

Figure 5.9: DSS Sampler and related EFSMs

the receiver buffer which resides in the ReadPck block. The shw and logger functions are
only for debugging purposes as is the Logging and the debu state. The pwrcnt measures
the power spent by the node, and sine it is not a system component we will not look inside.
There are two parallel states that implement the core functions, namely the samp EFSM
and the al EFSM that is depicted in Fig. 5.10.

The samp parallel state is responsible for the sampling. After model initialization init
the EFSM continuously samples the environment samp, and only stops standBy when a
send function is called (which only marginally affect the timing) or when the node is in
sleep mode or powered down. To randomize the system, after initialization, the node waits
a random interval before the sampling starts.

Fig. 5.10 describes the core component of the DSS system. It contains five subsystems
(recSamp, updateModel, replyLogic and gatherAndResp) which I will discuss. It consists
of three states. Initialization init which initializes the variables, up which describes the
behavior of the DSS node when it’s powered up and finally poweredDown when the system
transits, when there is no more power pwrLevel available. As you can see from this state
is no return, only by restarting the whole simulation.

After initialization we wait a random interval and proceed to the standBy state where
we wait a new packet to arrive (in parallel the samp EFSM is sampling the environment).
If a packet has been received with no extrapolation request we transit to the recSamp
sub state which decides if a packet is a sample, and if it is, registers the sender. If the
registration was successful (from now on the node tracks the sender or it has been already
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al 2
init / shw(0); y=0; x=0; tmpPck=0; tmp2=0; tmp1=0; tmp=0;
 regPos=0; pwrLevel=Energy; isent=0; intMe=1; eQual=0; b=0; a=1;

poweredDown
shw(2);

befor start wait a random interval we are out of power

up / shw(1); %Powered Up

standBy / intMe=1;    %we can send interpolation requests durring this state
exit: intMe=0; waiting for a new packet to arrive

clear the buffer

recSamp

a sample has been sent with
implicit interpolation request

a new sample has
arrived and has
been registered

the quaity is not
less than TEq
OR the node
does not want to
be interpolated

gatherAndResp
updateModel

a sleep request has
been sent to (’Y’) ;
waiting for answer

Type(1): Measurements data
[measur, interpolationReqest , pwrLevel , − , − ]
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Type(2): Goto sleep cmd request
[minPwr, iIntpol(0)/youIntpol(1) , a_inv ,  b_inv , − ]
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Type(3): Goto sleep cmd response
[winner,  iIntpol(0)/youIntpol(1), − , − , − ]
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

replyLogic

[pwrLevel < 0][after(ml.mod(Seed,dt/ 2)+1,tick)&(ID ~= 0)]

{clrbuff();}[~isent]

2

[isent]{isent= 0;}

1

Figure 5.10: The main EFSM of the DSS protocol

tracked) the system transits to the updateModel sub state.

The updateModel sub state is responsible for managing the models of each tracked
distant nodes. It updates the model of the node that has sent the sample packet (here I
manage the AR sessions). The updateModel also decides if the node will extrapolate the
measurements of a distant node that sent the sample. If there was no extrapolation request
or the expected quality of the adaptive regression is not reached the user specified threshold
of quality (Teq), the system transits to the standBy state while it clears the packet buffer.

If the particular model is good enough and the sender requested an extrapolation request
(implicitly) the updateModel sub state sends an extrapolation response (sleep request on
the figure) to the source. There can be three outcomes here which is managed by the
replyLogic sub state. Either the node sleeps, or it extrapolates the measurements of the
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distant node or it will simply do nothing. Whichever it is, after the procedure we transit
to the standBy state while we clear the input buffer.

Basically the local node is in the replyLogic state, and is communicating with the
distant node which is in the gatherAndResp state. The gatherAndResp state is activated
if the local node is in standBy state and receives one or more extrapolation responses from
the candidates (in response to the implicit extrapolation request).

Next I will discuss these two states.

replyLogic
 truthtable 

ret = repLogic

timer1
tmp=PckIn[1]; %storing the (’Y’) source ID

init

recPck do nothing

analize
tmp1=repLogic();        %nothing(1),exit(2),sleep(3),forecast(4)

after timet1 expire exit

exit and continue the algorithm
from the beginning

forced sleeping
we have to forecast

forecast

fsleep
%forced sleeping

[after(0.35*dt,tick)&in(al.up.replyLogic.timer1.init)]

1

[tmp1==2]

2

[tmp1==4]

4

[tmp1==3]

3

[after(Tp*dt,tick)]

1

[tmp1==1]

1

Figure 5.11: Reply logic EFSM

In Fig. 5.11, we can see the Reply Logic sub-state. When a node sent an extrapolation
response it waits for the election result, since more than one node could respond to the
original request. This sub-state consist of three states. A timed timer1 state, forecast and
a fsleep state. When the node sent the extrapolation response packet the system transited
to the init state which resides in the timed state timer1. If the timer expires and we are
anywhere in the recPck sub-state, init or analyze state the system automatically transits
outside to the standBy state.

While we reside in the timed state we wait for the election message. Based on the
received message the system transits to varies states depending on the repLogic truth table.

If the received packet is not from the node to which we sent the extrapolation response
packet then we do nothing (return to init) and we wait further. If a packet arrived from
the right source but it is not an election message we do nothing; transit to init and wait
further. If it is an election message from the right source and we did not win the election
we transit to standBy. If we won the competition we either go to sleep mode fsleep or we
extrapolate the distant node. In case we have less energy left than the distant node we
sleep fsleep, or extrapolate forecast in case the other way around. If we sleep (in fsleep
state), after the sleep period we transit to standBy state. If we extrapolate (in forecast
sub state), after we extrapolated we return to standBy state.
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gatherAndResp

a sample has been sent with
interpolation request; clearing the buffer

timer2
tmp=ml.mincollect( 0,0,’reset’); %resetting

init

recSReq

gather
tmp = ml.mincollect(PckIn[ 1],PckIn[2],’collect ’);  %collecting the min

after timer2 expire

there was no SReq

i have more energy left based on distant nodes
decision so i will interpolate

i have less energy left
so i will sleep

sendYim
snd(−1,tmpPck[1],1,0,0,0,3); %sleep response(3) you i me(0)

sendIiy
snd(−1,tmpPck[1],0,0,0,0,3); %sleep response(3) i i you(0)

sleep
%accepted sleeping

forecast

[isent]{isent=0;}

[after(0.18*dt,tick)&in(al.up.gatherAndResp.timer2.init)]

1

[~tmp]

1
[(tmpPck[3]==1)&tmp]23

1

[after(Tp*dt,tick)]

2

[hasChanged (tmp)]{
  tmpPck=PckIn;
}

1

1

Figure 5.12: Gather and respond EFSM

In Fig. 5.12, we can see the gatherAndResp sub state which sends the election message
to the candidates. Similarly as in the replyLogic sub state, we have a timed state called
timer2. During this time the system collects the extrapolation responses from the others.
There can be three outcomes.

First, there were no extrapolation responses from the others. In this case after timer2
expired we return to standBy state.

Second, there were extrapolation responses and we selected the one with the minimum
energy level, and that minimum is less than ours. In this case we extrapolate the sender of
the extrapolation response (in forecast state), but before that we advise the node with an
election message so it can go to sleep mode.

Third, there were extrapolation responses and we selected the one with the minimum
energy level, and that minimum is greater than ours. In this case we send the result of the
election to the node that sent the extrapolation response and go to sleep mode (in sleep
state).

The distant node will extrapolate my measurements. After the forecast or sleep mode
we return to the standBy mode.
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List of Abbreviations

ADC Analog Digital Converter

ALLOC Allocation Vector

ARM Adaptive Regression Method

ASACENT Adaptive Self-Configuring sEnsor Networks Topologies

BS Balanced-energy Sleep Scheduling

BTS Base Transceiver Station)

CCP Coverage Configuration Protocol

CORIE Center for Coastal Margin Observation and Prediction

COV Empirical Covariance

dB-SPL Sound Pressure Level in Decibels

DC Deterministic Clustering

DE Discrete Event

DPT Distributed Prediction Tracking

DS Dynamic Cluster

DSP Dynamic Sampling Protocol

DSS Dynamic Sleep Scheduling Protocol

EFSM Extended Finite State Machine

E-LEACH Enhanced Low-Energy Adaptive Clustering Hierarchy

EOFS Environment Observation and Forecasting System

ERR Error

ESS Energy-Efficient Surveillance System

FE Fuzzy Set of Events

FIFO First In First Out Buffer

FIR Finite Impulse Response Digital Filter

GDI Great Duck Island Monitoring System

GL Global Lifetime

GS Global Sequence

ID Identification Number

IEEE Institute of Electrical and Electronics Engineers

IID Independent and Identically Distributed)

I-SEM Iterative Signature Extraction

ISM Industrial, Scientific and Medical Radio Bands

ISSA Independent Sleep Scheduling Architecture

LDAS Lightweight Deployment-Aware Scheduling

LDS Linear Distance-based Scheduling

LE(D) Dynamic Local Extrapolation
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LE(S) Static Local Extrapolation

LE Local Extrapolation

LEACH Low-Energy Adaptive Clustering Hierarchy

LMS Least Mean Squares)

LS Local Sequence

LUM Luminosity

MAC Medium Access Control

MDS Multidimensional Scaling

MMDS Metric Multidimensional Scaling

MSE Mean Square Error

MSNL Maximization of Sensor Network Life Protocol

NID Node Identification Number

NN Neural Network

NSE-ME Noise Source speed Estimation based on Multiple Events

NSE-SE Noise Source speed Estimation based on a Single Event

OGDC Optimal Geographic Density Control

PEAS Probing Environment and Adaptive Sensing

PECAS Probing Environment and Collaborating Adaptive Sleeping

PPMCC Pearson Product-Moment Correlation Coefficient

P-SEM Procedural Signature Extraction

RIS Random Independent Scheduling

RMS Root Mean Square

RTT Round Trip Time

SE Soft Event

SSA Sleep Scheduling Architecture

TDL Tapped Delay Line

TE Training Event

TEMP Temperature

TEQ User Specified Threshold

TSS Time Space Event Signature

TSSDB Time Space Signature Database

UERR User Specified Error

WCRT Worst Case Response Time

WSN Wireless Sensor Network

ZOH Zero-Order Hold


