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Kivonat

A disszertáció fő témája rácsos tartószerkezetek statikai elemzése kombinatori-
kai, gráf- és matroidelméleti algoritmusok seǵıtségével. Nagy számú illetve összetett
szerkezetek feldolgozhatósága érdekében amellett, hogy a lehető leghatékonyabb al-
goritmusokat keressük, igénybe veszünk nagy teljeśıtményű, párhuzamos számı́tási
rendszereket is. A dolgozat másik fontos témája ennek megfelelően az algoritmu-
saink felhasználásával egy párhuzamos alkalmazás tervezése és futtatása, valamint
teljeśıtményelemzése.

Régóta ismertek olyan algoritmusok, amelyek diszkrét matematikai
megközeĺıtéssel vizsgálják egy śıkbeli rácsos tartó merevségi tulajdonságát.
Ezen algoritmusok fontos tulajdonsága, hogy elegendő a tartó topológiáját megadni
bemenetként, és ez alapján (elfajuló eseteket leszámı́tva) tetszőleges geometriájú
tartóra eldöntik annak merevségét. Hasonló algoritmus megalkotása volt a célunk
a rácsos tartók egy másik, eddig keveset kutatott jellemzőjének, a geometriai
érzékenységnek a meghatározására. A disszertáció szerzőjétől független korábbi
kutatások eredménye igazolja, hogy a geometriai érzékenység szintén megállaṕıtható
a topológia alapján.

Hamar belátható azonban, hogy egy naiv megközeĺıtésű algoritmus exponenciális
időigényű. Egyik legfontosabb eredményünk, hogy megterveztünk egy gyakorlatban
is alkalmazható, polinomiális időigényű algoritmust. Mivel ez volt az első ilyen al-
goritmus śıkbeli tartók geometriai érzékenységének topológia alapján történő meg-
határozására, ez egyúttal bizonýıtásul szolgál arra, hogy a probléma megoldható a
tartó rúdszáma szerinti polinom lépésszámmal.

Általános feléṕıtésű rácsos tartók mellett vizsgáltunk speciális eseteket is: a
négyzetrács topológiájú, bizonyos helyeken átlós rudakkal merev́ıtett tartókat.
Ezek közül a geometriailag szabályos és szabálytalan tartók vizsgálata eltérő
módszereket igényel; mi elsősorban az utóbbiakkal foglalkoztunk. Megad-
tuk, hogyan lehet a vizsgálandó eseteket felsorolni, amely előseǵıtette a
nagy számú átlókombináció hatékony elosztott feldolgozását. Ezzel a felso-
rolási módszerrel szuperszámı́tógépeken megszámoltuk milliárdos nagyságrendű
szabálytalan négyszögrács tartó közül a mereveket, és megmértük azok geometri-
ai érzékenységét.



Abstract

The main topic of this dissertation is the statical analysis of trusses with the
help of algorithms based on combinatorics, graph theory and matroid theory. To
enable processing numerous or very complex structures, in addition to looking for
the most efficient algorithm possible, we also made use of high performance parallel
computing systems. The other important topic of this paper is accordingly the
design, execution and performance analysis of a parallel application using these
algorithms.

For examining the rigidity property of a plane truss, algorithms based on dis-
crete mathematics have been known for a long time. An important trait of these
algorithms is that given only the topology of the truss as input, they can test the
rigidity of trusses with any geometry (apart from degenerate cases). Our goal was
to create a similar algorithm for determining geometric sensitivity, which is another
property of trusses, with little research history so far. Earlier research not by the
author of this paper has proven that geometric sensitivity can also be determined
by topology.

It soon turns out, however, that an algorithm following a naive approach has
exponential time complexity. One of our most substantial results is a more practical,
polynomial-time algorithm. Being the first such algorithm, this also serves as a proof
that the problem is solvable in polynomial time.

In addition to random structures, we examined specific cases, namely trusses
with a square grid topology, made rigid by diagonal bars in certain places. These
trusses may have regular or non-regular geometries, requiring different methods of
analysis; we discuss primarily the latter. We have formulated ways to enumerate
cases to be examined, which facilitated the distributed processing of a very large
number of diagonal placements. Using this enumeration, we counted the rigid cases
among billions of non-regular quadrilateral grid trusses, and measured their geomet-
ric sensitivity.
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Tibor Csáki of the Department of Machine Tools, University of Miskolc made the
supercomputer of the department available exclusively to me for a prolonged period,
allowing me to do an enormous amount of computations.

4



Chapter 1

Introduction

The study of truss structures is an old and attractive branch of mechanics. Even
today, trusses remain important in structural engineering as one of the main types
of long-span structures, such as bridges. There are two fundamental approaches
to their examination: one of them is to calculate the acting forces, the other is to
observe the topology. Accordingly, the theory of trusses raised interesting questions
in both mechanics and mathematics, resulting in the rapid convergence of these two
fields of science.

As early as the nineteenth century, Maxwell [55][56] used combinatorial means
to examine the rigidity of trusses. During the twentieth century, combinatorics has
seen great progress, which was in part inspired by trusses. Supported by graphs
and matroids, a rich theory of combinatorial rigidity analysis was established, with
results by Henneberg [41], Müller-Breslau [60], Laman [52], Bolker and Crapo [10],
Lovász and Yemini [54], Graver [38] and most recently, Jordán and Berg [9]. Re-
search in this topic by mathematicians continues even these days, because many
mathematical problems are connected to truss structures.

Tensegrities are special structures similar to trusses. Instead of pinned joints,
cables are used here to make the structure rigid. Like trusses, tensegrities have an
interesting mathematical background, which was studied by Buckminster Fuller, the
architect famous for his futurist buildings [34].

Very recently, a radically new concept and approach to the study of trusses
emerged, called geometric sensitivity [76][74][75]. It is a modern theory, which led
to a range of interesting new problems for engineers and mathematicians alike. For
a prolonged time until this new idea was invented, it had seemed that the topology-
based problems related to trusses had been solved for the most part. Yet it turned
out that geometric sensitivity, a property which can be measured by topological
means, has direct consequences on the distribution of forces in the structure, which
makes it important from an engineer’s point of view. Due to this, mathematical
research continues on this topic [45][46].

However, although geometric sensitivity is an easily understandable concept,
trying to determine it for huge structures gets very hard. Even if we consider
one of the most basic types of trusses, quadrilateral grids, it is impossible to get
a qualitative picture on a larger scale via manual calculations. Instead, a powerful
computing infrastructure is needed to obtain these results. For this, one must design
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sufficiently fast algorithms, which is not a trivial task in itself. Afterwards, the
algorithm must be implemented and executed on a well-chosen computer, which
raises further issues.

The complexity of our calculations justifies the use of a high-performance com-
puting (HPC) system. During the last decades, computing performance increased
at an astonishing rate. Moore’s law of 1965 [59] predicted that the number of tran-
sistors in an integrated circuit would double about every two years. The prediction
remained correct until the near past, resulting in the traditional sequential pro-
cessors becoming ever faster. The most powerful HPC systems have always been
parallel computers though, with multiple processing units.

The trend in microelectronics stated by Moore is slowing down today, and cannot
continue indefinitely due to physical limitations on a particle level. Consequently,
parallel computing is gaining importance outside HPC applications, and today’s
commercial computers are almost without exception capable of some sort of paral-
lelism.

Amdahl’s law [5], which defines an upper bound on speedup independent of the
number of processors, might discourage the use of parallel applications. However,
this upper bound depends on the quality of the parallel algorithm. Presently, in
spite of the ubiquity of parallel computing systems, the parallelisation of a problem
is not an automatic process. Although software tools aiding parallelisation exist for
different systems and with different aspects [36][57][48][61][17], compiler support is
limited regarding the optimal usage of resources, not to mention debugging. The
design of efficient parallel applications is a manual activity, requiring a different way
of thinking compared to traditional sequential programs [29].

This dissertation presents our algorithms, our parallelisation approach and our
experiences of numerical calculations. In Chapter 2, we introduce the related basic
concepts and preliminary results: the background in mechanics, mathematics and
computing that supports our research. Chapter 3 presents algorithms for deter-
mining the geometric sensitivity of plane trusses. These algorithms paved the way
for our most important numerical studies, which, along with qualitative conclusions
thereof, are explained in Chapter 4. These studies also required the design and
deployment of a parallel application, which is detailed in the same chapter. Further
analysis of this application with respect to performance and optimisation possibili-
ties can be read in Chapter 5. Chapter 6 is a supplementary part describing some of
the technical details of our concrete software implementations, including those used
in parallel computing as well as some graphical applications that are suitable for
interactive experimentations. Finally, Chapter 7 summarises our research briefly.
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Chapter 2

Background

The subject of our research is the combinatorial analysis of trusses, taking advantage
of powerful computing resources. For this, we make use of various results in me-
chanics, mathematics and parallel computing. This chapter references these results
and introduces the concepts used later.

We start with describing the mathematical model of a real-world truss and cor-
responding concepts along with known results in Section 2.1. Then in Section 2.2 we
review the possible alternatives for parallel computing systems. Finally, in Section
2.3 we present approaches for developing a parallel computing application and the
estimation of its performance.

2.1 Trusses

Trusses are constructs of structural engineering that have various applications, in-
cluding bridges, transmission towers, roofs and scaffoldings. To describe trusses
formally, we use the models described in Section 2.1.1.

It is important to note a difference in the behaviour of regularly and irregularly
shaped trusses. To make this distinction, we introduce the concept of genericity
with respect to truss geometries in Section 2.1.2.

Our analysis encompasses two important properties of trusses: rigidity and geo-
metric sensitivity. The concept of rigidity along with means of statical calculations
for determining it are described in Section 2.1.3.

The preferred way of checking the rigidity of a truss is a combinatorial approach.
This is presented in detail in Section 2.1.6, after defining two necessary mathematical
concepts: matroids (Section 2.1.4) and submodular functions (Section 2.1.5).

Geometric sensitivity is introduced in 2.1.7. Similarly to rigidity, we prefer to
calculate this attribute using combinatorics. Algorithms for doing this will be pre-
sented in Chapter 3.

2.1.1 The truss model

A truss can be considered as a structure built up from rigid (i.e. incompressible,
non-expandable and unbendable) bars of finite length connected by pinned joints.
The joints are attached to the endpoints of two or more bars, allowing their free
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(a) (b)
(c)

(d) (e) (f)

Figure 2.1: Examples for two-dimensional unsupported (top) and supported (bot-
tom) truss models. Circles indicate internal joints, squares indicate support points.

Figure 2.2: Modelling a supported structure with fixed-location joints

relative rotation around the joint but preventing detachment. The distance of two
joints connected to each endpoint of a bar thus remains constant. Forces applied to
the truss can be categorised into external forces i.e. loads, and internal forces acting
in the bars. This model restricts external forces to act at the joints only [71][8].
Figure 2.1 illustrates the concept with two-dimensional examples.

Realisations of trusses are in most cases supported (see Figures 2.1d, e and f),
i.e. fixed to the ground and/or a wall. If external loads and equilibria of forces are to
be taken into consideration, then the theoretical model must reflect these supports.
In this case additional, unmovable joints are introduced. Such fixed-location joints
are called support points, while movable joints are referred to as internal joints. Each
support point is connected to exactly one internal joint by a bar. As demonstrated
in Figure 2.2, we can thus model fixing a plane structure to the ground or wall by
an internal joint connected to at least two support joints, or supporting a structure
with a rolling element by connecting an internal joint to one support point, which
allows motion in one dimension (along an arc). The nature of our analysis makes
it more convenient to have unsupported trusses as input, therefore for most part of
this document we will consider unsupported trusses, and further examples shown
will be unsupported. If necessary, however, it is easy to convert a supported truss
into an unsupported one with similar properties, as shown in Section 3.3.

Specifying a truss means giving its topology and geometry. The topology of the
truss is described by the topology graph G = (V,E), which is a simple undirected
graph (i.e. a loopless graph with no parallel edges). The vertex set V of the topology
graph is in one-to-one correspondence with the set of joints in the truss. Likewise,
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the edge set E is in one-to-one correspondence with the set of bars. A given vertex
is incident with a given edge if and only if the corresponding joint and bar are
connected. Accordingly, we will henceforth use the notations |V | and |E| for the
number of joints and bars in a truss, respectively. Throughout this document, when
referring simply to the topology of a truss, we mean this graph representation.

Geometric information such as locations of joints and lengths of bars are excluded
from the topology graph. The model can be augmented with geometric data by
specifying the spatial coordinates of all joints. In case of plane trusses, our main
focus, where the locations and movement of the joints (and bars) are constrained
to a two-dimensional plane, this means two real numbers for each joint. In three-
dimensional space trusses, joints have three coordinates. The truss concept can
also be extended into N dimensions for values of N higher than 3, in which case
N -element real-valued vectors are assigned to each joint. Such trusses are only
theoretical though, and do not have practical significance.

Most of the analysis presented in this document examines the topology of the
plane truss only, without regard to geometric data. In the generic case (see Section
2.1.2), the topology alone is sufficient to observe the properties that are of interest to
us: rigidity and geometric sensitivity. We use coordinates of joints for visualisation
purposes only.

2.1.2 Generic and degenerate geometry

In most cases, trusses with the same topology have common properties in terms of
rigidity (see Section 2.1.3) and geometric sensitivity (see Section 2.1.7) even if their
geometries differ. However, there are some exceptional cases of truss geometries,
which can lead to different rigidity or geometric sensitivity attributes. Accordingly,
we must distinguish between generic and degenerate geometries [78].

In a truss with a generic geometry, all components of the coordinates of joints
are algebraically independent over the rationals, i.e. they do not compose the root of
a non-trivial polynomial with rational coefficients. Degenerate trusses on the other
hand have algebraically dependent joint coordinate components.

Figure 2.3 shows examples for trusses with matching topologies, but different
geometric traits with respect to genericity. The trusses in Figures 2.3a, d, g and
j have generic geometries, while the others are considered degenerate. Note that
although not evident at first sight, the topology of 2.3e is isomorphic to that of
2.3d and 2.3f – this topology is the utility graph K3,3. Similarly, 2.3h has the same
topology as 2.3g and 2.3i.

The most obvious degenerate geometries include those where two or more joints
are at the same location, and zero-length bars exist. However, the figures show
subtler cases, like 2.3b or 2.3k, where three or more joints lie on a straight line. The
latter kind of trusses, where joints are placed in a square grid arrangement, will be
discussed in short in Chapter 4.

Another, even less obvious example for a degenerate geometry is 2.3e, where
several joints are on a circle (or more generally on a conic section). Regarding 2.3h,
the geometry is degenerate only because the extensions of three bars (marked by
dashed lines) intersect in a single point.
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(a)
(b) (c)

(d)

(e)

(f)

(g) (h) (i)

(j)
(k)

(l)

Figure 2.3: Rigid generic (left column), non-rigid degenerate (middle column) and
rigid degenerate (right column) trusses. The three trusses in each row have iso-
morphic topologies. For non-rigid cases, arrows indicate the direction of a possible
infinitesimal or actual motion.
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It should be noted that “almost all” geometries are generic: if the coordinates
of joints are real numbers chosen randomly and independently, then these coordi-
nates will be algebraically independent with probability one [78]. However, such
trusses usually have a distorted appearance. Trusses resulting from structural engi-
neering, a human activity, are more regularly shaped, and often exhibit features of
degenerateness.

Generic trusses with the same topology behave identically with respect to rigidity
and geometric sensitivity. For these trusses, the topology itself determines these
properties. Therefore, we will concentrate on examining topology graphs of generic
trusses, even though degenerate trusses are also important from an engineering point
of view.

2.1.3 Rigidity

One of the most basic properties of a truss is its rigidity [8]. A truss is rigid (or
isostatic [78]) if – due to the constraints introduced by the bars attached – the
distance of any two joints remains constant. In addition, rigidity forbids the phe-
nomenon called infinitesimal motion. This can occur in degenerate trusses like those
in Figures 2.3b, e and h. Although bars actually prevent the motion of a joint that
changes the shape of the truss, some joints may have a non-zero momentary velocity
vector (indicated by arrows in the figure), which, when extrapolated in time, would
lead to deformation. Such trusses are not considered rigid, and their construction
in practice should be avoided, as this infinitesimal motion can result in very large
stresses in bars when loaded.

A truss is minimally rigid if it is rigid, but by removing any of its bars it becomes
non-rigid. The examples shown in Figure 2.1 and the left and right columns of Figure
2.3 are minimally rigid.

In case of supported trusses, the supporting may have a role in making the truss
rigid. If the support points and the attached bars are simply removed from such a
truss, then the resulting unsupported truss will be non-rigid. The supported truss
in Figure 2.1d is an example for this. In other cases – like those in Figures 2.1e and f
– removing support points and attached bars does not violate the rigidity property.

There are various approaches to test the rigidity of a truss. One of them is
a direct mechanical analysis based on the precise geometry and topology [8]. For
supported trusses, a statical examination can be performed [71]. Here we prescribe
the equilibrium of forces in the joints. At each internal joint, forces parallel to the
connected bars are applied. Also, for a force at the endpoint of a bar, a counterpart
force with the same magnitude is present in the opposite direction at the other
endpoint. Adding external forces (loads), we can write scalar equations component-
wise on the forces cancelling each other in each internal joint, gaining a system of
linear equations. The number of equations will be N times the number of internal
joints, where N is the number of dimensions. For plane trusses, N = 2, but we can
analyse trusses of higher dimensions with this method as well. Variables represent
the magnitudes of forces in bars, thus there are |E| of them.

By choosing appropriate external forces, rigidity can be verified. If for some set
of external forces there is no solution to the system of linear equations, i.e. there
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is no equilibrium of forces, then the truss is not rigid, otherwise it is rigid. More
formally, the condition of rigidity is that the rows of the matrix of the linear system
are independent.

We call a supported truss statically determinate if there is a unique solution of
forces in equilibrium, and statically indeterminate if there are multiple solutions.
Statical indeterminateness is caused by redundant bars, leading to a possible self-
stress state in the structure. Consequently, there is a connection between statical
determinateness and minimal rigidity: a plane truss is minimally rigid if it is sup-
ported and statically determinate, or if it is unsupported and can be made statically
determinate by adding and connecting three support points.

Another variant of the direct mechanical approach is a kinematical analysis. This
is more convenient for unsupported trusses. Here we consider the spatial motions
of joints, constrained by bars [78]. If pi and pj denote the location vectors of the
ith and jth joint respectively, then the velocity vectors are their time derivatives ṗi

and ṗj.
Each bar makes the distance of the two connected joints constant; relative longi-

tudinal motion parallel to the bar is impossible (i.e. the joints cannot move “towards”
or “away from” each other). In other words, the velocity vector of a joint at one end
of the bar relative to the velocity vector of the other joint must be perpendicular
to the bar. For a bar between the ith and jth joint, this can be expressed with an
equation using the scalar product:

(pi − pj) · (ṗi − ṗj) = 0

There are |E| such equations, each for one bar, forming a system of equations
with the velocity vectors as variables. Having N -dimensional location and velocity
vectors, we can rewrite this as a system with N |V | scalar variables. For example, in
case of plane trusses where pk = [xk; yk] and ṗk = [ẋk; ẏk] for k ∈ {1, . . . , |V |}, the
equations have the form

(xi − xj)(ẋi − ẋj) + (yi − yj)(ẏi − ẏj) = 0

By rearranging, we get

(xi − xj)ẋi + (xj − xi)ẋj + (yi − yj)ẏi + (yj − yi)ẏj = 0

In the |E| equations altogether, the 2|V | variables are {ẋ1, . . . , ẋ|V |, ẏ1, . . . , ẏ|V |}.
For unsupported rigid trusses, the solution to the system of equations is not

unique. Motions resulting in a configuration of joint locations isometric to the
original configuration are permitted. Such motions (sometimes called trivial first-
order flexes [78]) are combinations of rotations and translations performed on all
joints simultaneously, which preserve the distances of all pairs of joints.

Unsupported rigid plane trusses have three degrees of freedom: the truss can
be rotated around an axis perpendicular to the plane, or translated along a two-
dimensional vector in the plane. Therefore, an unsupported plane truss is rigid if
and only if the solutions to the system of equations (expressed with 2|V | scalar
variables) are in a three-dimensional space; in other words, the matrix of the system
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has rank 2|V | − 3. This can be generalised to higher (N > 2) dimensions: the
condition of rigidity is that the rank of the matrix is N |V | −

(
N+1
2

)
.

The alternative to the direct mechanical analysis is a combinatorial approach
examining the topology graph of the truss. Here we take advantage of the fact that
if a truss is rigid, then all trusses with the same topology and a generic geometry (see
Section 2.1.2) are rigid [78]. Consequently, the topology graph alone determines the
rigidity of a generic truss. This allows the introduction of the generic rigidity and
minimal generic rigidity properties of graphs. A graph that can be the topology
graph of an unsupported rigid generic truss is called generically rigid. Similarly,
we call a graph minimally generically rigid if it can be the topology graph of an
unsupported minimally rigid generic truss.

Modifying the geometry of a rigid generic truss into a degenerate one can break
the rigidity (see left column of Figure 2.3 for rigid generic trusses and middle column
for their non-rigid degenerate counterparts). In other cases, rigidity is preserved
(see right column for degenerate but rigid versions). Due to this, topology-based
methods – in contrast to the direct mechanical analysis – are limited to generic
trusses. However, as noted in Section 2.1.2, degenerate cases are very rare.

Checking the rigidity or minimal rigidity of a generic truss by topology means
determining the generic rigidity or minimal generic rigidity of its topology graph.
The rigidity analysis of unsupported trusses by means of graph theory based on
topology has a long history; extensive studies in the topic were done by Maxwell
[55][56]. A necessary condition for the minimal rigidity of two-dimensional and
three-dimensional generic trusses was formulated [55]:

Theorem 2.1.1 (Maxwell’s rule for two dimensions). If a graph G = (V,E), |V | ≥ 2
is minimally generically rigid in the plane, then

1. |E| = 2|V | − 3 and

2. |E ′| ≤ 2|V ′| − 3 for all G′ = (V ′, E ′), |V ′| ≥ 2 induced subgraphs of G.

Theorem 2.1.2 (Maxwell’s rule for three dimensions). If a graph G = (V,E),
|V | ≥ 3 is minimally generically rigid in the three-dimensional space, then

1. |E| = 3|V | − 6 and

2. |E ′| ≤ 3|V ′| − 6 for all G′ = (V ′, E ′), |V ′| ≥ 3 induced subgraphs of G.

A subgraph G′ = (V ′, E ′) is induced if it contains all the edges of the containing
graph for which the endpoints are present in V ′. More formally, for all v1, v2 ∈ V ′
vertex pairs of the subgraph, (v1, v2) ∈ E ′ if and only if (v1, v2) ∈ E. Therefore,
in order to specify an induced subgraph of a given graph G = (V,E), it is enough
to give a subset V ′ ⊆ V of vertices, as the edge set E ′ will be determined by G.
We call E ′ the set of edges induced by V ′, and introduce the notation E(V ′) = E ′.
Similarly, V (E ′′) will denote the set of endpoint nodes of an edge subset E ′′ ⊆ E.

It can be observed that the inequalities in Maxwell’s rules hold for all subgraphs,
not only induced ones, because a subgraph cannot have more edges than the induced
subgraph with the same set of vertices.
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Figure 2.4: A three-dimensional non-rigid truss satisfying Maxwell’s condition

A more recent theorem by Laman [52] states that for two dimensions, Maxwell’s
rule is sufficient as well:

Theorem 2.1.3 (Laman). A graph G = (V,E), |V | ≥ 2 is minimally generically
rigid in the plane if and only if

1. |E| = 2|V | − 3 and

2. |E ′| ≤ 2|V ′| − 3 for all G′ = (V ′, E ′), |V ′| ≥ 2 induced subgraphs of G.

Because of this, graphs that satisfy the conditions above – and are thus minimally
generically rigid in the plane – are also called Laman graphs.

In three dimensions however, Maxwell’s rule is not sufficient. A well-known
counterexample (often called the “double banana” truss [39][21]) can be seen in
Figure 2.4. The topology of this three-dimensional truss satisfies the conditions
of Theorem 2.1.2, but the truss is not rigid. Determining generic rigidity in three
dimensions is still an open problem, only unproven conjectures exist [78].

Another necessary and sufficient condition for the planar case uses a rule set of
construction steps [41]:

Theorem 2.1.4 (Henneberg). A graph G = (V,E), |V | ≥ 2 is minimally generically
rigid in the plane if and only if it can be constructed by applying a series of the
following two rules to a graph with a single edge on two nodes:

1. vertex addition: a new node is added and connected to two existing nodes with
one edge each,

2. edge splitting: an edge is replaced by a node connected to the endpoints and to
another node with one edge each.

The study in this document discusses plane trusses only, for which we can take
advantage of Laman’s theorem. Based on the theorem, several algorithms have been
designed for checking minimal or non-minimal generic rigidity in the plane. Some
of these are mentioned in Section 2.1.6 after introducing two concepts used therein:
matroids in Section 2.1.4 and submodularity in Section 2.1.5. Hereafter, the phrase
“generic rigidity” will refer exclusively to the planar case.
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2.1.4 Matroids

A pair M = (E, I), where E is a finite set and I is a family of subsets over E, is
called a matroid if it has the following properties:

1. ∅ ∈ I.

2. If X ∈ I and X ′ ⊆ X then X ′ ∈ I.

3. If X, Y ∈ I and |X| > |Y | then there exists an element x ∈ X \ Y such that
Y ∪ {x} ∈ I.

The following terminology is used when discussing matroids:

• The set E is called the ground set of the matroid.

• A subset X ⊆ E is independent if X ∈ I, otherwise it is dependent.

• A basis or base is a maximal-size independent subset.

• A circuit is a dependent subset that becomes independent after removing any
element.

• r(X), the rank of a subset X is the element count of the largest independent
subset of X.

• The rank of the matroid is r(E), which equals the element count of a basis.

• An oracle is an algorithm related to the matroid for determining properties
of a subset of the ground set. The independence oracle, which checks whether
a subset is independent, is the most common one. Other oracles include the
basis oracle, the circuit oracle and the rank oracle.

A special case of matroids is when I = 2E i.e. all subsets are independent. This
is called a free matroid.

Matroids have found several practical applications since their introduction by
Whitney in 1935 [79] [64]. They are intended as a generalisation of matrices and
graphs in a sense: two important classes of matroids are the linear matroids and
the graphic matroids (also called cycle matroids).

The ground set of a linear matroid consists of the column vectors of a matrix
over some field. A subset is independent if and only if the columns contained are
linearly independent. The rank of a linear matroid equals the rank of the matrix
representing it. An independence oracle may be an elimination algorithm or one
based on calculating determinants.

In a graphic matroid, the ground set is the edge set of an undirected graph. A
subset is independent if and only if the edges in it form a forest (i.e. there are no
cycles among these edges). A circuit in the matroid corresponds to a cycle in the
graph. Acyclicity can be verified for example by performing a depth-first search or
breadth-first search, thus these algorithms may serve as independence oracles for a
graphic matroid.
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A common property of the two examples above is the applicability of the greedy
algorithm. Given non-negative weight values assigned to each column vector of a
matrix, a linearly independent subset with maximal sum of weights can be found by
starting with the empty set, and in each step adding a maximal-weight column such
that linear independence is preserved. Similarly, in order to find a minimal-weight
spanning forest in a graph, one can use Kruskal’s greedy algorithm [51], which can
be modified into finding the maximal-weight forest by using the additive inverse of
weights as input.

It can be shown that the greedy algorithm can be applied to all other matroids
in addition to linear and graphic matroids. Conversely, if a pair (E, I) satisfies
Properties 1 and 2 of the definition, and for any non-negative weight function over E
a greedy algorithm finds the maximum-weight independent subset, then (E, I) also
satisfies Property 3 (and is thus a matroid). This allows an alternative, equivalent
definition of matroids: Property 3 can be replaced by the applicability of the greedy
algorithm. Several other equivalent definitions exist, each prescribing properties in
terms of bases, ranks, circuits, etc. similar to the three properties for independent
sets in the original definition.

Another matroid class that is of interest to us is the rigidity matroid of a graph
[38]. Similarly to a graphic matroid, the ground set here is the edge set of an
undirected graph, but independence is defined differently: a subset X is independent
if and only if the edges within, along with their endpoint nodes, satisfy Condition 2
of Theorem 2.1.3 i.e. |X ′| ≤ 2|V (X ′)|−3 for all X ′ ⊆ X,X ′ 6= ∅. We will denote the
rigidity matroid of the topology graph G = (V,E) of a plane truss by R(G). The
graph G is generically rigid if and only if the rank of its rigidity matroid is 2|V |− 3.
G is minimally generically rigid if additionally |E| = 2|V | − 3 (in which case E is
independent, thus R(G) is a free matroid).

Matroid partitioning is one of several problems related to matroids. The k-
partitioning of a matroid is a partitioning E1 ∪ E2 ∪ . . . ∪ Ek = E of its ground
set E so that Ei is independent for all 1 ≤ i ≤ k. For example, in case of graphic
matroids, the matroid has a k-partitioning if and only if the associated graph can
be covered by k edge-disjoint forests. Deciding if a matroid has a k-partitioning is
a polynomial-time problem. An algorithm that generates the k partitions in such
case, given an independence oracle, was designed by Edmonds [22].

The matroid sum M1 ∨M2 of two matroids defined on the same ground set,
M1 = (E, I1) and M2 = (E, I2), is a pair M′ = (E, I ′) where X ∈ I ′ if and only
if there is a partitioning X = X1 ∪X2 so that X1 ∈ I1 and X2 ∈ I2. The resulting
M′ is also a matroid, and the operation is commutative and associative, so sums
of more than two matroids can be defined. The k-partitioning problem is a special
case of the matroid summing problem: a k-partitioning of a matroid M exists if

and only if
k∨

i=1

M is a free matroid. Edmonds’ matroid partitioning algorithm [22]

can also be used to solve the matroid summing problem.
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2.1.5 Submodular functions

A real-valued function f defined on the subsets of a finite set is submodular if

f(X) + f(Y ) ≥ f(X ∪ Y ) + f(X ∩ Y ) (2.1)

for all X, Y subsets. Equivalently, f is submodular if

f(X ∪ {x})− f(X) ≥ f(Y ∪ {x})− f(Y ) (2.2)

where Y ⊇ X and x /∈ Y . This latter definition emphasises the “diminishing re-
turns” trait of submodular functions: adding a new element to a set causes greater
(or equal) increase in the function value than adding the same element to an exten-
sion of the set.

The following are some basic, easy-to-prove properties that submodular functions
exhibit.

Proposition 2.1.5 (Properties of submodular functions).

1. If g(X) is a submodular function, then for all α ≥ 0, the function αg(X) is
also submodular.

2. If g1(X) and g2(X) are submodular functions, then g1(X) + g2(X) is also a
submodular function.

3. Consequently, if g1(X) and g2(X) are submodular functions and α1, α2 ≥ 0,
then α1g1(X) + α2g2(X) is a submodular function.

The rank function r(X) of a matroid is an important example of a submodular
function. Another example is f(E ′) = |V (E ′)|, the number of vertices covered by
an edge set E ′

A function f(X) is supermodular if −f(X) is submodular i.e. the inequality in
either definition holds if the inequality sign is reversed. A function f is modular if
it is submodular and supermodular at the same time. The element count function
f(X) = |X| is modular for all X sets, and so is any constant-valued function.

There are many results regarding the optimization of submodular functions.
The minimization problem can be solved in polynomial time if the submodular
function can be evaluated in polynomial time as well. The first polynomial-time
algorithm that finds the minimum point of a submodular function was based on the
ellipsoid method mainly used in linear programming [40]. Later, faster algorithms
emerged that use pure combinatorics [33][44]. It should be noted, however, that the
maximization of a submodular function is an NP-hard problem in the general case
i.e. if we have no further information about the nature of the function apart from
being submodular.

2.1.6 Combinatorial rigidity analysis

As seen in Section 2.1.3, the topology graph in itself determines the rigidity of a
truss with generic geometry. This makes it possible to test the rigidity of generic
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plane trusses without physics-related calculations, via one of several combinatorial
methods, some of which are described in this section. (Note that currently there
are no such methods for higher dimensions!) The main principle of these methods
is the verification of the two conditions in Theorem 2.1.3.

Given the topology G = (V,E), verifying Condition 1 is trivial. A naive algo-
rithm to verify Condition 2 of Theorem 2.1.3 performs an exhaustive search over
all induced subgraphs and checks the inequality on the edge count for each one. As
pointed out in Section 2.1.3, the vertex set of an induced subgraph determines the
edge set. Therefore, the search can be done over all subsets V ′ ⊆ V , |V ′| ≥ 2. This
results in 2|V | − |V | − 1 checks, which is an unacceptable time complexity for all
except very small graphs.

A polynomial-time algoritm was proposed by Lovász and Yemini [54] based on
the following observation:

Theorem 2.1.6 (Lovász–Yemini). A graph G = (V,E) satisfies Condition 2 of
Theorem 2.1.3 if and only if the graphs Ge obtained from G by duplicating an edge
e can be partitioned into two edge-disjoint forests for all e ∈ E.

The property above for a Ge graph is equivalent to a 2-partitioning existing for
its graphic matroid M(Ge), which in turn is equivalent to M(Ge) ∨M(Ge) being
a free matroid, as noted in Section 2.1.4. This can be tested in polynomial time by
a matroid partitioning algorithm such as Edmonds’ method [22]. In order to check
the condition of Theorem 2.1.6 – and thus Condition 2 of Theorem 2.1.3 –, this
test must be done for all e ∈ E edges, requiring a total of |E| 2-partitioning tests.
Our early implementations (see Chapter 6) used this method for verifying minimal
rigidity.

To take a look at another polynomial-time algorithm for checking minimal generic
rigidity in the plane, let us consider the following function assigning integers to non-
empty subsets of edges:

f : 2E \ {∅} → Z, f(X) = 2|V (X)| − |X| − 3 (2.3)

where V (X) denotes the set of endpoint nodes of all edges in the edge subset X ⊆ E.
It can be seen that Condition 2 of Theorem 2.1.3 is true if and only if min

X

{
f(X)

}
≥

0.
An exhaustive search over all edge subsets in order to find the minimum value

has the same exponential time complexity as the naive algorithm mentioned above
that searches through all vertex subsets. To devise a more efficient way to find
the subset E ′ where f is minimal, one can take advantage of the submodularity
property of the function f [39]. As mentioned in Section 2.1.5, efficient algorithms
exist for minimizing submodular functions. In this case, we can use for example the
optimisation algorithms of Fujishige [33] or Iwata [44].

The minimization algorithm might require that the empty set be in the domain
of the function. In such case, we cannot apply the algorithm directly to the function
f defined in Equation (2.3). Instead, we use a modified function:

fe : 2E\{e} → Z, fe(X) = 2|V (X ∪ {e})| − |X ∪ {e}| − 3. (2.4)
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This function is equivalent to restricting the function f to a smaller domain: subsets
containing the edge e. Therefore, the function fe is also submodular, and it is defined
on the empty edge subset as well. The minimum of f over all non-empty edge subsets

is min
e∈E

{
min
X

{
fe(X)

}}
. By using the minimization algorithm on all fe, e ∈ E

(performing a total of |E| minimizations), we can state that the graph is minimally
generically rigid if and only if all minima are non-negative and |E| = 2|V | − 3.

The algorithm based on submodular function minimization, although having
polynomial time complexity, is far from being the most efficient one. It can be
viewed as a proof of concept for a polynomial-time algorithm. We took a similar
approach in proving that there is a polynomial-time topology-based algorithm to
calculate the geometric sensitivity of a plane truss (see Section 3.2.1).

There are other polynomial-time algorithms using various principles. One of
them is based on finding matchings in a bipartite graph [68], another one uses
network flows [43]. The problem is also closely related to determining whether a
two-dimensional line drawing represents a polyhedron [43][69][70].

Our choice for rigidity analysis is a method proposed by Jordán and Berg [9],
which can also be used to test non-minimal (redundant) rigidity. We developed an
implementation of it (see Chapter 6), which proved to be very efficient, therefore we
used this implementation for our parallelised examinations of square grid topologies,
detailed in Chapter 4. The algorithm is presented here in terms of the rigidity
matroid R(G) of the topology graph G, using concepts introduced in Section 2.1.4,
such as independence, bases and rank.

As mentioned before, a topology G is generically rigid if and only if the rank of
R(G) is 2|V | − 3, which means that all bases of R(G) have 2|V | − 3 elements. If
we can find a basis B ⊆ E, and confirm that |B| = 2|V | − 3, then we can say that
G is generically rigid. In such case, if B = E holds as well, then G is minimally
generically rigid, otherwise it is non-minimally generically rigid.

The algorithm for finding a basis of the rigidity matroid is based on transforming

an undirected graph G = (V,E) into an appropriate directed version
−→
G = (V,

−→
E ).

−→
G is obtained by replacing each undirected edge e = {u, v} ∈ E by a directed edge

(also called arc), i.e. either (u, v) ∈
−→
E or (v, u) ∈

−→
E . The graph

−→
G is called an

orientation of G. With g(v) non-negative integer values assigned to each v ∈ V

node, we say that
−→
G is a g-orientation if g(v) is an upper bound on the number of

arcs originating at v. More formally,

δ(v) ≤ g(v) ∀v ∈ V, g : V → N

where δ(v) is the out-degree of v in
−→
G . Alternatively, a g-orientation can be defined

by prescribing upper bounds on the number of arcs entering a node:

ρ(v) ≤ g(v) ∀v ∈ V, g : V → N

where ρ(v) is the in-degree of v in
−→
G .

With respect to the existence of a g-orientation, the two definitions are equiva-
lent: if δ(v) ≤ g(v) for all v nodes for some orientation, then by reversing all arcs,
we get an orientation so that ρ(v) ≤ g(v) for all v nodes, and vice versa. Frank and
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Gyárfás use the former definition in their theorems [32], but in this document we
will favour the latter one using in-degrees, in line with the terminology of Jordán
and Berg [9].

The next theorem makes the connection between g-orientations and induced
subgraphs [32]:

Theorem 2.1.7 (Frank–Gyárfás). A g-orientation of a graph G = (V,E) exists if
and only if

|E(V ′)| ≤
∑
v∈V ′

g(v) ∀V ′ ⊆ V

An algorithm using a reorientation technique either finds a proper g-orientation
of a graph G = (V,E) for a given g function, or it gives a set of nodes S ⊆ V such
that

(
S,E(S)

)
violates the condition of Theorem 2.1.7, proving the non-existence

of a g-orientation [9].

We choose an arbitrary orientation
−→
G = (V,

−→
E ). If

−→
G is not a g-orientation,

then there exists a node t ∈ V for which ρ(t) > g(t). We denote the positive error
ρ(t)−g(t) by ε(t). Similarly to the augmenting path algorithm of Ford and Fulkerson
for getting the maximum flow in a network [27], this algorithm finds a directed path
in order to decrease the error ε(t).

Let S be the set of nodes from which a directed path leads to t. If ρ(s) ≥ g(s)
for all s ∈ S, then for the subgraph

(
S,E(S)

)
we get |E(S)| =

∑
s∈S

ρ(s) >
∑
s∈S

g(s),

thus by Theorem 2.1.7 there is no g-orientation of G. Otherwise, let s be a node in
S such that ρ(s) < g(s). We reverse the direction of all arcs along an s; t directed

path, modifying
−→
G . This decrements ρ(t) and increments ρ(s) by one, while leaving

the in-degrees of all other nodes unchanged. The node s still conforms to the g-
orientation requirement: ρ(s) ≤ g(s). At the same time, the error ε(t) decreases by
one.

By repeating the reorientation with a t ∈ V node where ε(t) > 0, we either
eventually achieve a g-orientation of G or fail at some point in which case we can
show that there is no valid g-orientation.

The pseudocode of the reorientation step is listed under Algorithm 1. Getting
the set S (see the line marked by SEARCH) can be done by performing a breadth-
first-search starting from t and moving along the arcs in the opposite direction. If
the arc we use to enter a node is stored for all nodes traversed, then the s ; t
directed path can be traced back quickly when reversing arcs (in the loop marked
by REV). It should be noted that the subroutine has a side effect: in addition to
returning an affirmative answer or a set disproving the existence of the requested

g-orientation, in the former case it also modifies the input graph
−→
G so that the error

of the g-orientation is decreased.
To find a basis in the rigidity matroid of a topology graph, we will use the

following two special upper bound functions in place of g:

g2(w) = 2 ∀w ∈ V

and

guv2 (w) =

{
0 if w = u or w = v, u, v ∈ V,
2 if w ∈ V \ {u, v}.
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Algorithm 1: Reorientation subroutine to decrease error of g-orientation

Function REORIENT(
−→
G ,g,t):

Input:
−→
G = (V,

−→
E ) directed graph,

g : V → N upper bound function on in-degrees,
t ∈ V node where ρ(t) > g(t)

Output: the keyword true in case of success
or an S set of nodes such that |E(S)| >

∑
s∈S

g(s)

SEARCH S ← {s : s; t directed path exists};
if ∃s ∈ S : ρ(s) < g(s) then

REV foreach (u, v) edge in an s; t directed path do
−→
E ←

−→
E \

{
(u, v)

}
∪
{

(v, u)
}

;

end
return true;

else
return S;

end

end

The next theorem is a consequence of Theorem 2.1.7, and makes a connection
between g-orientations and independence in the rigidity matroid [9].

Theorem 2.1.8 (Jordán–Berg). Let I ⊆ E be an independent set of the rigidity
matroid R(G) of the graph G = (V,E). Then for an edge e = {u, v} ∈ E \ I, the
set I ∪ {e} is independent if and only if the graph (V, I) has a guv2 -orientation.

As the existence of a guv2 -orientation can be checked using the reorientation tech-
nique, we have an algorithm at our disposal for testing the independence of I ∪ {e}
where e ∈ E \ I, for a given independent set I ⊆ E. This algorithm can be used for
example to create an independence oracle of R(G), for checking the independence
of a set X, as follows. We start with I = ∅, which is independent (see Property 1
of matroids in Section 2.1.4). For an edge e ∈ X \ I, we test the independence of
I ∪ {e}. If I ∪ {e} is dependent, then X ⊇ I ∪ {e} is also dependent according to
Property 2 of matroids. Otherwise, we add e to the set I, and repeat the test with
another edge. If we reach I = X, then X is independent.

What is more important for us is that we can similarly build a basis B of R(G).
We start with B = ∅, and in each step extend B with a new edge e ∈ E \ B only
if B ∪ {e} passes the independence test, otherwise e is ignored for the rest of the
process. If no more edges can be added to B, then B is a basis. This greedy approach
works properly, because B remains independent, and if it is not yet a basis, then
according to Property 3 of matroids, there exists an edge e /∈ B such that B ∪ {e}
is independent.

The pseudocode for finding a basis can be seen under Algorithm 2. The function
REORIENT used here is the arc reorientation subroutine shown in Algorithm 1. It

should be observed that during the run of this algorithm, the graph (V,
−→
B ) will

remain a valid g2-orientation of (V,B) at all times (which is a less strict requirement
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Algorithm 2: Finding a basis in the rigidity matroid

Input: G = (V,E) topology graph
Output: B ⊆ E, a basis in R(G)
−→
B ← ∅;
B ← ∅;
for {u, v} ∈ E do

S ← true;
U-RE while S =true and ρ(u) > 0 do

S ← REORIENT((V,
−→
B ),guv2 ,u);

end
V-RE while S =true and ρ(v) > 0 do

S ← REORIENT((V,
−→
B ),guv2 ,v);

end
if S =true then
−→
B ←

−→
B ∪

{
(u, v)

}
;

B ← B ∪
{
{u, v}

}
;

end

end

than being a guv2 -orientation), because we add an arc (u, v) to
−→
B and an undirected

edge {u, v} to B only after turning (V,
−→
B ) into a guv2 -orientation, and as a result

of adding the arc, only the in-degree of v increases, from zero to one. We take
advantage of this in two ways.

First, when creating the guv2 -orientation using the reorientation algorithm, we
need not look for a node t such that ρ(t) > guv2 (t): only u and v may have positive
errors, in case ρ(u) > 0 or ρ(v) > 0, respectively. This makes generating the guv2 -
orientation simple, as only the arcs of directed paths leading to u and v may need
to be reversed.

Second, ε(u) ≤ 2 and ε(v) ≤ 2, therefore if a guv2 -orientation exists, then the
error of both u and v can be reduced to zero by at most two reorientations each. In
practice, this means that the loops marked by U-RE and V-RE will be iterated no
more than twice each.

Accordingly, the algorithm presented, which can be used for testing either min-
imal or non-minimal generic rigidity of a topology G = (V,E), does up to four
reorientations for each edge e ∈ E. The most complex part of the reorientation step
is a breadth-first search. Since |E ′| ≤ 2|V (E ′)| − 3 ≤ 2|V | − 3 for an independent
set E ′, the reorientation requires O(|V |) steps. The total time requirement of this
method for rigidity analysis is therefore O(|E||V |), which makes it very efficient.

In addition to testing independence and finding a basis, the reorientation ap-
proach can be used to give a further analysis of the rigidity matroid. This includes
finding circuits in the matroid [9], which in turn enabled the design of a fast al-
gorithm for geometric sensitivity analysis by Jordán [45][46], described in Section
3.2.2.
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2.1.7 Geometric sensitivity

The main topic of our study is the geometric sensitivity of trusses, a relatively
recently introduced concept in the field of truss research [76]. A rigid truss is said
to be geometrically sensitive if a slight relocation of a joint with no external forces
applied causes a change in the internal forces in a large part of the truss. As stated
earlier, we discuss plane trusses only. We will see that similarly to rigidity, the
geometric sensitivity of planar cases can be examined with a combinatorial approach.

In more detail, geometric sensitivity can be defined as follows. As an initial stage,
external forces are applied to some joints – excluding a selected one – so that each
bar has non-zero internal force. The location of the selected joint is then perturbed
to a small extent (causing the modification of the lengths of bars attached as well).
With the same set of external forces applied, we now observe which of the bars
have their forces changed. This set of bars, together with the set of joints attached
at endpoints, is called the influenced zone of the selected joint. In a geometrically
sensitive truss, the influenced zones are large. Conversely, a geometrically insensitive
truss has small influenced zones. It should be noted that the influenced zone of a
joint can be considered a (simpler) truss in its own right.

After obtaining the influenced zones of all |V | joints in the truss, a scalar measure
of geometric sensitivity can be given. The joint sensitivity index is the ratio of the
number of joints in an influenced zone to the total number of joints, averaged over
all influenced zones:

r =

|V |∑
i=1

|Vi|
|V |

|V |
=

|V |∑
i=1

|Vi|

|V |2
(2.5)

where |Vi| is the number of joints in the influenced zone of the ith joint. Similarly,
the bar sensitivity index can be defined as the ratio of the number of bars in an
influenced zone to the total number of bars, averaged over all influenced zones:

rbar =

|V |∑
i=1

|Ei|
|E|

|V |
=

|V |∑
i=1

|Ei|

|E||V |

where |Ei| is the number of bars in the influenced zone of the ith joint. In the rest
of this document, the joint sensitivity index is the chosen scalar measure.

The aim of our geometric sensitivity analysis is therefore to obtain this index,
which involves finding the influenced zones of all joints. One way to do this is to
take a direct mechanical approach similar to the one used in rigidity analysis. Given
a set of appropriately chosen external loads at joints, we calculate the forces in the
bars. After slightly relocating the unloaded joint, we recalculate these forces. We
compare the two sets of forces: bars having non-zero differences and the joints at
their endpoints will constitute the influenced zone.

As in case of checking rigidity, we wish to find influenced zones by combinatorial
means, taking the truss topology as input, without the need for geometric data.
Tóth et al. [76][74][75] have proven that this is possible for plane trusses.

The rigid core of the vertex vi in a minimally generically rigid topology graph,
denoted by Mi = (Vi, Ei), is defined as
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(a) trivial
(b) induced by node and neighbours

(c) intermediate
(d) whole graph

Figure 2.5: Types of rigid cores in a minimally generically rigid graph

• the graph Mi = ({vi}, ∅) if d(vi) = 2 (the trivial rigid core),

• the smallest minimally generically rigid subgraph containing {vi} ∪ N(vi) if
d(vi) ≥ 3,

where N(vi) is the neighbourhood of vi i.e. the set of vertices connected to vi by
an edge, and d(vi) = |N(vi)| is the degree of vi. The smallest subgraph is defined
as the subgraph having a minimal number of either vertices or edges. The two are
equivalent, since |Ei| = 2|Vi| − 3 if (Vi, Ei) is minimally generically rigid. Figure 2.5
shows the rigid cores of various nodes in a simple minimally generically rigid graph.

It should be noted that according to the original definition [76], the trivial rigid
core is the empty graph (∅, ∅). Using our definition above instead does not affect
the bar sensitivity index. However, we may get slightly different values for the joint
sensitivity index. In case of a comparative study covering a class of truss topologies
(such as the analysis of square grids, detailed in Chapter 4), it is not a problem, as
the relative order of the joint sensitivity index values is preserved.

The rigid core has the following easily confirmed properties:

Proposition 2.1.9 (Properties of the rigid core in a minimally generically rigid
graph).

1. Mi is an induced subgraph of G.

2. The rigid core of a node is unique i.e. each node has a rigid core, and no
M ′

i ,M
′′
i : M ′

i 6= M ′′
i subgraphs of G exist conforming to the definition of the

rigid core of a node vi.
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3. The smallest possible non-trivial rigid core of a node vi is the subgraph induced
by vi ∪N(vi) (see Figure 2.5b).

4. The largest possible rigid core of a node is the whole topology graph (see Figure
2.5d).

5. If Mi = (Vi, Ei) is the rigid core of vi, and {vj}∪N(vj) ⊆ Vi for some node vj
(i.e. a node and its neighbourhood are part of the rigid core of another node),
then the rigid core Mj of vj is a subgraph of Mi.

6. The rigid core of vi (where d(vi) ≥ 3) is the subgraph
(
V ′, E(V ′)

)
induced

by the smallest node subset V ′ ⊆ V such that {vi} ∪ N(vi) ⊆ V ′ and
|E(V ′)| = 2|V ′| − 3 (i.e. Condition 1 of Theorem 2.1.3 is sufficient alone
to ensure minimal generic rigidity of the subgraph).

7. Similarly, the rigid core of vi (where d(vi) ≥ 3) is the subgraph
(
V (E ′), E ′

)
for the smallest edge subset E ′ ⊆ E such that E

(
{vi} ∪ N(vi)

)
⊆ E ′ and

|E ′| = 2|V (E ′)| − 3.

The next theorem makes the connection between the influenced zone in a truss
and the rigid core in the topology graph [76]:

Theorem 2.1.10. In a minimally rigid plane truss with a non-degenerate geometry,
the joints and bars of the influenced zone of a selected joint correspond to the rigid
core of the vertex assigned to the joint in the topology graph of the truss.

This allows us to disregard all geometric information and acting forces. From
this point on, we will focus entirely on the topology graph.

In order to determine the joint sensitivity index of a minimally rigid non-
degenerate truss, we need to find all rigid cores of its topology graph and count
their vertices. In Chapter 3 we present our own proposed combinatorial algorithms
for finding rigid cores as well as the most recent and efficient one by Jordán.

Although for the most part we examined a special family of minimally rigid
trusses (see Chapter 4), it should be noted that with a modified definition for
the rigid core, Theorem 2.1.10 and the properties listed in Proposition 2.1.9 (ex-
cept Properties 6 and 7) hold for non-minimally generically rigid graphs as well
[45][46][74][75]. The definition goes as follows.

For a non-minimally generically rigid topology graph G = (V,E) let G′ = (V,B)
with B ⊆ E be a minimally generically rigid subgraph and M ′

i = (V ′i , E
′
i) be the rigid

core of vi ∈ V in G′ as defined previously. We say that a graph M ′
u,v = (V ′u,v, E

′
u,v),

where u, v ∈ V ; {u, v} /∈ B, is the rigid core of a pair of nodes in G′ if it is the
smallest minimally generically rigid subgraph of G′ that contains u and v. Also, let
Cu,v = E ′u,v ∪

{
{u, v}

}
for all {u, v} ∈ E \B.

We define a set Q containing edge subsets. X ∈ Q for some X ⊆ E if and
only if there exists a series of edge subsets (E(0), E(1), . . . , E(k)) such that E(0) = E ′i;
E(k) = X; ∀1 ≤ j ≤ k ∃u, v : E(j) = Cu,v and ∀1 ≤ j ≤ k : E(j−1)∩E(j) 6= ∅. Finally,
let Ei =

⋃
X∈Q

X. Then Mi =
(
V (Ei), Ei

)
is the rigid core of vi in the non-minimally

generically rigid graph G.

25



u w y

v x zvi M ′
i M ′

uv M ′
wx M ′

yz

Mi

Figure 2.6: Rigid core in a non-minimally generically rigid graph

In other words, Ei is the set of edges accessible from E ′i via overlapping Cu,v

sets. The above construction of Ei may be better understandable through creating
an auxiliary graph as follows. Add a node to represent E ′i, and further nodes to
represent each Cu,v set. Connect two nodes if and only if the corresponding sets
intersect. In the resulting graph, take the component containing the node for E ′i.
Merge all sets within the component to get Ei.

An example in Figure 2.6 visualises the newly introduced concepts of rigid cores.
Edges in B are marked with thick black lines here, while {u, v}, {w, x} and {y, z},
the three edges absent from B are thin grey lines. Given the minimally generically
rigid subgraph G′ = (V,B), dashed lines surround the rigid core M ′

i of a single node
vi as well as the rigid cores M ′

uv, M
′
wx and M ′

yz of endpoint pairs of the grey edges.
By augmenting the edge sets of the latter three subgraphs with the respective

grey edges, we get Cuv, Cwx and Cyz. These sets are merged with the edge set of M ′
i

as long as there are common edges, which leads to the edge set of the rigid core Mi,
surrounded by a solid line in the figure. Here only Cuv and Cwx are merged with
M ′

i , because Cyz shares no edge with the rest.
It is worth noting that if G is non-minimally generically rigid, then there exist

several minimally generically rigid G′ subgraphs. However, the obtained rigid core
Mi is independent from the choice of G′.

It has been shown by Jordán that rigid cores as defined above can be found
with a fast algorithm [45][46]. This enables the combinatorial sensitivity analysis of
redundantly rigid plane trusses with a generic geometry as well. The algorithm is
based on the reorientation method described in Section 2.1.6, and will be detailed
in Section 3.2.2.

Finally, we find it appropriate to mention that there is a unified concept of rigid
cores in a minimally generically rigid graph [75]. This is the rigid core of a set of
nodes, MV ′ , defined analogously to the rigid core of a pair of nodes, as the smallest
minimally generically rigid subgraph containing all the nodes in V ′ ⊆ V . According
to this, our previous definition of a non-trivial rigid core in a minimally generically
rigid graph can be reformulated as M{vi}∪N(vi). However, for brevity, we will keep
using the notation Mi.
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2.2 Parallel computers

In order to enable the processing of very complex and/or a very large number of
trusses, we use parallel computing technology, where multiple computing elements
(processors) work on parts of a problem. This section introduces some of the abstract
models of parallel computers, then presents the types of parallel computing systems
used in practice.

2.2.1 Parallel computer models

A frequently used categorisation of parallel computers is Flynn’s taxonomy, which
groups computing architectures by parallelism of data and operations [25][26]. The
taxonomy defines the following classes:

1. Single Instruction, Single Data (SISD): Traditional, sequential computers with
no parallelism belong in this class.

2. Single Instruction, Multiple Data (SIMD): The same instruction is carried out
on different data in a synchronised manner by several processors. Although
this limits the applicability of such systems, their relatively low cost have made
them useful in some specialised fields such as image and video processing.

3. Multiple Instruction, Single Data (MISD): The processors perform different
operations on the same input data. This is a very rare kind of architecture,
although the pipelining technique used in modern processors is often listed
here.

4. Multiple Instruction, Multiple Data (MIMD): The processors work indepen-
dently, performing different tasks on different data. Synchronisation and ex-
change of data between processors is done either via communication or a shared
memory. These are the most versatile and today’s most common parallel com-
puters.

The multicomputer is a parallel computer model that is a good approximation
of MIMD architectures presently used in practice [29]. A multicomputer consists
of a finite number of autonomous von Neumann machines, each having its own
single central processing unit and a finite amount of memory. These machines
(called computing nodes) are interconnected by a network, and exchange of data
is done by sending and receiving messages, as opposed to using a shared memory.
Communication between computing nodes is considered expensive, and data access
times are taken into account in performance analysis.

The distributed-memory MIMD is a similar model, containing computing nodes
with their own data stores. The difference between this and the multicomputer is
that more factors are taken into account when calculating the cost of communication,
such as the distance between the communicating nodes and network traffic stemming
from other communicating pairs of nodes.

In multiprocessors or shared memory MIMDs, processors can read and write a
common memory. A less practical variant of this model, the parallel random-access
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machine (PRAM) assumes an unlimited number of processors and unlimited shared
memory with uniform access time [28].

As opposed to the multicomputer, the PRAM is not intended to closely ap-
proximate real computer systems, as resource limitations, network latencies and
scalability issues are disregarded here. Instead, as the name suggests, it is meant
as a parallelised extension of the random-access machine, which is frequently used
along with the Turing machine [77] in theoretical computer science for determining
the complexity of algorithms. In addition to space and time complexity, the required
number of processors is also taken into account when analysing the complexity of a
parallel algorithm with the PRAM model.

Due to the shared memory, it may occur that more than one processor tries
to access the same data simultaneously. Based on how such concurrent access is
permitted, three different types of PRAM can be defined [23]:

1. Exclusive read, exclusive write (EREW): Concurrent access to the same mem-
ory content is forbidden.

2. Concurrent read, exclusive write (CREW): Processors may read the same data
concurrently, but only one processor may write to a location.

3. Concurrent read, concurrent write (CRCW): Both reading and writing to the
same memory address concurrently is permitted. One may choose from sev-
eral strategies to handle conflicting concurrent writes. Some of these are the
following:

• Weak CRCW : Concurrent write is only permitted if the value written is
zero.

• Common-mode CRCW : Concurrent write is only permitted if all proces-
sors write the same value.

• Arbitrary-winner CRCW : Different values may be written concurrently,
but it is undefined which one the memory will contain.

• Priority CRCW : Different values may be written concurrently, and the
memory will contain the value written by the processor with the largest
identifier.

• Strong CRCW : The memory will contain the largest (or smallest) of the
values written concurrently.

2.2.2 Parallel computing infrastructures

We mention some of the currently common parallel computer systems here, grouped
into two categories. The first one contains tightly coupled systems, where processors
share resources and run a single instance of the operating system.

Symmetric multiprocessor systems (SMPs) are computers with multiple central
processing units (CPUs) or a central processing unit with multiple cores. Memory
is organised into a hierarchy, with a shared memory accessible through a common
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bus, and local cache memories for each processor. Most of today’s commercial per-
sonal computers use this technology, with multi-core processors typically containing
between 2 and 8 cores.

Vectorprocessors are specialised SIMD systems used for processing elements of
an array simultaneously. One computing element is generally slower than the core
of a general-purpose CPU, but large arrays of data can be processed much faster.

Graphics processing units (GPUs) are special integrated circuits originally de-
signed for image processing and display purposes. Efficient image processing often
involves vectorprocessing-like SIMD computation. As demand for high performance
3D graphics increased, GPUs have become widespread commercially as components
of graphic cards. This has inspired utilisation of these powerful circuits in appli-
cations other than graphics. Such use is called General-purpose computation on
Graphics Processing Units (GPGPU). The range of applications in GPGPU is lim-
ited compared to using a MIMD system, but for some practical cases, it allows
taking advantage of the parallel computing capability of very low-cost hardware.

The other category of parallel computing infrastructures contain loosely coupled
systems. Parallel systems belonging in this group consist of independent, possi-
bly heterogeneous computers with no shared memory, running separate operating
systems. These computers are sometimes geographically far away, connected by a
slower, long-distance network, for example the internet. Altogether they generally
contain a very large number of processors. Due to these properties, they may also be
called distributed systems or massively parallel systems. Since these are MIMD sys-
tems communicating by message passing, the multicomputer model fits adequately
to them.

A computing cluster is built up using cheap commodity-grade computers. These
systems are usually homogeneous with respect to hardware configuration, operating
system and software setup. The computers are connected by a local-area network,
and use a shared network-based file system in most cases. Clusters are highly scal-
able, and allow many different designs. One example for design is the Beowulf
cluster, a Linux-based cluster configuration first used at NASA [67].

Supercomputers are vast machines that boast a huge number of powerful proces-
sors. Communication is done using a high-speed interconnect network e.g. Gigabit
Ethernet or InfiniBand. Computation on a supercomputer is organised into jobs,
which are managed by a job scheduler, also called a batch system. The job scheduler
starts the execution of jobs waiting in a queue, and performs other duties including
providing fair share of resources to users. HTCondor (formerly known as Condor)
is an example for job scheduler software frequently used in supercomputers [73].

The computing grid is a collection of geographically distributed computers work-
ing together on a common task [31]. A type of grid is the service grid, which involves
dedicated computing resources with high availability. The need for a continent-wide
service grid in Europe emerged as the Large Hadron Collider (LHC) was about to be
commissioned at CERN. Processing the extreme amount of data coming from the
detectors of the collider requires an unprecedented magnitude of computing power
and data storage, which led to the founding of the Enabling Grids for E-sciencE
(EGEE) project, later reformed as the European Grid Initiative (EGI). Since its
inception, the grid infrastructure deployed within the framework of this project has
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hosted scientific computations in various other fields of science in addition to high
energy physics, including biology, chemistry and astronomy. Due to the different
goals and requirements of these scientific projects, virtual organisations have been
established, which bring together researchers and research institutions as well as
computing resources into a unified group.

Desktop grids, unlike service grids, make opportunistic use of the idle time of
desktop computers for computations. Volunteer computing efforts such as projects
supported by the Berkeley Open Infrastructure for Network Computing (BOINC)
[6] are typical uses of desktop grids. The HTCondor scheduler also supports such
utilisation of idle computers. Enabling Desktop Grids for e-Science (EDGeS) is a
project aiming to unify service grids and desktop grids [47].

On the computers participating in the grid, a software platform called the grid
middleware is installed, providing grid-related services including job management,
storage, security and accounting (i.e. recording of resource usage). The Globus
Toolkit is a software package that implements standardised services, making it pos-
sible to build a middleware [30][4]. In most parts of the European grid, the gLite
middleware [53] is used. The UNICORE middleware [24] is also prevalent, mainly
in Germany. The NorduGrid community, a collaboration of mostly Nordic and
Central-European countries (including Hungary) has also created a high-quality grid
middleware called the Advanced Resource Connector (ARC) [7][66]. Unifying these
three middlewares into one common system is the goal of the European Middleware
Initiative (EMI) [3].

The computing grid has recently evolved into the computing cloud, having similar
design and goals. The cloud uses virtualisation technologies for enhanced scalability
of resources. In addition to high performance applications, it provides a wide range
of services, some of them intended for the desktop user (e.g. thin client support).

For our parallelised examination of a large number of trusses (see Chapter 4), we
initially considered using resources of the computing grid as members of HUNGRID,
the virtual organisation for Hungarian research projects. By the time our ultimate
versions of analysis tools were implemented, two supercomputers had become avail-
able, and we chose to use them instead.

2.3 Parallel applications

Designing a parallel application differs significantly from traditional, sequential ap-
plication designs. We will describe such design approaches using the methods and
terminology of Foster [29], assuming the multicomputer model and message passing.
Afterwards, we describe some of the metrics for analysing the performance of such
application.

2.3.1 Application designs

Foster [29] describes parallel applications using the abstract concepts of tasks and
channels. Tasks are concurrently executed sequential programs with the associated
local memory and ports for interfacing with the environment (i.e. other tasks). In
addition to the usual operations of a sequential program (for example reading and
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writing the local memory), a task can send and receive data through its ports. A
channel is a message queue that connects two ports.

Sending data on a channel is asynchronous, completing immediately, while re-
ceiving may block the task if the queue is empty. Both tasks and channels may be
dynamically created or destroyed during the execution of a parallel program.

There is no general recipe for a parallel application design suitable for all prob-
lems. A series of stages was proposed nevertheless as a design methodology, called
Partitioning, Communication, Agglomeration, Mapping or PCAM for short [29].
These stages can be summarised as follows:

1. Partitioning – Decomposing the data and computation into small tasks.

2. Communication – Planning the structure and protocols of communication be-
tween tasks.

3. Agglomeration – Combining multiple tasks into larger tasks in order to improve
performance or reduce development costs.

4. Mapping – Assigning each task to a physical processor executing it.

In addition, there are patterns for parallel application designs that can be reused
for a particular purpose. Among the many of them, we mention some of the most
common ones here.

In Single Program, Multiple Data or SPMD applications, there are multiple iden-
tical tasks processing different input data. The SPMD technique should not be con-
fused with SIMD architectures of Flynn’s taxonomy. The points of execution and
internal states of the tasks in an SPMD application are independent, therefore it
is possible (and usual) that processors execute different instructions concurrently.
In fact, accordingly, MIMD architectures are the ones suitable for executing SPMD
applications.

A simple example for SPMD is a program that calculates the finite difference
of a multidimensional vector. Each of the identical tasks is responsible for one
component of the vector, and a channel connects to each of the two tasks assigned
to the neighbouring components. The value of the vector component is sent on both
channels, and the values received from neighbouring tasks allow calculation of the
difference.

A more specific category of SPMD uses a divide and conquer strategy, which
involves dynamic rearrangement of the structure of tasks and channels. In this
recursive approach, a task solves a problem by decomposing it into simpler sub-
problems and creating further tasks for each. Channels are created for receiving
the results to the subproblems, which lead to the final result. Unless trivial, the
subproblems can be solved similarly to the original problem, by decomposing.

A parallel search in a rooted tree is an example for the divide and conquer strat-
egy. A task examines whether the root node contains the value searched, then creates
a task for each child node. The latter tasks perform the same search algorithm, but
on the subtrees instead of the whole tree.

In science and engineering, a frequently encountered type of problem requires the
evaluation of a single function over a large domain of input parameter values. Such
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problems are often said to be “embarrassingly parallel” due to their nature of being
easy to parallelise. For these problems, the parameter study (also called parameter
scan or parameter sweep) approach can give a simple parallelised solution.

A parameter study program on a multicomputer can be described as follows. An
input task partitions the input domain of the problem into subdomains. There are
several worker tasks, each of which requests the parameters of a subdomain from the
input task via message passing. A worker task processes a subdomain, and sends the
result to an output task, then it requests the parameters of another subdomain to
process. The output task is responsible for aggregating the subresults received from
the workers into the final result of the problem. The identical worker tasks make
parameter study similar to SPMD designs, although the two other tasks (input and
output) make a distinction.

In a parameter study application, the worker tasks can run simultaneously and
independently, with no communication or synchronisation required. Communication
is only needed between the input task and worker tasks, and between worker tasks
and the output task. These applications are therefore well suited for widely used
general-purpose high-performance computing systems such as computing clusters,
computing grids or supercomputers. The parameter study design was our choice for
the parallelised analysis of many trusses on supercomputers (see Chapter 4).

The master-worker model of parallel programs defines a single master task coor-
dinating the computation performed by multiple worker tasks. The master task is
connected to each worker task by two channels: one for assigning work and another
one for receiving results. A variant of the parameter study, with the input and out-
put tasks incorporated into a single task, may be considered a subtype of this design.
However, the master-worker design is more general: worker tasks may be hetero-
geneous here. As an example for the design, the infrastructure of BOINC can be
mentioned, where a server distributes the so-called workunits to many participating
clients, and collects the results from them.

Various software tools exist to assist building parallel applications in the most
common programming languages. The Parallel Virtual Machine (PVM) [36] is a
widely used software that provides message passing and task creation functionalities.
The Message Passing Interface (MPI) [57] is a standard defined for a similar purpose,
with several implementations. GPGPU applications can be developed using the
Open Computing Language (OpenCL) framework [48], or in case of Nvidia hardware,
the Compute Unified Device Architecture (CUDA) platform [61].

Saleve [58][17][18][16] is a toolkit aiding the development of C/C++ param-
eter study applications and their deployment in distributed systems. It has a
client/server architecture, where the server can interface with different grid mid-
dlewares or batch systems, freeing the application developer from dealing with this
task.

2.3.2 Performance analysis

Making a performance model for a parallel program helps in optimising various
metrics including execution time, parallel efficiency, memory requirements as well
as costs of design, implementation, verification and hardware [29]. Among these, we
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focus on two aspects of performance here: execution time and parallel efficiency, with
an ideal multicomputer assumed. The model should be as simple as possible ignoring
insignificant steps of the computation, yet sufficiently accurate for practical use. The
two most important parameters will be the problem size (i.e. input domain of the
application) denoted by N , and the number of processors in the system denoted by
P .

The execution time of a parallel program is the time elapsed between the first
processor starting computation and the last processor finishing computation. From
a human perspective, this is the time that passes from launching the application to
obtaining the final results. Therefore, in most cases, the main or only requirement
for users is to keep this quantity, also called wall-clock time, minimal.

The notation for execution time is T , or TP in case it is desirable to signal the
number of processors (P ) used. The goal is to formulate mathematical expressions
that specify execution time as functions of the problem size, the number of processors
and any other parameters necessary:

T = f(N,P, . . .)

We assign each processor an integer identifier i between 0 and P − 1. During
execution, processor i spends a certain amount of time doing either of three possible
things: computing, communicating or idling.

The computation time, T i
comp, is the total duration of time spent performing

computation. It can be measured by running a sequential version of the application
doing exactly the same operations as the parallel program on the given processor.
In systems consisting of heterogeneous hardware – such as the computing grid –
computation time may vary by processor.

The communication time, T i
comm, is the total time that a task spends sending and

receiving messages to and from other tasks. If multiple tasks are assigned to the same
processor, a detailed performance model may distinguish between interprocessor and
intraprocessor communication, with the latter being somewhat faster. Additionally,
since communication in practical cases requires a constant startup time independent
of the message size and a time proportional to the amount of data, a model may
use two parameters for communication time: the startup time and the per-word
communication time.

The idle time, T i
idle, is the total time during which the processor is available,

but due to lack of remaining computations or lack of data produced by other tasks
(i.e. empty message queues), it performs neither computation nor communication.
Idle time is harder to estimate than the two other time values as it is affected by
the order of operations performed by the tasks.

With the three values above expressed for any processor i in terms of parameters
such as N and P , execution time can be calculated as follows:

T = T i
comp + T i

comm + T i
idle (2.6)

However, determining the total computation, communication and idle times over
all processors is often easier than obtaining these values individually for each pro-
cessor. Therefore, in most cases the following formula is more useful:

T =
1

P
(Tcomp + Tcomm + Tidle) (2.7)
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where

Tcomp =
P−1∑
j=0

T j
comp; Tcomm =

P−1∑
j=0

T j
comm; Tidle =

P−1∑
j=0

T j
idle

The efficiency of a parallel algorithm is defined as the fraction of time that
processors spend doing useful work. Given the sequential execution time T1 on a
single processor and the parallel execution time TP on P processors, the formula for
efficiency is

E =
T1
PTP

(2.8)

The speedup of the parallelisation describes how many times faster the execution on
P processors is, compared to using a single processor:

S = PE =
T1
TP

(2.9)

A distinction can be made between relative and absolute efficiency or speedup.
For relative measures, T1 and TP are the execution times of the same parallel algo-
rithm, the former with only one processor available. In case of absolute efficiency
and speedup, T1 is the execution time of the fastest known sequential application.
Unless the best sequential implementation is identical to the parallelised one, abso-
lute efficiency and speedup are generally lower than their relative counterparts, since
a parallel application may involve overhead due to communication and synchronisa-
tion, which is absent from a sequential application designed with no parallelism in
mind.

Amdahl’s law [5] states that speedup is limited by non-parallelised, sequential
parts of the parallel application. Let 0 ≤ B ≤ 1 be the fraction of the application
that can only be executed sequentially, and let 1−B be the fraction that can benefit
from parallelisation. Then the maximal possible speedup on P processors is

Smax =
T1

T1
(
B + 1

P
(1−B)

) =
1

B + 1
P

(1−B)
(2.10)

Consequently, regardless of the number of available processors, speedup cannot ex-
ceed 1

B
.

A parallel application is scalable if its efficiency does not deteriorate much as the
size of the input domain and/or the computing infrastructure increases. A scalability
study examines how performance is affected by modifying N or P . A fixed problem
size study examines efficiency as a function of P for a given N value. A scaled
problem size study defines and analyses the characteristics of isoefficiency curves:
plots on the P–N plane corresponding to a fixed efficiency value.

In Chapter 5, we present a simplified performance model for our parameter study
application. As we will see, this makes it possible to determine the optimal way of
domain splitting if some parameters of the hardware and software environment are
known and our assumptions about the system are valid.
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Chapter 3

Algorithms for sensitivity analysis

We present algorithms that find the rigid core of a selected node in a minimally
generically rigid topology graph. We published the first such algorithm in [19],
and the first one of practical use in [14] and [20]. These exclude the best known
algorithm, which is not our work, created subsequently.

According to Theorem 2.1.10, an algorithm for finding rigid cores makes it pos-
sible to identify the influenced zones of a truss with generic geometry, and examine
various characteristics of geometric sensitivity, such as the smallest and largest in-
fluenced zones. By finding all |V | rigid cores with one of the algorithms, we can also
calculate the joint sensitivity index of a generic truss using Formula (2.5).

The first ideas were inefficient naive methods, detailed in Section 3.1. Later,
polynomial-time algorithms were designed, which we show in Section 3.2. Among
the latter, Tibor Jordán’s algorithm [45] [46], shown in Section 3.2.2, is the most
efficient, with an extended version capable of handling non-minimally generically
rigid topologies as well.

All these algorithms, like the combinatorial rigidity methods shown in Section
2.1.6, assume that the input graph is the topology of an unsupported truss. In
Section 3.3 we demonstrate that it is also possible to analyse rigidity or geometric
sensitivity of supported trusses with the same algorithms without modification, using
the topology of an unsupported equivalent truss as input.

3.1 Naive algorithms

The first algorithms designed for finding rigid cores have exponential time require-
ment, limiting their use in practice to very simple truss topologies. Their significance
is in showing the possibility of geometric sensitivity analysis via combinatorial algo-
rithmic means. The most obvious idea for rigid core search is an exhaustive search
described in Section 3.1.1. An improved version of this, shown in Section 3.1.2, was
the first algorithm for geometric sensitivity analysis ever to be implemented and
tested in practice. Compared to the exhaustive search, this improved variant has
advantages in certain practical cases, but still requires exponential time.
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3.1.1 Exhaustive search

If a node vj in a minimally generically rigid graph G has two neighbours, then
its rigid core is trivial, so it can be found in one step. The brute force algorithm
for finding the rigid core of a node vi where d(vi) ≥ 3 simply tests the minimal
generic rigidity of every induced subgraph containing {vi} ∪ N(vi). The smallest
such subgraph that passes the test is the rigid core of vi.

The search is done in arbitrary order over all subsets of V containing {vi}∪N(vi),
or equivalently, over all subsets W ′ of W = V \

(
{vi} ∪ N(vi)

)
. In the latter case,

the subgraph induced by the node subset V ′ = {vi} ∪ N(vi) ∪ W ′ will be tested
for rigidity. The smallest such node subset, V ′min induces the rigid core. The largest
minimally generically rigid subgraph that contains {vi}∪N(vi) is the whole topology
G, so the minimum search can be initialised with V ′min = V . The pseudocode of the
algorithm can be seen under Algorithm 3.

Algorithm 3: Exhaustive search for rigid core

Input: G = (V,E) minimally generically rigid graph, vi ∈ V
Output: Mi = (Vi, Ei), the rigid core of vi
if d(vi) < 3 then

Mi ←
(
{vi}, ∅

)
;

else
V ′min ← V ;

W ← V \
(
{vi} ∪N(vi)

)
;

for W ′ ∈ 2W do
V ′ ← {vi} ∪N(vi) ∪W ′;

TEST if |V ′| < |V ′min| and |E(V ′)| = 2|V ′| − 3 then
V ′min ← V ′;

end

end

Mi ←
(
V ′min, E(V ′min)

)
;

end

Like before, E(V ′) here denotes the set of edges induced by the node subset
V ′. If the graph G is represented by its adjacency matrix A, and a node subset
V ′ = {vi1 , vi2 , . . . , vik} is represented by an index set I = {i1, i2, . . . , ik}, then |E(V ′)|
can be calculated easily: it is the number of non-zero elements above the main
diagonal of A[I, I], the submatrix of A obtained by selecting rows and columns
with indices in I.

It should be noted that when testing the minimal generic rigidity of the subgraph
induced by V ′, we can take advantage of Proposition 2.1.9, Property 6: we only need
to verify the equality on the number of edges and nodes (Theorem 2.1.3, Condition
1). Therefore, the rigidity test (at the line marked with TEST in the pseudocode)
is simply an equality check.

The algorithm performs 2|W | tests. |W | ≈ |V | for most topologies except small
ones, therefore the number of tests is an exponential function of the size of the
topology. In contrast to the exponential-time algorithm shown in the next section,
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this algorithm is only a concept; it has not been implemented.

3.1.2 Enhanced naive algorithm

Similarly to the exhaustive search algorithm described in Section 3.1.1, our sec-
ond proposed algorithm searches through subgraphs containing the selected node vi
(where d(vi) ≥ 3) and its neighbours, and tests them for minimal generic rigidity.
This algorithm on the other hand utilises the fact that all minimally generically
rigid graphs are connected. Thus it is sufficient to test connected subgraphs only.

In addition, if the search through connected subgraphs is done in a non-
decreasing order of size, then the first subgraph found to be minimally generically
rigid is the rigid core. As a result, small rigid cores are found quickly. However,
it is possible that the rigid core of a node is a large part or even the whole of the
topology graph G (see Proposition 2.1.9, Property 4), in which case this kind of
approach has exponential time requirement as well.

The algorithm works as follows. First, the subgraph induced by V ′ = {vi}∪N(vi)
is tested for rigidity. If this subgraph is minimally generically rigid, then this is the
rigid core (see Proposition 2.1.9, Property 3). Otherwise, all the connected induced
subgraphs containing V ′ and having one more node than V ′ are generated (i.e. a new
node connected to V ′ by an edge, along with newly induced edges, is added to the
subgraph in every possible way). These newly generated subgraphs are tested for
rigidity, and in case of failure, they are extended again with one more node in every
possible way. The process is repeated until a minimally generically rigid induced
subgraph is found.

The order of rigidity tests for the subgraphs is the same as the order of generating,
consequently a non-decreasing order of size. This makes our algorithm analogous
to the breadth-first search algorithm, which traverses a graph in a non-decreasing
order of distance from a starting point. A FIFO container can be used for storing
newly generated subgraphs and taking subgraphs for testing in order to guarantee
this order.

A pseudocode is shown under Algorithm 4. Once again, by taking advantage of
Proposition 2.1.9, Property 6, the rigidity test (see line TEST) is simplified to an
equality check. The FIFO container (denoted by q) in fact contains node subsets
instead of subgraphs, but this is sufficient to identify the subgraph induced, given G.
If G is represented by the adjacency matrix A, and the node set V ′ of the currently
selected subgraph is represented by the index set I, then the new nodes to be added
(see line NEW in the pseudocode) can be found by finding the non-zero column
vectors of the matrix A[I, I), which is the submatrix obtained from A by selecting
rows and omitting columns with indices in I. The original indices of the non-zero
column vectors (as used in A) will be the indices of the new nodes.

Although better at finding small rigid cores, this algorithm has disadvantages
compared to the exhaustive search shown in Section 3.1.1. For example, due to
the multiple connectivity of G, generating connected subgraphs in this manner can
cause the same subgraph to be generated multiple times. An example for this can
be seen in Figure 3.1. This leads to redundant storage and rigidity testing. By
using a container that maintains the order of inserted elements, but also prevents
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Algorithm 4: An improved naive algorithm for finding the rigid core

Input: G = (V,E) minimally generically rigid graph, vi ∈ V
Output: Mi = (Vi, Ei), the rigid core of vi
if d(vi) < 3 then

Mi ←
(
{vi}, ∅

)
;

else
q ← empty queue;
V ′ ← {vi} ∪N(vi);

TEST while |E(V ′)| 6= 2|V ′| − 3 do
NEW for v ∈ V \ V ′ where ∃u ∈ V ′ : {u, v} ∈ E do

ENQUEUE(q, V ′ ∪ {v});
end
V ′ ← DEQUEUE(q);

end

M ←
(
V ′, E(V ′)

)
;

end

. . .

. . .

. . .

. . .

. . .

Figure 3.1: Identical connected subgraphs generated multiple times
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Figure 3.2: A graph with an exponential number of connected induced subgraphs

the storing of duplicates (such as a data structure with an index), this redundancy
can be eliminated, at the expense of a slight overhead.

Even if all subgraphs are generated only once, the algorithm, as opposed to
the exhaustive search, has exponential worst-case space complexity as well. This is
because at some point during the execution of the algorithm, all induced subgraphs
having less than |Vi| nodes that contain {vi} ∪N(vi) will be stored, where vi is the
input node and Vi is the node set of the rigid core to be found. The number of such
subgraphs can grow exponentially large. The graph in Figure 3.2 is an example that
demonstrates this: let us count the different connected subgraphs containing the
node v, its neighbours and k additional nodes. If V ′ denotes the node set of such a
subgraph and U = {u1, . . . , uk}, then

⋃
V ′
{V ′ ∩ U} = 2U \ {∅}, that is, when creating

the subgraph, we can choose whether to include or exclude node uj for all 1 ≤ j ≤ k
in every possible way except excluding all of them. Consequently, there are 2k − 1
different connected subgraphs with k + 4 nodes that contain {v} ∪N(v), while the
whole graph has 2k + 3 nodes.

Although the graph shown in Figure 3.2 is not minimally generically rigid, it
satisfies Condition 2 of Theorem 2.1.3, hence by adding nodes and edges it can be
extended to a minimally generically rigid graph, while the number of subgraphs does
not decrease. If the graph is extended in such a way that the smallest minimally
generically rigid subgraph containing {v}∪N(v) has over k+4 nodes, then giving v as
input to our algorithm results in all the 2k−1 subgraphs being stored simultaneously
at some point.

This algorithm was the first to be implemented and tested in practice for geo-
metric sensitivity analysis (see Chapter 6). We have experimented successfully with
small truss topologies having up to approximately 30 nodes, although finding the
larger rigid cores in the topology took considerable time.

3.2 Polynomial-time algorithms

After working out the exponential-time naive algorithms presented in Section 3.1, we
sought polynomial-time solutions for geometric sensitivity analysis. An algorithm
with polynomial time requirement can be used in practice for processing large, com-
plex trusses as well. We created the first such algorithm – see Section 3.2.1 – by
reducing the problem to submodular function minimization, which is solvable in
polynomial time.
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Subsequently, a more efficient polynomial-time algorithm – having a time require-
ment that is a lower degree polynomial – was devised by Jordán [45] [46]. A newer
version of this algorithm, with practically the same time requirement, can even find
the differently defined rigid cores in redundantly generically rigid topologies (see
Section 2.1.7). These algorithms are given in detail in Section 3.2.2.

3.2.1 Algorithm based on submodular function minimiza-
tion

The first polynomial-time algorithm to find the rigid core of a node in an unsup-
ported minimally generically rigid graph is our work [14][20]. It is based on finding
the minimum point of a submodular function. As mentioned earlier in Section 2.1.5,
submodular function minimization is a polynomial-time problem (provided that the
function can be evaluated in polynomial time). In this section we show how the rigid
core can be found with a single run of a minimization of a well-chosen submodular
function over a subset of edges.

Let E∗i denote E
(
{vi} ∪N(vi)

)
i.e. the edges induced by vi and its neighbours.

For all i ∈ {1, . . . , |V |}, d(vi) ≥ 3, E∗i 6= E, let us consider the following modifications
of function fe defined in Equation (2.4):

fi : 2E\E∗i → Z, fi(X) = 2|V (X ∪ E∗i )| − |X ∪ E∗i | − 3 (3.1)

f ′i : 2E\E∗i → Q, f ′i(X) = fi(X) +
|X|

2|E \ E∗i |
(3.2)

Proposition 3.2.1. fi and f ′i are submodular.

Proof. The function fi, similarly to fe, is a restriction of the submodular function
f defined in Equation (2.3) – this time to subsets X where E∗i ⊆ X –, therefore it
is also submodular.

For f ′i , we take advantage of Proposition 2.1.5, Property 3. The element count
function |X| is submodular (with equality holding for all sets in Inequalities (2.1) and
(2.2), the definitions of submodularity). Applying Property 3 with α1 = 1, g1(X) =
fi(X), α2 = 1

2|E\E∗i |
(a non-negative number independent of X) and g2(X) = |X|,

we get that f ′i is submodular.

Proposition 3.2.2. Let vi be a node of an unsupported minimally generically rigid
topology graph where d(vi) ≥ 3 and E∗i 6= E. Let

Xi,min ∈ arg min
X

f ′i(X)

and
Ei = Xi,min ∪ E∗i

Then
Mi =

(
V (Ei), Ei

)
is the rigid core of vi.
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Proof. We need to show that Xi,min ∪ E∗i is the edge set of the smallest minimally
generically rigid subgraph that contains E∗i . This can be done by proving the fol-
lowing three statements:

1. X ′ ∈ arg min
X

fi(X) if and only if
(
V (X ′ ∪ E∗i ), X ′ ∪ E∗i

)
is minimally gener-

ically rigid. (The minimum points of fi are exactly those edge subsets that,
joined with E∗i , form minimally generically rigid subgraphs.)

The topology graph is minimally generically rigid, so Laman’s theorem (The-
orem 2.1.3) holds. Due to Conditions 1 and 2 of the theorem respectively,
f(E) = 0 and ∀Xf(X) ≥ 0, where f is the function defined in Equation
(2.3). The function fi is a restriction of f to all subsets containing E∗i , so
fi(E \E∗i ) = 0 and ∀Xfi(X) ≥ 0. This means that the minimum of fi is zero.

The whole topology satisfies Condition 2 of Laman’s theorem, thus X ′ ∪ E∗i
and its endpoints satisfy it as well for all X ′ edge subsets. This means that
Condition 1 of Laman’s theorem in itself is necessary and sufficient for X ′ ∪
E∗i and its endpoints to be minimally generically rigid (cf. Proposition 2.1.9,
Property 7). If fi(X

′) is minimal for some X ′ set, then f(X ′∪E∗i ) = fi(X
′) =

0, therefore the edge subset X ′ ∪ E∗i and its endpoints satisfy Condition 1 of
Laman’s theorem, and the converse is also true.

2. fi(Xi,min) = min
X

fi(X). (Where f ′i is minimal, fi is also minimal.)

fi is an integer-valued function, so if fi(A) > fi(B) for some A and B, then

fi(A) ≥ fi(B)+1. The term added in Equation (3.2), |X|
2|E\E∗i |

is a non-negative

number less than one for all X sets. Let us suppose indirectly that there exists
a set X ′ so that fi(X

′) < fi(Xi,min). Then

f ′i(X
′) = fi(X

′) +
|X ′|

2|E \ E∗i |
< fi(X

′) + 1 ≤

fi(Xi,min) ≤ fi(Xi,min) +
|Xi,min|

2|E \ E∗i |
= f ′i(Xi,min)

which is a contradiction since Xi,min is a minimum point of f ′i .

3. |X ′| ≥ |Xi,min| for all X ′ ∈ arg min
X

fi(X). (Among all minimum points of fi,

the minimum point of f ′i has the smallest number of elements.)

If fi(X
′) = fi(Xi,min) = min

X
fi(X), then

f ′i(X
′)− f ′i(Xi,min) =(

fi(X
′) +

|X ′|
2|E \ E∗i |

)
−
(
fi(Xi,min) +

|Xi,min|
2|E \ E∗i |

)
=

min
X

fi(X) +
|X ′|

2|E \ E∗i |
−min

X
fi(X)− |Xi,min|

2|E \ E∗i |
=

|X ′| − |Xi,min|
2|E \ E∗i |

≥ 0
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because Xi,min is a minimum point of f ′i . 2|E \ E∗i | > 0, therefore |X ′| ≥
|Xi,min|.

The following statement is a consequence of the uniqueness property of the rigid
core (Proposition 2.1.9, Property 2).

Corollary 3.2.3. The function f ′i has exactly one minimum point.

The function f ′i has the empty set in its domain and is easy to evaluate. In
addition, as seen in Proposition 3.2.1, it is also submodular. Therefore, efficient
generic minimization algorithms are at our disposal to find its minimum point. By
using Proposition 3.2.2, this yields us an algorithm for finding a rigid core and thus
by Theorem 2.1.10 an influenced zone in polynomial time.

Algorithm 5: Finding the rigid core based on submodular function minimiza-
tion

Input: G = (V,E) minimally generically rigid graph, vi ∈ V
Output: Mi = (Vi, Ei), the rigid core of vi
E∗i ← E

(
{vi} ∪N(vi)

)
;

Function f ′i(X):

Result: 2|V (X ∪ E∗i )| − |X ∪ E∗i | − 3 + |X|
2|E\E∗i |

end
Function SFM(f,B):

Result: A minimum point of the submodular function f over all subsets
of B.

end

if d(vi) < 3 then
Mi ←

(
{vi}, ∅

)
;

SPEC else if E∗i = E then
Mi ← G;

else
Xi,min ← SFM(f ′i , E \ E∗i );
Ei ← Xi,min ∪ E∗i ;

Mi ←
(
V (Ei), Ei

)
;

end

The schematic pseudocode is listed under Algorithm 5. As can be seen, the algo-
rithm is very simple apart from the subroutine SFM minimizing the function, which
is not detailed in the pseudocode. SFM may represent any polynomial-time submod-
ular function minimization algorithm, preferably a recent, purely combinatorial one
by Fujishige [33] or by Iwata [44]. For a non-trivial input to our algorithm, a single
minimization needs to be performed; trivial cases (where d(vi) = 2 or E∗i = E) are
handled separately.
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The function f ′i in the algorithm can be replaced with a similar function:

f ′′i : 2E\E∗i → Q, f ′′i (X) = fi(X) +
|X|
|E|

(3.3)

This function is defined for all i where d(vi) ≥ 3. The algorithm remains correct,
because f ′′i is submodular, has the same domain as f ′i , and Proposition 3.2.2 is valid
with f ′′i in place of f ′i as well. The latter can be proven using the same argument

after observing that the added term |X|
|E| is a non-negative number less than one,

because if d(vi) ≥ 3, then E∗i 6= ∅, thus X ( E for all sets X in the domain of f ′′i .
Using f ′′i instead of f ′i has the advantage that it is also defined for i values where

E∗i = E. Accordingly, this special case need not be handled separately: the second
conditional branch in Algorithm 5 (marked by SPEC) may be omitted.

The algorithm has been implemented and tested (see Chapter 6). Not surpris-
ingly, compared to the implementation of the enhanced naive algorithm described in
Section 3.1.2, significant decrease in run time was experienced. This implementation
enabled the analysis of more complex truss topologies (having over 30 nodes) within
reasonable time.

3.2.2 Algorithms based on arc reorientation

The most efficient known algorithm for finding a rigid core in a minimally generically
rigid graph is an idea by Tibor Jordán [45][46]. We present it here as it played a
key role in analysing a large number of square grid topologies (see Chapter 4). The
algorithm uses the reorientation technique also used in rigidity analysis, which was
presented in Section 2.1.6.

Like in case of previously described algorithms, the precondition of the search
for a rigid core is that the input topology graph G = (V,E) be minimally generically
rigid. This can be verified by confirming that |E| = 2|V |−3 and checking if E is the
unique basis in the rigidity matroid R(G) using Algorithm 2. As a result of running

the algorithm, we also obtain a directed graph (V,
−→
E ), which is a g2-orientation of

G.
If a basis of any matroid is extended by another element of the ground set, then

the resulting set will contain exactly one circuit. Given a minimally generically rigid
graph G = (V,E), we can apply this fact to the rigidity matroid of the complete
graph on V , in which matroid E is a basis as well. Accordingly, if we add an edge
(but no nodes) to G, then there will be one circuit in the rigidity matroid of the
resulting graph.

A circuit C in the rigidity matroid of a graph, along with endpoint nodes S
forms a graph (S,C) such that |C| = 2|S| − 2. This graph is minimal regarding
this property, i.e. it has no proper subgraph (S ′, C ′) such that |C ′| ≥ 2|S ′| − 2. (A
proper subgraph G2 of a graph G1 is a subgraph where G2 6= G1.)

Consequently, if S is the endpoint node set of the circuit resulting from adding an
extra edge {u, v} to the graph G, then S induces a

(
S,E(S)

)
subgraph in the original

graph G for which |E(S)| = 2|S| − 3. This subgraph is the smallest minimally
generically rigid subgraph containing u and v. We take advantage of this when
seeking the rigid core of a node vi in G where d(vi) ≥ 3.
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Let w1, . . . , wk denote the neighbours of vi in an arbitrary order. If {w1, w2} ∈ E,
then let S1 = {w1, w2}. In this case, {vi}∪S1 induces a triangle, which is the smallest
minimally generically rigid subgraph containing vi, w1 and w2. Otherwise, adding
the edge {w1, w2} would result in a circuit. Let S1 be the endpoint node set of this
circuit then. As pointed out above, S1 induces the smallest minimally generically
rigid subgraph that contains w1 and w2. As a consequence, {vi} ∪ S1 induces the
smallest minimally generically rigid subgraph containing vi, w1 and w2.

By repeating the above reasoning, we get the node subsets Sj for the nodes
wj, wj+1 where 1 ≤ j ≤ k − 1, and Sk for the nodes wk, w1. It can be shown that

{vi} ∪

(
k⋃

j=1

Sj

)
induces the rigid core of vi.

For a node pair u, v ∈ N(vi) where {u, v} /∈ E, the corresponding set Sj can be
found using the reorientation subroutine shown in Algorithm 1. The pseudocode
under Algorithm 6 demonstrates how to do this.

Algorithm 6: Algorithm for finding rigid core in a minimally generically rigid
graph based on arc reorientation

Input: G = (V,E) minimally generically rigid graph, vi ∈ V ,
−→
G = (V,

−→
E ), a g2-orientation of G

Output: Mi = (Vi, Ei), the rigid core of vi
if d(vi) < 3 then

Mi ←
(
{vi}, ∅

)
;

else
Vi ← {vi};
{w1, . . . , wk} ← N(vi);
for j ← 1 to k do

u← wj;
v ← w(j mod k)+1;
if {u, v} ∈ E then

S ← {u, v};
else

while ρ(u) > 0 do

U-RE S ← REORIENT((V,
−→
E ),guv2 ,u);

end
while S =true do

V-RE S ← REORIENT((V,
−→
E ),guv2 ,v);

end

end
ADD Vi ← Vi ∪ S;

end

Mi ←
(
Vi, E(Vi)

)
;

end

At the beginning, due to Algorithm 2 we have a g2-orientation (V,
−→
E ) at our

disposal. The variable Vi will eventually be the node set of the rigid core, which
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clearly contains vi. If an edge exists between the pair of nodes u, v ∈ N(vi) (where
either u = wj, v = wj+1 for some j : 1 ≤ j ≤ k − 1, or u = wk, v = w1), then
we add these nodes to Vi. Otherwise, as if we were testing the independence of

E ∪
{
{u, v

}
}, we modify (V,

−→
E ) by reorienting arcs so that the in-degrees of u and

v decrease. Since E is a basis in the rigidity matroid of the complete graph on V ,
an attempt to create a guv2 -orientation will fail.

However, E is independent, thus it can be proven [9] that there exists a g2-
orientation for which ρ(u) = 0 and ρ(v) = 1. Such an orientation is called a weak
guv2 -orientation and is surely obtained after at most two reorientations for u (see
the line U-RE) and one for v (see line V-RE). After that, if we make yet another
(failing) call to the function REORIENT with v as parameter, then we get the set of

nodes that can reach v in (V,
−→
E ) as return value. This is the set Sj in question: the

endpoint node set of the circuit in E ∪
{
{u, v}

}
[9]. For all j : 1 ≤ j ≤ k values, we

add these sets to Vi (see line ADD) to get the node set of the rigid core.
The function REORIENT is called a maximum of four times for each u, v node

pair, each requiring O(|V |) steps (cf. time requirement of Algorithm 2 expressed in
Section 2.1.6). There are |N(vi)| such pairs, and |N(vi)| ≤ |V | − 1, therefore the
total number of steps Algorithm 6 performs is O(|V |2).

It has also been shown [45][46] that this approach can be extended to finding the
rigid cores in non-minimally generically rigid topologies, by identifying the so-called
fundamental circuits and components of its rigidity matroid.

If B is a basis in a matroid with ground set E, then each e ∈ E \B is part of a
circuit in {e} ∪ B. These circuits are called the fundamental circuits with respect
to the basis B.

It is clear that if B is a basis of the rigidity matroid R(G) of a generically rigid
graph G = (V,E), then (V,B) is a minimally generically rigid subgraph of G. It is
also easy to see that in this rigidity matroid, the fundamental circuit of an element
e = {u, v} ∈ E \B with respect to B is the set Cu,v = E ′u,v ∪

{
{u, v}

}
, where E ′u,v is

the edge set of the rigid core M ′
u,v of the pair of nodes u and v in (V,B), as defined

in Section 2.1.7.
In a matroid, components are special equivalence classes that partition the

ground set E. We say that elements e, f ∈ E are in the same component if ei-
ther e = f , or there is a circuit in the matroid containing both e and f .

Components in a rigidity matroid are subsets of edges that, along with endpoint
nodes, form edge-disjoint (but not necessarily node-disjoint) induced subgraphs of
the topology graph. Such a subgraph either consists of a single edge between two
nodes (in case of a trivial component, also called a bridge), or is a redundantly
generically rigid graph. Obviously, in case of a minimally generically rigid graph, all
components of the rigidity matroid are trivial, as the matroid contains no circuits.

The components of the rigidity matroid of the topology graph G can be found
given a basis B by merging fundamental circuits that have common edges into one
component, and creating separate components for each non-circuit edge [9]. This
can be done during building the basis B, with a modification of Algorithm 2, listed
under Algorithm 7.

Like in the original algorithm, if a new edge {u, v} ∈ E \ B is encountered for
which B ∪

{
{u, v}

}
is independent, then this edge is inserted into B. Otherwise,
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Algorithm 7: Finding a basis and the components in the rigidity matroid

Input: G = (V,E) topology graph
Output: B ⊆ E, a basis in R(G),

comp, the components in a disjoint set data structure−→
B ← ∅;
B ← ∅;
comp ← {e} singletons for each e ∈ E;
for {u, v} ∈ E do

S ← true;
while S =true and ρ(u) > 0 do

S ← REORIENT((V,
−→
B ),guv2 ,u);

end
while S =true and ρ(v) > 0 do

S ← REORIENT((V,
−→
B ),guv2 ,v);

end
if S =true then
−→
B ←

−→
B ∪

{
(u, v)

}
;

B ← B ∪
{
{u, v}

}
;

else
CIRC for e ∈ E(S) ∩B do

MERGE UNION(comp,{u, v},e);

end

end

end
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the set S is obtained, which is the endpoint node set of the fundamental circuit of
{u, v} with respect to the final value of B (which will be a basis). The elements of
this fundamental circuit are the edges induced by S in the subgraph (V,B) for the
current value of B: this subset of edges is written as E(S) ∩B at line CIRC in the
pseudocode.

All edges of the newly found fundamental circuit are classified into one compo-
nent. In addition, if some edges are part of another, previously detected fundamental
circuit, then the edges of that circuit will also be classified into this component.

In practice, this can be achieved using a disjoint set data structure, also called
a union-find data structure. Such data structures have found practical use in par-
titioning a set of elements into disjoint subsets, such as edges or nodes comprising
connected components of a graph, for example in implementations of Kruskal’s al-
gorithm [51]. The data structure has two operations defined: UNION for joining the
subsets containing two given elements into one, and FIND for getting an identifier
of the subset containing a given element. The latter operation is usually used for
determining whether two elements are in the same subset.

In our case, the disjoint-set data structure comp classifies edges of the topology
graph according to components of the rigidity matroid. At the beginning of the
algorithm, it is initialised by creating |E| subsets, each containing a different edge.
When a fundamental circuit is found, its edges are grouped into one subset in comp
by UNION operations (see line MERGE). This may possibly cause other larger (non-
trivial) subsets to be merged with this subset as well, in case there are common
edges with another fundamental circuit. By the end of the algorithm, we gain the
components of the rigidity matroid in the variable comp.

With naive approaches to the disjoint set data structure, the time complexities of
the UNION and FIND operations are linear. In efficient implementations, the disjoint
subsets are stored as trees [35], and optimisation techniques such as path compres-
sion and union by rank are employed for the operations. Although the worst-case
time complexity remains linear, it has been proven [72] that for a long series of
UNION and/or FIND operations, the average time requirement of one such operation
is roughly proportional to the inverse Ackermann function of the size of the input
set [2]. This function grows very slowly, having a value less than 5 for all practical
values, therefore it is often considered constant.

Like in case of Algorithm 2, up to four reorientations per edge are performed
during the execution of Algorithm 7, each requiring O(|V |) steps due to the in-
dependence of B. Additionally, if an edge is found that is part of a fundamental
circuit C, then a total of |C| − 1 UNION operations are done for that edge. Since
|C| ≤ |B| + 1 and B is independent, this means O(|V |) UNION operations for such
edges. If we neglect the very slow monotonously increasing nature of the inverse
Ackermann function and consider it constant, then we get that the time require-
ment of the algorithm finding a basis and the components is O(|E||V |), similarly to
Algorithm 2.

The way Algorithm 7 builds components by merging overlapping fundamental
circuits implies a method for finding a rigid core in a non-minimally generically
rigid graph G = (V,E). Algorithm 7 yields a basis B as well as the components
in the variable comp. With Algorithm 6 we can obtain M ′

i = (V ′i , E
′
i), which is the
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rigid core of vi in the minimally generically rigid (V,B) subgraph. According to the
definition of Mi = (Vi, Ei) i.e. the rigid core of vi in the non-minimally generically
rigid graph G (see Section 2.1.7), the edge set Ei can be obtained by joining E ′i with
those components that have common edges with it.

We propose an alternative, equivalent method for this purpose, that finds the
edge set Ei as a subset of a component in a modified version of G. This approach
does not require the use of Algorithm 6 based on a somewhat different principle,
and is thus simpler to overview and implement.

Let us extend the graph G by edges so that a cycle (w1, . . . , wk, w1) appears,
where {w1, . . . , wk} = N(vi). As a result, there will be a circuit in the rigidity
matroid, consisting of edges induced by {vi} ∪N(vi). This circuit in turn is part of
a non-trivial component that may encompass other circuits as well: those induced by
the node sets Sj defined earlier. Given the basis B, this component can be found in
the same manner as in Algorithm 7. The edge set Ei of the rigid core sought is this
component without the newly introduced edges between neighbour pairs. In other
words, Ei is the edge set induced in G by the endpoint nodes of the component.

Algorithm 8 shows a pseudocode for a way to do this without actually adding
the edges between u, v neighbours of vi to the graph, instead merely using the
REORIENT function on the endpoints of these “imaginary” edges. In addition, it can
be observed that there is no need for a special case branch if an edge {u, v} between
two neighbours already exists in E: by adding the edge again, the resulting parallel
edges would form a circuit in the rigidity matroid, therefore the last REORIENT call
simply returns {u, v} in this case. (Note that this consideration can be applied to
Algorithm 6 as well.)

The circuits formed via adding the {u, v} edges are joined by UNION operations
into a new component. As {u, v} is in fact absent from E, it will be omitted from
the component as well: a minor difference compared to Algorithm 7 should be noted
around line COMP. This new component is identified as the one that contains an
edge incident with vi (we use the edge {vi, w1} here), and by FIND calls we extract
all of its edges into the final result Ei (see line EDGES).

The algorithm iterates through |N(vi)| = O(|V |) pairs of neighbour nodes. For
one neighbour pair, a maximum of four REORIENT calls, each requiring O(|V |) ele-
mentary steps, and O(|V |) UNION calls are done. Afterwards, FIND is called for each
e ∈ E edge. Once again, we regard the UNION and FIND operations as constant-time,
thus the total time requirement is O(|V |2 + |E|). As O(|E|) = O(|V |2) even for very
dense redundantly generically rigid graphs, we get that Algorithm 8 has a similar
time complexity to that of Algorithm 6.

This algorithm is also backwards compatible with Algorithm 6: it can be applied
to a minimally generically rigid input graph as well. In such case, the single non-
trivial component obtained will coincide with the result of the earlier algorithm,
which joins node sets of circuits. Since the two algorithms are comparable in terms
of time complexity, we used the implementation of Algorithm 8 (see Chapter 6)
to analyse the geometric sensitivity of minimally rigid trusses. In Chapter 4 we
elaborate on running this implementation on a supercomputer in order to measure
the sensitivity of several million such trusses, each having up to 64 joints.
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Algorithm 8: Algorithm for finding rigid core in a generically rigid graph
based on arc reorientation

Input: G = (V,E) generically rigid graph, vi ∈ V ,

(V,
−→
B ), a g2-orientation of a minimally generically rigid (V,B)

subgraph of G,
comp, the components of R(G) in a disjoint set data structure

Output: Mi = (Vi, Ei), the rigid core of vi
if d(vi) < 3 then

Mi ←
(
{vi}, ∅

)
;

else
{w1, . . . , wk} ← N(vi);
for j ← 1 to k do

u← wj;
v ← w(j mod k)+1;
while ρ(u) > 0 do

S ← REORIENT((V,
−→
B ),guv2 ,u);

end
while S =true do

S ← REORIENT((V,
−→
B ),guv2 ,v);

end
COMP e′ ← any element of E(S) ∩B;

for e ∈ E(S) ∩B do
UNION(comp,e′,e);

end

end
Ei ← ∅;
for e ∈ E do

EDGES if FIND(comp,e)=FIND(comp,{vi, w1}) then
Ei ← Ei ∪ {e};

end

end

Mi ←
(
V (Ei), Ei

)
;

end
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3.3 Handling supported trusses

The algorithms shown so far that check generic rigidity or find a rigid core can be
used for examining rigidity and geometric sensitivity properties of any unsupported
plane truss with a generic geometry. However, they cannot be directly applied to
topologies of supported trusses, which also contain fixed-location joints called sup-
port points. In this section we show how to adapt these algorithms for supported
cases, by converting the supported truss in question to an unsupported equivalent
truss, which contains only internal (movable) joints. The topology of this unsup-
ported truss can be directly fed as input to the algorithms presented.

The principle behind this conversion is that the ground and walls the truss is
supported against can be considered a single rigid body, which can be modelled
by a small unsupported minimally rigid truss as follows. First, the support points
are turned into internal joints. Next, by adding bars and/or joints, the truss is
augmented so that these new elements and the former support points comprise
a minimally rigid part. The result will be an unsupported truss, which can be
examined by its topology graph G = (V,E).

Let Ĝ = (V̂ , Ê) be the topology of the supported input truss. V̂ can be split
into the set V̂ int of nodes corresponding to internal joints, and the set V̂ supp of nodes
corresponding to support points.

Our goal is to construct the topology G of the unsupported equivalent by ex-
tending Ĝ so that the newly introduced edges and their endpoints form a minimally
generically rigid subgraph containing V̂ supp. There are different ways to do this.
Our proposed solution is a very simple one, adding no new nodes and 2|V̂ supp| − 3
new edges to the topology. This keeps the resulting topology minimal, which is an
important advantage if naive algorithms such as those shown in Sections 3.1.1 and
3.1.2 are to be used, as the time requirements of those algorithms are exponential
functions of the number of nodes.

It can be assumed that the supported truss has at least two support points, oth-
erwise there is no possibility that the truss is rigid, preventing any further analysis.
Starting from the original topology, we first select any two nodes corresponding to
support points, and connect them with an edge. Finally, we connect all the other
nodes in V̂ supp to the two selected nodes by one edge each, a total of 2|V̂ supp| − 4
additional edges. This method is detailed in the pseudocode shown under Algorithm
9, and its steps are illustrated in Figure 3.3.

If there are two nodes in V̂ supp, then the single edge placed between them leads to
a minimally generically rigid subgraph on V̂ supp. If there are further nodes, then the
algorithm connects each such node with two edges to an existing minimally gener-
ically rigid subgraph, which is exactly the “vertex addition” rule of Henneberg’s
construction (Theorem 2.1.4) [41]. Thus it is ensured that after the algorithm ter-
minates, V̂ supp induces a minimally generically rigid subgraph, which can represent
the supporting rigid body. It is also easy to see that this conversion has linear time
requirement, performing O(|V̂ supp|) operations.

The graph G can then be processed using the algorithms that require a topology
of an unsupported truss. This enables the analysis of the original supported truss
after observing the following:
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Algorithm 9: Creating the topology of the unsupported equivalent truss

Input: Ĝ = (V̂ , Ê) topology graph of a supported truss,
V̂ int nodes for internal joints,
V̂ supp nodes for support points,
where V̂ int ∪ V̂ supp = V̂

Output: G = (V,E), the topology graph of the unsupported equivalent truss
{s1, s2, . . . , sk} ← V̂ supp ;

V ← V̂ ;

E ← Ê ∪
{
{s1, s2}

}
;

for j ← 3 to k do
E ← E ∪

{
{s1, sj}

}
;

E ← E ∪
{
{s2, sj}

}
;

end

(a) the original supported
truss

s1

s2
s3 s4 s5

(b) initial state

s1

s2
s3 s4 s5

(c) connecting s1 and s2

s1

s2
s3 s4 s5

(d) adding s3

s1

s2
s3 s4 s5

(e) adding s4

s1

s2
s3 s4 s5

(f) adding s5

(g) the resulting unsupported
truss topology

Figure 3.3: Steps of the conversion to the unsupported equivalent
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Proposition 3.3.1. Let Ĝ = (V̂ int ∪ V̂ supp, Ê) be the topology graph of a supported
truss, and G = (V,E) be the result of its conversion according to Algorithm 9. Then

1. G is generically rigid if and only if Ĝ is generically rigid (as the topology of a
supported truss);

2. G is minimally generically rigid if and only if Ĝ is minimally generically rigid
(as the topology of a supported truss);

3. Êi = Ei ∩ Ê, where Êi is the edge set of the rigid core of a node vi ∈ V̂ int in
Ĝ, and Ei is the edge set of the rigid core of vi in G.

This means that the rigidity or minimal rigidity of a supported truss with a
generic geometry can be determined by running Algorithm 9 and testing the generic
rigidity or minimal generic rigidity of the resulting graph G. Likewise, an influenced
zone of the truss can be determined by finding a rigid core in G and removing any
edges introduced during running Algorithm 9.

Our implementations of rigidity testing and rigid core finding algorithms (de-
tailed in Chapter 6) do this conversion as a preliminary step. In case there are
one-degree nodes in the topology, these nodes are considered to belong to support
points of the truss, and Algorithm 9 is performed first, adding edges to the input
graph. After finding a rigid core, these edges are removed, as well as any isolated
nodes appearing as a result.

3.4 Summary of scientific results

This chapter described parts of the doctoral research results that can be summarised
as follows, with corresponding publications in brackets. A complete enumeration of
results can be read in Chapter 7.

1. I demonstrated that given the topology of an unsupported or supported mini-
mally rigid plane truss with a generic geometry, geometric sensitivity can be
determined using a practical algorithm having a time requirement that is a
polynomial function of the number of bars and joints in the truss.

1.1. Based on the theorem stating that influenced zones coincide with rigid
cores [76], I designed an exponential-time algorithm capable of determin-
ing the geometric sensitivity of small minimally rigid unsupported plane
trusses, using only the topology as input. I confirmed the correctness of
the algorithm by implementing and executing. ([14][20][19])

1.2. I worked out the first practically applicable, polynomial-time algorithm
for acquiring the geometric sensitivity of minimally rigid unsupported
plane trusses by topology. The algorithm is based on minimizing a sub-
modular function. By implementing and executing, I observed that con-
trary to the algorithm mentioned in point 1.1, this one can be applied
efficiently to trusses of non-trivial size. ([14][20])
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1.3. I showed a simple way to convert the topology of a supported truss to
that of an unsupported one having equivalent rigidity and sensitivity
properties. Utilising this, algorithms for testing rigidity as well as for
calculating geometric sensitivity – such as those in points 1.1 and 1.2 or
other, more recent ones – can be extended to supported cases. ([14][20])
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Chapter 4

Parallel analysis of trusses having
a square grid topology

Our main target of examination was a specific class of unsupported plane trusses:
those having a square grid topology with added diagonals in some of the squares.
We published our findings in [15], where we also presented a parallel application for
the purpose. Our idea of parallelising the analysis of trusses was first published in
[19]. Previously, we published studies of similar parallel applications in general (not
strictly relating to trusses) from an application developer’s point of view in [16], [18]
and [17].

Our goal was to count and select all minimally rigid grid trusses and find the con-
nection between the location patterns of diagonal bars and the geometric sensitivity.
The main goals and desired outcomes of this analysis are detailed in Section 4.1.

It is important to note that a regular square grid truss may differ in terms of
rigidity from a grid having the same topology but consisting of non-regular quadri-
laterals instead of squares. Consequently, different methods are required for the
rigidity testing of these two types of grid trusses. Although we were mostly inter-
ested in the rigidity and geometric sensitivity properties of the non-regular cases,
we mention approaches to the rigidity analysis of both regular and non-regular grids
in Section 4.2.

Due to the large number of trusses to be processed, the analysis was highly
compute-intensive. We developed parallel applications and took advantage of the
power of supercomputers in order to address this issue. Section 4.3 elaborates on
both the parallel applications and their executions on the supercomputers. Results
of the computations are summarised in Section 4.4.

4.1 Goals

We intended to analyse minimal rigidity and sensitivity properties of trusses con-
strained to a two-dimensional plane, having a square grid topology, with diagonal
bars (also called braces [10]) placed in some of the squares. Only the topology of the
truss was at our disposal as input data, no geometric information was used. Fig-
ure 4.1 shows examples for such topologies. Note that the figure does not represent
the actual geometry of the trusses.
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(a) (b)

(c) (d)

Figure 4.1: Four examples out of the 1 087 992 minimally generically rigid 5×5 grid
truss topologies

The rigidity and geometric sensitivity of grid trusses depend primarily on the
number and location of the diagonal bars. It should be noted, however, that the
geometry of the truss may also affect rigidity or geometric sensitivity: regular and
non-regular quadrilateral grids may exhibit different behaviour. The rigidity analysis
of these two classes of grid trusses is discussed in Section 4.2.

Our research focused on the rigidity and geometric sensitivity of non-regular
grids. Section 4.2.2 describes our approach to testing various combinations of di-
agonal bar locations for rigidity. As non-regular grids have generic geometries (see
Section 2.1.2), their geometric sensitivities can be calculated using either of the
general-purpose algorithms for finding rigid cores, described in Section 3. We used
Algorithm 8 shown in Section 3.2.2 due to its efficiency. The geometric sensitivity
analysis of degenerate grids is out of the scope of this document, but it is known
that the sensitivity of a degenerate truss is less than or equal to the sensitivity of a
generic truss with the same topology [76].

We took into account only trusses with diagonals slanted in a single direction,
for example where each one was aligned along a “southwest–northeast” line, as
illustrated in Figure 4.1. However, it can be easily seen that changing the orientation
of the diagonals does not affect rigidity, and the difference in sensitivity becomes
infinitely small as the size of the grid approaches infinity, so this was not a significant
limitation.

The topology of a grid truss can be described by the height (n) and width (m) of
the grid along with the identifiers (or coordinates) of squares containing a diagonal
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bar. This form of input leads to redundant cases as some of the topologies are
isomorphic (e.g. Figures 4.1a and 4.1b, or Figures 4.2d and 4.2e). Nevertheless,
such isomorphy classes within the whole input domain contain no more than four
topology graphs, regardless of the size of the grid. Such a small level of redundancy
did not necessitate an algorithm or any other means for eliminating the isomorphic
topologies.

Our research consisted of the following stages:

1. For different m × n grid sizes, find the diagonal bar combinations that yield
minimally rigid non-regular grid trusses. A direct enumeration of all such
cases would have been the most suitable solution. Without the means to do
this, we instead resorted to enumerating a larger superset of cases as shown in
Section 4.2.2, and then filtering out the minimally rigid cases using Algorithm
2. One result of interest was the number of minimally rigid cases.

2. For different m×n grid sizes, find the configurations of diagonal bars resulting
in the least and most sensitive grids. We did this by calculating the joint
sensitivity index of each minimally rigid non-degenerate case using Algorithm
8, and recording the topologies associated with some of the top and bottom
values. The minimally rigid cases were selected like in the previous stage. The
goal of this stage was to observe how sensitivity depended on the locations of
diagonal bars.

3. For different m× n grid sizes, create distribution plots of the joint sensitivity
index values. Similarly to the previous stage, this one required calculating the
joint sensitivity index of each minimally rigid grid truss of the given size. The
occurrences of each index value were counted, and a frequency diagram was
generated. Our goal here was to see whether quadrilateral grids tended to be
generally sensitive or not.

As the number of rigid square grids of a given size was an exponential function of
the height and width of the grid, our analysis was limited to small trusses. Even for
small trusses the number of cases was too large to be handled on a single processor
core, therefore we also aimed to parallelise the problem formally and use a distributed
system in order to gain speed. This will be discussed in Section 4.3.

4.2 Rigidity of grid trusses

Regarding rigidity, a regular square grid truss (see Figures 4.2a, 4.2b and 4.2c)
may have different properties than a grid having the same topology but consisting
of non-regular quadrilaterals (see Figures 4.2d, 4.2e and 4.2f). The explanation
for this is that concerning geometry, irregular grids are generic, while regular ones
are degenerate (see Section 2.1.2). Figures 4.2c and 4.2f show an example for two
trusses with the same topology but different geometries, where only the irregular
one is rigid.

Degenerate trusses are non-existent in reality, as actual constructed trusses al-
ways have small errors, making their geometries generic. As a mathematical model
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(a) (b) (c)

(d) (e) (f)

Figure 4.2: 2 × 3 degenerate (top) and generic (bottom) quadrilateral grid trusses
with matching topologies. For non-rigid trusses, a deformed version is shown in
grey. The twelve other possible diagonal bar placements yield rigid trusses in both
the degenerate and the generic case.

however, degenerate cases are easier to handle. Consequently, the rigidity analysis
of regular square grid trusses is a highly researched topic: results include a method
for checking rigidity specialised for such trusses [10]. Based on this, we can even
count and directly enumerate all minimally rigid cases, as explained in Section 4.2.1.

In this document, we primarily discuss non-regular grid trusses, which are more
interesting from an engineering point of view. Being a more difficult problem, the
rigidity analysis of such trusses boasts fewer scientific results. No specialised meth-
ods for selecting rigid cases are known, so we must resort to filtering by testing, as
described in Section 4.2.2. It is clear though that the number of topologies of rigid
generic grids is not less than the number of topologies of rigid degenerate ones, since
if a degenerate truss is rigid, then all generic trusses having the same topology are
rigid as well.

4.2.1 Regular square grids

Regular square grids have degenerate geometries, so the minimal generic rigidity
of their topology graphs does not necessarily mean that such trusses are rigid (see
Figure 4.2c for a counterexample). Therefore the algorithms for checking minimal
generic rigidity cannot be applied to these cases.

Instead, we can use a result by Bolker and Crapo [10] to test the minimal rigidity
of regular square grids by topology. For this, we construct an auxiliary bipartite
graph H = (A,B, F ) as follows. The vertices in set A and set B correspond to rows
and columns of the grid respectively. We place an edge (i, j) ∈ F for i ∈ A, j ∈ B
if and only if there is a diagonal bar in the intersection of the row matching i and
the column matching j. According to observations by Bolker and Crapo, the square
grid truss is rigid if and only if H is connected, and minimally rigid if and only
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Figure 4.3: A minimally rigid square grid (a) and its corresponding auxiliary bipar-
tite graph (b). A diagonal in the topology and its counterpart edge in the auxiliary
graph are highlighted as an example.

if H is a tree. This can be easily checked for example with a breadth-first search.
Figure 4.3 demonstrates that using this technique we can make sure that a regular
square grid truss with the topology shown in Figure 4.1d is in fact minimally rigid
(and consequently non-regular grids with this topology are also minimally rigid).

This connection between minimally rigid cases and bipartite graphs forming trees
leads to further information. For example, since the number of spanning trees of the
complete bipartite graph Kn,m is nm−1mn−1 [1], this is also the number of minimally
rigid n×m square grid trusses. For various n and m values, this count is shown in
Column 6 of Table 4.1.

Using the technique of Bolker and Crapo, it is also possible to enumerate all min-
imally rigid square grid trusses of a given size [15]. The enumeration is a contiguous
sequence of integer numbers where each number uniquely identifies a minimally rigid
case, and the topology of the truss is easy to obtain from this identifier. As seen
above, there is a one-to-one correspondence between minimally rigid square grids
and bipartite trees. Therefore, enumerating minimally rigid cases is equivalent to
enumerating all H = (A,B, F ) bipartite trees where |A| = n and |B| = m.

To assign a unique identifier to each tree graph over a given vertex set W , one
can use Prüfer’s encoding [63], which generates a vector of |W | − 2 elements, each
having one of |W | possible values. This encoding also serves as an alternative proof
to Cayley’s theorem [11], stating that the number of such trees is |W ||W |−2.

However, in our case, only bipartite trees are of interest, where W is split into
the two disjoint colour classes A and B, and edges running within the classes are
forbidden. Such trees are only a subset of those enumerated using Prüfer’s encoding.
It is thus preferable to use an encoding method specialised for bipartite graphs.

Based on an encoding method by Oláh [62] and another one by Deo and Mi-
cikevicius [12], Hurlbert proposed an encoding of k-partite trees (i.e. trees with k
disjoint colour classes of vertices) [42]. We chose to use this encoding with k = 2.
Pseudocodes are listed under Algorithm 10 for encoding and Algorithm 11 for de-
coding.

Given the two vertex classes A and B, with vertices labelled by integers from 1
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Algorithm 10: Hurlbert’s encoding of a bipartite tree

Input: H = (A,B, F ) bipartite tree,
where A = {v1, . . . , vn} and B = {vn+1, . . . , vn+m}

Output: C code of H
q ← empty queue;
C1 ← empty vector;
C2 ← empty vector;
for i← 1 to n+m do

if d(vi) = 1 then
ENQUEUE(q, i);

end

end
for i← 1 to n+m− 2 do

k ←DEQUEUE(q);
k′ ← the index of the neighbour of vk;
if k ≤ n then

append k′ to C1;
else

append k′ to C2;
end
remove vk and the incident edge from H;
if d(vk′) = 1 then

ENQUEUE(q, k′);
end

end
C ← C1 and C2 concatenated;
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Algorithm 11: Hurlbert’s decoding to a bipartite tree

Input: A = {v1, . . . , vn} and B = {vn+1, . . . , vn+m} vertex sets,
C code consisting of the first n− 1 components as C1

and the last m− 1 components as C2

Output: H = (A,B, F ) bipartite tree
q ← empty queue;
U ← (n+m)-dimensional null vector;
F ← ∅;
for i← 1 to n+m− 2 do

U
(
C(i)

)
← U

(
C(i)

)
+ 1;

end
for i← 1 to n+m do

if U(i) = 0 then
ENQUEUE (q, i);

end

end
for i← 1 to n+m− 2 do

k ← DEQUEUE(q);
if k ≤ n then

k′ ← C1(k);
remove first component from C1;

else
k′ ← C2(k);
remove first component from C2;

end

F ← F ∪
{
{vk, vk′}

}
;

U(k′)← U(k′)− 1;
if U(k′) = 0 then

ENQUEUE (q, k’);
end

end
k ← DEQUEUE(q);
k′ ← DEQUEUE(q);

F ← F ∪
{
{vk, vk′}

}
;

H ← (A,B, F );
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to n and from n + 1 to n + m respectively, the code of a bipartite tree over A ∪ B
is an (n+m− 2)-dimensional vector. The first n− 1 components of this vector are
labels of vertices in B, while the last m− 1 components are labels of vertices in A.
The number of valid codes thus equals the number of bipartite trees, nm−1mn−1, as
expected.

Each code can be mapped to a unique integer between 0 and nm−1mn−1 − 1, for
example according to the lexicographical order of the code vectors. These numbers
can be used to enumerate all rigid square grid trusses. Conversion between the
sequence numbers and the rigid cases can be done efficiently in both directions, as
follows. From an n × m square grid truss, the Bolker–Crapo graph is generated,
which is encoded using Algorithm 10 to a vector, identified by the sequence number.
Conversely, an integer between 0 and nm−1mn−1 − 1 corresponds to a code vector
decodable using Algorithm 11 to a bipartite tree, which in turn describes a square
grid truss.

This enumeration allows us to traverse all rigid square grid trusses sequentially,
which facilitates further examinations requiring rigidity, such as sensitivity analysis.
In addition, it allows us to partition the input domain of the analysis to disjoint
subdomains, which is invaluable aid in distributed execution, as explained in Sec-
tion 4.3.

We have implemented Algorithm 11 originally for this purpose, but did not use
this implementation for further analysis. As mentioned before, instead of square
grids we focus on grids consisting of non-regular quadrilaterals, which have non-
degenerate, generic geometries. For enumerating all rigid cases among them, the
method presented above would provide incomplete results: although all non-regular
grids having the enumerated topologies are rigid, cases such as Figure 4.2f are ex-
cluded. Consequently, we need different techniques, detailed in the next section.

4.2.2 Irregular quadrilateral grids

A quadrilateral grid truss where joints are randomly placed on the plane with alge-
braically independent position vectors has a non-degenerate geometry. Therefore,
in order to test whether such a truss is minimally rigid, we can check the minimal
generic rigidity of its topology graph with one of the polynomial-time generic rigidity
checking algorithms described in Section 2.1.6.

However, there is presently no known way to enumerate all minimally generically
rigid grid topologies, or even to calculate their number with a closed-form expression.
Nor is there a known algorithm for checking minimal generic rigidity specialised for
square grid topologies that is more efficient than the general purpose ones (such
as Bolker and Crapo’s method for the rigidity of regular square grids, see Section
4.2.1). The following was the only specific connection we found [15]:

Proposition 4.2.1. An n ×m square grid topology graph with d diagonal edges is
minimally generically rigid if and only if

1. d = n+m− 1, and

2. for all n′×m′ rectangular areas of the grid where d′ is the number of diagonal
edges, d′ ≤ n′ +m′ − 1.
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Proof sketch. Condition 1 is equivalent to the equality condition (Rule 1) of Theorem
2.1.3. For Condition 2:

1. ⇒: If the topology graph is minimally generically rigid, then the inequality
(Rule 2) in Theorem 2.1.3 holds for all subgraphs, including rectangular re-
gions. An n′ × m′ rectangular region contains (n′ + 1)m′ horizontal edges,
n′(m′ + 1) vertical edges, d′ diagonal edges and (n′ + 1)(m′ + 1) vertices in
total. Substituting these into the inequality, we get d′ ≤ n′ +m′ − 1.

2. ⇐: We need to show that the inequality in Theorem 2.1.3 holds for any
subgraph with at least 2 vertices. For rectangular subgraphs, this is equivalent
to Condition 2.

Suppose that Condition 1 holds, but the graph is not minimally generically
rigid. Then, according to Theorem 2.1.3, there must exist an induced subgraph
G′ = (V ′, E ′), for which |V ′| ≥ 2 and |E ′| > 2|V ′| − 3.

We can assume that this subgraph is connected. If it is not, then there is at
least one component we can choose, for which the inequality holds.

There is a unique smallest rectangular region of G that contains G′ (this is the
minimal bounding rectangle of G′). For its height n′ and width m′, we have
n′,m′ ≥ 1, because otherwise G′ would be a path graph with |E ′| = |V ′|− 1 ≤
2|V ′| − 3.

If the (n′ + 1)(m′ + 1) vertices of this rectangular area are all vertices of G′,
then for the induced (n′ + 1)m′ horizontal and n′(m′ + 1) vertical edges and
additional d′ diagonals, we get d′ > n′ +m′ − 1, contradicting Condition 2.

If, however, there are vertices in this bounding rectangle that are not in G′,
then we can choose such a vertex that has a neighbour in V ′ in the horizontal
direction, and another one in the vertical direction. We can extend G′ with
this vertex and all edges induced, so that |E ′| > 2|V ′|−3 will still hold, because
exactly one node and at least two edges (one horizontal and one vertical) are
added. Repeating this extension, we eventually get a rectangular subgraph
that violates Condition 2.

Since even these rules were insufficient to establish a way for enumeration, the
only possibility was to filter the minimally generically rigid graphs out of a larger
set of cases. To do this, we traversed all potentially minimally generically rigid cases
and tested the rigidity of each with Algorithm 2 [15].

The total number of possible diagonal placements in an n ×m grid topology is
2nm, as for each square we can decide whether to place a diagonal edge or not. On
the other hand, by taking advantage of Rule 1 in Proposition 4.2.1, the number of
cases tested for rigidity can be reduced to

(
nm

n+m−1

)
. According to the proposition,

only grids with n+m−1 diagonals may be minimally generically rigid. These grids
can be described as (n + m− 1)-combinations: we choose which n + m− 1 (of the
total nm) squares contain diagonals.
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These combinations can be enumerated using a technique known as the combi-
natorial number system or combinadics [49], which assigns a unique non-negative
integer called rank to every possible k-combination for a fixed k value. We use a k-
dimensional vector C of non-negative integers, where C(i) < C(i+ 1) for 1 ≤ i < k,
as representation of a k-combination. The principle of the combinatorial number
system is that C is regarded as a value written in a special numeral system, with
components of C as digits. The rank of C is the decimal representation of this value,

which can be calculated as
k∑

i=1

(
C(i)
i

)
.

Algorithm 12: Getting the rank of a k-combination

Function COMB2RANK(C):
Input: C, a k-combination of non-negative integers
Output: R, the rank of the combination
R← 0;
for i← 1 to k do

R← R +
(
C(i)
i

)
;

end
return R;

end

Algorithm 13: Getting the k-combination for a given rank

Function RANK2COMB(R,k):
Input: R rank, k non-negative integer
Output: C, a k-combination of non-negative integers with rank R
C ← a k-dimensional integer vector;
for i← k to 1 do

cmax ← i− 1;

while R ≥
(
cmax+1

i

)
do

cmax ← cmax + 1;
end
C(i)← cmax;

R← R−
(
cmax

i

)
;

end
return C;

end

The function COMB2RANK shown in the pseudocode under Algorithm 12 returns
the rank of a combination C. The inverse of this function is RANK2COMB, listed under
Algorithm 13. It converts a rank to a combination by a greedy method: for each
component of C starting from the last, the greatest possible value is used.

It is worth noting that the functions do not depend on the size of the set we choose
the combinations from. This is because the ranks enumerate the combinations in
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increasing order of this size: given any integer N ≥ k, ranks between 0 and
(
N
k

)
− 1

correspond to k-combinations of an N -element set.
In our case, C is an n + m − 1-dimensional vector, where each component is

an identifier of a square containing a diagonal edge. Squares may be identified by
unique integers from 0 to nm − 1 in any way. We assigned identifiers to squares
using the row-major order: the upper-left square had identifier 0, and compared to
an identifier of a chosen square, the right-hand neighbour had an identifier greater
by 1, and the lower neighbour had an identifier greater by m.

The ranks of such C vectors thus enumerate all n×m grid trusses with n+m−1
diagonals, allowing them to be sequentially examined for rigidity and geometric
sensitivity. Given a combination C, the next combination in the sequence can be
obtained as RANK2COMB(COMB2RANK(C)+1, n + m− 1). Instead of using these two
functions, however, it is more efficient to directly generate the next combination
without calculating the rank, using the incrementing function NEXTCOMB shown in
the pseudocode under Algorithm 14. The function finds the first component of
C that can be incremented without violating the strictly monotonously increasing
property of C. This component is incremented by one, and all components before
this one are reset to the smallest possible value.

Algorithm 14: Getting the next k-combination in the sequence

Function NEXTCOMB(C):
Input: C, a k-combination of non-negative integers
Output: the next k-combination
C+ ← C;
i← 0;
while i < k and C+(i) + 1 = C+(i+ 1) do

i← i+ 1;
end
C+(i)← C+(i) + 1;
for j ← 1 to i− 1 do

C+(j)← j − 1;
end
return C+;

end

Ranks form a contiguous sequence of unique integers from 0 to
(

nm
n+m−1

)
− 1, each

representing a truss to be analysed. Therefore, it is also easy to partition the input
domain of the analysis into subdomains, by splitting up the integer interval of ranks
into subintervals. A parallel application can process these subdomains concurrently,
as explained in Section 4.3. The first truss in a subdomain is generated using the
function RANK2COMB, and all subsequent trusses are acquired using NEXTCOMB. Due
to the large number of cases altogether, the number and sizes of subdomains can
be finely tuned. The sizes of subdomains may either differ or be approximately the
same, although we have experimented only with the latter option.
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4.3 Parallelisation

We pointed out in Section 4.1 that solving the problems involved testing the generic
rigidity of and finding all rigid cores in a very large number of relatively simple truss
topologies, leading to a long duration of computing. As mentioned in Chapter 2,
computation can be accelerated by parallelising it if possible.

We had considered using parallel programming for geometric sensitivity analysis
of trusses even before efficient algorithms became known [19]. Since then, we have
transitioned from naive methods to polynomial-time algorithms. This made a sig-
nificant improvement in speed, but the exponentially large number of square grid
topologies still necessitated parallel computing.

Section 4.3.1 details our parallel programs for analysing grid trusses. These
programs have little communication requirement among tasks, therefore they can
be deployed on distributed, massively parallel systems, such as computing clusters,
supercomputers or the computing grid. The actual executions of these applications
were carried out on two supercomputers, as presented in Section 4.3.2.

4.3.1 Application design

The three problems mentioned in Section 4.1 – counting rigid cases, finding the
least/most sensitive grids and getting the distributions of sensitivities – are closely
related. Each involves the rigidity check of a huge number of trusses, and the two
sensitivity-related problems also require calculating the geometric sensitivities of
the rigid ones. Therefore, to develop parallel applications, similar considerations
are needed for all three problems [15].

When considering parallelising the problem of analysing the rigidity or sensitiv-
ity of several trusses, one immediately sees that different trusses can be processed
independently. In this regard it is an embarrassingly parallel problem, for which the
parameter study is most likely a reasonable choice for application design. A param-
eter study program, as explained in Section 2.3.1, involves an input task responsible
for splitting the input domain, several worker tasks to do the computations on one
subdomain each, and an output task, which collects the subresults and aggregates
them.

For the development process of the parameter study application, the Saleve
toolkit [58][17][18][16] could have been used as an aid, allowing the reusability of
the resulting application in various distributed computing infrastructures. However,
as we only used supercomputers having the same scheduler software, we instead
chose to rely on our simple auxiliary programs specific to the problem and on the
tools associated with the scheduler.

In our case, the input domain is the set of topologies of quadrilateral grid trusses
to be examined. In Section 4.2.2 we demonstrated how to map this set to an interval
of integers, which is straightforward to partition into non-overlapping subintervals.
The operation carried out by the worker tasks includes the rigidity analysis of the
trusses corresponding to each integer in the subinterval, via an implementation of
Algorithm 2. For the two more complicated problems, the sensitivity index of each
rigid truss needs to be calculated, too. This is done by finding all rigid cores using

65



Algorithm 8.
Depending on the problem, the output of the workers is the number of rigid

cases within the subdomain, the partial top/bottom lists or the partial distributions.
After all workers are done, the final aggregating step is performed. When counting
rigid cases or calculating the distributions of sensitivity indexes, aggregating means
simply adding up the counts for the subintervals. When seeking the most and least
sensitive trusses, overall top and bottom lists can be assembled by ranking the
sensitivity index values in the lists for the subintervals.

In our parallel application design, the role of the input task is played by the
combination of a simple program and the job scheduler. The program splits the
interval representing the whole input domain into subintervals. Jobs performing
the actual analysis of trusses are enqueued in the scheduler, each one getting the
start and end of a subinterval as input. The worker tasks are represented by the
processors of the distributed system that are available for executing the analysis
of a subdomain. When a processor is available, the scheduler launches a new job
doing the truss analysis. This is how the communication between the input task
and the workers is implemented. The output of the worker tasks is written to files
on a shared file system. A simple aggregating program running offline (i.e. without
involvement of the scheduler) acts as the output task, reading and processing the
contents of these files. Communication is done by disk operations here.

There can be alternative approaches to consider in addition to our chosen design.
It should be noted for example that when analysing the sensitivity of a truss, the
influenced zones can also be determined independently without communication. If
our input domain is the set of topology nodes instead of the set of topologies, then we
can make a much finer-grained partitioning for sensitivity-related problems, having
more subdomains than trusses. However, this level of granularity is not reasonable
here for several reasons. We deal with a very large number of relatively small trusses,
so the high demand for computation power is due to the quantity of trusses. The
analysis of a small truss takes only a short time even on a single medium-performance
CPU core, so there is no use decomposing it into subtasks. Refining the granularity
of a parameter study beyond a certain point reduces efficiency, as we will show in
Chapter 5. Also, a domain partitioning like that would require more complicated
input and output tasks for our problems. Such fine-grained decomposition would be
justified in other problems of research, for example when analysing the sensitivity
of a few very complex trusses having several thousand nodes.

There are other ways to parallelise the analysis of a truss in a non parameter
study manner. For example, both the rigidity checking and the rigid core finding
algorithms we use – Algorithms 2 and 8 respectively – include a search in a graph,
which can be replaced by a parallel search algorithm employing a divide and conquer
strategy, like the one referred to in Section 2.3.1. We discarded this idea as it
would have led to an unacceptable amount of communication and unnecessarily fine
granularity.

The input task can be parallelised as well. The sequential algorithm for splitting
the interval {0, . . . , N−1} representing the input domain into J subintervals requires
a division and J − 1 other operations (additions or multiplications) in order to
calculate interval boundaries. In theory, this could be accelerated by performing
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the latter operations in parallel. One can show using a CREW PRAM model of
J − 1 processors (see Section 2.2.1) that the interval splitting can be done in just
two steps: first we calculate l = dN

J
e, then each processor with identifier i (where

i ∈ {1, . . . , J − 1}) calculates il.
Similarly, we can provide a theoretical acceleration of the aggregation stage as

well. If the aggregation means summing, then a PRAM with a sufficient number
of processors can do this in O(log J) time [28]. If the aggregation means merging
top or bottom lists into a single list of k values, then a naive PRAM algorithm can
perform this in O(k) time by finding a minimum or maximum k times.

In reality, there is no speedup due to the communication overhead brought in.
This is not a problem, as the splitting and the aggregation take only a very short
time on a single core even in case of several thousand subdomains. For the same
reason, we chose not to overlap the operation of the output task with the worker
tasks, and instead start the aggregation in an offline, separate step only when all
the subresults are produced.

4.3.2 Execution on supercomputers

To process all potentially minimally rigid grids of size n×m for small n and m values,
we had two supercomputers at our disposal. We began with using Hercules, the
supercomputer at Miskolc University, and later tasks were carried out on Superman,
the supercomputer of Budapest University of Technology and Economics.

The Hercules machine, until its redeployment as a virtualisation cloud system,
consisted of 26 worker nodes in addition to a head node. Each node contained
two six-core Intel Xeon X5650 CPUs running at 2.67GHz, as well as 48GiB DDR3
ECC memory. Additionally, two of the worker nodes had two Nvidia Tesla M2070
cards each, for GPGPU computations. Files were stored on a 12 × 2TB SATA
RAID5 array installed in the head node, and accessed by the worker nodes via NFS
over a gigabit Ethernet connection. Worker nodes operated in diskless mode, run-
ning RHEL5. Data exchange within parallel applications distributed across multiple
nodes – such as MPI communication – was provided by an InfiniBand QDR inter-
connect network. The HTCondor scheduler [73] was installed, providing fair share
of computing resources among various research projects.

The Superman computer is still in operation, hosting a wide range of scientific
computations. According to the online description of the system1,

“The cluster has a head node and 30 computing nodes. Each node
contains two 6-core Intel Xeon X5660 CPUs, and 48 GiB memory. Two
nodes also have two Nvidia Tesla M2070 GPGPU each. The theoretical
computing performance of the system (Rmax) is about 4+2 TFLOP/s.

The head node has 34 TB effective disk space, which is available from
each node through 10Gib/s Ethernet network. Temporary data can be
stored on the additional 500GB disks in each compute node.

Parallel programs’ communication is on the low latency, 40 Gib/s
wide InfiniBand network. The execution is scheduled by HTCondor.”

1https://superman.eik.bme.hu/info/system/
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So these two computers had very similar hardware and software configurations.
The only significant difference was the number of nodes and the presence of a local
disk.

We implemented the parameter study design presented in Section 4.3, and de-
ployed it on the supercomputers. The truss analysis relied almost exclusively on
integer arithmetic, so the CPU performance was the most important parameter of
the system. Other factors such as communication bandwidth, storage space and disk
access speed were less relevant for us. For trivially small trusses where n and m were
not over 4, we used a single-core desktop machine instead of the supercomputers,
without splitting the input domain.

First, we wished to count the minimally rigid n×m generic grid trusses. For this,
a fast program was developed, which got two non-negative integers as input. These
numbers specified an interval of combinadic ranks, with each rank corresponding to
a different n×m grid truss with n+m− 1 diagonals, according to the description
in Section 4.2.2. This set of grids was the subdomain of a worker instance. The
program performed the matroid-based Algorithm 2 for checking the rigidity of each
grid in the subdomain. Its output was the number of minimally rigid cases found.

Second, we wanted to see the most and least sensitive grid trusses. A modified
version of the program mentioned above, after verifying rigidity, calculated the rigid
cores and joint sensitivity index as well, using the matroid-based Algorithm 8. It
produced as output the list of the ranks of the twenty least and most sensitive grids
in the input set, from which the topologies could be obtained and visualised.

After this, we were interested in the distribution of sensitivity index values. We
can observe from Formula (2.5) in Section 2.1.7 that the joint sensitivity index r of
an n×m grid truss cannot take more than (n+ 1)2(m+ 1)2 possible values. We are
discussing small grids, therefore this is not a considerably large number, allowing
us to count trusses having index r for each occurring r value. We can make a
distribution plot from the result, which is detailed and illustrative at the same time,
without the need of creating a histogram with manually adjusted histogram bins.
We once again modified our program to perform this counting on a subdomain.

Technical details of the programs above are discussed in Section 6.2. For a given n
and m, instances of these programs were launched as jobs, each getting a subinterval
of {0, . . . ,

(
nm

n+m−1

)
−1} to process. A simple auxiliary program performed the interval

splitting. Figure 4.4 shows how the functional components of the application are
connected.

We will show in Section 5.1 a formula to determine the optimal number of jobs,
by which maximal efficiency of the computations can be achieved. We could not
use this formula to optimise the actual analysis, however, as it would have required
precise estimates for some system parameters in advance, such as scheduling latency.
Instead, we heuristically tuned the number of jobs so that each one took a couple of
hours to finish, resulting in a few thousand jobs. The formula for optimal job split-
ting was validated afterwards by subsequent measurements documented in Section
5.2.

After all jobs finished, a separate program aggregated the subresults to obtain
the final results. This program read in the output files of all jobs from the shared
file system, and performed the summing or list merging, depending on the problem
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squares in the topologies represent squares with a diagonal edge.
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type.

4.4 Computational results

Using the supercomputer Hercules, first we determined the number of topologies
corresponding to minimally rigid generic grid trusses for various n ×m grid sizes.
Table 4.1 summarises these results in increasing order of the number of diagonals
(denoted by d). In the table, rows for grids with equal height and width are high-
lighted. Results above the horizontal line were obtained with a single-core computer,
before using supercomputers.

Column 4 shows the total number of topologies checked for minimal generic
rigidity. This is the number of all possible placements of d = n + m− 1 diagonals.
Column 5 shows the number of cases found to be minimally generically rigid. For
this value, no formula is currently known, but it obviously cannot be less than
the number of topologies for minimally rigid degenerate square grids (shown in
Column 6), which can be calculated as described in Section 4.2.1.

We can see in Row 2 that among 2×3 grids, there are exactly two topologies for
non-rigid generic grids, and three topologies (which include the former two) for non-
rigid degenerate grids. These are represented by the generic grid trusses in Figures
4.2d and 4.2e, and by the degenerate grid trusses in Figures 4.2a, 4.2b and 4.2c.

The calculations on the supercomputer proceeded up to d = 13, sweeping through
several hundred billion cases within a few days. Afterwards, we launched further
tasks on Hercules to find the twenty least and most sensitive grid trusses among
the minimally rigid ones, for n × n grid sizes up to n = 6. We found that in the
least sensitive grids, the diagonals were placed in row i, column j so that either
i ≈ bn

2
c+ 1 or j ≈ bn

2
c+ 1. This means that the diagonals formed a “+”-like shape

in the middle of the truss. For example, the topology of the least sensitive 5 × 5
grid, having joint sensitivity index r = 0.280864, can be seen in Figure 4.1c. Among
the most sensitive ones, there appeared to be a large number of cases (although no
more than twenty were recorded) all having the same joint sensitivity index, many
of them having no particular pattern in the distribution of diagonals.

These results have been summarised in the Appendix (page 100). Topologies
of the twenty most and least sensitive trusses are shown for different grid sizes,
grouped by joint sensitivity index value. For improved visibility, diagonal bars are
represented by filled squares. The rank of the diagonal combination is given below
each diagram.

An upper bound on the joint sensitivity index can be calculated according to the
next proposition.

Proposition 4.4.1. A minimally rigid non-regular n×m (n,m ≥ 2) quadrilateral
truss, with |V | = (n+ 1)(m+ 1) joints and identically oriented diagonal bars, has a
joint sensitivity index less than or equal to

rmax =
|V |2 − 6|V |+ 22

|V |2
(4.1)
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d n m Total Rigid generic Rigid degenerate(
nm
d

)
? nm−1mn−1

3 2 2 4 4 4
4 2 3 15 13 12
5 2 4 56 40 32
5 3 3 126 98 81
6 2 5 210 121 80
6 3 4 924 623 432
7 2 6 792 364 192
7 3 5 6 435 3 685 2 025
7 4 4 11 440 7 116 4 096
8 2 7 3 003 1 093 448
8 3 6 43 758 21 048 8 748
8 4 5 125 970 70 584 32 000
9 2 8 11 440 3 280 1 024
9 3 7 293 930 118 053 35 721
9 4 6 1 307 504 649 776 221 184
9 5 5 2 042 975 1 087 992 390 625

10 2 9 43 758 9 841 2 304
10 3 8 1 961 256 655 625 139 968
10 4 7 13 123 110 5 729 556 1 404 928
10 5 6 30 045 015 14 888 525 4 050 000
11 2 10 167 960 29 524 5 120
11 3 9 13 037 895 3 621 234 531 441
11 4 8 129 024 480 49 211 996 8 388 608
11 5 7 417 225 900 189 681 461 37 515 625
11 6 6 600 805 296 288 906 180 60 466 176
12 2 11 646 646 88 573 11 264
12 3 10 86 493 225 19 939 899 1 968 300
12 4 9 1 251 677 700 415 712 461 47 775 744
12 5 8 5 586 853 480 2 308 746 354 320 000 000
12 6 7 11 058 116 888 5 063 020 974 784 147 392
13 2 12 2 496 144 265 720 24 576
13 3 11 573 166 440 109 606 097 7 144 929
13 4 10 12 033 222 880 3 473 854 720 262 144 000
13 5 9 73 006 209 045 27 259 652 307 2 562 890 625
13 6 8 192 928 249 296 83 016 541 716 9 172 942 848
13 7 7 262 596 783 764 118 247 295 490 13 841 287 201

Table 4.1: Number of topologies of minimally rigid n×m grid trusses with d diag-
onals in case of generic and degenerate geometry
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Proof. It is assumed without loss of generality that diagonals have a “southwest-
northeast” orientation. Nodes in the topology can be grouped into the following
types, with respect to maximal size of the rigid core:

• The upper left and lower right nodes always have degree 2, therefore their rigid
cores are trivial, with one node in each.

• The lower left and upper right nodes may have degree 3 in case diagonals
are present in the two corner squares. Even then, the neighbourhood of either
node induces a minimally generically rigid subgraph – a square with a diagonal
– which will be the rigid core, with 4 nodes.

• The neighbours of the upper left and lower right nodes – four nodes in total –
may have very large rigid cores. However, the whole topology cannot be the
rigid core of such a node: the opposite corner node (which is not a neighbour of
the node in question) is always excluded, since without this two-degree corner
node the topology would still be minimally generically rigid (see also vertex
addition rule of Theorem 2.1.4). Therefore, the number of nodes in the rigid
core is at most |V | − 1.

• The remaining |V | − 8 nodes may have very large rigid cores as well, but for
reasons similar to the above, both the upper left and lower right corner nodes
are excluded. Thus such a rigid core has no more than |V | − 2 nodes.

In case there exists a grid topology where the sizes of all rigid cores reach the above
upper estimates, the joint sensitivity index of a corresponding truss with generic
geometry can be calculated by Formula (2.5) as

r =
2 · 1 + 2 · 4 + 4

(
|V | − 1

)
+
(
|V | − 8

)(
|V | − 2

)
|V |2

=
|V |2 − 6|V |+ 22

|V |2

Our experiments with 3 × 3 to 6 × 6 grids show that generally the rmax value
defined in Formula (4.1) is in fact the maximal sensitivity for the given size. We
found that the 4× 4 size was an exception though: the most sensitive existing grid
truss with this size has joint sensitivity index r = 0.7696 (see the Appendix), while
rmax = 0.7952.

Nevertheless, due to the abundance of maximal sensitivity trusses, one can exper-
imentally find combinations of diagonals where r = rmax for larger grids as well. We
have even developed an interactive tool (see Section 6.1) for such experimentations
on grids with up to 20× 20 size.

7× 7 examples, having joint sensitivity index r = rmax = 0.911621, can be seen
in Figure 4.5. Some of these, such as 4.5a, 4.5b and 4.5c, show a pattern in the
placement of the diagonals, while others, such as 4.5d appear to be random.

We used the supercomputer Superman to get the distributions of joint sensitivity
index values of n× n grids. The complete analysis could be done within reasonable
time only for sizes up to 6 × 6. However, we created distribution plots for larger
grids based on a small subset of the input domain, with the assumption that the
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(c) (d)

Figure 4.5: Four examples of maximal sensitivity 7× 7 grid truss topologies
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Computer Task purpose Grid #jobs Average CPU Total CPU Wall clock
used size time per job time time

Hercules rigid count 7× 7 4377 05:08:16 937d 00:42:15 3d 08:00:00

Hercules
top/bottom
sensitivities

6× 6 301 03:09:33 39d 14:58:42 05:40:19

Superman
r distribution
(complete)

6× 6 301 1d 00:31:13 307d 12:37:15 3d 06:31:27

Superman
r distribution
(partial)

9× 9 12845 01:20:56 722d 01:18:16 4d 21:27:54

Table 4.2: Run time statistics of the most demanding task types.

characteristic shape of the plot is similar to that of the whole domain. Here we
picked every kth subdomain to process, where k = 500 for 7 × 7, k = 250 000 for
8 × 8, and k = 500 000 000 for 9 × 9 grids. The distribution plots can be seen in
Figure 4.6. It can be observed that the frequency values in the plot converge, at
least partially, to a continuous distribution, even without performing any summing
or averaging over sections of the joint sensitivity index values.

To demonstrate our previously assumed similarity between partial and complete
distributions, we made a partial distribution plot for 6× 6 grids as well, taking into
account every thirtieth subdomain. Figure 4.7 juxtaposes this with the complete
distribution for the same grid size.

Experiences regarding run times of the hardest tasks are summarised in Table
4.2. Here, “Wall clock time” is the time elapsed between submitting the jobs and
the completion of the last job. From the column labelled “Total CPU time”, it is
clear that our analysis would have taken several years using a single processor core
dedicated exclusively to these tasks.

Compared to other types of tasks, counting minimally generically rigid truss
topologies is relatively fast, so we could examine several different grid sizes, up to
7× 7. Row 1 of Table 4.2 shows the time requirement for the latter.

Not surprisingly, making the top/bottom sensitivity lists is much slower, since
the sensitivity analysis involves finding the rigid cores of all (n+ 1)(m+ 1) nodes in
the truss, each having a time requirement roughly equivalent to that of the rigidity
check. Therefore, the size limit of our examinations was 6 × 6 here, for which the
time requirement can be seen in Row 2 of Table 4.2.

It is more interesting that compared to making the lists, getting the joint sensi-
tivity index distribution for 6× 6 grids took considerably more time (see Row 3 of
Table 4.2). In both tasks, calculating the sensitivity value is expected to be the ma-
jor part of the computation. The difference might be caused either by unoptimised
code for gathering distribution data, or by different build environments on the two
supercomputers.

We generated distribution data for 9× 9 grids as well. The duration of this task
was similar (see Row 4 of Table 4.2). However, as noted before, in this case we took
into account only 1/500 000 000 part of the complete domain.

One may also notice that wall-clock time values relative to total CPU times are
somewhat higher on Superman than on Hercules. The reason for this is that Super-
man is used by many other research projects, thus it often has higher load. Also,
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(d) 7× 7, partial
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(e) 8× 8, partial
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(f) 9× 9, partial

Figure 4.6: Distributions of joint sensitivity indexes of grid trusses. Only plots a, b
and c represent the complete domain.
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(b) partial, k = 30

Figure 4.7: Comparison of the complete and partial distributions for size 6× 6

our partial distribution task was launched in two stages, with two days difference.

4.5 Summary of scientific results

This chapter described parts of the doctoral research results that can be summarised
as follows, with corresponding publications in brackets. A complete enumeration of
results can be read in Chapter 7.

2. For trusses with a square grid topology and additional diagonal bars, I examined
how the placements of the diagonals influence rigidity and geometric sensitiv-
ity.

2.1. I designed a method for enumerating all minimally rigid trusses with
(degenerate) regular square grid geometries and added diagonals, making
use of the results by Bolker and Crapo [10] as well as an encoding of
bipartite trees [42]. ([15])

2.2. I designed a method for enumerating a subset of trusses with square grid
topologies but non-regular (generic) geometries that contains all mini-
mally rigid cases. This subset is substantially smaller than the set of
all existing trusses, therefore the method accelerates the filtering of rigid
cases significantly. ([15])

2.3. For all n × m grid trusses where n + m ≤ 14, I did a rigidity check
on each element of the subset gained by the method mentioned in point
2.2 in order to get the number of rigid cases, which lacks a closed-form
expression. ([15])

2.4. For n×n grid trusses up to 6×6, I searched, collected and visualised the
topologies of the twenty least and most sensitive ones. I observed that
only the least sensitive one has a well recognisable pattern of diagonal
bar configuration. (Sections 4.3 and 4.4; [15])

2.5. By examining the distributions of the geometric sensitivity measures (in-
dexes) for n×n grid trusses up to 9×9, I demonstrated that a continuous
probability density function fits appropriately to the lower section of the
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distribution even without creating histogram bins. (Sections 4.3 and 4.4;
[15])
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Chapter 5

Performance analysis of the
parameter study application

In this chapter, we model and analyse the performance of our parameter study
application presented in Section 4.3.1. We published this in [15], along with the
application design and the results of computations. Previously, we published the
performance analysis of a parameter study application for simulating the abbrasion
of pebbles in [16].

We use the analysis method and metrics suggested by Foster [29] as described in
Section 2.3.2. The performance model we create for optimisation purposes assumes
a loosely coupled system like the two supercomputers mentioned in Section 4.3.2
as execution environment. An earlier research [16] analysed the performance of a
different parameter study application with the intent of optimisation, although under
different circumstances: the main goal was to overcome the unreliability issues and
varying loads of different administrative domains in the computing grid.

Section 5.1 describes the performance model and offers a formula for optimising
the application through a parameter of the domain partitioning. In Section 5.2
we give details of our measurements of the system parameters necessary for the
optimisation formula, and draw the conclusions from them.

5.1 Optimal domain splitting

In this section we provide a performance analysis for our parameter study algorithm.
The goal is to tune parameters of the parallelisation for optimal performance [15].
What we can decide in our parameter study design is how to split the input domain.
To make splitting simple, we choose equal-sized subdomains. Specifying the size of
a subdomain is then equivalent to specifying the number of subdomains (J). An
important question is how the choice of J affects the speedup of parallel execution.

We make further simplifications in the performance model. Execution times
of the domain splitting and aggregation are safe to omit, as they are negligible
compared to the time required for the actual truss analysis. We also use average
estimates for some varying parameters.

The execution time (or wall-clock time) of our parallel application is measured
as the time elapsed between the submission of jobs into the scheduler and the com-
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pletion of the last job. Without taking into account the time required by the domain
splitting and aggregation, we can calculate the execution time according to Formula
(2.7).

The variable P in the formula is in this case the number of momentarily free
processor cores in the distributed system that are utilisable for our worker tasks.
This is different from the total number of cores in the infrastructure: some cores
may be busy executing other tasks unless we use a dedicated system. Estimating
P accurately is difficult, requiring precise knowledge of the stochastic properties of
the load.

The model considers P to be constant during the execution of the application.
In reality, it may change dynamically if the load has a high fluctuation. In ad-hoc
infrastructures like a desktop grid, the number of active resources can change by
time as well, which also affects P . However, in case of a fixed infrastructure with a
long-term stationary demand for resources by a constant number of users, a constant
P can be appropriate, because the scheduler provides equal amount of cores to each
user.

Another case where P can be regarded as constant is if the simultaneous use of
a fixed number of CPU cores is requested in advance for the whole application from
the scheduler. This is possible with HTCondor, although limited to a small number
of cores and thus inefficient when the load is low and a large number of cores would
otherwise be available. Consequently, we found it preferable to request one CPU
core for each new job instead.

This model is therefore best suited to either dedicated systems or multi-user ones
with a fixed (or at least low-variance) share of resources. We took this into account
when performing measurements for the purpose of validation (see Section 5.2).

As mentioned in Section 4.3.1, we chose not to parallelise the analysis of a single
truss, so our application cannot benefit from having more processors than the num-
ber of trusses, N . Thus our calculations apply only for P ≤ N , which is the case in
practice.

Communication time Tcomm means most importantly the scheduler overhead of
launching new jobs. To a lesser degree, it also includes disk I/O operations on the
shared file system, which we chose to neglect due to the relatively high performance
of the file system and comparatively very low volume of disk reads/writes performed
by our application. The average communication time per job, here denoted by ts,
is the average duration between the time a core becomes free and the time a new
job starts executing on this core. In our model, it is considered a feature of the
scheduler system, and independent of other parameters. Interestingly, in distributed
HPC systems, the scheduler latency can be significant, reaching over a minute. It
is even higher in case of grid middlewares. This is the reason that launching a very
large number of very short jobs is inefficient in such infrastructures.

For J jobs, the total time spent communicating is:

Tcomm = Jts (5.1)

The computation time Tcomp is the time spent analysing trusses. To check the
rigidity of trusses of the same size, approximately the same amount of time is re-
quired for each one. This also means close to equal run times for all jobs. When
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sensitivity analysis is involved as well, the required time has a high variation: it is
very small if the truss is not rigid.

We denote the average computation time per truss with tc. This can be measured
by choosing a small sample subinterval from the input interval, measuring the CPU
time of the analysis on this subinterval via sequential execution, and dividing it by
the sample size. For sensitivity-related problems, the sample should be chosen from
around the middle of the input interval, or else most or all of the trusses in the
sample may be non-rigid, resulting in a misleadingly small estimate for tc.

In contrast to a computing grid with heterogeneous resources, the super-
computers we used had identical processing units, if we do not count the GPGPU
devices not used by our application. In this case, tc is unaffected by the circum-
stances of the execution (i.e. which actual resources are used). To measure tc accu-
rately, one should perform the measurement on the same type of processor that the
application would use in parallel. The head node has the same type of processors
as the worker nodes, so we may perform the sequential execution on a core of the
head node to obtain tc. Running short-duration CPU-intensive processes on the
head node is tolerated by the usage policy of the supercomputers.

If the whole input set contains N trusses, then the total computation time is:

Tcomp = Ntc (5.2)

Idle time Tidle is the period during which a processor is free, but does not get
a subdomain to process. In our parameter study application, execution of a new
job can start as soon as another one is complete, as long as there are unprocessed
subdomains. If J ≥ P , then processors become idle only when running out of
subdomains.

To estimate idle time for P < J ≤ N , we consider a worst case scenario, where
all worker tasks complete work on their subdomains simultaneously, and there is
only one subdomain left. If this happens, then a single processor computes on the
remaining subdomain, while the other P − 1 processors are idle. The length of a
subinterval is approximately N

J
, so the estimated worst case total idle time is:

Tidle = (P − 1)
N

J
tc (5.3)

This worst case cannot be prevented, because as stated, P changes dynamically.
Also, despite our best efforts to create jobs with equal run time, there will inevitably
be variances. In addition, ts may not be constant as assumed. (We will see in Section
5.2 that it in fact turned out to have a high variance and even depended on J .) This
makes job completion times impossible to predict.

For the total execution time, we therefore get

TP =
1

P

(
Jts +Ntc + (P − 1)

N

J
tc

)
(5.4)

If T1 is the execution time of a sequential application of the same purpose, then
by Formula (2.8), the absolute efficiency of our parameter study application is:

E =
T1
PTP

=
Ntc

Jts +Ntc + (P − 1)N
J
tc

(5.5)
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From this, absolute speedup can be calculated according to Formula (2.9). A truss
is analysed with our application in a sequential manner, therefore according to
Amdahl’s law [5], its speedup for N trusses is not greater than N .

Speedup increases with the number of processor cores, up to the point where
P = N . The maximal speedup could be achieved with N jobs on N processors,
each job analysing one truss:

Smax =
T1
TN

=
Ntc
ts + t′c

= ηN (5.6)

where t′c is the longest duration of the analysis of a single truss, which is significantly
greater than the average duration tc, because non-rigid trusses take only a short time
to process. Due to this fact and the scheduler overhead, η < 1 i.e. the limit of the
speedup is somewhat less than the problem size N .

Having a limited number P � N of processor cores, we aim for maximum
efficiency, which leads to the maximum speedup for the given P value. An optimal
number of jobs maximizes E:

Jopt = arg max
J

E = arg min
J

TP =

√
(P − 1)Ntc

ts
(5.7)

If we provide sufficiently accurate estimates for P , tc and ts, then with the correct
number of jobs we can attain an efficiency close to the theoretical maximum, which
is:

Emax =
Ntc

Ntc + 2
√

(P − 1)Ntcts
(5.8)

Scalability-wise our parameter study performs well: the maximum efficiency
actually increases with increasing N . With constant N , the decline in efficiency
is roughly proportional to the square root of the number of available processors.

So far we have considered the effects the domain splitting and aggregation have
on the execution time as insignificant. If we wish to take these sequential stages into
account as well, then Formula (5.4) for the execution time of the parallel algorithm
should be modified as follows:

T ∗P = Tsplit + Taggr +
1

P

(
Jts +Ntc + (P − 1)

N

J
tc

)
(5.9)

As stated in Section 4.3.1, the essence of splitting the input domain is J − 1
operations, and in case of counting rigid trusses, the aggregation means adding
up J numbers. Therefore, we may use Tsplit ≈ c1J and Taggr ≈ c2J as estimates.
Assembling top and bottom lists from partial lists of k elements each has time
requirement O(Jk log k). However, we have set k to a small constant, 20, so we may
estimate the time needed by the aggregation as Taggr ≈ c′2J .

When calculating distributions of sensitivity indexes, it might be desirable to
have more detailed distribution data for larger trusses. This also requires more
values to add up in the aggregation stage as we increase the height n and width m
of the grid. However, even if we decide to produce the most detailed distributions
possible by counting the occurrences of all sensitivity index values (see Section 4.3.2),

81



the number of additions is only O(Jn2m2). At the same time, the problem size N
increases exponentially with n and m. Therefore, the estimated time required to
aggregate partial distributions is Taggr ≈ c′′2J log2N .

Accordingly, in order to consider the effects of splitting and aggregation when
determining the optimal number of jobs, a modified version of Formula (5.7) should
be used:

J∗opt =

√
(P − 1)Ntc
ts + Pα

(5.10)

where α = c1 + c2 for counting rigid cases, α = c1 + c′2 for listing the least/most
sensitive trusses, and α = c1 + c′′2 log2N for the sensitivity distribution problem.
The maximal efficiency will then be

E∗max =
Ntc

Ntc + 2
√

(P − 1)Ntc(ts + Pα)
(5.11)

In practical cases where J � N , the influence of the domain splitting and
aggregation stages on the time requirement or efficiency is not noticeable, so it
is safe to use Formula (5.7) instead, in order to keep the model simple. These two
stages are only significant when calculating the theoretical maximum of the speedup,
where J = P = N . Formula (5.6) shall here be modified as

S∗max =
Ntc

Nα + ts + t′c
=
tc
α

(
1− ts + t′c

ts + t′c +Nα

)
(5.12)

This means that in case of the rigid counting and listing problems, maximal speedup
has an upper bound independent of N :

S∗max < lim
N→∞

S∗max =
tc
α

(5.13)

It should also be noted that for the distribution problem, α is a function of J ,
thus also of N . As a consequence, it can be seen from Formula (5.12) that with
increasing N , the speedup will actually decrease beyond a certain point.

5.2 Validation by measurements

After getting the desired results for our problems, we conducted simple experiments
to measure parameters of the performance model presented in Section 5.1, and to
validate this model. We took advantage of a period of time when a constant, larger
number of processors of the Hercules supercomputer was available exclusively for us
to use.

For the experiment, we selected the problem of top/bottom sensitivity lists for
6× 6 grids – a problem of medium complexity (see Row 2 of Table 4.2) – to execute
with various numbers of jobs. Initially we chose J = 312, the previously expected
number of free processors as the number of jobs, and doubled it for each subsequent
execution, up to J = 4992. For each execution, the number of processors running
our jobs was P = 299.
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Figure 5.1: Measured scheduler overhead times for executions of the same input
with different numbers of jobs.

As we had expected, on this scale of the number of jobs the domain splitting time
Tsplit and the aggregation time Taggr turned out to be very small, which even made
them impossible to measure accurately. Therefore we excluded the time requirement
of these stages from our experiments, and used the simpler model instead.

In Section 5.1 we suggested a sampling approach to measure tc, the average
computation time per job. As we already had had knowledge of the total CPU
time T1 = Ntc = 3 423 522s (see Row 2, Column 6 of Table 4.2), we instead simply
divided this value by N = 600 805 296 (see Column 4 of the row corresponding to
n = 6, m = 6 in Table 4.1), to get tc = 0.005 698s.

We measured ts, the scheduler overhead time per job separately for each execu-
tion. Average and maximum values were gathered after the executions, although
the information available from logs only allowed us to make accurate measurements
for the averages.

Interestingly, contrary to our expectations, the overhead seemed non-constant:
it increased with J , as seen in Figure 5.1. A possible explanation for this is that the
matchmaking mechanism of the scheduler slows down in case of a large amount of
jobs waiting in the queue.

To check the validity of the performance model, we compared values calculated
using Formula (5.4) as a function of J with actual measured wall-clock times. The
measured times are represented by the solid black line in Figure 5.2. Based on this,
it can be concluded that the wall-clock time has in fact a minimum around J = 2496.
To calculate theoretical wall-clock times using the model, we had proper estimates
for all necessary parameters at our disposal except ts, which is non-constant accord-
ing to our experience. We chose to compare the measurements with calculations
using several different ts parameter values, shown as grey dashed curves in Fig-
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Figure 5.2: Execution time on 299 cores, as a function of the number of jobs. The
graph shows calculations using Formula (5.4) for various scheduler overhead times,
and the measured data.

ts MSE [106 s2]

20 7.0416
40 6.3171
80 5.0464

160 3.2178
320 2.4123
640 12.207

Table 5.1: Mean square errors of the calculations for T299, compared to the measured
values, with different ts values

ure 5.2. The minima of these curves can be obtained using Formula (5.7).
It should not be forgotten that we built a very simple model, with heavy simpli-

fications. For example, the worst case approach for calculating the idle time is an
overestimation, which is likely the cause of the calculated values being significantly
greater than measured times at smaller J values. Additionally, the wall-clock time
in practice increases more steeply than the calculated curves, due to ts increasing
with the number of jobs.

Table 5.1 compares the mean square errors of the calculations for different ts
values. We can observe that the measurements are closer to those calculations that
correspond to somewhat higher ts values than what we had experienced in practice.
Using a maximum instead of an average for ts may result in a better fit.

The measurements above could only be done once, since they required a longer
period of time (in the magnitude of several days) during which a large number of
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CPU cores were constantly available exclusively to us. Shortly afterwards, Hercules
was decommissioned, making it impossible to repeat the executions under the same
circumstances. However, as we simulated a system in which external loads do not
influence the performance of the application, the accuracy of measured values should
be appropriate.

The absence of additional load by other users made it possible to have an empty
scheduler queue before each execution. Additionally, measurements were separated
in time, with a pause inserted between two measurements, allowing the scheduler
to return to its initial state. Due to this, any quantity that depends on the number
of jobs in the queue – such as ts according to our experience – could be measured
without any disturbing factors.

The value of ts is an average calculated over J instances of measurements, where
the smallest J was 312, therefore the error should be small. The pure CPU time tc
should not depend on any non-deterministic factor, even if we took into consideration
the external load of the system. Measurement of the execution time T299 would have
benefited from multiple executions for each J value, although the plot in Figure 5.2,
obtained from five measurements – each for different J – still clearly shows the
convex shape predicted by Formula (5.4).

A limitation of the model is that it assumes that P does not change very much
during the execution of the parallel program. Taking a look at recent usage statistics
of Superman1, it is clear that demand for resources has a high fluctuation, which
results in a rapidly changing number of processors momentarily available to an
application. The usage graph does not show how the busy cores are distributed
among users (i.e. how many projects are active at a given time), which also influences
P as the scheduler attempts to provide equal amount of resources to each running
project.

It can be concluded that our model might be appropriate either for dedicated
systems, or in case of a statically allocated core count for the parallel program, or
possibly if each user provides a stationary supply of jobs for a prolonged time, with
the scheduler providing fair share of resources. For systems with a high variance in
load, such as Superman, the model is less accurate.

5.3 Summary of scientific results

This chapter described parts of the doctoral research results that can be summarised
as follows, with corresponding publications in brackets. A complete enumeration of
results can be read in Chapter 7.

3. In order to examine a large number of trusses, I proposed a way to exploit the
computing power of a massively parallel system, such as the computing grid
or a supercomputer. I designed a parallel application to solve the problems of
point 2, and analysed its performance on supercomputers.

3.1. Using the method mentioned in point 2.2 I worked out a finely tunable
parameter study application capable of filtering all trusses with a quadri-

1https://superman.eik.bme.hu/static/timedat.html
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lateral grid topology and measuring the geometric sensitivity of each. By
executing its implementation on supercomputers, it was possible to pro-
cess a large number of cases and obtain the results described in points
2.3, 2.4 and 2.5. ([15][16][19][18][17])

3.2. I established a simplified model for the performance of the parameter
study, which, assuming a multicomputer with a fixed number of process-
ing elements and non-preemptive scheduling, allows for determining the
optimal number of subdomains with respect to execution time. ([15][16])

3.3. By measurements, I validated the formula for the optimal domain split-
ting according to the performance model. ([15][16])

Note: Point 3.1 is detailed in Section 4.3.
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Chapter 6

Implementation details

During our research, we developed various software applications in order to verify
the algorithms designed (see Chapter 3) and to analyse large numbers of trusses
in parallel (see Chapter 4). We briefly mention these programs along with some
technicalities.

Some of the programs, shown in Section 6.1, were aimed to make manual ex-
perimentation easy; these are interactive applications with a graphical user inter-
face (GUI). Other programs were intended for batch processing, like execution on
supercomputers. The latter types, described in Section 6.2, communicate with the
environment via command-line parameters and the standard output.

The first implementations of the rigidity and geometric sensitivity analysis algo-
rithms were written for the MATLAB environment. We subsequently transitioned to
developing native programs in C++. The benefits were improved efficiency, porta-
bility and minimal external software dependencies. These facilitated deployment on
the supercomputers.

6.1 Interactive applications

Our first analysis program, written in MATLAB, tests minimal generic rigidity of
a truss topology using the method of Lovász and Yemini [54] (see Section 2.1.6).
In case the topology has one-degree nodes, these are considered to correspond to
support points, and the program does the conversion to an unsupported equivalent
using Algorithm 9 before the analysis.

If minimal generic rigidity is confirmed, the program finds the rigid core of a
chosen node using the improved naive method, Algorithm 4. This algorithm employs
a data queue. As MATLAB lacked a data structure appropriate for this purpose,
we used external bindings to the Java run-time environment.

The second version of the program tests rigidity with the Lovász–Yemini algo-
rithm as well, but for finding the rigid core, the polynomial-time Algorithm 5 is
used. This involves the minimization of a submodular function, for which we used
an external software component, Andreas Krause’s SFO toolbox [50].

These two programs have the same interface. The input topology is specified in
adjacency matrix form, as a MATLAB variable. Additionally, coordinates should be
assigned to each node for displaying. The GUI, developed by Krisztina Tóth using
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Figure 6.1: User interface of the interactive MATLAB application

the built-in tools of MATLAB, allows selection of a node, then highlights its rigid
core as shown in Figure 6.1.

Further programs were written in C++. These contain a core part that we reused
in non-interactive applications. This part implements Algorithm 2 for rigidity testing
and Algorithm 8 for finding rigid cores. Accordingly, it can handle non-minimally
generically rigid topologies as well. Like in the MATLAB applications, Algorithm 9
is used if the input is a supported truss topology. Another component we reused in
batch programs implements the combinadic rank operations RANK2COMB (Algorithm
13) and NEXTCOMB (Algorithm 14). For managing the topology graph and auxiliary
directed graphs, we used an external library called Library for Efficient Modeling
and Optimization in Networks (LEMON) [13].

Two interactive applications were developed in C++ using this core component.
The user interfaces were implemented using the cross-platform wxWidgets toolkit
[65]. As a result, both Windows and Linux builds are currently available.

In one of the applications, the user can edit a topology freely, adding or removing
nodes or edges. Thicker edges signal if the topology is rigid. In case of redundant
edges, the non-trivial components (see Section 3.2.2) are highlighted. The user may
select either a single node or a pair of nodes to get the rigid core of (see Section 2.1.7
for definitions). The screenshot in Figure 6.2 shows an example for a supported,
redundantly rigid topology graph, with the rigid core of node 4 marked. It is also
possible to save or load topologies in the native format of the LEMON library, called
LEMON Graph Format (LGF).

88



Figure 6.2: User interface of the truss build and analysis tool
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Figure 6.3: Screenshot of the interactive application specialised for grid trusses.

The other application is specialised for generic trusses with square grid topolo-
gies. Although it uses the same underlying algorithms for truss analysis, the GUI
is different: an n×m grid is displayed, where red squares represent diagonal edges
(just like in the Appendix). The user can select any of the n+m−1 diagonal edges,
and move it into an empty square. If the truss is rigid, the outline of the grid is
black, otherwise it is grey. For rigid cases, the geometric sensitivity is automatically
calculated and displayed along with the difference from its previous value.

The smallest rigid core that has at least five nodes is marked by a dashed magenta
line. This is a good characterisation of the geometric sensitivity: if the theoretical
maximum rmax of the joint sensitivity index is reached (see Formula (4.1)), then all
except the top-left and bottom-right nodes are circled. Figure 6.3 shows a screenshot
of the user interface.

The combinadic rank of the diagonal configuration is shown below the grid topol-
ogy, and can be edited. Up to 20×20 grids can be experimented with, therefore ranks
may reach extremely high values, which are impossible to store in 64-bit variables.
We used the GNU Multiple Precision Arithmetic Library (GMP) [37] for storing
such large ranks. Command-line programs were only run for up to 9 × 9 grids,
which did not necessitate the use of an external library for handling big numbers.

6.2 Command-line programs

For the MATLAB implementations, we created versions without a GUI as well,
which can be used via function calls. Instead of using these for batch processing
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on distributed systems, we chose to develop and execute compact C++ programs
specialised for square grid topologies. In addition to speed improvement, the goal
was to minimize software dependencies, which is a critical requirement when deploy-
ing on supercomputers. Apart from standard C/C++ libraries, our non-interactive
command-line C++ programs depend only on the LEMON graph library, which is
a portable and easy-to-build software component.

The functionalities of the worker tasks in the parameter study application de-
scribed in Section 4.3.1 are implemented by three programs. They all take four
parameters: n and m for the grid size, and a and b specifying the subdomain. The
integers from a to b− 1 are combinadic ranks of the n×m grid truss topologies to
be processed. The output generated varies among the three programs according to
the three goals set in Section 4.1.

The first program simply dumps an integer to the standard output. This is the
number of minimally generically rigid graphs found in the subdomain.

The second program produces two lists of twenty elements each: these are the
most and least sensitive cases. Each element is a pair of numbers consisting of a joint
sensitivity index value and the combinadic rank of the corresponding topology. The
ordering of the index values encountered during the computation is implemented
with a priority queue data structure.

The third program gives the distribution (i.e. occurrences) of joint sensitivity
index values. The output here is a list of pairs, each consisting of an index value
and the number of topologies having this index. We used a map data structure for
assigning a counter to each index. However, as the number of possible index values
is fixed for a given n and m (see Section 4.3.2), we could have used a simple array
here.

The input task in the parameter study is represented by a very simple program,
which splits an interval of ranks into smaller subintervals. In addition to the grid size
and the boundaries of the whole input domain, a further command line parameter
specifies the size of each subinterval (except the last one, which may be smaller).
Two optional parameters can be given in order to process only part of the domain, for
example when generating partial distributions (see Section 4.4). One of them is the
number of subintervals to skip after each subinterval, and the other one specifies an
offset of this skipping. The output of the program is in the format of a HTCondor
submit description file, specifying the command-line parameters and output file
names for each job (i.e. worker task).

Like worker tasks, the output task has three versions, one for each goal declared
in Section 4.1. In each case, the program implementing it reads in the output files
of the worker tasks. For the rigid case counting problem, the values read are simply
added up. For the top/bottom lists, the lists are combined by taking advantage of
the priority queue data structure. The final distribution is obtained by summing
the counts separately for each index value.

There are some additional programs we created but did not use intensively in
the research documented in this paper. For example, we implemented Hurlbert’s
decoding for bipartite trees (Algorithm 11), which could have been used to further
analyse degenerate square grid trusses. Another example is a small program to
generate random topologies, using Henneberg’s construction rules (Theorem 2.1.4).
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Chapter 7

Summary

This doctoral dissertation showcases the scientific results by the author, as part of
the requirements for a doctoral degree. These results can be summarised into the
following points, with references to related publications by the doctoral candidate
and sections of this document in brackets.

1. I demonstrated that given the topology of an unsupported or supported mini-
mally rigid plane truss with a generic geometry, geometric sensitivity can be
determined using a practical algorithm having a time requirement that is a
polynomial function of the number of bars and joints in the truss.

1.1. Based on the theorem stating that influenced zones coincide with rigid
cores [76], I designed an exponential-time algorithm capable of determin-
ing the geometric sensitivity of small minimally rigid unsupported plane
trusses, using only the topology as input. I confirmed the correctness of
the algorithm by implementing and executing. (Section 3.1.2; [14][20][19])

1.2. I worked out the first practically applicable, polynomial-time algorithm
for acquiring the geometric sensitivity of minimally rigid unsupported
plane trusses by topology. The algorithm is based on minimizing a sub-
modular function. By implementing and executing, I observed that con-
trary to the algorithm mentioned in point 1.1, this one can be applied
efficiently to trusses of non-trivial size. (Section 3.2.1; [14][20])

1.3. I showed a simple way to convert the topology of a supported truss to
that of an unsupported one having equivalent rigidity and sensitivity
properties. Utilising this, algorithms for testing rigidity as well as for
calculating geometric sensitivity – such as those in points 1.1 and 1.2 or
other, more recent ones – can be extended to supported cases. (Section
3.3; [14][20])

2. For trusses with a square grid topology and additional diagonal bars, I examined
how the placements of the diagonals influence rigidity and geometric sensitiv-
ity.

2.1. I designed a method for enumerating all minimally rigid trusses with
(degenerate) regular square grid geometries and added diagonals, making
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use of the results by Bolker and Crapo [10] as well as an encoding of
bipartite trees [42]. (Section 4.2.1; [15])

2.2. I designed a method for enumerating a subset of trusses with square grid
topologies but non-regular (generic) geometries that contains all mini-
mally rigid cases. This subset is substantially smaller than the set of
all existing trusses, therefore the method accelerates the filtering of rigid
cases significantly. (Section 4.2.2; [15])

2.3. For all n × m grid trusses where n + m ≤ 14, I did a rigidity check
on each element of the subset gained by the method mentioned in point
2.2 in order to get the number of rigid cases, which lacks a closed-form
expression. (Sections 4.3 and 4.4; [15])

2.4. For n×n grid trusses up to 6×6, I searched, collected and visualised the
topologies of the twenty least and most sensitive ones. I observed that
only the least sensitive one has a well recognisable pattern of diagonal
bar configuration. (Sections 4.3 and 4.4; [15])

2.5. By examining the distributions of the geometric sensitivity measures (in-
dexes) for n×n grid trusses up to 9×9, I demonstrated that a continuous
probability density function fits appropriately to the lower section of the
distribution even without creating histogram bins. (Sections 4.3 and 4.4;
[15])

3. In order to examine a large number of trusses, I proposed a way to exploit the
computing power of a massively parallel system, such as the computing grid
or a supercomputer. I designed a parallel application to solve the problems of
point 2, and analysed its performance on supercomputers.

3.1. Using the method mentioned in point 2.2 I worked out a finely tunable
parameter study application capable of filtering all trusses with a quadri-
lateral grid topology and measuring the geometric sensitivity of each. By
executing its implementation on supercomputers, it was possible to pro-
cess a large number of cases and obtain the results described in points
2.3, 2.4 and 2.5. (Section 4.3; [15][16][19][18][17])

3.2. I established a simplified model for the performance of the parameter
study, which, assuming a multicomputer with a fixed number of process-
ing elements and non-preemptive scheduling, allows for determining the
optimal number of subdomains with respect to execution time. (Section
5.1; [15][16])

3.3. By measurements, I validated the formula for the optimal domain split-
ting according to the performance model. (Section 5.2; [15][16])
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M. Savko, M. Skou Andersen, O. Smirnova, P. Stefán, F. Szalai, A. Taga, S. Z.
Toor, A. Wäänänen, and X. Zhou. The next-generation ARC middleware. An-
nales des Telecommunications/Annals of Telecommunications, 65(11-12):771–
776, 2010.

[8] F. Beer and E. Johnston. Vector Mechanics for Engineers: Statics. McGraw-
Hill Book Company, New York, fourth edition, 1984.

[9] A. Berg and T. Jordán. Algorithms for graph rigidity and scene analysis. In
G. Di Battista and U. Zwick, editors, Algorithms - ESA 2003, volume 2832 of

94



Lecture Notes in Computer Science, pages 78–89. Springer Berlin/Heidelberg,
2003. 10.1007/978-3-540-39658-1 10.

[10] E. D. Bolker and H. Crapo. How to brace a one-story building. Environment
and Planning B: Planning and Design, 4(2):125–152, 1977.

[11] A. Cayley. A theorem on trees. Quarterly Journal of Mathematics, 23:376–378,
1889.

[12] N. Deo and P. Micikevicius. A new encoding for labeled trees employing a stack
and a queue. Bulletin of the Institute of Combinatorics and its Applications,
34:77–85, 2002.

[13] B. Dezső, A. Jüttner, and P. Kovács. LEMON – an open source C++ graph
template library. Electron. Notes Theor. Comput. Sci., 264(5):23–45, July 2011.
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Appendix: The most and least
sensitive quadrilateral grid trusses

3× 3 top

r = 0.710 938

76

r = 0.636 719

71 73 82 112

r = 0.589 844

81 93

r = 0.585 938

47 74

100



r = 0.546 875

16 41 77 80

r = 0.527 344

75 85 86 87

94 96 113
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3× 3 bottom

r = 0.367 188

34

r = 0.382 812

30 33 69 99

r = 0.398 438

65 68 95 98

r = 0.406 25

19 25 35 53

r = 0.421 875

18 22 70 118
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r = 0.433 594

10 54

r = 0.445 312

20
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4× 4 top

r = 0.769 6

7 513 7 760

r = 0.768

7 639 7 750

r = 0.766 4

7 443 7 492 7 533 7 618

7 659 7 694 7 704 7 739

7 775 8 971 9 166 9 176
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r = 0.764 8

7 970 10 258 10 369 10 379
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4× 4 bottom

r = 0.324 8

4 178 4 289

r = 0.328

2 573 3 695 4 179 4 339

r = 0.331 2

2 623 3 696

r = 0.332 8

1 853 4 345

r = 0.334 4

1 923 2 174
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r = 0.336

1 854 1 922 2 629 3 890

r = 0.340 8

1 979 2 104 4 171 4 177
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5× 5 top

r = 0.850 309

1 727 941 1 727 962 1 727 977 1 727 998

1 728 061 1 728 082 1 728 097 1 728 118

1 728 226 1 728 247 1 728 262 1 728 283

1 728 446 1 728 467 1 728 482 1 728 503

1 728 732 1 728 753 1 728 768 1 728 789

108



5× 5 bottom

r = 0.280 864

528 143

r = 0.287 037

527 737 528 136 618 467 867 361

r = 0.290 123

527 736 527 932 528 031 528 137

547 591 564 894 927 577 938 237
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r = 0.291 667

313 213 523 441 528 151 541 135

r = 0.292 438

528 047 528 142 595 431
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6× 6 top

r = 0.886 714

528 071 553 528 071 589 528 071 756 528 071 758

528 071 790 528 071 811 528 071 839 528 071 875

528 072 120 528 072 122 528 072 154 528 072 175

528 072 203 528 072 239 528 072 575 528 072 577

528 072 609 528 072 630 528 072 658 528 072 694
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6× 6 bottom

r = 0.254 894

203 234 217 203 267 972

r = 0.256 143

135 631 182 202 310 657 203 234 226 203 280 087

r = 0.256 976

134 630 093 134 833 569

r = 0.257 393

135 643 297 202 310 666
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r = 0.257 809

134 547 897 203 280 187

r = 0.259 059

134 547 906 134 630 084 135 643 397 202 470 359

r = 0.259 892

138 755 732 202 701 335 203 234 218 203 274 890
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