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Chapter 1

Introduction
In the recent decades, algorithmic trading combined with portfolio optimization has been
one of the most intensively researched areas of computer science and nancial mathematics.
Ever since the seminal paper of Markowitz [33], selecting portfolios which are optimal in
terms of risk-adjusted returns has been in the center of interest of both academics and
nancial practitioners. There are many approaches to algorithmic trading on protable
portfolios ranging from prediction based trading [20, 27, 28] to mean reverting trading
[10, 15, 17]. Furthermore, the main focus of algorithmic trading tends to move towards
the application of High Frequency Trading (HFT) when a huge amount of nancial data
is taken into account within a very short time interval and trading with the optimized
portfolio is also to be performed at high frequency within these intervals [10].
However, fast and protable trading often proves to be dicult, because the prot is
considerably decreased by the transaction costs.
To improve trading eciency, another important issue is to avoid the eects of overtting.
A sophisticated learning architecture to capture the characteristics of the observed data
series may have a large number of free parameters which, in turn, yields overtting and
poor trading performance. To avoid this, one way to reduce the number of free parameters
of the model is to minimize the dimension of input data. One possible approach is to
use Principal Component Analysis (PCA), however, by aggressive dimension reduction,
one may also leave out important information from the input [4, 5]. A better approach to
reduce the chance of overtting is to deploy noise ltering by using Independent Component
Analysis (ICA). In this case, I decompose the process into independent components and
lter out the most "noise-like" component.
One of the major changes in the computer software industry made towards high performance simulations has been the move from serial programming to parallel programming.
Driven by the insatiable market demand for real-time, high-denition 3D graphics, the
Graphics Processing Unit (GPU) has evolved into a highly parallel, multithreaded computational engine [37]. The GPU is primarily designed for high-speed graphics, which are
inherently parallel. The General Purpose GPU (GPGPU) model let the programmer to
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use this huge computational power for any kind of problems without need for the graphics
primitives [13].
Using the GPU shows growing interest in the eld of computational nance also [38]. There
are several applications that have clearly proven the success of highly parallel programming,
such as option pricing, risk calculation and time series prediction.
Using the GPU is crucial, since protable portfolio optimization and trading needs the evaluation of rather complex goal functions with dierent constraints which sometimes casts
the problem in the NP hard domain [15, 17, 45]. As a result, the computational paradigms
emerging from the eld of neural computing, which support fast parallel implementation,
need to be used in the eld algorithmic trading [26, 31, 41].
In this light, the main objectives of my dissertation are as follows:

•

developing successful trading algorithms and strategies for High Frequency Trading
and understand nancial markets based on machine learning techniques;

•

improving the eciency of machine learning models for time series prediction by
reducing overtting;

•

porting the algorithms to GPGPU to cast trading feasible on higher frequency data;

•

extending the method to user prole identication;

•

extensive speed proling of the demonstrated algorithms.

As a conclusion, the dissertation contributes to improving the security and stability of
nancial markets.

Single asset
time series

Multidimensional
time series

Portfolio
selection

Stochastic models and
architectures:
• Histogram method
• FFNN
• NARX, SVM
• AR-HMM

Preprocessing

Prediction

• Encoding and
quantization of price
values
• Principal Component
Analysis
• Independent Component
Analysis
• Outlier filtering

Figure 1.1:

The structure of the dissertation

The structure of the dissertation is shown on Fig. 1.1.
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Objective function
• Max. profit
• Min. risk
• Max. winning
probability

Trading

•

I examined the eect of preprocessing of vector valued time series (Thesis Group 2).

•

I applied dierent models to capture the stochastics of nancial time series (Thesis
Group 1-4).

•

To ensure the protability of the algorithm in a high frequency environment, I ported
them to GPGPU (Thesis 3). I developed dierent trading algorithm to trade with
either a single asset or a portfolio (Thesis 1, 3).

•

As a side topic, I proposed novel user identication algorithm which is based on
observing keystroke patterns of a user (Thesis 4).

1.1 Models and methods used in the research
In order to achieve the results presented in the dissertation, a number of models and
computational methods have been used and developed which are outlined in the following
table.

Type of methods and data Specic methods
Models

Algorithms

Simulation and
validation
Data

Table 1.1:

Theses

VAR(1)

I.1

Ornstein Uhlenbeck

I.2.

FeedForward Neural Network

I.

Support Vector Machine

II.

AutoRegressive Hidden Markov Model

III.

Independent Component Analysis

II.

Principal Component Analysis

II.2

Simulated Annealing

III.

Lloyd Max algorithm

I.3

Baum-Welch Expectation Maximization

III.

Markov Chain Monte Carlo

III.

Backpropagation

I.,

Kolmogorov-Smirnov test

IV.

Semi-supervisd self training

IV.2

Numerical simulations on synthetic
and real historical data in MATLAB

Each theses

ETF,

II., III.

ETF options,

III.,

FOREX,

I.

generated data series,

I., III.

keystroke patterns

IV.

Models, algorithms and validation used to derive the results of the dissertation.

As far as the models are concerned, I have t various models to the underlying stochastic
time series indicated in the rst row of the table. Regarding the algorithms needed to
achieve the objectives of model parameter identication and trading, I used the methods
indicated in the second row. For performance analysis and validating algorithms I evaluated
on several real and generated data sets using the MATLAB environment.
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Chapter 2

New scientic results
In this chapter I summarize my new results.

2.1 Thesis group 1 - Trading with FeedForward Neural Networks
As mentioned before, the main focus of algorithmic trading tends to move towards the application of High Frequency Trading (HFT). Since FeedForward Neural Networks (FFNNs)
excel at fast learning and representation, in this thesis group, trading is done based on the
Forward Conditional Probability Distribution (FCPD), which is estimated by a FFNN.
The notations are as follows:

x(t)

denotes the return of a nancial instrument (e.g. foreign

exchange rate) at time instant t. Based on historical observations of the nancial instrument
values, one can construct a training set containing some samples followed by the observed
forward return given as follows:

τ (K) = {(xk , x(k + 1)) , k = L, ..., K − 1}

number of samples available for training,

xk = (x(k − L + 1), ..., x(k))

L

where

K

is the

is the memory (time lag) of the process and

are observed samples.

2.1.1 Novel trading algorithm based on the FCPD estimated by FFNN
Since FFNNs are proven to exhibit universal approximator capabilities [23], after learning,
they can capture the Conditional Expected Value (CEV) which is the optimal solution of
the nonlinear regression problem in mean square [16].
Let us construct a FFNN based predictor

x̃(t + 1) = N et (Θ, xt ) ,
where

xt = (x(t − L + 1), ..., x(t)).

(2.1)

After learning, one can obtain the optimal non-linear

prediction of the CEV

N et (Θ, xt ) = E (x(t + 1) |xt ) ,
(for further details see [19, 22, 23]).
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(2.2)

The new encoding scheme
In order to obtain the FCPD of the asset, let us encode the possible values of the return
into an orthonormal vector set:

(
(l)

ql → r

:

(l)
ri

= δli =

0

1

if

i=l

otherwise

and write the training set according to the encoding mechanism:

τ (K) = {(rk+1 , xk ) , k = 1, ..., K} ,
where

rk+1 = r(l)

if

x (k + 1) = ql .

Then by minimizing the error function

K
1 X
krk+1 − N et (Θ, xk )k2 → Ekr − N et (Θ, x)k2 ,
K

(2.3)

k=1

one will obtain



(K)
N et Θopt , x = E (r |x ),

where due to the encoding, component

l

of the

conditional expected value will yield the corresponding conditional probability as

El (r |x ) =

M
X



δli P r(i) |x =P (x(t + 1) = ql |x ) = Pl .

(2.4)

i=1

This allows the construction of a FFNN for the estimation of the FCPD, the proposed
architecture is shown on Fig. 2.1.

FeedForward Neural Network

Forward Conditional Probability Distribution
P1
P2

x(t)

.
.
.

x(t-1)
.
.
.

Pi

x(t-L+1)
.
.
.

PM

Figure 2.1:

Neural architecture to estimate the FCPD
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The trading algorithm
Having obtained the FCPD, we can now turn our attention to developing a trading strategy
which utilizes it. However, rst, one can observe that the method outlined above requires a
high complexity neural network as the dimension of the output

M

y = N et (Θ, x) is dim(y) =

which is the number of possible returns. Unfortunately, a high complexity FFNN with

many outputs contains a large number of free parameters which, in turn, requires a large
learning set to train. This will prevent fast execution of the strategy and, as a result, hinders
the ability of the method to be used in HFT. Thus, the present eort in this section is
focused on decreasing the number of outputs, which will also reduce the number of free
parameters to optimized. In order to achieve this, I quantize the time series.
Let us dene a quantization of the returns as in [32]. Let
sets (intervals) and
partition

{Qi }

{q1 , q2 , ..., qM }

a label function

be a class of

be a corresponding set of quanta. I associate with a

γ(x)

dened for all real values

γ (x) = i
Dene

{Q1 , Q2 , ..., QM }

x

if

lies in

x

such that

Qi .

(2.5)

r̂i (t) := γ (ri (t)) and x̂i (t) := γ (xi (t)), the labels of the asset returns and portfolio

return under the given quantization. Assuming we have

L

past observations of

x,

we can

dene the conditional probability function

Px (i, t) := P (x̂ (t + 1) = i | x̂ (t) = x1 , ..., x̂ (t − L + 1) = xL ) , i = 1, ..., M,
where history vector
vations of

y.

x = (x1 , ..., xL )

Let us dene a constant

of long and short positions and let
tolerance label and dene

δ >0

(2.6)

contains the quantization labels of historical obser-

ε>0

corresponding to frictional transaction costs

jU := γ (ε)

be the upper and

jL := γ (−ε)

be the lower

as the minimum trading probability limit. We can now

dene a trading strategy using FCPD as follows:

Algorithm 1 Trading algorithm
while t < T do
P
P
if not InstrumentAtHand and
Px (i, t) −
Px (i, t) > δ then
i>jU
i<jL
Buy the instrument
P
P
if InstrumentAtHand and
Px (i, t) <
Px (i, t) then
i>jU
i<jL
Sell the instrument
t ← t+1

Thesis I.1. I proposed a novel algorithm for HFT by using FFNN. The procedure is based on estimating the FCPD of the quantized return values by using
a special encoding scheme. By developing a new coding scheme I managed to
reduce the complexity of the FCPD estimation and make the algorithm better
suited to HFT. The agent enters into a position (either a short or a long) if
the probability of the predicted price movement reaches a predened threshold
6

which makes the trading protable and furthermore, the threshold allows the
investors to adjust their willingness to take risk.
Related publications: [7, 9, 30]

Performance analysis
First, I investigated the estimation performance of the proposed model on generated data.
For the sake of comparison, I used several FFNNs, each with dierent number of neurons
in the hidden layer. In order to ensure the universal approximator capability, I used sigmoid activation function in the hidden layer, and linear in the output layer. To prevent
overtting, I used the "early stopping" method.

MSE

N=1
N=3
N=5
N=8
N=10
N=20
N=30
N=50
N=100
N=200
Histogram
Table 2.1:

L=1

L=2

L=3

L=4

0.00296

0.0089

0.00153

0.00425

0.00741

0.00867

0.00162

0.00249

0.00624

0.00697

0.00157

0.00201

0.00624

0.00613

0.00144

0.00194

0.00624

0.00486

0.00174

0.00188

0.00624

0.00412

0.00178

0.00181

0.00624

0.00412

0.00189

0.00196

0.00624

0.00412

0.00224

0.00215

0.00624

0.00412

0.00224

0.00215

0.00624

0.00412

0.00224

0.00215

0.00624

0.00412

0.00224

0.00215

Mean squared error of the FCPD as a function of the number of neurons
lag (L) on generated data

(N )

and the time

The results showed that FFNN can successfully predict the forward distribution, furthermore in some cases it is more accurate than the standard histogram method (simply calculating the relative frequencies). Table 2.1 below shows the out-of-sample mean squared
error between predicted and real FCPD.

2.1.2 Trading based on non-equidistant quantization
In this thesis I further optimize the trading performance by using non-equidistant quantization. Since FCPD takes its values on the possible asset prices (or return values), the
number of probabilities to be estimated explodes exponentially with respect to the length
of the memory. As a result, in the case of numerous return values and for the sake of accurate estimations, I need a very large training set, which hinders HFT due to the low speed
of learning. In order to speed up data collection and learning (using a small number of
samples), I need to quantize the asset prices. I quantize the change of the prices (returns),
which varies in a smaller interval. I applied the Lloyd-Max algorithm for quantization to
attain a good trading performance.
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The returns of nancial time series can be approximated by Gaussian random variables.
However, equidistant quantization is only optimal for samples following uniform distribution. In order to overcome this shortcoming, the expected value of the squared quantization
error (i.e. the squared dierence between original and quantized signals) can be reduced
by applying non-equidistant quantization. By quantizing with larger error the components
which occur less frequently than the components which occur more often, the overall error
can be made smaller [32, 40]. In this way, one can obtain a more accurate estimation of
the FCPD, which may yield better trading decisions. To determine the optimal quantization levels, I used the Lloyd-Max algorithm. The eect of applying optimal quantization
is shown on Fig. 2.2. It can be seen, that equidistant quantization needs more levels to
achieve the same quality (zero mean squared error).

Equidistant quantization

Lloyd-Max optimal quantization

ri(t)

ri(t)
qH

qM

q1

q1

t
Figure 2.2:

t

Equidistant vs. non-equidistant quantization

My simulations have proven that by running the Lloyd Max algorithm, the quantization
error drops to 10 times lower than using equidistant quantization due to minimizing the
objective function

M
−1 CRi+1
P
i=1

(x − qi )2 p(x)dx.

Ci

Thesis I.2. By using a non-equidistant quantization (deploying the Lloyd-Max
algorithm) I managed to improve the trading performance and I achieved a
signicant increase of prot.
Related publications: [7, 9]

Performance analysis
For a detailed comparative analysis of the trading algorithm, several performance measures
were calculated for each experiment on the corresponding time series. The performance
measures are detailed in the Appendix A.1. I show the numerical results obtained on the
following foreign exchange data sets: AUD/USD, EUR/USD, GBP/USD and NZD/USD.
I used minute by minute data from 2016.01.01 to 2016.12.31 including bid and ask prices,
in order to take into account transaction costs.
The starting balance of the agent was 10,000 USD, but on each trade, it used a notional
amount of 100,000 USD, using a leverage of 10:1 as is customary in foreign exchange
trading.
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In order to demonstrate that the trading algorithm is protable even when the bid-ask
spread is taken into account, I focused on single-asset trading for the EUR/USD foreign
exchange rate where the bid-ask spread was the most narrow. Table 2.2 shows single-asset
trading results for the same time period.

Prot
Maximum Drawdown
Number of trades
Average prot per trade
Average trade duration
Winning ratio
Sharpe ratio
Table 2.2:

Mid-price Bid-ask prices
5 781 USD

2 695 USD

32.9%

39.3%

493

493

11.72

5.46

549.35 min

549.35 min

55.26%

50.6%

0.056

0.036

Results of the single asset trading algorithm on historical EUR/USD foreign exchange rate
with and without considering the bid-ask spread.

It can be seen, that by applying non-equidistant quantization and selecting the best asset
to trade signicant prot can be achieved.

2.2 Thesis group 2 - Preprocessing time series to improve the results of
data mining
For model identication and prediction, the results of machine learning have been deployed
using dierent learning architectures (e.g. Feed Forward Neural Networks, Support Vector
Machines etc.) [26, 29, 41]. However, in most of the cases these methods did not provide
optimal performance on real data for two reasons: (i) overtting (a large number of free
parameters are built in the model which is then poorly trained on a limited training set),
and (ii) the large amount of noise imposed on the data. Both of them make it dicult
to identify the tendencies. Furthermore, the prot produced by algo-trading tended to be
very slim, if not disappears in the presence of bid-ask spread and transaction costs.

2.2.1 Application of ICA for preprocessing nancial time series
In this thesis I will use data reduction tecniques to extract the most important factors
of the underlying nancial time series in order to make trading algorithms faster and
more eective. As was mentioned before, to improve trading eciency, one of the most
important issues is to avoid the eects of overtting. A sophisticated learning architecture
used to capture the characteristics of the observed data series may have a large number of
free parameters which, in turn, yields overtting and poor training performance. To avoid
this, one way to reduce the number of free parameters of the model is to minimize the
dimension of input data. One possible approach is to use

Principal Component Analysis

(PCA), however, by aggressive dimension reduction, one may also leave out important
information from the input [4, 5]. A better approach to reduce the chance of overtting is
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to deploy noise ltering by using

Independent Component Analysis

(ICA). In this case, I

decompose the process into independent components and lter out the most "noise-like"
component.
Since ICA has the capability of decomposing a random time series into independent random
processes, I use this property to represent the nancial time series under investigation. If one
tries to predict the future values of the time series based on the decomposed representation
when leaving out the noise term, then this prediction may perform much better than the
one carried out on the original representation. This is due to the fact that the most noiselike term causing the largest amount of randomness have been ltered out. By leaving out
the noise, the overttng can be reduced, which increases the quality of prediction.
In the case of ICA, I seek

N

independent random variables

resent the so-called sources. Let

X = [X1 , X2 ...XM ]

S = [S1 , S2 ...SN ]

be the observed time series. The

algorithm implementing ICA works with the general choice of
ever in the paper, for the sake of easy explanation I set

which rep-

M =N

M

and

N (M 6= N ),

how-

(the number of observations

is the same as the number of dimensions). Performing ICA, the observations are expressed
as the linear combination of the sources

S,

where

X = AS =

N
X

A

is the so-called mixing matrix:

ai s i .

(2.7)

i=1
The objective is to nd the best de-mixing matrix

Y = WX

W

which results in the components of

being maximally independent from each other. Let

wT

be a row vector of the

reconstruction matrix, then the estimation of an independent component is given as [24]

y = wT X = wT AS = zT S.
If the components of

Si

are independent then adjusting the elements of

(2.8)

zT , the sum will be

less similar to a Gaussian random variable. In order to obtain the independent components,
one must maximize the nongaussianity of

wT X, which can be measured by the negentropy

[24].
For implementation, I use the standard FastICA package for MATLAB [1].This algorithm
pre-processes the data for the learning systems.
In the related literature, the

Relative Hamming Distance

(RHD) based error is used [12]

in order to determine and leave out the noise-like components, dened as follows:

T −1

2
1 X
RHD (x, y) =
Rx (t) − Ry (t) ,
T −1

(2.9)

t=1

where

Rx (t) = sign x (t + 1) − x (t)



and

Ry (t) = sign y (t + 1) − y (t)



.

The task is to nd those components which minimize the RHD error between the original
and reconstructed time series. In the case of high dimension, the solution cannot be found
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Vector valued
time series

Preprocessing

Figure 2.3:

Performance
analysis

Identification and
prediction

Trading

End-to-end model used for time series prediction and trading

ŷ  t   

ŷ  t   

Long

Cash

Short

ŷ  t   

ŷ  t   

Figure 2.4:

by exhaustive search, thus the so-called

Trading strategy

Testing and Acceptance

(TnA) heuristic is used

[12]. Since I only want to leave out one (the most noise-like) component, this amounts to
running TnA for a single step. In this way, my procedure is faster than the standard TnA.

2.3 Trading by NARX networks and SVMs combined with ICA
The structure of the proposed trading system is given by the following block diagram (Fig.
2.3) and detailed as follows:

•

The FastICA algorithm determines the independent sources from which the most
"noise-like" component is identied by calculating the RHD reconstruction error
(see section

•

??).

After discarding the most "noise-like" component, the system is trained. In the case of
NARX network, at the input there are the returns of the available nancial time series

r

and the feedbacks from the earlier outputs

y.

In order to prevent over-learning, I

apply early stopping [2]. In the case of SVM, I only use the returns as input data. For
the sake of comparison, there is also a possibility to skip pre-processing and training
the system with raw data.

•

Based on the prediction of NARX network or SVM, one can form a trading signal as
follows: if the output (ŷ(t)

∈ R) exceeds a given threshold then the position becomes

opened. The same holds for the case when the output falls below another given
threshold, but then a short position is taken. This operation is depicted by Fig. 2.4.
After closing the position (sell or buy back), I retrain the system.
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Finally, I compare the protability of the dierent methods by testing and evaluating
various numerical indicators.

Thesis II.1. I analized and optimized the use of ICA and PCA as preprocessing
methods based on the trading performance as a goal function. I compared the
trading performance of them on real nancial data. According to the results,
when using neural networks, the performance can be improved by preprocessing, but there is no dierence between using ICA or PCA. However, when
using SVM and ICA together, the trading performance is signicantly higher
than using SVM and PCA together. I have also shown that using preprocessing
always yielded better trading results. Therefore I pointed out the optimal relationship between dierent preprocessing algorithms and trading architectures.
Related publications: [3, 8]

Performance analysis
The numerical results were obtained on Exchange Traded Funds: EEM, EFA, EWA, EWC,
EWJ, EWZ, FAS, FAZ, FXI, GDX, GLD, IGE, IWM, IYR, QID, QQQ, SDS, SKF, SPY,
SSO, TZA, UNG, USO, VWO, VXX, XLE, XLF, XLI, XRT from the year of 2013 to 2015
with daily observations [48]. ETFs are investment funds traded on exchanges like stocks,
futures and options. Because of their low costs, tax eciency, and stock-like features, ETFs
are the most popular exchange-traded products.
In order to compare pre-processing algorithms, I performed
the trading results. According to the

•

on the Sharpe ratios of

t-test:

when using NARX, there is no signicant dierence between the Sharpe ratio of ICA
and PCA (mean:

•

t-test

0.0013,

1.08, p-value: 0.995);

std. deviation:

when using SVM, the Sharpe ratio of ICA is signicantly higher than the case, when
no pre-processing is used (mean:

0.405,

std. deviation:

Table 2.3 shows the results in detail.
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1.09, p-value: 0.057).

Table 2.3:

Comparison of Sharpe ratios achieved by the agent when using dierent preprocessing algorithms

NARX
SPY
XLF
QQQ
EEM
IWM
FAS
FAZ
SDS
TZA
FXI
UNG
EFA
SSO
EWJ
XLE
EWZ
QID
VXX
IYR
XLI
GLD
GDX
SKF
XRT
USO
VWO
EWA
EWC
IGE
Average
Std. Deviation
Minimum
Maximum

SVM

Raw

PCA

ICA

Raw

PCA

ICA

0.223

0.464

0.543

0.418

0.236

0.538

1.56

1.49

0.235

0.665

-0.077

0.075

-0.947

0.263

0.28

-0.929

0.011

0.503

0.489

1.217

0.521

0.545

1.522

0.575

0.365

-0.088

1.523

-0.108

-0.937

0.669

1.685

0.91

0.883

0.787

1.795

0.633

1.336

0.243

0.861

1.217

-0.041

0.765

1.247

0.431

0.529

0.696

-0.612

0.493

0.049

1.634

0.721

0.143

0.630

1.274

-0.842

1.586

0.212

-0.473

1.523

-0.002

1.562

1.164

1.731

0.562

1.614

1.567

-0.615

0.709

0.798

0.579

0.168

0.875

0.114

0.161

-0.589

0.089

0.277

-0.197

-0.579

-0.742

0.421

-0.200

-0.526

0.362

0.536

0.066

0.616

-0.261

-1.037

0.553

0.024

-0.03

0.131

0.497

-0.009

0.149

0.143

0.131

1.317

0.164

0.137

2.076

1.39

0.573

1.943

1.875

0.587

1.886

0.251

0.516

0.599

0.604

0.166

0.464

-0.713

0.479

0.498

-1.964

0.001

0.153

0.649

1.752

0.373

-2.183

0.519

0.164

0.29

-2.495

-0.612

0.090

-2.287

-1.924

1.297

0.303

0.639

0.675

0.448

1.596

-0.426

0.054

0.56

-1.860

-0.593

1.223

0.101

0.46

-1.455

0.381

0.474

-0.629

0.067

1.506

-0.496

0.495

0.525

-0.331

-1.302

-1.342

0.585

-0.758

-0.827

0.473

0.169

0.424

-0.133

0.403

0.608

-0.093

0.03

1.615

0.258

0.229

1.632

0.248

0.281

0.464

0.465

0.082

0.204

0.487

0.797

0.905

0.690

0.892

0.892

0.781

-1.302

-2.495

-1.455

-2.183

-2.287

-1.924

1.685

1.752

1.943

1.875

1.7948

2.076

2.4 Thesis group 3 - Application of AR-HMMs for trading with option
portfolios
Throughout this thesis group Hidden Markov Models are used to predict future values of
nancial time series. Such models are widely used in econometrics, especially for predictions
of time series [18, 44].
Unlike the standard HMM assumption, in the case of autoregressive-HMMs the emissions
are not independent but also depend on the previous emission given the hidden state [36].
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The observation depends on both the hidden state and the previous observation through
an additive autoregressive component, hence AR-HMM is a more general model. This
property supports the choice of it to describe an even wider range of random processes.
An AR-HMM can then be described by the following quantities:

Θ = {π, A, µ, σ, ϕ} ,
where the underlying Markov chain is given by its initial probability vector
transition probability matrix

A,

while

µ, σ

ϕ

and

(2.10)

π

and its state

vectors are describing the observed

stochastic behavior of each hidden state.
In many cases the model parameters described by

Θ are not known, therefore one needs to

t these parameters based on observed processes. Traditionally the likelihood of the model
is maximized based on the given observations [39]:

X = {o1 , o2 , ..., oT } Θopt = arg max P (X|Θ) .

(2.11)

Θ

2.4.1 Option trading based on MCMC sampling of ARHMMs
In this thesis, Markov Chain based Monte Carlo is used for the estimation of the prices.
While the maximum likelihood estimation methods are suciently suitable in many other
applications, they have some key drawbacks, most importantly their sensitivity to the
observations as argued in [42]. For example, noisy observations or a sample from a slightly
dierent time window (e.g. next day) may result in a completely dierent model implying a
rather dierent prediction. Such property is less appropriate for the purpose of algorithmic
trading as alternating predictions will imply unstable trading signals. Also, in order to
better estimate the risks less likely models should not been overseen by picking a single
ML estimation.
To deal with these shortcomings, instead of forming a prediction based on a single maximum
likelihood model, the intuitive idea of the proposed solution is to consider every possible
latent model for a more reliable prediction:

Z
E (ot+τ |X, Θ)P (X|Θ) dΘ,

õt+τ =

(2.12)

Θ∈S
where

S

is the innite set of the possible HMMs. This approach can be naturally extended

to quantities other than the expected value, variance for instance, or the distribution
function of

ot+τ :
P (ot+τ ≤ ξ) , ξ ∈ R.

(2.13)

The Metropolis-Hastings algorithm allows us to draw samples of AR-HMMs (Θ) generated
by their explicitly unknown probability distribution given the observed time window. This
sequence of random samples provides an approximation for their distribution, and more
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importantly for the distribution of the predictions belonging to the sampled models. Let

oΘ
t+τ

Θ.

denote the prediction belonging to

In other words, each model is sampled propor-

tionally to its probability. Hence, computing the expected value of the future value based
on multiple predictions of multiple models turns into a simple averaging.
In each step the model parameters are perturbed randomly, such that



P Θ0 |Θ = P Θ|Θ0 .

(2.14)

The new model is accepted as a sample with the probability of

P (Θ0 )
.
P (Θ)

(2.15)

More specically, in my case
0

0

eL(Θ )−L(Θ) = elog P (X|Θ )−log P (X|Θ) =

After taking

K

P (Θ0 )
αP (Θ0 )
=
.
αP (Θ)
P (Θ)

samples, denote the set of sampled AR-HMMs as

as

ôt+τ =

1 X
E (ot+τ |X, Θ),
K

(2.16)

S0 , one can estimate ot+τ
(2.17)

Θ∈S0

which gives us the predicted value for a future observation.
Similarly,

1 X
1oΘ ≤ξ .
t+τ
K→∞ K

P (ot+τ ≤ ξ) = lim

(2.18)

Θ∈S0

Option trading based on ARHMM
MCMC sampling of AR-HMMs can provide us with predictions regarding the future price
distribution of an underlying nancial instrument. In order to turn such information into
actual nancial gains a corresponding trading strategy is needed. As opposed to more
traditional methods [25], where only the future price is predicted, to exploit the additional
information on its distribution and also manage the risks trading with options on the
underlying is proposed.
For prediction based portfolio optimization, I consider a portfolio of plain vanilla put and
call European options with dierent strike prices. Each option has the same predened
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maturity

T.

Let



zput,κ−d∆





zcall,κ−d∆ 




...




 zput,κ 


x=

z
 call,κ 




...


z

 put,κ+d∆ 
zcall,κ+d∆
denote the portfolio vector, where

z

(2.19)

is the number owned of the given type of options,

is the current spot price of the underlying (at-the-money option),
market (price dierence between consecutive strike prices), and
and short positions are allowed, i.e.
such that

pi

z ∈ R.

Vector

p

is the market price of the corresponding

∆

κ

is coming from the

d ∈ N. Note that both long

contains the prices of each option,

xi

amount of options of that type.

Using the samples of predicted trajectories of the underlying and the payo function

g

conditional on the future value, one can construct the expected payo of each option
follows:



ci = E g(xi |oT ) =

1 X  i Θ
g x |oT ,
kS ∗ k
∗

(2.20)

Θ∈S

where

xij = 1

if

j=i

and

0

otherwise.

Besides maximizing the payo, investors seek striking a good balance between return and
the associated risks. Trading with options allows us to limit the maximum amount of loss on
a trade, introducing these bounds to the optimal portfolio yields the following constrained
optimization problem:

max cT x
x

(2.21)

such that

pT xlong < pmax
pT xshort > −pmax
∀oT : g(x) > pmaxloss .
This is a linear programming problem, which can be eciently solved, for example, by the
simplex method [14].
To exploit the portfolio optimized in this manner, a trading strategy is needed. One can
carry out the MCMC based prediction and the subsequent portfolio optimization at an
arbitrary time and with arbitrary maturities independently. In my analyses, I chose a
week as a holding time and a sliding window trading strategy. In other words, I engage
in the optimized option portfolio at the end of each week, and considering the prots and
liabilities at the end of next week. The owned positions are never sold before maturity
dates.

16

Thesis III.1. I proposed a novel algorithm for trading option portfolios based
on predictions by AR-HMMs. The model parameter estimation, hence the
prediction, is carried out by Markov Chain Monte Carlo (MCMC). Instead of
trading directly on a single asset, I chose portfolios of options with dierent
strike prices to trade. In this way I managed to achieve higher prot and less
risk.
Related publications: [43, 46]

Performance analysis
I analyzed the numerical results obtained on the following exchange traded funds (ETF):
SPY and USO, in the period of January 1, 2014 to December 31, 2016 in daily resolution
[48].
In each simulation the real bid-ask spread has been taken into account, meaning that the
option is bought on the ask price and the option is sold on the bid price. In each week
the agent can buy options for USD 100 (pmax ). Fig. 2.5 contains the cumulative prot of
weeks, the balance, and shows the eect on balance by setting dierent

pmaxloss

on USO

dataset.

3500
3000
2500

Balance (USD)

2000
1500
1000
500
0

pmaxloss=100
pmaxloss=200

-500

pmaxloss=500
p

=1000

maxloss

-1000
0

50

100

150

Weeks

Figure 2.5:

Results of the trading algorithm with portfolio optimization on
USO historical options data set in case of dierent pmaxloss .

One can see that the larger the

pmaxloss

parameter is the larger prot can be achieved, but

the standard deviation is also increasing.

2.4.2 The GPGPU implementation
To ensure the protability of the trading algorithm, it must work in a real time manner,
therefore I have developed a GPGPU implementation framework. After receiving the price
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information from the market selecting the optimal portfolio must be as fast as possible,
since the fastest market practitioner gets the possible price. Hence, fast implementation of
such algorithms produce higher prots and involves less risk. However GPGPU environment
is optimal for fast computation, porting trading algorithms is often very complicated due
to the nature of high parallelism. GPGPU has limited resources for storing objects, which
may impair the performance of badly written algorithms.
I have ported the methods introduced in Thesis group 3 to GPGPU architecture. The
parallelism of the proposed method is twofold with respect to granularity. Fine-grained
parallelism occurs in each step of the MCMC sampling, (i) computing the model likelihood for a given AR-HMM by using the forward-backward algorithm, which is done with
dynamic programming on

N

threads along the hidden states; and (ii) linear algebraic oper-

ations for calculating the prediction is also carried out in a parallel manner. Coarse-grained
parallelism lies in the fact that one can run multiple MCMC algorithms simultaneously.
Accordingly, the computational framework is shown by the block diagram of Fig. 2.6. First,
the forward-backward algorithm provides us with the state distributions, i.e. what is the
probability of being in each state at each time instance. These probabilities combined with

µ

and

σ

enables us to compute the loglikelihood of the respected model, and one can

use Monte Carlo methods for prediction by using the probability vector for the last time
instance. These operations can be done in a parallel way on the GPU device for multiple
AR-HMMs generated by the parallel MCMC samplers run on the host machine.

Forward-backward
algorithm

MCMC

State
distributions

Prediction

Multi-threaded

1 , 2 ,...,  M 
Figure 2.6:

Loglikelihood

Parallel computational approach for GPU

Thesis III.2. I developed a new method to run MCMC algorithm in a parallel
manner on GPGPUs. As a result, in the same time span a larger population
of portfolio candidates can be evaluated based on a more precise objective
function compared to the traditional implementation. This improvement leads
to higher prots and also casts trading feasible on higher frequency data.
Related publications: [43, 46]
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Figure 2.7:

Average running time of sampling ARHMMs as a function of
number of parallel ARHMMs

Performance analysis
I evaluated the running time of dierent use-cases. The experiments were conducted on a
PC with a second generation Intel i7 CPU and on one NVIDIA GeForce GTX 960 (2 GB)
GPU. Fig. 2.7 shows the computation time needed to take one sample.
The performance in the case of small number of HMMs is relatively low, which is not
surprising in the light of the fact the GPU computing power remains underutilized. If I
increase the number of optimized HMMs then more and more blocks will become active on
the GPU which, in turn, will increase the performance. Because of the limitations of this
GPU, the maximum number of parallel ARHMMs is 96. In my scenario (get the predictions
for 5 time steps ahead and sampling 32 ARHMMs 2000 times) the average running time
is

7.06

seconds. Thus, this enables to use the method for intraday trading or any kind of

higher frequency applications.

2.5 Thesis group 4 - Random time series analysis for identication purposes
So far, I have used identication algorithm for parameterizing my models in the case of
nancial time series prediction. However, in this thesis I approach the identication problem
from user identication angle as well. Since typing pattern is also a random process, thus the
methods of time series analysis can also be utilized in this domain. As a result, the concept
of time series now does not applied to return values (as was investigated previously), but
applied to keystroke patterns.
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The typing pattern can provide an additive information to user identication beyond the
traditional user name and password. Since the typing dynamics of a person is very characteristic, it is dicult to copy or imitate such dynamics [35]. These properties make
typing-pattern-based user identication attractive in present day IT security.
Let us assume there are

U = {1, 2, ..., N }

users of a system, which needs authentication

upon granting access. First each user must provide a training set of their typing patterns,
e.g. at registration they are asked to type a predened text a couple of times. In each typing
session, I measure both (i) the latency between consecutive keystrokes and (ii) the holding
time of each keystroke, (i.e., the time between pressing and releasing each key). Figure 2.8
shows an example.

Latency between „t” and „h”
Press t

Press Shift

Release t

Release Shift

Press h

Release h

Holding time of „h”

Holding time of „Shift”

t

Figure 2.8:

Example of typing patterns

The training set is then constructed as
latency and holding times respectively,

Ztr = {(TL , TH ) ; u}Q ,

u

where

TL

TH

and

is the user id who typed the text and

Q

are

is the

size of the training set. I also create an evaluation set to test the performance of the
classication algorithm given as

Ze = {(TL , TH ) ; u}W ,

where

W

is the size of the set.

2.5.1 Application of Kolmogorov-Smirnov test for user identication
The two-sample Kolmogorov-Smirnov test is widely used in non-parametric statistics to
decide if two sample series came from a population of the same distribution [34]. Let

X1 , X2 , ..., Xm

and

Y1 , Y2 , ..., Yn

be random samples from populations

their respective empirical distribution function
If the null hypothesis

H0 : FY (x) = FX (x)

identical and the two sample series

SX

and

for all

X1 , X2 , ..., Xm

x

FX

and

FY

and

SY .
is true, the two distributions are

Y1 , Y2 , ..., Yn

and

came from the same

population. The test criterion is based on the maximum absolute dierence between the
two empirical distributions:
Based on

D,

D = max |SX (x) − SY (x)|.
x

one can compute the asymptotic null distribution as [21]

r
K (d) =

lim P

m,n→∞

=2

∞
X


mn
D≤d
m+n

(−1)i−1 e−2i

2 d2

= P.

i=1
Here

d is the value of the observed Kolmogorov-Smirnov test statistics. P

is the so called

value, which is here used to measure the similarity of two typing patterns. While a
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p-

p-value

being close to 1 means a strong relationship, a value close to 0 means a weak relationship.
Using the test, I compare the samples to be classied with the samples from the training
set. I dene two similarity metrics:

• PL (j, k) = 2

∞
P

(−1)i−1 e−2i

2

√

mn
D (j,k)2
m+n L

is the probability, that two latency samples

i=1
came from the same population.

• PH (j, k) = 2

∞
P

(−1)i−1 e−2i

2

√

mn
D (j,k)2
m+n H

is the probability, that two holding time

i=1
samples came from the same population.
For classication I combine these two metrics by taking the product of them:

PLH (j, k) = PL (j, k)PH (j, k).

(2.22)

Using this product metric, one can compute the probability of sample
user

u

is belonging to

by:

P
Pu (j) =
where

j

Ztr (u)

is the subset of

Ztr

PLH (j, v)

v∈Ztr (u)

|Ztr (u)|

,

(2.23)

containing those samples that belong to user

collect those samples from the training set that belong to user

u

u,

i.e. I

and take the mean of

their probabilities. I calculate this measure for all users, then I select the user, where

Pu (j)

is the largest.
The basic drawback of the proposed method lies in its computational complexity, as the
probabilities (PL (j, k) and

PH (j, k))

are to be evaluated on the whole training set.

Semi-supervised training to improve accuracy
Traditional classiers use only labeled data for training. However, labeled instances are
often dicult, expensive, or time consuming to obtain, while unlabeled data can relatively
easy to collect, but their usability is limited. Semi-supervised learning addresses this problem by using the unlabeled data, together with the labeled data, to build better classiers
[49].
Self training is one of the most commonly used technique for semi-supervised learning.
First, the classier is trained by the labeled training data, then it is used to classify the
unlabeled data. The most condent unlabeled samples, together with their predicted labels,
are added to the training data set.
The classier is re-trained and the procedure is repeated until all samples are moved into

1

the training set . This way, the classier uses its own predictions to teach itself, which,

1

According to the literature, the algorithm should not run until all samples are moved to the training

set, as it may yield a drop in performance. However, my simulations have shown that moving all samples
into the training set will not impair the performance.
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Training
set Ztr

Parameter
optimization
Semi supervised training

Evaluation
set Ze
Preprocessing

Classification

Move most
confident
samples into Ztr

Ze  0

No

Performance
analysis

Ranking

Yes

Figure 2.9:

The computational owchart

on the other hand can be dangerous, because a classication mistake can reinforce itself
[11]. Despite this potential danger, the accuracy can be signicantly increased using this
method.

Thesis IV.1 I proposed a novel user authentication method based on analyzing
the keystroke patterns. Instead of using Nearest Neighbor classication with
Dynamic Time Warping (DTW) distance measure, the typing dynamics are
classied by the Kolmogorov-Smirnov distance and test. Furthermore, I applied
semi-supervised self training to improve the accuracy of the model.
Related publications: [6]

Performance analysis
The empirical results are shown on gure 2.10. For the sake of comparison I also plot the
accuracy of 1 Nearest Neighbor classier with Dynamic Time Warping (1 NN DTW). This
method uses the DTW [47] as distance measure and applied to both latency and holding
times. To combine these two measures, I take the linear combination

2 of them, then I select

the user corresponding to the smallest distance.
In order to evaluate the performance of the methods in the case of dierent sample sizes, I
have performed the test on text lengths from 10 to 200 increasing the text with characters,
each time. In the last case the full text (approx. 220 keystrokes) was available for the
authentication methods. The horizontal axis shows the length of the text, while the vertical
one indicates the achieved accuracy measured by the successful classication ratio. I also
evaluated the performance of the self-trained classier as well. The results (grey triangular
marks) are shown on gure 2.10.

2

The weights of the linear combination were optimized on the evaluation set, however they should by

learnt (similarly to the preprocessing parameters in the model). Thus, the algorithm 1 NN DTW may
perform poorly in real circumstances.
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Full

45%

1 NN DTW

KS classifier

Figure 2.10:

KS classifier semi-supervised trained

Accuracy of models using dierent sample lengths

The results demonstrate that the Kolmogorov-Smirnov test outperforms the accuracy of
the 1 NN DTW in each case. It can also be seen that in the case of 10 keystrokes length
the classication performance reaches 50%. In the case of using semi-supervised learning
techique, the accuracy has been increased in almost all cases. For long texts, by a self trained
classier the accuracy can be further improved resulting in a 90.5% correct classication
ratio.
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Appendix
A.1 Metrics for evaluating the trading performance
For a detailed comparative analysis, the following performance measures were calculated
for each experiment on the corresponding time series:

•

Prot gained, that is the money realized by the agent on top of the starting balance;

•

Maximum drawdown, that is the maximum loss from a peak to a trough of the
balance;

•

Number of trades, that is the number of trades the agent made in the evaluation
period;

•

Winning rate, that is the ratio of the total number of winning trades to the number
of all trades;

•

Average trade duration, that is the average holding period of an asset or portfolio in
minutes.

•

Average prot per trade (in points, which is the smallest possible price change), that
is the amount realized by the agent divided by the number of trades.

•

Sharpe ratio, that is the excess return divided by the standard deviation of an asset
or portfolio, assuming the risk free rate is

0%.

This measure is not annualized, but

reects the Sharpe ratio for the return per minute.
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