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List of symbols and abbreviations

Symbols

Name Symbol

gyromagnetic ratio γ

spatial position r

k-space position k

(measured) k-space signal S

noiseless, ideal k-space signal S̃

k-space noise ε

image-space signal I

noiseless, ideal image-space signal Ĩ

image-space noise η
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e�ective sensitivity pro�le D

reconstruction kernel in k-space w

reconstruction kernel in image-space W
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adjoint operation †
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vector of coil combination weights p

Partial Fourier factor fPF
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imaginary part operation (element-wise) Im (·)
Fourier transform operation F (·)
convolution operation ∗
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autocalibration signal ACS
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Chapter 1

Introduction

In the last few decades magnetic resonance imaging (MRI) has become one of the most

signi�cant and most versatile imaging modality, with a wide range of applications from

traditional anatomical tomography to functional neuroimaging and to the investigation

of tissue microstructure.

Nevertheless, the inherently lengthy acquisition can still hinder its usage in several

scenarios, and can have an adverse e�ect on the time resolution in dynamic measure-

ments. To mitigate this problem, several techniques were proposed to accelerate the

data acquisition. A large group of these techniques, called parallel imaging, aims to re-

construct the image from incomplete data by using the additional information provided

by the multiple receiver coils used to measure the signal. However, such acceleration

comes at a price of increased noise, a fact that ultimately gave rise to a speci�c set

of image calculation algorithms, called phase-constrained reconstruction, to decrease

the noise ampli�cation, thus improving the signal-to-noise ratio of the �nal image.

The work presented in this thesis focuses on a recent phase-constrained reconstruction

named Virtual Conjugate Coil concept, introduced by Martin Blaimer et al. in 2009

[1].

It has been shown in the original paper that the phase of the underlying object being

imaged has a great e�ect on the noise ampli�cation if the Virtual Conjugate Coil

reconstruction is used. Furthermore, it was shown by simulation that an optimal object

phase that minimizes the noise exists, however, in the in-vivo measurements it was only

approximated by a simple one-dimensional linear phase ramp. In the �rst part of this

PhD work, measurement-speci�c excitation pulses were designed to achieve the optimal

object phase, thus minimizing the reconstruction noise, as shown for traditional in-

plane-accelerated imaging in [T1, T3] and for simultaneous multislice measurements

in [T2, T3].

In the second part of the work presented here, it was shown that Virtual Conjugate

Coil reconstruction can be combined with another phase-constrained reconstruction

called Partial Fourier imaging; while these two methods were so far considered mu-
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tually exclusive. It is shown that by combining the two, some of the bene�ts of the

Virtual Conjugate Coil concept in decreasing the noise can be retained in accelerated

measurements employing Partial Fourier acquisition [T4, T5].

In the next chapters the theoretical background of magnetic resonance imaging as well

as the used acceleration and reconstruction techniques are presented, followed by the

discussion of the PhD work and its results, concluding with the summary of the thesis

points.
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Chapter 2

Overview of magnetic resonance

imaging

Nuclear magnetic resonance, and hence also MR imaging, relies on the fundamental

interaction between certain nuclei and static and time-dependent magnetic �elds. In

this chapter an overview of the magnetic resonance phenomenon is presented, focusing

to aspects connected to the imaging procedure. Naturally, a comprehensive discussion

of this topic would be far beyond the scope of this thesis; the aim of this chapter is

therefore limited to providing the necessary MR basics for the topics of parallel and

phase-constrained imaging, as well as for the described PhD work. For the sake of

simplicity and intuition a classical point-of-view is used throughout the discussion, as

the classical results are known to be equal to the expected values of the quantumme-

chanical derivation.

2.1 Magnetization, Larmor-precession, and rotating

reference frame

The basis of nuclear magnetic resonance is the fact that atomic nuclei have an intrinsic

angular momentum called spin, and many nuclei � the ones whose spin is nonzero �

also possess a magnetic moment. Furthermore, for a certain type of nucleus, these two

quantities are proportional with a proportionality factor called the gyromagnetic ratio.

Denoting the intrinsic angular momentum by J, the magnetic moment by µ, and the

gyromagnetic ratio by γ, this can be written as

µ = γJ (2.1)

The above relation results in a speci�c behavior if the particle is placed into a magnetic

�eld. First, the magnetic moment will cause the nuclei to experience a torque, twisting
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the moment to the direction of the magnetic �eld B0:

N = µ× B0 (2.2)

This torque will act as the time derivative of the angular momentum:

dJ

dt
= N = µ× B0 (2.3)

Taking into account the proportionality in Equation 2.1, an equation of motion can

be formulated to the magnetic moment:

dµ

dt
= γµ× B0 (2.4)

Assuming a static and homogeneous magnetic �eld, this equation, often called Bloch-

equation, describes a precession around the magnetic �eld. This is generally called

Larmor-precession, and has an angular frequency proportional to the magnetic �eld

strengh (or, to be more accurate, the magnetic �ux density):

ω0 = −γB0 (2.5)

The precession frequency is usually called Larmor-frequency, and is characterized by

the nucleus type through the gyromagnetic ratio. In magnetic resonance imaging the

nucleus of utmost interest is the proton, since Hydrogen is the most commonly occur-

ring atom in human tissues, and it also has the highest gyromagnetic ratio providing

that the proton will have the largest MR signal, as described later. The gyromagnetic

ratio of the proton is about 2π ·42.57 Mrad/T, meaning that in a magnetic �eld of 1 T

the proton Larmor-frequency will be 42.57 MHz.

Setting the coordinate system in a way that the magnetic �eld points to the positive

z direction as commonly done in MR literature, the precession solution of Equation

2.4 means that the z components of the magnetic moment is constant, while its x and

y components both experience a sinusoidal time dependency with a 90° phase shift

between them. This allows an easier description, incorporating the x and y components

into a single variable by introducing a complex representation:

µ+ = µx + iµy (2.6)
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In this way the precession can be described with a phase factor in µ+. Denoting the

magnitude of the Larmor angular frequency vector by ω0:

µ+(t) = µ+(0)e−iω0t (2.7)

Note that this precession is always present, regardless of the MR measurement pro-

cedure and the possibly present other time-dependent magnetic �elds, therefore it is

somewhat trivial in the description of an experiement. For this reason the motion is

usually described in a rotating reference frame having a constant angular frequency

Ω. In such a rotating frame the equation of motion can be rewritten as (see [2] for a

detailed derivation):

dµ

dt

∣∣∣∣
rotating

=
dµ

dt

∣∣∣∣
static

−Ω × µ = γµ× B0 + µ× Ω = γµ×
(

B0 +
Ω

γ

)
︸ ︷︷ ︸

Be�

(2.8)

Meaning that the precession now happens around the so-called e�ective magnetic

�eld. If we chose the rotating frame to have an angular frequency Ω = ω0, then this

e�ective �eld becomes zero and the time derivative of the magnetic moment disappears.

Intuitively this means that if we rotate together with the magnetic moments, they will

seem to be stationary.

Here we mention that the quantity of interest in MRI is generally not the separate

magnetic moments of each nuclei but the spatial density of the magnetic moments,

called the magnetization. For a certain small volume V the magnetization can be

intuitively de�ned as the sum of all magnetic moments divided by the volume:

M =
1

V

∑
i

µi (2.9)

A more exact de�nition can be formulated by taking the limit of the above expression

with V → 0. The magnetization then becomes the spatial (volumetric) derivative of

the total magnetic moment m:

M =
dm

dV
(2.10)

Note that, since the magnetization depends linearly on the individual magnetic mo-

ments, and all of the above equations governing the behavior of magnetic moments
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are linear, the exact same equations will also be valid for the magnetization after sub-

stituting M in the places of µ. From now on the magnetization will be used for the

discussion instead of a single magnetic moment.

2.2 Excitation, relaxation, and spin-echo

In MR, the magnetization of the measured object is measured using the precession phe-

nomena. Placing a coil around the patient the precessing magnetization will induce a

measurable voltage, alternating in Larmor-frequency and acting as the MR signal. The

amplitude of this signal is proportional to the strength of the precessing component of

the total magnetization. Therefore, only the component perpendicular to the magnetic

�eld, referred to as transverse magnetization, will produce signal, since the component

parallel to the magnetic �eld, called longitudinal magnetization, is constant according

to Equation 2.4 and thus does not induce any voltage. (Note that this is not exactly

true due to relaxation processes described later, but the contribution of relaxation to

the signal is generally negligible compared to the precession in human tissue)

This means that to acquire signal, one must ensure that the magnetization has a trans-

verse component. The procedure of rotating the magnetization to create a transverse

component is known as excitation, and is described in the following.

Assume that, in addition to the static B0 pointing to z direction, another time-

dependent magnetic �eld denoted by B1(t) is also present, chosen to be circularly

polarized in the x − y plane and rotating clockwise with constant angular frequency

ω = −ωẑ, where ẑ is the unit vector in z direction. Furthermore, let us set the an-

gular frequency of the rotating reference frame to be equal to the angular frequency

of this B1 �eld, in order to have a constant B1 = B1x̂ in the rotating frame. Then,

substituting everything into Equation 2.8 and using magnetization instead of magnetic

moments, the equation of motion in the rotating frame will be

dM

dt

∣∣∣∣
rotating

= γM ×
(

B0 + B1(t) +
ω

γ

)
= γM ×

((
B0 −

ω

γ

)
ẑ +B1x̂

)
= M × ((ω0 − ω) ẑ + γB1x̂)

(2.11)

Since the e�ective magnetic �eld now deviates from z direction, the longitudinal com-

ponent will not remain stationary, therefore the transverse magnetization will also

change. This twisting e�ect is most prominent if the e�ective �eld does not have a z
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component, which is the case if ω0 = ω i.e. if the rotating frequency of the B1 �eld

is equal to the Larmor-frequency, a condition called resonance. If this condition is ful-

�lled, the magnetization will only precess around the B1 �eld in the rotating frame,

therefore it can be rotated around the x axis by an arbitrary angle by applying such

a resonant B1 �eld for an appropriate time period. The angle by which the magne-

tization is rotated due to the B1 �eld is usually referred to as the �ip angle of the

excitation. In most clinical MRI systems the Larmor-frequency of protons is in the

radiofrequency (RF) domain and the B1 �eld is generally applied only for a couple of

milliseconds; therefore the B1 �eld used to excite the magnetization is generally called

an RF pulse.

Nevertheless, even if transverse magnetization is created with an appropriate excitation

pulse, the experiments show that it will disappear in time as the magnetization returns

to its equilibrium state, having some nonzero longitudinal component denoted by M0

and zero transverse component. This process is called relaxation, and can be described

as exponential decays, separately for longitudinal and transverse components. For the

longitudinal magnetization the equilibrium value is approximated with a time constant

T1:

Mz(t) = Mz(0)e
−
t

T1 +M0

1− e
−
t

T1

 (2.12)

This process is called longitudinal-, T1-, or spin-lattice relaxation, and is connected

to the energy transfer between the magnetization and the sorrounding matter. The

transverse component on the other hand, decays to zero with time constant T2:

M⊥(t) = M⊥(0)e
−
t

T2 (2.13)

This decay is called transverse-, T2-, or spin-spin relaxation, and results from the

interaction between neighboring magnetic moments. In human tissue these T1 and T2

values, called relaxation times, vary from tens of milliseconds to couple of seconds with

the relation T2 ≤ T1 holding. Generally, the more structured the tissue, the more T1

and T2 di�er: for cerebro-spinal �uid for example, their values are approximately 4-5

s and 2-2.5 s, respectively, in 1 T magnetic �eld [2]. Brain gray matter on the other

hand, has T1 and T2 values of approximately 1000 ms and 100 ms, respectively, in 1 T

�eld, showing a di�erence of one order of magnitude [2]. The relaxation times also

depend on magnetic �eld strength with T1 increasing and T2 decreasing in higher �eld

13



strength.

In addition to T1 and T2 relaxations described above, there is an additional, fundamen-

tally di�erent type of signal decay named T ∗2 relaxation, experienced when a nonzero

transverse magnetization precesses undisturbedly. In this case, instead of decreasing

exponentially with time constant T2, the measured signal shows a faster and more-

or-less exponential decay with time constant T ∗2 < T2. This faster signal reduction

happens due to the inhomogeneity of the B0 �eld. A perfectly homogeneous magnetic

�eld within the patient, although not prohibited by the laws of electromagnetism,

does not exist in practice due to the imperfections in magnet design and the spatially

varying susceptibility of the patient. Protons in distinct spatial positions will therefore

experience a slightly di�erent magnetic �eld strength, so their Larmor-frequency will

be spatially varying. This means that even if, at certain time point, the transverse

magnetization pointed to the same direction at each position, the varying precession

frequency will cause their relative direction to change over time. In the complex rep-

resentation introduced in Equation 2.6 this e�ect appears as a phase decoherency

happening over time. Due to this dephasing e�ect, the signal, which is proportional to

the total magnetic moment i.e. the spatial integral of the magnetization, will vanish.

In contrast to the non-reversible T1 and T2 relaxations, this T ∗2 decay can be reversed

by an appropriate RF pulse as discovered by Erwin L. Hahn [3]. Assume that a 90° RF

pulse was applied to the equilibrium magnetization, creating a transverse component

with zero phase in the complex representation. The measured signal then shows a T ∗2
decay as the magnetization starts to accumulate a position-dependent phase. After a

certain time τ , but before T2 eliminates the transverse component, a second RF pulse

is applied with a �ip angle of 180°, negating the phase of all magnetization. However,

the �eld inhomogeneities are not changed by the pulse, therefore the magnetization

continues to accumulate phase after the pulse the same way they did before the pulse.

Consequently, τ time after the phase-negating 180° pulse the magnetization will have

zero phase everywhere, meaning that the transverse magnetization will point to the

same direction in all positions, resulting in a measurable signal. This phenomenon is

termed spin-echo, and it is commonly used in clinical and research applications.

2.3 MR imaging principles

The base concept behind MR imaging is to exploit the proportionality between pre-

cession frequency and magnetic �eld strength, and to use additional spatially varying
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magnetic �elds to link the frequency with the spatial position. In the followings this

idea is quantitatively described.

Assuming a receiver coil of perfectly homogeneous sensitivity to the magnetization and

ignoring static �eld inhomogeneity and relaxation e�ects, the measured MR signal S

is proportional to the transverse component of the total magnetic moment, that is, to

the spatial integral of the transverse magnetization:

S ∝
∫

M⊥ (r, t) d3r (2.14)

Using the complex representation M+ of the transverse magnetization, this signal can

be interpreted as a complex integral (see [2] for details). Denoting the phase of the

magnetization by ϕ

S ∝
∫
|M+| (r, t) eiϕ(r,t) d3r (2.15)

To get rid of the proportionality and achieve an equation, it is common in the MRI

literature to incorporate all proportionality factors and other variables except the phase

factor in a single quantity called e�ective spin density, denoted by ρ:

S =

∫
ρ (r, t) eiϕ(r,t) d3r (2.16)

If the magnetic �eld as well as the susceptibility of the measured object would be per-

fectly homogeneous and no other magnetic �elds are present, then the phase evolution

becomes the basic Larmor precession. Assuming zero initial phase everywhere:

ϕ (r, t) = −
t∫

0

ω0 dt′ = −ω0t, (2.17)

where the negative sign is de�ned due to the clockwise (negative) precession in a

�eld pointing to the positive z direction, since ω0 is preferred to be positive. With

the detailed derivation in [2], we mention here that the basic oscillation with angular

frequency ω0 can be removed from the signal with a technique called demodulation.

This removal happens in the vast majority of MR experiments, and intuitively allows

to measure the signal in the rotating reference frame. This means that with a ho-

mogeneous �eld and a perfect demodulation, i.e. in a reference frame rotating with

exact Larmor-frequency, the phase of the demodulated signal is constant. However,

if there is an additional spatially varying and possibly time-dependent magnetic �eld
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with strength ∆B, pointing to the z direction as the base �eld1, then the phase of the

demodulated signal will change over time:

ϕ (r, t) = −
t∫

0

∆ω (r, t′) dt′ = −
t∫

0

γ∆B (r, t′) dt′ (2.18)

For example, if this additional magnetic �eld has a strength that varies linearly along

a certain spatial direction and points to the z direction everywhere, then the resulting

total magnetic �eld strength, and therefore the precession frequency, will also depend

linearly on this position. Assuming the variation to happen in the x direction, the

z-component (the only nonzero component) of the additional �eld ∆B can be written

as

∆B (x) = Gx (t)x (2.19)

where Gx denotes the change in the magnitude of this �eld in unit spatial distance

along x. The total magnetic �eld and the precession angular frequency after the de-

modulation will be:

B (x, t) = B0 + ∆B (x, t) = (B0 +Gx (t)x) (2.20)

ω (x) = γGx (t)x (2.21)

Since the spatial derivative of the �eld strength along x direction, i.e. the x component

of the gradient of the �eld, equals Gx, such additional magnetic �eld is called a gradient

�eld along x direction, with a gradient amplitude or strength Gx. Again note that the

direction x means the spatial direction along which the �eld strength changes; the

magnetic �eld itself points to the z direction everywhere, as mentioned above.

With such an additional �eld, the general phase evolution in Equation 2.18 becomes:

ϕ (x, t) = −
t∫

0

γGx (t′)x dt′ (2.22)

1Note that for such a scalar derivation it is necessary that the additional �eld points to the z

direction, therefore the total magnetic strength is simply the absolute sum of the z components of the

base �eld and this second �eld. It this condition is not ful�lled, a vector sum of the �elds is necessary

when calculating the precession frequency.
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At this point, it is advantageous to de�ne a new quantity called spatial frequency,

denoted by kx, as follows.

kx (t) =
γ

2π

t∫
0

Gx (t′) dt′ (2.23)

This variable, de�ned as the time integral of the gradient amplitude, is the spatial

derivative of the phase as seen by substituting the de�nition into Equation 2.22:

ϕ (x, t) = −
t∫

0

γGx (t′)x dt′ = −2πkxx (2.24)

Using this expression of the phase, the demodulated complex signal in a completely

one-dimensional case can be written as the Fourier transform of the e�ective spin

density, with kx acting as the position in Fourier-space:

S (t) =

∫
ρ (x) eiϕ(x,t) dx =

∫
ρ (x) e−i2πkxx dx = S (kx (t)) = F

(
ρ (x)

)
(2.25)

For a complete 3D description, the z-component of the additional magnetic �eld is

chosen to be

∆B (r) = Gx (t)x+Gy (t) y +Gz (t) z = G (t) r (2.26)

where the elements of the gradient vector are the gradient amplitudes in each direction:

G (t) =


Gx (t)

Gy (t)

Gz (t)

 (2.27)

And the spatial frequency vector is the time integral of the gradient vector:

k (t) =
γ

2π

t∫
0

G (t′) dt′ (2.28)

Using this, the signal in the 3D case can be expressed as the full 3D Fourier transform

of the e�ective spin density as follows.
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ϕ (r, t) = −
t∫

0

γG (t′) r dt′ = −2πkr (2.29)

S (t) =

∫
ρ (r) eiϕ(r,t) dx =

∫
ρ (r) e−i2πkr dx = S (k (t)) = F

(
ρ (r)

)
(2.30)

This Fourier-relation between the measured signal and the spin density (which is basi-

cally the image) is of utmost importance in MRI. The Fourier transform is a long-known

and well-conditioned linear operation that can be e�ciently computed together with

its similarly well-behaving inverse. Furthermore, by analyzing the properties of the

Fourier transform, one can design the measurement to achieve the necessary �eld of

view (FOV) and spatial resolution. In the last part of this chapter these relations be-

tween measurement parameters, FOV, and resolution, together known as the sampling

criteria, are described in conjunction with common MRI measurement procedures.

2.4 Measurement procedure and sampling criteria

In MR imaging, as seen in the previous section, the measured signal can be thought of

as the Fourier transform of the underlying spin density. In order to get an image, one

must therefore sample this Fourier-space by measuring the signal in many k positions.

In MRI literature this Fourier-space is commonly referred to as k-space, named from its

position variable k. To move from one k-point to another, or as commonly expressed

in the �eld of MRI, to traverse k-space, gradient �elds are employed with appropriate

amplitude and timing.

The main di�erence between MRI acquisition types is precisely this timing of gradient

�elds and RF pulses, that is, the way k-space is �lled with data. The exact time-

dependency of gradient �elds and RF waveforms for a certain acquisition is known as

the measurement sequence, which describes the speci�c procedure of k-space traverse

and sampling. Note that there is an immense ensamble of clinically used sequences,

therefore a thourough description is out of the scope of this overview. For this rea-

son the following discussion is limited to the general concepts of imaging procedure;

however, many real-life sequences can already be constructed from the introduced

elements.

In most clinical MRI acquisitions k-space is sampled in a rectilinear pattern measuring

lines in k-space, since such a sequence is easier to design and the resulting rectilinear

sampling allows the usage of the highly e�ective Fast Fourier Transform (FFT) in
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the reconstruction. During the measurement of a single line usually a gradient with

constant amplitude, called readout or frequency-encoding gradient, is played, providing

a constant traverse velocity in k-space in this readout direction. Therefore, if the

data sampling has a constant dwell time as usually happens, k-space will be sampled

equidistantly along the line.

Movement from the position of a certain line to the position of the next is achieved by

applying a gradient perpendicular to the readout direction for a certain time, with its

time integral determining the traversed distance between lines. This second gradient

�eld is known as phase-encoding (abbreviated as PE) gradient.

With the above-mentioned readout and phase-encoding gradients, two spatial dimen-

sions can be encoded. Imaging in the third dimension is generally performed with

one of the two common methods. The �rst procedure, called 3D imaging, extends the

concept of phase encoding in the 3rd dimension, measuring the whole 3D k-space by

separate readout lines. To avoid confusion, although the idea is the same as in phase

encoding, the third gradient used to move in the third dimension is referred to as

partition-encoding gradient. After measuring the whole 3D k-space and arranging the

measured data appropriately, a full 3D inverse FFT can be employed to reconstruct

the 3D image.

Nevertheless, most clinical acquisitions do not acquire a 3D k-space but cover the region

of interest with a set of 2D slices, separately sampled using frequency encoding and

phase encoding only. To achieve this it has to be ensured that the signal truly comes

from within the given slice, requiring a spatially selective excitation. This is performed

by applying another gradient, called slice-selection gradient, during the RF pulse itself,

in a direction perpendicular to the slice plane. Assuming a constant amplitude this

will cause the Larmor-frequency to vary linearly along the slice normal. Therefore,

if the applied RF pulse has a well-de�ned narrow bandwidth (e.g. approximating a

window function), it will only create transverse magnetization in the interval where

the Larmor-frequency is within its bandwidth2. The relation between slice thinkness

∆z, gradient ampitude Gs, and RF pulse bandwidth ∆f is:

∆z =
2π

γGs

∆f (2.31)

Regardless of how k-space is �lled however, the discrete sampling is still present and

has an e�ect on the reconstructed image, as does the fact that only a �nite region is

2Note that the excitation is not strictly limited to the frequency support of the pulse due to the

coupling in the Bloch equations, but intuitively this is the basic e�ect.
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measured in k-space. An equidistant discrete sampling in a certain dimension can be

modeled by multiplying the continuous k-space with a sampling function consisting

of in�nite many equidistantly placed Delta functions of the same amplitude, with a

distance ∆k between two neighboring delta spike. Consequently, the reconstructed

image will be convolved with the inverse Fourier transform of this sampling function,

which is also an in�nite series of equidistantly placed Delta functions with their spacing

being the inverse of the original spacing, i.e. 1/∆k. This convolution means that the

reconstructed image will be a periodic function with a period 1/∆k, therefore a single

1/∆k interval will contain all information. This is not a problem if the underlying

object is smaller than 1/∆k in the given dimension; however, if the object is larger,

then the parts beyond the 1/∆k interval will reappear on the opposite side, overlapping

with that part of the image. Therefore, one can conclude that the discrete sampling

restricts the �eld of view of the image to

FOV =
1

∆k
(2.32)

Fortunately, if the underlying function is well-behaving, the multidimensional Fourier

transform is simply the Fourier transform performed consecutively in each direction,

therefore this restriction can be handled independently in all dimensions. In the readout

direction the sampling distance is the k-space interval traversed during the sampling

dwell time ∆t:

∆kRO =
γ

2π

t+∆t∫
t

GRO (t′) dt′ =
γ

2π
GRO∆t (2.33)

FOVRO =
1

∆kRO
=

2π

γGRO∆t
(2.34)

Since the dwell time can be set to really small in modern sampling electronics, readout

FOV restrictions generally do not cause an overlapping. However, this is not the case

in phase- and partition-encoding directions where the discrete nature of the sampling

is more explicit, as the measured lines are separated with a �nite distance in k-space.

As mentioned before, the phase-encoding sampling distance is determined by the time

integral of the phase encoding gradient used to move from one line to the other (or,

if the two lines are measured after separate excitations, the di�erence between time

integrals of the two PE gradients):
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∆kPE =
γ

2π

∫
between

consecutive lines

GPE (t) dt (2.35)

FOVPE =
1

∆kRO
=

2π

γ
∫
GPE (t) dt

(2.36)

Consecutive k-space lines therefore have to be close enough to ensure a non-overlapping

image. A similar expression is valid for the partition-encoding direction.

Besides discrete sampling, k-space is only measured within a �nite region, usually

around the k-space origin. This can be modeled by a multiplication with a window

function of appropriate width. Assuming a symmetrical sampling around the origin,

such multiplication will cause the reconstructed image to be convolved with a sinc

function as it is the inverse Fourier transform of a centered window. Convolution with

a sinc will smear the information between close spatial locations, decreasing the spatial

resolution; as expected from the low-pass �lter e�ect of the k-space multiplication.

Without detailed derivation (see e.g. [2]), assuming that k-space was measured between

−kmax and +kmax, the spatial resolution of the reconstructed image will be:

∆x =
1

2kmax
(2.37)

For the readout direction this relation will translate to the time integral of the readout

gradient; while for phase- or partition-encoding it speci�es the necessary time inte-

gral of the highest phase encoding gradient, or the sum of the small phase encoding

gradients used to go from one line to the next.

These relations between k-space sampling, spatial resolution, and �eld of view are

essential to the work presented in this thesis as most techniques to accelerate MR

imaging, including the ones used in this work, rely on the violation of these crite-

ria, aiming to remove the resulting aliasing by speci�c reconstruction algorithms. In

the next chapters the theoretical background of the used acceleration methods are

presented followed by the presentation of the PhD work and its results.
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Chapter 3

Parallel Imaging methods

One of the main drawbacks of magnetic resonance imaging compared to other to-

mographic modalities is the lengthy signal acquisition. A single conventional high-

resolution anatomical scan can last about 10 minutes, resulting in a complete imaging

session involving several di�erent contrasts requiring up to an hour of scan time. Mean-

while, e.g. a computed tomography (CT) measurement with similar spatial resolution

is usually done in a matter of seconds.

Of course, the measurement time can be reduced by applying a di�erent and more

time-e�cient imaging sequence, however, this can potentially spoil the expected and

clinically relevant contrast, and sometimes can introduce additional distortions and

other artifacts. Therefore an acceleration method that, instead of modifying the se-

quence structure, relies on the partial acquisition of the data is desirable.

The �rst successful attempts of achieving such acceleration were published in the late

90's and early 2000's, and spread rapidly among the MR community. The emerging

methods were collectively named parallel imaging, or parallel MRI (pMRI). Although

several techniques were introduced to reconstruct the images from the incomplete

measured data, here we focus only on the �agships of two distinct groups of methods:

image-space reconstruction using Sensitivity Encoding [4] abbreviated as SENSE, and

k-space-based reconstruction using the so-called Generalized Autocalibrating Partially

Parallel Acquisitions [5], often referred to as GRAPPA1. In both groups however,

the essential background is the same: if multiple receiver coils with di�erent spatial

sensitivities are used to measure the signal, the additional degree of freedom granted

by the sensitivity pro�les can be used to reconstruct the �nal image from the partially

acquired data.

1Personal remark from the author: starting from the late 90's, it became somewhat a trend in the

community to name new techniques in such a way that they can be abbreviated to an existing word,

preferably to the name of an alcoholic beverage.
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3.1 Image-space reconstruction: SENSE

The idea of undersampling k-space during the acquisition, and reconstructing the re-

sulting undersampled dataset in image-space by explicitly using the receiver sensitivity

pro�les was �rst presented by Pruessmann et al. in 1999 [4]. In the following the math-

ematical description of the method is derived, as this technique was used in the work

presented in this thesis.

Suppose that the signal was measured by N receiver coils, with the spatial sensitivity

pro�le of the j-th coil being Cj (r). Then the k-space signal Sj (k) of the j-th coil in

the k-space position k can be calculated as follows:

Sj (k) =

∫
ρ (r)Cj (r) e−i2πkrdr (3.1)

Where ρ (r) denotes the e�ective spin density, that is, the complex-valued image that

needs to be reconstructed. Assuming rectilinear k-space sampling with equidistant

phase-encoding positions and su�ciently large phase-encoding �eld of view, the image

of each receiver channel can be reconstructed by a simple inverse Fourier transform.

The idea of accelerating the measurement is to increase the distance between PE lines,

e�ectively decreasing the phase-encoding FOV, as depicted in Figure 3.1. In this way,

if the spatial resolution - i.e. the covered k-space extent - does not change but the

distance between consecutive phase-encoding lines is increased by a factor of R, then

a conventional, on-line-per-shot imaging will cover the whole k-space R times faster.

In the literature the factor by which the phase-encoding FOV is decreased if referred

to as acceleration factor.
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Figure 3.1: Schematics of undersampling k-space for acceleration factor R = 2. The distance

between consecutive PE lines is increased, resulting in an overlapped image after a simple

inverse Fourier transform and Sum-of-Squares coil combination.

However, if the �eld of view in PE direction is decreased, then the resulting image will

show an aliasing artifact as described in the previous chapter and as displayed in Figure

3.1. If the original PE FOV exactly matched the object size and the distance between

measured phase-encoding lines were increased by the acceleration factor R, the image

will show an R-fold overlapping. Denoting the read and phase-encoding directions by

x and y, respectively, and assuming a 2D imaging scenario, the image-space signal in

the overlapped image of the j-th coil will be:

Ij (x, y) =
R−1∑
k=0

ρ

(
x, y + k

FOVPE
R

)
Cj

(
x, y + k

FOVPE
R

)
(3.2)

As can be seen, the aliasing only happens in phase-encoding direction, with the read-

out direction being independent in the sense of overlapping. Furthermore, the equation

remains the same for each phase-encoding coordinate, taking into account the circular

symmetry of the image in PE direction. Therefore, a simple system of linear equations

can be written separately for each overlapping voxel group. For a given x and y co-

ordinate in the aliased image, introducing an index notation for PE positions of the

overlapping voxels, the signal will be:
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ρk = ρ

(
x, y + (k − 1)

FOVPE
R

)
(3.3)

Cj,k = Cj

(
x, y + (k − 1)

FOVPE
R

)
(3.4)

Ij = Ij (x, y) (3.5)

Ij =
R∑
k=1

Cj,kρk (3.6)

Using a matrix and vector formalism this becomes:

I =


I1

I2

...

IN

 , C =


C1,1 C1,2 · · · C1,R

C2,1 C2,2 · · · C2,R

...
...

. . .
...

CN,1 CN,2 · · · CN,R

 , ρ =


ρ1

ρ2

...

ρR

 (3.7)

I = Cρ (3.8)

Consequently, if the acceleration factor is not higher than the number of receiver

channels, and if there is enough variation in the receiver sensitivity pro�les between

the positions of overlapping voxels that the sensitivity matrix C has full rank, then

Equation 3.8 becomes a regular (over)determined system of linear equations. In clinical

practice the acceleration factor is usually much smaller than the number of receiver

channels, so in most practical cases the system is overdetermined. Due to measurement

noise and errors, an exact solution will generally not exist, however, an approximate

is easy to �nd by e.g. an ordinary least squares method using the Moore-Penrose

pseudoinverse [6] of the sensitivity matrix, denoted by C−1
P , as follows.

ρrecon = C−1
P I =

(
C†C

)−1
C†I (3.9)

We note here that the ordinary least squares method in Equation 3.9 will be SNR-

optimal only if the measurement noise is independent and has the same variance in

all receiver channels. As this is usually not the case in practice, the noise covariance

between receiver channels has to be taken into account. This topic is discussed in detail

in section 3.3.1.
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Figure 3.2: SENSE reconstruction. The reconstructed unfolded image is calculated as a voxel-

wise weighted sum of the individual overlapping coil images, using the pseudoinverse of the

receiver sensitivity pro�les.

We have shown that if the sensitivity pro�les of the receiver coils are known, the image

can be reconstructed from the undersampled k-space dataset. However, obtaining the

exact sensitivity pro�les is not trivial as they usually change from patient to patient

due to electromagnetic coupling e�ects between the coils and the body tissue, and due

to coil displacement in the case of �exible coils. Therefore, these pro�les are generally

measured in a prescan before the actual accelerated measurement. Fortunately the

sensitivities are relatively smooth in most cases, allowing the prescan to have a lower

resolution.

Nevertheless, the above-described acceleration has some disadvantages. First, if the

sensitivity pro�les used in the reconstruction are not correct due to measurement

error or patient movement, residual aliasing artifacts will appear on the �nal image.

Furthermore, in order to use SENSE reconstruction, k-space has to undersampled

regularly, i.e. the spacing between phase-encoding line must be equidistant, prohibiting

a variable-rate undersampling which could be bene�cal due to the high information

content of the k-space center. Finally, the pseudoinversion of the sensitivity matrix

results in a spatially varying ampli�cation of the measurement noise, as described in

section 3.3.1.
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3.2 Reconstruction in k-space: GRAPPA

The cumbersome procedure of obtaining precise receiver sensitivity maps necessary

for SENSE reconstruction gave rise to new, mostly k-space-based algorithms that do

not need explicit sensitivity information. From these reconstruction techniques we will

focus here on the one which became the most widespread, the Generalized Autocali-

brating Partially Parallel Acquisitions, or GRAPPA, �rst presented by Griswold et al.

in [5].

The basic principle of GRAPPA is to accelerate the measurement by measuring only

a fraction of phase-encoding lines, and to calculate the missing k-space data of each

receiver channel by a linear combination of the measured k-space neighborhood of all

the coils. The scheme of this procedure is displayed on Figure 3.3. The combination

weight set, called the kernel, is usually determined by �tting the linear combination

in a fully sampled central k-space region, which is referred to as autocalibration signal

(ACS).

Figure 3.3: GRAPPA reconstruction scheme. The target point in each coil is calculated as a

linear combination of the measured k-space neighborhood of all coils.

Mathematically the computation of the missing signal from the measured signal can

be formulated as in Equation 3.10. Here Sj (kl) represents the missing signal of the

j-th coil at k-space location kl, Sm (kn) denotes the signal measured by the m-th coil

at k-space position kn, while w is the reconstruction kernel containing the combination
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weights. The sum for coil index m goes through all coils, while the sum on k-space

position index n generally covers only a close neighborhood of kn [7]. If the phase-

encoding lines outside the ACS region are uniformly undersampled as in SENSE, the

reconstruction kernel can be independent of absolute k-space position, depending only

on the relative position between measured and missing k-points, i.e. kl − kn.

Sj (kl) =
∑
m,n

wj,l,m,nSm (kn) (3.10)

In practice the reconstruction of the missing data as well as the kernel �tting is per-

formed using a matrix formalism, with the matrices created by concatenating the

source and target vectors displayed in Figure 3.3. In each position of the ACS region,

a source vector is assembled from the k-space neighborhood that will be measured

in the accelerated scan, using all receiver channels. A target vector is also composed,

containing the k-space points that will not be measured in the undersampled scan of

all coils. For a given ACS position, these vectors have sizes Nsrc · Nc and Ntrg · Nc,

respectively, where Nsrc is the number of k-space neighborhood points to be used to

reconstruct one missing point, Ntrg is the number of missing points (R−1 for a regular

undersampling), and Nc is the number of coils. Since we would like to calculate the tar-

get points as a linear combination of the source points, these vectors are connected by

a matrix w with the size (Ntrg ·Nc)× (Nsrc ·Nc) containing the combination weights:

Strg = wSsrc (3.11)

Sliding through all ACS positions, this procedure is repeated Nrep times, and the

resulting source and target vectors are collected in matrices Ssrc and Strg, having the

respective sizes (Nsrc ·Nc) × Nrep and (Ntrg ·Nc) × Nrep. We want the combination

weight matrix w to be independent of the k-space position, so the same matrix is used

for all repetitions, resulting in the equation

Strg = wSsrc (3.12)

If the number of ACS positions is large enough then the overdetermined problem can

be solved by e.g. a least-squares �t, thus computing w in such a way that the linear

combination works well for all ACS positions. Using a Moore-Penrose pseudoinverse

this can be achieved as
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w = Strg (Ssrc)
−1
P = StrgS

†
src

(
SsrcS

†
src

)−1
(3.13)

Note that in the above equation the ACS positions are concatenated horizintally in

the resulting matrices, therefore a right-pseudoinverse has to be used as opposed to

the more common left-pseudoinverse used in SENSE. Following kernel computation,

the reconstruction itself can be performed in a similar way: collecting measured source

points for each position of the full k-space, concatenating these vectors for all positions

to form a source matrix as before, and multiplying it with the calculated kernel. The

resulting matrix can then be rearranged into a reconstructed full k-space for each

channel.

After calculating the missing data in all receiver channels, the individual coil images are

generated by a simple inverse Fourier transform, and the �nal image can be achieved

by e.g. a Sum-of-Squares (SoS) combination of the coil images.

GRAPPA reconstruction has a couple of advantages over SENSE, mostly in its �exibil-

ity. First, explicit a-priori information of the receiver sensitivity pro�les is not required

for the reconstruction, therefore their measurement can be avoided. Moreover, variable-

densitiy undersampling can be performed with GRAPPA: it is possible to acquire more

phase-encoding lines close to the k-space center, and less at the periphery. In this way,

as the center of k-space contains more signal, more information can be measured while

maintaining total scanning time, although a separate reconstruction kernel needs to

be trained for each k-space region.

However, a notable drawback of GRAPPA is the need of a fully sampled central k-space

region for calibration. Depending on the sequence type and the goal of the scanning,

the ACS region can be measured in either a prescan or within the accelerated measure-

ment. This of course lengthens the acquisition, however, in non-dynamic imaging the

measured ACS region can also be inserted into the �nal reconstruction, decreasing re-

construction noise ampli�cation. Furthermore, the calculation of all the missing signal

by a linear combination of the measured signal might not be possible with the given

kernel size, especially using higher acceleration factors, resulting in remaining aliasing

artifacts in the reconstructed images. This e�ect can be mitigated by increasing the

kernel size, i.e. the size of the k-space neighborhood used in the combination; however,

that will also also increase the computational complexity and the reconstruction time.
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3.3 Noise ampli�cation in pMRI: the intrinsic loss

and the g-factor

As mentioned in the previous sections, accelerated acquisition comes at a price of

decreased signal-to-noise ratio of the �nal image. This SNR degradation is composed

of two e�ects: an intrinsic loss due to the less measured data, and a spatially varying

noise ampli�cation caused by the reconstruction. In this section the mathematical

background of each component is provided for both SENSE and GRAPPA techniques.

First, in order to analyze the inherent loss in SNR caused by measuring less data, we

will see how the image noise depends on the number of phase-encoding lines using a

single receiver channel. Measurement noise will be handled as an additive, zero-mean,

white Gaussian noise, which is actually not far from the practical noise characteristics

in MRI. Since we now only care about the phase-encoding direction, a one-dimensional

analysis is su�cient. Note that this derivation can also be found in the literature [2],

however, it is fundamental in the topic of this thesis and therefore will also be presented

here.

As described above, the measured k-space signal S consists of the `true', noiseless

signal S̃, and an additive noise ε.

S (k) = S̃ (k) + ε (k) (3.14)

The image is the inverse Fourier transform of the measured k-space signal. Since the

inverse Fourier transform is linear, the true signal and the noise can be transformed

separately, resulting in the reconstructed image I as a sum of the noiseless image signal

Ĩ and the image-space noise η.

I (x) = F−1
(
S̃ (k)

)
+ F−1

(
ε (k)

)
= Ĩ (x) + η (x) (3.15)

From Equation 3.15 we are interested in the statistics of the image noise η. The assump-

tion of the measurement noise ε being white means that its autocorrelation function

in time-domain is proportional to the Delta function. As separate k-space points are

measured in di�erent time points, noise at di�erent k-space positions will also be uncor-

related. In the practical case of discrate sampling this property can be expressed using

the Kronecker delta, with the variance of noise σ2 being independent from k-space

position, as in Equation 3.16.
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〈
ε (kp) ε

∗ (kp)
〉

= σ2δp,q (3.16)

Here 〈·〉 denotes the expected value operation. In the discrete case, the image-space

noise is the discrete inverse Fourier transform of k-space noise. Assuming N samples,

an image-space resolution ∆x, and a k-space sampling distance ∆k, this will result in

η (p∆x) =
1

N

N−1∑
q=0

ε (q∆k) ei2πqp∆k∆x (3.17)

Using the covariance expression in Equation 3.16, the zero mean of k-space noise,

and the linearity of the expected value operation, the mean and the variance of the

image-space noise will be

〈
η (p∆x)

〉
=

1

N

N−1∑
q=0

〈
ε (q∆k)

〉
︸ ︷︷ ︸
=0 for any q

ei2πqp∆k∆x = 0 (3.18)

〈
η (p∆x) η∗ (p′∆x)

〉
=

1

N2

∑
q,q′

〈
ε (q∆k) ε∗ (q′∆k)

〉
︸ ︷︷ ︸

=σ2δq,q′

ei2πqp∆k∆xe−i2πq
′p′∆k∆x

= σ2 1

N2

∑
q

ei2πq(p−p
′)∆k∆x

︸ ︷︷ ︸
=Nδp,p′

=
σ2

N

(3.19)

This means that the image-space signal has similar characteristics as the k-space noise,

namely it has zero mean and spatially independent variance, while being uncorrelated

between di�erent spatial positions. However, the results also indicate that the variance

of noise in image domain is smaller than the variance of k-space noise by a factor of N ,

the number of k-space samples, i.e. the number of phase-encoding lines. This fact is of

utmost importance not only regarding the parameter-dependence of the image noise,

but also in understanding the inherent SNR degradation of parallel imaging. Intuitively

the image-space noise is decreased due to the averaging of the independent noise from

all samples in the inverse Fourier transform. In accelerated imaging however, only

a fraction of phase-encoding lines are measured while others are calculated, either

directly as in GRAPPA or indirectly by using the sensitivity pro�les as in SENSE.

This means that the noise of the calculated lines will not be independent from the

noise in the measured lines. Consequently, the noise-averaging e�ect of inverse Fourier

transform will only decrease the noise to the extent of the actually measured lines.

Therefore if an acceleration factor R was used in the acquisition, the image-space
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noise variance will only be decreased by the number of measured lines N/R, providing

a
√
R increase in the noise standard deviation, resulting in a

√
R decrease in image

SNR compared to the fully sampled scan.

However, the above-described e�ect is not the only source of SNR degradation in

parallel MRI. The reconstruction process itself gives rise to another type of noise am-

pli�cation due to nonideal and overlapping coil sensitivities. This spatially dependent

ampli�cation is characterized by the g-factor, showing the voxel-wise additional SNR

decrease beyond the
√
R inherent loss as in Equation 3.20. In the following the ana-

lytical derivation of the g-factor for both SENSE and GRAPPA reconstructions are

presented, as can be found in [4] and [8].

SNRR =
SNRR=1

g
√
R

(3.20)

3.3.1 SENSE g-factor

To calculate the SENSE g-factors, we will start from the original SENSE problem in

Equation 3.8. If we separate the noiseless signal and the image-space noise, then with

the vector of image-space noise values in each coil η the problem will become

I = Cρ+ η (3.21)

In order to have an SNR-optimal solution, the noise covariance between receiver coils

has to be taken into account. Assuming zero-mean noise in each coil, and denoting the

adjoint (i.e. conjugate transpose) operation by †, the noise covariance matrix can be

written as

Ψ =
〈 (
η −

〈
η
〉) (

η −
〈
η
〉)† 〉

=
〈
ηη†

〉
(3.22)

For an SNR-optimal solution of Equation 3.21, the inverse of this novariance matrix

has to be used. Namely, the following function needs to be minimized [2]:

F = (I−Cρ)†Ψ−1 (I−Cρ) (3.23)

In the decoupling limit, that is, if the covariance matrix is proportional to the identity

matrix, the minimum can be achieved by using the pseudoinverse of C, reducing the
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problem to Equation 3.9. However, this is not the case in practice: generally the co-

variance matrix is not even diagonal. With a simple derivation of the above function

F with respect to ρ, one can derive that it has its minimum at

ρrecon =
(
C†Ψ−1C

)−1
C†Ψ−1I (3.24)

The noise of the reconstructed image will also transform according to Equation 3.24,

resulting in

ηrecon =
(
C†Ψ−1C

)−1
C†Ψ−1η (3.25)

From which, using the zero-mean property of the measurement noise and the fact that

Ψ is hermitian, the variance of the noise in the reconstructed image will be

σ2
recon =

〈
ηreconη

†
recon

〉
=
(
C†Ψ−1C

)−1
C†Ψ−1

〈
ηη†

〉
︸ ︷︷ ︸

=Ψ

Ψ−1C
(
C†Ψ−1C

)−1

=
(
C†Ψ−1C

)−1
C†Ψ−1C

(
C†Ψ−1C

)−1
=
(
C†Ψ−1C

)−1

(3.26)

Note that with an acceleration factor R, the variance σ2
recon in Equation 3.26 is an

R-by-R matrix containing the noise covariance values of the given overlapping voxel

group in the SENSE-reconstructed image. The local variances of the noise at each

voxel in the group are stored in the diagonal of σ2
recon. To obtain the g-factors from

this expression, the image noise of the non-accelerated case has to be considered. As

the derivation above was not restricted to a certain acceleration factor, the solution in

Equation 3.24 is SNR-optimal also in the case of no acceleration, or formally, R = 1.

In this case the spatial noise covariance matrix of the reconstruction becomes a scalar,

therefore the g-factor for the voxel with index k in the overlapping voxel group that

can formally be written as

gk =
[σrecon,R]k,k

[σrecon,R=1]k,k
=

√[(
C†Ψ−1C

)−1

R

]
k,k√[(

C†Ψ−1C
)−1

R=1

]
k,k

(3.27)

which results in

gk =

√[(
C†Ψ−1C

)−1

R

]
k,k

(
C†Ψ−1C

)
R=1,k,k

(3.28)
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3.3.2 GRAPPA g-factor

The computation of g-factors in a GRAPPA reconstruction is slightly more compli-

cated as the reconstruction and the coil combination happens separately. For an easier

calculation we �rst reformulate the GRAPPA reconstruction to image-space using the

Fourier convolution theorem assuming a uniform undersampling, i.e. a single recon-

struction kernel for all k-space.

Figure 3.4: GRAPPA reconstruction as a voxel-wise multiplication in image-space. The re-

construction kernel is extracted, arranged, and �ipped along both spatial dimensions for the

convolution, with the �ipping being indicated on the �gure by the black dot in the center

of one kernel element. The kernel is placed into the center of a zero matrix having the same

size as the �nal, reconstructed k-space. This matrix is then inverse Fourier transformed into

image-space, resulting in the voxel-wise multiplication weights to be applied on the over-

lapped images for an image-space GRAPPA reconstruction. Note that the coil dimension is

omitted in the �gure for the sake of simplicity; in practice each overlapped individual coil

image has numerous multiplication maps, one for each target coil.

Mathematically, the case of a single kernel allows the GRAPPA reconstruction in

Equation 3.10 to be interpreted as a convolution after the appropriate resorting of

the measured data and the kernel. The non-measured lines are replaced by zeros,

while the reconstruction kernel is reshaped, �ipped, and zero-padded to form a proper

convolution kernel. Hereupon, as the reconstruction of each receiver coil data is now

formulated as a convolution in k-space, it can be expressed in image-space as a voxel-

wise multiplication of the overlapped images of each channel with the inverse Fourier

transform of the appropriate convolution kernel. The procedure is displayed schemat-

ically in Figure 3.4 for an exemplary 2-fold acceleration, and is described in detail in

[8]. Assuming N receiver coils, the reconstructed k-space Srecon
j and image Ireconj of the

j-th channel will be

34



Srecon
j =

N∑
m=1

Sm ∗ wj,m (3.29)

Ireconj =
N∑
m=1

Im ·Wj,m (3.30)

Here w and W denote the convolution kernel in k-space and its inverse Fourier trans-

form, respectively. The variance of noise in a certain voxel on the reconstructed image

of one receiver channel can be calculated using the image-space reconstruction weights.

Starting by separating the noiseless image from the noise we have

Ireconj = Ĩreconj + ηreconj =
N∑
m=1

Im ·Wj,m =
N∑
m=1

(
Ĩm + ηm

)
·Wj,m (3.31)

Using a vector and matrix notation containing all channels in a given spatial position:

Irecon = Ĩrecon + ηrecon = W
(
Ĩ + η

)
(3.32)〈

ηrecon (ηrecon)†
〉

=
〈

(Wη) (Wη)†
〉

= W
〈
ηη†

〉
W† = WΨW† (3.33)

To obtain g-factors we need the noise variance in the reconstructed image of each

receiver channel in the non-accelerated measurement, which is simply the diagonal of

the noise covariance matrix. Therefore, the GRAPPA g-factors of the reconstructed

coil image with coil index j at the given position will be

gj =

√
[WΨW†]j,j√

[Ψ] j, j
(3.34)

For a �nal image calculated as an arbitrary linear combination of the individual recon-

structed coil images with combination weight vector p, the �nal image and the noise

variance will be

I�nal =
N∑
j=1

pjI
recon
j = pT Irecon (3.35)

〈
η�nal

(
η�nal

)† 〉
=
〈 (

pTWη
) (

pTWη
)† 〉

= pTW
〈
ηη†

〉
W†p∗ = pTWΨW†p∗

(3.36)
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To have the �nal g-factors, the same combination weights need to be used in the

calculation of noise in the non-accelerated measurement, resulting in the g-factors of

the �nal image being

g�nal =

√
pTWΨW†p∗√

pTΨp∗
. (3.37)

For the case of applying di�erent reconstruction kernels to separate k-space fractions,

an e�ective g-factor can be found as the square root of the weighted average of the

squared g-factor values of each reconstruction kernel, using both the fraction of k-space

they are applied to and the local acceleration factor as weights, as described in [8], and

as formulated in Equations 3.38 and 3.39. Here ge�, fl and Rl respectively denote the

e�ective g-factor, the fraction of k-space where the l-th kernel is applied, and the local

acceleration factor in the same region, while Re� is the so-called e�ective acceleration

factor, and the sum goes over all k-space fractions.

ge� =

√
1

Re�

∑
l

fl ·Rl · g2
l (3.38)

Re� =

∑
l

fl

Rl

−1

(3.39)

We note here that in practice the noise covariance of the receiver channels is not

always included into the reconstruction. Sometimes the covariance matrix is presumed

to be proportional to the identity matrix, assuming uncoupled coils with equal noise

variances. In other cases the receiver channels are combined and scaled to form new,

synthetic, uncoupled channels before the reconstruction, whose noise covariance is

the identity matrix. This procedure is called noise pre-whitening [9, 10], and can be

achieved using the Cholesky-decomposition [11] of the original noise covariance matrix.

Denoting the vector of k-space data in the original coil set by S and the vector of new,

whitened coil set by Swhite, the synthetic coil set and its noise covariance will be

Ψ = GG† (3.40)

Swhite = G−1S (3.41)

ηwhite = G−1η (3.42)
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Ψwhite =
〈 (
ηwhite

) (
ηwhite

)† 〉
=
〈 (

G−1η
) (

G−1η
)† 〉

= G−1
〈
ηη†

〉 (
G−1

)†
= G−1Ψ

(
G†
)−1

= G−1GG†
(
G†
)−1

= 1

(3.43)

where 1 is the identity matrix.

3.4 Simultaneous multislice imaging and controlled

aliasing

In the last few years, another form of accelerated MR acquisition, named simultaneous

multislice (SMS) imaging, emerged and spread rapidly in research applications ([12,

13, 14, 15, 16]). As the name suggests, this group of methods aims to use the receiver

coil sensitivity pro�les to disentangle the signal of multiple simultaneously measured

slices. Altough the original idea was already published at the dawn of parallel imaging

[17], the technique did not evoke much interest from the scienti�c community at that

time. It was not until the results of Breuer et al. [18, 19] and Setsompop et al. [20]

that these methods initiated a new era of parallel MRI by enabling highly accelerated

acquisition with minimal SNR penalty. In the following an overview of these techniques

is presented, focusing mainly to the reconstruction and the noise ampli�cation.

Instead of skipping phase-encoding lines in a given slice, the basic principle of SMS

imaging is to excite and measure multiple slices simultaneously, and to use the coil

sensitivity variations to separate the overlapping slices. The multislice excitation is

generally achieved using a traditional slice selection gradient and an appropriately de-

signed, so-called multiband RF pulse, having nonzero frequency components around

multiple distinct frequency values, according to the number of slices it intends to

simultaneously excite. Such RF pulses are usually generated by summing frequency-

shifted versions of a single slice-selective RF pulse, as �rst proposed by Müller in [21],

and as displayed in Figure 3.5. Although these pulses have some drawbacks, i.e. in-

creased maximum peak RF power and increased Speci�c Absorption Rate (SAR), and

although several more complicated pulse design algorithms were proposed to mitigate

these problems [22, 23, 24, 25, 26, 27], the frequency-shifted summing remains the

most common method of creating multiband pulses to date, due to its simplicity and

robustness.
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Figure 3.5: Multiband pulse generation. The original pulse (top left, blue) has a frequency

spectrum approximating a window function (bottom left, red), therefore selects a single slice

when applied concurrently with a slice-selection gradient. To simultaneously excite multiple

slices, frequency-shifted versions of the same pulse are summed (top right, 3 blue waveforms),

resulting in a multiband pulse (bottom row, middle). Since the Fourier transform is linear,

the frequency spectrum of this multiband pulse will be the sum of shifted versions of the

original spectrum, like the one shown at the bottom right; therefore it will excite 3 slices

simultaneously.

As in traditional in-plane parallel imaging, the reconstruction of SMS acquisitions can

be performed in either image-space or k-space. In image-space, the SENSE reconstruc-

tion method described in section 3.1 can be applied without modi�cation, provided

that instead of within-slice overlapping, signal from di�erent slices needs to be recon-

structed using the appropriate sensitivity pro�les.

However, conventional GRAPPA is not directly applicable to SMS acquisitions, be-

cause none of the single-slice phase-encoded lines are actually measured, as all of the

measured lines are sums of the appropriate lines from each slice. From the several mod-

i�ed methods proposed to apply a k-space-based reconstruction in the last few years,

here we will outline the two that became the most widespread and are used in this

thesis, the SENSE/GRAPPA hybrid [28] and the Slice-GRAPPA [20] reconstruction,

starting with the former.

The concept of the SENSE/GRAPPA hybrid is to reorganize the multislice recon-

struction to form an in-plane acceleration problem, to which a conventional GRAPPA
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reconstruction can be applied. This reformulation assumes that the simultaneously

measured slices are overlapping because an in-plane acceleration was used on a hypo-

thetical original 2D image, composed by all of the single-slice images concatenated to

each other in phase-encoding direction in image-space, as depicted in Figure 3.6. First

a low-resolution calibration scan is performed on all slices separately. Slice images of

this acquisition are then concatenated to each other in phase-encoding direction fol-

lowed by a 2D Fourier transform to create a synthetic calibration k-space. After that,

a conventional GRAPPA reconstruction kernel is trained on this data assuming an

in-plane acceleration factor equal to the number of slices that were concatenated, i.e.

the number of slices to be measured simultaneously. Following the kernel calculation,

the SMS-accelerated acquisition is performed, resulting in a single-slice k-space data

for each overlapping slice group. This data is handled as the result of an in-plane

acceleration performed on a hypothetical concatenated dataset described before, and

therefore the trained GRAPPA kernel can be applied on it to reconstruct the full-

resolution concatenated 2D k-space. This reconstructed dataset is then inverse Fourier

transformed to image-space, and reordered by splitting the concatenated slices. We

note here that originally this method was proposed to collapse the reconstruction of

a 2D acceleration (accelerated in both phase-encoding and partition-encoding direc-

tions) to a simple phase-encoding acceleration problem, but the principle is essentially

the same for SMS acquisitions.
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Figure 3.6: SENSE/GRAPPA hybrid reconstruction for simultaneous multislice measure-

ments. The (generally low-resolution) calibration k-spaces are inverse Fourier transformed to

image-space and concatenated to each other along the phase-encoding direction. This large

image is then Fourier transformed forming a synthetic ACS dataset, in which a standard

GRAPPA reconstruction kernel is trained, assuming that an in-plane acceleration will be per-

formed with the acceleration factor being equal to the simultaneously measured slices. The

accelerated overlapped dataset is rearranged pretending that this is an in-plane-accelerated

dataset measured on the concatenated large image. The previously trained GRAPPA kernel

is applied to this rearranged SMS data followed by an inverse Fourier transform, resulting

in the reconstructed single-slice images being concatenated below each other. Finally, these

reconstructed images are separated to distinct slices.

The idea behind Slice-GRAPPA is inherently di�erent from all reconstruction tech-

niques described so far. Instead of aiming to calculate the missing lines from the

neighboring measured data or reformulating the problem to do the same, it directly

and separately computes each of the single-slice k-space datasets from the k-space of

overlapped slices, as schematically displayed in Figure 3.7. First a low-resolution cal-

ibration scan is performed on each slice separately. Then a low-resolution overlapped

k-space is simulated by summing the k-space data of all slices that will be measured

simultaneously in the accelerated acquisition. Using these two datasets, a GRAPPA-
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like kernel is trained for each slice in the overlapping slice group: each k-space point

in each receiver channel in the given single-slice dataset is to be computed as a linear

combination of the neighboring k-space points of all channels in the simulated over-

lapped k-space. The trained kernels are then applied to the following SMS-accelerated

measurement to reconstruct the k-space data of each slice.

Figure 3.7: Slice-GRAPPA reconstruction schematics. A given k-point in the single-slice k-

space of a certain coil is calculated as a linear combination of the k-space neighborhood of

the given point in the measured SMS k-space in all receiver channels. For a matrix formalism

the source and target points are rearranged to vectors, with each forming a single column in

the source and target matrices, respectively.

In the original paper of Setsompop et al. [20], each kernel was trained by minimizing the

2-norm of the di�erence between the measured calibration scan of the given slice and

the result of applying the kernel to the simulated collapsed dataset. However, it was

later shown that this method was prone to remaining aliasing in the reconstructed slices

[29], a problem which was addressed by a modi�ed kernel �tting algorithm proposed by

Cauley et al. in the same work [29] named Split-Slice-GRAPPA or LeakBlock kernel.

This technique aims at reducing inter-slice aliasing by training the kernel in a di�erent

way. Instead of trying to directly compute the single-slice k-space from the collapsed

dataset, it aims to compute such a kernel that, when applied to the given single-slice

dataset, gives back the same single-slice dataset, while if applied to the single-slice

dataset of any other slice from the overlapping group, results in a constant zero image.

Although ideally the original Slice-GRAPPA kernel also has this property as derived in

[20], it was reported that training the kernel by enforcing this property, as done by split

Slice-GRAPPA, will result in less remaining inter-slice aliasing [29], and is expected to

be less sensitive to contrast di�erences between calibration data and actual measured
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accelerated data [29].

Mathematically, the Slice-GRAPPA reconstruction can be formulated in the same way

as conventional GRAPPA using Equation 3.10, but exchanging the source k-space

signal to the overlapped dataset denoted by SSMS. For the slice with index sl we have

Sslj (kl) =
∑
m,n

wslj,l,m,nS
SMS
m (kn) (3.44)

and the kernel for each slice may be calculated in the same way as in conventional

GRAPPA, arranging the source and target data points as described in section 3.2 and

taking the right-pseudoinverse of the source matrix, which in this case is the overlapped

k-space:

Ssl = wslSSMS (3.45)

wsl = Ssl
(
SSMS

)−1

P
= Ssl

(
SSMS

)† (
SSMS

(
SSMS

)†)−1

(3.46)

The LeakBlock kernel calculation on the other hand, is performed by enforcing the

projection property of the kernel, as described above. Denoting the LeakBlock kernel

of the slice with index sl with wLB,sl , this can be formulated as

∑
m,n

wLB,sl
j,l,m,nS

sl′

m (kn) = δsl,sl′S
sl
j (kl) (3.47)

or, using a matrix formalism after the rearrangement of the data as in conventional

GRAPPA as described in section 3.2:

wLB,slSsl
′
= δsl,sl′S

sl, (3.48)

where the the Kronecker delta is handled by concatenating all slice data, and the

kernel calculation may again be performed with the right-pseudoinverse or the source.

Denoting the number of simultaneously measured slices by NS:

wLB,sl
[
S1 S2 . . . Ssl . . . SNS

]
=
[
0 . . . 0 Ssl 0 . . . 0

]
(3.49)
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wLB,sl =
[
0 . . . 0 Ssl 0 . . . 0

] [
S1 S2 . . . Ssl . . . SNS

]−1

P

=
[
0 . . . 0 Ssl 0 . . . 0

]


S1†

S2†

...

SNS†




[
S1 S2 . . . SNS

]


S1†

S2†

...

SNS†




−1

= SslSsl†

(
NS∑
sl′=1

Ssl
′
Ssl
′†

)−1

(3.50)

Regardless of kernel calculation methods however, both SENSE/GRAPPA hybrid,

Slice-GRAPPA, and Split-Slice-GRAPPA are ultimately performing a convolution in

k-space, therefore their g-factors can be analytically calculated similarly to the ones of

conventional GRAPPA, described in section 3.3.2. On the other hand, this similarity

does not hold in the case of the intrinsic
√
R SNR loss experienced in conventional par-

allel imaging: that inherent increase in noise is not present in simultaneous multislice

acceleration, providing a great advantage to SMS techniques. As described before, this

noise enhancement happens in conventional parallel imaging due to the lower number of

measured phase-encoding lines per slice, resulting in a smaller e�ect of noise averaging

in the inverse Fourier transform. In an SMS acquisition however, unless it is combined

with additional in-plane acceleration, the number of measured phase-encoding lines

does not change compared to a full scan, therefore such noise ampli�cation does not

happen.

3.4.1 Controlled aliasing

Nevertheless, high SMS acceleration factors of 6 or 8 that are now commonly used in

research practice would result in immense noise ampli�cation with any of the above-

described reconstruction methods if the slices would overlap directly on top each other,

without any modi�cation. In fact the high g-factors resulting from many overlapping

slices was one of the main reasons that prohibited the wide application of simultaneous

multislice imaging in the early 2000's. This drawback was greatly mitigated by a

technique called controlled aliasing or CAIPIRINHA2, �rst proposed by Breuer et

al. [18] and described in the following.

2The abbreviation comes from Controlled Aliasing in Parallel Imaging Resulting in Higher Accel-

eration
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The main problem with unmodi�ed SMS is the small spatial distance between over-

lapping voxels, which does not allow the coil sensitivity pro�les to change signi�cantly

between their position, resulting in a badly conditioned reconstruction problem. This

situation is further worsened by the fact that many common receiver coil arrays are

arranged in a way that their sensitivity pro�les have less variation in the axial direc-

tion, which is often chosen to be the slice direction. The idea of controlled aliasing is to

modify the imaging sequence in such a way that di�erent in-plane shifts are introduced

to the simultaneously measured slices before overlapping. If that is accomplished, the

distance between overlapping voxels is increased, allowing more variance in the coil

sensitivities and lowering the g-factors. Such in-plane shifts can be achieved using the

Fourier shift theorem, which states that a shift in image-space corresponds to a lin-

ear phase ramp in k-space. For a conventional one-line-per-shot imaging sequence, the

procedure is depicted in Figure 3.8 showing a case of 2 simultaneously measured slices.

The core concept for this scenario is to introduce a line-dependent phase shift to the

excitation subpulse of one of the two slices, according to the desired image-space shift.

For this example, the �rst slice is to be remained at its original position, therefore the

excitation subpulse has zero phase for each line. The second slice however, is expected

to be shifted in phase-encoding direction by half of the FOV. Due to the discrete

phase-encoding sampling and the consequent periodicity of the image, half FOV is the

maximum amount of shift possible, therefore a phase ramp with maximum steepness

has to be introduced in k-space. This corresponds to a phase increment of π per line,

resulting in an alternating phase series of 0, π, 0, π, . . . taking into account the 2π pe-

riodicity of phase values. This means that the excitation subpulse of the second slice

has to be negated in every second line. The procedure is essentially similar for more

slices and di�erent phase-encoding shifts. If a certain slice is to be shifted by FOV/C,

a phase ramp of 2π/C per line has to be introduced by manipulating the phase of the

excitation subpulses.

However, the technique described above cannot be used in single-shot acquisitions

like Echo Planar Imaging (EPI), as there is only one excitation pulse for the whole

k-space in that case. Following some initial attempts by e.g. Paley et al. [30] and

Nunes et al. [31] to use continuous gradients to achieve similar shifts, a solution called

blipped-CAIPI was provided by Setsompop et al. [20] and quickly became the exclusive

method of introducing CAIPIRINHA shifts to SMS EPI acquisitions. To achieve the

appropriate phase modulation, this technique uses gradient blips in the slice direction

applied between the readouts of consecutive k-space lines, as visualized in Figure 3.9. In

the displayed exemplary case, two slices are measured simultaneously, with one of them

being at the isocenter having the position z1 = 0, while the other has a position z2,
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Figure 3.8: The core concept of controlled aliasing illustrated in a two-fold SMS example.

If the excitation phase of the second slice is alternating between 0 and π in the consecutive

phase-encoding lines, the image will experience a FOV/2 shift in PE direction. By changing

the multiband pulses to achieve such phase modulation in the second slice, the image-space

shift will be preserved in the overlapped image providing a notable distance between aliasing

voxels in phase-encoding direction, therefore lowering the g-factors.

assuming that the slice normal is along the z direction. After a conventional multiband

excitation and gradient prephasing, the �rst line in k-space is measured with both of

the slices having zero phase. Then a slice-direction gradient blip is applied with the

time integral

Ablip =

∫
blip

Gz (t′) dt′ =
π

γz2

(3.51)

Following the blip and assuming in�nitely thin slices for the moment, the �rst slice

will experience no phase variation, as the gradient has no e�ect in the isocenter. The

second slice however, due to its increased precession frequency throughout the blip,

will have its phased increased by

ϕ (z2) = z2γAblip = z2γ
π

γz2

= π (3.52)

This means that during the acquisition of the next phase-encoded line the second slice

will have its signal negated, just as in the two-slice CAIPIRINHA described previously.

Following the measurement of the second line, the same gradient blip is played out with
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an opposite sign having a time integral −Ablip. This blip will remove the additional

phase increment from the second slice, so the third k-space line can be acquired with

both slices having zero phase. Repeating these steps the whole 2D k-space can be

measured, with the second slice having its phase negated in every second line. As we

have shown in the CAIPIRINHA case, this will result in the second slice having a

half-FOV image-space shift in the overlapped image, therefore decreasing the g-factors

of the reconstruction. This procedure can be easily generalized to multiple slices with

none of them being at the exact isocenter. However, a restriction compared to the RF-

introduced phases used in CAIPIRINHA is that for a given line, i.e. after a given blip,

each slice will experience a phase shift proportional to its position in slice direction, as

can be seen in Figure 3.9. Nonetheless, a notable degree of freedom in the slice shifts

can still be achieved considering the circular property of phase values. For example, for

a case of 3 equidistant slices, it is possible to introduce relative image-space shifts of

0, 1/2, 0 in FOV units between these slices by setting the gradient blip to achieve phase

modulations 0, π, 0, π . . . and 0, 2π, 0, 2π . . . for the second and third slices, respectively,

as the latter is equivalent to having no phase modulation at all.

Figure 3.9: blipped-CAIPI: controlled aliasing in single-shot EPI acquisitions. In addition

to the phase-encoding blip, a slice-direction blip (burgundy triangle in the �gure) is also

played out between consecutive readout gradient lobes to introduce phase di�erences between

simultaneously measured slices. This phase will be proportional to the slice position, with

the proportionality factor controlled by the time integral of one blip. Followed by the next

readout lobe, this phase can be negated by a similar blip with its sign negated. Since the

slices are not in�nitely thin, this blip also introduces a small through-slice dephasing, slightly

decreasing the signal in every second line. To mitigate the consequent ghosting, an additional

slice-direction blip is applied before the �rst readout with negative sign and halved time

integral (orange triangle) to make the signal decrease equal for all lines. This way, an o�set is

given to the phase modulation resulting in an alternating-sign phase pattern through k-space,

as illustrated on the right, decreasing the ghost artifacts.

However, the slices are not in�nitely thin in practice, therefore, in addition to a phase
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shift, the gradient blips will also introduce a through-slice dephasing. This e�ect will

slightly decrease the signal compared to the non-phase-shifted case, causing a high-

frequency amplitude modulation in the exemplary 2-slice case described above, with

every second line having a somewhat smaller signal. In this example, as the modulation

is alternating between odd and even lines, it will result in a Nyquist-, or FOV/2 ghost in

image-space. To avoid this, the series of blips during the echo train is usually preceded

by another blip, played out before acquiring the �rst line, having a time integral

−Ablip/2, as shown in Figure 3.9. This way, all lines will experience the same, halved

through-slice dephasing in the 2-slice example, while the phase modulation will not

be spoiled. Although this solution cannot fully eliminate all the ghosting caused by

this through-slice dephasing if more than 2 slices are involved, it will still mitigate the

e�ect and therefore favorably decreases the amplitude of the ghost.

Using the described blipped-CAIPI simultaneous multislice imaging with Slice-GRAPPA

reconstruction (and preferably LeakBlock kernel calculation), relatively low g-factors

can be maintained even with high slice acceleration factors of 6 or 8, provided that

an adequate receiver coil is used for signal reception with a high number of channels.

Thanks to this property and to the lack of
√
R inherent SNR penalty, blipped-CAIPI

SMS EPI became widely applied in functional neuroimaging (fMRI) to accelerate im-

age acquisition, thus increasing the temporal resolution of the scan. For example, the

Human Connectome Project (e.g. [14, 15, 16]), a recently launched large-scale neu-

roimaging project in which 1200 subjects will be scanned, uses blipped-CAIPI SMS

EPI in all of its functional acquisitions with acceleration factor 8, achieving full brain

coverage with 2 mm isotropic resolution in a volume repetition time of 720 ms. The UK

Biobank project (e.g. [32, 33, 34]), an ongoing health databank project with enormous

scales involving the scanning of 100,000 subjects, also uses this sequence for functional

imaging with 8-fold slice acceleration, covering the full brain with 2.4 mm isotropic

resolution in 735 ms.

3.5 Regularization in parallel imaging

Using either image-space or k-space reconstruction methods, the inversion of the coil

sensitivity matrix or the source signal matrix will introduce a noise ampli�cation in

the �nal image. If the inverted matrix is close to singular, meaning that the coil

sensitivities lack the necessary variation between positions of overlapping voxels, the

resulting immense g-factors can render the reconstructed image useless. To avoid such

a situation, the reconstruction procedure is often modi�ed to incorporate a penalty for
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high noise ampli�cations, at a price of a slightly inaccurate reconstruction [35].

The most common way of achieving this is the so-called Tikhonov regularization [36].

This method, instead of �nding the exact least-squares optimal solution, also takes

into account the norm of the solution, aiming to minimize the weighted sum of the

reconstruction error and the squared solution norm. For example, for the general linear

problem

y = Ax, (3.53)

instead of minimizing the 2-norm of the reconstruction error

‖Ax− y‖2
2 (3.54)

it includes the squared 2-norm of the solution to the minimization using a weighting

factor λ2:

‖Ax− y‖2
2 + ‖λx‖2

2 = ‖Ax− y‖2
2 + λ2‖x‖2

2 λ ∈ R, λ > 0 (3.55)

Note that in the mathematics literature, the weighting factor that multiplies the solu-

tion norm is usually λ and not λ2. However, the de�nition above can be preferable if

scaling e�ects are considered. In MR image reconstruction, the matrix A will contain

measured signal, a�ected by several scaling factors in the acquisition and data storing

pipeline; therefore, it would be advantageous to de�ne the regularization weight in a

scale-independent way. A common technique of achieving such scale-independency is

de�ning the regularization weight in terms of the maximum singular value of A de-

noted by Smax, such as λ = const ·Smax. Since the matrix A is also e�ectively squared

in the expression, using λ2 = const2S2
max will ensure that the problem is independent

from the scaling of A.

The minimization of this expression can be achieved by modifying the pseudoinverse.

Assuming that A has independent columns, the original (left-)pseudoinverse

A−1
P =

(
A†A

)−1
A† (3.56)

will minimize the reconstruction error in Equation 3.54. In order to minimize the

weighted sum in Equation 3.55, the following regularized pseudoinverse needs to be

used, with the detailed derivation in Appendix A:
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A−1
P (λ) =

(
A†A + λ21

)−1
A† (3.57)

For a SENSE reconstruction assuming pre-whitened receiver channels, this will result

in

ρrecon (λ) = C−1
P (λ) I =

(
C†C + λ21

)−1
C†I (3.58)

While for a GRAPPA-like reconstrucion (including also e.g. Slice-GRAPPA), the kernel

calculation is modi�ed as

w (λ) = Strg (Ssrc)
−1
P (λ) = StrgS

†
src

(
SsrcS

†
src + λ21

)−1
(3.59)

Note that, since the GRAPPA source matrix has independent rows, a right-pseudoinverse

is used above.

Adding λ21 to the matrix to be inverted increases all eigenvalues by λ2. As the orig-

inal matrix to be inverted is the product of a matrix and its adjoint, it is positive

semide�nite, having nonnegative real eigenvalues only. Therefore, adding λ2 to each

will ensure that all eigenvalues will be at least λ2, and thus the result is guaranteed

not to be arbitrarily close to being singular. Of course, with such a regularization, the

reconstruction is no longer exact if λ2 > 0, meaning that a compromise is necessary

between satisfactory reconstruction accuracy (demanding small λ) and low noise am-

pli�cation (implying higher λ). In practice this compromise usually results in λ being

10−4 − 10−2 times the maximum singular value of the coil sensitivity matrix or the

source signal matrix [37].

Note that this method introduces a uniform regularization over all source points. De-

pending of the actual problem however, one might need to introduce di�erent penal-

ties for each source element, e.g. to apply a higher regularization to the edges of the

GRAPPA kernel, or to certain receiver channels. This can be achieved by generalizing

the regularized problem in Equation 3.55, using a diagonal matrix L containing the

regularization weights applied to each source point instead of a single scalar λ, aiming

to minimize the following expression:

‖Ax− y‖2
2 + ‖Lx‖2

2 (3.60)

with the solution being (see derivation in Appendix A):

x =
(
A†A + L†L

)−1
A†y (3.61)
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Chapter 4

Phase-constrained reconstruction

techniques

Regardless of the acceleration type, due to nonideal receiver sensitivity pro�les, paral-

lel imaging methods generally entail an SNR penalty in the �nal image quanti�ed by

the g-factor. In order to mitigate the noise ampli�cation in the reconstruction, several

techniques were proposed. One group of such methods is called phase-constrained imag-

ing. These techniques use a-priori phase information of the object, or take advantage

of k-space symmetry properties, in order to improve the reconstruction conditioning

[38, 39, 40, 1], or even to provide additional acceleration [41, 42]. In this section, after

a brief overview of conventional phase-constrained SENSE, we will focus on a speci�c

methods named Virtual Conjugate Coil concept [1] as this provides the core of the

work presented in this thesis.

4.1 Conventional phase-constrained reconstruction

Standard phase-constrained SENSE, abbreviated as PC-SENSE, uses a-priori phase

information of the object to increase the overdetermination of the SENSE problem

and hence decrease the g-factors. The derivation presented here can also be found in

[39]. Using the same notation as in Equation 3.8, the reconstruction problem can be

separated to real and imaginary components as

I = Cρ (4.1)[
Re (I)

Im (I)

]
=

[
Re (C) −Im (C)

Im (C) Re (C)

][
Re (ρ)

Im (ρ)

]
(4.2)

The vector of unknowns ρ can be separated to the product of a diagonal matrix P

containing the phases of each element, and a vector ρ̂ containing the magnitude values

as follows.
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Pk,k′ = eiϕkδk,k′ (4.3)

ρ = Pρ̂ (4.4)

Using this separation, Equation 4.1 can be rewritten as

I = CPρ̂ = Dρ̂ (4.5)

where

D = CP =


C1,1e

iϕ1 C1,2e
ϕ2 . . . C1,Re

iϕR

C2,1e
iϕ1 C2,2e

ϕ2 . . . C2,Re
iϕR

...
...

. . .
...

CN,1e
iϕ1 CN,2e

ϕ2 . . . CN,Re
iϕR

 (4.6)

is the matrix of the so-called e�ective receiver sensitivites, i.e. the sensitivities multi-

plied by the phase of the object at the given spatial location.

With the same real-imaginary separation as in Equation 4.2, and taking into account

that ρ̂ is purely real, this becomes[
Re (I)

Im (I)

]
=

[
Re (D) −Im (D)

Im (D) Re (D)

][
Re (ρ̂)

Im (ρ̂)

]
︸ ︷︷ ︸

=

ρ̂
0



=

[
Re (D)

Im (D)

]
ρ̂ (4.7)

In the expression above, the number of equations is doubled compared to the original

problem in Equation 4.1 while the number of unknowns remained the same, with all

parameters and variables being purely real in this representation. Therefore, since the

overdetermination is doubled, this problem is expected to have better conditioning

than the non-phase-constrained SENSE, meaning that the resulting g-factors will be

lower in the phase-constrained case. With the detailed calculation in Appendix B,

the PC-SENSE g-factors can be computed in the same way as conventional SENSE

g-factors, using Equation 3.28, with C replaced by the matrix on the right-hand side

of Equation 4.7, and using the noise covariance matrix

ΨPC =

[
1
2
Re (Ψ) −1

2
Im (Ψ)

1
2
Im (Ψ) 1

2
Re (Ψ)

]
(4.8)
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Note that in order to apply a phase-constrained SENSE reconstruction, a-priori knowl-

edge of the object phase is necessary. In practice, the phase map of the object is usually

spatially smooth, therefore a low-resolution prescan is generally su�cient to acquire

phase information, with the acquisition possibly merged with the prescan of coil sensi-

tivity measurement. However, the phase-estimating prescan must have similar protocol

parameters to ensure a matching phase between prescan and accelerated scan. Further-

more, similar to the case of coil sensitivities in conventional SENSE, inaccurate phase

estimation will result in remaining aliasing on the �nal image in a phase-constrained

reconstruction.

4.2 The Virtual Conjugate Coil concept

In 2009 a new phase-constrained reconstruction technique called Virtual Conjugate

Coil (VCC) concept [1] was published by Blaimer et al. This method is of utmost impor-

tance regarding the work described in this thesis, therefore its theoretical background,

its combination with SENSE, GRAPPA, and Slice-GRAPPA, and the corresponding

noise ampli�cations will be presented in detail in this section. These calculations can

also be found in [1], [43], and [37].

As will be described mathematically, the Virtual Conjugate Coil concept intends to

exploit conjugate symmetry properties of k-space by creating new, synthetic, virtual

coil signals by �ipping and conjugating k-space data, and including these into the

reconstruction to improve its conditioning, thus decreasing the g-factors. As shown

below, VCC can be combined with either SENSE or GRAPPA, with the latter VCC-

GRAPPA combination having the signi�cant advantage of not requiring a-priori phase

information from the object, and also being able to preserve and reconstruct the object

phase at nomimal resolution [1].

Denoting the spatial position by r, the signal from the j-th receiver channel with a

sensitivity pro�le Cj (r) can be computed as the Fourier transform of the spin density

weighted by the sensitivity, as in Equation 3.1. If the spin density ρ is separated to ρ̂

magnitude and eiϕ phase, the signal at k-space position k will be

Sj (k) =

∫
ρ̂ (r) eiϕ(r)Cj (r) e−i2πkrdr = F

(
ρ̂ (r) eiϕ(r)Cj (r)

)
(4.9)

By incorporating the object background phase into the receiver sensitivity pro�le, an

e�ective sensitivity Dj (r) can be created, as happened before in Equation 4.6. This
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way the signal can be thought of as the Fourier transform of the magnitude of the spin

density weighted by the e�ective sensitivity pro�le:

Sj (k) =

∫
ρ̂ (r) eiϕ(r)Cj (r)︸ ︷︷ ︸

Dj(r)

e−i2πkrdr =

∫
ρ̂ (r)Dj (r) e−i2πkrdr

= F
(
ρ̂ (r)Dj (r)

) (4.10)

The complex conjugate signal from the symmetric counterpart k-space location of the

same coil can be calculated as

S∗j (−k) =

∫
ρ̂ (r)∗ e−iϕ(r)Cj (r)∗︸ ︷︷ ︸

Dj(r)∗

e+i2π(−k)rdr =

∫
ρ̂ (r)Dj (r)∗ e−i2πkrdr

= F
(
ρ̂ (r)Dj (r)∗

) (4.11)

This signal can be thought of as a signal measured in the original k-space location k

using a physically nonexistent, virtual coil with e�ective sensitivity pro�le Dj (r)∗. If

the e�ective sensitivity pro�le is purely real everywhere in the image-domain, then this

is equal to the original signal. However, if the e�ective sensitivity has an imaginary

component, which is usually the case in normal imaging situations, then this new sig-

nal can provide additional information and thus can improve the conditioning of the

reconstruction. The extent of bene�t strongly depends on the phase of the e�ective

sensitivities, i.e. on the phase of the physical receiver sensitivities, and more impor-

tantly, on the object phase. The in�uence of these phase pro�les on the reconstruction

is explicitly described later.

Following the creation of the virtual conjugate coils, we will now move on to the

integration of the VCC signals into SENSE and GRAPPA reconstructions, starting

with the former.

4.2.1 VCC-SENSE

Integrating the VCC signals into SENSE reconstruction can be performed by modifying

the original SENSE problem in Equation 3.8. Using the same notations as in Equations

3.7, 4.10, and 4.11, assuming N receiver channels and an acceleration factor R, the

reconstruction problem can be rewritten using the e�ective sensitivity pro�les as
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D =


C1,1e

iϕ1 C1,2e
ϕ2 . . . C1,Re

iϕR

C2,1e
iϕ1 C2,2e

ϕ2 . . . C2,Re
iϕR

...
...

. . .
...

CN,1e
iϕ1 CN,2e

ϕ2 . . . CN,Re
iϕR

 , ρ =


ρ̂1e

iϕ1

ρ̂2e
iϕ2

...

ρ̂Re
iϕR

 , ρ̂ =


ρ̂1

ρ̂2

...

ρ̂R

 (4.12)

I = Cρ = Dρ̂ (4.13)

The VCC signals can be integrated by extending the image-space signal vector with

the complex conjugate signals I∗, and the e�ective sensitivity matrix with its complex

conjugate. Note that the symbol ∗ represents element-wise complex conjugation, and

not the adjoint operation, which is represented by the symbol † throughout this thesis.

[
I

I∗

]
=

[
D

D∗

]
︸ ︷︷ ︸
DVCC

ρ̂ = DVCCρ̂ (4.14)

As can be seen, the overdetermination of the problem is doubled while the unknowns

became purely real-valued. Therefore, if the rows of D∗ are linearly independent from

the rows of D, the reconstruction conditioning will improve, resulting in lower g-

factors. Given the de�nition of the e�ective sensitivities, this independency requires

the e�ective sensitivity pro�les to have an imaginary component, meaning that either

the physical sensitivity pro�les or the object itself needs to have nonzero phase, which

is usually ful�lled in normal imaging situations. However, as in the case of PC-SENSE,

the e�ective coil sensitivities are explicitly used in the reconstruction, meaning that

a-priori phase information of the object is needed. This is usually acquired in a prescan

using similar protocol parameters as in the accelerated measurement to ensure consis-

tent phase maps between the prescan and the accelerated scan. Furthermore, just as

in PC-SENSE, inaccurate phase estimation will result in aliasing artifacts.

To obtain a formula for VCC-SENSE g-factors, one can take into account that the

VCC-SENSE reconstruction has the exact same mathematics as the original SENSE

problem. Therefore, the expression for g-factors is expected to remain formally the

same as the one for conventional SENSE g-factors in Equation 3.28, with the sensitivity

pro�les exchanged to the extended e�ective sensitivity matrix DVCC, as

gk =

√[(
D†VCCΨ−1

VCCDVCC

)−1
]
k,k

[
D†VCCΨ−1

VCCDVCC

]
R=1,k,k

(4.15)
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with an appropriate VCC covariance matrix. Using the fact that a proper (i.e. circularly

symmetric) Gaussian random variable is independent from its complex conjugate [44],

and the fact that the covariance of two conjugated random variables is the conjugate

of the covariance of the original variables, this VCC covariance matrix can be written

as (see Appendix B for detailed derivation):

ΨVCC =

〈[
η

η∗

][
η

η∗

]†〉
=


〈
ηη†

〉 〈
η (η∗)†

〉
〈

(η∗)η†
〉 〈

(η∗) (η∗)†
〉
 =

[
Ψ 0

0 Ψ∗

]
(4.16)

where the bold zero 0 represents a matrix-block of zeros with the same size as Ψ.

This result also means that if noise pre-whitening [9, 10] is applied before virtual coil

creation, the VCC noise covariance matrix will became the indentity matrix, and can

be disregarded.

With the detailed derivation in Appendix C, we note here that the VCC-SENSE is

actually mathematically equivalent to the conventional phase-constrained SENSE de-

scribed before, di�ering only in the method of achieving a more overdetermined system.

Therefore, as described next, the real power of VCC appears not in its combination

with SENSE, but in its combination with GRAPPA.

4.2.2 VCC-GRAPPA

Most k-space-based reconstructions, including GRAPPA, can be formulated by a con-

volution over the k-space neighborhood and over all coil signals, as described by Equa-

tion 3.10 and as visualized in Figure 3.3. For a VCC reconstruction, the set of N coils

is extended with the conjugate coil signals from the opposite k space location:

SN+j (k) = S∗j (−k) j = 1, . . . , N (4.17)

After VCC signal creation, standard GRAPPA kernel �tting is performed using all

the 2N channels (see Figure 4.1), and the reconstruction is accomplished according to

Equation 3.10 with the coil summation performed either over all 2N coils, or over the

reconstructed physical coils only, using the virtual coil signal merely as an input to

reconstruct physical channels.

In addition to conventional in-plane GRAPPA, VCC can also be combined with other

k-space-based reconstructions like SENSE/GRAPPA hybrid [28] or Slice-GRAPPA
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Figure 4.1: Virtual Conjugate Coil GRAPPA reconstruction. To calculate the target data-

point (green), not only its measured k-space neighborhood (blue), but also the conjugated

neighborhood (orange) of the symmetric counterpoint is taken into account. This is usually

performed by creating synthetic, virtual coil signals by �ipping and conjugating k-space, fol-

lowed by standard GRAPPA kernel �tting and reconstruction over all the physical and virtual

coils. For simplicity, the coil dimension is omitted from this �gure.

[20], with or without LeakBlock kernel calculation [29]. The procedure of VCC-Slice-

GRAPPA is quite similar to in-plane VCC-GRAPPA: in order to reconstruct a certain

k-point of a single slice, it uses not only the neighborhood of that given point in the

overlapped k-space, but also the neighborhood of its conjugate symmetric counterpart,

as schematically shown in Figure 4.2.
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Figure 4.2: VCC-Slice-GRAPPA reconstruction. To reconstruct a given k-point (green) in

the single-slice k-space of a given coil, not only the neighborhood in the SMS dataset (blue),

but also the conjugated neighborhood (orange) of the symmetric counterpoint are taken into

account. As in the case of in-plane VCC-GRAPPA, this is generally performed by creating

virtual coil signals by �ipping and conjugating k-space, followed by standard Slice-GRAPPA

reconstruction over all (physical and virtual) coils. Coil dimension is omitted from this �gure

for simplicity.

It is important to note that no a-priori phase information is required in the recon-

struction, as the neither physical nor the e�ective coil sensitivities are used explicitly.

Therefore, VCC-GRAPPA remains a similar autocalibrating reconstruction as con-

ventional GRAPPA, without the need of an additional prescan for object phase map

or any other supplementary data. This means that in a mathematical point of view,

VCC-GRAPPA is technically not a phase-constrained reconstruction, as it does not

impose any constraints to the phase of the reconstructed image, as opposed to VCC-

SENSE or PC-SENSE, where the reconstruction is bound to have the a-priori phase

distribution. Instead, VCC-GRAPPA merely exploits the fact that if the individual

coil images have a nonzero phase, then their k-space does not have a perfect conjugate

symmetry but the symmetric counterpoints are still related to each other; therefore

the reconstruction of missing k-points in an accelerated measurement could gain an

advantage if their computation takes into account the neighborhood of the opposing

k-space points.

As the expression of the VCC-GRAPPA reconstruction is formally the same as the

one of conventional GRAPPA using more channels, the VCC-GRAPPA g-factors for
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a linear coil combination can be calculated the same way as GRAPPA g-factors, using

Equation 3.37 and the VCC noise covariance matrix in Equation 4.16. If the virtual

coil signals are used only as an input for the reconstruction of physical channels, i.e. if

the reconstructed virtual coil images are excluded from the �nal coil combination, the

last N elements of the combination weight vector p in Equation 3.37 corresponding

to the virtual coils are set to zero. Note however, that for a VCC reconstruction, the

formula in Equation 3.37 is only valid if the �nal image is taken as a complex linear

combination of individual coil images, and becomes invalid if a conjugation operation

is performed in the �nal image computation, e.g. if the real part of the combined image

is taken, or in the case of a Sum-of-Squares coil combination. This e�ect is caused by

the noise properties of the virtual channels, described in detail in chapter 7.

4.2.3 Regularization in VCC reconstruction

VCC reconstruction assumes that besides the convolution due to the nonzero image-

space phase map, k-space data otherwise has a conjugate symmetry. However, an

exact symmetry is rarely achieved in practice, as there are numerous processes during

the measurement that can introduce k-space inconsistencies, disrupting the symmetry.

Common examples for such processes are:

� Relaxation

As the acquisition of k-space data happens during a �nite (nonzero) length of

time, k-space points are always sampled at di�erent relaxation stages. Although

this e�ect is present in one-line-per-shot measurements � as relaxation takes

place even during the readout of one line �, it is most prominent in echo train

acquisitions such as EPI, since the time delay between di�erent k-space points

measured after a given excitation can be up to tens of milliseconds, a time com-

parable with T ∗2 or even with T2 relaxation. As the relaxation times are spatially

inhomogeneous, the e�ect on k-space data is more complex than a simple overall

decay over time.

� Blood �ow

If there are major blood vessels within the region of interest, and the e�ect of

blood �ow is not mitigated by a �ow-compensated sequence, it can introduce

time-dependent phase discrepancies in k-space.

� Field inhomogeneity / Chemical shift
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If the resonance frequency in a certain region di�ers from the central frequency

due to either magnetic �eld inhomogeneity or chemical shift e�ects, e.g. around

tissue borders and in fatty tissues, these regions will accumulate an increasing

phase over time. Therefore, the object phase map will change between measured

k-space points.

� Motion

Being an issue in any kind of MR imaging acquisition, subject motion also has

negative e�ects on VCC reconstruction: a movement during the measurement

will result in discrepancies between distinct k-space points, as they correspond

to di�erent phases of the motion.

These inconsistencies in k-space symmetry, including also the possible symmetry mis-

matches between calibration data and measurement data, can cause signi�cant arti-

facts in a VCC-reconstructed accelerated scan, as described by Blaimer et al. [37]. In

their work, they also propose a solution to mitigate these artifacts by introducing a

channel-dependent regularization, a special case of the element-dependent Tikhonov

regularization described in section 3.5. For all elements corresponding to the physical

channels, the regularization is constant, denoted by λ. For the elements correspond-

ing to the virtual channels however, a di�erent regularization parameter κ is applied,

which can have a higher value to suppress the contribution of VCC signals into the

reconstruction. The artifacts can thus be mitigated, albeit at a price of an increased

noise ampli�cation: since the VCC signals are suppressed and they have a smaller con-

tribution to the reconstruction, their bene�t in g-factors will also decrease. Therefore,

a compromise must be made between artifact amplitude and noise ampli�cation. Using

the same notations of element-wise regularization as in section 3.5, this technique can

be handled by setting the regularization matrix L to be

L =

[
λ1 0

0 κ1

]
, (4.18)

where it is assumed that the source and target matrices, or the coil sensitivity matrix

and the signal vector, are arranged in a way that the physical channels precede the

virtual channels.
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4.3 Partial Fourier imaging

The phase-constrained reconstruction methods described so far aim to mitigate the

noise ampli�cation in parallel imaging. Now another phase-constrained technique called

Partial Fourier (PF) imaging [41, 45, 42] will be introduced, with the purpose of using

k-space conjugate symmetry to partially omit the acquisition of one half of k-space.

The principle of PF relies on the symmetry properties of Fourier transform: if both

the object to be measured and the sensitivity pro�le of the used receiver are purely

real-valued, the measured k-space will have exact conjugate symmetry, meaning that

for any k-space position k, the signal will be equal to the conjugate of the signal at

the opposite k-point:

∀k : S (k) = S (−k)∗ (4.19)

Therefore, there is no need to measure all of k-space, as half of it already contains all

the information. In practice however, the object and the sensitivity pro�le do not have

constant zero phase, spoiling the above-described symmetry of k-space. Nevertheless,

as mentioned before, both object phase and receiver phase are usually spatially smooth

functions, so the conjugate symmetric counterparts of k-space are still related, as

exploited in the phase-constrained reconstructions described in the previous section.

This allows the practical usage of PF, generally measuring more than half of k-space

by sampling both sides of the region around the center, while sampling the periphery

only on one side, as displayed in Figure 4.3. In this way, conventional one-line-per-

shot measurements are accelerated by skipping the appropriate PE lines from the

periphery, while single-shot acquisitions like EPI can achieve shorter TE by omitting

lines at the start of the echo train. The fraction of measured k-space characterizes

the level of undersampling, and is referred to as Partial Fourier factor, or simply

PF factor. We also mention here that PF can also be used in the readout direction,

decreasing the minimum TE in one-line-per-shot acquisitions. This technique, called

partial echo [46, 47], was not used in the work presented in this thesis, therefore a

detailed description is not provided here.

The e�ect of a nonzero phase map, whether it is the phase of the object or the receiver

coil, can be described as a voxel-wise multiplication on the magnitude map, acting as

a convolution in k-space.
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Figure 4.3: Concept of Partial Fourier imaging. One half of k-space is only partially acquired

(yellow), reconstructed using the conjugate symmetry properties of k-space.

ρ (r) = ρ̂ (r) eiϕ(r) (4.20)

S (k) = F
(
ρ (r)

)
= F

(
ρ̂ (r) eiϕ(r)

)
= F

(
ρ̂ (r)

)
∗ F
(
eiϕ(r)

)
(4.21)

The assumption of the phase map being spatially smooth means that it does not have

signi�cant components at high spatial frequencies, i.e. its Fourier transform (the last

part in Equation 4.21) has signi�cant nonzero values only in a compact region centered

around k = 0. More precisely, one can say that the Fourier transform of the phase

map can be approximated well by a compactly supported function by substituting

zeros to all Fourier-coe�cients outside of a certain neighborhood of k-space origin.

Consequently, almost all information will be contained in the region consisting of one

half of k-space and a stripe of the other half next to k-space center, with a width of the

stripe being half of the extent of the previously mentioned compact support; allowing

us to measure k-space only partially.

Since the introduction of PF, several methods were proposed to recover the missing

data at the k-space periphery (e.g. [41, 48, 49, 50]). In the following, the ones that

were used during the work presented in this thesis are described.
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4.3.1 Zero-�lling PF reconstruction

The simplest yet widely used reconstruction technique for Partial Fourier acquisitions

is the so-called zero-�lling [50, 51, 52], where the skipped peripheral lines are simply

substituted by zeros. This technique is commonly used for milder undersampling where

the PF factor is close to 1, as it is extremely fast, robust, easy to implement, and results

in an acceptable image for higher PF factors. Furthermore, as derived below, a zero-

�lling PF reconstruction actually decreases the image noise. However, it also imposes

a blurring e�ect on the image in the phase-encoding direction and decreases the signal

to some extent, with both e�ects apparent especially for stronger PF, where PF factor

is closer to 1/2.

A Partial Fourier acquisition with zero-�lling reconstruction can be handled by a mul-

tiplication of k-space with a shifted window function. Since PF is usually performed

along one dimension, a one-dimensional derivation is su�cient. Denoting the PF factor

by fPF and the maximal k-space position that would be measured without PF by kmax,

we have

SZF (k) = S (k) rect

(
k − kmax (1− fPF)

2kmaxfPf

)
(4.22)

where rect () is the usual window function de�ned as

rect

(
k

W

)
=

1 if− W

2
≤ k ≤ W

2

0 otherwise
(4.23)

The noise decreasing property of the zero-�lling can be understood from the above

expression using the results of Breuer et al. [8] on the GRAPPA g-factors for multiple

kernels, summarized in Equation 3.38. As described in section 3.3.2, it says that the

e�ective noise ampli�cation can be computed as the square root of the weighted average

of squared g-factors of the individual kernels, using the k-space fractions they are

applied to as weighting coe�cients. The zero-�lling PF reconstruction can be thought

of as a multiple-kernel problem: the measured fPF fraction of k-space is reconstructed

by the identity kernel, while a zero kernel is applied to the non-measured periphery.

The respective g-factors of these kernels are of course 1 and 0, respectively, with the

acceleration factor being 1 everywhere, so the e�ective noise ampli�cation of the zero-

�lling reconstruction will be
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ge�ZF =
√

12 · fPF + 02 · (1− fPF) =
√
fPF, (4.24)

meaning that the noise in the �nal image will be decreased. Intuitively, this happens

because the non-measured and zero-�lled region does not have any noise that could

propagate into the �nal image, as opposed to the measurement noise that would be

present without PF.

In addition to the noise reduction however, such a multiplication in k-space also acts as

a convolution in image-space. The convolution function is the inverse Fourier transform

of the shifted window function, resulting in a sinc function multiplied by a phase ramp:

ρZF (x) = F−1
(
SZF (k)

)
= F−1

(
S (k) rect

(
k − kmax (1− fPF)

2kmaxfPf

))

= ρ (x) ∗ F−1

(
rect

(
k − kmax (1− fPF)

2kmaxfPf

))

= ρ (x) ∗
(
sinc (2πkmaxfPFx) ei2πkmax(1−fPf)x

)
(4.25)

Without the phase ramp, a convolution with such a sinc function would mean that the

minimal distinguishable spatial distance, i.e. the spatial resolution becomes 1/2kmaxfPF

instead of 1/2kmax that would be the case without PF. However, omitting the phase

ramp would mean that instead of PF, the sampled k-space region was simply shrinked

in this dimension, naturally resulting is lower resolution. The fact that the phase ramp

is present, that is, the window function is not centered to k-space origin, decreases the

degradation of spatial resolution. Nonetheless, some blurring and Gibbs-ringing [53] is

still present, and becomes more and more apparent as the PF factor decreases. This

blurring can also be thought as a signal loss in the �nal image: the non-measured k-

space region contains some signal, which is disregarded in a zero-�lling reconstruction.

Due to this missing signal, the SNR increase in the �nal image can be smaller than one

would expect from the lower e�ective g-factors in Equation 4.24. This e�ect is mostly

apparent for PF factors close to 1/2, since the center of k-space generally contains most

of the signal; therefore, if there are non-measured lines close to the k-space center, the

amount of missing signal increases. If this signal reduction becomes a greater e�ect

than the decrease in e�ective g-factors, the SNR of the �nal image can even decrease

compared to the case of PF factor 1, depending on the actual distribution of signal

power within k-space.
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4.3.2 Homodyne PF reconstruction

In order to avoid the blurring and ringing e�ects of zero-�lling, another PF recon-

struction method called homodyne reconstruction [41] is commonly applied, aiming

to restore the non-measured lines using conjugate symmetry while also taking into

account the nonzero object phase. A detailed derivation of this method can be found

e.g. in [41] and [54].

The procedure starts with the extraction of the symmetrically sampled k-space center.

This central region is apodized to avoid ringing, and inverse Fourier transformed to

image-space. The phase of the resulting low-resolution complex image is stored, and is

assumed to approximate the true object phase well, i.e. it is supposed that the phase

of the object inherently has a low resolution. The zero-�lled k-space is then inverse

Fourier transformed after a multiplication with a weighting function, giving zero weight

to the zero-�lled region, unit weight to the symmetrically sampled data, and double

weight to the data in the asymmetrically sampled periphery. To avoid ringing artifacts

from abrupt weight changes, this step-like weighting function is usually apodized in

practice. The created complex image is voxel-wisely multiplied with the conjugate of

the stored low-resolution phase image, and the �nal reconstructed image is computed

by taking the voxel-wise real part of the result.

To derive the mathematical background of this reconstruction method, we will start

by assuming a purely real-valued image and a one-dimensional problem, since PF is

generally performed in one spatial dimension. If the full k-space would be sampled

between −kmax and kmax, the inverse Fourier transform to image-space becomes

I (x) =

kmax∫
−kmax

S (k) ei2πkxdk (4.26)

Dividing this integral to the central and peripherical regions, assuming that the sym-

metrically sampled center in the PF measurement ranges between −k0 and k0, we

have

I (x) =

−k0∫
−kmax

S (k) ei2πkxdk +

k0∫
−k0

S (k) ei2πkxdk +

kmax∫
k0

S (k) ei2πkxdk (4.27)

If the object is purely real, k-space has an exact conjugate symmetry. Therefore, the

lower periphery (the one that is omitted in a PF acquisition) can be replaced by the
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complex conjugate of the upper periphery:

−k0∫
−kmax

S (k) ei2πkxdk =

kmax∫
k0

S (−k)∗ e−i2πkxdk =

 kmax∫
k0

S (k) ei2πkxdk

∗ (4.28)

Meaning that the peripheral integrals in Equation 4.27 are conjugated versions of each

other, therefore they can be combined:

I (x) =

k0∫
−k0

S (k) ei2πkxdk + 2Re

 kmax∫
k0

S (k) ei2πkxdk

 (4.29)

Since both the second part on the right side and the image itself are real, the �rst part

on the second side also has to be real-valued, allowing us to put it into the real part

operation as

I (x) = Re

 k0∫
−k0

S (k) ei2πkxdk + 2

kmax∫
k0

S (k) ei2πkxdk

 (4.30)

Which is equivalent to the real part of a full integral after the multiplication with the

appropriate weighting function, or, as also called in the literature, the homodyne �lter

(shown in Figure 4.4):

H (k) =


0 if k < −k0

1 if − k0 ≤ k ≤ k0

2 if k0 < k

(4.31)

I (x) = Re

 kmax∫
−kmax

H (k)S (k) ei2πkxdk

 = Re (IH (x)) (4.32)

Nevertheless, the object is not purely real in practice, meaning that the real part

operation above will cause a signal loss. To avoid this e�ect, the image is corrected with

the approximate, low-resolution phase before taking the real part. The low-resolution

image L (x) can be computed from the central, symmetrically sampled region (usually

with some apodization in practice):

L (x) = |L (x)|eiϕL(x) =

k0∫
−k0

S (k) ei2πkxdk (4.33)
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and the reconstructed image will be

Irecon (x) = Re
(
IH (x) e−iϕL(x)

)
(4.34)

If the object phase is well-approximated with the low-resolution phase computed from

the central region, this will result in an adequate image. However, if there are high-

frequency components of the object phase, the demodulated image will still have a

nonzero phase in regions where the phase changes rapidly, resulting in a loss of signal

in these regions after taking the real part of the image.

As mentioned before, in practice, both the weighting function H (k) and the low-

frequency k-space are apodized to avoid ringing artifacts caused by abrupt changes

in k-space. For the homodyne �lter, besides a straightforward apodization, another

commonly used possibility is to use a ramp-like function instead of the step-like solution

described in Equation 4.31. For this case, the constant weights of 0 and 2 for the

peripheric regions are unchanged, however, the weights in the symmetrically sampled

central region are set to increase linearly along PE direction from 0 to 2, connecting

the peripheric weights smoothly, as shown in Figure 4.4.

Figure 4.4: Homodyne weighting functions (�lters). Left: piece-wise constant �lter, without

the apodization generally used in practice to mitigate ringing artifacts. Right: ramp �lter to

avoid abrupt changes in k-space.

As opposed to zero-�lling reconstruction where the noise was decreased, a homodyne

reconstruction will increase the image noise, since the non-measured lines are e�ectively

calculated from the measured ones, causing the noise in the reconstructed region to be

linearly dependent on the noise in the measured region; therefore, the noise-decreasing
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e�ect of inverse Fourier transform is reduced. To quantify the noise ampli�cation, we

will again use the results of Breuer et al. [8] on the e�ective g-factors for the case when

multiple reconstruction kernels are applied to distinct k-space regions.

The multiplication of k-space with the weighting function H (k) can be thought of as

applying a position-dependent reconstruction kernel of the identity multiplied by the

local value of H (k). Therefore, the `g-factors' of such a local kernel, that is, the noise

ampli�cation caused by them, will be equal to the value of H (k). This means that the

e�ective g-factors can be computed using the squared values of H (k), according to [8]:

ge�H =

√∑
j

H2
j fj, (4.35)

where Hj denotes the value of H (k) in the j-th k-space region, while fj is the size of

the j-th region, i.e. the fraction of k-space where the weighting function has the value

Hj. Formally, the above equation is only valid for a piece-wise constant homodyne

�lter. If the �lter changes continuously (which is usually the case due to apodization

or to the ramp-like solution), the sum becomes an integral over k-space:

ge�H =

√√√√√ 1

2kmax

kmax∫
−kmax

(H (k))2 dk (4.36)

Evaluating Equation 4.36 for a Partial Fourier factor fPF, ignoring apodization, the

noise ampli�cation for step-like and ramp �lters are

ge�H, step (fPF) =
√

3− 2fPF (4.37)

ge�H, ramp (fPF) =

√
4

3
(2− fPF) (4.38)

Note that since local increases in k-space are squared in the computation of e�ective

noise ampli�cation, the above value for the ramp �lter with fPF = 1 is not equal to 1.

Of course, homodyne reconstruction does not end with the �ltering and inverse Fourier

transform: it also consists a phase demodulation and a real part operation, a�ecting

the noise in the �nal image. However, if the reconstruction works well and the SNR is

su�cient, the contribution of these operations to the noise ampli�cation can usually

be neglected compared to the e�ect of the homodyne �lter, as shown in Appendix D.
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Therefore, since the noise is mostly a�ected by the PF �lter, Equations 4.35 and 4.36

are approximately valid for the noise in the �nal image as well.

4.3.3 POCS PF reconstruction

Finally, a more advanced PF reconstruction called Projection Onto Convex Sets (POCS)

[48, 49, 55, 56] will be presented. This reconstruction technique aims at �nding the

non-measured k-space periphery by iteratively forcing the reconstructed image to sat-

isfy data consistency, and for it to have the low-frequency phase map computed from

the central, symmetrically sampled region. The procedure is schematically displayed

in Figure 4.5, and is described in the following.

First, the symmetrically sampled k-space center is extracted and apodized to avoid

ringing artifacts, followed by a zero padding to the original matrix size. The resulting

dataset is inverse Fourier transformed to image-space, and its phase map is stored.

The reconstruction method assumes that this low-frequency phase approximates the

actual phase map of the object well.

Following the phase map computation, the measured k-space with the missing pe-

riphery is zero-�lled and inverse Fourier transformed to image-space. The phase of

the resulting complex image is then exchanged with the stored low-frequency phase

map by taking the magnitude of the reconstructed image and voxel-wisely multiply-

ing it with the stored phase map. After the phase enforcement, the result is Fourier

transformed back to k-space, where data consistency is enforced by substituting the

measured data in all sampled k-space positions. The iteration continues by alternately

applying the stored phase in image-space, and ensuring data consistency in k-space,

until the stopping criteria is met, generally after a certain number of iterations or when

the results of two consecutive iterations are close to each other.

As described in [49], the possible reconstructions having the stored phase map, and the

possible reconstructions having the measured data in the sampled k-space points, form

two convex sets. Applying the low-frequency phase map is a projection to the �rst set,

while enforcing data consistency projects the reconstruction onto the second set. With

the proof presented in [55], such an iteration consisting of alternating projections onto

convex sets is known to converge, with the limit, i.e. the �nal reconstruction, being in

the intersection of the two sets. Therefore, if the iteration is not stopped prematurely,

the reconstructed image will satisfy both criteria: it will have the stored phase map, and

its k-space will be equal to the measured data in all sampled k-points. Note however,

that although the iteration is known to be convergent, there is no guarantee that it
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Figure 4.5: Projection Onto Convex Sets (POCS) reconstruction of Partial Fourier data.

First, the approximate (low-resolution) object phase is computed from the symmetrically

sampled central k-space region, and stored for later use. Then, an initial image is created by

the inverse Fourier transform of the zero-�lled dataset. The amplitude of this image is voxel-

wisely multiplied with the stored object phase, thereby enforcing the low-resolution phase

onto the reconstruction. This complex image is inverse Fourier transformed followed by the

insertion of measured lines to the resulting k-space data, enforcing data consistency. This k-

space dataset is inverse Fourier transformed back to image-space, starting another iteration

of phase enforcing and data substitution. This algorithm converges to a reconstruction whose

phase equals the computed object phase, and whose k-space equals the measured k-space in

the sampled region.

converges to the image that would have been resulted from a measurement without

PF. In the strict sense, it never happens, since the phase of the object is not equal

to the low-frequency phase calculated from the apodized k-space center. However, if

the di�erence between the two phase maps is small, which is the usual case if the PF

factor is not too small for the given actual object phase map, the POCS reconstruction

generally results in an adequate �nal image.

Note that, since this reconstruction method is iterative and nonlinear, the analytical

calculation of its noise ampli�cation is not trivial. Although some results about the

noise distribution after a POCS reconstruction can be found in the literature [57], a

closed analytical formula for the spatially dependent noise ampli�cation is currently not

known. Therefore, if the noise in a POCS-reconstructed image is required, it is generally

estimated by numerical simulations, e.g. using a pseudo-multiple-replica method [58].
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Chapter 5

Radiofrequency pulse design

Although di�erent radiofrequency pulse waveforms were already used for spectroscopy

before the invention of MRI, the need for speci�cally designed RF pulses was greatly

increased with imaging experiments. As the clinical and research applications of MRI

- and hence also the `zoo' of imaging pulse sequences - is getting bigger and bigger,

the purpose of RF pulses is continuously extending, now including spatially and/or

chemically selective excitation/refocusing/inversion, spin tagging, �ow labeling for an-

giography, signal suppression, evoking magnetization transfer e�ects, and many more.

Due to the overwhelming variety of applications, RF pulse design became a distinct

research �eld in its own, thus a thorough review is beyond the scope of this thesis.

Therefore, the description of pulse design algorithms will be limited to the the meth-

ods used throughout the work presented here, supplemented by their mathematical

background.

5.1 The low-�ip-angle approximation

To address the problem of spatially selective excitation, the Bloch equations described

in section 2.2 need to be considered, taking into account RF and gradient �elds si-

multaneously. Ignoring relaxation e�ects and �eld inhomogeneity, and using the same

notations as in the mentioned section, the time derivative of the magnetization in the

rotating reference frame will be:

dM

dt
= γM ×

(
B1 (t) + G (t) rẑ

)
(5.1)

d

dt


Mx

My

Mz

 = γ


Mx

My

Mz

×



B1,x (t)

B1,y (t)

0

+


0

0

G (t) r


 (5.2)
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d

dt


Mx

My

Mz

 = γ


MyG (t) r−MzB1,y (t)

MzB1,x (t)−MxG (t) r

MxB1,y (t)−MyB1,x (t)

 (5.3)

Unfortunately, an explicit analytical solution to this problem, i.e. a solution expression

that does not contain and does not depend on the time-dependent magnetization

itself, does not exist. For this reason, for the case of excitation applied to equilibrium

magnetization, an approximate solution called the low-�ip-angle (LFA) approximation

is widely used in practice. The idea of this concept is that if the excitation �ip angle is

small, the change in the z-component of the magnetization is negligible, therefore the

z-component can substituted by its equilibrium value M0 throughout the excitation.

In this way, Equation 5.3 can be simpli�ed as

d

dt


Mx

My

Mz

 = γ


MyG (t) r−M0B1,y (t)

M0B1,x (t)−MxG (t) r

0

 (5.4)

As opposed to the general case in Equation 5.3, this does have an explicit analytical

solution. Furthermore, this coupled system of equations can be rewritten into a single

di�erential equation using the complex representation of the transverse magnetization

as de�ned in Equation 2.6, and the similar complex representation of the RF �eld:

M+ = Mx + iMy (5.5)

B1 (t) = B1,x (t) + iB1,y (t) (5.6)

dM+

dt
= −iγM+G (t) r + iγM0B1 (t) (5.7)

If the excitation is applied to equilibrium magnetization, i.e. M+ (t = 0) = 0, the

explicit solution of this will be:

M+ (r, t) = iγM0e
−iγr

t∫
0

G(t′)dt′
t∫

0

B1 (t′) e
iγr

t′∫
0

G(t′′)dt′′

dt′ (5.8)

At this point it is useful to introduce the concept of excitation k-space, de�ned as the

time integral of the remaining gradient waveform after the point of interest. Denoting

the end of the excitation with Tend:
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k(t) = − γ

2π

Tend∫
t

G (t′) dt′ (5.9)

Substituting this into Equation 5.8, and evaluating the transverse magnetization at

the end of the excitation pulse, we have

M+ (r, Tend) = iγM0e
i2πk(0)r

Tend∫
0

B1 (t) ei2π[k(t)−k(0)]rdt

= iγM0

Tend∫
0

B1 (t) ei2πk(t)rdt

(5.10)

Intuitively, this result can be interpreted in the following way. In the in�nitesimally

small dt time interval around time point t, a small transverse magnetization is gen-

erated by the RF pulse, with its amplitude and phase de�ned by the momentary

magnitude and phase of the pulse. This small portion of transverse magnetization

will then be a�ected by the gradient waveform that follows the said dt time interval,

therefore its phase at the end of the pulse will be proportional to the time integral

of the gradient from t to the end of the pulse, i.e. −k(t). In the next time interval,

another small transverse magnetization is created, which will have a gradient-induced

phase −k(t + dt) at the end. These small fractions of transverse magnetization are

assumed to simply add up to form the �nal transverse magnetization pro�le. As this

is a low-�ip-angle approximation, the longitudinal magnetization is assumed to be

unchanged, meaning that the same momentary complex RF amplitude generates the

same in�nitesimal transverse magnetization regardless of the time it happens and the

magnetization excited so far. Furthermore, the transverse magnetization that is al-

ready tipped is assumed to be una�ected by the following RF pulse waveform. The

multiplication with i simply shows the 90° phase di�erence between B1 �eld and the

resulting transverse magnetization: if the RF �eld is applied along the x axis, the

transverse component will point to the y direction in the rotating frame.

5.2 Analytical pulse design

The mathematical relation in Equation 5.10 between the RF �eld end the resulting

magnetization can be transformed to become more intuitive, starting with performing
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the integration over the traversed excitation k-space trajectory k(t) instead of inte-

grating over time. To achieve this variable switch, the inverse of the k-space velocity

(i.e. the inverse of the gradient magnitude) is used as Jacobian:

dt =

∥∥∥∥dk(t)

dt

∥∥∥∥−1

dk(t) (5.11)

M+ (r, Tend) = iγM0

k(Tend)∫
k(0)

B1 (k(t)) ei2πk(t)r

∥∥∥∥dk(t)

dt

∥∥∥∥−1

dk(t)

= iγM0

k(Tend)∫
k(0)

B1 (k(t)) ei2πk(t)r 1
γ
2π
‖G (k(t))‖

dk(t)

(5.12)

Note that the integration in Equation 5.12 is performed along the traversed excitation

k-space trajectory, a space curve de�ned by the gradient waveforms and parametrized

by time. In order to integrate over all excitation k-space, a sampling function has to

be introduced that designates the trajectory that was actually traversed:

S (k) = δ
(
k− k (t)

)
(5.13)

M+ (r, Tend) = iγM0

∫
B1 (k) ei2πkr 1

γ
2π
‖G (k)‖

S (k) dk

= i2πM0F−1

(
B1 (k)

S (k)

‖G (k)‖

) (5.14)

Meaning that the relation between the RF pulse and the resulting magnetization pro�le

in the LFA approximation is a simple Fourier transform, analogously to the case of

image acquisition: the complex RF amplitude - weighted by the sampling function

and the inverse gradient magnitude - corresponds to the measured raw data, while the

magnetization acts as the reconstructed image.

Once the k-space trajectory, that is, the gradient waveforms during the excitation, is

�xed, this Fourier-relation enables the analytical design of and RF pulse to achieve a

given desired transverse magnetization pro�le. In the following sections, this procedure

is described brie�y, for one-dimensional and multi-dimensional cases.

5.2.1 1D analytical pulse design: slice selection

In most clinical and research imaging scenarios, introcuding a one-dimensional spatial

variation in transverse magnetization is su�cient, with the vast majority of these tasks
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being a simple slice- or slab-selection.

For a one-dimensional selectivity, a k-space traverse � and therefore a gradient � along

a single spatial direction is enough. Without the loss of generality, it will be assumed

in the following derivation that the selection is performed along the z axis. In this case,

the sampling function reduces to a line along the kz axis, therefore the integrations over

kx and ky in the �rst row of Equation 5.14 are trivial, leaving only the kz-dependence.

Assuming that the traversed section runs between −kmax and kmax, we have

M+ (z, Tend) = i2πM0

kmax∫
−kmax

B1 (kz)

|Gz (kz)|
ei2πkzzdkz (5.15)

If B1 is de�ned to have zero values everywhere outside of the (−kmax, kmax), then the

integration can be extended to again form a full Fourier integral:

M+ (z, Tend) = i2πM0

∞∫
−∞

B1 (kz)

|Gz (kz)|
ei2πkzzdkz = i2πM0F−1

(
B1 (kz)

|Gz (kz)|

)
(5.16)

Which can now be inverted to �nd the necessary RF pulse for the target magnetization

pro�le M target
+ as:

B1 (kz) =
−i

2πM0

|Gz (kz)|F
(
M target

+ (z)
)

(5.17)

Finally, the time-dependent RF pulse waveform can be calculated by simply using the

time-dependence of excitation k-space traversal:

B1 (t) =
−i

2πM0

|Gz (t)|F
(
M target

+ (z)
)

(5.18)

However, the target magnetization distribution generally has an in�nite support in

Fourier-space, which cannot be fully traversed. For the case of the commonly desired

slice selection for instance, an ideal rect target function would require a sinc distribu-

tion to be played out in excitation k-space, which is of course not feasible in practice.

The common procedure is to truncate the waveform resulting from Equation 5.18 to

have a �nite length, and to apply an apodization to ensure a smooth(er) transition

to zero at the pulse edges, mitigating the sidelobes of the resulting pro�le that would

otherwise emerge due to the truncation. As a result, the transverse magnetization

pro�le will usually not be perfect, it will only approximate the target distribution.

Nevertheless, this pulse design is widely used in practice, and is able to produce fairly
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accurate slice pro�les even for �ip angles up to 90°, where the assumptions of the LFA

approximation are strongly violated.

As a �nal note, we mention that if the gradient amplitude is constant during the pulse,

which is the case in the vast majority of clinical acquisitions, the multiplication with

the gradient amplitude can be omitted during the pulse design. This will not introduce

normalization problems, since a constant factor is generally applied to the pulse by

the scanner to ensure the correct �ip angle, taking into account RF coil e�ciency, coil

loading, etc.

5.2.2 Multidimensional analytical pulse design

Obtaining an optimal RF waveform analytically is slightly more complex if two- or

three-dimensional spatial variance is necessary, although it may look straightforward

at �rst sight. In a strictly formal sense, the inversion of the forward expression in

Equation 5.14 seems trivial, since for any desired M target
+ it can be written as

B1 (k) =
−i

2πM0

‖G (k)‖
S (k)

F
(
M target

+ (r)
)

(5.19)

However, a division with the sampling function S (k) is not meaningful, as it is de�ned

as a delta function designating the space curve traversed during the excitation. There-

fore, the true sampling function has to be approximated by a function that is not zero

anywhere, but still contains relevant information of the sampling. This approximation

is usually referred to as sampling density, and will be denoted here by S̃ (k), resulting

in the � now meaningful � formula

B1 (k) =
−i

2πM0

‖G (k)‖
S̃ (k)

F
(
M target

+ (r)
)

(5.20)

The remaining task is to create an appropriate nonzero sampling density function.

With detailed explanations in [59, 60], here we only mention that this function is

usually found as the inverse of the local distance between neighboring sections of the

excitation k-space trajectory. For example, with an EPI-like excitation trajectory, the

inverse of the ∆k distance between consecutive lines can be used. For the case of

a spiral excitation, the inverse of the radial distance ∆kr between successing loops is

appropriate (using the local ∆kr at each point for a variable-density spiral). However, if

this sampling density is constant at each sampled region, e.g. with a uniformly sampled

EPI-like trajectory or using a constant-density spiral, it can be simply omitted from
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the pulse design, as in the case of omitting the constant gradient amplitude in one-

dimensional selective pulses.

Similar to the one-dimensional case, the excitation pro�le is rarely perfect, as the tra-

versed k-space extent is �nite while the Fourier transform of the target pro�le generally

has in�nite support. Furthermore, in a multidimensional excitation, the trajectory will

sample k-space in a discrete manner resulting in a spatially repetitive pro�le. Just as

in image acquisition, the excitation k-space must be sampled densely enough in order

to avoid an overlapping e�ect, meaning that the sampling distance ∆k should be less

then (or at least equal to) the target FOV in the discretely sampled direction, or than

the diameter of the target FOV for a spiral pulse. This constraint can be somewhat

relaxed if more than one RF coil is used for the excitation, exploiting the excitation

pro�les of the coils to accelerate the pulse, a technique called parallel transmit (see

e.g. [61, 62, 63]). This method, although exciting and has the possibility to enable or

facilitate many applications, was not used during the work presented in this thesis,

and therefore will not be described here.

5.3 Computational pulse design

Although a low-�ip-angle pulse can be designed analytically as described in the pre-

vious section, the analytical method has some disadvantages that could result in a

suboptimal pulse, especially for a multidimensional excitation. Besides the nontrivial

approximation of the sampling density function, the most signi�cant drawback is the

lack of weighting and regularization, as described in the following.

In order to use Equation 5.20, the target magnetization pro�le has to be determined

everywhere; however, this is not always trivial. First, the pulse designer is usually

interested in the resulting transverse magnetization only in regions which could have

signal, that is, within the object to be scanned. In special cases, for example if only a

speci�c organ or region is important in the given study, the region of interest (ROI)

for the pulse could be restricted to even smaller areas. Of course one can substitute

e.g. zero magnetization as target outside the ROI, however, that can (and probably

will) make the excitation task harder to achieve, as the abrupt change in the target

pro�le at the border of the ROI will introduce unwanted high-frequency components.

This e�ect can be mitigated by setting the target outside the ROI to match the target

at the borders of the ROI, thereby smoothing the target, but it still may not be the

optimal solution in terms of practical feasibility of the pulse. It would therefore be
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bene�cal to be able to incorporate a ROI designation into the pulse design; or even to

introduce a weight to each spatial location to increase or decrease the importance of

precisely approximating the target there.

Furthermore, even if the magnetization target is de�ned everywhere, the pulse wave-

form resulting from Equation 5.20 could still easily be non-feasible due to SAR con-

straints (a quantity related to the heat dissipation in human tissue caused by RF

pulse), or due to the peak RF amplitude required by the designed pulse being too high

for the RF ampli�er. Therefore it would be advantageous to introduce a penalty to

high SAR and high peak RF amplitude into the pulse design.

Both of the above-described problems can be solved by a numerical design of the RF

pulse, introduced by Yip et al. in [64]. Instead of a direct Fourier-design, this technique

handles the pulse design as a minimization problem, aiming to minimize the spatially

weighted di�erence between target and resulting magnetization pro�les, while also

taking into account penalty for SAR and high RF amplitude as regularization terms.

The procedure starts with the discretization of quantities of the time-domain forward

relation in Equation 5.10, including time, RF pulse waveform, excitation k-space trajec-

tory, spatial position, and target magnetization. After a discretization, the integration

becomes a sum, with the resulting transverse magnetization at position rm being

M+ (rm) = iγM0

Nt∑
j=0

B1 (tj) e
i2πk(tj)rm∆t (5.21)

where ∆t is the time interval between consecutive discrete time points, with the total

number of time points being Nt. Using a vector and matrix notation, denoting the

number of discrete spatial positions by Nr, this sum can be formulated as a matrix

multiplication:

m =


M+ (r0)

M+ (r1)
...

M+ (rNr)

 , b =


B1 (t0)

B1 (t1)
...

B1 (tNt)

 (5.22)

Am,j = iγM0e
i2πk(tj)rm∆t (5.23)

m = Ab (5.24)

where A is the system matrix containing the information of the (�xed) excitation

k-space trajectory, connecting the RF waveform to the resulting magnetization. An
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optimal RF pulse waveform is then calculated by minimizing the excitation error,

taking into account the spatial weights on the local importance of the result and the

penalties on extreme RF waveforms:

bopt = arg min
b

(
‖Ab− d‖2

W + ‖Lb‖2
2

)
(5.25)

where ‖·‖W denotes the `weighted 2-norm' (which is generally not a norm in the

mathematical sense):

bopt = arg min
b

(
(Ab− d)†W (Ab− d) + b†L†Lb

)
(5.26)

In the above expressions, the spatial weights are contained in the diagonal matrix W,

having a size of Nr × Nr, with each diagonal element corresponding to one spatial

location. This matrix can be used to designate (possibly multiple) ROIs where one is

interested in the excitation results, by e.g. setting the appropriate diagonal elements

to 1, while setting all other elements to zero. Furthermore, if the importance of precise

excitation is region-dependent, higher weights can be associated to the more important

regions. Note that usually all weights, and therefore all diagonal elements of W, are

either positive real numbers or zeros, resulting in a positive semide�nite W and ‖·‖W
being a seminorm. (A negative weight would mean that we intentionally want the

excitation to be imperfect at that location, which is not really meaningful in practice)

The diagonal regularization matrix L, having a size of Nt × Nt with each diagonal

element corresponding to a certain time point, has two functions. First, setting a

high value to a certain diagonal element introduces a penalty to the RF amplitude

at that time point, i.e. at that point in k-space trajectory. Furthermore, increasing

all diagonal elements will result as a standard Tikhonov-regularization as described in

section 3.5, penalizing the sum of |B1|2, that is, the integrated RF power, a quantity

being proportional to the SAR [65].

In [64], Yip et al. proposes an iterative solution to the minimization problem in Equa-

tion 5.26. However, commercially available computational power has increased greatly

since the publication of this paper, allowing a direct solution for several practical cases,

especially for one- and two-dimensional excitations. With the derivation in Appendix

A, the exact minimum in Equation 5.26 is achieved with:

bopt =
(
A†WA + L†L

)−1
A†Wd (5.27)
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Note that even with regularization terms, it is bene�cal to the solution if the system

matrix A has full rank, requiring each k (tj) position to be sampled only once during

the pulse, calling for a non-intersecting k-space trajectory. An intersecting trajectory

would mean that the solution is not unique, as the transmitted RF power for the

intersection point can be distributed between the multiple sampling occasions. Never-

theless, this algorithm can still handle intersecting trajectories, since the uniqueness of

k-space points is only required after discretization; therefore, if the intersection point

is not sampled, i.e. it falls between two sampled time points, the system matrix will

still have full rank. Due to this trick and to the fact that no intersecting trajectories

were used in the presented work, the problem of trajectory intersection will not be

addressed here.
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Chapter 6

Phase optimization in Virtual Con-

jugate Coil reconstruction for max-

imized SNR

In the Virtual Conjugate Coil reconstruction, as mentioned before, the noise ampli�-

cation depends strongly on the phases of receiver coils, and on the phase distribution

of the object. This means that including the VCC signals into the reconstruction can

have a greater advantage if the object phase distribution is modi�ed during the mea-

surement to be favorable. In the original work of VCC reconstruction, the authors

used a k-space shift in the direction of acceleration, introducing a linear phase ramp

in image-space in addition to the inherent phase of the object [1]. This technique can

provide notable decrease in the g-factors of a VCC reconstruction, however, its bene�t

depends strongly on the inherent object phase. If the phase of the object shows little

variation without abrupt edges or non-smooth changes, an additional linear phase

ramp results in an improved reconstruction conditioning. However, if the phase vari-

ations are higher, the required phase di�erences between overlapping voxels will be

spoiled, resulting in a reduced VCC bene�t.

Therefore, in order to maximize the bene�t of VCC reconstruction, it would be desir-

able to modify the object phase in a general spatially varying pattern, aiming to achieve

an optimal phase distribution that minimizes the VCC g-factors. The existence of such

an optimal phase map was also shown in [1] by simulation. Initial experiments used

2D selective RF pulses to introduce the optimal object phase for in-plane acceleration,

on a preclinical scanner [66].

In the �rst part of the PhD work, we approximated the optimal phase distribution using

tailored RF pulses to reduce the noise ampli�cation in both in-plane parallel imaging

[T1, T3] and simultaneous multislice acquisitions [T2, T3], on a clinical scanner. In

this chapter, the theoretical background and the detailed procedure of the method is

described, and in-vivo measurements using this technique are presented. The result-
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ing image quality is compared with conventional parallel imaging reconstructions and

phase-constrained reconstruction with 1D linear phase control achieved by a k-space

shift.

6.1 Impact of background phase on the VCC noise

ampli�cation

First, the e�ect of the object phase distribution on VCC-SENSE g-factors is discussed.

In a SENSE-like reconstruction, the g-factors of a given aliasing voxel group are inde-

pendent from any other voxels, therefore it is su�cient to analyze a general overlapping

voxel group. Using the de�nition of the e�ective coil sensitivities in Equation 4.6 and

the same notations as before, the in�uence of the object phase on the noise ampli�ca-

tion can be expressed by examining the key matrix D†VCCΨ−1
VCCDVCC as follows.

D†VCCΨ−1
VCCDVCC =

[
CP

(CP)∗

]† [
Ψ 0

0 Ψ∗

]−1 [
CP

(CP)∗

]

= (CP)†Ψ−1CP + ((CP)∗)
† (

Ψ−1
)∗

(CP)∗

= 2 · Re
(

(CP)†Ψ−1CP
)

= 2 · Re
(
P†C†Ψ−1CP

)
(6.1)

Writing out the elements using the explicit object phase values, we will have

(
D†VCCΨ−1

VCCDVCC

)
j,m

= 2 · Re
(
P†C†Ψ−1CP

)
j,m

= 2 · Re
((

C†Ψ−1C
)
j,m
· ei(ϕm−ϕj)

) (6.2)

Therefore, the task in phase optimization is to ensure that the object has such a phase

distribution, that the g-factors calculated by the inverse of the above matrix are as

small as possible. Ignoring noise covariances, or assuming that noise pre-whitening was

performed before the virtual coil creation, the minimization of g-factors means that we

want to reduce or eliminate the o�-diagonal elements of D†VCCDVCC, since a diagonal

case would mean that all g-factors in that aliasing group are equal to 1. According

to Equation 6.2, this means that we want the background phase to result in a purely

imaginary value of
(
C†C

)
j,m
· ei(ϕm−ϕj) for j 6= m. For the extreme case of one receiver

coil having purely real sensitivity pro�le and two-fold overlapping, a phase di�erence
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of π/2 between any two overlapping voxels is the optimal solution, resulting in the

g-factors being 1, as described in [1] and discussed in the following.

Assuming unit noise variance in this hypothetical coil, denoting its purely real sensi-

tivities at the two overlapping points by C1,1 and C1,2, and the object phase values by

ϕ1 and ϕ2, the key matrix in a VCC-SENSE can be written as

Re
(
D†D

)
= Re

(
(CP)†CP

)
= Re

([
C2

1,1 C1,1C1,2e
i(ϕ2−ϕ1)

C1,1C1,2e
i(ϕ1−ϕ2) C2

2,2

])

=

[
C2

1,1 C1,1C1,2 cos (∆ϕ)

C1,1C1,2 cos (∆ϕ) C2
2,2

]
,

(6.3)

where ∆ϕ is the phase di�erence between the two voxels. Therefore, if the overlapping

voxels have the same phase, the cos(∆ϕ) term equals 1 and the matrix becomes sin-

gular, therefore the reconstruction is rendered impossible. This is the expected result

since in this case VCC does not provide independent information to the original SENSE

problem of one coil and two-fold overlapping, for which a unique solution cannot be

found.

However, if there is a phase di�erence between the overlapping voxels, the matrix

becomes regular, with its inverse and the resulting g-factors in both positions being:

Re
(
D†D

)−1
=

=
1

C2
1,1C

2
1,2 (1− cos2 (∆ϕ))

[
C2

2,2 −C1,1C1,2 cos (∆ϕ)

−C1,1C1,2 cos (∆ϕ) C2
1,1

]
(6.4)

g =

√
C2

1,1C
2
1,2

C2
1,1C

2
1,2 (1− cos2 (∆ϕ))

=

√
1

(1− cos2 (∆ϕ))
=

1

|sin (∆ϕ)|
(6.5)

meaning that, with a phase di�erence of π/2, both g-factor values are equal to 1.

In a general setup with multiple receiver channels and an acceleration factor higher

than 2, g-factors generally cannot be decreased to 1 with any object phase distribution.

Nevertheless, an ideal phase can still provide signi�cant bene�t: with acceleration

factor R, g-factors of the VCC reconstruction with optimal object phase are identical

to those of a conventional reconstruction with acceleration factor R/2. This can be

intuitively illustrated if we assume the coil sensitivities to be purely real (actually, it
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is su�cient to assume that all elements in C†C are real), and the noise covariance is

the identity. In that case, having N coils and an even acceleration factor R, denoting

the m-th column in C by cm, the VCC key matrix can be written as

Re
(
D†D

)
=


c†1c1 c†1c2 cos (ϕ2 − ϕ1) . . . c†1cR cos (ϕR − ϕ1)

c†2c1 cos (ϕ1 − ϕ2) c†2c2 . . . c†2cR cos (ϕR − ϕ2)
...

...
. . .

...

c†Rc1 cos (ϕ1 − ϕR) c†Rc2 cos (ϕ2 − ϕR) . . . c†RcR


(6.6)

Setting the phase of the voxel in the m-th position to mπ/2 will result in the cos()

term in every second element in the above matrix being zero. Namely, all the elements

with indeces (j,m), where |j −m| is an odd number, will be zeros, resulting in a

checkerboard-like matrix pattern:

Re
(
D†D

) (
ϕm = m

π

2

)
=



c†1c1 0 c†1c3 . . . 0

0 c†2c2 0 . . . c†2cR

c†3c1 0 c†3c3 . . . 0
...

...
...

. . .
...

0 c†Rc2 0 . . . c†RcR


(6.7)

With a simple permutation, this checkerboard-like matrix can be transformed into a

block matrix, separating the positions with odd and even indeces. Using a MATLAB

notation for columns and denoting the appropriate permutation matrix by Q:

C†Codd = C(:, 1 : 2 : end)†C(:, 1 : 2 : end) =


c†1c1 c†1c3 . . . c†1cR−1

c†3c1 c†3c3 . . . c†3cR−1

...
...

. . .
...

c†R−1c1 c†R−1c3 . . . c†R−1cR−1


(6.8)

C†Ceven = C(:, 2 : 2 : end)†C(:, 3 : 2 : end) =


c†2c2 c†2c4 . . . c†2cR

c†4c2 c†4c4 . . . c†4cR
...

...
. . .

...

c†Rc2 c†Rc4 . . . c†RcR

 (6.9)

Q
[
Re
(
D†D

) (
ϕm = m

π

2

)]
Q−1 =

[
C†Codd 0

0 C†Ceven

]
(6.10)
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The inverse of such a block-diagonal matrix is a block matrix containing the inverses

of each block:

(
Q
[
Re
(
D†D

) (
ϕm = m

π

2

)]
Q−1

)−1

= Q
[
Re
(
D†D

) (
ϕm = m

π

2

)]−1

Q−1

=

[(
C†Codd

)−1
0

0
(
C†Ceven

)−1

] (6.11)

From which the inverse of the original matrix can be computed by the inverse permu-

tation. Note however, that the inverses in the block matrix are the key matrices to

standard SENSE reconstructions:
(
C†Codd

)−1
is the matrix for the case when only the

voxels with odd-indexed positions overlap, while
(
C†Ceven

)−1
is the matrix for the case

of overlapping voxels in even-indexed positions. Therefore, setting the object phase as

an increment of π/2 results in g-factors equivalent to a standard SENSE where only

every second voxel is overlapping, i.e. where an acceleration factor R/2 is used.

For a practical case of complex sensitivities and non-identity noise covariance, the

analytical description is not trivial, and a simple incremental phase as above is not

optimal. However, a phase increment of π/2 between neighboring voxels usually still

provides notable bene�t, since the coil sensitivity pro�les, and therefore also their

phases, vary smoothly in space, therefore the phase di�erence in e�ective sensitivities

between neighboring voxels is determined mostly by the object phase distribution.

Such a linear phase ramp can be easily introduced by a k-space shift in the direction of

acceleration, as it corresponds to a phase ramp in image-space. This method of applying

a phase ramp using a k-space shift was shown to improve the VCC reconstruction

quality by Blaimer et al. [1]. Note however, that with this technique, the object phase

will not be equal to a linear phase ramp, as the inherent phase distribution of the

object is still present, and is added to any introduced ramp. Therefore, this method

it most useful in cases where the inherent object phase is smooth, e.g. in spin-echo-

based measurements and conventional one-line-per-shot acquisitions, where the �eld

inhomogeneity does not cause strong inherent phase variations.

Nevertheless, it is not trivial whether the results described above still holds for complex

sensitivities. Computer simulations show that the answer is fortunately yes: g-factors

equivalent to the ones of standard SENSE with acceleration factor R/2 can still be

achieved with an appropriate phase distribution. Furthermore, these simulations also

show that this is in fact the best possible result, i.e. the minimum values of VCC

g-factors are equal to the ones of conventional SENSE with halved acceleration. An

exemplary simulation for a gradient-echo EPI acquisition with acceleration factor 8
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using 52 receiver channels is displayed in Figure 6.1, showing that the g-factor maps

of the VCC reconstruction with R = 8 and the ones of the conventional reconstruction

with R = 4 are almost indistinguishable. For comparison, the g-factors that would

occur if a simple π/2 phase increment per overlapping voxel would be introduced by a

k-space shift are also shown. In addition to the optimal phase map, the inherent object

phase distribution is also displayed, as well as the di�erence between the two, i.e. the

phase map that needs to be introduced to result in an optimal phase when added to

the inherent object phase. The method used here for �nding the optimal phase values

is described in the next section.

Figure 6.1: Exemplary calculated optimal and target phase maps and simulated g-factors for

a gradient-echo EPI acquisition, for acceleration factor R = 8. Magnitude reconstruction of

the full measurement (a) is shown as well as the extracted object phase (b), the computed

optimal phase map (c), and the target phase map of the RF pulse (d). In the lower row,

simulated g-factor maps are shown for conventional reconstruction with R = 4 (e), VCC

reconstruction with optimal phase map with R = 8 (f), and VCC reconstruction with a

linear phase ramp with R = 8 (g). g-factors of the VCC recon with optimal phase are nearly

identical to the ones of conventional recon with halved acceleration factor. Also, g-factors

in the case of optimized phase map (f) are signi�cantly lower than the ones with a simple

spatially linear phase ramp (g). [T3]

Intuitively, the bene�t of optimal phase pattern can be thought of as an analogy of
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optimal coil sensitivities and aliasing pattern. In a phase-constrained reconstruction,

the phase pattern works like an additional spatial encoding function, much like an

additional coil, which modi�es the noise ampli�cation. As the g-factors in conventional

parallel imaging can be varied by changing the coil geometry, or by modifying the

aliasing pattern via optimized phase-encoding patterns like in CAIPIRINHA [18, 19];

in phase-constrained parallel imaging, g-factors can additionally be varied by changing

the phase distribution. The bene�t of phase optimization is well illustrated in the

above-mentioned extreme case of one receiver channel and two-fold acceleration. In

this setup, the only information available to separate overlapping voxels is the phase

di�erence between them. Without phase optimization, the generally small di�erences in

the inherent object phase could result in immense noise ampli�cation, or even render

the reconstruction impossible; while introducing the optimal phase distribution can

decrease the g-factors to 1 everywhere, providing a perfect reconstruction.

Note that, for a given coil geometry, the elements of D†VCCΨ−1
VCCDVCC, hence also

the g-factors, are only dependent on the phase di�erences between aliasing voxels,

meaning that adding a constant phase shift to all voxels in the aliasing group does not

change the reconstruction quality. Moreover, this phase shift can be di�erent for each

overlapping voxel group without a�ecting the g-factors, as long as all voxels within a

group experience the same phase shift. This allows one to choose a spatially smooth

optimal phase map by carefully selecting the phase shifts added to each overlapping

voxel group, as elaborated in the next section.

6.2 Overview of the procedure

To test the bene�t from the optimized object phase distribution, the following proce-

dure was performed. A detailed description of each step is presented in the following

sections.

1. A full-sampled prescan was performed with conventional excitation.

2. From the prescan data, coil sensitivity maps were estimated, and the intrinsic

object phase map was extracted. From these, a spatially smooth optimal back-

ground phase distribution was calculated for the desired acceleration factor.

3. A tailored RF excitation pulse was designed for the optimized phase map, and

4. was applied in subsequent accelerated and full scans, with the latter serving as

a gold standard in the evaluation of the reconstruction.
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Conventional and optimized accelerated measurements were reconstructed with and

without the inclusion of VCC signals. Results were compared to the full-sampled gold

standard images; g-factor maps were computed for all cases. Flip angle inhomogeneity

of the tailored excitations was measured by comparing conventional and optimized

scans.

6.3 Optimal and target phase computation

As can be seen from Equations 6.1 and 6.2, the optimal object phase is highly de-

pendent on the coil sensitivity pro�les. Also, in order to determine the what phase

distribution needs to be introduced to achieve and optimal phase map, knowledge of

the intrinsic object phase is required as it will be superimposed on any phase map

introduced by a tailored excitation. For this reason, after a short noise measurement,

a fully sampled prescan was performed using non-selective excitation followed by slice-

selective refocusing. A non-selective excitation was chosen to make the prescan com-

parable to the optimized scan, where the tailored excitation was also non-selective.

Besides the excitation pulse, sequence parameters of the prescan were identical to the

subsequent optimized acquisition. An accelerated dataset using conventional excitation

was also acquired for comparison. Measured data were reconstructed and evaluated

o�line in MATLAB (The MathWorks, Natick, MA, USA). Noise pre-whitening was

performed on the receiver channels using the noise-only acquisition [9, 10]. Complex-

valued sensitivity pro�les were estimated with ESPIRiT [67] and were subsequently

used to extract the intrinsic object phase distribution.

Following the object phase extraction, a binary mask of voxels with relevant signal was

produced from the reconstructed prescan magnitude images. For each overlapping voxel

group in a given acceleration scheme, optimal background phase values were computed

using an iterative, derivative-free simplex search algorithm [68], by minimizing the sum

of the squared VCC-SENSE g-factor values in the voxel group. Initial values for phase

di�erences were chosen to be spatially linear in the direction of acceleration with a

π/2 di�erence between neighboring overlapping voxels, as this is expected to be close

to the optimum [1], as described in the previous section. Voxels outside the binary

masks were disregarded in the optimization procedure. The initial target phase map

for the tailored RF pulse was taken as the di�erence of the optimal phase and the

intrinsic object phase. Up to this point the procedure is similar to the work presented

in [66]. However, in our case, another simplex search was performed on the initial

target to make it spatially smooth for physical feasibility. In this step, di�erent phase
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shifts were added to each overlapping voxel group separately in each iteration, in

order to reduce discontinuities and edges in the target phase map while maintaining

optimal g-factors. This was achieved by minimizing the sum of the squared magnitude

of the phase gradient over the target phase map. Finally, the resulting target was

�ltered with an isotropic Gaussian kernel of 8 mm standard deviation to ensure physical

feasibility by smoothing out any remaining egdes. The scheme of the whole procedure

is depicted in Figure 6.2. For the reproducibility of these results, source code for

this process and sample data are available for non-commercial research purposes at

https://github.com/adamkettinger/phase-optimization-for-VCC.

Figure 6.2: Scheme of the target phase map calculation procedure. As shown, the calculation

of the initial target phase is followed by another simplex search to �nd a smoother phase dis-

tribution with unchanged VCC-SENSE g-factors, and a �nal Gaussian �ltering to ensure the

feasibility of the target. Note that, the optimal phase only depends on the receiver sensitivity

pro�les and the acceleration pattern, and does not depend on the object phase, therefore, it

is expected to be similar to the one shown here regardless of the object being measured, pro-

vided that the imaging geometry, the receiver coil, and the acceleration pattern is the same.

However, the target phase is computed as the voxel-wise di�erence between optimal phase

and inherent object phase, causing it to depend heavily on the object and its background

phase. [T3]
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6.4 RF pulse design

Pre-de�ned gradient waveforms for the tailored pulses were generated using the gra-

dient design algorithm by James G. Pipe publicly available on the `MRI Unbound'

website of ISMRM [69], and were optimized for hardware limits on maximum gradient

amplitude and slew rate. Tailored RF pulse waveforms were calculated in the low-�ip-

angle approximation using the computational design algorithm described in section

5.3, using minor Tikhonov regularization to limit the SAR of the resulting pulses. The

traversed excitation k-space trajectory was computed by numerical integration of the

designed gradient waveforms.

Target magnetization pattern was set to have a magnitude of 1 everywhere, with its

phase being the computed target phase map. The spatial weights in the weight matrix

W were set to 1 everywhere within the binary object mask, and to zero everywhere else.

This way, the voxels outside of the binary masks were disregarded in the optimization.

Instead of an iterative minimization proposed in [64], the design equations were solved

directly using the formula in Equation 5.27. Pulse dwell time was set to 2.5 µs in all

cases.

Each pulse was designed for a single transmission coil with homogeneous excitation

pro�le. Note that, while B1 inhomogeneity plays a substantial role in the intrinsic

object phase, it will not a�ect the phase of the optimized scan, as derived next.

The intrinsic object phase is introduced by the inhomogeneity of the B1 and B0 �elds.

Supposing these two are independent, i.e. ignoring the interaction between static �eld

inhomogeneity and excitation, we can write

ϕintrinsic = ϕB0 + ϕB1 (6.12)

The target phase is calculated as the voxel-wise di�erent of the optimal and intrinsic

phases, neglecting B1 inhomogeneity, resulting in

ϕtarget = ϕoptimal − ϕintrinsic (6.13)

The phase of the optimized scan, in addition to the introduced target phase, will

again be a�ected by the inhomogeneity of B0 and B1. Taking into account the above

equations, we have
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ϕoptimized = ϕtarget + ϕB0 + ϕB1 = ϕoptimal − ϕintrinsic︸ ︷︷ ︸
ϕB0

+ϕB1

+ϕB0 + ϕB1 = ϕoptimal (6.14)

Meaning that as long as static �eld inhomogeneity and B1 �eld inhomogeneity are

independent, the phase of the optimized scan will not be a�ected by the phase of B1,

since the target calculation already incorporated the B1 phase through the intrinsic

object phase.

6.4.1 RF pulses for in-plane acceleration

Tailored RF pulses for in-plane acceleration used a spiral-out gradient waveform with

6.5 mm excitation resolution, while the computed phase target had 4 mm resolution.

As the target phase pattern for the used spin-echo-based acquisitions shows close

resemblance to a linear phase ramp in the PE direction with π/2 phase di�erence

between neighboring overlapping voxels, the rewinder of the pulse was designed to the

excitation k-space coordinate corresponding to this phase ramp, e�ectively shifting the

center of the spiral from k-space origin. Since an acceleration factor R = 8 was used

for all in-plane-accelerated cases, the spiral was centered to k0 = 4∆k, where ∆k is

the phase-encoding sampling distance in the full scan. In this way, since the spatially

linear component of the target phase is achieved by a k-space shift, only the quite

smooth nonlinear component of the target needs to be introduced by the RF pulse as

shown in Figure 6.3, providing an improved excitation result.
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Figure 6.3: Advantage of shifting the center of spiral in the tailored excitation. Instead of

simply introducing the computed target phase map (left) with the RF pulse, its spatially

linear component (middle) is achieved by centering the excitation k-space trajectory to the

appropriate k-point, meaning that only the remaining, spatially nonlinear phase component

(right) has to be introduced by the tailored pulse.

Due to the high peak RF amplitude of the initially resulting waveforms, the pulses were

iteratively redesigned with the same target and same spatial weighting, but increasing

the penalty on RF amplitude at the time points where the pulse resulting from the

previous iteration had a high amplitude. This iteration was stopped when the last

designed pulse had a peak amplitude low enough for physical feasibility on the scanner,

which happened within the �rst 20 iteration step in all cases.

The resulting excitation pulses had a length of 8.12 ms. Exemplary gradient and RF

pulse waveforms as well as the target phase map are displayed in Figure 6.4.
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Figure 6.4: Exemplary target phase pro�le and waveforms for tailored 2D excitation for

acceleration factor 8. RF pulse magnitude (top left) and spiral gradient waveforms (bottom

left) are shown as functions of time. RF magnitude as the function of excitation k-space

(bottom right) and corresponding target phase pro�le (top right) are displayed. Note that, the

spiral is not centered to k-space origin, but slightly shifted in the phase-encoding direction (kx

in the �gure). The center of the spiral corresponds to the spatially linear phase ramp in phase-

encoding direction which introduces π/2 phase di�erence between neighboring overlapping

voxels. [T3]

6.4.2 RF pulses for SMS acceleration

RF pulses for SMS acquisition used stack-of-spirals gradient waveform, with the num-

ber of spirals being equal to the number of simultaneously measured slices, which was

3 in all SMS cases. The three spirals were positioned in excitation k-space to slice-

direction coordinates kz,1 = −1/ (Ns∆z), kz,2 = 0, and kz,3 = 1/ (Ns∆z), respectively,

where Ns = 3 is the number of simultaneously measured slices and ∆z = 3 cm is the

distance between neighboring slices. To decrease pulse length, these 3D tailored pulses

had a lower in-plane excitation resolution of 10 mm, allowed by the smoother target

phase distribution, resulting in a pulse length of 13 ms. As the peak amplitude of the

resulting pulses did not exceed the maximum for physical realization on the scanner,

the iterative redesign described for the in-plane pulses was not necessary. Exemplary
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RF and gradient waveforms and target phase map are shown in Figure 6.5.

Figure 6.5: Target phase pro�le and waveforms for tailored 3D excitation pulse for SMS

acceleration factor 3. RF pulse magnitude (top left), in-plane gradient waveforms (middle left)

and slice gradient waveform (bottom left) are shown as functions of time. RF magnitude as

the function of excitation k-space (bottom right) and corresponding target phase distribution

(top right) are also displayed. [T3]

6.5 In-vivo measurements

All experiments were performed on a 3 T clinical scanner (MAGNETOM Prisma,

Siemens Healthcare, Erlangen, Germany) equipped with 20-channel and 64-channel

head-neck receiver arrays having 16 and 52 active head channels, respectively; and

a two-channel built-in body coil for transmission used in circular polarization mode.

All calculation and reconstruction was performed o�ine using MATLAB (The Math-

Works, Natick, MA, USA). In accordance with institutional regulations, the involved

volunteer gave written informed consent before the study. All measurements were per-

formed using prototype sequences.

The designed RF pulses were tested in vivo on a volunteer's brain. Prototype T1-

weighted spin-echo and segmented SE-EPI sequences were used in the case of in-plane

acceleration, while SMS measurements were performed using single-shot SE-EPI. The

relevant sequence parameters are summarized in Table 6.1. The T1-weighted simple
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spin-echo, although nowadays clinically less relevant compared to other anatomical

sequences like MPRAGE [70, 71], was chosen to show that the method works not only

in echo-train sequences, but also in the more traditional one-line-per-shot imaging

with smaller intrinsic phase variation; of which the spin-echo is a typical example.

SE-EPI on the other hand, represents the base sequence for echo-train applications

like di�usion-weighted imaging, while a segmented acquisition was chosen to model

the in-plane acceleration in a single segment. SMS EPI measurements were included

to test the technique in the case of simultaneous multislice acceleration, where EPI

is one of the most rapidly spreading application (see e.g. [12, 13, 14, 15, 16]). Note

that only spin-echo-based sequences were feasible due to the tailored RF pulses being

nonselective, as elaborated in the following sections.

In the T1-weighted spin-echo acquisitions, accelerated datasets were simulated by ex-

tracting a fraction of the phase-encoding lines. In segmented SE-EPI, the number of

interleaved segments coincided with the desired acceleration factor R = 8; the ac-

celerated dataset was taken as the single segment containing the k-space center line,

i.e. the line with zero phase encoding. Note that, the tailored excitation pulses are

not slice-selective; their sole purpose is to create a transverse magnetization with uni-

form magnitude and target phase distribution throughout the plane. However, as can

be seen in the exemplary waveform in Figure 6.4, the slice-direction gradient is not

turned on during the pulse, therefore the resulting magnetization pro�le will not vary

over the slice direction, meaning that the whole volume will be excited. Slice selection

is performed only in the refocusing, by using standard slice-selective refocusing pulses.

In the SMS experiments, an accelerated acquisition was performed, that is, after a full

measurement where all slices were measured separately, a subsequent accelerated scan

was performed measuring all 3 slices simultaneously. No in-plane acceleration was used

in the SMS scans. Note that in this case, although the slice-direction gradient is used

in the pulse (see Figure 6.5), the tailored 3D pulse is still not slice-selective: the pulses

were designed to introduce the target magnetization within the 3 slices of interest,

with no regard whatsoever on what the excitation result will be elsewhere. Therefore,

slice selection was again performed in the refocusing. In the full measurement, the

refocusing pulse selected one of the three slices, while in the accelerated scan, a multi-

band refocusing pulse was used to select all slices simultaneously, by simply summing

3 frequency-shifted versions of the same refocusing pulse.

As mentioned in the description of phase optimization, the prescan performed to deter-

mine the inherent object phase used the same acquisition parameters as the optimized

measurements, besides the excitation pulse. This allowed the direct comparison of the
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optimized and conventional scans, and thereby the evaluation of the performance of

the tailored pulses. Furthermore, for the cases where the acceleration was not simu-

lated but measured, fully sampled acquisitions were also carried out as gold standards

for reconstruction quality.

Besides these conventional and optimized measured data, two additional simulated

datasets were also computed for the in-plane-accelerated cases. First, in order to com-

pare the bene�t of the tailored pulses with the existing technique of introducing a

linear phase ramp by k-space shift, the e�ects of such phase ramp were simulated by

shifting the k-space of the fully sampled conventional scan appropriately, followed by

a simulated acceleration by selecting only a fraction of the k-space lines.

The second synthetic dataset was created by an image-space voxel-wise multiplication

of the fully sampled conventional scan with the simulated excitation pro�le of the

tailored RF pulses. This dataset was computed to test the possibility of training the

reconstruction kernel without measuring calibration lines in the optimized acquisition,

using this synthetic dataset for kernel �tting, and applying the resulting kernel to

reconstruct the accelerated optimized acquisition.
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In-plane acceleration
SMS

acceleration

T1-weighted
spin-echo

Segmented
SE-EPI

SMS single-shot
SE-EPI

Excitation type
nonselective /

tailored
nonselective /

tailored
nonselective /

tailored

Excitation �ip angle 20° 15° 15°

Refocusing type
single-slice-
selective

single-slice-
selective

single-slice- or
SMS-selective

Refocusing �ip angle 180° 180° 180°

Repetition time (TR) 900 ms 5000 ms 5000 ms

Echo time (TE) 25 ms 50 ms 85 ms

Slice thickness 6 mm 6 mm 5 mm

In-plane resolution 1.33 mm 2 mm 2 mm

In-plane matrix size 192×192 128×128 128×128

PE direction AP AP AP

Receiver channels 52 52 16

In-plane acceleration
factor

8 8
1 (no in-plane
acceleration)

SMS acceleration
factor

1 (no SMS) 1 (no SMS) 3

Number of segments 1 8 1

distance between
SMS slice centers

- (no SMS) - (no SMS) 30 mm

Fat saturation used used used

Accelerated dataset
simulated by

extracting every
8th line

taken as the
segment

containing the
k-space center

line

measured using
multiband
refocusing

Relevant
measurement time

(total | accelerated)

173 s | 47 s with
ACS

Echo train 13 ms
for one segment

Echo train 110 ms

Table 6.1: Protocol parameters for the used prototype sequences. The parameters

changing between conventional and optimized scans are separated by a slash within a

cell.
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6.6 Reconstruction

After a noise pre-whitening on the receiver channels, all in-plane-accelerated dataset

were reconstructed using the iGRAPPA algorithm [72] to e�ectively increase the cal-

ibration region. In this procedure, �rst a standard GRAPPA reconstruction is per-

formed using the measured ACS data for kernel calibration. Following the �rst re-

construction, the ACS region is extended by lines from the GRAPPA-reconstructed

k-space. In the next iteration, this larger ACS dataset is used to calibrate the second

kernel, which is then applied to the original undersampled dataset. This procedure

is repeated until su�cient convergence; 4 iteration steps were performed in all of our

cases. Note that, in this algorithm, only the kernel calculation is iterative, as the �nal

reconstruction will be the result of applying the last kernel to the original measured

dataset. Therefore, the noise ampli�cation can be computed in the same way as in stan-

dard GRAPPA. Simultaneous multislice measurements were reconstructed using the

SENSE/GRAPPA hybrid method [28], with direct (non-iterative) kernel computation.

Kernel sizes of 2×9 and 16×7 (PE×RO) were used for in-plane-accelerated and SMS

acquisitions, respectively. Note that, although a kernel using 16 PE lines seems large,

in fact the actual PE range covered by the kernel did not change from in-plane accel-

eration to SMS, as the spacing of measured PE lines decreased by a factor of 8. For

each accelerated dataset, a VCC reconstruction was also performed by extending the

receiver set with the VCC signals before kernel �tting. Minor regularization was intro-

duced to avoid the ill-conditioning of the reconstruction, by setting the regularization

parameters applied to both physical and virtual channels to 0.0005 · Smax where Smax
is the maximum singular value of the source matrix as described in sections 3.5 and

4.2.3.

In all cases, autocalibration lines were extracted from the full measurements, and were

not included in the �nal reconstruction step. 24 and 32 ACS lines were used for the

in-plane-accelerated SE-EPI and T1-weighted spin-echo measurements, respectively. In

simultaneous multislice acquisitions, the whole k-space of the full measurement was

used for kernel calibration, as SMS EPI experiments usually perform a full prescan

before the accelerated acquisition. The �nal magnitude image was computed as a sum-

of-squares combination of the reconstructed coil images.

In this work, the GRAPPA kernel is estimated from the calibration dataset acquired

within the optimized scan. However, acquiring the prescan with conventional excita-

tion and additional ACS lines with tailored excitation is time-consuming. Therefore,
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we additionally investigated the possibility of training the GRAPPA kernel for the

optimized scan using only the prescan, using the synthetic dataset described in the

previous section. This training dataset was computed by multiplying the conventional

scan dataset in image-space with the expected phase distribution resulting from the

tailored excitation, which was calculated by a numerical Bloch simulation of the de-

signed RF pulse [73]. The computed kernels were then applied to the dataset of the

optimized scan, to compare the reconstruction with the one resulting from the standard

method of �tting the kernel on the ACS data measured in the optimized acquisition.

Magnitude images of the conventional and optimized acquisitions using standard and

VCC reconstructions were afterwards compared to each other and to the full measure-

ments. g-Factor maps were calculated from GRAPPA and SENSE/GRAPPA kernels as

described in [8]. Di�erences between accelerated and full measurements were computed

to investigate reconstruction quality and remaining artifacts. Di�erences between full

measurements of conventional and tailored excitations were also calculated to visualize

�ip angle inhomogeneity of the tailored pulses. Standard deviation of this voxel-wise

di�erence was divided by the mean intensity of the conventional scan; the result was

taken as a measure of �ip angle inhomogeneity. In all calculations, only voxels within

the object binary mask were considered.

6.7 Results

6.7.1 Reduction of noise ampli�cation

Reconstructed magnitude images and calculated g-factor maps of the SE-EPI and

T1-weighted spin-echo measurements using in-plane acceleration are shown in Figures

6.6 and 6.7, respectively. It can be seen that just including the VCC signals into

the reconstruction a�ects the image quality only slightly, as the g-factor maps show

little reduction, while magnitude images are highly similar to the ones resulting from

conventional reconstruction. In contrast, optimization of the object phase does have

a great impact: the magnitude images show signi�cantly reduced noise in this case.

Compared to conventional reconstruction, mean g-factors of the optimized scans are

reduced by a factor of 2. In the T1-weighted spin-echo experiments, a simple linear

phase ramp provides similar bene�t to the noise ampli�cation; however, it becomes

suboptimal in EPI scans, where inherent phase variations are higher.
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Figure 6.6: Reconstructed Sum-of-Squares magnitude images (top row), and calculated g-

factors (bottom row) of SE-EPI acquisitions performed on a volunteer's brain with in-plane

acceleration factor 8, using 52 receiver channels, with several measurement and reconstruction

setups. Conventional scan with standard (non-VCC) reconstruction (a), conventional scan

with VCC reconstruction (b), optimized scan with VCC reconstruction (c), VCC reconstruc-

tion on the simulated dataset with the spatially linear phase ramp (d), and reconstruction of

the fully sampled optimized scan (e) are displayed. [T3]

Figure 6.7: Reconstructed Sum-of-Squares magnitude images (top row), and calculated g-

factors (bottom row) of T1-weighted spin-echo acquisitions performed on a volunteer's brain

with in-plane acceleration factor 8, using 52 receiver channels, with several measurement

and reconstruction setups. Conventional scan with standard (non-VCC) reconstruction (a),

conventional scan with VCC reconstruction (b), optimized scan with VCC reconstruction (c),

VCC reconstruction on the simulated dataset with the spatially linear phase ramp (d), and

reconstruction of the fully sampled optimized scan (e) are displayed. [T3]
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The results of estimating the reconstruction kernels on synthetic ACS data created

by simulating the tailored excitations and applying them to the optimized scans are

displayed in Figure 6.8. Magnitude images are almost indistinguishable from the ones

resulting from the standalone optimized scan, with the g-factors of the two methods

also being very similar.

Figure 6.8: Reconstructed Sum-of-Squares magnitude images (top row) and calculated g-

factors (bottom row) of SE-EPI (left) and T1-weighted spin-echo (right) acquisitions, with in-

plane acceleration factor 8, using 52 receiver channels. Tailored pulses were used for excitation.

VCC reconstruction was performed using the synthetic ACS lines from the dataset simulated

using the conventional scan and the target phase pro�le. g-Factor maps are scaled identically

to the respective results shown in Figures 6.6 and 6.7. [T3]

Reconstructed magnitude images and calculated g-factors for SMS acquisitions are

shown in Figures 6.9 and 6.10, respectively. In this case, including the VCC signals

provides a large bene�t in itself, due to the high variations of either object phase

or receiver phases between slices. Nevertheless, the optimization of background phase

outperforms every other setup in the sense of noise ampli�cation. The increased g-

factors in the anterior part of the brain are probably caused by the discrepancy between

actual pulse result and phase target, induced by the high B0 inhomogeneity in this

region. This excitation error is evident from the di�erence between the calculated and

measured phases of the optimized scan, displayed in Figure 6.11, showing an increased

phase discrepancy in the SMS measurements. It is noteworthy that the linear phase

increment along the slice direction produces worse results than the sole inclusion of
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VCC signals. This e�ect is caused by the intrinsic object phase, which happened to be

close to a slice-wise ramp in this speci�c case, and was spoiled by the additional phase

ramp.

Note that magnitude images from the optimized setup are fairly close to the full

measurements in the case of SMS acceleration. However, this could not happen for

in-plane PI: even if g-factors would be 1 everywhere, the accelerated scans would still

be noisier than the fully sampled ones due to the intrinsic SNR loss caused by the

reduced amount of acquired data.

Figure 6.9: Reconstructed Sum-of-Squares magnitude images of SMS EPI acquisitions per-

formed on a volunteer's brain with SMS acceleration factor 3, using 16 receiver channels,

with several measurement and reconstruction setups. Conventional scan with standard (non-

VCC) reconstruction (a), conventional scan with VCC reconstruction (b), optimized scan

with VCC reconstruction (c), VCC reconstruction on the simulated dataset with the spa-

tially linear phase ramp (d), and reconstruction of the fully sampled optimized scan (e) are

displayed. [T3]
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Figure 6.10: Calculated g-factor maps of the SMS EPI reconstructions shown in Figure 6.9,

with SMS acceleration factor 3, using 16 receiver channels. Conventional scan with standard

(non-VCC) reconstruction (a), conventional scan with VCC reconstruction (b), optimized

scan with VCC reconstruction (c), and VCC reconstruction on the simulated dataset with

the spatially linear phase ramp (d) are displayed. [T3]
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Figure 6.11: Phase di�erences between the optimized measurements and the calculated tar-

geted phase maps for SE-EPI (a), T1-weighted spin-echo (b), and SMS EPI (c-e). Theoretical

phase maps were computed by adding the target phase map of the tailored RF pulse to the

phase of the conventional scan. [T3]

For better visualization of the improvements in the optimized scans, larger recon-

structed images are displayed in Figure 6.12. In the SMS case (top row), small anatom-

ical details pointed out by arrows are barely visible and covered by noise in the con-

ventional setup, with minor improvements in the conventional VCC case, but become

more prominent and observable in the VCC-reconstructed optimized acquisition. For

in-plane acceleration (bottom row), SNR is evidently increased in the optimized mea-

surement, especially in the central area, while the conventional VCC reconstruction

shows no visible SNR improvement compared to the standard reconstruction.
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Figure 6.12: Enlarged reconstructions of SMS EPI (top row) and in-plane-accelerated SE-

EPI (bottom row) showing the bene�t of VCC-reconstructed optimized scans. Small-scale

anatomical details (top row, pointed out by the orange arrows) that are barely visible and

covered by heavy noise in the conventional setup (left column) and in the VCC reconstruction

of the non-optimized scan (middle column), become more prominent and observable in the

VCC-reconstructed optimized scan (right). In the bottom row, apparent SNR in the indicated

areas is similarly low in either the conventional setup and in the VCC-reconstructed non-

optimized scan, whereas it is evidently increased in the VCC-reconstructed optimized scan.

[T3]

6.7.2 Reconstruction �delity

To further assess reconstruction quality and to visualize possible artifacts and appar-

ent SNR, magnitude di�erences between accelerated and full measurements for the

conventional and optimized scans are shown in Figure 6.13, with 10× ampli�cation. In

the case of in-plane acceleration, little to no coherent artifact is apparent in the EPI
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acquisitions, with the di�erence being noise-like. The artifact visible in the spin-echo

measurements originates from blood �ow and from the Nyquist-ghost appearing in the

full measurement, with the latter probably caused by some imperfections in the RF

sign alternation during the acquisition. In addition, the reduced amplitude of the noise-

like di�erence clearly indicates the increased SNR in the optimized measurements in

both in-plane cases, as expected from their lower g-factors. In the SMS experiments,

although only little structured artifact is present, the overall signal intensity of the cen-

tral slice is increased. This e�ect is independent of the phase optimization procedure,

and is caused by the imperfection of the multiband refocusing pulse which produces

slightly di�erent �ip angle in the central slice, causing this variance between full mea-

surements (without multiband pulses) and accelerated scans. The e�ect of reduced

di�erence amplitude in the optimized scans is less prominent in the SMS acquisitions,

probably because the bene�t of phase optimization compared to standalone VCC is

much lower in this case.
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Figure 6.13: Di�erence images of VCC-reconstructed accelerated scans and fully sampled

measurements with 10× ampli�cation, for optimized and conventional cases, using the same

windowing as in Figures 6.6, 6.7, and 6.9. The decreased amplitude of the noise-like di�er-

ences in the optimized scans indicate a clear improvement in apparent SNR for the in-plane

accelerations, as expected from the 2-fold g-factor reduction shown in Figures 6.6 and 6.7.

This e�ect is not prominent for SMS EPI, as the bene�t of tailored pulses compared to the

standalone VCC reconstruction is lower in that case, as can be seen in Figure 6.10. [T3]

6.7.3 Flip angle homogeneity

In order to visualize �ip angle inhomogeneity of the tailored excitation, 5× ampli-

�ed magnitude di�erences between conventional and optimized full measurements are

shown in Figure 6.14, using the same windowing as in the magnitude images in Figures

6.6, 6.7, and 6.9. These di�erence images indicate reasonably homogeneous excitation

pro�les of the tailored RF pulses in all cases. The relative standard deviation of the

di�erence is around 9-13% for in-plane acceleration, and 18% for SMS measurements.

Note that here we compare full measurements, which did not use multiband refocusing,

hence an overall signal intensity deviation is not present.
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Figure 6.14: Di�erence images of fully sampled conventional and optimized scans with 5×
ampli�cation for the visualization of �ip angle inhomogeneity of the tailored excitation, using

the same windowing as in Figures 6.6, 6.7, and 6.9. [T3]

6.8 Incorporating slice selectivity: spokes pulse sim-

ulation

One limitation of the described phase optimization technique is that the applied tai-

lored excitation pulses are not slice-selective in either setup, as gradient waveforms were

�xed to spirals to maintain a feasible optimization time. Slice selection is performed

only with the refocusing pulses, restricting the method to spin-echo-based sequences

when used for 2D imaging, and precluding interleaved multislice acquisition as the

whole volume is excited with every tailored pulse. However, incorporating slice selec-

tion into the excitation is theoretically possible with spokes pulses [74, 75, 76, 77, 78].

To examine this possibility, simulations using slice-selective spokes pulses were per-
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formed as described in the following.

The designed spokes pulses are composed of 8 subpulses in all cases, with standard

slice-selection gradient applied during each of the subpulses. The RF waveforms in

the subpulses were conventional slice-selective windowed sinc pulses (or the sum of

frequency-shifted pulses for SMS excitation), with their amplitude and relative phase

optimized simultaneously with the in-plane k-space position of the subpulses. The de-

sign algorithm performed an iterative minimization of the spatially weighted excitation

error, similar to the standard computational pulse design technique, searching for op-

timal spoke locations and complex subpulse amplitudes. RF transmission was set to

be played out only during the slice-selective subpulses, separated by in-plane gradi-

ent blips to traverse k-space to the next spoke position. Exemplary resulting gradient

waveforms and k-space trajectory are displayed in Figure 6.15. The total length of the

resulting pulse was 9.2 ms in every case.

Figure 6.15: Exemplary gradient waveforms (left) and excitation k-space trajectory (right)

for the spokes pulses designed for slice-selective tailored excitation. The designed RF pulses

consist of slice-selective (in-plane case) or multislice-selective (SMS case) subpulses during the

slice-direction gradient lobes. Amplitude and phase of the subpulses as well as the in-plane

location of the spokes were numerically optimized to introduce the target phase map. [T3]

The excitation result of the designed spokes pulses were simulated using numerical

Bloch simulation [73]. Their excitation errors (i.e. the di�erences between the simu-

lated result and the target phase) and simulated �ip angle inhomogeneity maps are

visualized in Figure 6.16. To test their e�ect on the VCC reconstruction, the conven-

tional scan images were multiplied with the simulated excitation pro�les, followed by

a simulated acceleration and reconstruction of the generated synthetic datasets. These

reconstructed simulated data are shown in Figure 6.17, indicating that spokes pulses
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can achieve similar VCC bene�ts as the spiral ones described before, while concur-

rently being slice-selective. Although the approximately 1-hour optimization time of

the spokes pulses was prohibitively long for in-vivo measurements, their application

could be feasible with more computational power, enabling interleaved multislice ac-

quisitions. This could also allow the extension of the method to gradient-echo-based

sequences, in which phase variations are usually higher and therefore the bene�t of

phase optimization is expected to be even greater. In these cases, the target phase dis-

tribution no longer resembles a linear ramp, and a notable reduction in g-factors can

be achieved compared to a simple linear phase ramp, as the simulated gradient-echo

EPI example shows in Figure 6.1.

Figure 6.16: Simulated phase error (top row) and �ip angle inhomogeneity (bottom row) of

the designed spokes pulses, computed by numerical Bloch-simulation, for SE-EPI (a), T1-

weighted spin-echo (b), and SMS EPI (c-e). Pulses were designed using the target phase

maps calculated in the actual measurements. Possible system imperfections were disregarded

in the simulation. [T3]
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Figure 6.17: Sum-of-Squares VCC reconstructions (top row) and calculated g-factor maps

(bottom row) of the datasets simulated by multiplying the conventional scans with the Bloch-

simulated results of the spokes pulses. Results for SE-EPI (a), T1-weighted spin-echo (b),

and SMS EPI (c e) are displayed. g-Factor maps are scaled identically as the respective

results shown in Figures 6.6, 6.7, and 6.10, for easier comparison. Note that possible system

imperfections were disregarded in the simulation. [T3]

6.9 Discussion and conclusion

In this part of the PhD work, we have demonstrated the use of tailored excitation

pulses to improve the reconstruction of in-plane-accelerated as well as simultaneous

multislice measurements by controlling the phase distribution of the imaged object

and applying phase-constrained reconstruction.

Previous work in this topic on a clinical scanner approximated the optimal phase

map with a spatially linear phase ramp achieved by an appropriate o�set in k-space.

Although this method has a great bene�t in most cases of VCC reconstruction, we have

shown that introducing the optimized, spatially nonlinear phase pro�le can provide

further improvement in reconstruction quality, especially in echo train sequences (e.g.

EPI) or any other case where intrinsic phase variations are higher. Note that our in-

plane results show only minor bene�ts for conventional VCC reconstruction, probably

caused by the small intrinsic phase variations in spin-echo-based acquisitions, and

by the sensitivity of VCC to inconsistencies in k-space (movement, �ow, relaxation,

etc.) that are typically present in EPI measurements, degrading the VCC result and

increasing g-factors locally. However, this e�ect is more than compensated with the

optimal phase distribution.
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We have also shown the possibility of training the GRAPPA kernels from a syntheti-

cally generated ACS dataset by combining optimized phase patterns with the prescan

data from the conventional excitation. Results of this method are similar to the con-

ventional technique of training the kernel using the ACS data from the optimized

scan.

The application of phase optimization and phase-constrained reconstruction to SMS

imaging was recently proposed [43]; however, it was limited to introducing separate

phase o�sets to each slice, without considering in-plane phase variations. Using our

method, it is possible to introduce the optimal phase distribution for each slice, thus

decreasing the g-factors even further. Although SMS experiments in this work were

performed without in-plane shifts, the principle of phase optimization is applicable for

acquisitions using CAIPIRINHA [18, 19] or blipped-CAIPI [20] to provide additional

noise reduction.

Our approach requires a prescan to determine the intrinsic background phase variations

as well as to estimate coil sensitivity pro�les. In our work, the parameters for the

prescan were identical to those of the subsequent optimized measurements except

for the excitation pulse, for comparison. However, in real applications the prescan is

expected to have lower resolution, since phase variations and sensitivity pro�les are

usually spatially smooth.

Following the prescan and sensitivity estimation, an optimal phase map is numerically

calculated for the given setup by minimizing the SENSE g-factors. It is currently

not known whether an analytical solution exists; however, the overall procedure takes

less than two minutes on a standard PC, and could be further accelerated by e.g.

C++ implementation or GPU computation. Note that the algorithm minimizes the

SENSE g-factors, even though the reconstruction will be performed by GRAPPA.

The reason for this discrepancy is computational time: for SENSE g-factors, only

the given overlapping voxel group should be taken into account, that is, for an R-fold

acceleration, the inversion of an R×R matrix is performed for each aliasing voxel group

in each iteration. To compute GRAPPA g-factors, however, the reconstruction kernel

needs to be calculated in each step, which means the inversion of a large matrix in each

iteration that could make the optimization prohibitively long. However, the underlying

mathematics of SENSE and GRAPPA are essentially similar, thus it is reasonable to

expect a SENSE-optimal phase distribution to be close to the optimum for the given

GRAPPA algorithm as well. Using GRAPPA instead of SENSE in the reconstruction

also has a practical reason: for VCC-SENSE, not only the sensitivity pro�les, but

also the actual object phase map is required, meaning that a second prescan would
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be necessary using the tailored pulses. In contrast, VCC-GRAPPA does not require

explicit phase information and is therefore easier to use in most cases.

A limitation of the proposed technique is the nonselectivity of the used tailored pulses.

Nevertheless, we have shown by simulation that slice selection can be incorporated to

the excitation by using spokes pulses and simultaneously optimizing the RF pulse and

spoke locations in k-space. Furthermore, although this work was limited to 2D acquisi-

tions, the application of this method to 3D imaging is entirely feasible using 3D pulses.

Another drawback is the long duration of the tailored pulses, and their consequently

increased sensitivity to �eld inhomogeneity or system imperfections. Especially, this is

the case with the SMS applications, where the pulse length increases with the number

of slices with the used stack-of-spirals gradient waveform. However, pulse length could

be signi�cantly reduced by using parallel transmission [61, 62, 63], thus making higher

slice accelerations feasible.
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Chapter 7

Noise ampli�cation in the Virtual

Conjugate Coil reconstruction

Following a possible initial pre-whitening [9, 10] of the measured data, the �rst step

of a VCC reconstruction is the creation of virtual coil signals by taking the com-

plex conjugate of the coil images for an image-based reconstruction like SENSE, or

�ipping and taking the complex conjugate of the k-space data of each physical coil

for a k-space-based reconstruction, e.g. GRAPPA. This way of signal creation intro-

duces a connection between the noises in the physical and virtual channels, namely

the image-space noises will be the complex conjugates of each other, a relation that

will propagate to the reconstructed coil images through the SENSE sensitivity matrix

or the GRAPPA kernel.

Assuming the measured noise to be a zero-mean, circularly symmetric [44] Gaussian

white noise (after pre-whitening), and the �nal image to be computed as a linear

combination of the reconstructed coil images, this relation does not cause problems

since a circularly symmetric Gaussian random variable is known to be independent

of its complex conjugate [44]. The assumed independency between coils is therefore

not violated, and the conventional formulas can be used for g-factor calculations, as

described e.g. in [4] for SENSE or in [8] for GRAPPA. However, in many applications

a real-valued or magnitude �nal image is preferable, computed by e.g. taking the real

part or the absolute value of the linear combination, or by calculating the �nal image

as a Sum-of-Squares (SoS) combination of the individual coil images. In either case,

a conjugation operation is performed of the reconstructed coil images, thus violating

the assumed independency, since e.g. the conjugated noise in the virtual channels are

not at all independent from the noise in the physical channels, as in fact they are

identical. For this reason, the analytical formulas for computing noise ampli�cation

have to be modi�ed to take into account this violation, as presented below, followed

by a validation using computational noise simulations [T5].
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7.1 Theoretical g-factors of a magnitude VCC recon-

struction

To derive an appropriate formula for a magnitude VCC reconstruction, �rst the stan-

dard (non-VCC) case is brie�y described and used afterwards for the VCC results.

Denoting the vector of reconstructed coil images in a given voxel by I, the combina-

tion weight vector by p, and assuming the �nal image I�nal to be computed as the real

part of a linear combination, one can write:

I�nal = Re
(
pT I

)
(7.1)

The vector of reconstructed noise in each coil ηrecon is computed using the image-

space version W of the GRAPPA kernel for that voxel, and the vector of image-space

measured noise η as described in [8]:

ηrecon = Wη (7.2)

Therefore the noise η�nal in the �nal image and its variance will be:

η�nal = Re
(
pTηrecon

)
= Re

(
pTWη

)
(7.3)

Var
(
η�nal

)
=
〈
η�nal

(
η�nal

)† 〉
=
〈
Re
(
pTWη

)
Re
(
pTWη

)† 〉
(7.4)

Assuming a noise covariance matrix Ψ, the image-space noise can be constructed

from independent circularly symmetric noise using the decomposition of the covariance

matrix shown in Equation 3.40:

η = Gηwhite (7.5)

This means that the noise in the �nal image is the real part of a linear combination

of circularly symmetric independent random variables with complex standard normal

distribution. Such a linear combination is known to be also circularly symmetric [44],

therefore the variance of its real part equals the variance of its imaginary part, with

both being half of the variance of the linear combination itself:
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Var
(
η�nal

)
= Var

(
Re
(
pTWη

) )
= Var

(
Re
(
pTWGηwhite

) )
=

1

2
Var

(
pTWGηwhite

)
=

1

2

〈 (
pTWGηwhite

) (
pTWGηwhite

)† 〉
=

1

2

〈
pTWηwhite

(
ηwhite

)†
G†W† (pT )† 〉

=
1

2
pTWG

〈
ηwhite

(
ηwhite

)† 〉
G†W†p∗ =

1

2
pTWΨW†p∗

(7.6)

obtaining the result described by Breuer et al. in [8].

For a VCC reconstruction however, the relation between noise in physical and virtual

channels has to be taken into account, starting by separating the noise vector into

physical-channel and virtual-channel components:

η =

[
ηphys

ηVCC

]
=

[
ηphys

η∗phys

]
(7.7)

Assuming that only the reconstructed physical channels will be considered in the �nal

combination, with the virtual channels used only as source to reconstruct the physical

channels, the image-space GRAPPA kernel W is also separated to the two kernels

applied to the physical and virtual channels:

W =
[
Wphys WVCC

]
(7.8)

Using these separations, the reconstruction noise vector and the noise in the �nal image

will become

ηrecon = Wη =
[
Wphys WVCC

] [ηphys
ηVCC

]
= Wphysηphys + WVCCηVCC (7.9)

η�nal = Re
(
pTηrecon

)
= Re

(
pT
(
Wphysηphys + WVCCηVCC

) )
(7.10)

Again using the decomposition of the covariance matrix as in Equation 3.40:

Ψ =
〈
ηphysη

†
phys

〉
= GG† (7.11)

ηphys = Gηwhite (7.12)

ηVCC = η∗phys = G∗
(
ηwhite

)∗
(7.13)
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With these, the �nal noise can be written as:

η�nal = Re
(
pTWphysGη

white
)

+ Re
(
pTWVCCG∗

(
ηwhite

)∗)
= Re

(
pTWphysG

)
Re
(
ηwhite

)
− Im

(
pTWphysG

)
Im
(
ηwhite

)
+ Re

(
pTWVCCG∗

)
Re
((
ηwhite

)∗)− Im
(
pTWVCCG∗

)
Im
((
ηwhite

)∗) (7.14)

Taking into account that ηwhite is circularly symmetric, that is, its real and physical

parts are independent and its covariance matrix is the indentity, we have

〈
Re
(
ηwhite

)
Re
(
ηwhite

)† 〉
=
〈
Im
(
ηwhite

)
Im
(
ηwhite

)† 〉
=

1

2
1 (7.15)〈

Re
(
ηwhite

)
Im
(
ηwhite

)† 〉
=
〈
Im
(
ηwhite

)
Re
(
ηwhite

)† 〉
= 0 (7.16)

Therefore the variance of the �nal noise can be expressed as

〈
η�nal

(
η�nal

)† 〉
=

=
1

2
Re
(
pTWphysG

)
Re
(
pTWphysG

)†
+

1

2
Im
(
pTWphysG

)
Im
(
pTWphysG

)†
+

1

2
Re
(
pTWVCCG∗

)
Re
(
pTWVCCG∗

)†
+

1

2
Im
(
pTWVCCG∗

)
Im
(
pTWVCCG∗

)†
+

1

2
Re
(
pTWphysG

)
Re
(
pTWVCCG∗

)†
+

1

2
Re
(
pTWVCCG∗

)
Re
(
pTWphysG

)†
− 1

2
Im
(
pTWphysG

)
Im
(
pTWVCCG∗

)† − 1

2
Im
(
pTWVCCG∗

)
Im
(
pTWphysG

)†
(7.17)

Using the fact that the adjoint and real part operations commute, while the adjoint and

imaginary part operations anticommute, and with the decomposition of the covariance

matrix, this can be simpli�ed as

〈
η�nal

(
η�nal

)† 〉
=

1

2
Re
(
pTWphysΨW†

physp
∗
)

+
1

2
Re
(
pTWVCCΨ∗W†

VCCp∗
)

+
1

2
Re
(
pTWphysΨWT

VCCp
)

+
1

2
Re
(
pTWVCCΨ∗WT

physp
)

(7.18)

The �rst two terms can be expressed as matrix multiplications, while the last two

terms can be combined, giving
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〈
η�nal

(
η�nal

)† 〉
=

=
1

2
Re

(
pT
[
Wphys WVCC

] [Ψ 0

0 Ψ∗

][
W†

phys

W†
VCC

]
p∗

)

+
1

2
Re
(
pT
(
WphysΨWT

VCC + WVCCΨ∗WT
phys

)
p
)

(7.19)

Using the separation of the kernel in Equation 7.8 and the VCC noise covariance

matrix in Equation 4.16:〈
η�nal

(
η�nal

)† 〉
=

=
1

2
Re
(
pTWΨVCCW†p∗

)
+

1

2
Re
(
pT
(
WphysΨWT

VCC + WVCCΨ∗WT
phys

)
p
)

=
1

2
pTWΨVCCW†p∗ +

1

2
Re
(
pT
(
WphysΨWT

VCC + WVCCΨ∗WT
phys

)
p
)

(7.20)

In Equation 7.20 above, the �rst matrix multiplication term is a quadratic form with

the self-adjoint matrix WΨVCCW†, and is therefore real-valued, so the real part opera-

tion was omitted in the last step. This �rst part then equals the conventional GRAPPA

noise variance formula in Equation 3.36, and would be the full result if the noise in

physical and virtual channels would be completely independent. These noise values

however, are not fully independent as they are conjugates of each other, giving rise to

the second term in Equation 7.20 and changing the noise ampli�cation in such a VCC

reconstruction involving a conjugation in the �nal image computation. We note here

that, as in the case of standard GRAPPA, the above computed formula can also be ap-

plied to a Sum-of-Squares combination using the normalized conjugated reconstructed

coil images as combination weights [8].

7.2 Validation of the magnitude VCC noise formula

The resulting formula was validated using the so-called pseudo-multiple-replica method

[58], with a 6-fold in-plane-accelerated T1-weighted spin-echo, measured on the same

3 T Siemens Prisma scanner as in the previous chapter, on a healthy consenting vol-

unteer using 52 receiver channels, with the imaging parameters summarized in Table

8.1 (T1-weighted spin-echo, on the left).

Following standard and VCC reconstruction, the �nal images were computed in two

distinct ways from the reconstructed coil images:
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� Sum-of-Squares combination of the reconstructed coil images

� Complex linear combination of the reconstructed coil images without taking the

real part, using the normalized conjugated calibration images as combination

weights, as follows:

I�nal =
N∑
j=1

(
ICj
)∗∑N

n=0 |ICn |
2
Ij (7.21)

where Ij is the reconstructed image of the j-th coil, while ICj is the calibration

image of the j-th coil. Note that, besides not preserving the object phase, this

combination otherwise yields the same result as if the normalized conjugated

coil sensitivities would have been used as combination weights, in all voxels with

relevant signal.

Reconstructed virtual coil images were not included into the �nal coil combination;

the VCC data were only used as an input to reconstruct physical channels.

To simulate the noise ampli�cation of each coil combination method, following a one-

time kernel �tting, the image reconstruction step was repeated 1000 times, with Gaus-

sian white noise added to the measured data in each repetition before performing the

reconstruction. To preserve the noise characteristics, the noise was added to the data

after the pre-whitening, but before the virtual coil computation. Reconstruction noise

was taken as the standard deviation of the reconstructed images over the replicas.

For better comparison, the displayed noise maps were scaled to have g-factor-equivalent

units by dividing them with the standard deviation of the added noise, and also with

the square root of the acceleration factor in the in-plane-accelerated cases. The re-

sulting noise maps, computed by the above-described pseudo-multiple-replica method

and calculated using Equations 7.6 and 7.20, are displayed in Figure 7.1, showing a

good match between analytically calculated and simulated noise distributions in this

exemplary measurement.
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Figure 7.1: Visualization of the noise ampli�cation in a VCC reconstruction, and its de-

pendence on the coil combination method. Cases of Sum-of-Squares coil combination (top

row: a-c) and complex linear combination (middle row: d-f) are shown, displaying the recon-

structed images (a, d), the reconstruction noise maps computed with the pseudo-multiple-

replica method (b, e), and the theoretical g-factor maps (c, f) calculated using Eqs. 7.6 and

7.20. In the bottom row, 5× ampli�ed reconstruction di�erences are shown between the SoS

combination, and: the complex linear combination (g), the real part of the complex linear

combination (h), the absolute value of the complex linear combination (i). [T5]
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Chapter 8

Combination of Virtual Conjugate

Coil reconstruction with Partial

Fourier imaging

In the previous chapters of theoretical background, we have shown that the Virtual

Conjugate Coil concept could improve the reconstruction conditioning, resulting in

lower noise ampli�cation in accelerated imaging. Furthermore, as shown in the �rst part

of the thesis work [T1, T2, T3], the object background phase can be optimized using

tailored RF pulses, minimizing the VCC g-factors. However, a signi�cant disadvantage

of the VCC reconstruction is its apparent incompatibility with Partial Fourier imaging,

as the former needs both halves of k-space for the reconstruction, while the latter

has the very essence of partially omitting one half of it. This discrepancy seemingly

prohibits the usage of VCC in applications where PF is commonly used, or, in some

cases, inevitable. Such applications include di�usion-weighted imaging (DWI), where

PF is usually applied to reduce the echo time to improve SNR; functional MRI (fMRI),

where PF is generally used to achieve an echo time optimal to BOLD contrast; breath-

hold examinations, in which case the breath-hold time could increase if PF is not

applied; or partial echo acquisitions, e.g. fast balanced SSFP [79] or short-TE imaging

[80].

Nonetheless, the extreme case of half-Fourier acquisition is rarely used in practice; gen-

erally, more than half of k-space is sampled in PF. In the second part of the PhD work,

we investigated the possibility of combining VCC reconstruction with PF by applying

VCC reconstruction in the central, symmetrically sampled k-space region, and con-

ventional reconstruction in k-space periphery, followed by standard PF reconstruction

[T4, T5]. In this chapter, the combination method is described, and the bene�t of VCC

reconstruction is demonstrated in vivo for di�erent sequences, PF factors, and accel-

eration schemes. Furthermore, the combined method is compared with conventional

VCC reconstruction of acquisitions with matching net accelerations without PF.
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To show the potential clinical relevance of the method, many of the measurements

performed at 3 T using 52 receivers were repeated with a 16-channel head coil, and some

were also performed at 1.5 T on a second volunteer using a 12-channel coil. However,

in order to limit the length of this thesis and to avoid a redundant presentation of the

results, the �gures displaying the 3 T measurements using 16 receiver channels, as well

as the 1.5 T acquisitions, were moved to Appendix E, since the overall trend of results

is similar to the case of 3 T using 52 receiver channels as described in section 8.7.

8.1 The apparent incompatibility of VCC reconstruc-

tion and Partial Fourier imaging

As elaborated in section 4.2, k-space-based Virtual Conjugate Coil reconstruction gen-

erates additional, synthetic virtual coil signals by �ipping and taking the complex

conjugate of k-space data measured with physical coils. This means that in order to

compute the signal of a virtual coil in all measured k-points, one needs to cover both

halves of k-space.

In Partial Fourier imaging however, one half of k-space is only partially acuired, as

described in section 4.3. Denoting the Partial Fourier factor by fPF, the central 2fPF−1

fraction of k-space is symmetrically sampled, the upper (or lower) 1− fPF fraction is

sampled asymmetrically, and the lower (or upper) 1−fPF fraction is not measured (see
Figure 8.1, top right). This restricts the generation of VCC signals to the symmetrically

sampled center and prohibits their usage outside of this region, precluding an overall

VCC reconstruction.

8.2 Combination of VCC with PF

The combination of VCC reconstruction with PF can be performed by reconstructing

the undersampled k-space individually in each region. The central, symmetrically sam-

pled region can be reconstructed using the VCC signals, while conventional reconstruc-

tion is applied to the asymmetrically sampled periphery. Afterwards, the two recon-

structed k-space regions are merged to form a uni�ed reconstructed dataset, followed

by any PF algorithm to recover the missing lines. The scheme of this procedure is dis-

played in Figure 8.1 for an exemplary 2-fold in-plane acceleration. This method is also

applicable for simultaneous multislice imaging with the commonly used k-space-based
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reconstruction methods, e.g. SENSE/GRAPPA hybrid [28] or Slice-GRAPPA [20].

Figure 8.1: Schematic procedure of the combination of VCC reconstruction and PF, for an

example case of 2-fold in-plane acceleration. The symmetrically sampled central region of

k-space is synthesized with the VCC signals included, while the asymmetrically sampled

k-space periphery is synthesized with the standard (non-VCC) method. The two parts are

merged followed by any PF reconstruction, resulting in a full k-space dataset. The method

is also directly applicable to SMS measurements using a k-space-based reconstruction, e.g.

Slice-GRAPPA. [T5]

Although the usage of VCC signals is restricted to a fraction of k-space, their inclusion

to the reconstruction is still expected to provide bene�t in the noise ampli�cation,

according to the results of Breuer et al. [8]. In the following, the retained bene�t of

VCC reconstruction in the combined method is described in detail.

8.3 Noise in the combined reconstruction

To investigate the noise characteristics in the combined reconstruction, i.e. VCC with

PF, �rst the e�ect of conventional parallel imaging synthesis and PF reconstruction will

be discussed, for the case of GRAPPA with homodyne and zero-�lling PF algorithms.
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For the Projection Onto Convex Sets (POCS) method, although some results can

be found in the literature on its qualitative noise distribution [57], an analytical noise

ampli�cation formula is not known; therefore POCS is not discussed here. Nevertheless,

its e�ects on the noise in the combined reconstruction are experimentally tested later.

Assuming pre-whitened Gaussian measurement noise, the image-space noise in a full

scan would also be white. This is modi�ed by the GRAPPA reconstruction that e�ec-

tively acts as a convolution in k-space, and accordingly, a voxel-wise multiplication in

image-space. Therefore, the image-space noise in di�erent voxels in the reduced FOV

remain independent after a GRAPPA reconstruction; however, the variance will be

spatially dependent, as described by the g-factors. A PF acquisition with homodyne

or zero-�lling reconstruction, on the other hand, acts as a multiplication in k-space with

a function referred here as the PF �lter: a simple unit-step function for zero-�lling, and

a two-step or a ramped function for the homodyne algorithm (see Figure E.1, a-c).

This �lter acts as a convolution in the image-domain, performed on the GRAPPA-

reconstructed images. Since the image-space noise is still independent in neighboring

voxels, the resulting noise variance can be computed as a convolution with the square

of the inverse Fourier transform (IFT) of the PF �lter H(k):

σ2
PF, GRAPPA = σ2

GRAPPA ∗
∣∣∣F−1

(
H(k)

)∣∣∣2 (8.1)

In Equation 8.1 it was assumed that correlated voxels in the full FOV with FOV/R

distance are not summed, since the region where the squared IFT of the �lter has signif-

icant values is relatively small (see Figure E.1, d-f). Using the latter fact, this function

can be approximated as having a narrow support. Furthermore, if the sizes of the used

GRAPPA kernels were small, the noise variance in the GRAPPA-reconstructed images

is usually spatially smooth, therefore it can be approximated as being constant in this

small region. With these assumptions, Eq. 8.1 simply becomes:

σ2
PF, GRAPPA ≈ σ2

GRAPPA ·
∫ ∣∣∣F−1

(
H(k)

)∣∣∣2 (8.2)

Using Plancherel's theorem [81], the above integral equals the integral of the squared

�lter, giving:

σ2
PF, GRAPPA ≈ σ2

GRAPPA ·
∫
|H(k)|2 (8.3)

Meaning that the noise standard deviation can be approximated as:
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σPF, GRAPPA ≈ σGRAPPA ·

√∫
|H(k)|2 (8.4)

Arriving at a similar the result as in section 4.3.2. As described in the mentioned

section, using a PF factor fPF, the multiplication factor becomes

√
fPF (8.5)

for zero-�lling,

√
3− 2fPF (8.6)

for homodyne reconstruction using a step-like �lter (ignoring any apodization applied

to it), and

√
4

3
(2− fPF) (8.7)

for homodyne reconstruction using a ramped �lter.

In the case of a combined reconstruction, di�erent reconstruction kernels are applied

to distinct regions of k-space before applying the PF �lter. Nevertheless, since these re-

gions do not overlap, their noise contributions remain independent after the GRAPPA

convolution; therefore, their variances are simply added. The �ltered combined k-space

can be thought of as a sum of two k-space datasets, resulting of standard- and VCC-

GRAPPA reconstructions, with each of them multiplied with a window function to

restrict them in their appropriate region. That is, the VCC-reconstructed k-space is

multiplied by the PF �lter and a function that is 1 in the central region and 0 every-

where else, while the standard-reconstructed k-space is multiplied by the PF �lter and

a function that is 0 in the center and 1 everywhere else. Using the same approximations

as before, the variances of these parts can be calculated by integrating the squared PF

�lter within the given region for each part, and the �nal variance is simply the sum of

these two:

σ2
PF, combined ≈

σ2
std-GRAPPA ·

∫
periphery

|H(k)|2
+

σ2
VCC-GRAPPA ·

∫
center

|H(k)|2

(8.8)
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Therefore, the noise standard deviation in the combined reconstruction will be

σPF, combined ≈

√√√√√
σ2

std-GRAPPA ·
∫

periphery

|H(k)|2
+

σ2
VCC-GRAPPA ·

∫
center

|H(k)|2

(8.9)

which, for a PF factor fPF, becomes

√
σ2
std-GRAPPA (1− fPF) + σ2

VCC-GRAPPA (2fPF − 1) (8.10)

for zero-�lling,

√
σ2
std-GRAPPA · 4 (1− fPF) + σ2

VCC-GRAPPA (2fPF − 1) (8.11)

for homodyne reconstruction with a step-like �lter, and

√
σ2
std-GRAPPA · 4 (1− fPF) + σ2

VCC-GRAPPA ·
4

3
(2fPF − 1) (8.12)

for homodyne reconstruction with a ramped �lter.

Note that the e�ects of phase correction in the homodyne algorithm were ignored;

however, if the phase correction is adequate, i.e. the corrected image has small imagi-

nary component, then the noise in the correction phase (which is small itself) only has

a second-order e�ect on the noise of the real part, as described in detail in Appendix

D.

Using the approximate formulae above, the bene�t of the combined reconstruction

compared to a standard (non-VCC) method can be computed using Eqs. 8.10 � 8.12

and 8.5 � 8.7. In Figure 8.2, the theoretical percentage SNR gain values are plotted

for all three PF algorithms, de�ned as

percentage SNR gain =

(
σPF, std

σPF, combined
− 1

)
· 100% (8.13)

for many cases of inherent VCC bene�t (the gain that VCC reconstruction would

provide without PF). As one can observe, the retained proportion of VCC bene�t for

a given PF factor decreases as the inherent VCC gain becomes higher: for fPF = 6/8 for

example, approximately 40% and 20% can be retained with zero-�lling and homodyne
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for a 100% inherent gain; while for an inherent bene�t of 10%, around 6% and 3-4%

are still retained for zero-�lling and homodyne methods, respectively.

Figure 8.2: Theoretical retained relative SNR gain values of VCC reconstruction for di�erent

PF factors, for several scenarios of inherent VCC gain (the gain of VCC for the case of

fPF = 1), for zero-�lling (a), for homodyne PF reconstruction using a continuous, ramped

�lter (b), and for homodyne PF reconstruction using a piecewise constant (step) �lter (c).

The plotted relative SNR gain is de�ned as
(

σPF, std
σPF, combined

− 1
)
· 100% [T5]

In addition to the noise propagation however, PF also has an e�ect on the image-space

signal, as it is convolved with the IFT of the �lter. This can introduce blurring and even

signal loss in the image, modifying the �nal SNR depending on the total signal power

residing in the non-measured k-space periphery. Zero-�lling is especially susceptible

to such e�ects, since no attempt is made to recover the missing signal. Nevertheless,

these e�ects do not a�ect the SNR gain values plotted in Figure 8.2, since they are

present in both the standard and the combined reconstruction, modifying the image

in the same way; therefore the SNR ratio does not change.
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8.4 In-vivo measurements

Acquisition was performed on 1.5 T and 3 T scanners (MAGNETOM Avanto and

Prisma, Siemens Healthcare GmbH, Erlangen, Germany) using di�erent coil con�gu-

rations (see Table 8.1). The measurements were performed on two healthy volunteers

after obtaining written informed consent, in accordance with the institutional regula-

tions.

To investigate the retained bene�t of VCC reconstruction when combined with PF,

accelerated T1-weighted spin-echo (T1wSE) and gradient-echo EPI (GRE-EPI) acqui-

sitions were performed, as described in the following. These sequences were chosen

based on similar principles as the ones described in section 6.5, with the main dif-

ference being the inclusion of gradient-echo EPI: since the technique presented here

does not involve a nonselective RF pulse (unlike the phase-optimization in chapter 6),

the feasible sequences were not restricted to spin-echo-based measurements. Speci�-

cally, gradient-echo EPI was chosen based on one of its most signi�cant application,

functional MRI, where Partial Fourier acquisition is frequently applied.

T1-weighted spin-echo measurements were carried out using prototype sequences, test-

ing several in-plane and SMS acceleration factors from 2 to 8; the protocol parameters

are summarized in Table 8.1. To facilitate the VCC reconstruction, 3 T T1wSE acquisi-

tions were designed to have an additional phase ramp in the direction of acceleration, as

follows. In the case of in-plane acceleration, k-space was shifted in the phase-encoding

direction by modifying the PE prephasing gradient. The amount of shifting was set

to R ·∆k/4, where ∆k is the PE sampling interval in a full-sampled scan. This shift

introduces an image-space phase ramp along the PE direction, resulting in an addi-

tional π/2 phase di�erence between neighboring overlapping voxels in the accelerated

acquisition, which is known to be bene�cial to the noise ampli�cation of a VCC re-

construction [1]. For the SMS-accelerated scans, a similar phase shift was achieved by

modifying the multi-slice-selective excitation pulse, adding a phase o�set of jπ/2 to

the subpulse exciting the j-th slice from the SMS slice group. The SMS-accelerated

acquisitions additionally used CAIPIRINHA sampling [18], with FOV/2 (forMB = 4)

and FOV/3 (for MB = 5, 6, 8) PE shift between neighboring slices.

For 1.5 T T1wSE measurements, acceleration factors and similar phase ramps were

simulated from a single full scan. For all T1wSE acquisitions (both 3 T and 1.5 T),

PF factors 1, 7/8, 6/8, and 5/8 were simulated by omitting lines from the k-space

periphery. The fully sampled central 32 lines were used for calibration in all cases.
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GRE-EPI measurements were performed using the vendor's EPI sequence, with pro-

tocol parameters summarized in Table 8.1. At 3 T, PF factors 1, 7/8, and 6/8 were

separately measured, while fPF = 5/8 was simulated from the fPF = 6/8 scan by

omitting more k-space lines, as the product EPI sequence does not allow PF factors

smaller than 6/8. In each 3 T case, calibration signal was measured in a prescan using

segmented EPI, acquiring 96 ACS lines. For 1.5 T EPI measurements, all PF factors

were simulated, measuring 32 ACS lines. Echo time was set to 30 ms (3 T) and 40 ms

(1.5 T) to achieve T ∗2 contrast and to mimic a BOLD fMRI acquisition.

In addition to the in-plane-accelerated EPI measurements, concurrently SMS- and

in-plane-accelerated GRE-EPI acquisitions were also performed at 3 T using a C2P-

acquired blipped-CAIPI SMS EPI [20] sequence provided by the Center for Magnetic

Resonance Research, University of Minnesota [12, 82, 83], measuring 4 slices simulta-

neously with in-plane acceleration factors 3 and 4, applying a FOV/3 blipped-CAIPI

sampling [20]. PF factors 7/8 and 6/8 were measured for R = 3, and fPF = 1 for

R = 4 to compare acquisitions of similar net acceleration, as described later. All other

protocol parameters were identical to the ones of in-plane-accelerated EPI.
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T1-weighted spin-echo gradient-echo EPI

in-plane acceleration SMS
acceleration

in-plane acceleration

Field strength 3 T 1.5 T 3 T 3 T 1.5 T

Repetition
time (TR)

700 ms 550 ms 700 ms 5000 ms 3000 ms

Echo time
(TE)

22 ms 8.4 ms 22 ms 30 ms 40 ms

Slice thickness 3.5 mm 5 mm 3.5 mm 2 mm 5 mm

In-plane
resolution

1.08 mm 0.9 mm 1.08 mm 2 mm 3 mm

In-plane
matrix size

192×192 256×256 192×192 108×108 64×64

PE direction AP RL AP AP

Receiver
channels used

52 / 16 12 52 52 / 16 12

In-plane acc.
factor

2, 3, 4, 5,
6, (7), (8)

2, 3, 4, 5, 6
1 (no

in-plane
acc.)

3, 4, 5, 6,
(7), (8)

2, 3, 4, 6

SMS acc.
factor

1 (no SMS) 4, 5, 6, (8) 1 (no SMS)

CAIPIRINHA
factor

- (no SMS)
2 for MB 4;
3 for MB 4,
5, 6, (8)

- (no SMS)

Distance
between SMS
slice centers

- (no SMS) 7 mm - (no SMS)

Fat saturation used used used

Accelerated
dataset

measured simulated measured measured
2, 3, 4

measured,
6 simul.

Number of
ACS lines

32 32 96 32

Partial
Fourier
dataset

simulated simulated
7/8, 6/8
measured;
5/8 sim.

simulated

Table 8.1: Protocol parameters for the used sequences. A value in parenthesis in the

3 T cases (e.g. acceleration factor 8) indicates that the given parameter was measured

with the 52-channel coil only.
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8.5 Reconstruction

All calculation and reconstruction were performed o�ine in MATLAB (The Math-

Works, Natick, MA, USA). Noise pre-whitening was performed on all datasets before

reconstructing them with and without including the VCC signal.

All in-plane-accelerated datasets were reconstructed with GRAPPA using a 2×5 ker-

nel (PE×RO). In the T1wSE measurements, 32 ACS lines were used for calibration,

while in the GRE-EPI acquisitions, 96 and 32 ACS lines were used at 3 T and 1.5 T,

respectively. Minimal regularization was used for both physical and virtual channels

(λ = κ = 0.0005 ·Smax where Smax is the maximum singular value of the source matrix

in the reconstruction [37]).

The SMS-accelerated T1wSE datasets were reconstructed using the Slice-GRAPPA

algorithm [20] with a 7×7 LeakBlock kernel [29], using 32 calibration lines. Minimal

regularization was used for physical channels (λ = 0.0005 ·Smax), however, to suppress
possible artifacts arising in the VCC reconstruction due to k-space inconsistencies [37],

medium regularization was used for virtual channels, with κ = 0.025 · Smax.

For the concurrently SMS- and in-plane-accelerated EPI datasets, a two-step recon-

struction was applied. First, the overlapping slices were separated using the Slice-

GRAPPA algorithm with a 3×7 LeakBlock kernel, using minimal regularization for

physical channels (λ = 0.0005 · Smax), and medium regularization for virtual channels

(κ = 0.05 · Smax). The separated in-plane-accelerated slices were subsequently recon-

structed by GRAPPA, using the exact same parameters as for the in-plane-accelerated

EPI scans.

Missing k-space lines due to Partial Fourier were synthesized using 3 separate PF

reconstruction techniques: zero-�lling, homodyne reconstruction with a ramped �lter

function (see Figure E.1c), and the POCS algorithm. Calibration lines were not in-

cluded in the �nal reconstruction in any case. Final images were computed in the same

two ways as described in section 7.2, using a Sum-of-Squares method and a complex

linear combination. Reconstructed virtual coil images were not included into the �nal

coil combination in any case; the VCC data were only used as an input to reconstruct

physical channels.

Taking into account the standard and VCC parallel imaging synthesis, the three PF

algorithms, and the two coil combinations, all measured datasets yielded 12 separate

�nal reconstructions, with an SNR computation subsequently performed for each case

using a pseudo-multiple-replica method, as described in the following.
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8.6 Noise and SNR computation

The noise ampli�cation in each reconstruction pipeline was calculated using a similar

pseudo-multiple-replica method as described in section 7.2. Due to the several datasets,

the image reconstruction was repeated 100 times in each case instead of 1000. For better

visualization, the displayed noise maps, besides being normalized to g-factor-equivalent

units by dividing them with the standard deviation of the added noise and with
√
R,

were smoothed using a Gaussian kernel with 3.5 mm FWHM. The SNR map of a given

setup was computed as the voxel-wise ratio of the across-replica mean image and the

across-replica standard deviation.

For each reconstruction pipeline and measured dataset, the mean SNR gain of the

combined VCC reconstruction compared to the standard (non-VCC) method was com-

puted using the voxel-wise ratio of the SNR maps, as shown in Eq 8.14. Only voxels

with relevant signal were taken into account when computing the spatial averages.

Percentage SNR gain of VCC recon =

(
spatial mean of

SNRVCC

SNRstd

− 1

)
· 100%

(8.14)

To further investigate the possible bene�ts and drawbacks of the proposed method,

comparisons were also made between measurements of the same e�ective acceleration,

using either a lower acceleration with PF, reconstructed with the proposed method;

or a higher acceleration without PF, applying a traditional VCC reconstruction. For

the T1wSE case, matching acquisitions were chosen to have approximately the same

net acceleration factor considering both parallel imaging and PF, with and without

taking into account the measured calibration lines, as those can be measured either

separately, or within the accelerated measurement in such an acquisition. For the EPI

measurements, the basis of comparison was either the same net acceleration (with-

out the ACS lines, as those are typically measured separately in EPI), or the same

minimum achievable TE, that is, the same number of lines measured before the non-

phase-encoded central line. The compared datasets are described in Table 8.2.
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Field

strength

Receiver

number

Sequence

type

Acc.

type
1st acq. 2nd acq.

Base of

compar-

ison

3 T 52 T1wSE in-plane
R = 4,

fPF = 6/8
R = 5,
fPF = 1

net acc.
without
ACS

3 T 52 T1wSE in-plane
R = 4,

fPF = 6/8
R = 6,
fPF = 1

net acc.
with ACS

3 T 52 GRE-EPI in-plane
R = 6,

fPF = 7/8
R = 8,
fPF = 1

min. TE

3 T 52 GRE-EPI in-plane
R = 6,

fPF = 6/8
R = 8,
fPF = 1

net acc.

3 T 52 T1wSE SMS
MB = 6,
fPF = 6/8

R = 8,
fPF = 1

net acc.
without
ACS

3 T 52 GRE-EPI
in-plane
and SMS

MB = 4,
R = 3,

fPF = 7/8

MB = 4,
R = 4,
fPF = 1

min. TE

3 T 52 GRE-EPI
in-plane
and SMS

MB = 4,
R = 3,

fPF = 6/8

MB = 4,
R = 4,
fPF = 1

net acc.

3 T 16 T1wSE in-plane
R = 3,

fPF = 5/8
R = 5,
fPF = 1

net acc.
without
ACS

3 T 16 T1wSE in-plane
R = 3,

fPF = 5/8
R = 6,
fPF = 1

net acc.
with ACS

3 T 16 GRE-EPI in-plane
R = 5,

fPF = 7/8
R = 6,
fPF = 1

min. TE

3 T 16 GRE-EPI in-plane
R = 5,

fPF = 6/8
R = 6,
fPF = 1

net acc.

1.5 T 12 T1wSE in-plane
R = 3,

fPF = 5/8
R = 5,
fPF = 1

net acc.
without
ACS

1.5 T 12 GRE-EPI in-plane
R = 4,

fPF = 6/8
R = 6,
fPF = 1

min. TE

1.5 T 12 GRE-EPI in-plane
R = 4,

fPF = 5/8
R = 6,
fPF = 1

net acc.

Table 8.2: Compared measurements with matching net acceleration or similar mini-

mum achievable TE.
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8.7 Results

8.7.1 Retained SNR gain in the combined method

In most cases, percentage SNR gain values for various setups (Figure 8.3 and 8.4 for

SoS and complex linear coil combinations for the case of 3 T and 52 channels; Figures

E.2 and E.3 for the same with 3 T using 16 channels, and Figure E.4 for 1.5 T using

12 channels) show close resemblance with the theoretical curves displayed in Figure

8.2: as the PF factor becomes smaller, the retained SNR gain of VCC reconstruction

decreases; with the reduction being greater for a higher inherent VCC bene�t. The

deviances from the theoretical trends in the cases of in-plane-accelerated GRE-EPI

acquisitions with higher acceleration are caused by artifactual signal intensity changes.

Note that in the cases where VCC reconstruction actually increases the reconstruction

noise (probably due to the k-space inconsistencies mentioned before), e.g. in EPI mea-

surements with lower acceleration, the (negative) retained SNR gain increases as the

PF factor decreases. This is caused by the same e�ect of smaller VCC contribution: at

lower PF factors, most of k-space is synthesized using the standard GRAPPA kernel;

therefore the higher noise ampli�cation of the VCC kernel is also mitigated.

One can also observe that, as calculated in the Theory section, the SNR gain values

in a complex linear combination are di�erent than the ones resulting from a SoS com-

bination. It can be seen for example, that in the case of in-plane-accelerated T1wSE,

none of the retained SNR values are below zero in the complex linear combination,

while in a SoS combination using 52 channels at 3 T, the SNR gains of acceleration

factors 2 and 3 are all negative (see Figure 8.3).

Furthermore, these results shows that the POCS algorithm has similar overall retained

SNR values as the homodyne method using a ramped �lter.
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Figure 8.3: Spatial mean values of percentage SNR gain in VCC reconstructions combined

with PF, for di�erent measurement types, acceleration factors, and PF reconstruction al-

gorithms, using a Sum-of-Squares (SoS) coil combination, for 3T and 52 receiver channels.

Results for in-plane-accelerated T1-weighted spin-echo (top row: a-c), SMS-accelerated T1-

weighted spin-echo (middle row: d-f), and in-plane-accelerated gradient-echo EPI (bottow

row: g-i) are shown, for zero-�lling (left column: a, d, g), for homodyne PF reconstruction

using a continuous, ramped �lter (middle column: b, e, h), and for POCS PF reconstruction

(right column: c, f, i). [T5]
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Figure 8.4: Spatial mean values of percentage SNR gain in VCC reconstructions combined

with PF, for di�erent measurement types, acceleration factors, and PF reconstruction algo-

rithms, using a complex linear coil combination without taking the real part or absolute value,

for 3T and 52 receiver channels. Results for in-plane-accelerated T1-weighted spin-echo (top

row: a-c), SMS-accelerated T1-weighted spin-echo (middle row: d-f), and in-plane-accelerated

GRE-EPI (bottow row: g-i) are shown, for zero-�lling (left column: a, d, g), for homodyne

PF reconstruction using a continuous, ramped �lter (middle column: b, e, h), and for POCS

PF reconstruction (right column: c, f, i). [T5]

Exemplary SoS-combined magnitude images and reconstruction noise maps for T1wSE

acquisitions are displayed in Figures 8.5 and 8.6 (3 T, 52 channels), and in Figures E.5

(3 T, 16 channels) and E.6 (1.5 T, 12 channels), for several PF factors, using POCS.

The increasing reconstruction noise for lower PF factors is evident in both standard

and VCC reconstructions. Although visually the bene�t of including the VCC signals

at lower PF factors can only be seen in the low-channel-number cases, the noise maps

clearly indicate that the VCC-reconstructed images have a lower noise level even at
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fPF = 5/8 in all setups. Nevertheless, the noise di�erence is reduced as the PF factor

decreases, as expected from the theory of the method.

Similar results can be observed in the case of 6× in-plane-accelerated GRE-EPI, dis-

played in Figures 8.7 (magnitude images) and 8.8 (reconstruction noise maps). In this

case, in addition to the lower noise level, it can also be seen that the artifactual sig-

nal decrease at the center of the image noticeable in the standard reconstruction is

mitigated in the VCC reconstruction, even for fPF = 5/8.
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Figure 8.5: Reconstructed magnitude images of T1-weighted spin-echo measurements (3T, 52

receiver channels) for several PF factors, using 4× in-plane acceleration (top sub�gure: a-h),

and 6× SMS acceleration (bottom sub�gure: i-p). For both cases, standard (a-d, i-l) and VCC

reconstructions (e-h, m-p) are displayed. SoS coil combination and POCS PF algorithm were

used in all shown cases. [T5]
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Figure 8.6: Reconstruction noise maps for the T1-weighted spin-echo measurements displayed

in Figure 8.5 (3T, 52 receiver channels), computed with the pseudo-multiple-replica method.

Cases of 4× in-plane acceleration (top sub�gure: a-h) and 6× SMS acceleration (bottom

sub�gure: i-p) are shown, for standard (a-d, i-l) and VCC reconstructions (e-h, m-p), using

POCS PF algorithm and SoS coil combination. The displayed noise is scaled so that its units

are equivalent to the g-factors. [T5]
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Figure 8.7: Reconstructed magnitude images of 6× in-plane-accelerated gradient-echo EPI

measurements (3T, 52 receiver channels) for several PF factors, using standard (a-d) and

VCC reconstruction (e-h), with POCS PF algorithm and SoS coil combination. [T5]
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Figure 8.8: Reconstruction noise maps for the 6× in-plane-accelerated gradient-echo EPI

measurements displayed in Figure 8.7 (3T, 52 receiver channels), computed with the pseudo-

multiple-replica method. Noise of standard (a-d) and VCC reconstruction (e-h) are shown,

for several PF factors, using POCS PF algorithm and SoS coil combination. The displayed

noise is scaled so that its units are equivalent to the g-factors. [T5]

8.7.2 Comparison with higher acceleration without PF

Comparisons between in-plane-accelerated EPI acquisitions at 3 T using 52 chan-

nels and POCS (Figure 8.9) clearly show that the measurements using the proposed

method, having matching net acceleration or minimum TE, have higher SNR at most

regions than the conventional VCC reconstruction with higher acceleration without

PF. This remains true for the minimum-TE-matched case at 3 T using 16 channels

(Figure E.7), although the net-acceleration-matched case shows region-speci�c advan-

tage. In 1.5 T using 12 channels (Figure E.8) the advantage of the proposed method

is even more apparent, as the 6-fold acceleration without PF is disturbed by immense

noise.

Comparisons between in-plane-accelerated T1wSE measurements at 3 T using 52 chan-

nels and POCS (Figure 8.10) show that in this case the advantage of the proposed

method depends on the measurement of the calibration lines. If they are assumed to

be measured separately, the SNR of the conventional acquisition without PF is higher

in some regions, while if the ACS lines are measured within the accelerated scan, the
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proposed method provides a higher SNR; while the conventional reconstructions also

show some residual aliasing. In the other cases of 3 T using 16 channels (Figure E.9)

and 1.5 T using 12 channels (Figure E.10) however, the bene�t of the proposed method

is evident.

In Figure 8.11, the comparison between concurrently SMS- and in-plane-accelerated

EPI acquisitions is displayed. In this case, the net-acceleration-matched setups are

similar, while in the minimum-TE-matched case, the proposed method shows higher

SNR than the conventional one without PF. Finally, the comparison between net-

acceleration-matched SMS-accelerated T1wSE measurements, depicted in Figure 8.12,

shows that the VCC-reconstructed acquisition with MB = 8, fPF = 1 has a higher

SNR than the one with MB = 6, fPF = 6/8 using the combined reconstruction.
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Figure 8.9: Comparisons of SNR in cases of same net acceleration and same minimum TE,

for VCC-reconstructed in-plane-accelerated gradient-echo EPI measurements (3T, 52 receiver

channels). Results of acceleration factor 6 with PF factors 7/8 (left column: a, d, g) and 6/8

(middle column: b, e, h) are shown as well as the case of acceleration factor 8 without PF

(right column: c, f, i). The �rst and last cases (R = 6, fPF = 7/8 vs. R = 8, fPF = 1)

allow the same minimum TE, while the second and last cases (R = 6, fPF = 6/8 vs. R = 8,

fPF = 1) have the same net acceleration. Reconstructed magnitude images (top row: a-c),

computed noise maps (middle row: d-f), and calculated SNR maps (bottom row: g-i) are

displayed. POCS PF algorithm and SoS coil combination were used in all shown cases. [T5]

142



Figure 8.10: Comparisons of SNR in cases of same net acceleration for VCC-reconstructed

in-plane-accelerated T1-weighted spin-echo measurements (3T, 52 receiver channels). Accel-

eration factor 4 with PF factor 6/8 (left column: a, d, g) is displayed, as well as acceleration

factors 5 (middle column: b, e, h) and 6 (right column: c, f, i), without PF. The �rst and

second cases (R = 4, fPF = 6/8 vs. R = 5, fPF = 1) have approximately the same net

acceleration, not taking into account the calibration lines. The �rst and last cases (R = 4,

fPF = 6/8 vs. R = 6, fPF = 1) have approximately the same e�ective net acceleration taking

into account the ACS lines measured within the accelerated scans. Reconstructed magnitude

images (top row: a-c), computed noise maps (middle row: d-f), and calculated SNR maps

(bottom row: g-i) are shown. POCS PF algorithm and SoS coil combination were used in

all displayed cases. Orange arrows indicate the residual aliasing artifacts noticeable in the

fPF = 1 measurements using higher acceleration. [T5]
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Figure 8.11: Comparisons of SNR in cases of same net acceleration and same minimum TE, for

VCC-reconstructed, simultaneously SMS-accelerated and in-plane-accelerated gradient-echo

EPI measurements (3T, 52 receiver channels). Results of in-plane acceleration factor 3 with

PF factor 7/8 (left column: a, d, g) and 6/8 (middle column: b, e, h) are displayed as well

as in-plane acceleration factor 4 without PF (right column: c, f, i). MB factor 4, POCS PF

algorithm, and SoS coil combination were used in all shown cases. Reconstructed magnitude

images (top row: a-c), computed noise maps (middle row: d-f), and calculated SNR maps

(bottom row: g-i) are displayed. [T5]
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Figure 8.12: Comparison of SNR in cases of same net acceleration for VCC-reconstructed

SMS-accelerated T1-weighted spin-echo measurements (3T, 52 receiver channels). MB factor

6 with PF factor 6/8 (left column: a, c, e) is displayed, as well as MB factor 8 without

PF (right column: b, d, f). Reconstructed magnitude images (top row: a-b), computed noise

maps (middle row: c-d), and calculated SNR maps (bottom row: e-f) are shown. POCS PF

algorithm and SoS coil combination were used in all displayed cases. [T5]

8.8 Discussion and conclusion

In this second part of the PhD work, we have demonstrated the possibility of combining

Virtual Conjugate Coil reconstruction with Partial Fourier imaging to achieve lower

g-factors for accelerated acquisitions that use PF. The proposed method uses separate
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parallel imaging synthesis for di�erent regions of k-space, maximizing the usage of

conjugate symmetry: in addition to utilizing the symmetry of the periphery for PF, the

symmetry of the central region is used for g-factor reduction by VCC reconstruction.

Although the fraction of k-space where the VCC kernel can be applied � and therefore

the bene�t of lower noise ampli�cation � decreases as PF becomes stronger, a gain

in SNR is still present even for PF factor 5/8. Nevertheless, the combined method is

most bene�cial with higher PF factors, e.g. 7/8 or 6/8 that are also used in clinical

and research practice, for example in the Human Connectome Project [14] and the UK

Biobank [84].

The possibility of applying VCC reconstruction in combination with PF could be of

particular interest in echo-train sequences, where PF is sometimes necessary for shorter

TE to achieve the desired contrast (e.g. in fMRI) or to avoid signal decay (e.g. in DWI).

We have shown that this technique can provide notable noise reduction in GRE-EPI

acquisitions, frequently used for fMRI together with PF. Of course, one can also achieve

the necessary echo time or the required total acquisition time using VCC reconstruction

without PF, with higher in-plane acceleration. To relate the proposed technique with

this method, measurements with matching minimum TE or similar net acceleration

were compared. The results indicate that the advantage of the combined technique

depends on the inherent bene�t of VCC reconstruction. If VCC provides a large SNR

gain, the higher acceleration without PF using conventional VCC reconstruction will

have lower noise ampli�cation, due to the large noise propagating from the k-space

periphery in the combined method. However, if the inherent bene�t of VCC is low

or moderate, which is common for non-VCC-optimized acquisitions, the combined

method outperforms the higher acceleration in terms of SNR and could therefore be

favorable.

It is noteworthy that the proposed method can be combined with the recently published

joint reconstruction called JVC-GRAPPA [85] to allow the simultaneous usage of VCC

and PF in JVC-GRAPPA. Furthermore, in addition to the common PF practice of

skipping k-space lines, the proposed technique can also be applied to partial echoes

employing PF along the readout direction, used e.g. for Cartesian short-TE acquisitions

[80] and short-TR balanced SSFP [79].

In this work, zero-�lling, homodyne, and POCS PF algorithms were used to evaluate

the noise ampli�cation. However, the partial application of VCC reconstruction does

not impose a restriction on the PF algorithm, as the �nal PF reconstruction is inde-

pendent of the VCC reconstruction. Therefore, any kind of PF algorithm can be used

with the proposed technique.
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Note that the described method does not aim at improving the VCC reconstruction

itself, nor is it capable of doing so. Instead, it enables the application of VCC recon-

struction to the symmetrically sampled k-space center, thus retaining a fraction of

the bene�t that VCC would provide without PF. Nonetheless, this technique can be

combined with methods that do intend to improve VCC reconstruction, e.g. with the

added linear phase ramp in the direction of acceleration, as also used in some of the

measurements shown here, or with the recently published technique of optimizing the

background phase for maximized VCC bene�t [86]. With such a combination, as the

inherent gain of VCC increases, the SNR of the combined reconstruction using the

proposed method will also increase.

In addition to the noise characteristics of the combined reconstruction, an analytical

formula for the noise in a magnitude VCC reconstruction was also presented and vali-

dated in this second part of the PhD work, as it di�ers from the case of a complex linear

coil combination and from the case of a magnitude standard (non-VCC) reconstruction.

The SNR computations indicate that the bene�t of VCC in a magnitude reconstruction

is smaller than one would expect from the conventional GRAPPA g-factor formula,

with the di�erence also propagating to the proposed combined method.

Nonetheless, this technique has some drawbacks and possible pitfalls. First, applying

di�erent reconstruction kernels for separate k-space regions can cause discontinuities

at the border of these regions, and although we did not experience such a problem,

it can theoretically happen, e.g. if one of the kernel calculations fails. If exists, such

e�ect can be especially problematic in cases when further analysis is performed on

the reconstructed images, e.g. in fMRI and DWI. The discontinuity between regions

e�ectively acts as a step-like multiplication in k-space, i.e. a convolution in image-

space, introducing unwanted spurious correlations to fMRI time-series, or biases in

the di�usion coe�cient and tractography. In addition, the proposed method inherits

all disadvantages of the conventional VCC reconstruction, including increased sensi-

tivity to k-space inconsistencies (introduced by relaxation, motion, and physiology)

and to mismatches between phases of ACS and measured data. For this reason, in

fMRI and DWI the proposed method (being a VCC technique) is mostly bene�cial in

thermal-noise-dominated cases [87], that is, when the statistical noise is higher than

the physiological noise; while for di�usion acquisitions, a di�usion-direction-speci�c

re-calibration of the VCC kernel is also necessary [85].

Furthermore, the method has relatively high computational demands: not only the

number of receivers is e�ectively doubled in the VCC reconstruction, but the standard

reconstruction kernel also has to be determined, possibly lengthening reconstruction
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time. This problem can be mitigated by e.g. applying coil compression [88, 89] to

reduce computational complexity.
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Summary

The PhD work presented in this thesis focused on accelerated phase-constrained MR

imaging, involving the optimization of the acquisition to reduce the noise ampli�ca-

tion, and the combination of two phase-constrained reconstruction techniques. Overall,

the results could facilitate the use of the Virtual Conjugate Coil reconstruction in re-

search applications, or even in clinical acquisitions in the future, increasing the SNR in

accelerated MRI. Of course, there are numerous other, possibly more advanced ways

to achieve a faster data acquisition besides parallel imaging, e.g. Compressed Sens-

ing [90] or Fingerprinting [91]. Nevertheless, conventional techniques like SENSE and

GRAPPA are still the most widespread techniques for acceleration, probably due to

their relative robustness and the extensive clinical experience in their application. For

this reason, I believe that further developing these linear reconstruction methods can

provide substantial in�uence to the world of MRI.

The new scienti�c results presented in this thesis are summarized in the following

thesis points.

1. I have shown that using tailored radiofrequency excitation pulses designed specif-

ically to the given patient and measurement parameters, the noise ampli�cation

in accelerated MRI reconstructed with Virtual Conjugate Coil algorithm can

be decreased notably; in some cases, by more than a factor of 2. As proven

with in-vivo measurements, this method works for both in-plane-accelerated and

simultaneous multislice acquisitions, with the RF pulses using spiral or stack-of-

spiral gradient waveforms, respectively. The designed pulses successfully intro-

duce the optimized phase distribution to the imaged object previously computed

using a prescan, while maintaining reasonably homogeneous �ip angle distri-

bution. Furthermore, I have demonstrated the possibility of reconstructing the

optimized accelerated measurement without additional calibration data, using

only the prescan measured to compute the optimal phase, and the simulated

excitation pro�le of the designed pulse. [T1, T2, T3]

2. I have shown by numerical simulation that incorporating slice selection to the

phase optimization is possible using spokes pulses, by simultaneously optimizing

the RF waveform and the excitation k-space trajectory. The simulations show
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that similar reduction of noise can be achieved as in the case of �xed-waveform

spiral pulses, with unchanged pulse length and minimal degradation in �ip angle

homogeneity, while simultaneously performing slice selection. [T3]

3. I have derived a new analytical formula for the noise ampli�cation of a real-valued

or Sum-of-Squares-combined Virtual Conjugate Coil GRAPPA reconstruction,

showing that the traditional GRAPPA g-factor formula is not valid in such a

magnitude VCC reconstruction. Furthermore, I have validated the analytical

result using numerical noise computations, and shown that the derived formula

describes the noise ampli�cation correctly. [T5]

4. I have developed a technique to combine the Virtual Conjugate Coil reconstruc-

tion with Partial Fourier imaging, two phase-constrained techniques that were

so far considered mutually exclusive. I have shown by noise computations and

in-vivo measurements that using this combination method, some of the bene�t

of Virtual Conjugate Coil reconstruction can be retained in accelerated measure-

ments employing Partial Fourier acquisition, using either in-plane or simultane-

ous multislice acceleration. [T4, T5]
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Appendix A

Derivation of the regularized pseu-

doinverses

Regularized pseudoinverse

The weighted sum of the squared reconstruction error and the squared 2-norm of the

solution in Equation 3.55 can be written as

(Ax− y)† (Ax− y) + λx†x = x†A†Ax− x†A†y − y†Ax + y†y + λx†x (A.1)

As this is a nonnegative quadratic form, the unique minimum can be found by deriva-

tion with respect to x†:

∂

∂x†
(
x†A†Ax− x†A†y − y†Ax + y†y + λx†x

)
= 0 (A.2)

A†Ax−A†y + λx = 0 (A.3)(
A†A + λ1

)
x = A†y (A.4)

x =
(
A†A + λ1

)−1
A†y (A.5)

The matrix on the right side of Equation A.5 is the regularized pseudoinverse used

in section 3.5. This derivation also applies to the non-regularized pseudoinverse with

a λ = 0 substition. Note that a left-pseudoinverse was used in this case, but the

derivation is essentially the same for right-pseudoinverse, for the case where the matrix

A has independent rows instead of independent columns.
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Element-wise regularized pseudoinverse

For the more generalized regularization described in section 3.5 where the regulariza-

tion weights can be di�erent for each element of the solution, the expression to be

minimized can be written as

(Ax− y)† (Ax− y) + x†L†Lx = x†A†Ax− x†A†y − y†Ax + y†y + x†L†Lx (A.6)

where L is a diagonal matrix containing the square root of the weights of the individual

elements. The separation of the weights to the product of a matrix and its adjoint is

done to emphasize and ensure that the weights have real and nonnegative values. The

minimum can again be found by derivation with respect to x†:

∂

∂x†
(
x†A†Ax− x†A†y − y†Ax + y†y + x†L†Lx

)
= 0 (A.7)

A†Ax−A†y + L†Lx = 0 (A.8)(
A†A + L†L

)
x = A†y (A.9)

x =
(
A†A + L†L

)−1
A†y (A.10)

Again, the matrix A was assumed to have independent columns. In case of independent

rows, a similar derivation can show that the minimum is reached with the generalized

right-pseudoinverse.

Element-wise regularized and weighted minimization

For the case where the solution error is also weighted, i.e. the importance of solution

accuracy di�ers from point to point with the weigths contained in the diagonal of a

weighting matrix W, the derivation becomes

∂

∂b†
(
b†A†WAb− b†A†Wd− d†WAb + d†Wd + b†L†Lb

)
= 0 (A.11)

A†WAb−A†Wd + L†Lb = 0 (A.12)(
A†WA + L†L

)
b = A†Wd (A.13)

b =
(
A†WA + L†L

)−1
A†Wd (A.14)
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Appendix B

Noise covariance and g-factors in

phase-constrained imaging

PC-SENSE noise covariance matrix and g-factors

In order to compute the g-factors in phase-constrained SENSE, Equations 4.7 needs to

be considered. This equation has the same structure as the original SENSE problem

in Equation 3.8: the measured data is related to the unknowns by a simple matrix

multiplication. Therefore, the g-factor expression should also have the form of the

SENSE g-factors in Equation 3.28, with the variables changed accordingly: the e�ective

sensitivities, separated to real and imaginary parts, take the place of the physical

sensitivities, and of course an appropirate noise covariance matrix denoted by ΨPC

should be used:

gPCk =

√√√√√
[Re (D)

Im (D)

]†
Ψ−1

PC

[
Re (D))

Im (D)

]−1
k,k

[Re (D)

Im (D)

]†
Ψ−1

PC

[
Re (D))

Im (D)

]
R=1,k,k

(B.1)

In order to evaluate this expression, the noise covariance matrix ΨPC has to be com-

puted. To do this, we will start with substituting the real and imaginary components

of noise into the de�nition of the noise covariance matrix.

ηPC =

[
Re (η)

Im (η)

]
(B.2)

ΨPC =
〈
ηPCη

†
PC

〉
=
〈[Re (η)

Im (η)

][
Re (η)

Im (η)

]† 〉
=

[
Re (η)Re (η)† Re (η) Im (η)†

Im (η)Re (η)† Im (η) Im (η)†

]
(B.3)
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Since the vector of measurement noise in the receiver channels can be well described

by a circularly symmetric complex Gaussian random variable, its relation matrix is

zero [44]:

〈
ηηT

〉
= 0 (B.4)

Using the real-imaginary separation for the relation matrix we have

0 =
〈(
Re (η) + iIm (η)

)(
Re (η) + iIm (η)

)T〉
=〈

Re (η)Re (η)T − Im (η) Im (η)T
〉

+ i
〈
Re (η) Im (η)T + Im (η)Re (η)T

〉
(B.5)

Since both real and imaginary parts of η are purely real vectors, their transpose is

equal to their adjoint. Therefore, from Equation B.5 we have:

〈
Re (η)Re (η)†

〉
=
〈
Im (η) Im (η)†

〉
(B.6)〈

Re (η) Im (η)†
〉

= −
〈
Im (η)Re (η)†

〉
(B.7)

To relate these matrices to the original noise covariance matrix, the latter is also

computed using the real-imaginary separation ot the noise:

Ψ =
〈
ηη†

〉
=
〈(
Re (η) + iIm (η)

)(
Re (η) + iIm (η)

)†〉
=
〈
Re (η)Re (η)† + Im (η) Im (η)†

〉
+ i
〈
Im (η)Re (η)† − Re (η) Im (η)†

〉 (B.8)

Note that the �rst and the second part in the last row in Equation B.8 are the element-

wise real and imaginary parts of the original covariance matrix. Denoting these by

Re (Ψ) and Im (Ψ), respectively, and substituting Equation B.8 into Equation B.3,

while taking into account the results of Equations B.7 and B.6, we get:

ΨPC =
1

2

[
Re (Ψ) −Im (Ψ)

Im (Ψ) Re (Ψ)

]
(B.9)

Meaning that the �nal covariance matrix for phase-constrained SENSE can be ex-

pressed using element-wise real and imaginary parts of the original covariance matrix.

Substituting this into Equation B.1, the PC-SENSE g-factors can be calculated at

each spatial location.
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The VCC noise covariance matrix

To compute the VCC noise covariance matrix, we will substitute the VCC noise vector

to the de�nition of the covariance matrix:

ΨVCC =

〈[
η

η∗

][
η

η∗

]†〉
=


〈
ηη†

〉 〈
η (η∗)†

〉
〈

(η∗)η†
〉 〈

(η∗) (η∗)†
〉
 (B.10)

Using the fact that the adjoint of the element-wise conjugate is the transpose, and

that the element-wise conjugation commutes with either transposition and adjoint

operation, we have:

η (η∗)† = ηηT (B.11)

(η∗)η† = (η∗)
(
ηT
)∗

=
(
ηηT

)∗
(B.12)

(η∗) (η∗)† =
(
ηη†

)∗
(B.13)

ΨVCC =


〈
ηη†

〉 〈
ηηT

〉
〈 (
ηηT

)∗ 〉 〈 (
ηη†

)∗ 〉
 (B.14)

However, as mentioned in Appendix B, the measurement noise is circularly symmetric,

therefore its relation matrix is zero:

〈
ηηT

〉
= 0 (B.15)

Therefore, the VCC covariance matrix ΨVCC can be written as

[
Ψ 0

0 Ψ∗

]
(B.16)

where Ψ∗ denotes the element-wise conjugate of the original covariance matrix.
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Appendix C

The equivalence of PC-SENSE and

VCC-SENSE

As described in sections 4.1 and 4.2.1, both conventional phase-constrained SENSE

and VCC-SENSE use the concept of e�ective sensitivities, by including the object

phase into the sensitivity pro�les. Their main di�erence is the way they reformulate

the original SENSE problem to have twice as many equations: PC-SENSE separates

the complex equations to real and imaginary parts, while VCC-SENSE extends the

original set of equations with their complex conjugate. Here the mathematical equiv-

alence of the two methods will be presented to provide additional insight into these

phase-constrained techniques. Assuming a noise covariance equal to the identity, this

derivation can be found in [92], but here the covariances will also be taken into account.

As both PC-SENSE and VCC-SENSE are formulated as an overdetermined system of

linear equations, their SNR-optimal solution can formally be described using Equation

3.24, by appropriately changing the sensitivity matrices and noise covariances. There-

fore, the key expressions that need to be investigated for PC-SENSE and VCC-SENSE,

respectively, are

[
Re (D)

Im (D)

]†
Ψ−1

PC

[
Re (D))

Im (D)

]
=

[
Re (D)

Im (D)

]† [
1
2
Re (Ψ) −1

2
Im (Ψ)

1
2
Im (Ψ) 1

2
Re (Ψ)

]−1 [
Re (D))

Im (D)

]−1

(C.1)[
D

D∗

]†
Ψ−1

VCC

[
D

D∗

]
=

[
D

D∗

]† [
Ψ 0

0 Ψ∗

]−1 [
D

D∗

]
, (C.2)

where the expressions for PC and VCC covariance matrices were derived in Appendix

B. These two covariance matrices are connected by a similarity transform with a uni-

tary matrix T, and a constant scaling:
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1

2

[
Re (Ψ) −Im (Ψ)

Im (Ψ) Re (Ψ)

]
=

1

2

(
1√
2

[
1 1

−i i

])
︸ ︷︷ ︸

T

[
Ψ 0

0 Ψ∗

](
1√
2

[
1 i

1 −i

])
︸ ︷︷ ︸

T−1

(C.3)

Therefore the inverse of the PC covariance matrix can be written as

Ψ−1
PC =

(
1

2
TΨVCCT−1

)−1

= 2TΨ−1
VCCT−1 (C.4)

Substituting this into Equation C.1, we have

[
Re (D)

Im (D)

]†
Ψ−1

PC

[
Re (D))

Im (D)

]
=

[
Re (D)

Im (D)

]† [
1 1

−i i

][
Ψ 0

0 Ψ∗

]−1 [
1 i

1 −i

][
Re (D)

Im (D)

]

=
[
Re (D)† − iIm (D)† Re (D)† + iIm (D)†

] [Ψ 0

0 Ψ∗

]−1 [
Re (D) + iIm (D)

Re (D)− iIm (D)

]

=

[
D

D∗

]† [
Ψ 0

0 Ψ∗

]−1 [
D

D∗

]
=

[
D

D∗

]†
Ψ−1

VCC

[
D

D∗

]
(C.5)

Meaning that the key expressions of PC-SENSE and VCC-SENSE are identical, there-

fore the two techniques are mathematically equivalent. As the similarity transform ma-

trix T is unitary, intuitively it can be said that these two reconstructions are rotated

versions of the same solution.
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Appendix D

E�ect of phase demodulation and

real part operation on the noise

ampli�cation of homodyne PF re-

construction

In section 4.3.2, the e�ect of the PF �lter on the noise ampli�cation of a homodyne

PF reconstruction was discussed; however, the e�ects of phase demodulaton and real

part operation were not. To quantify their contribution to the noise, we will separate

the �ltered complex image IH and the demodulation phase ϕL in Equation 4.34 into

their ideal, noiseless versions, and their noise components. Using the same notations

as in section 4.3.2:

IH = ĨH + η (D.1)

ϕL = ϕ̃L + ξ (D.2)

With this separation and omitting the notation for spatial dependency for simplicity,

Equation 4.34 can be rewritten as

Irecon = Re
((
ĨH + η

)
e−i(ϕ̃L+ξ)

)
(D.3)

In order to further simplify the derivation, we also introduce the `ideally demodulated'

image as the image multiplied with the noiseless demodulation phase, also being sep-

arated to its ideal, noiseless component, and its noise:

Id = IHe
−iϕ̃L = ĨHe

−iϕ̃L︸ ︷︷ ︸
Ĩd

+ ηe−iϕ̃L︸ ︷︷ ︸
ηd

= Ĩd + ηd (D.4)
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Since ϕ̃L is noiseless, ηd in Equation D.4 has the same distribution as η. Using these

quantities, Equation D.3 becomes

Irecon = Re
(
Ide
−iξ) = Re

((
Ĩd + ηd

)
e−iξ

)
= Re

(
Ĩd

)
cos (ξ) + Re (ηd) cos (ξ) + Im

(
Ĩd

)
sin (ξ) + Im (ηd) sin (ξ)

(D.5)

Assuming that the measurement has su�cient SNR, the noise in the demodulation

phase is suppressed compared to the complex image noise by the signal itself. Therefore,

in voxels with relevant signal, ξ should be small, allowing us to approximate Equation

D.5 using the �rst-order series expansion of sin (ξ) and cos (ξ):

Irecon ≈ Re
(
Ĩd

)
+ Re (ηd) + Im

(
Ĩd

)
ξ + Im (ηd) ξ (D.6)

For the homodyne reconstruction to work, the object phase has to be of low-resolution,

otherwise it cannot be well-approximated from the symmetrically sampled k-space

center. If this condition is ful�lled, the ideally demodulated image should have little

imaginary part, being mostly real, meaning that the imaginary part of Ĩd is small.

Therefore, the third component in Equation D.6 is really small, being the product

of a small imaginary component and a really small phase noise. Furthermore, if the

image has su�cient SNR, it also means that the image noise is much smaller than the

image signal, resulting in the fourth component also being negligible compared to the

ones that contain the noiseless signal, since this is the product of the image noise and

the suppressed phase noise. With these assumptions, the reconstructed image can be

further approximated by

Irecon ≈ Re
(
Ĩd

)
+ Re (ηd) (D.7)

If the demodulation was successful and the image SNR is su�cient, the �rst compo-

nent is approximately equal to the amplitude of the homodyne-�ltered image before

demodulation, while the second component has the same distribution as the real part

of the original image noise η before the demodulation. This means, that if the recon-

struction works well and the SNR is not too low, the noise in the �nal reconstruction is

approximately the same as the noise in the magnitude image after the inverse Fourier

transform of the k-space multiplied by the homodyne �lter. Therefore, since the noise

ampli�cation is mostly a�ected by the �lter, Equations 4.35 and 4.36 are approximately

valid for the noise in the �nal image.
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Appendix E

Supplementary information for the

combination of VCC with PF

As mentioned in the beginning of chapter 8, many of the evaluations and comparisons

regarding the combination of VCC with PF were repeated at 3 T using 16 receiver

channels, and some also at 1.5 T using 12 receiver coils on a second volunteer, to

show clinical relevance. As described in section 8.7, the trends of results in these cases

are quite similar to the case of 52 channels measured at 3 T. Therefore, to avoid a

redundant and lengthy presentation of the results, the �gures depicting these repeated

scenarios were moved to this appendix.

Figure E.1: PF �lter functions (a-c) and their squared inverse Fourier transforms (d-f), for a

PF factor 6/8. PF algorithms of zero-�lling (a, d), homodyne with step-like �lter (b, e), and

homodyne with ramped �lter (c, f) are presented, with all cases simulated assuming 128 PE

lines. [T5]
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Figure E.2: Spatial mean values of percentage SNR gain in VCC reconstructions combined

with PF, for di�erent measurement types, acceleration factors, and PF reconstruction al-

gorithms, using a Sum-of-Squares (SoS) coil combination, for 3T and 16 receiver channels.

Results for in-plane-accelerated T1-weighted spin-echo (top row: a-c), SMS-accelerated T1-

weighted spin-echo (middle row: d-f), and in-plane-accelerated gradient-echo EPI (bottow

row: g-i) are shown, for zero-�lling (left column: a, d, g), for homodyne PF reconstruction

using a continuous, ramped �lter (middle column: b, e, h), and for POCS PF reconstruction

(right column: c, f, i). [T5]
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Figure E.3: Spatial mean values of percentage SNR gain in VCC reconstructions combined

with PF, for di�erent measurement types, acceleration factors, and PF reconstruction algo-

rithms, using a complex linear coil combination without taking the real part or absolute value,

for 3T and 16 receiver channels. Results for in-plane-accelerated T1-weighted spin-echo (top

row: a-c), SMS-accelerated T1-weighted spin-echo (middle row: d-f), and in-plane-accelerated

gradient-echo EPI (bottow row: g-i) are shown, for zero-�lling (left column: a, d, g), for ho-

modyne PF reconstruction using a continuous, ramped �lter (middle column: b, e, h), and

for POCS PF reconstruction (right column: c, f, i). [T5]
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Figure E.4: Spatial mean values of percentage SNR gain in VCC reconstructions combined

with PF, for di�erent measurement types, acceleration factors, and PF reconstruction al-

gorithms, using Sum-of-Squares (a-c, g-i) and complex linear (d-f, j-l) coil combinations,

for 1.5T and 12 receiver channels, measured on the second volunteer. Results for in-plane-

accelerated T1-weighted spin-echo (top sub�gure: a-f) and in-plane-accelerated gradient-echo

EPI (bottow sub�gure: g-l) are shown, for zero-�lling (left column: a, d, g, j), for homodyne

PF reconstruction using a continuous, ramped �lter (middle column: b, e, h, k), and for

POCS PF reconstruction (right column: c, f, i, l). [T5]
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Figure E.5: Reconstructed magnitude images (a-h) and noise maps (i-p) of T1-weighted spin-

echo measurements (3T, 16 receiver channels) for several PF factors, using 4× in-plane

acceleration. For both cases, standard (a-d, i-l) and VCC reconstructions (e-h, m-p) are

displayed. SoS coil combination and POCS PF algorithm were used in all shown cases. [T5]
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Figure E.6: Reconstructed magnitude images (a-h) and noise maps (i-p) of T1-weighted spin-

echo measurements (1.5T, 12 receiver channels) for several PF factors, using 4× in-plane

acceleration, measured on the second volunteer. For both cases, standard (a-d, i-l) and VCC

reconstructions (e-h, m-p) are displayed. SoS coil combination and POCS PF algorithm were

used in all shown cases. [T5]
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Figure E.7: Comparisons of SNR in cases of same net acceleration and same minimum TE,

for VCC-reconstructed in-plane-accelerated gradient-echo EPI measurements (3T, 16 receiver

channels). Results of acceleration factor 5 with PF factors 7/8 (left column: a, d, g) and 6/8

(middle column: b, e, h) are shown as well as the case of acceleration factor 6 without PF

(right column: c, f, i). The �rst and last cases (R = 5, fPF = 7/8 vs. R = 6, fPF = 1) allow

approximately the same minimum TE, while the second and last cases (R = 5, fPF = 6/8 vs.

R = 6, fPF = 1) have similar net acceleration. Reconstructed magnitude images (top row:

a-c), computed noise maps (middle row: d-f), and calculated SNR maps (bottom row: g-i)

are displayed. POCS PF algorithm and SoS coil combination were used in all shown cases.

[T5]
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Figure E.8: Comparisons of SNR in cases of same net acceleration and same minimum TE, for

VCC-reconstructed in-plane-accelerated gradient-echo EPI measurements (1.5T, 12 receiver

channels, measured on the second volunteer). Results of acceleration factor 4 with PF factors

6/8 (left column: a, d, g) and 5/8 (middle column: b, e, h) are shown as well as the case

of acceleration factor 6 without PF (right column: c, f, i). The �rst and last cases (R = 4,

fPF = 6/8 vs. R = 6, fPF = 1) allow approximately the same minimum TE, while the

second and last cases (R = 4, fPF = 5/8 vs. R = 6, fPF = 1) have similar net acceleration.

Reconstructed magnitude images (top row: a-c), computed noise maps (middle row: d-f),

and calculated SNR maps (bottom row: g-i) are displayed. POCS PF algorithm and SoS coil

combination were used in all shown cases. [T5]
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Figure E.9: Comparisons of SNR in cases of same net acceleration for VCC-reconstructed

in-plane-accelerated T1-weighted spin-echo measurements (3T, 16 receiver channels). Accel-

eration factor 3 with PF factor 5/8 (left column: a, d, g) is displayed, as well as acceleration

factors 5 (middle column: b, e, h) and 6 (right column: c, f, i), without PF. The �rst and

second cases (R = 3, fPF = 5/8 vs. R = 5, fPF = 1) have approximately the same net accel-

eration, not taking into account the calibration (ACS) lines. The �rst and last cases (R = 3,

fPF = 5/8 vs. R = 6, fPF = 1) have approximately the same e�ective net acceleration taking

into account the ACS lines measured within the accelerated scans. Reconstructed magnitude

images (top row: a-c), computed noise maps (middle row: d-f), and calculated SNR maps

(bottom row: g-i) are shown. POCS PF algorithm and SoS coil combination were used in all

displayed cases. [T5]
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Figure E.10: Comparison of SNR in cases of same net acceleration for VCC-reconstructed in-

plane-accelerated T1-weighted spin-echo measurements (1.5T, 12 receiver channels, measured

on the second volunteer). Acceleration factor 3 with PF factor 5/8 (left column: a, c, e)

is displayed, as well as acceleration factor 5 without PF (right column: b, d, f), having

approximately the same net acceleration, not taking into account the calibration (ACS) lines.

Reconstructed magnitude images (top row: a-b), computed noise maps (middle row: c-d),

and calculated SNR maps (bottom row: e-f) are shown. POCS PF algorithm and SoS coil

combination were used in all displayed cases. [T5]
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